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ABSTRACT 

Neural networks learn knowledge from data. For a monolithic 
structure, this knowledge can be easily used but not isolated. The 
many degrees of freedom while learning make knowledge 
extraction a computationally intensive process as the 
representation is not unique. Where existing knowledge is 
inserted to initialize the network for training, the effect becomes 
subsequently randomized within the solution space. The paper 
describes structuring techniques such as modularity and hierarchy 
to create a topology that provides a better view on the learned 
knowledge to support a later rule extraction. 

1. INTRODUCTION 

Neural networks are assumed to extract knowledge by learning 
from presented data. Existing knowledge can be used to initialize 
the connection weights such that, during learning, it becomes 
enriched to a new set of connection weights. From these weight 
settings, the stored knowledge can be retrieved as a set of expert 
rules. This ideal computational process is hampered by lack of 
direction. The monolithic neural network has serious learning 
problems, easily forgets initialization settings and stores the 
knowledge in a sparsely spread and irreproducible format that 
makes rule retrieval a complicated and ill-defined process [1]. 
The retrieval problem with monolithic networks can be solved by 
proper network design, but such scales very badly with increasing 
complexity. Moreover, the location of specific knowledge within 
a newly trained neural net remains not sharply defined. Therefore 
it has been suggested to use a modular structure for knowledge 
representation. This divide-and-conquer approach uses the 
domain knowledge displayed by the modular structuring for an 
hierarchical retrieval and will henceforth result in a more 
tractable rule set that is better suited for human inspection and 
interpretation. 

The process to be modeled is characterized by (black-box) 
measurements that serve to supervise the learning of the neural 
network. At each presentation of an example, the inputs are 
applied to the network and the output is compared to the target 
value. The observed error on the output is then interpreted as 
weight changes that tend to decrease this model discrepancy. The 
hidden neurons serve two purpose in this learning method. On the 
one hand, each hidden neuron becomes characteristic for a set of 
examples such that they discriminate between the set and all other 
values. A non-linear transfer function stretches the distance 
between the “good and the bad” and allows for some examples to 
stay undecidedly in the transfer region. In this sense, the hidden 
layer clusters examples and provides a more robust indication of 
cluster membership. This brings the second purpose of the hidden 
neuron: it allows for the classification of an example to be based 
on the combination of hidden responses. 
Apparently the clustering in a feed-forward network has a vague 
resemblance to fuzzy clustering. It labels some examples as 
cluster members, while leaving some examples undecided. Where 
fuzzy rules can easily annotate existing knowledge and neural 
networks can learn from data, the combination seems very 
attractive. In practice, the lack of learning direction in the neural 
net plays havoc and the fuzzily captured knowledge can easily get 
lost during the neural post-processing. On reflection this is not a 
new problem, as the quality of the fuzzy description is also 
hampered, where problem complexity becomes high and rule sets 
become too large to be easily supervised. 
Problem structuring by “divide-and-conquer” is commonly 
accepted as a reliable means to master complexity. In fuzzy 
representation, this is shaped as many blocks of small rule sets; in 
neural networks, we will find a modular composition of smaller 
(sub) networks. In this paper, we will therefore investigate several 
aspects on structuring a modular neural network to make the 
extracted knowledge transparent for a later inspection 
(extraction). 
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2. STRUCTURING THE NETWORK 

Structured design uses the notions of hierarchy and modularity 
(Figure 1). Modularity starts from the division of the problem 
space on basis of one or more parameters. There is a wide range 
of possibilities, which can be grouped into: 

• Stochastic set characteristics 
• Deterministic set characteristics 
• Stochastic attribute characteristics 
• Deterministic attribute characteristics 

Where the space is disassembled, assembly is required to reach 
the overall classification. Division along set characteristics 
provides different views on the same reality. Assembly will then 
involve either sensitizing the path through the selected module or 
composing the result from the various active modules by voting 
or computation. The resulting structure has a computational 
meaning and does often not reflect the domain. 
When the model is disassembled on basis of attributes, assembly 
will follow the domain structure directly. It transforms the black-
box into a gray (or ultimately white) box by asserting an 
hypothesis on the internal structure. In contrast to the set-based 
approaches, this will not only reduce the complexity of the 
problem but also support an efficient rule extraction.  

Figure 1: Modularity (a) and hierarchy (b). 

Where modularity aims at cutting the problem into parts, 
hierarchy aims at looking into the details of an individual part by 
showing how the component can be specified in terms of a 
collection of less complex parts. A typical example is the 
piecewise composition of a non-linear neuron from a network of 
linear ones, or a linear neuron from a network of stepwise ones. 
In the history of neural technology, two movements can be 
discerned (Figure 2). The quest for functional separation has 
resulted in the gradual development of the Heaviside stepwise 
transfer over the linear transfer into the sigmoid one. Hierarchical 
decomposition travels this same route in reverse order. The quest 
for functional adequacy has created a gating function for the 
sensitizing of modules, developing from a rectangular to a bell-
shaped selection. Here we find that such gating functions can be 
hierarchically decomposed into more simple separators. 
The notions of modularity and hierarchy seem not completely 
separate. A module can be a replacement of a neural node with an 
arbitrary transfer function by a network that reflects by its 
structure that desired transfer function. The benefit of a 
replacement in the same realm (i.e. a node in a neural network is 
replaced by again a neural network) is that the replacing function 
can be less expensive to built or easier to tune for changing 
conditions. The difference is that a module sources from a 
functional separation where hierarchy provides a structural 
analogon. In the structural domain, these two notions can 
therefore easily be mixed. 

Figure 2: The decomposition of a neuron. 

A modular neural network should therefore be based on clusters 
with (a) high internal cohesion aimed to minimize the feature 
interaction and (b) low external cohesion aimed to localize the 
error propagation. The actual structure of the network pictures the 
composition of the knowledge domain; however, a lot of variety 
is possible, especially when the domain is still in research. The 
quality of a cluster can be defined by its “equivalent mass” 
through a physical analogon. When an example is presented that 
belongs to an existing cluster, it does hardly change the weight 
values. However, when a novel example comes in, it falls into the 
attracting field between clusters. Unlike physics, this example 
will not move but the dimensions of the field are non-linearly 
scaled such that one cluster grows to include the example while 
others shrink to keep a distance. A trained net will have such 
depleted regions between the clusters, the size and grading of 
which marks the quality of the clustering. 
Redundant elements within the cluster add to the mass of the 
cluster, not to the size. Hence it will strengthen the attractive field 
within the depleted region, not the size. This makes the neural 
function more robust. As shown in [2], redundant features can 
make the function so robust that they can be less precise that even 
8-bit platforms can be supported. The other consequence of 
redundancy is that the output is the same for a region of 
examples. This simplifies the rule set if such is reckoned with 
during the retrieval. Over the cluster, weight changes are still 
possible. But they are small and largely confined to the output 
connections. Such leaves the question how the extent of a cluster 
can be measured. To this purpose we apply examples from the 
cluster and gradually make changes till the network can not 
handle it anymore, as shown by large and drastic changes in the 
input connections. In the presence of redundancy, this is a clear 
and sharp transition. 
The major drive for a modular neural network is that the overall 
functionality is learnable. This does not entail, that every module 
must be learnable. Where knowledge is hardly influenced by the 
neural training, modules may be replaced by fuzzy 
representations or even by an analytical model. This gradual 
replacement over time implies also a gradual preparation of a 
module. The goal is to learn a module to contain a well-separated 
data cluster such that (a) no knowledge will disappear by 
subsequent learning, (b) no knowledge will disappear through 
replacement, and (c) the contained knowledge can be efficiently 
represented by expert or analytical rules. 
Mixing fuzzy and analytical models with neural networks creates 
an heterogeneous network. Such a network plays an important 
role in the handling of processes of which the design and 

(a) modular
(b) hierarchical

functional
separation

functional
coverage
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simulation is seriously hampered by the lack of analytic 
modeling. Typical examples are RF signal propagation in radio 
astronomy and audio characterization of steel melting furnaces. 

3. ANALYSIS 

The training of a feed-forward neural network is commonly based 
on error back-propagation. Based on the response of the network 
output in reaction to the presented examples, the difference with 
the expected response is used in a linear descent approach to 
change the weight settings. The expectation that in this way the 
output error is reduced is not always justified. Firstly, this is 
because the error measure is globally defined while the 
aberrations are local. As the learning algorithm attempt to 
minimize the global error, it creates a compromise between the 
local models. Consequently, the individual knowledge 
contributions become far from correct. 
An example is shown in [3], where both complete and occluded 
characters are trained and the quality of the monolithic network is 
severely reduced compared by networks in which the separate 
example sets are applied (Figure 3). In the first instance, “ideal” 
characters from a set of 100,000 license plates are trained on a 
neural network. Later on, this same network is tested with 
artificial sets of occluded characters. It appears that the classifier 
is robust for less than 12% occlusion, but has difficulties in 
handling characters with a larger degree. 
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Figure 3: Classification of (occluded) characters 

We might expect a similar curve, when we train the network with 
a realistic database, wherein about 2% of the characters are 
occluded. However, it appears the classifier is not functioning 
with the same high level of accuracy. The small amount of 
occluded characters given already a relatively large decrease in 
accuracy. In a third experiment, the network is trained directly for 
occluded characters. It shows again a large accuracy for the target 
set, but this time the non-occluded characters have classification 
problems. When, in a final experiment, a sub-network trained for 
on-occluded characters is used as a module in combination with a 
neural sub-network trained for occluded characters and the results 
are merged in a confidence voter, the overall classification 
becomes as good as the constituting parts. 
Apparently, the neural network is incapable by itself to 
discriminate between the different characters and builds itself a 
single cluster for every character irrespective of the degree of 
occlusion. The characteristic feature for this cluster will refer to 
the geometrical mean which has moved considerably by the 

injection of occlusion. By keeping such clusters in separate 
modules, the network is kept from averaging over the variety and 
a selective confidence over the separate classification results is 
facilitated. 
The second and related reason lies in the occurrence of feature 
interaction [4]. When the network output is the result of 
conflicting contributions from the hidden features (that is: results 
from incoming values with opposite signs along different network 
paths), the epoch-based learning becomes very sensitive on the 
example presentation order. Similar to what is known in 
stochastic as the “longest ruin effect”, indefinite series of 
complementary weight changes may occur, which shows as 
plateaus in the error space. But even when the learning 
converges, the resulting error and the time in which this value is 
reached may not be acceptable. 
In [4] this problem has been investigated in closer detail. It points 
out that the phenomenon is most apparent under conditions of 
full symmetry: a symmetric transfer function, a symmetric process 
and a symmetric neural structure. But even under normal 
operating conditions, the learning appears to be often not 
reproducible. An example is shown in Figure 4, where increasing 
the amount of symmetry leads to a drastically increasing variety 
in learning time. Such conditions can easily appear in the starting 
situation, where the network is initialized by randomly selected 
but very small weight values. 
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Figure 4: For different mixes of conflicts, the amount of 
reproducibility (peak), variation in learning time (spread) 
and amount of learning failures (fail) 

In a modular arrangement this situation may still occur. Therefore 
it is proposed in [5] to order the learning start of the modules in 
time. As learning discriminates very fast during the first epochs, 
only small offsets are required. A typical example in shown in 
Figure 5. This small exemplary network uses two module levels. 
The overall response improves already considerably, when the 
starting time of the second layer is only moderately increased. 
Processes (and notably fabrication processes) change slowly over 
time. As a consequence, post learning will always be required. 
But as the process changes, the domain structure may also be 
affected. This could re-introduce the occurrence of internal 
conflicts. It has been proposed to remedy this by special guards to 
note later that the function of this guard could be very simple, 
assuming that each module has been ruggedized as discussed 
before. In that case, a sudden increase of learning time is already 
a sufficient indication of problems to come. 
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Figure 5: Impact of delayed module activation 

4. EXPERIMENT 

So far we have introduced modular neural networks as a means to 
solve the learning problem. It achieves a high quality, executable 
model that can be used for further experimentation. However, it’s 
purpose remains rather limited if the module content & 
composition does not have a physical plausibility. Physical 
plausibility is a plus for the education value to the human 
modeler and a must for automated knowledge extraction. 
Unfortunately there appears to be no way in which physical 
plausibility can be enforced during neural learning. At least not 
for the monolithic case. However, in case of modular neural 
networks we can start from a physical plausible domain 
structuring and see whether each module content is trained to a 
degree that can be explained from natural laws. 
In [6], the case of non-destructive testing of mechanical 
compounds by ultra-sonic waves is discussed. The modeling was 
only successful after a lengthy experimental search for efficient 
input features. This is typical of the problems connected to the 
use of monolithic networks. The effort in setting up a modular 
model is far less. The physical principle is based on the 
measurement of the echoes of the emitted wave. The number of 
echoes depends on the quality of the mirroring compound; the 
time duration  between echoes on the path length traveled. Ultra-
sonic testing of stitch welds means to classify whether the weld is 
there or not and whether the weld is of sufficient quality. This can 
be modeled from two modular nets (one for the wave returning 
from the weld, and one for the wave returning from something 
else), each being based on a well-understood physical process. 
These modules are adaptively combined to match the actual 
measurement. The quality of the potential weld is directly given 
by the relative contribution to the overall signal; in this case, a 
simple reading of the weight value for the synapse that connect 
the weld module to the network output part. 
Things get more complicated in the case of the unknown 
metallurgic process, which for practical reasons can only 
indirectly be observed from the process sounds (cooking, phase 
changes etc.). Here the physical understanding is even more 
remote. The measurements are taken from 3600 different set-
points of the process and give rather puzzling results. Figure 6 
gives some impressions. 

Figure 6: Some responses for chemical production case 

At a first glance, these graphs have little in common. There seems 
to be a stepwise start and a gradually stabilizing end. What 
happens in between varies from a simple exponential decrease to 
a couple of distinct phases of activity. Apparently there is more 
than one processes at work and the processes have a degree of 
interaction. This can be explained from the metallurgic phase 
diagram. Such feedback loops in the modular model structure can 
not be handled by a simple error back-propagation, as this 
assumes a loop-free topology. Therefore we will need a recurrent 
network of feed-forward modules. 
To minimize the recurrence effect, training will start from the 
selected examples wherein the processes are still disjoint. The 
knowledge from this model is extracted to allow for visual 
inspection. It is expected that this already provides more insight 
into the chemical processes and help to solve the general 
problem. 
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