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Abstract—Real-time stream processing applications such as
software defined radios are usually executed concurrently on mul-
tiprocessor systems. Exploiting coarse-grained data parallelism by
duplicating tasks is often required, besides pipeline parallelism,
to meet the temporal constraints of the applications. However,
no unified model and analysis method exists that can be used to
determine the required amount of data and pipeline parallelism,
and buffer sizes simultaneously.

This paper presents an analysis method which can determine
the required amount of data parallelism by describing data
parallelism in a dataflow model without replicating dataflow
actors. This allows to make a trade-off between the amount
of data and pipeline parallelism that is required to meet the
temporal constraints of the application. It is also shown how
large the buffers need to be such that the determined amount of
data and pipeline parallelism required for the satisfaction of the
throughput constraint, can be realized. Furthermore, it is shown
that the use of the applied circular buffers enables the proposed
dataflow modeling.

The presented analysis method is demonstrated using a
WLAN 802.11p transceiver application. This application contains
multi-rate behavior and has a cyclic data dependency because
of a re-encoding loop. Given the real-time constraints of the
application, sufficient buffer sizes and sufficient data parallelism
are derived.

I. INTRODUCTION

Real-time stream processing applications, such as software
defined radios, often have strict temporal constraints imposed
by periodic sources or sinks in the applications. Such ap-
plications are often executed on Multiprocessor Systems-on-
Chip (MPSoCs) to meet these periodic constraints. Stream
processing applications typically contain a fair amount of
pipeline parallelism and this pipeline parallelism is used to
utilize the different processors of the MPSoC [1].

One of the biggest challenges when developing such real-
time systems is to guarantee the temporal constraints of the
application. Temporal analysis methods are required to give
such guarantees. The temporal behavior of stream process-
ing applications can be accurately modeled by using timed
dataflow models [2], [3]. Dataflow models exist which support
static [4] as well as dynamic behavior [5], [6] and can be ex-
tracted automatically from stream processing applications [7].
Next to that, methods exist to verify the temporal constraints
of applications [8], [9] and dataflow models can also be
used for the optimization of applications given such temporal
constraints [10].

Streaming applications exploit the inherent pipeline paral-
lelism to increase the achieved throughput. However, exploit-
ing only pipeline parallelism might not be sufficient to meet
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the temporal constraints of applications. Exploiting coarse-
grained data parallelism is often required as well and can
also increase the throughput significantly [1]. Data parallelism
uses the fact that stateless tasks can be replicated such that
different data samples can be processed in parallel by these
replicated tasks. Replicating tasks can result in smaller buffers
than is possible when only pipeline parallelism is used to
meet the throughput requirement. On the other hand, pipeline
parallelism often requires less additional processing resources.
Efficient implementations of applications therefore trade off
data parallelism with pipeline parallelism to achieve their
throughput requirements.

Timed dataflow models are often used to analyze the
throughput of streaming applications. In such dataflow models,
actors model tasks. Traditionally, task replication is modeled
by duplicating actors in split-join constructs [1], [11]. How-
ever, such split-join constructs are difficult to parameterize,
which hinders the analysis of the trade-off between data and
pipeline parallelism.

In this paper, we present an analysis method based on Syn-
chronous Dataflow (SDF) models [4] in which data parallelism
is modeled simultaneously with the pipeline parallelism of the
application. Data parallelism is modeled in the SDF model
without replicating actors which allows us to make the trade-
off between data and pipeline parallelism.

Dataflow analysis methods exist which can determine min-
imal buffer sizes by using the trade-off between the amount
of pipeline parallelism in different buffers [12], [13], [14],
[15]. These methods model the size of buffers as initial tokens
which are parameterized in the dataflow model. In this paper
we extend these approaches and also use initial tokens that
are parameterized to model the amount of replication of a
task. Because buffers as well as data parallelism are modeled
with initial tokens that are parameterized, existing buffer sizing
techniques can be used to determine the required amount of
data and pipeline parallelism simultaneously. Furthermore, the
analysis methods are applicable for cyclic task graphs.

Previous dataflow analysis methods use self-edges to limit
the auto-concurrency of actors. These self-edges contain one
initial token to obtain the property that firings of the actors do
not overlap. We use the number of self-edge tokens to model
the replication of the corresponding task. We show in this paper
that this model can be accurate and that it is conservative. To
show this, we introduce a new expansion method from an SDF
graph to an equivalent Homogeneous Synchronous Dataflow
(HSDF) graph. For the proposed dataflow model it is required
that the worst-case response time of a task is independent
of the amount of replication of the task. This is enabled
by the applied circular buffers by which tasks communicate.
The used circular buffer has support for multiple producers
and consumers. Implementing the communication with the

12978-1-4799-5338-7/14/$31.00 ©2014 IEEE



replicated tasks by separate FIFO buffers is in general not
possible for our approach because it does not correspond with
the proposed dataflow modeling.

The outline of the paper is as follows. Related work is
discussed in Section II. The basic idea of the analysis method
is presented in Section III. One of the enablers of the proposed
analysis method is the use of a specific type of circular buffer.
The properties and the implementation of this circular buffer
is discussed in Section IV. Section V presents the modeling
of data parallelism by means of an SDF model and contains
proofs regarding the accuracy and conservativeness of the mod-
eling. In Section VI the combination of pipeline parallelism
and data parallelism is described in more detail and the trade-
off between data and pipeline parallelism is discussed. The
approach is evaluated in a case-study in Section VII and we
conclude this paper in Section VIII.

II. RELATED WORK
Data parallelism is often used to increase the amount of

parallelism of applications. For example polyhedral models
are used in [16] to exploit the available data parallelism in
loops with a finite number of iterations. However, the temporal
behavior of the applications is not modeled and also the com-
bination with pipeline parallelism is not considered. In [17] the
throughput of applications is determined for cyclic polyhedral
models with data parallelism. However, the combination with
pipeline parallelism is not considered.

It is shown in the context of the StreamIt language [18]
that the combination of pipeline parallelism and coarse-grained
data parallelism is important [1]. Other methods acknowledge
the benefits of the combination of data and pipeline paral-
lelism [19], [20] and use dataflow models to analyze the
temporal behavior of data parallel tasks. However, none of
these methods determines the amount of data parallelism that
is required to meet the throughput constraint of an application.

In [11] a method is presented that also does compute the
required amount of data parallelism. It uses an Integer Linear
Programming (ILP) to determine which of the predefined set
of replications ensures that the temporal constraints can be
met. However, just as the other methods mentioned above,
it only considers acyclic task graphs. Next to that, it does
not determine the required amount of data parallelism and
pipeline parallelism simultaneously. The above mentioned pa-
pers model data parallelism in a dataflow model by means of
duplicating the dataflow actor corresponding to a task. Next to
that, they use explicit split and join tasks to communicate with
the data parallel tasks. Such split-join constructs are difficult
to parameterize because the graph topology depends on the
amount of data parallelism. This hinders the trade-off between
data and pipeline parallelism. In [11], pipeline parallelism
is determined separately from data parallelism, which means
that the trade-off between data and pipeline parallelism is not
considered.

We model data parallelism by using only one dataflow
actor corresponding to a task and allow this actor to occur
multiple times in parallel in the schedule. This is modeled
using a self-edge with multiple tokens which is parameterized
in the dataflow model. This allows to use existing buffer sizing
algorithms to determine the required amount of data paral-
lelism simultaneously with the required amount of pipeline
parallelism. Furthermore, the analysis method of this paper
is applicable for cyclic task graphs and also explicitly makes
the trade-off between pipeline parallelism and data parallelism.
In our approach communication between tasks is done via
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(e) Expanded dataflow model corresponding to the dataflow model of
Figure 1d

Figure 1. Illustration of the basic idea of the proposed modeling of data
parallelism using dataflow models.

buffers with support for multiple readers and writers [21], [22].
Therefore, we do not need split and join tasks.

Buffer sizes as well as data parallelism are modeled with
initial tokens that are parameterized in the dataflow model.
Buffer sizing methods exist which determine the minimal
amount of initial tokens that are required to meet a throughput
constraint. From our analysis follows that such buffer sizing
methods can also be used to determine the required amount of
data parallelism simultaneous with the minimal buffer sizes.
As we will show in Section VI, a trade-off exists between
increasing the size of buffers and increasing the amount of
data parallelism. This trade-off can be resolved by using
cost functions for initial tokens in combination with existing
buffer sizing methods. Buffer sizing methods which give exact
solutions exist [12], [14]. The main drawback of these methods
is that they have a Non-Polynomial (NP) time-complexity. In
fact, finding the minimal amount of buffering that is required
to meet a throughput constraint is shown to be an NP-complete
problem [14]. Buffer sizing algorithms with a polynomial time-
complexity are also developed [23], [13], [15]. They are based
on linearizations of dataflow schedules and find conservative
(not exact) buffer sizes which guarantee the throughput con-
straint. Such linearization methods are even more relevant
because they also enable the compositional analysis of dataflow
models [24]. We can also use such approximation algorithms.
However, due to the linearization of schedules, they do not
accurately capture the trade-off between pipeline and data
parallelism, which is detailed in Section VI.

III. BASIC IDEA
This section illustrates the basic idea behind the proposed

analysis method for data and pipeline parallelism.
Traditionally, self-edges with one token are used to limit

the auto-concurrency of dataflow actors. Such self-edges pre-
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vent overlap of firings of actors which corresponds with the
fact that the current execution of a task needs to be finished
before the next execution can start. We propose to use more
than one token on such a self-edge to model data parallelism.
On the model side this looks straightforward. The maximum
number of overlapping firings of the dataflow actor is limited
by the number of self-edge tokens. However, two important
issues arise. First, we need to prove that these overlapping fir-
ings indeed correspond with the executions of the data parallel
tasks. And second, we have to show that the temporal behavior
is modeled conservatively.

For the second problem it is important that the worst-case
response time of a task is independent of the amount of data
parallelism. This response time is the maximum time a task
takes to finish an execution after it is enabled. Furthermore, we
have to show that buffers are modeled conservatively. In the
proposed modeling, the space of a buffer is shared between
the data parallel tasks. This is not possible when a separate
buffer is used for each replication. We therefore use a circular
buffer with support for multiple producers and multiple con-
sumers [22]. In Section IV we show that also separate buffers
for each replication can be used as long as the total buffer size
is a multiple of the amount of replication.

Figure 1 illustrates the idea of our dataflow modeling ap-
proach and the problems that arise when dataflow actors are
replicated to model data parallelism. Figure 1a shows a task
graph of two tasks, τi and τj , connected by a buffer with δb
locations. Figure 1b shows the dataflow model corresponding
to this task graph. The buffer is modeled with two opposite
directed edges and the two tasks are modeled with two actors.
Dataflow actor vi, corresponding to τi, cannot be replicated
because τi has state. This is modeled with a self-edge con-
taining one token which is equal to how self-edges were pre-
viously used to limit the auto-concurrency of dataflow actors.
The self-edge of actor vj , corresponding to τj , illustrates the
new modeling technique and can contain more than one token
to denote the replication of task τj . Both the parameterized
number of tokens modeling buffer size and data parallelism
can be determined simultaneously by existing buffer sizing
methods such that the required throughput is guaranteed.

In Figure 1c, the buffer size δb is chosen to be equal to
three and task τj is replicated twice into tasks τj,0 and τj,1.
Figure 1d shows the corresponding dataflow model. As can be
seen in Figure 1c, both task τi as well as tasks τj,0 and τj,1
share the same buffer. This is implemented by using a circu-
lar buffer with support for multiple consumers and multiple
producers. Task τi writes data to the buffer in a consecutive
order. Furthermore, each location is read by one consuming
task. The locations that are read by a task are fixed. In this
example, execution n of task τj,0 uses the data of location
(2 · n) mod 3 in the buffer and execution n of task τj,1 uses
the data from location (2 · n + 1) mod 3. Task τi can reuse
a location when both tasks τj,0 and τj,1 no longer need that
location.

Figure 1e shows the expanded dataflow model which is
used to show the correctness of the modeling of data paral-
lelism. This expanded dataflow model is only used to show the
relation between the task graph and the dataflow model and
is not used to determine the right values for the parameters.
The expanded dataflow model is equivalent to the dataflow
model of Figure 1d. As can be seen, actor vi is split into two
actors, vi,0 and vi,1, which are tightly coupled by a cycle with
one token. This means that these two actors fire consecutively.

On the other hand, actor vj is split into actors vj,0 and vj,1
which both have their own self-edge. This means that they
can fire independently of each other, which corresponds to a
data parallel execution of the corresponding tasks. Actor vj,0
corresponds to task τj,0 of Figure 1c and vj,1 corresponds to
τj,1. The firings of both actors vi,0 and vi,1 correspond to
executions of task τi.

The edges between actors vi,0 and vi,1 and actors vj,0 and
vj,1 model the buffer between the corresponding tasks. The
topology of these edges depends on the size of the buffer.
As can be seen in Figure 1e, for a buffer of size three, they
form the cycle ((vi,0, vj,0), (vj,0, vi,1), (vi,1, vj,1), (vj,1, vi,0))
through all four actors which illustrates that the corresponding
tasks reuse each others buffer locations.

When data parallelism is directly modeled using replication
of the corresponding dataflow actors, one would directly end
up with the expanded dataflow model of Figure 1e. However, in
such a model it would not be possible to model a parameterized
size of a buffer because the topology of the edges cannot be
changed dynamically. Therefore, it is not possible to make a
trade-off between data and pipeline parallelism.

IV. IMPLEMENTATION
The previous section illustrated how applications with data

parallel tasks can be analyzed using dataflow models. In this
section we present how such applications can be implemented.
Specifically, we discuss an implementation of the buffers be-
tween tasks for which the synchronization costs are not de-
pendent on the amount of data parallelism that is used.

Often tasks with data parallel behavior are implemented
by adding split and join tasks and by using a separate buffer
for each replication of a task [1], [11]. This approach has a
number of drawbacks. First of all, because each replication
has a separate buffer, the space of the buffers cannot be used
efficiently. Secondly, the split and join tasks need to be mapped
to the platform which means that less resources remain for
the other tasks. When the communication with a data parallel
task is implemented with a buffer with support for multiple
producers and multiple consumers, all the tasks can use buffer
space that is at that moment not used by other tasks. The same
buffer space can thus be used by different tasks. Therefore, the
required size of such a shared buffer is often smaller than the
sum of the sizes of the separate buffers.

The type of buffer we use in this paper is a circular buffer
that uses overlapping windows [22]. Each producer and each
consumer has its own window in which it is allowed to write
and read respectively. The buffer also allows for multiple pro-
ducer windows and multiple consumer windows at once. Syn-
chronization is decoupled from the actual read/write opera-
tions. Consumer tasks can immediately acquire a data location
for reading as soon as the producer has written it. Consumer
tasks thus synchronize by checking if the required location is
already written. Furthermore, each consumer task moves the
tail of their window such that locations that are not required
anymore fall out of their window. Producer tasks synchronize
by acquiring new space locations by moving the head of their
write window and by signaling that a location is written. Be-
cause the buffer is circular, the movement of the windows is
implemented in a cyclic manner. When the window reaches the
end of the buffer, it wraps around and continues again at the be-
ginning of the buffer. The administration of these wraparounds
can be done by storing the wrap count for each task. The head
of a write window is never allowed to overtake the tail of any
of the read windows because that would mean that data can

14
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and one execution of τj,2

Figure 2. The state of the buffer of Figure 1c at different points in time. ŵ
is the head of the write window of task τi and ř0 and ř1 are the tails of the
read windows of tasks τj,0 and τj,1 respectively.

be overwritten before it is read. Overtaking happens when the
head of the write window moves to a further location in the
buffer than the tail of a read window. Initially, the read window
can acquire an amount of space equal to the buffer size. The
head pointer thus starts one wrap around earlier than the read
windows and overtakes the tail of a read window when it is
more than buffer size locations ahead.

We use this buffer in such a way that it fits the data parallel
implementation we propose. We make use of the fact that
consumer tasks can skip locations, i.e., remove them from their
read window without have to acquire them first. Consuming
tasks thus never block on data that is not required by that
task. The order in which the different replications of a task
read/write locations in the buffer is fixed. The first replication
always reads/writes the first locations in the buffer and then
skips the locations that are read/written by the other replica-
tions. We therefore know that each location in the buffer is
written by exactly one replication of a task and is also read
by exactly one of the replications of a task.

We introduce an initial offset of the read/write windows
to correspond with this fixed order of reads and writes. Each
replication of a task τd is identified by a unique number n,
0 ≤ n < δd, with δd the amount of replication of the task.
Each of the replications of τd initially skip n · γ locations
where γ is the number of read/written locations per execution
of τd from/to a certain buffer. Each replication then tries to
acquire the next γ locations in its window to read/write them.
After this succeeds and the execution of the task is finished,
the tail pointer corresponding to the replication is moved with
δd · γ locations. This thus skips (δd − 1) · γ locations that are
read/written by the other replications. The implementation of
the buffer is such that all the δd · γ locations are moved at
once. The time it takes to move the window with n locations
does not depend on how large n is. Therefore, the worst-case
response time of the task does not depend on the amount of
data parallelism of the task.

We illustrate the global idea of this implementation of the
buffers with Example 1.

Example 1:
Consider the task graph of Figure 1c. The circular buffer in this
task graph contains three locations and has one producing and
two consuming tasks. The initial state of this buffer is illustrated
in Figure 2a. The head pointer of task τi is denoted by ŵ. The
tail pointers of tasks τj,0 and τj,1 are denoted by ř0 and ř1
respectively. The three cells in the circle correspond with the
locations in the circular buffer. Initially all locations are empty.
The head pointer of τi and the tail pointer of τj,0 point to lo-
cation 0. Task τj,1 has initially skipped one location and its tail

pointer therefore points to location 1.
Figure 2b shows the state of the buffer after one execution

of both tasks τi and τj,0 and no execution of τj,1. Task τi has
acquired and written location 0 which is then read by task τj,0.
After τj,0 finishes its first execution, it moves its tail pointer with
two locations to location 2. Location 0 is therefore not needed
anymore by the consuming tasks and can thus be reused by task
τi. This is illustrated in the figure by the dark (colored green)
background of the cell. Figure 2c illustrates the buffer state after
six executions of τi, three executions of τj,0 and one execution
of τj,1. In this situation the buffer is completely full with data
though location 1 (denoted by 4) is already read by task τj,0
which is illustrated by the dark (colored green) background. The
other full locations are illustrated by the light (colored blue)
background of the cells. Task τi cannot make progress in this
situation. Next to that, task τj,0 has already used all of the data
that belongs to it and can thus also not make progress. The only
task that is enabled is task τj,1 which can still execute twice in
this situation.

This example also illustrates two additional properties of
the proposed implementation. In Figure 2b, task τj,0 has ex-
ecuted even when task τj,1 is not yet enabled. Thus our ap-
proach does not have a blocking split behavior. Next to that,
in Figure 2c task τj,0 has already executed three times while
task τj,1 only executed once. This shows that task τj,0 can
progress before task τj,1 has finished the same execution. Thus
the proposed implementation does also not have blocking join
behavior.

In the example it is also shown that the buffer location are
reused by the different tasks. The third execution of task τj,0
reads from location 1 in the buffer just like the first execution
of τj,1 does. Such a reuse of buffer location cannot be achieved
when separate FIFO buffers are used to communicate with the
replicated tasks. However, there is a situation in which separate
FIFO buffers can be used. When the total buffer size is equal
to an integer multiple of both the producer replication factor as
well as the consumer replication factor, the total buffer size can
be split fair into separate FIFO buffers. This can be achieved
by increasing the buffer size to the smallest integer multiple
of the least common multiple of the replication factors that is
larger than the computed buffer size.

The idea of separate FIFO buffers is illustrated in Figure 3
in which the size of the buffer of Figure 1c is increased to four
location. The expanded HSDF model of Figure 3 illustrates
that in that case, two separate cycles can be distinguished.
One cycle through actors vi,0 and vj,0 and a cycle through
the other two actors. These separate cycle can be translated to
separate first-in first-out (FIFO) buffers connecting tasks τj,0
and τj,1 to task τi of Figure 1c. Which buffer a task needs to
write to or read from during an execution can be computed
with a modulo operation which only adds a constant cost, i.e.,
not dependent on the amount of data parallelism.

V. MODELING DATA PARALLELISM
In this section we describe the modeling of data parallel

tasks. The first subsection discusses the SDF analysis model
and its properties that are used in this paper. The second sub-
section presents the dataflow model of a data parallel task and
the correspondence between buffers and the dataflow model.
The third subsection shows that the dataflow model allows the
same scheduling freedom as a data parallel task and in the
fourth subsection we prove that such a data parallel task is
modeled conservatively. These first four subsections assume
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Figure 3. Situation in which the buffer of Figure 1c has a size of four location
and can be split into separate FIFO buffers.

that the processor on which a task is executed is not shared.
The last subsection combines data parallel tasks with run-
time budget schedulers to illustrate that the method is more
generally applicable.

A. Dataflow Model
The model we use to determine the required amount

of data parallelism is the SDF [4] model. An SDF graph
G = (V,E, δ, ρ, π, γ), is a directed graph that consists of a
set of actors V and a set of directed edges E. Communication
takes place by producing and consuming tokens over these
edges. An edge eij ∈ E, directed from actor vi to actor vj
represents an unbounded token queue and contains initially δij
tokens. An actor vj ∈ V is enabled to fire when on each input
queue eij at least γ(eij) tokens are present, with γ : E → N.
At the start of a firing of actor vj , γ(eij) tokens are consumed
from all input queues eij atomically. The firing finishes ρj
time units after its start. At this finish, vj atomically produces
π(ejk) tokens on each output queue ejk.

Functionally deterministic dataflow graphs, such as SDF
graphs, have a monotonic temporal behavior [25]. This has
a number of important implications. For example, decreasing
the firing duration of one actor in the graph can never lead
to a later enabling of any of the actors in the graph during
self-timed execution. During self-timed execution, actors fire
as soon as they are enabled. Similarly, increasing the amount
of initial tokens in the graph can never lead to a later enabling
of any of the actors in the graph. See [25], [26] for more details
on monotonicity of SDF graphs.

Another important property of SDF models is consistency.
For an inconsistent SDF model, either any finite number of
initial tokens will result in deadlock or an unbounded accu-
mulation of tokens on an edge. Algorithms exist to verify
consistency of connected SDF models [4]. In consistent SDF
models, the average rate at which tokens are produced on an
edge is equal to the average consumption rate on that edge.
Therefore, a repetition vector q can be determined which con-
tains the relative firing frequencies between the actors. We
use qi for the repetition factor of actor vi where qi is the ith
component of q. When every actor vi in an SDF model fires
exactly qi times, it holds for each edge in the SDF model that
the number of tokens produced on an edge is equal to the
number of consumed tokens from that edge:

∀eij∈E : qi · π(eij) = qj · γ(eij) (1)

B. Correspondence Between Task Graph and Dataflow Model
The task graph specifies the behavior of an application

consisting of parallel tasks connected by buffers. The corre-
sponding SDF model is used to determine temporal properties
and suitable parameter values for the application. Figure 4
shows the correspondence relation between the SDF model

τj,0

τi

vjvi

δijδji

δji

δij

τj,n -1

1 n

π(eij)

γ(eji)

γ(eij)

π(eji)

p(τi)

c(τj)

c(τj)

Figure 4. Relation between task graph including data parallelism (bottom)
and the corresponding dataflow model (top).

and the tasks in such a task graph. Each task is modeled
using one dataflow actor. The amount of data parallelism of a
task is modeled using an edge from the corresponding actor
back to itself. The number of initial tokens on this self-edge
corresponds with the amount of data parallelism of that task.
In Figure 4, task τj is replicated n times and is modeled using
one SDF actor, vj , with a self-edge containing n initial tokens.

Self-edges are also used to model stateful tasks. Such self-
edge then contains a fixed number of initial tokens to denote
that the task communicates with itself. The number of tokens
on this self-edge reflects the execution to which the state is
written. For example a task which writes state to the next
execution of the task corresponds with an actor which has a
self-edge with one token. The self-edge which models the state
of a task forms an upperbound on the possible data parallelism
of a task.

To illustrate the idea, we assume in this section that tasks
are executed on a processor which is not shared between dif-
ferent tasks. The response time of a task, i.e., the maximum
time a task takes to finish an execution after it is enabled, is
thus less or equal to the Worst-Case Execution Time (WCET)
of the task. When the firing duration of each actor is chosen to
be equal to the WCET of the corresponding task, the dataflow
model is conservative [25]. Tasks communicate via buffers
and the synchronization with these buffers also takes time.
We assume that this synchronization time is included in the
WCET. In Section IV we have shown that the buffers can be
implemented in such a way that the synchronization time is
independent of the amount of data parallelism that is used.
Therefore, the synchronization time can easily be included in
the WCET of a task.

As discussed in Section IV tasks communicate via circular
buffers that have support for multiple producers and multiple
consumers [21], [22]. This enables data parallel tasks to share
a buffer.

Tasks communicate as follows. A producing task first ac-
quires empty locations from the buffer and after the task has
filled them with data, the full locations are signaled as written.
Consuming tasks use these full locations and release them as
empty locations after the locations are not needed anymore.
This behavior of a buffer is modeled in the dataflow model
using two oppositely directed edges, eij and eji as shown
in Figure 4. The number of initial tokens on edge eij , δij ,
corresponds to the number of initially filled locations in the
corresponding buffer. The buffer contains in total δij + δji
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locations. Edge eij models the flow of full locations and edge
eji the flow of empty locations. The skipped locations are not
modeled because they do not add additional synchronization.

Tasks read/write during every execution the same amount
of locations in a buffer. The number of locations that are
read/write each execution corresponds with the number of
tokens that are consumed from/produced to the corresponding
queue in the dataflow model. Consider a buffer from task τi
to task τj . Then we have γ(eji) = π(eij) = p(τi) with p(τi)
the number of locations written by task τi in the considered
buffer. And similarly, we have γ(eij) = π(eji) = c(τj) with
c(τj) the number of locations that are read by task τj . This is
also illustrated in Figure 4.

The order in which the different data parallel replications of
a task read/write locations in the buffer is fixed. This allows
us to define a mapping between the executions of the data
parallel tasks and the corresponding actor firings such that the
read/write locations correspond with the consumed/produced
tokens. We use this mapping in the next sections to prove that
the correspondence relation between task graph and dataflow
model on the one hand preserves scheduling freedom and on
the other hand is conservative.

Executions of tasks are mapped to firings of dataflow actors
as follows. Consider a data parallel task τd with δd replications
and actor vd is the actor which corresponds to this task. We
identify replication k of τd where 0 ≤ k < δd. Execution n of
replication k of τd then corresponds with firing k + n · δd of
actor vd.

C. Accurate Modeling
In this section we show that the introduced modeling of

data parallelism by a dataflow actor allows the same scheduling
freedom as the corresponding data parallel task.

Without loss of generality we assume for the proof that
there is only one task which is data parallelized. We call the
actor corresponding to this task, actor vd. The amount of data
parallelism of this task is equal to δd which means that the self-
edge dependencies of the corresponding dataflow actor should
allow δd simultaneous firings.

To show this we use the expansion of an SDF graph to
an equivalent HSDF graph [4], [3]. An HSDF graph is an
SDF graph in which all the numbers of consumed and pro-
duced tokens per firing, are equal to 1. Note that we use this
expansion to an equivalent HSDF graph merely to prove the
scheduling freedom. We do not use this HSDF graph itself
to model the behavior of the task graph. We use a modified
expansion method to make the data parallelism visible.

The expansion of an SDF graph to an equivalent HSDF
graph makes use of the balance equation from (1). Each SDF
actor vi is modeled using qi HSDF actors. Each firing of an
HSDF actor corresponds to a firing of the SDF actor. After
every HSDF actor has fired exactly once, the tokens are again
on the same edge as in the initial situation. This corresponds
to qi firings of SDF actor vi.

The expansion to HSDF translates the edges of the SDF
model to multiple edges in the HSDF model based on the
communication between firings of the actors in the SDF model.
Also self-edges are translated to multiple edges in the HSDF
model. A self-edge for actor vd with δd tokens specifies in an
SDF model that firing n of vd can only start when firing n−δd
of vd is finished. This is modeled in the HSDF model with an
edge between the actors modeling firing n and firing n− δd.

To show the scheduling freedom of the dataflow
model we use an expansion of an SDF model to an
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Figure 5. Expansion of an SDF actor modeling data parallelism (left) to
HSDF actors (right).

equivalent HSDF model which differs from the expan-
sion method in [4], [3]. Equation (1) can be rewritten
to include the amount of data parallelism of actor vd:
∀eij∈E : qi · δd · π(eij) = qj · δd · γ(eij). Instead of expand-
ing each SDF actor vi to qi HSDF actors, we can also model
an SDF actor vi with qi · δd HSDF actors. Actor vd is then
modeled using qd · δd HSDF actors. We call this new HSDF
model the expanded dataflow model.

Figure 5 shows how an SDF actor vd with a self-edge
containing δd initial tokens is modeled using qd · δd HSDF
actors. Because we model vd with qd · δd HSDF actors, the
self-edge dependencies in the HSDF graph have the illustrated
structure. As is shown in Figure 5 we can distinguish δd groups
of qd HSDF actors. The different groups in Figure 5 start
with firing the actors denoted by v0

d to v
δd-1
d . No self-edge

dependencies exist between these δd groups, only inside the
group itself.

Each of these groups models exactly one of the data parallel
replications of the task. Group k, with 0 ≤ k < δd models the
firings i = k + n · δd, n ∈ N of the SDF actor. These firings
correspond, as defined in Section V-B, to execution n of repli-
cation k of the corresponding data parallel task.

Because there are no self-edge dependencies between the
different groups of HSDF actors, there is also no dependency
in the schedule between the groups when the self-edge de-
pendencies are considered. Each of the δd groups of HSDF
actors can thus be scheduled individually which means that
the dataflow model allows the same scheduling freedom as
the data parallel task.

D. Proof of Conservativeness
This section contains the proof that the dataflow model for

data parallel tasks as proposed in this paper is conservative.
We prove that the production times of tokens in the dataflow
model form an upperbound on the times on which the tasks
write to the corresponding buffer locations.

In [25] sufficient conditions are derived under which
dataflow models are temporally conservative to task graphs.
One condition is that the number of consumed and produced
tokens on each edge in the dataflow model needs to be
equal to the number of read and written locations of the
corresponding connection in the task graph. This is ensured
by the correspondence between dataflow model and task graph
presented in Section V-B. Given this correspondence it is
shown in [25] that when the following equation holds for
every task and corresponding actor, the whole dataflow model
is conservative to the task graph.

∀i : e(i) ≤ ê(i) =⇒ ∀i : f(i) ≤ f̂(i) (2)

17



We use e(i) for the external enabling time of execution i
of a task, i.e., the time at which the task can read sufficient
locations from the adjacent buffers. The external enabling time
of the corresponding actor firing is denoted by ê(i). This is
the earliest time at which the required tokens are present on
the incoming queues. Furthermore, f(i) is the finish time of
execution i of the task and f̂(i) is the finish time of firing i
of the corresponding actor.

The intuition behind Equation (2) is that the arrival times
of tokens form an upperbound on the times at which buffer
locations are filled with data. Monotonicity of the temporal
behavior of functional deterministic dataflow graphs [25] guar-
antees that then also the enabling times of subsequent firings
of actors are never earlier than the corresponding external
enabling times of the tasks. Therefore, when the local condition
of Equation (2) holds for every task and corresponding actor,
all the production times of tokens form upperbounds on the
times at which buffer locations are filled. This means that the
complete dataflow model is temporally conservative to the task
graph.

Equation (2) is only applicable when one actor corresponds
with one task whereas we address the case in which an actor
corresponds to multiple replications of the same task. There-
fore, we extend Equation (2) to data parallel tasks and show
that it holds for the dataflow analysis method as proposed in
this paper.

We use the mapping between task executions and dataflow
firings presented in Section V-B to derive Equation (3). Exe-
cution n of replication k of a task τd corresponds with firing
k+n ·δd of the corresponding dataflow actor vd. We use ek(n)
for the external enabling time of execution n of replication k
of task τd and fk(n) for the finish time of execution n of
replication k.

∀0≤k<δd :

∀n : ek(n) ≤ ê(k+n·δd) =⇒ ∀n : fk(n) ≤ f̂(k+n·δd)
(3)

We now prove this relation for the proposed dataflow
model of data parallel tasks. By using max-plus algebra
semantics [27] of dataflow actors on actor vd we obtain:

f̂(i) ≥ max
(
ê(i), f̂(i− δd)

)
+ ρd (4)

The firing duration, ρd, of actor vd is equal to the WCET
of the corresponding task τd. Next to that, different executions
of replication k of task τd cannot overlap. It therefore holds
that:

fk(n) ≤ max
(
ek(n), fk(n− 1)

)
+ ρd (5)

We now prove Equation (3) by using induction on execu-
tion number n. We make use of the left part of Equation (3),
i.e., the enabling times of the dataflow actor are conservative
to the enabling times of the corresponding task execution, to
prove the right part of Equation (3). We can safely assume that
the finish times of executions numbers smaller than 0 are equal
to −∞ to denote that they do not exist. With this assumption
the base case of the induction proof, n = 0, can be proven:

fk(0) ≤ max
(
ek(0), fk(−1)

)
+ ρd

≤ max
(
ek(0),−∞

)
+ ρd

≤ ek(0) + ρd
≤ ê(k) + ρd

≤ f̂(k) (6)

vd,1vd,0
ê(i) f̂(i)

ρd,0 = P −Bd ρd,1 = P ·Cd
Bd

δd

Figure 6. Dataflow component modeling the temporal behavior of a task
scheduled with a run-time budget scheduler.

For the induction step we prove that when Equation (3)
holds for execution n − 1 of replication k, it also holds for
execution n of replication k. When Equation (3) holds for
execution n − 1 we have: fk(n − 1) ≤ f̂(k + (n − 1) · δd).
With ek(n) ≤ ê(k + n · δd) we have:

fk(n) ≤ max
(
ek(n), fk(n− 1)

)
+ ρd

≤ max
(
ê(k + n · δd), f̂(k + n · δd − δd)

)
+ ρd

≤ f̂(k + n · δd) (7)

This proves that Equation (3) holds for every execution n
which means that data parallel tasks are conservatively mod-
eled by the proposed dataflow model.

E. Combination with Run-Time Schedulers
The previous sections assumed that processors are not

shared between tasks. In this section we show that the approach
is also applicable when tasks do share processors. We do this
by showing that the analysis method introduced in this paper
is also applicable for latency-rate actor components which
are used to model the temporal behavior of tasks scheduled
with run-time budget schedulers [25]. Such latency-rate actor
components are more widely applicable and can for example
also be used to model variations in execution times [28].

Run-time budget schedulers guarantee every task a mini-
mum time budget B in every time interval of length P . The
temporal behavior of a task can be conservatively analyzed
using a latency-rate actor component. Such an actor component
is shown in Figure 6 for a data parallel task τd. Each of the
replications of τd have the same time budget Bd. In this Figure,
Cd is used for the WCET of task τd and δd corresponds to the
amount of data parallelism of τd.

It can be shown by using the same method as in Subsec-
tion V-C that the dataflow component from Figure 6 models
the amount of data parallelism accurately. We therefore only
provide the proof that the actor component is temporally con-
servative to the corresponding task.

The finish time of a task τd, scheduled with a run-time
budget scheduler can be bounded as follows [25]:

f(i) ≤ max (e(i) + P −Bd, f(i− 1)) +
P · C
Bd

(8)

Each replication of a task has its own budget. Therefore,
this finish time can also be used for a replication k of a task:

fk(n) ≤ max
(
ek(n) + P −Bd, fk(n− 1)

)
+
P · C
Bd

(9)

Using the max-plus semantics of the dataflow component
of Figure 6 we obtain:

f̂(i) ≥ max
(
ê(i) + P −Bd, f̂(i− δd)

)
+
P · C
Bd

(10)
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Figure 7. Example of a trade-off between
data and pipeline parallelism.

δba δb µ
4 1 80
5 1 70
6 1 60
4 2 60
6 2 40
7 2 35
8 2 30
7 3 30
10 3 20

Table I. Results for Figure 7
illustrating the average period
for different token assignment.

By using Equations (9) and (10) we can prove Equation (3)
by induction on execution number n. This proof is omitted
because it is analogous to the induction proof of Section V-D.

VI. DETERMINING DATA AND PIPELINE PARALLELISM
With the introduced modeling of data parallelism by means

of one actor with a self-edge containing multiple tokens, we
can also derive the required amount of data parallelism. In this
section we present a method for this derivation.

Data parallelism of a task is modeled as a cyclic depen-
dency on the corresponding SDF actor itself. Because buffers
are also modeled as cyclic dependencies, determining data
parallelism is strongly related to analysis methods which de-
termine the required buffer sizes given a throughput constraint.
When these buffer sizing methods are instrumented correctly,
they can also be used to determine data parallelism.

Buffer sizing methods such as [12], [23], [15] use graph al-
gorithms to determine the minimum required amount of tokens
that allow the required throughput. Also the costs of tokens can
be taken into account when determining this minimum amount
of tokens. The methods make use of the fact that increasing
the amount of tokens on edges can make tokens on other edges
redundant. The costs of tokens can be used to resolve the
trade-off between the amounts of tokens on the different edges.
These costs are thus used to express a preference for which
edges should contain the least amount of tokens.

The dataflow schedules that are used in these buffer sizing
methods inherently exploit pipeline parallelism. Given the data
dependencies as specified in the dataflow model it is explicit
which firings of actors may overlap. The amount of tokens
in the cycles form an upperbound on the amount of pipeline
parallelism that can be used.

The buffer sizing methods can also be used to determine
the required amount of data parallelism. The number of tokens
can be determined for the self-edge cycle modeling the data
parallelism such that the temporal constraints are met. This
allows to determine the required amount of data parallelism
simultaneously with the amount of pipeline parallelism and the
corresponding buffer sizes. This makes the trade-off between
data and pipeline parallelism explicit. By using suitable token
costs, the choice can be made between increasing buffer sizes
or increasing the amount of data parallelism. Also it can be
determined how large the buffers need to be to exploit a certain
degree of data parallelism.

Example 2:
Figure 7 shows an example demonstrating the trade-off between
data and pipeline parallelism. It presents the dataflow model
corresponding to two tasks, one producer and one consumer.

The producer, modeled with actor va, has a WCET of 10 time
units and is a stateful task which cannot be data parallelized.
Each execution, three locations are filled with data by this task.
The consumer task, modeled with actor vb, reads two locations
per execution. This task has a WCET of 20 time units and can be
data parallelized. A choice can be made between increasing the
buffer connecting the two tasks (increasing δba) and allowing
more pipeline parallelism or increasing the amount of data par-
allelism of the consuming task (increasing δb). This illustrates
the trade-off between data and pipeline parallelism.

The results of exploiting this trade-off are shown in Table I.
The first two columns show the different assignments of initial
tokens to edge eba and the self-edge of vb. The third column,
denoted by µ, shows the average period that can be achieved
given the token assignment. It corresponds to the average period
in which each SDF actor vi fires qi times. For example, for
the first row µ is equal to 80 time units which means that on
average, va can fire twice per 80 time units and vb on average
can fire three times per 80 time units. This period is the inverse
of the throughput of the application and is calculated using a
maximum cycle ratio algorithm [29]. Only the minimum num-
bers tokens are illustrated per average period. The maximum
cycle ratio algorithm is exact and also the exhaustive search
is complete which implies that we find the exact numbers of
required tokens for each average period.

As is shown in Table I, the average period decreases when
the amount of tokens increases. The lowest average period that
can be reached by the task graph is 20 time units. For this pe-
riod, actor va limits the throughput due to its self-edge. Ta-
ble I also shows the trade-off between increasing the buffer size
(increasing δba) and increasing the amount of data parallelism
(increasing δb). For example, the third and the fourth row in the
table result in an equal µ. This means that the throughput that
is achieved when the size of the buffer is equal to six locations
and no data parallelism is used, is equal to the throughput that
is achieved when the buffer size is equal to four locations and
the consuming tasks is replicated twice.

As discussed, buffer sizing methods can be used to de-
termine the required amount of data parallelism next to the
required buffer sizes. Exact buffer sizing methods such as [12],
[14] have a non-polynomial time-complexity which can be
problematic for larger dataflow graphs. Buffer sizing methods
exist with a polynomial time-complexity [23], [15] and are
based on linearizations of schedules. The schedules of the
dataflow actors are approximated with linear equations which
actually model a strictly periodic token production and con-
sumption. Such linear equations can be used to solve the buffer
sizing problem efficiently, but can result in non-optimal token
placements. Because of the strictly periodic token production,
the trade-off between data and pipeline parallelism cannot be
exploited as good as with the exact buffer sizing methods.

This is illustrated in Figure 8 which shows two different
schedules with an average period of 60 time units for the
dataflow model of Figure 7. Figure 8a shows a schedule that
exploits data parallelism. Edge eba contains four tokens and
δb is equal to two. The horizontal axis denotes time and the
rectangles in the figure represent the different firings of actors
va and vb. The number in the top right corner of each rectangle
indicates the number of each firing. The schedule of Figure 8a
exploits data parallelism and is not strictly periodic. Figure 8b
shows the only possible strictly periodic schedule with an
average period of 60 time units. The required number of tokens
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(a) Schedule exploiting data parallelism with δba =
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(b) Strict periodic schedule with δba = 6 and δb =
1

Figure 8. Two different schedules for Figure 7 with an average period of 60
time units.

δSRC 1
δFILTER 1
δFFT 3
δEQ 1
δDEMAP 1
δDEINT 1
δV IT 1
δRE−ENC 1
δCH−EST 2

δFILTER,SRC 1
δFFT,FILTER 3
δEQ,FFT 4
δCH−EST,FFT 6
δDEMAP,EQ 1
δDEINT,DEMAP 1
δV IT,DEINT 2
δRE−ENC,V IT 1
δCH−EST,RE−ENC 2
δEQ,CH−EST 0

Table II. Result of the analysis method applied on the dataflow model of
Figure 9.

for this schedule is six for edge eba and δb is equal to one.
The trade-off as shown in Table I for an average period of 60
time units can thus not be made when periodic schedules are
considered.

VII. CASE-STUDY
In this section we show the applicability of the analysis

method by applying it to a WLAN 802.11p transceiver [30].
The application is executed on an MPSoC and data parallelism
as well as pipeline parallelism is required to meet the through-
put constraint of the application. We will consider the part of
the WLAN 802.11p transceiver which is active during packet
decoding mode.

Figure 9 shows the SDF model corresponding to this packet
decoding mode. The numbers of tokens that are produced
and consumed are only drawn when they are unequal to one.
The throughput constraint is imposed by the periodic source
(SRC) which produces one sample every 8µs (= 1

125kHz ). The
samples that are produced by the source are first processed
by a filter and then by an FFT. The packets are then subse-
quently decoded using the channel equalizer (EQ), demapper
(DEMAP), deinterleaver (DEINT) and the viterbi decoding
(VIT) tasks. The packets are encoded for error correction with
a rate of 1

2 which means that each transmitted m bits are
decoded to m

2 error corrected bits. The viterbi task decodes
these bits and therefore has an input of 2 samples and outputs
only 1 sample.

The result of the channel equalizer is improved by using
a channel estimator (CH-EST). The output of the viterbi task
contains the error corrected bits. These corrected bits are re-
encoded (RE-ENC) and compared with the output of the FFT.

Based on the difference between the bits, an estimation of
the channel is computed by the channel estimation task. The
estimation that is computed using sample i is used as the
setting of the channel equalizer during the reception of sample
i+ 2. This is modeled using two initial tokens on the channel
estimation cycle.

Figure 9 only shows the edges on which the tokens cannot
be chosen freely. The other edges are omitted for clarity. The
behavior of the viterbi and re-encoding tasks depends on the
result of the previous executions plus the current sample. They
thus do have state which is modeled using self-edges with
one token. On the other edges, the number of tokens that
are required to meet the throughput, are computed using the
analysis method described in Section VI. The result of this
analysis is shown in Table II. It contains the required number
of tokens for the omitted edges. Two tasks are replicated, the
FFT task (replicated three times) and the channel estimation
task (replicated two times). The results are determined with the
same exhaustive search approach as discussed in Example 2.

The FFT task has a high execution time and therefore needs
to be replicated three times to meet the throughput constraint.
To exploit this introduced data parallelism, the sizes of the
buffers connecting the FFT task need to be sized correctly.
The sizes are 3, 4 and 6 locations for the buffer with the FFT,
the equalizer and the channel estimator, respectively.

Due to the fixed number of two tokens in the channel
estimation loop, the amount of pipeline parallelism that can
be used in this loop does not suffice to meet the through-
put constraint. However, the analysis method has determined
that when the channel estimation task is replicated twice, the
throughput can be met.

VIII. CONCLUSION

The analysis method introduced in this paper allows to
model data parallelism accurately without having to replicate
dataflow actors. Instead, the data parallelism is modeled using
a cyclic self dependency with the number of tokens on this
cycle corresponding to the amount of data parallelism. We have
shown that the parameterized dataflow model is conservative
to the corresponding task graph by making use of a new SDF
to HSDF conversion.

It is shown that with the introduced dataflow model, the
required buffer sizes and the amount of data and pipeline
parallelism can be determined simultaneously, which makes
the trade-off between them explicit. Furthermore, it has been
shown that existing buffer sizing methods can be used to
choose between increasing buffer sizes or increasing data
parallelism in order to meet the throughput constraint.

It is also shown that task graphs containing data parallelism
can be implemented with circular buffers with support for
multiple producers and multiple consumers. These buffers can
be implemented such that the synchronization costs are not
dependent on the amount of data parallelism that is used. It is
shown that this property enables the proposed analysis model
combining data and pipeline parallelism. Furthermore, we have
shown that if FIFO buffers are applied instead of circular
buffers, the parameterized dataflow model is only conservative
if the computed number of tokens is an integer multiple of the
amount of replication of the tasks.

The applicability of the analysis method is demonstrated
with a WLAN 802.11p application. It is shown that despite the
cyclic re-encoding loop of this application, the amount of data
parallelism can be derived simultaneously with the amount of
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Figure 9. Dataflow model of the packet decoding mode of a WLAN 802.11p transceiver.

pipeline parallelism such that the throughput requirements of
the application can be met. Also the required buffer sizes have
been determined by using the proposed analysis method. The
proposed analysis method can thus be used to make the trade-
off between data and pipeline parallelism.
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