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Abstract Aspects have been successfully promoted as a means to improve the mod-

ularization of software in the presence of crosscutting concerns. Within the Ideals

project, aspects have been shown to be valuable for improving the modularization of

idioms (see also Chapter 1). The so-called aspect interference problem is considered

to be one of the remaining challenges of aspect-oriented software development: as-

pects may interfere with the behavior of the base code or other aspects. Especially

interference among aspects is difficult to prevent, as this may be caused solely by the

composition of aspects that behave correctly in isolation. A typical situation where this

may occur is when multiple advices are applied at the same, or shared, join point. In

this chapter we explain the problem of behavioral conflicts among aspects at shared

join points, illustrated by aspects that represent idioms: Parameter checking and Er-

ror propagation. We present an approach for the detection of behavioral conflicts that

is based on a novel abstraction model for representing the behavior of advice. The

approach employs a set of conflict detection rules which can be used to detect both

generic conflicts as well as domain or application specific conflicts. One of the bene-

fits of the approach is that it neither requires the application programmers to deal with

the conflict models, nor does it require a background in formal methods for the aspect

programmers.
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4.1 Introduction

Aspect-Oriented Programming (AOP) aims at improving the modularity of software

in the presence of crosscutting concerns. AOP languages allow independently pro-

grammed aspects to superimpose behavior (so-called advice) on a base program. Un-

fortunately, the increased composition possibilities may also cause undesired emerging

behavior. This is not necessarily due to a wrong implementation of the individual

aspects; the composition of independently programmed aspects may cause emerging

conflicts. These conflicts are caused by unexpected behavioral interactions. The most

common situation where this occurs is when multiple advices are superimposed at the

same join point; we call this a shared join point. Note that interference between aspects

may also occur in other places without shared join points, but here we concentrate on

this case. We define a behavioral conflict as emerging behavior that conflicts with the

originally intended behavior (cf. requirements) of one or more of the involved modules.

Conventional techniques for guarding consistency are not equally applicable to as-

pects. This is mainly because aspect composition is implicit: each aspect is defined

independently of the others, potentially at different times and by different people. The

composition of advices can happen ‘by coincidence’, certainly the programmers of

the individual aspects cannot always be aware that this will happen. Also, tracing a

possible conflict back to an aspect specification, can become hard using conventional

techniques. Recently, reasoning about the correctness of a system after superimpos-

ing multiple aspects at the same or shared join point [80], has been considered as an

important problem to address [71, 72, 53].

In this chapter we explain and motivate the problem of behavioral conflicts with

an example from idioms used by ASML, represented by aspects (Section 4.2). The

chapter presents an approach to the detection of behavioral conflicts that is applicable

for most, if not all, AOP languages (Section 4.3). We also discuss the application of this

method to the Composition Filters [3] approach whose declarative approach to aspect

definitions improves automatic detection of behavioral conflicts (Section 4.4).

4.2 Motivation

There are numerous examples of behavioral conflicts between aspects, see for exam-

ple [32]. In this section we present an example that is based on the idioms applied

within ASML’s wafer scanner software.

We present here two aspects1 that we have identified, namely Parameter Checking

and Error Propagation. Currently, Parameter Checking has indeed been implemented

–in part of the system– as an aspect using WeaveC. This is not (yet) the case for Error

Propagation.

1Please note that the example aspects presented here are slightly altered for reasons of confidentiality.

However, this does not affect the essence of the examples.
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4.2.1 Parameter checking

Parameter Checking verifies pre- and post-conditions on parameters of C functions.

Parameters can be one of three types; input, output and in- and output. This distinction

depends on whether a parameter is read, written or both. Two checks are employed to

verify the validity of the parameters. First, function input and in- and output pointer

parameters, should not be empty (i.e., not null) at the start of a function. If the input

parameter pointer is null, it could yield a fatal error whenever this parameter is ac-

cessed. Second, every output pointer parameter, must be null at the start of a function.

An output parameter is a pointer to a memory location that is written in the function

body. If such a parameter points to a memory location that is already in use, this might

accidentally override data, which is undesired. An example of the parameter checking

concern, implemented as idiom, applied to the function compare_data() is shown in

Listing 4.1.

1 static int compare_data(
2 const DATA_struct* p1,
3 const DATA_struct* p2,
4 bool* changed_ptr)
5 {
6 int result = OK;
7 /* Check preconditions */
8 if (result == OK && p1 == NULL)
9 { result = INVALID_INPUT_PARAMETER_ERROR; }
10 if (result == OK && p2 == NULL)
11 { result = INVALID_INPUT_PARAMETER_ERROR; }
12 if (result == OK && changed_ptr != NULL)
13 { result = INVALID_OUTPUT_PARAMETER_ERROR; }
14 // code that compares the structures and sets the changed_ptr boolean

accordingly
15 return result;
16 }

Listing 4.1: Example of Parameter Checking code.

This function compares the two input parameters p1 and p2, and sets the boolean

output parameter changed_ptr accordingly. At Lines 8 to 13, the checks for the input

and output parameters are shown. Typically, the parameter checking concern accounts

for around 7% of the number of statements in the code, although the exact percentage

varies among components.

4.2.2 Error propagation

The C programming language does not offer a native exception handling mechanism.

The typical way to implement exception handling in C is to use the return value of

a function. The function returns OK in case of success and an error number in case

of failure. This means that the caller of the function should always inspect the return

value and verify that it is OK. If not, it should either handle the error or return the error

to its caller.

Error Propagation includes: (a) passing the error state through a so-called error

variable and as the return value of the function, (b) ensuring that no other actions are
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performed in an error state, and (c) logging error states. Listing 4.2 shows an example

of such an exception handling scheme.

1 static int compare_data(
2 const DATA_struct* p1,
3 const DATA_struct* p2,
4 bool* changed_ptr)
5 {
6 int result = OK;
7 if (result == OK)
8 {
9 result = example_action1(...);
10 if(result != OK)
11 { LogError(result); }
12 }
13 return result;
14 }

Listing 4.2: Example of Error Propagation code.

The code in Listing 4.2, first (Line 6) initializes the error variable, result, to hold the

current error state. To determine whether to continue with normal execution, a check

is placed which guards the execution (Line 7). In this case this might seem useless as

the error variable already contains OK, however these are coding guideline templates,

and as the code evolves such a check might be required if another statement is inserted

before Line 7. Next, a call to a regular function (example_action1(...)) is performed
(Line 9). If an error is detected (Lines 10-11), this error is logged. Finally the error

variable is returned at Line 13.

It is out of the scope of this chapter to elaborate on the alternatives for exception

handling. It is however obvious to see that this exception handling idiom contributes

substantially to the amount of code. Depending upon the component, this may even be

up to 25% of the number of lines of code. The error handling domain can be divided

into three main elements: detection, propagation and handling. We will focus here on

propagation. Detection and handling of errors is highly context dependent, and thus re-

factoring this into an aspect is hard, and perhaps not even desirable. Error propagation

on the other hand follows a more common pattern which can be re-factored into an

aspect more easily.

4.2.3 An aspect-based design

We will now discuss how to refactor the concerns above into an AOP solution. As-

pect ParameterChecking should check the input and output pointer parameters of each

function to ensure the contract of the function. We implement this functionality as an

advice, called check. Aspect ErrorPropagation implements the following elements:

check whether we are not in erroneous state and if so execute the original call. If this

call yields an error state, it must be logged. Similar to the checking concern, we also

implement the functionality of propagation as an advice, called propagate. Figure 4.1

illustrates the application of both aspects to a (base) system.

At the top of the picture the two aspects and their advices are shown, namely, check

and propagate. The figure also shows our example C function, compare_data(. . . ) as
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Figure 4.1: Parameter checking and error propagation aspects on a base program.

one of the functions that form the base system. The arrows show where each advice is

applied. In this case, both advices are superimposed on the same join point, the function

compare_data(). However, as the aspects implement coding conventions, there are

many such shared join points. This is indicated by the gray arrows and rectangles. Now

assume we would execute propagate before check; in this case, the errors detected by

check are never propagated to the caller.

If we examine this conflict more carefully we see that it is caused by an interaction

between the two advices. The propagate advice reads the error variable to determine

the current error state and can subsequently write the error variable and log if an error

is detected. Advice check verifies that the arguments are valid, and possibly sets the

error variable. In this case the presence of the conflict depends on a specific ordering

of advices, but there are conflicts where the ordering does not matter.

Now let us elaborate more on the concerns and the conflict between them. Indi-

vidually, both aspects are consistent with their requirements and therefore they can be

considered sound. From the language compiler point of view, the program with either

orderings of advices can be considered as a valid program with no errors, there are no

syntactical or structural problems. However, once these aspects are applied at the same

join point, new behavior emerges. Such new behavior may be undesired behavior, in

which case we call it a composition (-caused) conflict.

It is therefore necessary to develop techniques and tools that can statically (at com-

pile time) reason about the (potential) behavioral conflicts between aspects, to avoid

unexpected behavior during the execution of the system. However, there are aspects

which rely on dynamic information. Statically checking such aspects may not be suf-

ficient, and a runtime extension is required to detect these dynamic conflicts. In [35],

we present such an extension, but this is out of the scope of this chapter.

In the remainder of this chapter we present an approach to detect behavioral con-
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flicts that is generally applicable for most, if not all, AOP languages. This has been

worked out for both composition filters (as implemented in the Compose* language

and tools) and AspectJ. The approach is also independent of the base language, and

applies equally well to Java or C# as it does to C.

4.3 Methodology

To reason about the behavior of advices and detect behavioral conflicts between them,

we need to introduce a formalization that enables us to express behavior, and conflict

detection rules over that behavior. A formalization of the complete behavior of advices

in general would be too complicated to achieve and to reason with. Therefore, we

propose an abstraction that can represent the essential behavior of advices, but without

too many details, such that it can be used to detect behavioral conflicts between advices.

Our approach is based on a resource-operation model to represent the relevant se-

mantics of advice. This is a simple abstraction model that can represent both concrete,

low-level, behavior as well as abstract high-level behavior. This resembles the idea

of Abstract Data Types [62]: representing an abstraction through its operations. Our

approach to conflict detection resembles the Bernstein conditions [4] for stating con-

currency requirements. A similar approach is also used for detecting and resolving

(concurrency) conflicts in transaction systems, such as databases [78]. However, our

approach generalizes these domain-specific approaches.

A conflict among advices can only occur if there is an interaction between them;

we model this interaction as operations on one or more shared resources. A conflict

can then be modeled as the occurrence of a certain pattern of operations on a shared

resource. In the remainder of this chapter we will explain the model intuitively, based

on the previously presented example. [29] offers a formal description of the resource

model.

Figure 4.2 presents the semantic analysis process and the relationships to the base

system and advice. We use this image as a guideline through Sections 4.3.1 to 4.3.3.

4.3.1 Pointcut designator analysis

At the top of Figure 4.2, one can see a set of aspects. These aspects contain ad-

vices and pointcut designators. There is also a base program with a set of classes

(ClassA. . .ClassZ). The aspects and base system specifications are inputs of the Point-

cut Designator Analysis(PDCA) phase. During this phase all pointcut designators are

evaluated with respect to the base program. This results in a set of join points with a

mapping to all superimposed advice(s). For conflict analysis, we only need to consider

join points with more than one super-imposed advice.
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Figure 4.2: An overview of the approach.

4.3.2 Abstraction

The result of phase PCDA is a sequence of advices per shared join point2. This se-

quence is used in the next phase: Advice Behavior Abstraction. The other input for

this phase is the resource-operation specification. During the abstraction phase, the

sequence of advices is transformed into a sequence of resource-operation tuples per

shared join point. Next we will discuss the notion of Resources and Operations and

show instantiations of these notions for the example that we explained in Section 4.2.

Resources

A resource can represent either a concrete property of the system, such as a field or the

arguments of a method, or an abstract property which may, or may not have a one to

one mapping to elements in the system. Such elements can be domain specific or even

application specific. One such resource is the error variable in the example. Advice

2In the case that the ordering is not, or only partially, known, we can select one specific ordering (e.g.,

the one that the aspect compiler would choose), or iterate over all valid orderings.
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check verifies the arguments and alters the error variable, if it detects a bad input or

output parameter. Advice propagate must ensure that if an error is set, it is logged and

should be propagated to the caller. There is thus a clear dependency between these

advices w.r.t. the error variable.

Operations

As explained previously, both check and propagate, access the errorvariable. Advice

Check reads the arguments and the errorvariable and possibly writes the errorvariable.

Advice propagate reads (Line 7 of Listing 4.2), writes (Line 9 of Listing 4.2) and reads

(Lines 10 and 11 of Listing 4.2) the errorvariable, to determine whether an error has

occurred. We model these as read and write operations on the errorvariable resource.

Although the most primitive actions on shared resources are read and write opera-

tions, if desired by the programmer, we allow such actions to be modeled at a higher

level of abstraction. These more abstract operations can be derived from a specific

domain, e.g., the ‘P’ and ‘V’ operations on a semaphore. Operations can even be ap-

plication specific.

4.3.3 Conflict detection

The Conflict Detection phase expects two inputs. The first input is the sequence of

operations, per resource and per shared join point. The second input is the set of conflict

detection rules. This phase determines for each shared join point, and for each sequence

of operations upon a (shared) resource, whether this sequence yields a conflict.

Conflict detection rules

A conflict detection rule is a pattern matching expression on the possible (combination

of) operations on a resource, which is specified as a matching expression on a trace of

the operations per resource. This rule can be expressed either as an assertion pattern;

a combination of operations that must occur on a resource, or as a conflict pattern; a

combination of operations that are not allowed.

In the example, the occurrence of a conflict is specified as: ‘if the sequence of

operations on resource errorvariable ends with a write or contains at least two suc-

ceeding writes’. The conflict detection rules can be expressed in any suitable matching

language, such as temporal logic, (extended) regular expressions or a predicate based

language. For instance, we can formulate these two conflict patterns as the following

extended regular expression: (write$)|(write;write).

Conflict analysis

For each shared join point, there is a sequence of operations per shared resource. In the

example, this is the errorvariable resource. Now assume that operation sequence read,

write and read (which are caused by concern Error Propagation) are carried out on the

errorvariable resource at a shared join point. And that subsequently a read and write

operation (caused by the parameter checking concern) is carried out on errorvariable

resource. The resulting sequence then is: read write read read read write This would

match the conflict detection rule: ((write$)|(write;write)), in which case the verdict of
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the conflict detection process is: ‘conflict’. In case of detecting an error, several actions

can be carried out, such as reporting the conflict to the programmer.

4.4 Application within the Composition Filters model
The Composition Filters execution model

The Composition Filters model is an enhancement of (mostly) object-based languages,

which offers improved modularity for (crosscutting) concerns. Compose* is a specific

language that adopts the composition filters model. It adopts a declarative language

and well defined (compositional) semantics to compose an application. It is beyond

the scope of this chapter to discuss all features and elements of Compose* and the

composition filters model. For a more detailed explanation we refer to [3] and [92].

It suffices to state that filter modules and filters are composed sequentially (optionally

with the use of partial ordering specifications), and added (superimposed) at various

places within a program. A filter encapsulates a specific behavior, and is best compared

to advice.

A Compose* implementation of the example

We explain the Composition Filters model using the example of concern Parame-

terChecking presented earlier in this chapter. Listing 4.3 shows the implementation

of concern ParameterChecking in Compose*. In Compose*, the basic abstraction is

a concern. This is a generalization of both (object-oriented) classes and aspects. In

this example, the concern ParameterChecking corresponds to an aspect that imple-

ments a crosscutting concern, i.e., contract enforcement of the function parameters. In

the context of the composition filters model, superimposition denotes the—potentially

crosscutting—composition of ‘aspect’ program units with ‘base’ program units 3.

1 concern ParameterChecking

2 {
3 filtermodule check
4 {
5 internals

6 checker : ParameterChecker;
7 conditions

8 inputwrong : checker.inputParametersAreInvalid();
9 outputwrong : checker.outputParametersAreInvalid();
10 inputfilters

11 paramcheckfilter : ParameterChecking = {
12 inputwrong || outputwrong

=> [*.compare_data]
*.* }

13 }
14

15 superimposition

16 {
17 selectors

18 sel = {Class | isClassWithName(Class, ’CC.CX.FS’)};
19 filtermodules

20 sel <- check;
21 }

3Note that we use the terms aspect and base only as relative roles of program units, not fixed, since we

assume a symmetrical model of AOP.
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22 }

Listing 4.3: Source of the ParameterChecking concern.

In Listing 4.3, filter module Check is defined (Lines 3-13). A filter module is the

unit of superimposition, best compared to advice (or a group of advice and related

declarations). A filter module can contain internals (instantiated for each join point)

and externals (instances shared among all join points where this filter module is su-

perimposed) variable declarations, condition declarations (these are boolean functions

defined in the base code), and declarations of input filters and output filters. Filters

observe and manipulate incoming, resp. outgoing messages, and are discussed in a

bit more detail below). This filter module is superimposed on class CC.CX.FS (Lines

15-21). Filter module Check has an internal variable, checker which is an instance of

utility class ParameterChecker (Line 6). Filter module check also declares two condi-

tions, inputwrong and outputwrong (Lines 8 and 9).

Filter module Check has a single input filter, paramcheckfilter. A filter declaration

consists of the filter identifier (paramcheckfilter), a filter type (ParameterChecking),

and an initialization expression (between curly brackets). A filter type is best compared

to a library aspect that encapsulate the actions to take when accepting respectively re-

jecting the initialization expression. This filter is evaluated as follows. First conditions

inputwrong and outputwrong and evaluated. If any of these conditions yield a true

value, the message is tried to match to the matching part (on the right side of the ‘=>’),

in this case [!.compare_data]4. If the current message matches, filter paramcheckfilter
is said to accept, and will execute the corresponding action of the filter type. In this

case this will set the appropriate error state. In all other cases the filter will reject, the

corresponding reject action of the filter type does not take any action (and would result

in the message continuing to the next filter, if any).

As a second aspect, we show how the error propagation concern can be constructed.

This is shown in Listing 4.4. The concern ErrorPropagation defines one filter module

propagate, which consists of an input filter named errorpropagationfilter of type Error-

Propagation. The filter, defined on Line 6, matches all messages, and thus will always

execute the accept action of the filter. The accept action of ErrorPropagation ensures

that all calls only continue if there is no error, and that if an error is detected, it will be

logged and properly propagated.

1 concern ErrorPropagationConcern
2 {
3 filtermodule propagate
4 {
5 inputfilters

6 errorpropagationfilter : ErrorPropagation = { [*] }
7 }
8

9 superimposition

10 {
11 selectors

12 sel = {Class | isClass(Class)};

4Here we only select one specific message for demonstration purposes. As Parameter Checking imple-

ments an idiom, a more general selection is used in the actual implementation.
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13 filtermodules

14 sel <- propagate;
15 }
16 }

Listing 4.4: Source of the ErrorPropagation concern.

Filter module propagate is to be superimposed on all classes in the system, as

defined in Lines 12 and 14.

Automatically deriving a behavioral specification

In Composition Filters the behavioral specification is split into two parts. The first part

is filter type specific, encapsulating the behavior of the accept and reject actions. The

second part is filter instance specific, depending on the condition, matching and substi-

tutions elements of each filter. The latter part can be automatically derived by inspect-

ing the declarative language of the filters. We consider the evaluation of a condition

to be a read operation on the resource representing this condition. We also inspect the

matching and substitution parts to determine whether the target resp. the selector is

read or written.

Inspecting the filter type to determine its behavior specification is not trivial. Fil-

ter types and the corresponding filter actions are implemented in a regular (Turing-

complete) base language. These languages suffer from the general problems with anal-

ysis. However, as the filter types are defined as first class and are highly reusable we

only have to express the behavioral specification while writing the filter type. It is

important to realize that the behavior specification is attached to a specific filter ac-

tion. Each filter which executes this action, either when accepting or rejecting, thus in-

cludes this specification. Such a behavioral specification will usually be written while

developing these filter actions. This specification can subsequently be used for each

instantiation of the filter type.

Detecting conflicts

We now show how the two concerns described in Listings 4.3 and 4.4 are used to detect

the example conflict between these concerns. After resolving the superimposition of

both concerns we can identify shared join points. In this case there is just one: the

class CC.CX.FS. At this join point, two filter modules are superimposed: Propagate

and Check. These filter modules have to be composed in some order. Any order can be

chosen, but here we consider the following order exposing the conflict we are interested

in: propagate and check. After composing these filter modules, we obtain the following

sequence of filters:

1 errorpropagationfilter : ErrorPropagation = { [*] }
2 paramcheckfilter : ParameterChecking = { inputwrong || outputwrong =>
3 [*.compare_data] *.* }

Listing 4.5: Example filter order.

Filter errorpropagationfilter will always accept, and thus we have two possible

paths: either filter paramcheckfilter accepts and filter action check is executed, or the
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filter rejects, in which case it will execute filter action continue. The two possible traces

for this example are as follows:

1. errorpropagation f ilter
propagate"# paramcheck f ilter

check"#
2. errorpropagation f ilter

propagate"# paramcheck f ilter
continue"#

For each of these traces we generate a new set of resource usage tables. After all filter

actions have been translated to operations on resources, we obtain, for each trace, a

sequence of operations per resource. Table 1 shows the result of trace 1. We can see

that a conflicting situation arises for resource errorvariable, since the last write is not

followed by a read operation. This matches the first part of the regular expression:

(write$)|(write;write).

action selector arguments inputwrong outputwrong errorvariable

errorpropagationfilter: read
propagate write

read
read

paramcheckfilter:check read read read read read
write

Table 4.1: Filter actions mapped to operation traces for trace 1.

Using the Composition Filters approach we showed that a declarative language

enables automatic reasoning about behavioral conflicts among aspects. This approach

has been implemented as the SECRET module in the Compose* toolset.

4.5 Conclusion

This chapter presents a novel approach for detecting behavioral conflicts between as-

pects. Our approach defines the behavior of advice in terms of operations on an (ab-

stract) resource model. We first analyze this behavior and represent the behavior at

each (shared) join point, according to our conflict detection model. Next we verify

this representation against a set of conflict and assertion rules. The resource-operation

model allows us to express knowledge about the behavior of advice at both concrete

and abstract levels.

We showed an actual behavioral conflict caused by crosscutting concerns that have

been identified in the ASML context. We foresee a need for tooling that checks for

consistency and detects conflicts between aspects, before AOSD technology can be

successfully applied in an industrial context. As aspect technology is incorporated in

large and complex systems (and is used to implement not only systemic crosscutting

concerns) but also to implement more component specific concerns, there will be an

even stronger need to have verification tools for avoiding conflicts between aspects,

such as presented in this chapter. In this chapter we presented a generic model for be-

havioral conflict detection and a way to tailor this model to detect domain or application

specific conflicts as well.
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The presented approach is generic and can be applied to most, if not all, AOP

languages. We briefly discussed the application of the approach to the Compose* lan-

guage. In Compose* it is possible to exploit its declarative advice specifications so that

the programmer normally does not need to annotate the program.

We believe the approach presented in this chapter offers a powerful and practical

means of establishing behavioral conflict detection with a minimal amount of explicit

behavior specifications from the programmer. The approach has been implemented

and tested within the Compose* and CAPE tool sets. The Common Aspect Proofing

Environment(CAPE) is an initiative of the European Network of Excellence.


