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18.1 Introduction 

Environments equipped with Ambient Intelligence technology provide social and intelligent support to its 

inhabitants. The majority of ambient intelligence research is on providing support to individuals living or 

working in these smart environments [1]. However, in home and office environments we have also people 

interacting with each other. Can the environment support this interaction as well? 

Looking at smart environments from the point of view of supporting multi-party interaction adds some 

interesting research issues to the area of ambient intelligence research. Firstly, in order to be able to 

provide support, the environment is asked to understand the interactions between its inhabitants and 

between inhabitants and the environment or smart and maybe mobile objects available in the 

environment. Although we see the development of theories of interaction and behavior, these theories are 

rather poor from a computational point of view and therefore they hardly contribute to the design of tools 

and environments that support activities of human inhabitants. Hence, the need for computational theories 

of behavior and interactions needs to be emphasized. 

A second research issue that needs to be mentioned is the real-time monitoring of activities, the on-line 

access to information about activities taking place and also the on-line remote participation in activities or 
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influencing activities in smart environments. The third research issue concerns the off-line access to 

stored information about activities in smart environments. This latter issue may involve retrieval, 

summarization, and browsing. 

Certainly, not all three research issues need to be considered for every type of smart environment. 

Sometimes we are only interested in providing real-time support to an individual entering an ambient 

intelligence environment. Sometimes we just want to monitor what is happening and having an alert when 

something unusual is going on. Sometimes we just want to know what has been going on while we were 

not present. 

There is one important domain of application of ambient intelligence technology where all these research 

issues play an important role. This is the domain of meetings supported by smart environment technology. 

In this domain it is useful to provide support during the meeting, it is useful to allow people who can not 

be present to view what is going on, it is useful to allow people to remotely participate and it is useful to 

provide access to captured multimedia information about a previous meeting, both for people who were 

present and want to recall part of a meeting and for people who could not attend. Hence, on the edge of 

multi-modal research and Ambient Intelligence lies the domain of meetings. 

We cannot think of a world without meetings, although sometimes we wish we could do without them. In 

the best case all these meetings would be efficient, effective, manageable and, afterwards, accessible. 

Although this seems the perfect example of what can be called wishful thinking, these goals would 

certainly accord with any management strategy in the world. The reality is that, amongst other things, 

meetings are expensive, have an unpredictable outcome and are hard to manage. To improve the quality 

of meetings, they need to be assisted by a wide variety of technology. 

It appears that the environment can play an important role to aid the meeting. Auxiliary devices such as 

microphones and data projectors have augmented ‘traditional’ meetings making things more convenient 

for participants as well as more accessible for others. Indeed, the last decade we have seen smart meeting 
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rooms appear where information can, apart from being captured and presented, also be interpreted. As 

support can now be designed to assist pro-actively and in any combination of modalities, it is at this point 

that the role of ambient intelligence comes in. 

These supportive ambient intelligent technologies all have one thing in common: they depend on 

interpreting the incoming data from a multitude of sensors. A system could for example be triggered by 

the start of a presentation to switch off the lights, or aim to record the speakers of the meeting using 

close-up cameras. If in this last case a system is capable of recording only one camera stream, it is fully 

dependent on the determination of the speaker. For various other types of support more complex input is 

required which cannot be obtained by direct observations. Such support requires a system to reason about 

the information, making use of contextual or historic knowledge or analyzing the input to discover the 

underlying ideas and motives, which is often referred to as the Beliefs, Desires and Intentions (BDI) state 

of the users [2, 3]. Based on such knowledge a system could make more complicated decisions about 

appropriate responses to the situation at hand. 

Figure 18.1 shows how we propose such a system could work for various applications. The examples in 

the general model are tailored to the meeting domain and show various levels of complexity. The 

environment and the people are captured using cameras, microphones and other sensors. The resulting 

data is analyzed and recognition technology is used to detect the directly observable events. This class of 

events contains things such as body postures, facial expressions or hand movements. Subsequent 

subsystems analyze these observable events on progressively higher levels of interpretation [4]. The 

knowledge that the system now has about the world can be used to trigger a certain response. 

 

Figure 18.1. Ambient intelligence: Recognition resulting in reaction throughout the virtuality continuum. 
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This chapter starts with some general background information about meetings and the role prospective 

technology could play to assist meetings. We will discuss the role of technology along the virtuality 

continuum, along which meeting rooms become smart rooms that in turn become virtual meeting rooms 

that allow immersive remote presence. As an example of the latter we will discuss our own Virtual 

Meeting Room [5]. The chapter ends with an overview of current state of the art research projects 

focusing on meetings and their support. These projects are related and compared using the multi-modal 

research framework [4]. 

 

18.2 What are meetings? 

This is a fundamental question that needs to be addressed before we can start talking about meetings. A 

very basic definition would be to say that a meeting is ‘when people meet’. But what does it mean to meet 

someone? When people say they have met someone there must have been at least some sort of interaction. 

One cannot say ‘I met a table’: it makes hardly any sense since this group of passive entities is not able to 

exchange information or interact. This then is a prerequisite for a meeting. Op den Akker et al. [6] define 

a meeting to be ‘when individual entities interact’. This seems quite reasonable; however we need to be a 

little more precise. 

We cannot say that we have met, let us say, an ATM, which could be defined as an individual entity. On 

the other hand it seems less strange to say that we have met a robot. So we are able to meet not just 

humans but also non-human entities. Anthropomorphism appears to be a key concept here. If we are able 

to ascribe to an entity a certain set of human affordances, we can say that we are able ‘to meet’ this entity. 

Therefore we define a meeting as anthropomorphic entities that interact. This could be embodied agents 

or humans but also a mixture of these. 

A second question is then: Why do these entities meet, what is the reason behind this? The answer, at 

least for humans, is due to the basic need to get together, or group. The ability to exchange ideas, make 
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decisions and work collaboratively facilitates functioning as a society. Exchange and generation of 

information in meetings leads to an enhanced level of knowledge improving the performance of the 

individuals as well as the group [7]. As these ideas and solutions generally emerge faster when more 

minds share the same thoughts, a group becomes more than the sum of its parts, which is beneficial for 

the interacting entities. Generally, a meeting is held in order to move group actions forward by decision 

making through the exchange of ‘thoughts’ by both information presentation and collaboration. 

Throughout this chapter we focus on interacting humans that communicate ideas and express their 

emotions and feelings. In these meetings, the humans could however be assisted by, or even completely 

represented or replaced by virtual humans. We will discuss this later. Essential here is the existence of 

copresence of other anthropomorphic entities. If there are none, there is no interaction and hence no 

meeting. 

Antunes and Carrio [8] describe three main aspects that pertain to meetings. The resources of the 

meeting, the meeting process and the roles in the meeting. Their subdivision gives a good and structured 

overview of the main meeting components. We will use their terminology throughout the rest of this 

chapter. 

Meeting resources. The resources are split up into two distinct sets, Logistics and Group memory. 

– Meeting Logistics: Meeting Logistics include the generic meeting facilities such as the location, the 

table setting and the physical appearance. 

– Group Memory: Group memory concerns the shared information resources that a group uses to 

accomplish work. Examples are agendas, meeting reports and support documents. 

Meeting process. The Meeting Process structures the set of activities that the participants must execute in 

order to achieve some common goal. Possible approaches to structuring a meeting are the The genre 

approach, The decomposition approach and The individual intervention approach. 
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– The genre approach focuses on the purposes and the communication patterns based on recurrent 

communicative actions; typical examples are a briefing, a progress report meeting, or a staff meeting. 

– The decomposition approach regards meetings as decomposable in multiple levels of detail with goals 

and sub goals, such as a (recursive) combination of divergent, convergent and closure phases. 

– The individual intervention approach structures the meeting process according to individual (process or 

content) interventions produced by the participants and the facilitator. Examples are: defining the agenda, 

opening and closing the meeting and making a statement. 

Meeting Roles. Meeting Roles are the roles assumed or played by attendees of the meeting, such as 

participant, secretary or observer. 

This arrangement is useful to categorize aspects pertaining to certain views of a meeting. But there is 

more one can say about meetings. Some meetings, for instance, may be nice or chaotic and others are 

possibly even effective. 

 

18.2.1 Problems with meetings 

There are several things to say about meetings. When looking at meeting resources for example, they are 

notably expensive. It is said that on average, business organizations spend around seven to fifteen percent 

of their budget directly on meetings. With respect to meeting logistics, the question of where and when to 

hold a meeting is the first contributing factor. Large amounts of money are spent on transportation and 

hotel costs. Another contributing factor is, apart from the fact that time itself has to be paid for, that in the 

time of the meeting itself the attendees could have put their effort somewhere else. A second issue is 

mentioned by Gordon [9]. They found that up to fifty percent of the meeting’s productivity is wasted. 

When having a meeting, it might happen that due to time constraints the meeting functions of being 

together to create ideas and decisions, plans and actions are under high pressure. People sometimes leap 

into problem solving before it is clear what the actual problem is [10]. A UK meeting study mentions that 
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four out of five professionals admit to daydreaming during meetings, while nearly a quarter dozes off 

[11]. With respect to the meeting process, for instance, group size is an issue. Depending on the meeting 

genre, the meeting group size is important in order to maintain order and make sure everybody is able to 

have his or her say. More aspects in this sense are e.g. that some people can dominate a meeting whereas 

others do not contribute at all. As a final example of all these possible problems, when looking at meeting 

roles, confusion might arise about which roles there are during a meeting and which responsibilities are 

associated with them. 

A lot of literature about meetings has been written trying to approach these problems, aiming at an 

increase of efficiency and effectiveness (see e.g. [12, 13]) All of them mention more or less similar issues 

that have to be taken care of before, during and after the meeting. Before the meeting, recommendations 

stress the importance of the meeting logistics and a thorough preparation of the meeting process, knowing 

the expected meeting genre. Several points to take care of are the predefinition of the meeting objectives, 

the fact that an overview is provided containing the expected effort of all participants and the presence of 

an agenda including a global time frame. Techniques can be used in order to maximize output. (Typical 

techniques to e.g. make sure everyone is able to give his or her opinion are: brainstorming, silent writing 

down of ideas, discussion etc.) During a meeting, the meeting process should be managed to maintain 

order in such a way that the sought after results such as striving for a timely and effective execution of the 

agenda is achieved. This is usually done by assigning meeting roles and their accompanying 

responsibilities. After the meeting it is important that the contents of the meeting are made available for 

the attendees as well as other interested persons. Minute taking and writing down notes is considered 

important in this respect to prevent organizational group memory from disappearing. The next section 

will elaborate on how technology can play a part in assisting meetings. 
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18.3 Technology: mediation and support 

Reasons that technology has found its way into meetings might originate from the fact that technology 

enables humans to approach the problems mentioned in Section 18.2.1. Technology facilitates people in 

saving money and time and creates opportunities that, without technology, humans on their own could 

have never created. 

Meetings can nowadays be assisted with a huge variety of tools and technology, ranging from completely 

passive objects such as a microphone to completely autonomous actors such as virtual meeting 

participants. There are several dimensions defining this spectrum. There is the dimension reactive - 

proactive, revealing information about whether or not a piece of technology is able to act by itself. A light 

switch, for instance, will typically undergo an external trigger before acting by turning on the light, 

whereas a radiator might regulate the temperature proactively. Other dimensions are the sensing ability 

(how and which information can be captured), the reasoning ability (the complexity level of the reasoning 

about information), and the acting ability (the flexibility to present information). Although somewhere in 

this space a boundary between object and actor can be defined, for our purpose there is no need to make 

this distinction and we will therefore stay away from this discussion. Typical labels given to technology 

that assists meetings are: meetingware [8], groupware [14] or meeting helper agents [15]. 

 

18.3.1 The virtuality continuum 

The notion of having a meeting remotely without being physically present in the meeting, but having a 

representation (e.g. a video stream) there where the actual meeting takes place introduces a new 

dimension which can help us in structuring our view on meeting support: The Virtuality continuum. The 

concept of the virtuality continuum was introduced by Milgram and Kishino [16]. In this continuum (See 

Figure 18.2) there is an increasing degree of computer-produced stimuli from left to right. 
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At the extreme left the environment is completely real, whereas at the extreme right there are completely 

(immersive) virtual environments where all stimuli are computer generated. Recasting this in meeting 

context, we find at the left side face-to-face meetings with real humans in one location and real 

equipment. The more we move to the right, the more mediated meetings will emerge. At the far right we 

find the immersive virtual meetings where everything is virtual: humans are replaced by avatars, the 

location is a virtual environment and all communication signals are technology mediated. 

The responses from ambient intelligent systems can take place anywhere along the virtuality continuum. 

However, when a system needs to change the environment, that is that the action performed changes the 

way the world is arranged, this is harder to achieve in the physical world than in a virtual one. 

We will organize our focus when describing the technological meeting support using the three previously 

mentioned meeting aspects (meeting resources, process and roles) along the dimension of the virtuality 

continuum. But first we will elaborate on the role of the continuum in social interaction. 

 

18.3.2 Meetings in the virtuality continuum 

Greenhalgh and Benford [17] were amongst the first developers of a virtual reality teleconferencing 

system (MASSIVE) where participants can participate in a virtual meeting wearing a head mounted 

display (HMD). They mention a number of disadvantages in comparison with real face-to-face meetings. 

Typical examples are limited peripheral awareness due to the HMD, lack of engagement, and participants 

not feeling fully ‘present’ in the meeting. 

 

Figure 18.2. The Virtuality Continuum 



 10 

It is clear that these drawbacks all relate to the state that technology had advanced. Lack of engagement 

was explained due to the uncertainty whether the participant had been heard by the others due to 

inconsistent audio quality. Other technological issues that played a role were the Level of Detail (LOD) 

of the virtual environment and time delay issues such as delayed updates of the HMD viewpoint. The 

main problem here is that communication towards the right side of the continuum is still confronted with 

issues resulting from a leaner medium in a sense that not all social cues can yet be conveyed. As a 

consequence of this, the hierarchical structure is ‘flattened’, social cues are reduced, participants are 

depersonalized and the overall volume of communication is less [18]. 

The ‘sense of realism’, or the ‘feeling of reality’, relates to the degree one is able to express oneself and 

perceive others. These issues are covered by the term ‘presence’, being a communicator’s sense of 

awareness of the presence of an interaction partner. [19]. Presence is important for the process by which 

man comes to know and think about other persons, their characteristics, qualities and their inner mental 

states. Lombard and Ditton [20] give a good overview of aspects related to the perception of presence. 

Presence by itself is determined by the richness of the media, and the abilities it affords to the user. Once 

able to increase presence this will lead to enhanced person perception and increase possibilities to express 

oneself. 

So, whenever one moves along the virtuality continuum, presence is an important issue to deal with. 

Increased mediation usually leads to a decreased feeling of presence. That is to say, this holds whenever 

technological mediation is noticed, when e.g. social cues such as turn signaling, or the ability to express 

agreement are lost in the communication process. In some cases technological mediation might however 

lead to an increased feeling of presence, for example when particular social cues are amplified [21]. 

The question as how to determine the appropriate set of cues for a specific task seems to be the main 

challenge to be resolved. Vertegaal [22] for instance stresses the importance of proper representation of 
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gaze in teleconferencing systems. On the other hand, one could imagine that leaving out disturbing cues 

could also possibly lead to increased sense of presence, as other cues get more attention. 

Although the focus of this paper is to elaborate on how technology might advance in order to resolve the 

mentioned drawbacks, users of technology have already come up with ideas to approach some of the 

problems. The idea of using smileys as a representation for an emotion is an example of how 

communication is adapted to the medium instead of the other way around. It is also possible to 

compensate for technological deficiencies by explicit verbalization of other cues e.g. by giving a textual 

description of your emotions. 

We will now discuss different types of meeting support along the Virtuality Continuum describing the 

space between passive and proactive technology using the categories from Section 18.2: resources, 

process and roles. 

 

18.3.3 Technology and meeting resources 

The development of many new kinds of peripheral devices has extended the meeting logistics in a way 

that they facilitate more possibilities. Starting from the earliest microphone, we nowadays might 

encounter smart-boards, data projectors, cameras and all other kinds of equipment facilitating the 

participants’ needs. 

The development of ambient intelligent devices allows pro-active systems to provide useful services for 

the participant. A typical example is Easy Meeting [23], which among other things can automatically 

adjust the light of a meeting room or display a PowerPoint presentation in reaction to sensor information. 

Another example is found in the work of Chen et al. [24]; they discuss a system where presentations are 

automatically scheduled for the data projector making use of the meeting agenda. Ubiquitous computing 

techniques enable communication between various devices. An example of a ubiquitous interface can be 

found in the iRoom of the interactive workspace project [25], where large display devices could connect 
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to participants’ portable devices. Oh et al. [26] describe several technological components that can work 

together to assist the meeting. During the meeting the light might be geared to the presentation and after 

the meeting a summarizer and a browser could help to retrieve the information generated in that meeting. 

But apart from technology being ‘out there’ there is also a trend towards personification of the intelligent 

environment, enabling a more natural interaction. The robotic assistant from Nuttin et al. [27] for instance 

can be used for videoconferences, being either remotely controlled by a user, or controlling itself in 

autonomous operation. 

Being remotely present is perhaps the greatest benefit from technology so far, resulting in a huge 

reduction of time and money spent on meetings. Technological developments supporting remote 

participation have gone through a series of rapid developments. The ‘traditional’ audio-only 

teleconferencing was replaced by videoconferencing, which then again was soon augmented by additional 

advanced services such as instant messaging, file transfer and application sharing. 

The video streams used for these teleconferences can be automatically chosen by an automatic director 

[28], and edited before being presented at the other end using augmented reality techniques. The 

presented information can be augmented e.g. to highlight important parts in video to attract attention, or 

to hide or manipulate parts of a signal [29]. This technique also enables modification of the participants’ 

representation. A person’s face might for instance be represented by another face, or any other preferred 

representation [21]. At one extreme end of the virtuality continuum, it is also possible to meet remotely at 

a virtual location. These locations can vary from a text based chat environment such as IRC
1
, up to a 

complete 3D virtual meeting environment such as the Active Worlds [30]. The more modalities supported 

by the environment, the more possible ways of communication [31]. 

One can equip a virtual world with all the technology mentioned above. Humans in this world can be 

represented by avatars. Assistants in this virtual world can be completely generated virtual human 

                                                           
1
 See: http://www.irc.org/ 



 13 

characters showing intelligence and emotions and that know how to interact with human users [32, 33]. In 

the near future these virtual humans could be completely autonomous pieces of software, 

indistinguishable from real human representations and able to communicate in several modalities. 3D 

virtual worlds are being extended with technology increasing the feeling of presence, such as head 

mounted displays, spatial audio mediation (see e.g. Rodenstein and Donath [34] for an 2D and, Aoki et al. 

[35] for a 3D version) enabling sound from objects or people to get louder as you move closer and haptic 

interfaces that enable people to ‘touch’ objects in virtual words [36]. 

The preservation of group memory is, as stressed before, a problem, due to the volatile nature of 

meetings. Once a meeting is over, the group memory or the knowledge from that meeting is dependent on 

the participants and perhaps on notes taken during that meeting. Notes typically contain nothing more 

than captured decisions, action points and perhaps some issues that were left open. Apart from the fact 

that people might be interested in things not captured in the notes, it might take hours to find answers 

digging piles of hard-copy notes. There exists an information need here and the question is: where and 

how can technology help us in satisfying this need? 

The key issue is to provide access to representations of conveyed information from the meeting as 

mentioned in Palotta et al. [37]. The problem of how to do this can, according to Shum [38], be classified 

into what Rittel [39] called wicked problems, in contrast to tame problems that can be analyzed using 

existing methods. According to Rittel, the key to approaching wicked problems is to frame them using 

key questions and defining key priorities. Once meeting information can be accessed, it is shown that 

people will adapt their way of working based on what they have available in order to increase efficiency 

[40]. 

A very important question here is what information should be captured [38], or What do people want to 

remember from meetings? There are three categories of people showing interest to the content of a 

meeting: the actual participants, customers or analyzers. Lisowska [41] gives an overview of typical 
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queries for meeting retrieval systems, obtained through questionnaires, that in the future will be evaluated 

using a Wizard of Oz experiment. Similar research was conducted by Jaimes et al. [42]. The ultimate 

piece of technology in this sense would be able to answer all questions in a clear and comprehensible 

manner. Approaches to capturing information from meetings are the current topic of many research 

projects. We will elaborate on this in Section 18.4. 

As it might be hard for people to express their need to a system able to answer their queries, the interface 

is of utmost importance. Jaimes et al. [42] describe an implementation of a system that helps users to 

easily express cues people recall about a particular meeting. Tucker and Whittaker [43] provide an 

overview of systems grouped into four categories able to browse through meetings. The first three 

categories of meeting browsers can be grouped around classes immediately presenting itself: Browsers 

focusing on audio (including both presentation and navigation), browsers focusing on video and the third 

class of browsers focusing on meeting artifacts such as slides and documents pertaining to a particular 

meeting. However, a fourth, and probably the most useful class of possible browsers can be grouped 

around derived data forms. The Ferret Browser [44] is for instance a browser where several plugins can 

work together in order to answer a specific query. A related area of research is the automatic generation 

of multimodal summaries of a meeting (see e.g. [45]). In fact, a summary can be seen as an answer to a 

question, where the best summary is perhaps the one that answers the most frequently asked questions. 

 

18.3.4 Supporting meeting processes 

The meeting process deals with the meeting content, the meeting organization and the social aspects of 

the meeting. In an ordinary meeting the chairman has to manage the meeting process in order to e.g. 

maximize the output of the meeting, stick to the agenda or to improve the meeting atmosphere. DiMicco 

[46] describes a system called Second Messenger that shows real-time text summaries of participants’ 

contributions. After increasing the visibility of the less frequently speaking group members, it appeared 

that these started to speak more frequently than before, where the more dominant people started to speak 
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less. One could imagine that in the long run systems like these can make real-time inquiries during a 

meeting by questioning participants through an input panel or interface in order to create an inventory of 

aspects relevant for the meeting. Such a system might for example ask about the attitude towards the 

ongoing discussion (level of interest, level of detail, etc.), or about whether one finds it time to break. 

This information could be used for support functions, for example presenting it afterwards in a summary 

to the chairman. For him, as authority, this information can be very helpful to regulate the meeting 

process. Altering the organization or the content of the meeting can be done for instance by manipulating 

the form of the discussion (converge, diverge, end by voting). Others ways to steer the meeting process 

are e.g. selective turn giving, or interrupting. For more elaborate information about leadership issues and 

virtual teams the reader is referred to [18, 47]. 

Ellis et al. [48] describe, in their paper about agent-augmented meetings in the Neem project, how they 

envisage meeting process support. A collection of agents are continuously interpreting what is going on in 

the meeting: what is currently under discussion, which arguments are used, who contributes most (least), 

what is the social atmosphere, is the meeting still on schedule, etc. Other agents use this information to 

make judgments: are there large gaps in the information presented or in the argument map, is there a lot of 

redundancy or contradiction in the arguments so far, is it time for a break, does everybody get an equal 

chance to contribute to the meeting, is it time to take a vote on the current topic, etc. Finally, these 

judgments are presented to the participants. The presented information here could be: a proposal to hold a 

break, encouragement to people to give their opinion, possible gaps in the argument structure of the 

debate so far or relevant information from the web or from a previous meeting. 

The mentioned systems so far are in a way all passive, they do nothing but present their findings to (some 

of) the participants, who then have to decide how to deal with the presented information. One step 

further, proactive systems can be introduced that take action based upon the sensed information. A very 

primitive version of organizational support could in this case be a microphone system providing 

participants with fixed time slots to speak. 
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Most of this meeting process support builds upon the availability of extensive information about the 

topics and the argumentation structures. As an extension to what was mentioned before about the 

preservation of group memory, the argument chain is in this example to be monitored in real-time in order 

to e.g. inform a chairman about possible flaws. In order to actually realize this type of support new ways 

of analyzing discourse content are necessary. As Purver et al. [49] argue, this problem is much harder 

than conventional discourse analysis in human-machine dialogues, since the computer cannot steer the 

process by posing the right questions, or try to understand something by initiating some clarification 

dialogue. 

 

18.3.5 Supporting meeting roles 

Antunes and Carrio [8] define Meeting Roles as the organization resulting from institutionalized 

practices, negotiated and agreed before the meeting and assumed during the meeting by meeting 

participants. As described by Biddle [50], roles allow well-understood division of work amongst a group, 

and mediate expectations of who will do what. There are several roles that can be identified in a meeting. 

In reality the roles of the participants may not always be formally and explicitly defined, participants may 

have more than one role and there can also be implicit and informal roles. Technology can assist several 

roles by passively providing resources to the participants having that role. The previous paragraph already 

gave examples of how a chairman could be assisted in his task to monitor and control the meeting 

process. As another example we will now elaborate on the possible assistance of the secretary. 

A secretary could use technology to aid him or her with the creation of notes or minutes varying from the 

early sketch pad [51] to the latest tablet PC [52]. Also the mentioned recording technologies such as 

cameras and microphones can be used for playback and reinterpretation while creating or revising the 

notes. Once notes are available in a digital format, it is possible to make them available to a wide public 

using modern communication technology. Browsers in combination with information retrieval technology 

can be used here to help in fulfilling the information need from the users. An example system that can be 
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used by a secretary is the SoniClear MeetingPro Assistant from Trio Systems
2
 that is able to create digital 

recordings and has automation for entering meeting notes. Advances in automatic speech recognition and 

summary creation define the biggest hurdles on the road to full automatic minute creation, or ideally of 

the input generation required by the meeting information systems mentioned above in Section 18.3.3. 

As more and more participant tasks such as secretary or chairman can be replaced or assisted by 

technology, in the future the support could even go as far as replacing a real human with a complete 

virtual replica. This may be especially useful in case where there is no competent or unbiased human 

participant available for that role. 

 

18.3.6 Learning how to respond  

As we have seen, ambient intelligence is all about responding to interpreted events. The responses, as 

well as the interpretation of the events, are based on world models and their interacting inhabitants. The 

models may either be hard coded in the system or formed adaptively. 

These world models are often difficult to derive beforehand. Especially models that combine several 

input modalities and make complex inferences are hard to obtain. One approach to derive these models is 

to use annotated corpora. Corpora are large collections of data such as video and audio recordings of 

meetings or other interaction situations, or text collections such as several years of newspaper issues. 

Annotations are what some call ‘metadata’ on this data, namely descriptions of properties of the data and 

of the content of the data. In the case of meetings, a corpus would contain recordings of many meetings, 

possibly also including copies of documents and other artifacts used during the meeting, in an electronic 

data format. The annotations defined in such a corpus might include transcriptions of the speech, 

annotations of the dialog structures occurring in the data, labeling of visual and other events that 

happened during the meeting (gestures, other movements, slide changes, etc), descriptions of the structure 

                                                           
2
 See: http://soniclear.com/ProductsMeetingPro.html 
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of the argumentation used during a decision making meeting, labeling of the emotions of the participants 

during the meeting, and many other information sources. Through careful analysis of the corpus and its 

annotations one can derive models of human behavior in meetings. Examples of higher-level models 

developed are e.g. models for addressee and dominance detection [53, 54]. 

All derived world models can be tested in a virtual world. Reidsma et al. [5] describe the usage of an 

annotated corpus and a virtual meeting room in this context. For this they introduce the Virtual Meeting 

Room (VMR), developed in the context of the AMI project (see Figure 18.3) by the Human Media 

Interaction Group of the University of Twente. Technically seen, the VMR is simply a 3D environment 

with support for controlling humanoid avatars. However, as a meeting support tool one can view the 

VMR as a teleconference facility that allows the avatars to re-generate the behavior of remote participants 

or to embody a meeting assistant. Furthermore it can also serve as a test bed for the development of all 

kinds of ambient intelligent applications. 

One nice aspect of the VMR is that it can be used to build these models of human behavior that can be 

used for proper interpretation of obtained signals and for the generation of adequate actions and 

responses. In order to find out which signals are important, the VMR enables experiments where 

generated stimuli can be controlled (see also [55] for the advantages of VR in experiments). Any 

combination of ‘channels’ (generated or regenerated), such as head orientation, arm movements or body 

poses can be shown. This allows us to perform experiments to validate or elicit models of human 

behavior. Rienks et al. [56] present an example of a conducted experiment in the VMR. The acquisition 

               

Figure 18.3. Real and virtual meeting room. Upper left: Real setting of recorded meeting. Upper right: 

VMR view seen through the eyes of a participant. Below left: VMR central view. Below right: VMR 

extended view with visualization of head orientation, body pose, speaker and addressees. 

 



 19 

of these types of models used by ambient intelligent systems is perhaps the greatest challenge for the 

upcoming years. 

 

18.4 Projects on meetings 

Meetings, and the development of new technology to support meetings, have long been a subject of 

research. In this section we review some projects from the past and the present on the topic of meetings, 

meeting support and collaborative smart environments. One of the first projects that we discuss is the 

work carried out at the Fuji-Xerox Palo Alto Laboratory (FXPal). Already in the early nineties they 

started their work on collaborative note-taking, camera control and browsers for video content in lectures, 

a line of research that is still very much active [57, 7]. 

A few years later smart meeting rooms began to appear at several institutions. These are being used to 

record large corpora of meeting data, in many cases still focusing on the audio. Work on meetings goes on 

at, for example, CMU, NIST and ICSI [58, 59, 60]. 

Meeting research, as well as ambient intelligence, continues to receive more attention. Large-scale 

collaborations grow, resulting in more smart meeting rooms and international projects. At the moment 

there are several new, heavily funded, projects that have meetings as their main topic. AMI, CALO, CHIL 

and IM2 all work on collecting and researching corpora of meetings, modeling meetings and developing 

technology to support meetings [61, 62, 63, 64]. 

The rest of this section will discuss some highlights from those projects, centered on three groups of 

characteristics (sensors, layers of annotation and tasks). The distinction is derived from the framework 

discussed in [4], which was explicitly developed to facilitate comparison of projects that focus on 

different parts of the general field of (corpus based) multi modal research. Note that we will not discuss 

each project in exhaustive detail along each dimension. We will simply describe the characteristics and 
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how they can be seen within the projects, describing their role in specific projects in the most 

conspicuous cases. 

Recordings and Sensors. The first group of characteristics deals with the type of sensors and recording 

devices that are used. In many projects the meetings are recorded in a smart room. The range of devices 

present in these rooms can vary a lot. Audio is in most cases recorded with lapel microphones, binaural 

manikins or microphone array technology. A number of video cameras can capture the whole meeting 

room, parts of it from different viewpoints, individual participants or even close ups of their faces. 

Documents pertinent to the meeting can be captured with scanners during or after the meeting, 

presentations can be captured through the data projector or just copied from the computer. Other devices 

may involve smart whiteboards that record every stroke, smart paper for taking notes and (collaborative) 

note taking applications on handheld devices. 

The more recent projects are all very much alike in this respect. They all facilitate audio recordings and 

most meeting rooms facilitate video recordings as well. AMI even has close-up cameras for each 

participant, to facilitate e.g. emotion research based on facial expressions. The IM2 project has a whole 

subproject dedicated to mining the data present in parallel documents [65]. At FXPAL much work has 

been done on collaborative note taking [66, 67]. For the projects that target real-time support as main task 

(most notably CHIL and CALO) the requirements for real time availability of the recorded/sensed data 

are, of course, especially stringent. 

Annotations and Layers of Analysis. The second group of characteristics concerns the layers of annotation 

and analysis (observable events, and higher levels of interpretation) that are considered by a project. 

Strictly speaking, this point could be covered quite adequately by simply listing all layers that are 

automatically recognized and/or manually annotated in a project, as in the generic version in Figure 18.1. 

This would however not present the complete picture. One could also determine why certain layers are 

included and in what way they are approached. If the main research topic of a certain part of a project is 
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the development of machine learning algorithms, a layer of information is just a collection of features to 

be used by the algorithms. The information present in the different layers could however also be 

approached from the other side, in an attempt to ‘make sense’ of the meeting in structures that are really 

useful and informative for the users who will actually use the technologies developed in the project. 

Moran et al. [40] coined the term salvaging for this type of information structuring. The different 

resources captured during a meeting are analyzed, described on higher levels of interpretation and 

restructured in an attempt to understand their content. 

Issues that play a role here are, among others: a distinction between manual and automatic annotation, 

adapting old technology to new domains or the development of radically new technology and the ‘level of 

interpretation’ of the layers as well as the question as to which particular modalities are under 

consideration (also dependent on nature of the recordings). The projects using the ICSI corpus (which 

contains audio recordings only) for example stand out with an exceedingly detailed analysis of the speech 

audio data. Dialog analysis is a topic in most projects, but especially important in IM2 (shallow parsing, 

work on the MALTUS tag set), ICSI (MRDA, and the ‘mapping meetings’ project) and AMI (dialog 

analysis, partly with a focus on argumentation structuring in discourse). 

Applications and Tasks. The last group of issues centers on applications and tasks. One question that is 

raised here is what type of meetings is considered in a certain project. Some projects clearly delineate the 

type of meetings that they want to research, e.g. meetings with a lot of decision making (CALO), using 

artifact design meetings as a specific instance (M4, AMI), or lectures and presentations to a larger 

audience (CHIL). Choosing a specific type of meetings helps to focus the development of the scenarios 

that are used for collecting the corpus and the tasks that the system is supposed to perform in support of 

the meeting participants. The scenarios define what will be recorded as corpus: real meetings (e.g. ICSI), 

completely scripted (acted) meetings (M4), or something in between these extremes. As was already 

discussed in Section 18.3, the support tasks can take many forms, not all of which can be considered in all 

projects. Projects can work on a wide range of tasks, such as the search and retrieval of meeting content 
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after the meeting (most projects), the process of sense-making from the unstructured recordings and other 

artifacts and derived data forms resulting from the meeting capture [40], the presentation of meeting 

content [68, 44], and the many types of real time support discussed in Section 18.3 (CHIL, AMI, CALO). 

Evaluating scenarios and tasks assumes the existence of user requirements. User requirement collection is 

discussed for example in [41, 42]. In some projects the user requirements elicitation process has been 

made a research topic in itself [69]. One extra project worth mentioning in this section is the NEEM 

project. Ellis et al. [15] describe a very broad vision of meeting support, using embodied conversational 

agents (‘virtual humans’) to communicate the support to the human participants of a meeting. 

 

18.5 Conclusions 

In this chapter we have given an overview of meetings and their everyday problems. We have shown that 

meetings all along the virtuality continuum can benefit from upcoming ambient intelligent technologies. 

In particular, meetings involve multi-party interaction and modeling multi-party interaction is a theme that 

needs to be investigated in all kinds of ambient intelligence environments. An overview of current state of 

the art of meeting applications has been given divided into three main categories: the meeting resources, 

the meeting process and the meeting roles. These applications that act upon interpreted sensor 

information need models in order to obtain a comprehensive understanding of meeting events. The 

development of these models is the main aim of the current international research projects dealing with 

meetings and multi party interaction. As an example application where these models can be evaluated we 

have presented the Virtual Meeting Room. This VMR also gives an idea of what future meetings might be 

like, with participants being remotely present through video or even completely represented by virtual 

humans and browsers making the meeting information available afterwards preventing group memory to 

dissolve. Ambient intelligent systems will analyze the information being conveyed and behave 

proactively in order to help realize making meetings as comfortable, efficient and effective as possible. 
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