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A B S T R A C T

Vehicular Ad Hoc Networking (VANET) technology is, at it’s core, the
simple idea of outfitting vehicles with wireless data communication
equipment for automatic information exchange. This technology is
expected to serve as a foundation for a set of novel safety, automation,
and infotainment applications. The most prominent among these appli-
cations are expected to be driver assistance systems which also support
advanced levels of automated driving. These applications stand to
benefit from enhanced situational awareness, which is made possible
through the cooperative exchange of information about environmental
influences and the presence and condition of surrounding vehicles.

Wireless networking technology and networking in general are well
understood domains in computer science. However, the context of con-
nected vehicles and the associated requirements and communication
patterns imposes a set of unique challenges, which require solutions
that differ from established networking practices. The susceptibility of
wireless communication to packet loss and the very high mobility of
vehicular communication nodes make VANET technology extremely
volatile. At the same time the usage in safety critical applications de-
mands very low latency and high availability of the communication
infrastructure for frequent information exchange. And on top of these
challenges security and privacy need taken into account in the design
of the overall communication infrastructure. Classic solutions for stable
networks cannot provide optimal performance characteristics under
these conditions.

The focus of this work is specifically on vehicle-to-vehicle technology
(V2V), which is a subset of the more general vehicle-to-anything (V2X)
topic. This subset of VANET is concerned with the direct informa-
tion exchange among vehicles without the involvement of additional
infrastructure, which may or may not be available to vehicles which
driving. Direct V2V communication is expected to always be available
between vehicle within a safety critical range. Therefore, this commu-
nication path is expected to be used to enable the most safety critical
applications.

The scalability of security solutions for vehicular communication
remains an untested aspect of ongoing efforts to bring VANET technol-
ogy to the market on a larger scale. Filed operational test projects have
started to trial VANET deployments to investigate, but penetration
rates are too low to allow for realistic extrapolations of future scala-
bility problems. This dissertations contributes to the research efforts
that support the development of secure vehicular communication tech-
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nology through investigations of attributes and solutions for scalable
security for V2V broadcast communication.

Part II reviews security requirements and provides detailed quan-
tifications of performance requirements for security in V2V broadcast
communication. These requirements define the solution space for ap-
plicable broadcast authentication techniques. Additionally, the review
of achievable security and privacy goals enables informed trade-offs
between security and privacy in the context of effective and efficient
pseudonymity schemes. Finally, an information flow analysis shows
the broader need to consider attacker models beyond the classic net-
work oriented view, in order to capture the full spectrum of the threat
landscape for connected vehicle technology.

Part III contributes a study of hardware assisted scalability solutions
for the relevant cryptographic algorithms in V2V broadcast authen-
tication. This specifically concerns the performance characteristics of
dedicated hardware security modules and the feasibility of reaching
sufficient performance levels to satisfy the requirements of the expected
communication patterns in vehicular environments. A second contri-
bution under the topic of hardware assisted scalability solutions is a
novel storage systems for pseudonymous identities. An application
of Physically Inclinable Functions (PUF) allows for very efficient and
secure storage of large sets of private key material, as it is expected to
be used for privacy protection on vehicular communication.

Part IV contributes detailed simulation studies of the costs and
benefits of in-line certificate management in the V2V communication
channel with a focus on scalability. The increased communication load
due to the inclusion of certificate material can cause availability prob-
lems in highly congested situations. Proposals for certificate omission
schemes exist, but do not sufficiently take scalability in extremely con-
gested situations into account. A novel congestion-based certificate
omission scheme is proposed and evaluated in simulation studies. Ad-
ditionally, a novel certificate pre-distribution approach is proposed,
which is permissible under the assumptions of achievable privacy and
can offer enhanced availability during privacy preserving pseudonym
changes.
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Part I

B R O A D C A S T A U T H E N T I C AT I O N I N
VA N E T





1
I N T R O D U C T I O N

1.1 motivation

As a means of individual transportation the use of private vehicles pro-
vides autonomy and freedom of movement for their users. The network
of public roads is however a shared environment. Cooperation between
drivers is required to ensure smooth traffic flow and to avoid accidents.
The basic foundations of this collaboration are visual perception by
the drivers, contextual assumptions about the intent of other drivers,
knowledge of regulatory constraints upon the permitted usage types
in designated areas, as well as explicit visual- and auditory-signaling
such as turn-signal lights or "honking" as a warning signal.

Traditionally the development of vehicle technology has centered
around the efficiency of converting stored energy into motion. Ad-
vances in aerodynamics, materials and engine technology have en-
hanced the range, comfort, and affordability of vehicles for individual
transportation. These technological advances have allowed automo-
biles to emerge as the major transportation solution for large parts
of the public. However, the success of the automobile as a solution
for large-scale individual transportation makes it increasingly more
difficult to achieve the aforementioned basic goals of transportation on
shared public roads: Smooth traffic flow (efficiency) and avoidance of
accidents (safety).

The increasing density of vehicles on public roads requires increased
efforts to maintain (and indeed improve) both safety and traffic-flow.
The importance of safety is self-evident as the loss of life and injuries
have a clear negative impact on society at large - in addition, the accom-
panying economic damage is quantifiable. Ensuring smooth traffic flow
appears to be a slightly more qualitative goal, which nevertheless goes
beyond simply driver comfort. Traffic congestion has direct economic
impacts and also increases the ecological footprint of automobile use
through wasteful consumption of energy.

A number of vehicle safety features have already been developed to
maintain and improve safety of automobile traffic despite an increase
of traffic density. A broad classification distinguishes between "active-
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4 introduction

safety" features and "passive-safety" features. Active safety features take
over part of the control of the vehicle from the driver, to either avoid
accidents completely or at least minimize the effects of an accident.
Such features include braking assistants, anti-lock braking, stability
control, traction control and cruise control. Passive safety features
offer increased protection for vehicle passengers (and more recently
pedestrians) during and after a crash. Examples for such features
include deformation zones, seat belts, air bags, laminated glass, hood-
lifting devices and the positioning of critical components such as
fuel tanks within the vehicle. Due to the distinction based on the
temporal position relative to the occurrence of a crash, these features
are sometimes also be referred to as "pre-crash" and "post-crash" safety
features, although this indicates a certain inevitability to the crash
situation!

All safety systems benefit from situational-awareness, derived from
sensor data. This is true for active driver assistance features, but also
holds true for some passive safety features. Impact sensors can, for
example, trigger components of passive safety features such as the ten-
sioning of seat belts or the release of airbags. The appearance of actual
situational-awareness of a vehicle’s electronic safety systems even led
to the label "intelligent vehicles", although even complex situational-
awareness is unlikely to lead directly to intelligence which includes
self-awareness. However, it is unquestionable that the availability of
sensor data about a vehicle’s surroundings does enable powerful safety
features.

The capacity and precision of local sensors is, however, limited by
their operational range and secondary factors such as shadowing or
weather conditions. The exchange of sensor information over wireless
data communication channels can provide a significant enhancement
over purely local sensor data collection. The exchange of sensor data
measurements with surrounding vehicles or the usage of sensor data
provided by road infrastructure can greatly enhance the range and ac-
curacy of a vehicles situational awareness. A "telematic horizon", which
can far exceed the range of local sensors, opens up possibilities for
better calibration of passive security features, more accurate collision
avoidance, and possibly novel safety features.

Exchanging and accepting remote sensor data into a vehicle’s lo-
cal model of the surrounding environment marks the beginning of
complex cooperation between computer-aided vehicles. Cooperative
maneuvers involving multiple vehicles can be scheduled and executed
based on the data that is exchanged among nominally independent
vehicles. This type of cooperation makes this a prime example of
machine-to-machine communication. The fact that the shared informa-
tion is directly consumable by machines is a qualitative leap that also
supports scenarios that eliminate human drivers. Autonomous driving
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is commonly classified as a final stage of driver assistance features.
Considering fully autonomous driving as a final extension stage of
an active safety feature highlights the fact that the elimination of the
human factor in transportation can be seen as a safety feature. The
expectation being that cybernetic control systems act in a more rational
and predictable fashion than human drivers. From this perspective it is
also clear that any feature that enhances driver assistance, such as inter-
vehicular communication, is naturally useful to enhance autonomous
driving as well.

Looking beyond the utility of vehicular communication for the indi-
vidual driver it also becomes apparent that the possibility of larger-scale
coordination can be another motivation for cooperative information
exchange among vehicles. Examples for such coordination range from
speed optimization for approaches to traffic lights, to swarming behav-
ior and platooning patterns for minimization of fuel consumption, up
to macroscopic traffic flow optimizations. For the most abstract high-
level coordination it might become necessary to extend communication
patterns to cover multi-hop dissemination or to utilize support from
backend infrastructure services. A macroscopic intelligent transporta-
tion system (ITS) can exploit detailed knowledge of vehicle presence to
optimize traffic flow through adjusted traffic light periods and speed
regulations. A cooperative intelligent transportation system (cITS) can
even divert traffic from originally intended routes to achieve abstract
coordinated goals such as avoidance of congestion during peak traffic
times.

1.2 scope

On a technical level, communication between vehicles and the sur-
rounding world can be implemented in many different ways. A general
categorization differentiates between two categories: Centralized com-
munication services that rely on dedicated infrastructure, for example
via mobile phone services in cellular networks, and decentralized spon-
taneous communication among individual vehicles. The latter type is
referred to as vehicular ad-hoc networking technology (VANET).

The domain of vehicular ad-hoc networking can be regarded as a
specialization of the older mobile ad-hoc networking domain (MANET).
However, the unique attributes of the vehicular context require dedi-
cated solutions. A defining characteristic of vehicular ad-hoc network-
ing is the high volatility of the network, due to the high relative-
velocities of mobile nodes, and the necessity of low-latency commu-
nication with high-availability for safety-critical applications. These
aspects lead to a prioritization of direct single-hop communication in
vehicular ad-hoc networking, while classic mobile ad-hoc networking
tends to focus on delay-tolerant networking techniques over multiple
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nodes. Chapter 3.1 will discuss in more detail the unique demands of
vehicular ad-hoc networking and derive concrete requirements.

Multi-hop communication and communication with centralized ser-
vices are foreseen to be possible over vehicular ad-hoc networks. Addi-
tionally, it is expected that vehicular networks might interoperate with
non-mobile entities, such as traffic lights, or non-vehicular entities, such
as pedestrians. A multitude of designators have been introduced to la-
bel and discuss the peculiarities of such sub-problems, using the pattern
of vehicle-to-X communication. For example vehicle-to-infrastructure,
vehicle-to-cloud, vehicle-to-roadside, vehicle-to-pedestrian, etc. How-
ever, this dissertation focuses exclusively on the core vehicle-to-vehicle
(V2V) use-case of vehicular communication, as it provides the central
cooperative awareness service that enables most other cITS services.

More specifically, the objective of this dissertation is to investigate
the scalability of broadcast authentication in the domain of vehicle-to-
vehicle communication. Local broadcasts are the natural dissemination
mechanism for wireless ad-hoc communication. Providing information
concurrently to all receivers in a broadcast fashion is useful to minimize
communications latency, which is highly desirable for safety-related
services. In addition, as discussed above, the information also needs to
be authenticated in order to deny potential attackers the possibility of
participating in the communication. Again, chapter 3.1 will discuss the
specific requirements for broadcast authentication in vehicle-to-vehicle
communication.

Scalability of an authentication technique in this context pertains to
behavior under load, which can be caused by benign heavy usage or
by malicious behavior. This aspect is commonly subsumed in security
literature under the topic of "availability". Secure broadcast communi-
cation amongst vehicles is bounded in particular by the capacity of the
communication channel and by the computational resources that are
available in vehicles. Both aspects are investigated in this dissertation.

1.3 research objectives

The first objective of this dissertation is a review of security and privacy
requirements of broadcast authentication in the context of vehicle-to-
vehicle communication. The goal is to not just reiterate a set of abstract
requirements but to derive quantifiable constraints on resource usage.
The focus will be set on resources that will bound V2V broadcast
authentication solutions in particular. These will be the communica-
tion channel capacity, computational resources and aspects relating
to privacy. As a follow-up to this first goal, it should be possible to
investigate if the solution space for V2V broadcast authentication is
changed or reaffirmed.
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• R1: Can we refine and quantify security and privacy require-
ments for V2V communication, especially with respect to scala-
bility issues for broadcast authentication such as computational
processing, network communication resources, and achievable
privacy?

• R2: How can more precise bounds and refined requirements
open-up (or narrow-down) the solution space for broadcast au-
thentication in V2V communication?

Going beyond the usual assumptions of security in vehicular com-
munication, we want to broaden the perception of attacker models in
cITS. Broadcast authentication is a powerful solution to the problem
of denying unauthorized third-parties the possibility of participating
in vehicular communication. However, this is a very network centric
view of cITS. A reassessment of possible attack vectors and attacker
capabilities should deliver a better perspective on likely attacks. This
is a necessary exercise in understanding the role and limitations of
broadcast authentication in the overall context of secure cITS.

• R3: What are realistic attacker capabilities and attacker models
in cITS and what are the implications for counter measures.

The research questions R1, R2, and R3 are covered in Part II of
this dissertation. Part III is dedicated to the investigation of hardware-
assisted solutions to reduce the cost and overhead of pervasive security
and privacy of V2V broadcast authentication. This hardware-assistance
will take the form of a Hardware Security Module (HSM). Two func-
tions provided by Hardware Security Modules will be investigated:
secure storage and acceleration of cryptographic algorithms.

Privacy-preserving broadcast authentication can require secure stor-
age of large amounts of key material. We will assess the utility of a
Physically Unclonable Function (PUF) as a solution to the provision
and protection of such key material.

The second research question concerns the acceleration of cryp-
tographic primitives that are relevant for V2V broadcast authentica-
tion. The investigation focuses on the collection and evaluation of
performance-test results, in order to establish if cryptographic accelera-
tion hardware is a hard requirement for the cost-effective deployment
of secure vehicular communication. A set of detailed measurements
and evaluations of the performance and overhead of software-based
and hardware-assisted security solutions for vehicular communication
is given. These measurement contribute realistic baseline information
about the necessity of hardware-assisted security for the first generation
of V2V deployments.

• H1: How could the availability of a Physically Unclonable Func-
tion (PUF) support scalable security and privacy in V2V?
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• H2: Is hardware acceleration of cryptographic primitives neces-
sary for pervasive secure broadcast authentication in V2V?

Finally, in Part IV, the management of certificates is identified as a
potential source of large savings of communication overhead. Broadcast
authentication with certificates requires the exchange of certificates
only at the first encounter of vehicles. Due to the size of such certificates
it is useful to consider certificate omissions schemes that minimize the
transfer of this data.

• C1: What is the essential trade-off of certificate omission within
V2V communication and how can it be measured?

• C2: Do existing proposals for certificate omission have problems
with scalability?

• C3: Is maximum omission of certificates the most efficient strat-
egy?

• C4: Can a congestion-based certificate omission scheme deliver
better performance than previous proposals?

• C5: Can pre-distribution techniques offer additional value?

Several research question need to be answered to provide an evalua-
tion of certificate omission schemes for scalable certificate distribution
for V2V broadcast authentication. Our objectives range from the identi-
fication of relevant performance attributes, through the measurement
of efficient trade-offs, to the evaluation of a novel congestion-based
omission scheme. The last research question will then go beyond certifi-
cate omission and investigate the potential of a novel pre-distribution
technique as an enhancement for V2V certificate management.



Part II

R E A S S E S S M E N T O F R E Q U I R E M E N T S





2
O V E RV I E W

Situational awareness about the surrounding environment is the core
enabling feature of intelligent and automated vehicles. The acquisition
and perception of the environment through sensor data is the first step
in building situational awareness. Consequently the quality and range
of sensor data input is a major bound of the achievable performance of
intelligent and automated vehicles.

Independent of the type of sensor, we can identify two sources of
sensor data:

• Locally generated sensor data

• Cooperatively shared sensor data

All types of sensors have a limited range. Sharing sensor data with
other vehicles makes it possible to greatly extend the range of sen-
sor coverage. This represents a large added value for the quality of
situational awareness.

This simple principle is at the core of cooperative driving and is
expected to form an essential component in providing long range
situational awareness for intelligent vehicles and automated driving.
Since vehicles are intrinsically mobile all communication will occur
through wireless communication. Various options are available for the
exchange of information through wireless networking, however the
peculiarities of vehicular communication narrow the solution space.
Vehicular communication is

• ad hoc, due to the volatility of highly mobile communication
partners

• low latency, due to the involvement of safety-of-life decision
making

• infra-structureless, due to the impracticality of deploying 100%
coverage

• broadcast oriented, due to the nature of wireless transceiving

11
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A dedicated solution for the needs of vehicular ad hoc networking
has been proposed and successfully went through international stan-
dardization processes. The result is the IEEE 802.11p profile and the
ETSI ITS G5 adaptation of the IEEE 802.11 wireless communication
standard, which is expected to be used as the basis for vehicular net-
working at least in north american and european markets. The use of
cellular data communication networks and IP based communication
are possible alternative options, however this is out of scope for this
work.

The specification of 802.11p notably includes feature to enable robust
low latency exchange of information. The main difference to standard
IEEE 802.11 is the Outside-the-Context-of-BSS (OCB) operation mode,
which allows the use of the allocated frequency spectrum without prior
association into a basic service set (BSS). In this mode it is possible
to use the 802.11 wireless protocol stack in an almost stateless broad-
cast mode, which better suits the low latency ad hoc communication
requirements of vehicular communication.

However, the use of 802.11 in a broadcast mode such as OCB implies
that none of the usual security features of 802.11 are applicable. Omit-
ting security in a system that will ultimately be used in the context
of decision making, with the possibility to impact the safety of life of
human users, is not acceptable. It could have catastrophic consequences
for the safety of a vehicle and its passengers, if an attacker could suc-
cessfully influence a vehicles perception of its environment through
manipulated sensor data. The security of vehicular communication
needs a solution that takes into account its peculiar requirements in
order to enable trust in the wirelessly exchanges sensor data.

In the following chapter we discuss realistic goals and constraints of
security in this specific context of vehicular communication. We begin
with a reassessment of security goals and the consequences for the
solution space of cryptographic primitives for broadcast authentication.
Then we review privacy goals in V2V communication, with a special
focus on what is actually achievable in this domain. A short survey
of recent results in tracking efficiency allows us to identify unrealistic
goals and approaches. Then we proceed to quantify concrete constraints
for communication overhead and performance demands for security in
vehicular communication. Awareness of these constraints can provide
important guidance in discussions about the suitability of alternative
signature schemes and about the need for the provisioning of suitable
computational resources.

Finally, we dedicate a chapter to a review of attacker assumptions in
the bigger context of cITS. Broadcast authentication of vehicle-to-vehicle
data transmissions is a key instrument to protect the trustworthiness
of cooperatively shared information. But it is important to see this
protection in the bigger context of the data lifecycle in cITS. We explore
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the potential of attacks at different stages of the data lifecycle and
describe attack vectors and attacker capabilities that need to take into
consideration for deployments of vehicular communication services.





3
G O A L S A N D C O N S T R A I N T S

3.1 security requirements

The fundamental goal of broadcast authentication is to allow the re-
ceivers of a message to verify the authenticity of a message. In practical
terms this pertains to the integrity of the message and the identity of
the sender. The sender of a broadcast might know nothing about the
receivers and there may be more than one receiver. A requirement for
the authenticity of messages also naturally implies the need for protec-
tion of the integrity of that message. The expected operational lifetime
of a security solution dictates the amount of cryptographic strength
that is required to provide sufficient protection against brute force
attacks. Studies of vehicle lifetime investigate the survival and disposal
rates of vehicles up to 30 years and list median lifetimes between 16.9
and 28.0 years [27]. To provide security for timespans up to 30 years
we follow [30] to require effective brute force resistance equivalent
to symmetric key lengths of 128 bit. Protection against advances in
quantum computing are considered optional.

The primary goal of authenticity and integrity in vehicular network-
ing is to ensure that communication is not manipulated and only takes
place between certified vehicles. However, the assurance that an entity
represents a vehicle is not sufficient for secure communication in vehic-
ular networks. If vehicles get involved in accidents or if there is another
need to show evidence of authentic messages to resolve a dispute, it is
a requirement to have non-repudiation of received messages.

Additionally, a core service of vehicular communication is coop-
erative awareness, which is provided through regular broadcast that
announce the position and trajectory of vehicles. To securely track
vehicles over time we require short-term linkability of the broadcasts,
which proves that a sender is identical between two messages. For
privacy reasons it shall be possible for vehicles to nevertheless change
between pseudonymous identities under specific circumstances. This
allows to break long-term linkability while preserving short-term link-
ability. However, the possibility to use multiple identities shall not
enable sybil attacks, which will require careful temporal scoping or

15
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proof-of-work schemes. Research into the details of when and how to
change pseudonyms is ongoing [108] but out of scope for this work.

Confidentiality is not a universal requirement for secure vehicu-
lar communication. A large majority of broadcast applications in this
context is intended to share information to the public. For special ap-
plications that require confidentiality it is possible to overlay additional
protocols or to encrypt data payloads at the application level.

Finally, we require the availability of secure broadcast message pro-
cessing under the assumption of a fully adversarial network [88]. While
the frequencies allocated for vehicular communication might remain
regulated, the use of a wireless communication medium necessitates
the consideration of such powerful attackers. We note in particular
that the network model of V2V authentication does not guarantee
uninterrupted availability of trusted third parties. Even a reverse com-
munication path from the receiver of a message back to the sender
is not a realistic assumption due to hidden station effects in wireless
networks.

To summarize the security requirements for secure broadcasts in
vehicular communication:

• (Broadcast) Authenticity

• (Short-term) Linkability

• Non-repudiation

• Availability

As pointed out in [104] and [88], Boneh et al. [15] showed that short
and collusion resistant broadcast message authentication must rely on
digital signatures. Short length in this context means that the length of
the authenticator should be independent of the number of receivers.
More efficient schemes would need to rely on additional assumptions
such as time synchronization[104]. However, we note in particular
that, if non-repudiation is required, digital signatures or equivalent
constructions are the only currently known suitable solution.

3.2 achievable privacy

Privacy for passengers of cooperative vehicles was identified as a
requirement for market acceptance quite early in the process of devel-
oping vehicular communication infrastructure. Golle et al. [56] discuss
privacy in the context of authenticated vehicular position beacons as an
aspect of distinguishability and mention changes of key material as a
counter measure against long lived identification. The SEcure VEhicu-
lar COMmunication project (SeVeCom) [97] collected relevant attacker
scenarios and proposed a formalized pseudonym system as a useful
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approach to provide privacy in vehicular contexts. The use of pseudo-
nyms does not imply anonymity, because short-term identities are still
attached to vehicles to ensure accountability and non-repudiation. The
key requirement for the effectiveness of pseudonyms is their unlink-
ability for attackers, while authorities may have the ability to resolve
pseudonymous identities to the owner of a vehicle. Depending on
this effectiveness, this kind of pseudonymous authentication scheme
can offer revocable privacy [123] or even reasonable levels of true
anonymity [54]

However, important details remain underspecified and subject to
research. The biggest open question concerns the strategy for pseu-
donym changes, which has a large influence on the effectiveness of
pseudonyms. Previous research efforts have already highlighted chal-
lenges of performing effective pseudonym changes. According to these
efforts it requires drastic measures, such as silent periods [62, 121] or
context sensitive collaborative operations in mix-zones [6, 52] to ensure
meaningful k-anonymity. Only recently have researchers started to
investigate the impact of pseudonym change strategies on application
level service quality [85]. Nevertheless the full consequences and prac-
ticability of pseudonym change strategies in realistic environments are
still not well understood.

In field-operational-tests (FOTs) and publications surrounding the
relevant standardization efforts we commonly find assumptions of
periodic pseudonym change strategies. In the context of early solutions
in the context of IEEE 1609.2 we find estimates of pseudonym changes
periods of around 5 minutes [33, 138].

A PKI model proposed within the CAR 2 CAR Communication Con-
sortium has influenced recent FOTs by generally assuming the avail-
ability of certificates with multiple overlapping validity periods. This
allows flexible change strategies [10]. Yet the proposal avoids specific
recommendations, instead calling for standardization of boundaries
without providing further suggestions:

"The pseudonym change strategy and frequency is out
of scope of this work, since we consider it as a feature
specific to manufacturers. For security and effectiveness
reasons, we only advocate to standardize boundaries of
maximum and minimum frequency."

In academic literature we find recommendations of periodic pseu-
donym change strategies with time periods between 1 minute [115]
and 10 minutes [58]. A recent survey of pseudonymity schemes for
vehicular networks [108] covers a multitude of strategies, classifying
them into 6 categories

1. Fixed time change (periodic)

2. Random change
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3. Silent period between change

4. Vehicle-centric

5. Density-based

6. Collaborative (synchronous) change

A ranking of performance characteristics is not included in the afore-
mentioned survey due to lack of universal privacy impacts metrics and
lack of suitable quantifications of side-effects on safety and scalability.
These problems are identified as future work.

The potential for Sybil attacks has been identified in previous works
related to security and privacy in vehicular networks [122, 147], which
is a reason to strictly limit the validity of pseudonymous certificates.
Recommendations for deployments of pseudonymous certificates sug-
gest lifetimes of around five minutes [33]. However, such configurations
would prevent pseudonym change strategies that rely on unpredictable
context sensitive and/or collaborative pseudonym change strategies.
Any unpredictable pseudonym change strategy requires the availability
of multiple valid pseudonyms. Proof-of-work systems might counter
simple sybil attack scenarios, though fundamentally the risk of sybil
attacks remains.

Recent research by Lefevre and Petit [85] has highlighted the se-
vere impact of silent periods [62, 121] as part of a pseudonym change
strategy on service quality of Intersection Collision Avoidance (ICA)
applications. This observation is unlikely to be limited to ICA appli-
cations. Cooperative awareness is the fundamental building block of
many safety applications in vehicular networks, such as ICA. An unfor-
tunately timed pseudonym change could break the stability of coopera-
tive awareness. The basic position beacons that all vehicles are expected
to broadcast to announce their position and trajectory are sometimes
called Cooperative Awareness Messages (CAM) [39]. These are manda-
tory messages and the awareness of the exact position of surrounding
vehicles is a key enabler for most safety applications. The need for
awareness of surrounding entities is a fundamental requirement. Pri-
vacy preservation efforts must not interfere with this requirement. If a
fully anonymous communication protocol was available, it would not
be an applicable solution for vehicular communication networks. This
is because it would make entities untrackable even in close proximity,
thus breaking the correctness of the awareness of surrounding vehicles.
Local trackability is the foundation of cooperative safety.

As pointed out by Lefevre et al. [85], if pseudonym changes include
long silent periods, it would become untenable to build services that
provide safety critical services. It appears reasonable to only allow
silent periods in situations without any safety relevant interactions
with other vehicles. However, it is not predictable if and how frequently
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such situations will occur. Furthermore, due to hidden station effects
even the detection of such situations is unlikely to be reliable enough
for consideration in combination with safety critical applications.

Mix Zones [6] have been proposed as a way to collaboratively per-
form pseudonym changes. This technique can give a reasonable amount
of expected k-anonymity even under the assumption that an attacker
can observe the entire pseudonym change process. The Mix Zones
concept achieves a considerable effectiveness in this scenario, however
the attacker is considered to be a passive observer. The synchroniza-
tion of pseudonym changes with other entities implies that privacy
decisions depend on external input. Unavailability, inability or even
malicious unwillingness to participate in a pseudonym change pro-
cess might prevent vehicles from ever changing their pseudonyms.
Additionally, the adherence to as combined silent period would be
problematic for the above mentioned reasons. This also applies to en-
crypting messages instead of stopping to send messages, as proposed
by Freudiger (CMIX) [52]. The potential inability of nearby vehicles
to process messages would have a similarly negative effect on service
quality, while high resolution tracking would still allow for tracking of
even encrypted beacons.

It is useful to narrow the solution space by identifying what can
realistically be achieved in practice. The primary boundary is the
attacker model that defines the effectiveness of pseudonym changes.
Any pseudonym change strategy is ineffective if an attacker can link
different pseudonyms through simple observation. The main design
criteria for effective pseudonym change strategies are assumptions
about the attacker coverage and the consequences thereof.

A second boundary is imposed on pseudonym change strategies by
the fact that side-effects on safety and scalability of V2V communication
should not affect safety-of-life services in negative ways. We assume
that concerns about service quality for safety-of-life applications in
vehicular communication networks will take precedence over privacy
considerations.

Investigating achievable goals against attackers and considering
negative impact on service quality as unacceptable, provides tight
bounds for the solution space. Additionally, some techniques that ap-
pear detrimental to unlinkability become acceptable, once fundamental
constraints of attacker uncertainty and application service quality be-
come apparent.

3.2.1 Local observer

Intuitively it appears desirable to change pseudonyms frequently and
unlinkably. Nevertheless, studies of data plausibility checks [9] have
demonstrated that - even under the assumption of perfect unlinkability
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- protection against tracking by entities in local communication range
is futile. This is due to the fact that vehicles continuously broadcast
their precise position and trajectories. These announcements are known
as Basic Safety Messages (BSM) or Cooperative awareness Messages
(CAM) and represent a core feature of vehicular communication. In
fact, it would be counterproductive to aim for location privacy against
vehicles in local communication range, because achieving local tracking
is the fundamental goal of these broadcasts. It is a feature of vehicular
communication to create authenticated linkability for local entities.

3.2.2 Global observer

Protection against a global all-seeing attacker is practically impossible,
for the same reasons. An attacker with universal coverage can create
linkability through observations of all local BSM and CAM messages.
Even under the absence of any other identifiers, interpretation of
the positions and trajectories will enable effective tracking for global
observers [139].

Silent periods and mix zones are effective techniques to create un-
certainty even for a global all-seeing observer. However, the use of
silent periods is not acceptable while a vehicle is participating in traffic.
The introduction of silent periods can degrade the quality of service
of important safety-of-life applications, such as intersection collision
avoidance applications [85].

Proposals exist to introduce cryptographic silent zones [52], which
can protect against passive global observers. Nevertheless, there will
always be a degradation of service while enrolling newly arriving
vehicles into cryptographic silent zones. All active entities in a cryp-
tographic silent zone need to be supplied with valid cryptographic
key material to be able to decrypt position beacons of neighboring
vehicles. Furthermore, an attacker can participate actively in a mix
zone to receive relevant key material. Additional assumptions about
the availability of supporting infrastructure, such as road side units
(RSU), limit the practical applicability of cryptographic mix zones.

3.2.3 Medium observer

The pervious paragraphs indicate that pseudonym change strategies
cannot and should not be effective against local attackers. Furthermore,
techniques to provide unlinkability against global observers, such as
silent zones, would have a negative impact on service quality. This
negative impact might be small, but will be unacceptable in the context
of safety-of-life applications.
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This leaves attackers with gaps in coverage as the only model that
pseudonym changes can reasonably effective against. Such protection
against medium sized observers is still useful. A large class of potential
attackers is likely to have such non-perfect coverage. It is a realistic
goal to maximize uncertainty for this kind of attacker and maximize
the cost of effective location tracking. A comparable model is the
protection of metadata through onion routing, which can effectively
only increase the resources required for successful surveillance while
not guaranteeing perfect protection of metadata against attackers with
very broad or strategic observation capabilities over a network.

The main consequence of this observation is that there is no reason to
hide the occurrence of a pseudonym change from any observers within
communication range. Only real gaps in the coverage create uncertainty
for an observer. This has implications for the selection of pseudonym
change strategies, which are the primary privacy enabling technique
in V2V broadcast authentication. Since it is futile to hide pseudonym
changes, it becomes more acceptable to consider approaches that pro-
pose to announce pseudonym changes. Announcements are useful to
coordinate pseudonym changes in order to maximize the number of
participants, which is them more likely to create actual uncertainty
for observers with gaps in their surveillance coverage. Additionally, in
chapter 14 we will introduce a certificate pre-distribution technique,
which uses announcements of upcoming pseudonym changes to dis-
tribute certificate material more intelligently. Such a technique for
temporal pre-distribution of certificate material can reduce the occur-
rence of unverifiable packets and thus makes pseudonym changes in
moving traffic much safer.

3.3 quantifying bandwidth constraints

The physical limitations of the available communication channel im-
posed natural upper limits for the bandwidth consumption that is
tolerable for secure V2V communication. The hard limit for the broad-
cast packet size is defined by the Maximum Transmission Unit (MTU)
of the underlying wireless data link layer. A set of modifications and
extensions to the 802.11 wireless communication standard known as
802.11p have been introduced specifically for vehicular communication
and are expected to be the medium of V2V communication. As speci-
fied in the latest version of this standard [140] we assume a reference
MAC layer service data unit (MSDU) of 2304 octets. Safety critical
applications of V2V communication require low latency processing,
therefore we do not consider fragmentation or aggregation features
on the data link layer. The ETSI ITS-G5A and ITS-G5B profiles [36]
of 802.11 even explicitly disallow fragmentation at the MAC layer.
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Thus, 2304 bytes is a hard upper limit for the size of secure vehicular
broadcasts.

It is intuitively clear that the size of payloads has direct implications
for the quality of service in the wireless channel. Initial investiga-
tions [67] of 802.11p channel models suggested upper bounds of 500

bytes or 100 bytes for PHY layer service data units (PSDU) to ensure
packet error rates (PER) below 10% in typical scenarios. However, re-
cent measurements [68] show PERs barely affected by PSDU length
up to 2000 bytes due to advances in the implementation of channel
tracking algorithms. Nevertheless, as the number of senders in commu-
nication range increases, the likelihood of waiting periods and packet
collisions in the wireless channel increases. While techniques such
as Decentralized Congestion Control [40] can reduce the impact of
vehicular traffic congestion on wireless channel congestion, it remains
important to minimize the size of payloads. The amount of data that
vehicles exchange over the wireless channel at a given periodicity has
a direct influence on the overall bandwidth consumption and thus
on the likelihood of packet collisions. Consequently we consider the
overall size of signatures and certificates as additions to the payloads
for secure communication to be an important metric to evaluate the
quality of proposed protocols.

The sizes of payloads in V2V communication are highly variable,
which makes it difficult to give further boundaries on the size of
security material. In the ETSI ITS architecture it is expected that all
V2V communication is wrapped in GeoNet headers, which manage
various aspects of routing as well as security. A requirement for the
maximum transmission unit of an access layer (MTUAL) is specified
in the respective standard document, with the aim to enable IP packet
forwarding over GeoNetworking [38] as:

MTUAL > 1280+ GEOmax + GEOSECmax (3.1)

The stated expectation in the standard document assumes that com-
mon access layer implementations should support payloads of at least
2000 bytes. It is further expected that the payload capacity is large
enough to encapsulate not just minimum size IPv6 payloads of 1280

bytes but also typical Ethernet payloads of 1500 bytes. Combined with
a GeoNet header of up to 88 bytes, as specified in [37] these assump-
tions yield a maximum size for the GeoNet security components of 412

bytes:

GEOSECmax 6 MTUAL −MTUETH −GEOmax = 2000−1500−88 = 412

(3.2)
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Similar bounds can be found in the IEEE 1609 family of standards.
The size of security components is only specified with respect to the
concrete selection of cryptographic primitives in IEEE 1609.2. However,
in the final report of the VSC-A project [1], which served as the guiding
input for the IEEE 1609.2 standardization process, we do find a more
open evaluation of sizes of security components. Here it is required
that certificates should not exceed 300 bytes. An implementation using
digital signatures is described as additionally using 70 bytes of over-the-
air overhead for secure messages, 6 bytes for a timestamp and 64 bytes
for a digital signature. Thus, we get 370 bytes overall for the security
components. Alternative solutions besides message authentication with
digital signatures are evaluated as well. The largest message types
among these alternatives are called Piggyback Certificate-Date packet.
These consist of aggregations of Message Authentication Codes (MAC),
Hash values (H), Certificates (Cert), Time schedules (T), Signatures
(Sig), and Time Stamps (TS). Assuming that the size of certificates is
allowed to reach up to 300 bytes and accepting the suggested default
values for all other fields we get:

|MAC|+2∗ |H|+ |Cert|+ |T |+ |Sig|+ |TS| = 12+2∗12+300+6+64+6
(3.3)

We arrive at 412 bytes as an upper limit for the tests of suitable
broadcast authentication schemes that were evaluated for inclusion
in 1609.2. This matches nicely with the size limitation for security
material with the ETSI ITS GeoNet specification. For the purposes of
this survey we assume that 412 bytes is the upper limit for integration
of security components into the established protocol stack for V2V
communication. When we evaluate security components we always
refer, as much as the protocol permits, to fully self contained material
that enables the security validation of the transferred message. For the
purposes of certificates we will assume a trust chain of length one,
implying that a certificate will consist of 1 public key and 1 signature.
We do not explicitly take into account the addition of headers and meta
information such as capability descriptions that might be encoded in
certificates. Fine grained credentials to attest permission to request
special treatment and elevated rights in VANET applications can be
encoded in certificates, but can also be realized through application
specific means within the payloads of broadcasted messages.

We conclude by listing two requirement levels for the size of broad-
cast authentication material in the vehicular networking context:

• 6 2304 byte to fit in the MSDU of IEEE 802.11p / ETSI G5A

• 6 412 byte for integration in ETSI ITS and IEEE 1609 architectures
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ETSI 

ETSI TS 102 637-2 V1.2.1 (2011-03)9 

Table 1: Overview Use Cases based on CAM 
Use Case min Frequency (Hz) min Latency (ms) 

Emergency Vehicle Warning 10 100 
Slow Vehicle Indication 2 100 
Intersection Collision Warning 10 100 
Motorcycle Approaching Indication 2 100 
Collision Risk Warning 10 100 
Speed Limits Notification 1 to 10 100 
Traffic Light Optimal Speed Advisory 2 100 

 

CAMs are generated by the CAM Management and passed to lower layers according to following rules: 

• maximum time interval between CAM generations: 1 s 

• minimum time interval between CAM generations is 0,1 s 

More detailed generation rules are provided for information in Annex B. 

The system shall ensure that processing time of CAM construction does not exceed 50 ms. If no other channel load is 
present, the system transmission time between message construction and message being sent shall neither exceed 50 ms.  

  
Figure 2a: time requirements for CAM generation and CAM processing  

The above requirements are set as: 

 tA  50 ms; 

 tD  50 ms. 

5.2 General Confidence Constraints 
The following accuracy description method shall apply: 

The data element "Confidence" provides the symmetric interval of 95 % confidence level for a current reported value. If 
not defined differently the confidence limits of the interval are calculated based on the granularity of the corresponding 
measurement data element and the provided data element according to:  

• Limit = ±LSB_Value × 2Confidence; Confidence is set to 15 if no other value is available. 

6 Interfaces 

6.1 Interface to Applications 
The CAM Management is application independent. For this reason there is no interface to applications. 

Figure 3.1: Time requirements for CAM generation and CAM process-
ing according to ETSI ITS [39]

These constraints are met by the existing security designs from ETSI
and IEEE, using cryptographic primitives based on elliptic curves. Any
consideration of alternative cryptographic primitives, for example to
provide resistance against attack by post quantum computers, need to
fit within these constraints.

3.4 quantifying performance constraints

Vehicles can drive at high velocities, requiring fast reaction times from
operators and driver assistance systems. Safety application in vehic-
ular networks inherit this requirement and consequently the security
services have to support these requirements. Faster processing times
are of course always better, especially for event notification. But we
can identify a set of timing constraints for message processing. Espe-
cially in the context of cooperative awareness services in the basic set
of safety applications we find that information can become stale if it
is delayed. Standardization efforts in IEEE/SAE and ETSI ITS have
settled on 10Hz as the target frequency for periodic cooperative aware-
ness updates in addition to event notification messages. The research
project PRESERVE uses scenarios from the simTD field operations trial
project to estimate a load of up to 15 outgoing packets per second. A
throughput of 15 messages per second implies 66 milliseconds as an
intuitive limit on the time to generate authentication data. Delaying
and queueing of messages to enable batch processing of data is not
a useful option for the delivery of continuous update messages. Also
some mutli-hop forwarding algorithms, notably Contention Based For-
warding which is included in the ETSI ITS architecture, dependent on
constant processing times of outgoing messages.

The ETSI specifications for Cooperate Awareness Messages[39] (CAM)
describe the process flow of CAM generation and processing as shown
in Figure 3.1. The available time interval for data acquisition is given
as tA 6 50ms, time for CAM message processing up to the comple-
tion of the delivery process is equally allowed to require tD 6 50ms.
All CAM data, including timestamps, must be finalized before the
generation of authentication data can begin. Therefore, the generation
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of authentication data must be part of the time segment allocated
to delivery of CAMs, tD. The allocation of 50ms for the delivery of
CAMs is consumed by the passage through the security, networking
& transport, and medium access layers. The delivery time can vary
due to queueing effects in networking & transport as well as medium
access layers, which are not predictably constant. Nevertheless it is
expected that security processing is free to consume a majority of the
allocated 50ms. This fits well within the above mentioned throughput
based bound of 66ms. It is generally advisable to minimize the amount
of time required for the generation of authentication material. The
ITS architecture is not required to follow hard realtime constraints,
so tolerances for variances in processing time should exist. However,
service quality is naturally improved by minimizing the latency of
message delivery in general.

For a broader discussion of design considerations that influenced
the development of the IEEE 1609 architecture we again refer to the
results of the VSC-A final report [1]. Here we find again a requirement
to sustain a throughput of 10 authentication generations per second.
Additionally, we find a much tighter recommendation for bounds on
the latency requirements: "The combined time required to generate
an authentication of an outgoing V2V message and verify the authen-
tication of an incoming V2V message should be less than 20 ms...".
The closely related DSRC Implementors Guide for SAE J2735 [119],
which specifies message definitions for IEEE 1609, features even stricter
overall reception latency requirements. These are based on demands
of applications for different scenarios and vary between > 20ms and
6 10ms. A security solution that is expected to fulfill the requirements
of all applications is thus expected to process messages within 10ms.
However, these requirements concern not just the generation of authen-
tication material on the sender side but the whole end-to-end message
delivery process under ideal wireless channel conditions. The limit
of 10ms thus applies to the combination of signature creation on the
sender side and signature verification on the receiver side.

For the reception side we find an additional recommendation in the
VSC-A report [1], requiring the ability to process a 1000 authentication
verifications per second for incoming messages. This would directly
translate to a demand for the ability to complete 1 authentication
verification in less than 1 millisecond. However, on the receiver side
it might be possible to queue up messages from different senders for
batch processing, to potentially get more efficiency in the verification
process. The overall processing time must still meet the aforementioned
latency requirements though.

The research project PRESERVE effectively suggested less than 1

millisecond of processing time in the security subsystem on the re-
ceiver side of vehicular communication in an initial assessment of
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Figure 3.2: Maximum message throughput over a single 802.11p
channel as measured in simulations by the PRESERVE
project [133]

performance requirements [133]. The reasoning follows from a similar
assumption of requiring the ability to sustain a throughput of 1000

secure incoming message per second, which was identified as the
maximum throughput in a simulation study. This simulation result
assumed a single 802.11p/G5A channel with increasing numbers of
vehicles organized in a grid and all within mutual communication
range. A peak throughput rate of close to 1000 secure messages per
second was achieved with around 120 nodes communicating at 10Hz
each. This represents a hard limitation for incoming messages under
these conditions, since the addition of further communication load
resulted in lower message delivery rates. In the final results of the
PRESERVE project [13] it is strongly recommend to exploit potential
opportunities for parallel processing to reduce the cost of provisioning
sufficiently powerful processing hardware. This implies that process-
ing times could be higher than 1 milliseconds while still meeting the
throughput requirement of 1000 messages per second. However, no
further guidelines are provided for acceptable latency times.

To summarize, processing time for generation and verification of au-
thentication data should be < 10ms in to meet the strictest application
specific requirements, as suggested by the DSRC Implementors Guide
for SAE J2735. Additionally, we require the ability of verifying 1000

incoming messages per second. This second requirement represents
maximum channel utilization and might be achieved by minimizing
latency of verification to 6 1ms or by parallel techniques, if the overall
latency requirements are not violated.
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• 6 10ms latency for generation plus verification of secure mes-
sages

• > 1000 verifications of incoming secure messages per second

These performance requirements are challenging for contemporary
embedded systems. In chapter 8 we will use these values to evalu-
ate the suitability of hardware platforms that are used in vehicular
communication trial projects. This will include an assessment of ded-
icated hardware acceleration designs for the relevant cryptographic
algorithms.





4
AT TA C K E R M O D E L S

4.1 data lifecycle

In the previous chapter we quantified performance and bandwidth re-
quirements based on technical implementation constraints and applica-
tion requirements. We also investigated abstract security requirements
based on a rational analysis of security goals. And we discussed goals
and constraints of privacy in vehicular communication and based this
in large part on considerations of attacker capabilities. Attacker models
are a very useful tool to assess the adequacy of counter measures with
respect to the effectivity and coverage of counter measures against
attacks.

In this section we focus on a broader perspective of attacker capa-
bilities in the context of the specific application domain of vehicular
networking. We present a data lifecycle model to identifying attack
surfaces that enable attackers to influence or surveil the operation of
a vehicular system. From this we derive attacker models that help
to motivate further work that will be necessary beyond broadcast
authentication, to insure the security of vehicular cITS solutions.

Figure 4.1 shows our abstract model of data lifecycle stages, i.e. at-
tack surfaces, in the vehicular communication domain. The sensor data
is processed by the in-vehicle electronic control unit (ECU). The data is
stored (data at rest) while unused or when the engine is off. Then, the
data is sent by the communication unit to other entities in the V2X net-
work (vehicle or infrastructure); this phase is called data in transit. This
phase implicitly create additional meta-data in the form of externally
observable information about the data in transit. Finally, when the data
is received by a neighboring vehicle, the data is processed, stored, and
used by the different layers of the communication stack.

The model presented in Figure 4.1 is valid independently of any
particular communication protocols, vehicle architectures or sensor
types. This representation is reminiscent of signaling and control loop
visualizations from cybernetics and systems theory. Though, we only
consider a generic in-vehicle data processing entity instead of specu-
lating about manifest representations of actuators or system outputs.
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Figure 4.1: Abstract model of data lifecycle stages in smart vehicle
domain

This way we can focus on the abstract possibilities of influencing or
surveilling system behavior while the ultimate set of applications re-
mains uncertain. In the context of attacker modeling this allows us to
investigate attackers based on attack surfaces and derive attacker goals
that have potentially been unknown or under-considered in approaches
that start with attacker goals. Table 4.1 shows how the attackers de-
scribed in the following sections map to the stages in the data lifecycle
shown in Figure 4.1.

Table 4.1: Attackers in the data lifecycle

Data lifecycle Sensor Confusion Evil Mechanic Communication

Acquisition X

Processing X

At rest X

In transit X

Metadata X
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4.2 revisited attacker model

From the attack surfaces defined in Section 4.1, we derive attacker
models that allow more realistic reasoning about the achievable goals
of attackers in vehicular ad hoc networking.

We assume that basic cryptographic primitives and implementations
hold. Consequently we do not consider classic cryptanalytic attacks
such as brute force attacks, side channel attacks, message forgery, or
chosen message/plaintext/ciphertext attacks. Similarly, and with no
loss of generality, we do not consider routing related attacks because
day one applications will not be multihop [31]. Indeed, it is expected
that the initial deployments of vehicular communication networks will
be solely single-hop ad hoc communication (V2V and V2R), and com-
munication with infrastructure services will be through communication
channels with routing services such as IP over LTE.

4.2.1 Sensor Confusion

The essence of telematic enhancements in vehicles is the augmentation
of driver assistance through sensor data, ultimately up to the point of
relieving the driver of the task of controlling a vehicle at all, leading to
automated driving. The most common classic sensors are tachometer
and odometers as well as driving related sensors e.g. for traction
control. Through the addition of more advanced sensors, ranging from
basic weather condition sensors to advanced positioning sensors, radar-
based, or visual object and obstacle detection systems, vehicles gain
increasingly better awareness about the environment. Attacking the
initial data acquisition is a natural primary attack surface [106].

4.2.1.1 Telematic illusions

While some sensor data, e.g. about general weather conditions, can
be provided by infrastructure services, the majority of safety relevant
data will be collected autonomously by on-board sensors. On-board
sensors are typically assumed to be fully trustworthy and provide a
real-time depiction of the ground truth around a vehicle. This trust
assumption however presents an attack surface based on uncontrolled
input into the system with direct influence on its behavior. The cost and
complexity of attacking sensors vary drastically, as does the effect of
manipulating sensor data. A successful intervention on sensor data can
range form blinding a sensor to creating false positive or false negative
identification of objects in the environment. We call such phenomena
telematic illusions and telematic blindness.

The attacker goals that we can directly derive from telematic illu-
sions and telematic blindness are influences on local driver behavior,
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leading to erratic maneuvers, immobilization or even collisions. An exam-
ple, could be misleading LIDAR systems using reflective or extremely
light absorbing paint on a driveway. Similarly, misleading radar based
systems using active echo generation could generate telematic illusions
of obstacles, which could trigger sudden braking or evasive maneu-
vers. More primitive attacks could simply deafen radar based systems
with overwhelming signals or blind visual systems with primitive
off-the-shelf equipment such as laser pointers. For sensors to generate
erratic measurements it can even be sufficient to simply manipulate
the operating conditions to be outside the calibrated operational range.
A common problem for many types of sensors would be the sensi-
tivity to temperature of the environment. Heat-based active denial
systems —originally designed to be non-lethal weapons against hu-
mans for crowd-control— could be used to remotely blind sensors and
immobilize smart vehicles.

Countermeasures against this type of attack can be challenging to
find, due to the limits of being exposed to measuring phenomena
of the physical world. Filtering and sanitizing input from sensors is
not a trivial matter, as it might be impossible for local sensors to
differentiate between natural phenomena and artificial tampering of
inputs. Sensible filtering and reasonable fail-safe behavior needs to
take malicious tampering into account. Redundancy can provide a
level of protection if individual sensors are subject to manipulation.
Though, the conflict resolution of disagreeing sensor data readings is a
hard problem as well. Tolerating benign as well as malicious byzantine
faults is however well understood in distributed control systems. If the
number of faulty sensor inputs remains below 2/3, it can be expected
that attacks can be tolerated. Interestingly, in systems with vehicular
communication, it is possible for neighboring vehicles to collaborate
on sensor data exchange to reduce the relative number of faulty sensor
inputs [96]. On the other hand, and as described in Section 4.2.3, the
cooperative solution can also be seen as a potential attack surface to
introduce additional faulty sensor information.

4.2.1.2 Time traveling

A unique kind of sensor input that warrants special consideration is
time. The main source of high precision time information in vehicles
is expected to be a GNSS receiver such as GPS, which is also used to
calculate global position information. Inaccuracies and limited avail-
ability of positioning information are a common problem, especially in
urban city canyons or within buildings and tunnels. Telematic systems
in smart vehicles are expected to use sensor data fusion to generate a
local dynamic map for local orientation from multiple input sensors.
The services relying on global positioning need to have a certain de-
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gree of tolerance. They also need to use signal smoothening and dead
reckoning techniques to handle intermittent or inaccurate positioning
information.

Time however is a resource that is usually considered to be precise
and available to all vehicles at any time. Deviation from a globally
accepted time source can lead to service disruptions. In the previous
chapter we investigated timing requirements of message processing
in vehicular networking. We found that messages that appear older
than 50ms can lead to an interpretation of a message as stale due to
violation of freshness limits of data. A vehicle that is desynchronized
from a globally accepted time source might reject inputs from other
vehicles, or be ignored by receiving vehicles. More severe deviation of
time on the order of days, months or years, can furthermore lead to
interferences with the public key infrastructure (which provides the
basic cryptographic services). Indeed, the available short-term certifi-
cates (i.e. pseudonyms) or even long-term certificate can be considered
as expired. Hence, messages would be discarded incorrectly due to
errors in the interpretation of validity periods. It might be reasonable
to assume that misbehavior detection systems will classify vehicles
with desynchronized time information as misbehaving, and evict them
from vehicular communication systems by revoking their certificates.

None of the time sources that are readily available to mobile entities
such as vehicles are cryptographically authenticated. These sources are
terrestrial or satellite based signals such as DFC77 or GPS. Deterrence of
abuse and manipulation of these signals relies on wide scale monitoring
of relevant frequencies by regulatory entities. Short and low powered
local attacks in these frequency bands are hard to detect.

4.2.2 Evil Mechanic

After the initial intake of sensor data into a vehicular system, the
data gets stored, processed and interpreted as information that in-
fluences the behavior of the system. Previous research efforts have
primarily investigated security of information exchange among entities
within vehicles [79, 135, 141]. Such work assumed a highly network
oriented perspective, investigating only data protection on in-vehicle
networks. However, physical access to in-vehicle resources has further
implications on the security of the data. A more holistic perspective is
necessary to consider additional relevant attack surfaces for an attacker
with the capability to have physical access to vehicle components.

For the purpose of our discussion we assume that an attacker can
gain short-term physical access to a vehicle. It is realistic to assume that
an attacker can gain temporary possession of a vehicle, for example
while the vehicle is parked or when a vehicle is left in garage for
maintenance or repair. We do not precisely specify the time span of



34 attacker models

short-term physical access, but point out that protection against the
owner of a vehicle is hardly possible or desirable. Protection against
abuse by entities who only have short-term possession of a vehicle is
however desirable. We call this model the evil mechanic in reminiscence
to the evil maid attacker model [118], which is becoming popular in the
cryptographic community.

4.2.2.1 Exfiltration

A classic attacker goal against a computer system is the exfiltration
of sensitive data such as credentials or similarly interesting data. In
the context of vehicular communication, this primarily concerns pri-
vate key material, which is used to prove authenticity of vehicles. It is
commonly assumed that private key material will be stored securely
in a Hardware Security Module (HSM) [141]. The HSM stores data at
rest in a secure manner. However, to reduce the attack surface against
an attacker with privileged access to the system, it is also necessary
to protect the private key material during the data processing, in this
case during the generation of signatures. Therefore, the HSM should
also cover all functionality that would normally require to have un-
encrypted private key material in random access memory (RAM) or
registers. This effectively requires the HSM to be implemented as a
compartmentalized trusted entity.

Private key material is not the only category of sensitive informa-
tion in vehicles though. Logs and statistics that record usage data of
the vehicle represent personally identifiable data, which also needs
protection. A data encryption solution should help to protect data at
rest, but without a human in the loop to provide key material such
as passwords for the cryptographic operations. Not requiring human
interaction does represent a challenge, since the system needs to be
able to boot up and start operation fully autonomously, which implies
that the system can access all relevant key material automatically. Full
trusted computing, as seen in digital content protection systems such
as game consoles or smartphones, would be required to achieve ideal
goals of data protection. Such solutions would have to protect the entire
system of information processing, starting from authentication booting
and trusted execution up to resilience against hardware tampering and
side channel attacks.

4.2.2.2 Malicious data

Even a fully trusted computing system will be susceptible to process
inputs that are controlled by an attacker. This is closely related to
sensor confusion as described in the previous section. An attacker with
temporary possession of a vehicle can use all its trusted components to
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create malicious data or to avoid the creation of incriminating authenti-
cated data. If telematic data will be considered trusted and permissible
as non-repudiable evidence in courts, this will have significant effects.
One way to exploit this attack surface could be the creation of valid
messages such as position beacons with forged timestamps for later
replay attacks. This could be used to incriminate the owner of a vehicle
for actions that were not actually performed, for example in connection
with insurance fraud. Fraud with maliciously authentic data could also
be committed by the owner of the vehicle. Examples for such actions
based on existing problems in the area of fraud with vehicles include
odometer/tachograph manipulation, which document the usage of
the vehicle for purposes of value determination for resale or for the
control of driving time regulations and traffic violations. A simple way
to implement this attack type could be the temporary detachment of
trusted components in a vehicles telematic system or a transfer of these
components into another vehicle. Strong monitoring and bindings of
trusted components with a vehicle would be required to counter such
attacks.

4.2.2.3 Infiltration

An attacker with temporary elevated access to a system is not only
limited to reading or creating sensitive data. The addition or exchange
of components with malicious features can allow an attacker to achieve
persistent access to a system. This concerns hardware as well a soft-
ware, although guaranteeing the trusted level of software on a trusted
hardware platform is comparably less difficult. A controlled execu-
tion environment, for example as required for the protection against
exfiltration of sensitive data, also enables controls of data execution
using general computer security techniques such as instruction set ran-
domization, code signing, taint analysis or misbehavior detection. Such
intrusion detection systems however rely on the attribute of not being
subverted themselves. An attacker with physical access can attack or
circumvent and replace these systems as well.

Attacks against hardware, or even just the addition of new hard-
ware that can perform malicious acts, is a very powerful attack surface.
Covert installations of tracking devices are already a concern for victims
of classic surveillance operations. Surveillance on smart vehicles with
advanced telematic installation increases the impact of such techniques.
Indeed, the attacker can gain a larger amount of data, for example by
sniffing the content of communication on in-vehicle communication
networks. Devices that can perform such acts do not require high levels
of sophistication or monetary costs and can operate entirely passively
from the perspective of regular on-board telematics. The addition of
hardware that can selectively interrupt normal operation of vehicles
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services is similarly easy, cost effective and similarly hard to detect
through automatic means. However, active insertion and manipulation
of communication in in-vehicle networks can be mitigated by cryp-
tographic means. Exchanges of whole components can similarly be
mitigated by string cryptographic bindings of the components. Tamper
resistant and tamper evident can furthermore make it more complex
and costly for an attacker to subvert the security of a vehicle through
the insertion of malicious hardware. All these measures do however
increase costs and complexity not just for the attacker but also for the
defender.

4.2.3 Communication Attacks

Cooperative driving and cooperative intelligent transportation system
(ITS) in general are considered to be a key enabler of enhancements
in traffic efficiency, ecology, and safety. The voluntary exchange of
telematic data and cooperative behavior based on this information
are expected to be beneficial for all participants of public vehicle
transportation systems. For the security of individual participants,
this willingness to cooperation can increase security but also open up
new surfaces for intrusion.

4.2.3.1 Fully Adversarial Networking

The communicative aspect of cooperative driving is realized through
wireless communication channels such as IEEE 802.11p and the related
ETSI G5A standards. While the frequency band for use in vehicular
communication are expected to be regulated, it is necessary to assume
that the wireless channel is open to arbitrary use by adversarial entities.
A requirement to deliver services under such attacker assumptions
implies consideration of fault tolerance that influences the design of the
overall communication patterns in this network. The two main meth-
ods for reliable operation in fully adversarial network conditions are
cryptographic authentication of all messages to exclude unauthorized
participation, and purely stateless message oriented communication
patterns to avoid susceptibility to selective denial of service attacks.
This aspect of inter-vehicle communication security is well understood
and expected to be implemented by means of pervasive use of digital
signatures of message oriented broadcasts [35].

4.2.3.2 Medium Observer

Surveillance on the information exchange in cooperative ITS is a prob-
lem that was identified as relevant and attracted some attention but
remains largely unsolved. Cooperation implies the consenting sharing
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of information with potentially unknown neighbors without a require-
ment for confidentiality. Information such as position and trajectory of
vehicles is willingly broadcasted to all other vehicles in communica-
tion range. This sharing of information enables cooperative awareness,
which essentially is local tracking of neighboring vehicles. There is no
way to prevent such local surveillance against mobile attackers which
simply remains within communication range of a target vehicle, as this
is the intended behavior of V2X technology. Even a complete avoidance
of linkable identifiers cannot prevent tracking. Indeed, as demonstrated
in [69, 134], plausibility checks of location claims using Kalman filters
and Particle filters [9] are sufficient to enable short-term local tracking.
As such, this local tracking of nearby vehicles represents an interesting
lower bound on attacker capabilities.

The natural upper bound for an attacker is an all seeing observer
with the ability to perform active attacks. A combination of mix zones
and silent periods could thwart an all seeing passive attacker, but silent
periods may not be realistic options in safety relevant live traffic scenar-
ios [85]. A study about the effectiveness of an all seeing attacker using
Multi Hypothesis Tracking (MHT) was performed by Wiedersheim
et.al. [139] and demonstrated high levels of success for the attacker,
even under noisy data and extremely frequent pseudonym changes.

Finally, we see that the pseudonym changes are ineffective against
powerful all seeing observers and ineffective against small but mobile
observers. The protection level against medium-size attackers is subject
to further research. It is likely dependent on attacker mobility and
the coverage of the relevant area. Covering for example intersections
and considering knowledge of pseudonym change strategies should
enable very effective tracking. The main path towards realistic location
privacy protection is likely to be the investigation of pseudonym change
strategies, as the low latency broadcast requirement of the vehicular
communication context is not suitable for privacy protection through
methods such as onion routing.





5
S U M M A RY A N D C O N C L U S I O N

The investigation in this chapter provide foundations for the evaluation
of security in the specific context of vehicle-to-vehicle communication.
We began with a discussion of security goals in the specific context
the vehicular wireless communication environment. This discussion
led to the identification of digital signature algorithms as the funda-
mental primitive for V2V broadcast authentication. An subsequent
further analysis of achievable privacy goals resulted in a classification
of observer capabilities with consequences for the evaluation of pseudo-
nym change strategies. These are the main privacy protection feature
in the certificate based revocable privacy regime of V2V broadcast
communication. Once hiding pseudonym changes from observers in
communication range is deemed pointless, it becomes more accept-
able to consider synchronized pseudonym change scheme for more
effective observer confusion. This also has relevance for a certificate
pre-distribution technique, which we will introduce in chapter 14 as
a method that can make pseudonym changes in moving traffic less
susceptible to unintended packet loss.

We also calculate size constraints for security additions to V2V broad-
cast messages by reviewing properties of the wireless communication
channel and associated headers and formats of communication proto-
cols. The existing choices of cryptographic primitives remain within
these constraints and we did not attempt to propose deviating from the
common choice of elliptic curve based cryptography. However, future
alternative options for digital signature primitives must fulfill these
requirements, which is expected to be challenging, for example for
cryptographic algorithms that provide protection against attacks from
quantum computers. A set of more immediately important constraints
was derived for permissible performance overheads of secure message
processing. Adherence to latency and throughput requirement is an
important problem for the provisioning of suitable hardware designs
of V2V communication equipment. The demands and limitations that
were derived from application standardizations will be applied in
chapter 8 for the evaluation of relevant performance and hardware
acceleration options for the execution of cryptographic algorithms.

39



40 summary and conclusion

Finally, we contextualize V2V broadcast authentication in a wider
perspective on attack surfaces and attacker models on cITS. We apply
a data lifecycle model to show the role of broadcast authentication in
the protection of data in transit, which conversely indicates that other
security solutions are necessary to protect data at different stages. Data
storage, processing and acquisition all require protection to ensure
trustworthiness of cooperative driving solutions. We derived a set of
attacker models, goals, and capabilities in the vehicular domain to
motivate future work in this domain.
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H A R D WA R E S O L U T I O N S





6
O V E RV I E W

Secure vehicular communication is expected to be deployed to large
numbers of vehicles. For large deployments, it becomes worthwhile
to investigate the utility of dedicated hardware components. Tailored
hardware assisted solutions for security are common practice in infor-
mation technology in the form of Hardware Security Modules (HSM).
Such modules can be stand-alone external computers, plug-in cards, or
on-chip components. The core idea is to offload sensitive cryptographic
functions to an HSM to achieve the following benefits:

• Secure execution of cryptographic algorithms

• Accelerated execution of cryptographic algorithms

• Secure generation of key material

• Secure storage of key material

The main security feature of dedicated HSMs is the isolation from
a host computer environment. Generic host computers can perform
a variety of useful tasks in response to external inputs. However, the
universal possibilities of generic computers represent larger attack
surfaces and are more likely to be subject to infiltration by attackers.
The isolation of sensitive operations into a dedicated HSM quarantines
the handling of sensitive information within an environment with
minimal exposure to outside influences. The likelihood of extraction of
sensitive information, such as key material, from an HSM should be
drastically reduced by virtue of a highly reduced interface that does not
feature support for extraction of key material. This isolation is effective
against an attacker that is capable of attacking a host computer that
controls the HSM.

A secure execution environment should also offer protection against
an attacker trying to perform side channel attacks. These attacks aim
to extract sensitive data by observing external phenomena that oc-
cur during the operation of computer hardware. Examples for such
leaks include naturally occurring acoustic or electromagnetic radiation,
but also include observable behavior that is triggered by maliciously
induced faults in hardware components such as processor registers.
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The methods to prevent such attacks include the usage of hardware
enclosures, that block emission of side channel information, and uti-
lization of specialized implementations of cryptographic algorithms.
Such implementations avoid externally observable differences in be-
havior under different fault conditions. However, such side-channel
resistant implementations often require additional computational re-
sources compared to implementations that are optimized for other
goals.

Provisioning accelerated execution capacities to guarantee availabil-
ity of security services is another reason to consider HSMs. Dedicated
hardware simplifies allocation of computational resources because the
exclusive use eliminates the need for scheduling algorithms to regulate
access to shared resources. In some cases, it might not be possible
or cost effective to guarantee sufficient performance levels without
the use of dedicated hardware. In such cases HSMs can also serve
as crypto accelerators. Supporting scalability for large SSL and VPN
servers is a well known application for hardware accelerators for static
cryptographic applications. Providing security in the vehicular com-
munication domain requires the capability to perform large amounts
of digital signature verifications. This could represent a similarly well
defined application of cryptography, which could be accelerated cost
efficiently through dedicated hardware.

Besides the aforementioned attributes of secure execution of cryp-
tographic algorithms, the secure management of private key material
represents a core service provided by HSMs. Private key material might
enter an HSM, but should never leave an HSM thereafter. Though ide-
ally the secure generation of key material should also occur within
the HSM in order to guarantee that the material can never be exposed
in an unprotected environment. To enable private key material to re-
main exclusively within the HSM for its whole lifecycle, requires the
creation of private keys within the HSM. This requires the capability
to collect cryptographically secure random numbers within the HSM.
In an environment with the possibility to allocate dedicated hardware
resources, this is commonly achieved through the availability of a
hardware based True Random Number Generator (TRNG).

The secure storage of key material is closely related to the secure
usage of keys in the context of the aforementioned isolated executions
environment. The attacker model for secure execution considers at-
tackers with online access to a system. This implies that the system
is operational and an attacker can gain code execution capabilities or
random access to memory segments. A requirement for secure storage
is concerned with the protection of data at rest. It should be impossible
for an attacker with access to the storage medium to extract sensitive
material. Disk encryption solutions can protect access to storage me-
dia by requiring user credentials such as passwords. For HSMs, it is



overview 45

typically not foreseen to make the contents of a storage medium acces-
sible to users, as it is expected to remain within the trusted execution
environment of the HSM. The main focus is then to protect against
offline attacks, where an attacker can physically remove the storage
medium and can try to extract information independent of the host
environment. Classic options to provide security against such attacks
are encrypted storage and tamper resistant enclosures of storage media,
which ultimately destroy the content of the media if an attacker tries
to gain access bypassing the regular access restrictions.

In Section 7 we present a novel option for secure storage of large
amounts of key material, as it is required for pseudonymous secure
vehicular communication. The proposed solution uses Physically Un-
clonable Functions (PUF) to provide secure storage through the hard-
ware intrinsic tamper resistance attribute PUFs. The PRESERVE project
showed the feasibility of including PUF hardware as a component
for a vehicular security subsystem by including a PUF design in its
prototype HSM 6.1.

Also included in the prototype HSM of the PRESERVE project is a
TRNG module for use in key generation and signature creation. This
module is based on ring oscillators and is designed to fulfill at least
the requirements for classification as PTG.1-RNG, as defined by the
BSI [76]. Further discussions of TRNG designs and research directions
for configurable logic devices can be found in [49, 50].

Attributes of secure execution against attackers with varying control
over logical and physical host environments are subject of ongoing
research in multiple disciplines. Among the tools to enhance execution
security are formal methods in software verification [93, 132], consid-
eration of timing aspects in cryptographic algorithm design [7], and
hardware assisted protection of control flow integrity [78]. A full survey
of the developments in this area is outside the scope of this work.

In Section 8 we discuss aspects of execution speed of suitable crypto-
graphic algorithms on contemporary vehicular on-board computers in
greater detail. We use hardware platforms that are used in automotive
field operational tests to gain a reference for the expected performance
attributes of cryptographic services in vehicular on-board units. We
also show the results of software performance acceleration efforts and
the directions of generic hardware enhancements in relation to these
platforms.
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Figure 6.1: A prototype HSM device for use in secure vehicular commu-
nication, made by the european research project PRESERVE
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P S E U D O N Y M S T O R A G E I N P H Y S I C A L LY
U N C L O N A B L E F U N C T I O N S

Current standardization efforts, both in the U.S. and Europe, foresee
that ITS will require the establishment of a Public Key Infrastructure
(PKI), which manages trust and certificates in the ITS. The current set
of standards [32, 34, 35] mandates the use of Elliptic Curve Digital
Signature Algorithm (ECDSA) with P-256 elliptic curve for message
authentication. A naïve implementation of authentication with digital
signatures breaks user privacy as every receiver learns the identity of
the sender. Therefore, a pseudonymous credential – short pseudonym–
should be implemented in order to facilitate authentication and prevent
direct vehicle identification. One single pseudonym is not enough to
ensure a sufficient level of privacy. Instead, this pseudonym has to be
changed frequently, and even then, a powerful attacker may be able to
track vehicles [139]. Central questions are how many such pseudonyms
a vehicle should store and how often it would have to contact the PKI
for renewal. In general, a frequent connection to the PKI to renew
pseudonyms cannot be guaranteed because large-scale coverage by
road-side units (RSU) or cellular communication in every vehicle is
considered unrealistic during early years of V2X deployment. Thus,
the OBU has to store a potentially large set of pseudonyms to allow
frequent change of pseudonyms in absence of backend connectivity. In
a worst case, a vehicle would only be able to load new pseudonyms
during annual inspections in a garage. Recent research estimates that
an OBU is required to store 105,120 pseudonyms for one year with
each pseudonym valid for five minutes [55].

Each of those pseudonyms consists of a public-private key pair and
a corresponding certificate and especially the private key needs to be
stored securely to not compromise security of the overall system. If
an attacker acquires access to the secret keys stored in a vehicle, she
could perform sybil attacks, spoofing attacks, and in general jeopardize
the authentication and privacy of the victim. In consequence, it must
be guaranteed that a private key is strictly secured during all events
in its life cycle. This goal can be achieved by designing systems to
securely create, manage and destroy (private) keys, maintaining an

47
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audit trail of every operation executed during their existence. Hardware
Security Modules (HSMs) [131] are specifically designed to protect
private keys. HSMs are specialized tamper-proof devices in which
cryptographic functions and embedded software properly manage
keys and control their life cycles. They are designed in such a way that
if an unauthorised attempt to access them is made, this is considered
an attempt to tamper and all critical internal parameters and keys
are destroyed. The HSM features make them a crucial component in
automotive platform security [77, 86].

However, HSMs are especially expensive if implemented on an
FPGA [142], and a secure storage within an HSM adds complexity to
the overall system. With ECDSA P-256 curve, the private keys of the
one-year pseudonyms set proposed in [55] would require 256 bits×
105, 120 = 3.2 Mbytes of secure storage – not considering yet any
overhead for data management. This requirement is too high as current
solutions offer a maximum of 512 kbytes [2, 94]. Therefore, we aim
at trading secure storage of cryptographic key material for regular
storage (i.e. outside of the HSM).

7.1 related work

A number of related publications have proposed ways to enhance
the provisioning to and storage of pseudonyms in vehicles. We first
describe the method of pseudonym provisioning based on PKI that un-
derlies current standardization efforts. Secondly, we detail autonomous
pseudonym provisioning techniques that aim at reducing the key ma-
terial to be stored. Thirdly, we give an overview on how large amount
of keys are stored in modern operating systems.

7.1.1 PKI-based pseudonym provisioning

The conservative PKI-based approach is limited to optimize the provi-
sioning process of pseudonyms. This can be achieved by optimizing the
trade-off between availability requirements and storage requirements.
The allocation can happen on-demand, if a connection to a Certificate
Authority (CA) is available, or by caching pre-allocated pseudonyms
in local secure storage. In this context a pseudonym is defined as the
pair of a public and private key as well as the related certificate issued
by a trusted CA in the PKI.

To the best of our knowledge, detailed analysis of this allocation
trade-off does not exist. However, a common assumption is to locally
store a one year supply of pseudonyms inside vehicles [19, 55]. This
allows to delay reloading of new pseudonyms until annual inspections,
in case no other means of communication with the PKI backend exist.
For resupplying pseudonyms, it is expected that vehicles will be able to
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intermittently use IP connectivity through road side units, residential
WiFi or mobile phone networks.

A proposal to reduce the overhead of pseudonym certificates, specif-
ically for the purpose of deployment in the vehicular communication
domain, is the butterfly keys technique[138]. This method expands
pseudonyms in a way that is very similar to the master key technique
proposed in 7.3.3. However, butterfly keys are implemented as a lower
level modification of elliptic curve cryptographic primitives, whereas
the key derivation technique described in 7.3.3 is more generically
applicable.

7.1.2 Autonomous pseudonym provisioning

Some approaches allow vehicles to generate new pseudonyms them-
selves without interaction with a backend.

Group signature schemes [19] allow groups of vehicles to autonomously
create key pairs for self-provisioned pseudonyms. These certificates
validate the membership of a vehicle in a group, but do not reveal
which member owns a particular pseudonym. Enrollment and removal
of group members alter the group key material. This likely requires fre-
quent rekeying and constant availability of the group manager, which
can limit the appeal of this scheme. On the other hand, this scheme
requires significantly less private key material to be stored. One valid
set of long-term credentials for enrolling into an existing group or
forming a new group is sufficient to bootstrap the system and create
pseudonyms. Pseudonyms, including private keys, can be generated
on demand and do not need to be stored beforehand.

Attribute-based authentication [23, 89, 143] allows a vehicle to gen-
erate pseudonyms entirely by itself, backed by a pre-shared crypto-
graphic authorization attribute. A zero knowledge proof is performed
between sender and receiver to verify the authenticity of a pseudo-
nym without revealing any further identifying information about the
signer. Similar to group signatures, only a set of long-term credentials
for the zero knowledge proof is required to be stored. A vehicle can
independently create pseudonyms, including private keys, on-demand.

The aforementioned pseudonym schemes have a distinctive set of
advantages and disadvantages. Group-based signatures and attribute-
based authentication systems do not need to store large amounts of
private keys for pseudonyms. Unfortunately, the utility of these systems
is limited in practice by interactive protocols, reachability requirements
for authorities, or slow bilinear pairing based cryptographic primitives.
Moreover, as vehicles autonomously generate pseudonyms, the number
of pseudonyms available to one vehicle per time cannot be limited.
Hence, large-scale Sybil attacks become possible [144]. These limitations
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make the schemes unsuitable for practical applications contexts with
low latency requirements, such as vehicular communication.

7.1.3 Scalable secure key storage

Solutions for the secure local storage of large amounts of key material
exist in the form of password managers [116, 127], and more generically,
in encrypted files [81] or filesystems [51]. These solutions store sets of
keys and passwords in encrypted data stores, which are protected by a
master secret, and additionally, by common operating system security
features, such as access control lists.

Such solutions are effective with a human user in the loop to provide
the master secret. In vehicular security it is not expected that a human
user will provide a password or similar authentication data that could
be used to unlock an encrypted data store. Instead, an On-Board Unit
needs direct access to all the required data to boot up into a fully oper-
ational state. Effectively the decryption keys have to be stored together
with the encrypted data. That implies that this type of solution cannot
work as an self-sufficient secure storage system. Though, encryption
of private keys can be part of a solution that employs another type of
secure storage for the master secret. Such a solution is described in
Section 7.3.2.

7.2 system model

In this section we describe the system model considered in this work.
First, we explain Physical Unclonable Functions (PUFs) and related
concepts. Then, we show how our solutions fit into the general OBU
architecture. Finally, we describe the attacker model considered and
discuss in Section 7.5 the level of protection offered by our solutions
against such attackers.

7.2.1 Physical Unclonable Functions

A Physical Unclonable Function (PUF), as introduced in [101, 102], is
a primitive that is bound to a physical system and extracts a pseudo-
random bit string for key generation by mapping a set of challenges
Ci to a set of responses Ri. This challenge-response behavior is highly
dependent on the physical properties of the device in which the PUF
is contained or embedded. PUFs consist of two parts:

i) a physical part, which is an intractably complex physical system
that is very difficult to clone. It inherits its unclonability from
uncontrollable process variations during manufacturing. For
PUFs on an Integrated Circuit (IC), these process variations are
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typically deep-sub-micron variations such as doping variations
in transistors.

ii) an operational part, which corresponds to the function.

In order to turn the physical system into a function, a set of challenges
Ci (stimuli) has to be available to which the system responds with
a set of sufficiently different responses Ri. The function can only be
evaluated using the physical system and is unique for each physical
instance because of process variations. Moreover, it is unpredictable
even for an attacker with physical access.

PUF responses are noisy by nature. This means that two calls to a
single PUF with the same challenge ci will output two different but
closely related responses ri, r ′i. The measure of closeness can be defined
via a distance function, e.g., the Hamming distance. This distance
function should be small for responses from the same device and very
large for PUF responses from different devices. Since the plain PUF
responses are noisy, they cannot be used as a key. In order to derive
reliable and uniform data from (imperfect) sources of randomness,
such as a PUF, the concept of a fuzzy extractor [28] or helper data
algorithm [87] was introduced. Thus, we obtain a master secret from the
fuzzy extractor. This master secret can be the seed for a key generation
scheme to derive public/private key pair(s) which can then be used as
a pseudonym(s). Alternatively, the master secret can be used to first
seed a key derivation scheme, which results in a larger amount of data
that can then be used as seeds for key generation processes.

The formulation of abstract properties of PUF types as well as
the development of PUF constructions are still a matter of active
research [109]. In this work we use the terminology proposed by
Rührmair et al. [117] and refer to Strong PUFs1 and Weak PUFs2.
To the best of our knowledge, no research has investigated the applica-
bility of PUFs for storage of large numbers of private keys (or keypairs)
as required by the V2X pseudonym scenario.

7.2.2 On-Board Unit Architecture

Figure 7.1 shows the current ETSI reference architecture of an On-Board
Unit (named “ITS Station” in the standard). It illustrates the different
layers and particularly the security layer. A Hardware Security Module
(HSM) is used within this architecture. As Figure 7.1 is an abstract
view of an OBU, and thus, does not represent the hardware, Figure 7.2
shows a simplified hardware architecture. An OBU includes CPU,
host memory (RAM), regular storage, and an HSM. For simplicity, we
represent an HSM that only includes a true random number generator

1 Labeled as “minimum readout time” PUF (MRT-PUF) [109]
2 Also known as Physical Obfuscated Keys (POKs)
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Figure 7.1: ETSI architecture of an OBU [32]
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Figure 7.2: Simplified hardware architecture of an OBU

(TRNG), cryptographic primitives (AES, ECC), secure storage, and a
PUF. However, one should notice that the PUF could be outside of the
HSM (represented in dashed line in Figure 7.2).

Indeed, the PUF could be fully integrated in the CPU, GPU or
RAM [84], but also attached to the OBU as an external device. We
consider the PUF as an external device as we compare against classic
secure storage solutions (e.g. smart card, secure token), which are
mostly externally attached to the OBU. A consequence of being outside
the HSM is the lack of a secure computation environment. An attacker
(described in Section 7.2.3) could then access to the memory to steal key
material. However, this drawback is limited by the restricted lifetime of
the pseudonyms (i.e. certificate). We further discuss the issue of secure
computation in Section 7.5.2.

7.2.3 Attacker Model

With respect to secure storage we consider attackers who want to access
the content that is placed in the secure storage container. In our context,
the aim of the attacker is to copy the private key material used as
pseudonym of a vehicle. We differentiate between two attacker goals:
An attacker might try to get access to the private keys for the currently
used pseudonym or the attacker might aim to access all private keys
for all pseudonyms provisioned in the OBU.

An attack against the OBU can be performed by injecting a payload
into the system, which would trigger malicious actions. Since the OBU
does not provide a user interface, such a payload needs to be injected
into the system remotely. OBUs offer a number of opportunities to
an attacker to input data into the system remotely. Most notably the
networking and communication applications in the OBU are processing
data from external sources, which might be controlled by an attacker.
Exploitation of security holes in these applications can lead to different
levels of access to the contents of the OBU:

1. Access to filesystem data
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2. Access to application memory
3. Access to hardware devices and code execution

We consider attackers with an escalating set of capabilities to evalu-
ate the level of protection offered by the different proposed techniques.
Access to filesystem data serves as a baseline scenario to illustrate that
the basic secure storage mechanisms work. An attacker should never
be able to access key material based on filesystem access. The second
level of access represents more severe information disclosure attacks.
In a scenario without secure computation, an attacker can extract key
material that is currently in use. A third type of attacker has the ability
to execute arbitrary code on the OBU, and thus, is able to arbitrarily
interact with any device attached to the OBU. For an external device,
such an attacker is indistinguishable from a regular host application.
Nevertheless, we consider this type of attacker as the most powerful
type of attacker, because she has full control of the OBU.

Hardware attacks against the secure storage are not considered
in this context. The intrinsic tamper-resistance of PUFs is assumed
to protect against this kind of attacker. We assume equally that the
tamper-proof enclosure of classic secure storage solutions is effective.

7.3 classic secure storage

In this section we propose ways to implement efficient secure storage
of large numbers of private keys for use in secure pseudonymous
communication. We differentiate between regular storage and secure
storage requirements for keys and related support data. The proposed
solutions have different space requirements to store and protect these
data, which is our main metric to compare the efficiency of the pro-
posed methods. As a baseline, we assume the availability of classic
external secure storage, for example in the form of a physical smart
card or as part of a dedicated secure storage token on a USB device. Our
goal is to minimize the usage of this resource or eliminate the use of
this resource entirely.

7.3.1 Individual key storage

The canonical way to handle secure storage is to assume the presence
of a dedicated device, which is isolated from the host. The security
attributes of this solution are derived from the fact that the memory on
this type of device is only accessible through a well-defined security
API.

No other way should exist to access the data, neither in software
nor in hardware. The protection against hardware access is usually
achieved through protective tamper-proof enclosures or self-destructive



7.3 classic secure storage 55

coating. The details of the hardware and the communication protocol
as well as options to perform secure computation on the device are out
of the scope of our work.

Secure storage

Key Key Key Key
...

Figure 7.3: All keys in secure storage

Figure 7.3 illustrates the fact that all n keys need to be stored in the
secure external device. The limiting factor of this solution is the raw
amount of data that needs to be stored in this scheme. As introduced
in Section 3.2, it is expected that secure pseudonymous communication
in vehicular networks will require storage of large numbers of pre-
allocated private keys. The key management and the amount of secured
data storage increase the cost of such a solution as the number of
pseudonyms grows.

7.3.2 Encrypted storage

Storing private keys in encrypted form in regular storage, e.g. in a file
or database, is a common solution found in password management
software for consumers (see Section 7.1.3). This kind of solution is
usually tied to a master password and a password-based key derivation
function to decrypt the data structure. For non-interactive use, we can
adapt this solution to use a master key stored inside a secure storage
device to encrypt and decrypt the private keys as needed. Figure 7.4
illustrates this method. Using a master key with sufficient entropy in a
secure data store allows us to avoid key stretching techniques [75] that
are typically employed in password based key derivation functions
like PBKDF2 [70], bcrypt [110], or scrypt [103].

The advantage of this method compared to a classic secure storage
solution (Section 7.3.1) is that only one master secret is required to be
stored securely. This master secret will subsequently unlock any num-
ber of additional private keys, which can be stored in encrypted form in
regular unsecured memory. Conversely, the disadvantage is, that now
an attacker only requires this master key and the encrypted–but not
securely stored–data structure of private keys. This compromises not
just one private key, but all private keys stored in this data structure.
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Regular storage
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Encrypted 
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Encrypted 
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Secure storage

Figure 7.4: Keys retrieved from encrypted file in regular storage using
a securely stored master key

7.3.3 Key derivation

Taking the concept of using a master secret even further, we use a
key derivation function to derive secret keys from the master secret.
A practical implementation of this idea uses a keyed pseudo-random
function to derive a sequence of bits from a single master key (or seed).
These bits can be used as a secret key for symmetric cryptography,
but also as a deterministic source of random bits in the generation
process of an asymmetric ECDSA key pair [46]. Figure 7.5 illustrates
this abstract process. Well known constructions of such key derivation
functions include KDF2 [42, 64, 66], HKDF [22, 82, 83], and the set of
deterministic random bit generators (without reseeding) recommended
by NIST [3].

Secure storage

Master 
seed

Derived 
key

Derived 
key

Derived 
key

Derived 
key...

Figure 7.5: Keys regenerated through a key derivation function using
a securely stored master key
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An additional advantage of using key derivation functions is the
reduction of the communication overhead. Indeed, if the CA generates
and stores the master seed for the vehicles, it is no longer necessary
to submit the key pair through a secure communication channel to
the vehicle. It is enough to transfer only the certificates, which need to
include context information, to allow the vehicle to derive the matching
key pair independently. This information do not even require protec-
tion, enabling the use of unauthenticated broadcast channels or public
certificate servers for the delivery of new pseudonym certificates.

7.4 puf-based secure storage

In this section we propose secure key storage solutions that do not rely
on any classic external secure storage, but instead use Physical Unclon-
able Functions (PUFs) to achieve the desired security. As introduced in
Section 7.2.1, we consider two types of PUFs: Strong PUFs and Weak
PUFs.

7.4.1 Strong PUF-based secure storage

Ongoing research on applications of PUFs for key generation and
regeneration is focusing on the fuzzy extraction algorithm. From an ap-
plication perspective in the vehicular communication context, we need
to securely store large numbers of secret keys. Our proposal, which is
summarized in Figure 7.6, requires the use of a Strong PUF [117] that
fulfills the following requirements:

1. It must be impossible to physically clone the PUF.

2. A complete determination/measurement of all challenge-response
pairs (CRPs) within a limited time frame (such as several days
or even weeks) must be impossible.

3. It must be practically impossible to numerically predict the
response to a randomly selected challenge, even if many other
CRPs are known.

These requirements were setup by Rührmair et al. with scenarios in
mind that require a large number of interactive challenge-response cy-
cles, e.g., for remote authentication. Attackers could, e.g., send specific
challenges to the PUF, record the responses, and then try to perform
a so called “model building attack” [117]. For our usage of PUFs for
pseudonym storage, an attacker will not be able to directly query the
PUF and see the responses. Only the CA is supposed to be able to
communicate with the OBU, and PUF responses will only be used to
derive key pairs from it. This effectively removes the unconditional
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need for requirement two, although for cost effectiveness of this solu-
tion it is still desirable to demand a large space of challenge-response
pairs (CRPs). In Section 7.4.2, we propose an alternative solution that
can tolerate the availability of only small amount of CRPs per PUF
(Weak PUF).

Regular storage

Chal + 
Helper

Chal + 
Helper

Chal + 
Helper

Chal + 
Helper...

Derived 
key

Derived 
key

Derived 
key

Derived 
key...

Figure 7.6: Keys reconstructed securely from a strong PUF using regu-
larly stored challenges and helper data

The idea that we pursue in this proposal is to derive key material
from PUF responses. The use of a Strong PUF implies that we have
a large space of challenge-response pairs, which enables us to derive
large numbers of keys. As in the solution based on KDF, we use
deterministic random bits as a source of entropy in the key generation
process of asymmetric ECDSA key pairs [46].

The amount of input data required to generate a stable amount of
responses is highly dependent on the attributes of a concrete PUF
construction. In general, we require a set of chosen challenges and a
set of helper data, which is generated by the fuzzy extractor during
the initial key generation process. Depending on the type of PUF
construction, a total amount of n challenges cn of x bits length is
required to generate m bits of output. These m bits of output then
need to be stabilized using a fuzzy extractor (see Section 7.2.1). In the
initial key generation process the fuzzy extractor will generate helper
data. In subsequent calls to the PUF, this helper data is used by the
fuzzy extractor to reconstruct the same stable response. In both cases,
the fuzzy extractor will consume a percentage of the data for entropy
compression and error correction. The factor of the data reduction r
as well as the length y of the helper data W depends on the type and
configuration of the fuzzy extractor. The configuration needs to be
calibrated based on the expected error probability and entropy quality of
a given PUF construction.
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Vehicle Strong PUF

Expand(C) = c0...n
ci−−−−−−−−→

ri ← ci
Stabilise(r0...n) = (R,W)

ri←−−−−−−−−

Figure 7.7: An initial challenge (C) gets expanded into n challenges
(ci), which generate responses (ri) in the PUF. The vehicle
combines these into a final response (R) and helper data
(W).

For an overall amount of stable response bits z, we can calculate the
number of required challenges as n = z

m·r . To enable reconstruction
of stable responses, we would need to store the n challenges of size x
and the helper data W of length y. Regarding the choice of challenges,
we note that to ensure the independence of output bits we need to
avoid repetitions of challenges. A simple increment function allows us
to easily expand multiple challenges from an initial challenge, while
avoiding collisions and covering the whole space of possible challenges
optimally. This makes it possible to only store the starting challenge
and derive all following challenges.

Thus, to enable reconstruction of fixed size stable responses, we
need to store only the starting challenge of size x and the helper data
W. Once all possible challenges are exhausted, the PUF should not be
reused3.

Requirement three of the Strong PUF definition, as well as the
attributes of the fuzzy extractor, must ensure that even just a one bit
difference between challenges guarantees a fully independent response.

Vehicle Strong PUF

Expand(C) = c0...n
ci−−−−−−−−→

r ′i ← ci
Stabilise(r ′0...n,W) = R

r ′i←−−−−−−−−−

Figure 7.8: Regeneration of responses is analogous to the initial provi-
sioning, except the previously generated helper data (W)
is now utilized by the Stabilise() function to stabilize the
response.

The details of the ECDSA key pair generation process are specified
in [46]. For example, a fixed amount of 320 random bits are required to
deterministically build a key pair of 256 bits. Thus, we assume a need
of z = 320 bits of stable entropy from the PUF to be able to generate a
256 bit ECDSA key pair.

3 Reconfigurable PUFs have been proposed as a desirable extension [74]
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Once the vehicle has constructed its key pair as outlined above, it
can then build and submit a certificate signing request (for the public
key) to the CA through a authenticated and integrity protected channel
to trigger the certification process. The CA subsequently returns a
signed certificate, which completes the provisioning process of a new
pseudonym.

Vehicle CA

(sk, pk)← R← (C,W)
pk−−−−−−−→

certpk = Sign(pk)
(C,W, certpk)

certpk←−−−−−−−

Figure 7.9: The vehicle generates an asymmetric key pair from a chal-
lenge C and helper data W. The CA creates a certificate for
the public key pk, which is stored in the vehicle with C and
W.

This method of secure key generation and key reconstruction from
PUFs completely avoids any need for classic secure storage. The starting
challenge and helper data can be stored in regular storage space. The
security of the key material is fully guaranteed by the need to have
access to the related PUF device with its intrinsic tamper resistant
attributes.

7.4.2 Weak PUF-based key derivation

A Weak PUF deviates from the definition of Strong PUF by allowing
just one fixed CRP per PUF. It can be considered as a PUF that has
a fixed built-in challenge and whenever queried provides the same
response. This leads to the violation of requirements 2 and 3 of the
Strong PUF definition as described above. Nevertheless, even if the
Weak PUF has a capacity of one single CRP, this CPR will have a useful
amount of entropy. Assuming that the size of the response provides
sufficient entropy for a master secret as described in Section 7.3.3, we
can apply the same technique here.

An illustration of the two stage key derivation process is shown
in Figure 7.10. First, a master key is derived from the response of a
Weak PUF. Then, this master key is used as a seed to derive the key
material for multiple pseudonyms. For instance, the PUF response
could be used as the “input keying material” for the Extract function
of HKDF [83].
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Regular storage
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Figure 7.10: A master key gets reconstructed securely from a weak PUF
using regularly stored challenges and helper data and is
then used to regenerate derived keys.
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7.5 discussion

The presented solutions for the secure storage of key material for
pseudonyms employ Key Derivation Functions (KDF) and Physical
Unclonable Functions (PUF) to achieve multiple levels of efficiency
improvements. The two major aspects for the evaluation of the solutions
are the storage requirements and the security properties with respect to
attackers with different capabilities.

In Table 7.1 we summarize the storage requirements of the proposed
solutions for the secure storage of k keys. Based on the assumption of
storing k = 105120 keys, the baseline classic secure storage scenario
would require approximately 3.2 Mbytes of secure storage space. An
encrypted data structure, as described in Section 7.3.2, would allow to
drastically reduce the amount of secure storage. In this scenario, the
full 3.2 Mbytes of encrypted key material still has to be stored, but it
can be stored in regular memory.
The use of a key derivation function removes this requirement of regu-
lar storage by relying purely on a master seed value, which is used to
generate key material on-the-fly.
The solution based on the application of a Strong PUF does not require
any classic secure storage device at all. Instead, it is possible to rely
solely on the intrinsic security of the PUF construction. However, the
amount of regular storage space required to regenerate keys is larger
than the raw amount of private keys. This is due to the need for helper
data, which is required to stabilize the readings of responses from the
noisy hardware constructions of PUFs. The exact amount of required
helper data and the size of challenges are highly dependent on the
attributes of a given PUF and also on algorithmic choices of the fuzzy
extractor.
Finally, we see that a combination of PUF and KDF techniques even
allows us to present a solution that technically does not require any
secure or regular storage at all. The Weak PUF using just one challenge-
response pair returns its response without any explicit challenge, sim-
ply by virtue of being powered on.

The second criteria to compare the proposed solutions is the re-
silience against attackers with different levels of capabilities (see Sec-
tion 7.2.3). Table 7.2 gives an overview of the security properties. We
see that all solutions guarantee the basic requirement of denying any
access to the key material to an attacker who has access to the regular
unsecured filesystem.
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As described in Section 7.2.3, the next level of attacker capability
grants the attacker read-only access to arbitrary regions of OBU mem-
ory. The attacker might have found an exploitable bug in the software
and injects malicious code to extract valuable data. We see weaknesses
in three of the proposed solutions, due to the fact that these rely on a
single piece of master secret to derive key material. This master secret
(a master key or a master seed) has to be extracted from a classic
secure storage device or from a PUF and is identical for all keys that
are derived by the system. An attacker with the capability to observe
the address space of the application can potentially copy this mas-
ter secret during the derivation process of any key. The attacker can
then derive all possible keys based on this master secret. Only the
pure classic secure storage solution and the Strong PUF based solution
are not affected by this issue, because these solutions derive all keys
independently.

The final model grants the attacker full control over the host, which
implies code execution privileges and direct access to the device. Gen-
erally, there is no way to protect the information against access by such
a powerful attacker, because the storage device cannot see a difference
between normal usage and usage by such a powerful attacker. One
additional option to offer a mitigation against malicious use could be a
rate limitation mechanism, which limits the number of requests over
time. For the use case of pseudonymous communication in vehicular
communication it could be sufficient to only return one key per minute.
Such a feature represents a viable security benefit, because the attacker
can effectively only make use of the attacked device while it is online.
The classic secure storage solution, as well as the Strong PUF-based
solution, could reasonably offer such a feature.

7.5.1 Limitations of KDFs and PUFs

In the previous section, the comparison of the security properties listed
in Table 7.2 shows that the existence of a single master secret, as it is
the case in the KDF-based solutions, represents a disadvantage under
certain attacker models. Another issue to consider is the limitation of
the number of keys to derive from one single master key. It is advisable
to rekey the system after a certain amount of keys was derived. The
rekeying interval depends on the construction of the underlying algo-
rithm used in the KDF. This also highlights the abstract disadvantage
of having to rely on additional cryptographic algorithms compared to
the solutions that access keys without intermediary derivation steps.
More exposure to cryptographically strong algorithms naturally im-
plies more risk of being affected by a discovery of a weakness in such
algorithms.
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Similar concerns are valid for PUFs, where the fuzzy extraction pro-
cess is comparable to a key derivation process. The complexity of these
processes might enlarge the exposure to bugs and weaknesses. More-
over, there are fundamental capacity limits (i.e. challenge-response pair
space) that might impede practical deployments. Since PUFs are intrin-
sically bound to hardware, it might be impossible to reuse (rekey) a
PUF after the capacity limit is reached. This is particularly problematic
for Weak PUFs with only one or a very limited number of challenge-
response pairs. Controlled PUFs and Reconfigurable PUFs [74] have
been proposed as solutions for this problem, but the feasibility of such
constructions is difficult to evaluate. A controlled PUF would be partic-
ularly desirable in the context of secure storage for the possibility to
effectively implement rate limitation in hardware.

While it is not an issue for pseudonyms storage in vehicular net-
work, we acknowledge that the speed of accessing a PUF can be a
limiting factor. The secure key reconstruction from PUFs incurs a con-
siderable amount of computational overhead for the fuzzy extraction
of responses. According to [90] the execution time is in the order of
magnitude of several milliseconds for an RO-PUF design. Additionally,
the challenge C and helper data W, which need to be stored for the
regeneration of a stable response, are significantly larger than the plain
private key. While we propose an expansion function to avoid storing
all challenges cn, the helper data can easily add up to several kilobytes
in order to generate stable response data [90].

Another limitation of using PUFs for key generation and key storage
is that PUFs are effectively read-only devices. Therefore, it is necessary
for vehicles to create key pairs locally, using the response of a PUF
challenge as a controlled source of entropy.

We summarize the limitations of PUFs as follows:
1. Read-only data store
2. Limited capacity
3. Readout time
4. Faith in fuzzy extractor algorithms
5. Need to store helper data

These limitations pose restrictions on the realm of possible appli-
cations for PUF-based secure storage. PUF-based solutions are conse-
quently not suitable as a direct universal replacement for all applica-
tions of classic secure storage. Nevertheless, when these limitations are
met, the use of PUF-based solutions is a secure and efficient option to
replace classic secure storage.

7.5.2 PUF integrated within an HSM

As shown in Figure 7.2, the PUF could be inside an HSM. Then, our
schemes would benefit from this secure computation environment.
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Indeed, an HSM commonly provides secure memory, secure storage,
and secure cryptographic primitives. This solution ensures that the key
is generated and used at the same place, and never leaves the HSM. In
this case, one can notice that integrating the PUF inside the HSM will
prevent all the key stealing attacks listed in Table 7.2.

However, an attacker with full access could still use the HSM to
perform malicious actions such as signing forged message. Moreover,
the PUF limitations still hold even within an HSM. For instance, the
limited capacity of the challenge space triggers the question about what
would happen when a CRP space is depleted. As no Reconfigurable
PUF exists yet, replacing the HSM would incur a considerable cost.

Finally, we conclude that if secure computation is assumed, then
the cost-benefit advantage of PUF is questionable. We note that the
encrypted storage model (Section 7.3.2) would not suffer from any
limitation of the PUF-based solutions while offering a better tradeoff
between secure storage and regular storage. According to Table 7.1,
encrypted storage needs 1 private key and k cipher texts, while PUF-based
approaches require no private key but k challenges and k helper data.
One should notice that, in terms of size, the cipher text is significantly
smaller than the set of challenges and helper data.

7.6 conclusion

We propose to use encryption and key derivation functions to reduce
the need for secure storage. Our comparison shows that these tech-
niques are effective at reducing the requirements for secure storage
at the cost of reduced protection against attackers with access to host
memory. We alternatively propose to use Physical Unclonable Func-
tions (PUFs) to eliminate the need for classic secure storage entirely.
Our analysis shows that PUFs can effectively replace classic secure stor-
age if an application can operate under the limitations of a given PUF.
The use-case of secure pseudonymous communication in vehicular
networks is generally compatible with these limitations.

The attractiveness of PUF-based solutions is a result of potential
cost savings compared to more expensive secure storage. PUFs are
envisioned to be cheap enough for inclusion in mass produced RFID
tags or might already exist in common hardware. This represents
a considerable cost-benefit advantage. Once the availability of hard-
ware implementations increases, we expect PUF-based solutions to see
widespread use in practical applications.

In this work we require two properties of PUFs that allow us to
implement optimizations and make assumptions about the security of
the overall system:

1. A one bit difference between two challenges is enough to guar-
antee completely independent responses. Knowledge of related
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(not randomly selected) challenges does not affect the unpre-
dictability of responses.

2. Knowledge of helper data does not reveal any information about
the expected response from a PUF.

These attributes are implied by the Strong PUF requirement 2 and
by the fuzzy extraction algorithm goals. However, usually no explicitly
guarantees of these attributes are given in the design documents of
concrete PUF constructions.

Applications of secure storage in vehicular OBUs often involve full
Hardware Security Modules (HSM) to provide secure computation in
addition to secure storage. Rate limitation and limited lifetime of certifi-
cates allow operation without secure computation. It remains an open
question, if a PUF-based secure storage solution can be augmented to
offer secure computation, while retaining a cost-benefit advantage over
classic implementations in an HSMs.



8
A C C E L E R AT E D C RY P T O G R A P H Y F O R S E C U R E
V E H I C U L A R C O M M U N I C AT I O N

Offloading cryptographic operations to dedicated hardware can be an
enhancement for operational confidentiality, because it allows the key
material to be inaccessible to a host machine. However, another major
benefit of exclusively dedicated hardware is predictable performance.
In contrast to shared resources, which need to be managed with appro-
priate allocation and scheduling algorithms, this allows confidence in
hard availability guarantees even under high load. In safety relevant
cases it can be mandatory to provide dedicated hardware for accelera-
tion of cryptographic operations to provision enough computational
resources. The performance requirements for computational processing
of cryptographic security services have been defined in Part II.

Here we investigate the relevance of cryptographic acceleration
as a provisioning option for the unconditional availability of crypto-
graphic security services. For this purpose, a set of empirical bench-
mark measurements is collected on generic on-board units (OBUs).
These OBUs come from a selection of devices that have been used
within the European research project PRESERVE (Preparing Secure
Vehicle-to-X Communication Systems) and were used in European
vehicular communication trials. The measurements provide a reference
for the software performance of raw cryptographic algorithms as well
as the performance of complete security processing services.

8.1 a representative vehicular security subsystem

Vehicular communication is a technology that has not reached the
deployment stage yet. However, a number of field operational trials
have been performed and dedicated research projects have investigated
attributes of this technology. Among these research projects was the
European project PRESERVE, which had the mission to design, im-
plement and test a secure and scalable V2X Security Subsystem for
realistic deployment scenarios. We use the V2X Security Subsystem
Kit (VSSKit) produced by the PRESERVE project as a representative
close-to-market implementation of the relevant security components

69
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Figure 8.1: Architecture of the PRESERVE V2X Security Subsystem [13]

in a realistic vehicular communication architecture. Figure 8.1 shows
an architectural overview of the VSSKit, which we use as a foundation
for realistic performance evaluations of cryptographic services for V2X
communication.

To evaluate the performance characteristics of the PRESERVE VSSKit
we collected benchmarks of the basic sign and verify operations, which
provide the foundation for the security of vehicular communication.
These operations are sometimes referred to as encap and decap, to
highlight that the encapsulation and decapsulation of messages can in-
clude more work than the application of raw cryptographic primitives.
The measurements are taken at the external API of the PRESERVE
architecture in order to collect realistic overall performance data. In
Figure 8.1 this location is labeled as the Convergence Layer.

An overview of the control flow for incoming message verification
in the PRESERVE VSSKit is shown in Figure 8.2. The execution flow
involves the Convergence Layer, the Secure Communication Module,
The ID & Trust Management Module, Cryptographic Services and one
cryptographic backend service, such as a hardware security module or
a software implementation or cryptographic primitives like OpenSSL.
The involvement of a Security Event Processor or the PRECIOSA Pri-
vacy Enforcement Runtime Architecture was optional and not used
during the measurements. The Pseudonym Management Module only
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uint32_t*, uint32_t**)

Figure 8.2: Control flow of incoming message verification in the PRE-
SERVE VSSKit [13]

becomes active for pseudonym changes, which is triggered indepen-
dently from the execution flow of message verification. Equivalent
considerations apply to the case of message signature creation.

To derive the overhead introduced by trust management tasks, such
as parsing of certificates and validity checks of certificate attributes,
we also present benchmarks of raw cryptographic primitives of the
cryptographic backends. The PRESERVE VSSKit supports multiple
cryptographic backend through a flexible Cryptographic Services mod-
ule. Measurements were collected for the following backends:

1. OpenSSL libcrypto (software)

2. VSSKit v1 FPGA (hardware)

3. VSSKit v2 ASIC (hardware)
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Setup # sign sign/s verify verify/s

NEC Linkbird-MX 28 ms 35 110 ms 9

Cohda Wireless Mk3 10 ms 100 35.5 ms 28

Denso WSU 9 ms 111 29 ms 34

NEXCOM VTC 6201 1.7 ms 588 6 ms 166

Table 8.2: Single core sign and verify test results with PRESERVE
VSSKit v1.4 using the OpenSSL backend

8.2 platforms for on-board units

The performance of the software backends highly depends on the
processor architecture of the host platform and also on the availability
of suitable assembly or compiler optimizations for the library. For
the measurements performed within our test, we used the compiler
toolchain provided by the manufacturer of the host on-board unit.
The OBU models that were available for our tests are depicted in
Figure 8.3. The key properties of the hardware platforms and the
software development kits are shown in Table 8.1:

For the purpose of collecting reference benchmarks of software
performance we utilized the OpenSSL backend for all software tests.
The libcrypto library was cross-compiled with the listed compiler
variants and the optimization options as specified by the OpenSSL
default configuration settings. Unless indicated differently, version
1.0.1c of OpenSSL libcrypto was used in all cases. All the platforms
were configured to only use one CPU core. The optimization options
for the compilation followed the default setting of the OpenSSL library,
which resulted in the "-O3" optimization level for code generation on
all platforms.

8.3 latency and throughput

Table 8.2 shows the key latency (in milliseconds) and throughput (in
operations per second) performance values for generating and verify-
ing signatures of secure V2X broadcast messages. For the purposes of
these tests, it is assumed that the signature algorithm is always ECDSA
over the NIST P256 curve. The recorded measurements represent the
fastest run of at least 10 executions of a benchmark tool which exe-
cutes the basic preserve_sign() and preserve_verify() operations. This
methodology is applicable because the goal is to derive the speed of
the pure operational runtime of these operations without consideration
of unrelated interruptions by the operating system or other processes
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(a) NEC LinkBird-MX OBU

(b) Four Denso Wireless Safety Unit next to two Cohda Wireless Mk3 OBUs

(c) A Nexcom VTC OBU

Figure 8.3: The tested on-board units in various laboratory settings
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Figure 8.4: Signature verification times for 5000 messages, showing
the extent of jitter on a NEXCOM VTC 6201 running 32bit
Ubuntu 10.04 Linux

on the on-board unit. The operating systems did not offer any real
time guarantees. Although the host operating systems were kept idle
during measurement, it was common to see interruptions and delays,
as shown in Figure 8.4.

The results shown in Table 8.2 indicate that all on-board units de-
liver acceptable performance for signature generation. Based on the
requirements discussed in Section 3.4, an on-board unit is expected to
generate up to a dozen signatures just for safety related secure broad-
cast communication. However, all the on-board units fail to deliver
acceptable performance levels for signature verification. Previously
defined guidelines assert a target performance of up to 1000 signature
verifications per second. All tested platforms fall short of this target by
several orders of magnitude.

The benchmark results for signature verification with the VSSKit
show in Table 8.2 are normalized to show performance for the ver-
ification of only the signature of the sending vehicles, which is the
final element of the associated certificates trust chain. This is the most
common mode of operation, since the signatures of intermediate certifi-
cates in the trust chain can be precomputed and/or marked as trusted
in the certificate store together with the trusted root certificates. Seeing
new unknown intermediate certificates while driving should be a rare
occurrence.

In the above benchmark the VSSKit validated the entire trust chain
for every call to the preserve_verify() operation. The sample messages
used in these measurements verified trust chains with 4 elements, lead-
ing to the verification of 4 cryptographic signatures for the verification
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of 1 message. In a realistic deployment, it is expected that trust chains
can be shorter and signature verification of some common trust chain
elements can be cached. Assuming an unrealistic direct speed up by
a factor of 4, we can extrapolate a latency of 6ms for a verification on
the fastest evaluated platform, the NEXCOM VTC 6201. This would
translate to 166 verifications per seconds, which still falls short of the
throughput goal of 1000 verifications per second.

8.4 peak software performance

All of the above measurements were collected on 32bit systems running
one single CPU core. It can be argued that these properties will continue
to be typical for embedded systems for a foreseeable future, including
the first generation deployment of on-board-units for deployments of
vehicular communication technology. For the evaluation of software
performance, it is however useful to also consider more powerful
processor architectures, which might become available only in the
next generation of vehicular on-board units. The NEXCOM VTC 6201

platform can be considered to be a sufficiently powerful platform as
to represent the next iteration in the hardware evolution cycle for on-
board-units. This system uses an Intel Atom D510 dual core processor
with hyper-threading in each core, offering a total of 4 logical CPUs.
The system also supports operation in 64bit mode and a set of 128 bit
vector instructions, which can accelerate big integer calculations such
as those necessary in the relevant variants of elliptic curve arithmetic.

New research results were published in 2013 demonstrating substan-
tial enhancements in the software optimizations for ECDSA over 256-bit
prime fields [57]. Accompanying patches have been accepted upstream
into OpenSSL and are included in the x86_64 builds of OpenSSL start-
ing at version 1.0.2a. Table 8.3 shows a set of benchmark results, which
take all the aforementioned enhancements into consideration. The val-
ues show latency and throughput values of raw OpenSSL speed tests
as well as values for the PRESERVE VSSKit2 with the same version
1.0.2a of OpenSSL used as a backend.

The signature generation performance in previous test already ful-
filled the basic requirements to provide sufficient performance for
secure vehicular broadcast communication. Therefore, we focused on
analyzing the performance of signature verification results in Table 8.3.
The VSSKit2 benchmark setups were configured to not perform full
validation of the entire certificate trust chain. This means that only
one cryptographic verification is performed for each invocation of the
preserve_verify() function.

A direct comparison of the VSSKit2 (32bit) results with the per-
formance results of VSSKit 1 in Table 8.2 indicates a slight decrease
in verification performance and a significant slowdown in signature
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Setup # sign sign/s verify verify/s

VSSKit2 ST (32bit) 7.1 ms 146 7.9 ms 132

VSSKit2 ST (64bit) 3.9 ms 256 2.8 ms 387

Synthetic MT (32bit) 1.5 ms 1901.7 5.7 ms 490.9

Synthetic MT (64bit) 0.4 ms 6742.2 1.1 ms 2780.6

Table 8.3: Peak ECDSA NISTP256 latency and throughput values for
OpenSSL 1.0.2a on the Nexcom VTC 6201 platform. Test were
performed within a single threaded VSSKit 2 and with a syn-
thetic multi threaded benchmark tool that skips all message
processing beyond raw signature creation and verification.

creation in version 2 of the VSSKit. Among the major changes between
version 1 and 2 of the VSSKit is enhanced support for new signed
message formats. This can explain the increase in signature process-
ing times, particularly the creation of more complex signed message
formats.

The VSSKit2 (64bit) configuration uses the same setup as the 32bit
configuration, with the major difference of utilizing 64 bit instructions
as well as taking advantage of new software optimizations presented
in [57]. We observed a performance increase by almost a factor of 3

due to these changes.
The Synthetic MT (32bit) benchmark shows the potential of utiliz-

ing all computational resources by fully exploiting the multithreading
capabilities of the CPU. The latency for individual signature verifi-
cation operations is only slightly enhanced over the single threaded
VSSKit2 performance. This is solely due to the reduced overhead of
raw OpenSSL usage compared to full message processing in VSSKit2.
However, the overall throughput measurement demonstrates the im-
pact of multithreading on overall performance. In this setup a total of
8 threads were configured to work in parallel to keep all 4 logical cores
busy. The result is an overall throughput of 490 signature verifications
per second, instead of an expected throughput of 175 verifications per
seconds for single threaded execution. This represents an enhancement
of a factor of 2.8.

Finally, the Synthetic MT (64bit) setup shows the overall peak per-
formance achievable on the NEXCOM VTC 6201 on-board unit. The
benchmark application was configured to execute 8 threads in parallel,
feeding 4 hyper threads on 2 physical cores with work to achieve maxi-
mum throughput. With close to 1 millisecond of latency and overall
throughput of 2780 verifications per second, it appears realistic that
such an on-board unit can provide enough computational resources to
sustain acceptable cryptographic performance even under heavy load.
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At least under the assumption that multithreading can be exploited
and that the load and calibration of the operating system is adjusted
to minimize preemptions and interruptions through context switches,
such as those seen in Figure 8.4.
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8.5 cryptographic hardware acceleration

A system that requires only a small set of operations to be performed
at very high speed can benefit from offloading such operations to
dedicated hardware. This can range from dedicated CPU instructions,
to separate co-processor units, and even external devices that perform
complex tasks faster than general-purpose processors. This approach
can make it possible for an otherwise underpowered platform to fulfill
specific performance requirements. Alternatively it can make it more
cost effective to meet performance requirements by pairing a lower
powered general-purpose system with dedicated hardware.

Acceleration of cryptographic primitives with dedicated hardware
is a classic technique and a well known research area. The relevant
cryptographic primitive to accelerate for secure V2X communication is
the verification of ECDSA signatures over the NIST P256 curves. The
dominant computationally expensive part of this algorithm is the multi-
plication of curve points in a given finite field [80]. Efficient techniques
of finite field arithmetic in general and ECC point multiplication in
particular have been the subject of numerous studies [5, 8, 29, 45, 61, 95,
120, 136] and entire series of academic events, for example the context
of the Workshops on Cryptographic Hardware and Embedded Systems
(CHES).

Table 8.4 shows performance attributes for a selection of hardware
solutions that might be used to accelerate ECDSA signature verification
for security vehicular communication. The design of the multipliers and
consequently the amount of logic gates required for a given hardware
design are dominating factors for the performance of a solution. The In-
fineon SLE78 and SLE88 solutions are co-processors for the embedded
marked and were not designed to meet the specific performance re-
quirements of secure vehicular communication [130]. These serve only
as a baseline for what is commonly available in the general-purpose
embedded market. The solutions by NXP were specifically designed to
meet the requirements of secure vehicular communication [80]. These
designs utilize sophisticated optimizations and large multiplication
engines to provide an entire family of ASIC designs that can meet the
requirements of secure vehicular communication and could satisfy even
higher requirements in exchange for a large consumption of logic gates.
The PRESERVE VSSKit v2 ASIC design utilizes much smaller generic
multipliers and fewer logic gates. To meet the demands of secure ve-
hicular communication, this design offers parallel executions across
multiple ECC cores. Finally, a general-purpose Intel Atom CPU serves
as a reference for low power desktop CPU performance. The logic gate
count of a general-purpose dual core CPU is not comparable to the
gate count of pure ECC cores, but the performance figures indicate that
future CPU designs might satisfy the performance requirements for
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secure vehicular communication without the need for dedicated hard-
ware. If multithread operation for the exploitation of parallel execution
is used, the existing CPU design is already sufficient. Additionally, the
authors of the ECDSA implementation in OpenSSL v1.0.2.a, which was
used for the collection of the benchmark values in Table 8.2, indicate
that a future iteration of these CPUs might include new instructions
that could further enhance ECDSA signature verification performance
by 18% [57].

A slight additional performance penalty should be considered, if
data transfer to off-chip solutions is required. However, the overall
landscape of hardware acceleration solutions shows that adequate
performance can be delivered through dedicated solutions.

8.6 conclusions

A wide array of benchmarks have been collected in this chapter, which
illustrated the software performance of ECDSA signature processing
on contemporary on-board units as they are used for vehicular com-
munication in field operational trials. The performance of signature
generation was shown to be unproblematic. The previously established
performance requirements of 10 to 12 signature generations per sec-
onds could easily be reached by almost all platforms tested in our
benchmarks.

However, the performance of signature verification varies widely
between the different platforms based on multiple attributes. While the
raw clock speed of the compute devices is certainly a factor, we have
seen in Table 8.2 that the performance figures do not scale linearly with
clock speed across CPU architectures. An example from our selection
of tested hardware platform as documented in Table 8.1 illustrates
this: The Denso WSU, which is based on a PowerPC platform at 400

MHz, scored higher in all tested performance metrics than the Cohda
Wireless Mk3, which is based on a ARM SoC architecture at 533MHz
clock speed. Differences in the Instruction Set Architecture (ISA) as
well as secondary effects due to memory access speeds can account for
such differences. This initial assessment of secure message processing
performance indicated that suitable signature verification performance
cannot be achieved with this generation of hardware platforms.

To further investigate the options and attributes that define software
performance we looked at parallelism, ISA word size, and implemen-
tation quality. In Table 8.3 we selected to set up one of the existing
platforms in different ways that allows us to predict the performance
of more powerful future on-board units. A switch of the instruction-set
architecture to 64bit word lengths, exploitation of 4 parallel hyper-
threads and a change to a new and optimized algorithm implemen-
tation yielded significantly faster performance. The implementation
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enhancements consist of a combination of algorithmic optimizations as
well as assembly level adaptations to the given Intel ISA. The combi-
nation of all these enhancements resulted in 8 times better signature
verification latency and an increase of throughput by a factor of 21. This
allows the device to fulfill the requirements of signature verification of
1000 verifications per second.

The configuration to achieve these peak performance calibrations
is not representative of systems that we expect to find during the
initial deployment of vehicular communication systems. While the
NEXCOM VTC 6201 on-board unit is qualified for automotive use,
its cost and physical dimensions are larger than those we realistically
expect to find in vehicles. However, the direction of technological
advancements in mobile and embedded architectures indicates that
software implementations will soon be capable of delivering suitable
performance, even on smaller hardware. Smartphone platforms have
recently started to support 64bit instruction-set variants and high-end
models commonly feature multicore designs. It is however necessary
to pay attention to performance aspects in the software architectural
design of the vehicular communication system.

Finally, we provided an overview of selected hardware acceleration
solutions for ECDSA signature verification and observe that the perfor-
mance requirements for secure vehicular communication can be met
by designs with suitable allocations of logic gates.

Our approach to evaluate the current and near term suitability of
relevant signature processing solutions was based on an empiric experi-
mental assessment of existing platforms. This was a reasonable method
to evaluate current and near future capabilities of software based secu-
rity solutions for secure vehicular communication. Our results indicate
that current OBU platforms cannot deliver the necessary performance.
However, it is possible to achieve suitable performance if enhance-
ments in ISA technology and parallel execution can be exploited or if
dedicated acceleration hardware is used.
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C O N C L U S I O N

In the introduction of this Part we identified the primary benefits of
hardware assisted security in the form of a Hardware Security Module:
Secure and accelerated execution of cryptographic functions as well
as secure generation and storage of cryptographic key material. In
two chapters, we empirically investigated the performance characteris-
tics of accelerated execution on OBU platforms and proposed a novel
way of scalable and secure storage of cryptographic key material using
PUFs.

In chapter 7 we proposed to use PUFs as a core component in a novel
solution that combines the intrinsically secure storage of an physically
unclonable function with a key derivation schemes. This enables the
generation and storage of large amounts of secret key material within
the minimum amount of secure PUF storage. A set of variations of
this scheme offers various levels of redundancy and robustness against
different attacker classes. We also compared the use of classic secure
storage and combinations of key derivation schemes with classic secure
storage to achieve similar scalability properties. We concluded that
scalable secure storage in PUFs can be a viable alternative to classic
secure storage. Cost and availability of effective PUF designs, such as
strong PUFs and designs with stable intra PUF responses, are likely to
determine the success of schemes like the one we proposed.

Our study of execution performance characteristics in chapter 8

showed that almost all contemporary OBUs would be capable of gen-
erating cryptographic signatures fast enough to meet the expected re-
quirements of secure vehicular communication. However, those OBUs
alone would not be capable of sustaining the expected maximum
throughput of secure vehicular message verifications. Nevertheless, an
overview of dedicated hardware designs for accelerated ECDSA signa-
ture verification in 8.5 shows an array of solutions that can be used to
equip generic OBU platforms with enough additional computational
resources to meet the largest expected performance requirement for
message verification.

Our investigations also indicate that future OBUs might be capable
to deliver satisfactory cryptographic throughput if a set of enhance-
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ments in implementation quality and platform capabilities is met.
The main concerns among the implementation quality attributes are
the capability to execute cryptographic functions in parallel and the
availability of optimized point multiplication routines. If enhancements
are combined with an expected increase of OBU platform capabilities,
such as extensions of instruction set architectures to 64bit word sizes
and parallel processing designs, we can begin to see that those sys-
tems will be capable to provide the necessary performance to meet the
requirements of secure vehicular communication.

Our findings show that, in the near term, it is a requirement for
secure vehicular communication systems to have a hardware security
module for the accelerated execution of cryptographic functions. How-
ever, it appears likely that future generations of OBU systems will
not require the assistance of special ECDSA acceleration solutions to
meet the throughput demands for signature verification. Secure gener-
ation and storage of cryptographic key material benefit from having
hardware supported randomness and physical tamper resistance prop-
erties. PUFs can be an option to provide these attributes, but noisy
sensors as random sources and classic secure or encrypted storage
can provide cost effective alternatives that do not strictly require a
dedicated hardware security module. Secure execution remains as the
main property that a general purpose systems cannot offer. Some chip
designers are starting to offer trusted execution environments, which
are designed to provide isolation of a small secure environment from a
more exposed general purposed system. Such solutions blur the line
between general purpose systems and system-on-a-chip solutions with
an integrated dedicated HSM. Such designs can already be found in
contemporary high-end smartphone chipsets and are likely to repre-
sent the direction that embedded systems platform with heightened
security requirements will converge to.
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O V E RV I E W

Two basic constraints define the scalability properties of secure vehicu-
lar communication: The processing capabilities of secure messages and
the transfer capacities of the communication channel. In the previous
chapter, we investigated hardware assisted solutions to enhance the
processing capabilities for secure vehicular communication systems. In
the following chapters we investigate ways to enhance the scalability of
secure vehicular communication through efficient usage of the available
communication bandwidth.

In chapter 3.1 we discussed the fundamental requirements and
constraints of the cryptographic choices in vehicular broadcast com-
munication. We concluded that digital signatures are the best choice
for stateless broadcast authentication. Only permanent reachability of
a trusted third party or statefull group formation could enable alterna-
tive solutions, which is unlikely to work reliably in the highly volatile
network conditions of vehicular communication. Signatures alone how-
ever do not ensure trust in the sender. Signatures only provide crypto-
graphic certainty in the authenticity of the sender. To establish trust
relationships it is necessary to mark the cryptographic identities of
vehicles, represented by the public keys, as trusted.

The solution to this problem is the establishment of key management
in a public key infrastructure (PKI) for secure vehicular communication.
In a PKI, trust can be delegated from a set of known trusted certificate
authorities (CA) to previously unknown entities. Such trust delegation
is referred to as certification. In the most succinct setting, this can be
expressed though a reconstruction value for an implicit certificate [16].
This only assures that a CA confirms that a given entity, represented by
a reconstructed public key, belongs to it’s set of trusted subordinates.
A more common implementation is a digital signature over a public
key. Such an explicit certificate can include an additional codified set
of properties and capabilities that the CA grants to the owner of the
associated key pair. This could include a validity period of a certificate
or special entitlements. In the context of vehicular communication such
special entitlements could for example be the right to use emergency
vehicle lighting.

87



88 overview

Certificates are a great solution for establishing trust to unknown
entities without a requirement for immediate availability of a trusted
third party. A short list of trusted certificate authorities, which is
distributed a priori, is enough to bootstrap the trust delegation system.
However, certificates of unknown entities must be exchanged. In a
highly constrained and highly volatile network environment, such as
vehicular communication, this can create significant overhead. Careful
management of the certificate transfer strategy is required to minimize
its impact on the communication channel. A failure to select a suitable
strategy could lead to unnecessary congestion of the communication
channel. This can ultimately lead to the loss or delay of safety critical
messages, particularly in scenarios with high density of vehicles.

The key to an efficient certificate transfer strategy is the realization
that trust delegation, and thus the transfer of a certificate, is only
required for unknown entities. After the successful establishment of a
trust relationship, the trust property and associated entitlements can
be cached. Instead of the full certificate it is sufficient to include only a
short identifier of the certificate that was used to create a signature. Two
fundamental approaches are know from previous works to exploit this
property for efficient certificate transfer in vehicular communication:

Calandriello et al. [19] start from the assumption that messages in
secure vehicular communication should always include all material that
is necessary for the message content to be accepted as fully trustworthy.
This implies that a signature and certificates are always concatenated
to a message. The concept of an omission scheme is then introduced,
which limits the concatenation of certificates to a fixed pattern of
omissions and inclusions.

Schoch et al. [128] prioritize the minimization of bandwidth utiliza-
tion by changing the default assumption. Their approach starts from
the assumption that certificates are not included by default. Instead,
certificates are only included as necessary. The trigger for certificate
inclusion in this scheme is the appearance of an unknown neighbor.
This event can be deduced from changes in the neighborhood table,
which is a common component in vehicular communication.

The work in this Part considers the fundamental trade-off introduced
by such omission schemes: More omissions save more bandwidth and
thus reduce the likelihood of losing messages due to congestion in the
communication channel. However, omissions unavoidably create a risk
of receiving messages that cannot be verified due to missing certificates.
This creates a new type of loss of messages, which we propose to call
cryptographic packet loss. Our goal is to balance regular packet loss
and cryptographic packet loss to achieve an optimal service level for
secure V2V communication.

In Section 11 we introduce the concepts and attributes of certificate
omission in more detail and present related work in this domain.
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We rely on simulation studies for the majority of our investigations,
because no high density deployments of vehicular communications
exist. The parameters of our simulations are in line with previous works
and are documented in this section as well. Furthermore, we confirm
the validity of our simulation model through a comparison with a
corresponding analytical model. The main contribution in this section
is the insight to connect the negative effects of missing certificates to
the positive effects of reducing congestion in a communication channel.
We classify these effects as cryptographic packet loss and network
packet loss. We use this classification to combine the two effects into a
useful unified metric of overall packet loss. In Section 12 we present
simulation studies that show the effectiveness of various certificate
omission schemes and introduce a novel omission scheme: Congestion-
based Certificate Omission. This scheme optimizes for effective non-
interactive certificate delivery using network layer knowledge of the
load in the communication channel. This way we achieve minimal
avoidable cryptographic packet loss, while showing robust scaling
behavior in highly congested environments. Section 13 analyzes the
impact of different certificate omission schemes and configurations
on application level services using Awareness Quality as a high level
metric. In the absence of actual deployment of this technology, this
is the closest we can come to an evaluation of abstract application
impacts of certificate omission. Awareness Quality has the additional
benefit of allowing more precise analysis of effects in time, compared
to aggregate packet loss statistics. We use the higher granularity of this
metric to identify small differences in dissemination performance.

Finally, in Section 14 we introduce the concept of pre-distribution
of certificates. This approach deviates from the strict omission and
inclusion rulesets and instead considers the problem of disseminating
certificates as a challenge that is more similar to caching in general.
The idea we propose is to utilize spare bandwidth in the communica-
tion channel, which has been freed by certificate omission, to reduce
future occurrences of cryptographic packet loss. We identify two basic
utility classes of pre-distribution and evaluate their effectiveness in a
simulation study.
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C E RT I F I C AT E O M I S S I O N

Communication between vehicles in the 802.11p wireless communica-
tion channel is expected to be secured by pseudonymous signatures,
which guarantee the authenticity of messages and provide revocable
privacy. Relevant standardization efforts at ETSI [32] and IEEE [63]
have proposed specific public key infrastructures (PKI) to provide trust
in the authenticity of such signed messages in the context of vehicular
communication. In order to verify the trustworthiness of a message, it
is necessary to verify a digital signature over a message payload using
the public key of the authentic sender. This public key must be directly
or indirectly signed by a trusted Certificate Authority (CA) to indicate
that the sender is trustworthy. Such a signed public key is commonly
known as a certificate. A trustworthy secure message consists of three
components: The payload, the signature, and the certificate, as seen in
Figure 11.1.

The fact that certificates are directly attached to signed messages is
not strictly mandatory. The signature of a message is specific to the hash
value of the payload, but the certificate is tied only to the cryptographic
identity of the sender. To protect against replay attacks, messages are
expected to include unique time stamps, which leads to a different
hash and a different signature for every new message. However, the
cryptographic identity of vehicles is not expected to change with each
new message. As mentioned in Chapter 3.1, very frequent pseudonym
changes would interfere with the goal of providing short-term local
linkability, which is a fundamental attribute that enables higher level
services such as cooperative awareness. Refer to [108] for a survey of
pseudonym change strategies and Section 14 for an investigation of
a certificate pre-distribution technique that specifically supports the
change of pseudonyms.

Under the assumptions that pseudonym changes are rare, the inclu-
sion of certificates is redundant after the trust relationship with a com-
munication partner is established. A significant number of bytes can
be saved if the certificate can be safely omitted from secure messages
in vehicular communication messages. In place of the full certificate, a
system would instead attach a digest or fingerprint of a certificate or
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✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

time

da
ta

data✓ signaturecert

Figure 11.1: Repetition of secure messages in vehicular communica-
tion over time. Only the data and signature will change
between messages.

public key, which is commonly just a hash value of the full certificate.
For simplicity, we refer to the replacement of a certificate by its fin-
gerprint as simply the omission of a certificate. We define certificate
omission as the substitution of certificate material, consisting of a
single certificate or a chain of certificates, by a shorter representation
value. Figure 11.2 shows a conceptual example.

Fingerprints of certificates are a well known feature of PKI systems
and commonly seen in PGP/MIME [43] and S/MIME [111] systems.
The standardization efforts for vehicular communication already in-
clude fingerprints as placeholders for certificates as a specified feature.
However, with the exception of CAM messages in ETSI [41], no uni-
versal dissemination rules for the distribution of certificates to vehicles
are specified in existing standardization efforts.

Quantifications of the respective sizes of certificates, signatures and
messages payloads will be presented in the following section. The fact
that certificates can represent a significant amount of data makes it
attractive to minimize the delivery of certificates while maximizing the
service quality. We define service quality of certificate delivery as the
ability to fully verify the integrity, authenticity and trustworthiness
of incoming signed messages. Ideally, this should be instantaneous
for every message. However, for previously unknown vehicles this
can require extra communication effort. Waiting periods for exchanges
of certificates after the first encounter of a vehicle in communication
range need to be minimized. This is the fundamental trade-off that
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✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

time

da
ta

data✓ signaturecert

Figure 11.2: Secure message transmission with deliver of some certifi-
cates omitted

we investigate in this chapter: What ways can we identify to enhance
scalability of secure vehicular communication by reducing bandwidth
overhead from certificate transfer without affecting service quality.

11.1 channel and system model

As described in chapter 3.3, our research, especially with respect to
communication overhead, is bouned by the requirements of the IEEE
802.11p wireless communication channel [65] for vehicular communi-
cation. This channel is in the licensed 5.9 GHz frequency band and is
structured into multiple sub-channels. The usage of the sub-channels
is regionally different, but there is always one control channel (CCH),
which is used for the exchange of the most time-critical message types.
As a member of the IEEE 802.11 family of standards, the protocols used
for communication are very similar to standard WiFi protocols used for
generic wireless communication in unlicensed frequency spectrums. A
major difference from the security perspective is the missing concept
of a secure association with an access point. The IEEE 802.11 standard
expects the establishment of secure communication through Wired
Equivalent Privacy (WEP) or the Wi-Fi Protected Access II (WPA2), as
specified in IEEE 802.11i.

Vehicular networks are volatile in nature, which reduces the utility
of stable associations to specific uplinks. In fact, the concept of uplinks
itself does not usually apply to the communication patterns of vehic-
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ular communication. Vehicular communication is expected to consist
primarily of broadcast messages to exchange sensor information. The
IEEE 802.11p infrastructure is not expected to negotiate a secure chan-
nel. Instead, the broadcast messages are expected to be secure on a
different level. This omission of secure channel establishment elimi-
nates an extra source of communication overhead for signed broadcast
messages. However, the security guarantees of such signed messages
should be comparable to the security of messages transferred through a
classically established secure channel association. Shifting the security
services to a stateless system based on signed messages does provide
much improved latency for the encounter of new communication part-
ners. However, the channel itself remains fundamentally unsecured at
the level of the medium access control layer.

The distribution of certificates can be very flexible due to the intrin-
sic guarantees that are provided by the fully authenticated trust chain
that they represent. No secure communication channel is required
as a prerequisite for the exchange of certificates. This avoidance of
a bootstrapping problem for secure delivery of certificates makes it
possible to use the plain 802.11p channel for distribution of certificates.
Even entirely different out-of-band communication technologies for
V2V communication such as the cell phone network or optical commu-
nication channels could be used for the distribution of certificates. It
is uncertain however, if it is realistic to assume presence of alternative
V2V communication channel in vehicles.

For the purpose of our studies, we focused on in-band distribution
techniques within the 802.11p channels. In fact, we also limited our
attention exclusively to one single channel among the 802.11p channels.
The use of multi-channel wireless V2V communication is included in
the 802.11p specifications and there is active research on open problems
in this domain [21]. However, single radio channel switching remains
a challenge and it is uncertain, due to the additional cost, if vehicular
communication equipment will feature more than one radio unit. The
calibration of our selected channel follows the specifications for the
802.11p control channel in general and the regional ETSI ITS G5 speci-
fications [36] in particular. This implies a fixed transmission speed of 6

MBit/s and 20dB transmit power.
The bulk of the vehicular communication traffic is expected to con-

sist of position beacons, known as Cooperative Awareness Messages
(CAM) in the ETSI family of standards and as Basic Safety Messages
(BSM) in the IEEE/SAE family of standards. For our investigations, we
use a static model of a typical message type consisting of the three pre-
viously identified components: The payload, signature and certificate.
The length of the payload was chosen to correspond to the minimal
required BSM length of 45 bytes, as specified in SAE J2735 [119]. We
do not consider any optional Part II attributes of the BSM format or
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Table 11.1: Message specifications

Parameter Value

ECC curve NIST P-256

ECC points compressed

Certificate Size 140 Bytes

Signature Size 65 Bytes

Payload Size 50 Bytes

Broadcast frequency 10 Hz

optional parts of the 1609.2 [63] message format, expect 5 bytes for
headers. This leads to a representative payload length of 50 bytes. The
size of signatures and certificates is defined by the parameters of the se-
lected cryptographic primitives. The security services specified in IEEE
1609.2 offer different options for these cryptographic primitives. From
these options we selected the compressed representation of ECDSA
signatures over the NIST P-256 curve. We do not consider certificate
chains in our studies, but we note that certificates chains would in-
crease the benefit of certificate omission, as the cryptographic additions
would get even larger. The sizes of the cryptographic message com-
ponents under these choices are 64 bytes for the ECDSA signature
and 140 bytes for the certificate. A certificate consist of at least one
signature and one public key, as well as optional headers and serialized
descriptions of additional authorizations. In our example we assume
64 bytes for a signature and a public key, plus 12 bytes for headers and
authorizations. The overall size of one representative secure message
including certificate is therefore 255 bytes and only 115 bytes if the
certificate is omitted. Assuming a replacement of the certificate by a
CertID10 of 10 bytes length, we see that a certificate omission saves
roughly 50 percent of the size of a secure message. The broadcast-
ing frequency is calibrated to 10Hz, as suggested by SAE J2735 [119].
A summarized description of the standard message specifications is
presented in Table 11.1.

The certificate of a sender does not necessarily have to be transmitted
by the same sender. Other neighboring vehicles could send certificates
for another vehicle, even if those other vehicles are not trusted yet. We
will discuss inclusion of third party certificates in Section 14. Since third
parties are by definition not directly involved in the communication
between two parties, it is difficult to efficiently manage the delivery of
certificates by third parties. Explicit requests could be used to indicate
interest in certain certificates by specific vehicles, and thus control the
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Table 11.2: System model assumptions

Parameter Value

Communication medium 802.11p under ETSI G5A rules

Certificate request indication Passive

Certificate distribution in-band

Certificate forwarding Single-hop

delivery of certificates. However, such messages consume bandwidth
as well, which counters the whole idea of omitting certificates for the
purpose of saving bandwidth. Furthermore, we have to consider that
requesting a missing certificate through a round trip of requests and
responses introduces a significant amount of delay when a previously
unknown vehicle is encountered for the first time. We will refer to this
problem as the first encounter problem.

Dissemination of certificates is also possible over multiple hops,
either through predictive inclusion or triggered by certificate request
messages that are carried over multiple hops. However, the trade-offs
of saving bandwidth through certificate omission and using additional
bandwidth for certificate request messages already lead to diminishing
returns. These techniques combined with multi-hop certificate delivery
will result in ever more diminishing returns in bandwidth savings and
more unfavorable delays until verifiability of secure messages. Future
works might want to consider multi-hop distribution techniques and
the use of explicit certificate request messages; however we focus our
studies on single hop distribution and direct inclusion and omission of
certificates.

A summary of all system model assumptions is shown in Table 11.2.

11.2 related work

Based on the previous definition of the assumptions and the scope of
this work it is useful to discuss relevant related work in this area.

A central assumption in this work is the idea that a receiver of a
message must either discard it, or delay processing of the message until
reception of the certificate that belongs to the signer of that message.
However, although there is clearly a risk of accepting malicious inputs
into a vehicles data processing systems, accepting unverifiable mes-
sages might be justifiable in practice. Techniques have been proposed
to omit the verification of signatures if a system can safely assume
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that there is no plausible reason to assume that an attacker might have
manipulated the data [128]. This could be the case if the behavior of
another vehicle remains within a given set of context-based extrapo-
lations. This would not be applicable to the first messages received
from unknown vehicles. Furthermore, an attacker could introduce
deviating information successively while staying under a given thresh-
old to not trigger a demand for signature verification. Additionally,
an attacker could also exploit this behavior to cover up noteworthy
events by creating messages that wrongly advertise the absence of
deviating behavior. Such maliciously normal messages would create
false negative results and would be accepted by the receiver because
verification would be skipped. Due to these concerns, we adhere to
this strict operational assumption of discarding unverifiable messages
throughout this research.

The basic distribution problem of certificates is a well known issue
for all public key infrastructure (PKI) system. As a topic within the
larger area of key management, it is among the major challenges that
makes deployment of cryptography difficult in practice. The largest
operational PKI is the informal agglomeration of trusted certificate
authorities that issue X.509 certificates for use in the public internet.
Internet links are typically less limited by bandwidth concerns and
it is commonly assumed that certificates can be delivered during the
initial handshake protocol of secure connection setups. This is the
solution that is used for direct SSL/TLS [137] connections. In the case
of indirect communication, such as the delivery of email messages, it
is expected that any necessary certificate material is included in the
message. This is the distribution method preferred by the S/MIME[111]
secure messaging system, which can be applied not just to email but
essentially to any message oriented service, e.g. for the security of
session description messages for the initiation of real time streams [44].

Another option, which is allowed by the aforementioned S/MIME
system and preferred by the alternative PGP/MIME [43] system, is
the simple lookup of relevant certificates at a third party server. This
approach is very suitable in highly connected networks with low laten-
cies and does not require a significant amount of trust into the third
party server that distributed the certificates, as the certificates should
intrinsically provide the trust chain up to a trusted root. However, the
communication round trip to a dedicated third party service makes
this approach not directly applicable to V2V communication systems.
Availability and latency requirements do not allow a strict reliance on
remote backend services.

Research about specific ways to implement efficient V2V exchange
of certificates was effectively initiated by concerns about the scala-
bility of secure V2V message exchange. The European FP7 project
SeVeCom in particular has spawned a number of research contribu-
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tions that investigated the cost of adding security and privacy to V2V
communication [19, 73, 98, 112]. This research resulted in concrete
proposals of certificate distribution with periodic omissions. A cer-
tificate omission scheme based on neighbor events with the goal of
maximizing omissions was proposed in a follow-up to the efforts of
the SeVeCom project [128]. These work represented the state-of-the-art
at the beginning of 2011.

Meanwhile, the standardization efforts created architectures that
at least foresee certificate omission as a feature, even if no specific
omission algorithms have been documented. In Annex B2.2 of IEEE
1609.2 v2 D12 [63] a TimeBetweenFullCertChainTransmissions attribute
is documented, which indicates that the full certificate chain could at
least be truncated. The presence of a certificate digest format implies
that certificate data could be omitted entirely. The same document
recommends that an entity that sends time-critical data should send a
full trust chain of certificates at least one time per second.

Similarly, the ETSI family of standards for vehicular communication
has included provisions to enable omission of certificates. However, a
larger focus has been set on reducing the frequency of messages in the
channel altogether, as part of Decentralized Congestion Control [40]. In
this context, ETSI has issued recommendations that are very specific to
message types. Cooperative Awareness Messages (CAM) in particular
are subject to two technical specifications. Annex B of [39] defines
an adaptive message generation frequency adjustment based on a set
of environmental conditions such as deviations from an extrapolated
trajectory and changes in vehicle speed. The rate of CAM traffic is only
bound to between 1Hz and 10Hz frequency. Additionally, the ETSI
security and headers specification for vehicular messaging [41] foresees
a special certificate omission protocol, which applies exclusively to
CAM traffic. The specifications allow for an event based certificate
omission technique in combination with a fallback to include a full
certificate chain at least once per second, as seen in the IEEE 1609.2
recommendation above. The ETSI specifications for CAM security
went one step further and also specified an explicit certificate request
message to actively seek the transmission of a missing certificate.

Explicit certificate request messages that are not sent to a remote
backend service, but are instead sent to surrounding vehicles in com-
munications range, represent a fallback option that was not considered
in previous research. Schoch et.al. [128] have considered event based
reaction mechanisms, but did not investigate a solution with dedicated
certificate request messages. An obvious problem of explicit certificate
request messages is the fact that such messages create additional traffic
in the same communication channel where the certificate omission
technique is used to reduce traffic. Furthermore, it is conceivable that
such a feature could be abused as a traffic augmentation component in



11.2 related work 99

a denial of service attack. Considering these explicit certificate request
messages requires careful consideration of these aspects, which was
out of scope in the context of our work. A recent research effort [11,
12] is beginning to investigate these topics. Bittl et al. have simulated
various refinements of implicit and explicit certificate request schemes,
as suggested in [128] and [41]. The results show that aggressive certifi-
cate exchange settings reduce the amount unverifiable packets, with
no certificate omissions naturally eliminating all unverifiable packets.
However, their simulations also showed that the additional bandwidth
consumption did not lead to any negative effect in their chosen sce-
nario, which did not suffer from channel congestion. This was true even
when considering an attacker attempting a traffic augmentation attack
through excessive certificate inclusion through unsigned certificate
requests.

Another feature that was added as an option in the standardization
process of IEEE 1609.2 are implicit certificates, such as the Elliptic
Curve Qu-Vanstone Implicit Certificate Scheme [16]. This technique
allows the reconstruction of a certified public key from the public key of
a certificate authority, a chosen identifier, and implicit certification data.
This can save a considerable amount of bandwidth, although it does
not remove the need to exchange certification data entirely. A related
kind of compression effect could be achieved through exploitation of
network coding techniques such as Fountain or Erasure codes, which
have been proposed in the area of certificate revocation list distribution
in VANET [100]. We consider the issue of such encoding techniques to
be orthogonal to the question of sending certificate material.

A different area of research considers alternative trust and authenti-
cation methods that do not require the exchange of any explicit certifi-
cates or shared secrets. Identity-based signatures have been proposed
for use in VANET [71] and could eliminate the need for certification
altogether. A shift to attribute-based anonymous authentication [20]
could similarly eliminate the need for certificates. However, operational
aspects such as the speed of cryptographic primitives make directly
usage of these schemes unsuitable for applications in pure vehicular ad-
hoc networking. See 3.4 and 8 for discussions of relevant performance
requirements.

Hybrid schemes that use a mix of pseudonymous certificates and al-
ternative signature schemes have been proposed in recent publications.
In[53] it is suggested to insert attributed based authentication into
the V2V broadcast authentication domain at the pseudonym issuance
stage. This can effectively weaken revocable privacy, which enhances
anonymity, and avoids the performance penalties of using attributed
based cryptography by continuing to use pseudonymous certification
for the V2V broadcast. Another hybrid scheme was proposed in [19],
which would use groups signatures for the issuance of pseudony-



100 certificate omission

mous certificates in privacy enhancing groups formations. Such hybrid
schemes could be a promising additions to broadcast authentication
with pseudonymous certificates, if better anonymity of prioritized over
revocable privacy. However, these schemes do not replace certificate
based broadcast authentication.

A further option is to involve the assistance of road side units
(RSU) to mitigate performance and key management problems [25,
145, 146]. The RSU could perform computationally intensive tasks on
behalf of vehicles and allow them to switch to faster symmetric key
authentication. However, the uncertain availability and reachability
of such supporting infrastructure precludes practical consideration of
such proposals outside of urban scenarios.

The certificate distribution problem is deeply connected to the usage
of a PKI system and is unlikely to disappear entirely. Clever encoding
schemes, keeping certificate chains short, or the availability of alter-
native communication channels could reduce the cost of certificates
distribution. However, the fundamental problem of requiring a trust
delegation mechanism that can work without online access to a trusted
third party will remain. The previous state of the art in V2V certificate
distribution is centered around two omission approaches: Periodic
Omission [17, 98], which is a rigid but reasonably straightforward
approach, and Neighbor-based Omission [73, 128], which optimizes
for the absolute maximum justifiable omission through an event based
certificate inclusion approach. These systems have been evaluated pre-
dominantly through bandwidth consumption and packet loss metrics.

In the following chapters we will show that assessing the effective-
ness of certificate omission cannot rely solely on measuring the amount
of saved bandwidth. In the next section we motivate the need for an
adaptive certificate omission scheme that strikes a balance between
bandwidth savings and avoidance of unverifiable packets. A simplified
analytical model indicates that there are little gains to be achieved
from certificate omission in uncongested scenarios, which was not
considered sufficiently by previous certificate omission proposals. Also,
by separating network packet loss effects and packet loss due to cryp-
tographic unverifiabilty, we can show the exact negative influence of
omitting certificates too aggressively. Minimizing these negative effects
is especially critical during the first encounter of an unknown vehicle
and generally more important than bandwidth savings. A reduction of
emergency braking distance due to these negative effects has been used
as a small case study in [19]. Nevertheless, this aspect has not been
considered enough in previous proposals. We extend this approach
further in Section 13 and use Awareness Quality [124] as a fine grained
metric that allows us to further investigate the properties of certificate
omission schemes.
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11.3 simulation model and analytical model

The introduction of messages that cannot be verified due to the absence
of a certificate based trust relationship is the main design limitation
of certificate omission. The design goal of certificate omission on the
other hand is bandwidth savings to reduce the likelihood of packet
loss. To analyze the effect of certificate omission we consider the com-
bined effects of reduced packet loss due to bandwidth savings and
introduced packet loss due to unverifiability. To differentiate between
the two types of packet loss we will refer to unverifiable messages a
Cryptographic Packet Loss (CPL). The classic types of packet loss due
to network effects will be referred to as Network Packet Loss (NPL).
These networks effects in the wireless communication channel will be
collisions of wireless signals, buffer overruns, and packets that expire
due to queueing in buffers while the channel is in use.

Investigating the scalability attributes of CPL and NPL under real
conditions would require the availability of large deployments of ve-
hicular communication infrastructure. Vehicular communication has
however not yet reached a stage of commercial deployment to end
users. Field Operational Test (FOT) projects do exist, but none of these
experimental deployments are large enough to achieve a connectivity
rate that would allow investigations of realistically congested channel
usage. The use of simulation models is the only option for meaningful
pre-deployment investigations into the scalability behavior of vehicular
communication. Simulation models enable us to analyze the highly
dynamic interactions of vehicle mobility patterns, wireless communica-
tion effects, and higher-level protocol behavior. Trying to capture the
combination of all these effects in a unified purely analytical model
would be prohibitively complex. We do validate our simulation against
a simplified theoretical model, but we rely on existing simulation tools
and established simulation scenarios for our core investigations.

Our selected simulation package is the JiST/SWANS[4] environment
with the UUlm software extension package[72]. Signal collision effects
in this simulator are realized through an additive noise model of the
radio channel on the receiver side. The signal processing thresholds
for collision detection follows the 802.11 energy parameters. Buffer
effects are modeled through finite queues on the sender side. The
buffer allocation is set to 50 slots, which is enough for a 5 second
timeout at the predefined static sending rate of 10Hz. A summary
of the calibration settings of our simulation infrastructure is shown
in Table 11.3. The simulation environment provides 802.11p radio
simulation and a realistic vehicular mobility model called STRAW [26],
which uses map data from the U.S. Census Bureau. This simulation
package allows us to efficiently simulate scenarios with a high density
of vehicles [129]. We generally use a 3 km by 3 km urban city map in
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Table 11.3: Simulation parameters

Parameter Value

Field size 3 km × 3 km

MAC 802.11p

Fading Rayleigh

Pathloss Two-ray ground

Noise Additive

Simulation time 60 s

Beaconing frequency 10 Hz

Payload Size 50 Bytes

Number of nodes 100, . . . , 1300

Node placement STRAW [26],

Node mobility STRAW [26],

Suffolk County, U.S.A., which is the same scenario as used in previous
research in omission schemes [48, 128].

At the beginning of this section we highlighted that only simulation
allows us to efficiently combine all the complex aspects of vehicle
mobility patterns, wireless communication effects, and higher level
protocol behavior into a coherent experiment. Here we give a sketch of
an analytical model that captures basic wireless channel properties and
simplified omission protocol behavior into a formal model. Both aspects
have been abstracted to keep complexity low. The development of this
model serves to demonstrate the underlying effects when modeled in
an abstract analytical way. The behavior predicted by these abstract
models motivates the need for more detailed simulation studies.

Network packet loss generally depends on a multitude of factors.
Such factors can be the distance between sender and receiver, the
payload length of messages, the load on the communication channel,
shadowing and reflection of signals, or environmental aspects such
as line of sight. To remain independent of the intricacies of signal
propagation details in specific scenarios, we can restrict our assump-
tions about the communication channel to an abstract packet delivery
probability function Ds(d) for a given scenario s with the distance d
between sender and receiver as the only variable input. This function
incorporates averaged consideration of aforementioned attributes such
as payload length and channel load, including the averaged effects of
the selected omissions scheme on these attributes. While detailed sim-
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ulations are invaluable tools for the evaluation of omissions strategies,
we want to confirm that an analytical model would show the same
effects in a more abstract way. We use this abstraction to validate the
general independence of certificate omission effects from the details of
a given simulation. Relying only on the averaged macroscopic effects
of omissions should show the same effects as our simulation setups.

Certificate omission achieves lower NPL through a reduction of load
in the communication channel. This is a trade-off against potential
CPL. However, this CPL effect is only present until the first reception
of the certificate of a sender. Therefore, we want to quantify the time
until the first reception of the certificate of a vehicle with an unknown
cryptographic identity.

The predominant communication pattern in vehicular communica-
tion is expected to be the exchange or position beacons, known as
CAM or BSM in the ETSI ITS and IEEE 1609 families of standards.
These beacons are expected to be sent at a fixed maximum frequency
of 10Hz. We use this fixed schedule to establish a baseline metric of
beacon periods, which represents 100 milliseconds of time. This bea-
con period allows us to analyze network effects based on rounds of
message exchanges.

Finally, we combine the model of the expected time until the first
reception of a certificate (CPL) with the model of general NPL packet
loss. This yields the packet reception probability at the receiver side
under consideration of CPL and NPL for a packet delivery probability
Ds(d) as a function of beacon periods and distance between sender
and receiver.

We select two representative examples of Ds(d) based on the packet
delivery properties of the 802.11p subsystem in the JiST/SWANS sim-
ulation package with extensions from the University of Ulm. We use
two scenarios to illustrate our analytical model:

• No congestion: A scenario with two vehicles communicating in
a 802.11p channel with default settings. No other vehicles intro-
duce noise or packet loss in this scenario. Only signal propaga-
tion effects reduce packet delivery success over longer distances
between the two vehicles.

• High congestion: A scenario that uses a backdrop of a high load
on the communication channel, produced by vehicles using the
same communication pattern as the sender and receiver vehicles.
By projecting a 1 km2 scenario with 260 vehicles on a

√
2 km

one-dimensional line we replicate a simplified high congestion
scenario as suggested in [126]. We extend the scenario in each
direction by the length of the maximum sensing range with the
same vehicle density to ensure equal congestion in the center of
the scenario.
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Figures 11.3 and 11.4 show the packet delivery rates for the selected
low and high load simulation scenarios. Having different certificate
omission schemes as part of the scenario results in different channel
congestion levels. This is due to differing lengths of messages causing
diverse rates of packet loss. We use simple periodic omission schemes
in these scenarios, which include a certificate once within a given
period of n beacon cycles, e.g. POoC3 includes a certificate once within
three beacon cycles[17]. The NoOm scheme performs no omissions
and serves as a baseline. Figures 11.5 and 11.6 show polynomial curve
fitting applied to the simulated values to arrive at smooth distribution
curves. This represents the baseline for packet delivery success (NPL
only) in our examples.

The delivery rate function Ds(d), and thus the NPL model, do
account for the effect of varying payload sizes in a scenario. As such, the
scenario selection s adjusts the overall packet delivery probability. This
is an abstraction of all channel utilization effects, including payload
length variances due to the selected omission scheme. Next, we want to
derive the explicit probability of successfully receiving a message with
an included certificate, mc. We derive this from the overall message
delivery success rate multiplied by the rate of certificate inclusion,
which we introduce as the discrete constant value c.

mc(d) = Ds(d) ∗ c (11.1)

For example, in the case of POoC3 we omit the certificate two times
followed by one inclusion, leading to an inclusion rate of 1/3. Fig-
ures 11.7 and 11.8 show the resulting graphs for the example scenarios
and the investigated omission schemes. The graph of NoOm is un-
changed compared to the previous figures, as the certificates are always
included.

As the probability of receiving a certificate is known, we can derive
the probability of reception of a certificate within a given number
of beacon periods. This defines the extent of CPL that is introduced
by certificate omission. We consider the probability of receiving a
certificate within any of up to n beacon periods as the inverse of
the probability to not receive any certificate within n beacon periods.
We start with the probability of not receiving a certificate within one
beacon period mn, which is the inverse of receiving a message with a
certificate.

mn(d) = 1−Ds(d) ∗ c (11.2)

Taken to the power of n, we get the probability that no certificate
is received in any of n beacon cycles. The inverse of this is then the
probability that a certificate is included and successfully received at
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least one time in n beacon cycles. Thus, we get the probability cd of
having received a certificate within n beacon periods as

cd(d,n) = 1− ((1−Ds(d) ∗ c)n) (11.3)

We now have two free variables - d and n - and constant choices of
certificate inclusion rate c and scenario s for packet delivery success.

Figures 11.9 and 11.10 show cd(d,n) as two-dimensional graphs
with d fixed at d = 300 and several choices of omissions schemes. The
choice of omission scheme influences the graphs, as before, through
the scenario selection s and the certificate omission rate c. The selection
of d = 300 meters as an interesting distance is based on the use of this
limit as the delimiter of a safety relevant risk zone around a vehicle
[125]. We clearly see in this visualization, how the probability of having
received a certificate approaches 100% as the number of beacon cycles
n increases and how this is dependent on the selection of the certificate
omission scheme.

Finally, we can now combine the probability of having received a
certificate (CPL) with the probability of receiving a packet at all (NPL).
The multiplication of these probabilities gives the overall probability
of successful packet transfer under consideration of both sources of
packet loss, cb.

cb(d,n) = (1− ((1−Ds(d) ∗ c)n)) ∗Ds(d) (11.4)

Figures 11.11 and 11.12 show the overall packet delivery rates
cd(d,n) for the two load scenarios and subselections of omissions
schemes in the scenario, at the reference distance of 300 m between
sender and receiver. In Figure 11.11 we see how all schemes converge
to the same ideal packet delivery success rate if there is no congestion.
Certificate omission in this scenario only introduces downsides without
any improvements. Figure 11.12 however shows more diverse results.
Certificate omission schemes converge to different packet delivery rates
after the initial probability of CPL subsides. The speed of reducing
CPL and the convergence to higher overall packet delivery success
values give certificate omission schemes a clear advantage over not per-
forming certificate omission. We can see the same effect in Figure 11.13

and Figure 11.14. Here the packet delivery success rates converge to
much higher levels of delivery success, only due to the closer distance
between vehicles. This is expected, since the ultimate packet delivery
success after the elimination of CPL is bounded by the natural NPL in
a crowded communication channel. As we can see again, this bound
varies with the specific load properties of a given scenario, in particular
with the selected omission scheme and the distance between vehicles.
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Special attention should be paid to the NoOm configuration, which
performs no omissions at all. Under load, this configuration always
converges to a significantly lower packet delivery success rate. Even
during the initial beacon cycles, where CPL is a relevant factor, it is
beneficial to have low levels of certificate omission. Not performing
any omissions only appears to yield an advantage at a very close dis-
tance, such as 100m, and only during the first beacon cycles. However,
considering the mobility patterns of moving vehicles it is unlikely that
a vehicle is still missing certificate material when it reaches such close
proximity.

In this section we developed a simple analytical model to predict
packet delivery probabilities for secure broadcast communication in
vehicular networks under consideration of certificate omission and
cryptographic packet loss. Through variations of the abstract packet
delivery probability function Ds(d) we could observe and quantify
the negative impact of certificate omission on CPL due to missing
certificates. We could also show the benefits of a reduction of NPL
due to the bandwidth savings of certificate omission. However, these
benefits only appear if there is high load in the communication channel.

The abstractions that have been used in this section oversimplify
certain attributes of the certificate delivery process. The investigated
schemes are simplistic and not modeled in a stateful way. The delivery
rate function Ds subsumes a large number of effects into a mean
delivery success rate, which only depends on a single free variable
d. More detailed considerations of packet length could enhance the
quality of the model. Also the influences of vehicle placement and
mobility, as well as more realistic propagation models, have been
abstracted away into the scenario dependent delivery success function
Ds.

In the following sections we do not proceed to address these limi-
tations through larger analytical models. Instead, we move on to use
simulation environments to efficiently study the effects of complex
behavior in much more detail. We will use well-studied simulation
implementations of the relevant vehicle mobility patterns, wireless
communication effects, and higher level protocol behaviors. Neverthe-
less, the abstract model of certificate omission effects revealed that
sustained improvements in packet deliver success are likely to be
achievable through certificate omission. The model also revealed that
certificate omission in an uncongested channel does not offer bene-
fits, but introduces a considerable potential for CPL. We use this as
a strong motivation to further investigate the trade-offs of certificate
omission, especially during the period of the first message exchanges.
In the next section we will proceed to apply the insight gained in this
section; there is no benefit to certificate omissions if the communication
channel is not under heavy load. We do this by proposing an omissions
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scheme that adaptively scales the omission rate based on the load in
the communication channel.
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Figure 11.3: Packet delivery rates in scenarios without load in the com-
munication channel follow ideal algorithmic probability
patterns

 0

 20

 40

 60

 80

 100

 100  200  300  400  500  600

Pa
ck

et
 D

el
iv

er
y 

R
at

e 
[%

]

Distance [m]

NoOm
POoC2
POoC3
POoC4
POoC5
POoC6
POoC7
POoC8
POoC9

POoC10

Figure 11.4: Packet delivery rates in scenarios with high load in the
communication channel suffer from diverse rates of packet
loss
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Figure 11.5: Polynomially fitted packet delivery rate without load in
the communication channel
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Figure 11.6: Polynomially fitted packet delivery rate with high load in
the communication channel
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Figure 11.7: Certificate delivery rate mc without load in the communi-
cation channel
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Figure 11.8: Certificate delivery rate mc with high load in the commu-
nication channel
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Figure 11.9: Probability of certificate reception after n beacon periods
without load in the communication channel at 300m dis-
tance
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Figure 11.11: Overall packet delivery rate considering CPL and NPL
without load in the communication channel at 300m dis-
tance
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Figure 11.13: Overall packet delivery rate considering CPL and NPL
with high load in the communication channel at 200m
distance
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C O N G E S T I O N B A S E D C E RT I F I C AT E O M I S S I O N

12.1 congestion-based certificate omission scheme

The omission of certificates in authenticated one-hop broadcast mes-
sages is an effective way to reduce load on a communication channel.
However, this improvement implies a trade-off against the immediate
verifiability of messages. As we have discussed in Chapter 11, certifi-
cate omissions schemes can create situations where messages cannot
be verified due to missing certificate material. An effect which we call
cryptographic packet loss (CPL), as opposed to network packet loss
(NPL), which can occur due to classic network effects such as collisions,
buffer overruns, or packet expiration. A trade-off is necessary between
communication load and cryptographic verifiability. In this chapter
we discuss our proposal for a new omission scheme, which strikes a
different balance between CPL and NPL. Our approach is based on
the evidence from Chapter 11.3, which indicated that the existence
of actual congestion is a key designator that certification omission
can achieve any benefits at all. At the same time we want to ensure
robust elimination of CPL, especially in situations where certificate
omissions will be useful, i.e. in scenarios with high congestion. We
present simulation studies, which are in line with previous evaluation
efforts, to support our proposals.

Certificate omission schemes for vehicular communications have
been proposed by Calandriello et al. [17], which are based on fixed
periodic omission. This is an effective, predictable and robust scheme.
But it is intuitively clear that a fixed scheme might not be the most
efficient scheme possible. Schoch et al. [128] tried to optimize both the
communication load and the cryptographic latency by proposing an
event based scheme. The arrival of a new neighbor in communication
range would trigger the inclusion of certificates. Otherwise the inclu-
sion of certificates is omitted. However, this scheme is not robust in
highly congested scenarios. Frequent arrivals of new neighbors in an
already congested scenario lead to extra congestion in the channel, as
certificate omission is effectively suppressed. Furthermore, limitations
of cache management, such as storage space limitations or a high rate
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of packets loss that makes certificates appear stale, can lead to an unjus-
tified purge of certificates from a local cache of certificates. This would
again lead to the suppression of certificate omission because missing
certificate material will be falsely interpreted as a neighborhood change
event. This is suppression of certificate omissions is exactly opposite to
the behavior we would expect to see. A scenario with very high levels
of congestion calls for more aggressive omission in order to ensure
availability of the communication channel. While the idea to use events
for absolute optimal omission is intuitively valid, we note that in prac-
tice the behavior of an event based scheme can lead to suboptimal
behavior. A scheme that is directly based on channel congestion and
not on the mobility of other vehicles should provide better robustness.

We propose to optimize omission of certificates not towards the abso-
lute maximal number of omissions, but towards optimizing the trade-
offs between communication load (NPL) and cryptographic packet
loss (CPL). To achieve this, we consider the load on the communi-
cation channel as the guiding metric. If the communication channel
is uncongested, then there is no need for trading in cryptographic
packet loss for less load on the channel. And, if the communication
channel is congested, we want to reduce the communication load by
aggressively omitting certificates. While aggressive omission increases
the cryptographic packet loss, it will decrease the overall NPL due to
the reduced size of messages.

With Congestion-based Certificate Omission (CbCO)[47], we propose
to optimize omission of certificates not towards maximizing the num-
ber of omissions but instead towards minimizing the overall packet
loss and thus optimizing the trade-offs between communication load
and CPL. To achieve this, CbCO considers the load of the communi-
cation channel as the guiding metric. If the communication channel
is free, there is no need to trade in CPL for less load on the channel.
And if the communication channel is congested we want to reduce the
communication load by aggressively omitting certificates. While ag-
gressive omission increases the CPL, our evaluation shows that it will
likewise decrease the overall NPL due to the reduced size of messages
at an even larger rate, yielding an overall positive effect on packet loss.
Figure 12.1 shows an example of CbCO where a congestion is detected
on the third beacon. Then, the beacons 4 through 6 are transmitted
without certificate.

CbCO is based on POoC and omits certificates on a periodic sched-
ule. However, the certificate rate n at which certificates are added is
flexible and adaptive, based on the locally measured congestion of the
communication channel. Direct information about the congestion level
in a wireless communication channel is accessible locally at the MAC
layer of the communication stack. Accessing this information directly
across layers can be impractical. However, a certificate management
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Figure 12.1: Example of CbCO

subsystem will maintain a neighbor table with a cache of recently seen
certificates. The number of vehicles in communication range can be
derived from the size of this neighbor table or cache of recently seen
certificates. The larger the size of the neighbor table, the larger we
choose n. If N is the total size of the neighbor table, then n = bΩ(N)c,
where Ω is a weight function. This weight function defines the max-
imum number of omission in function of the channel occupancy. As
Ω is a key parameter of the CbCO scheme, we analyze three differ-
ent trends to determine the optimal strategy. We consider nmax the
size of the neighbor table that should trigger maximum omission and
omax the maximum omission rate. The selection of appropriate values
for omax and nmax is discussed in Section 12.2.1. We evaluate the
following functions for Ω:

Ωlinear : y = min
(

x

nmax
· omax,omax

)
(12.1)

Ωquad : y = min

((
x

nmax

)2
· omax,omax

)
(12.2)

Ωtrig : y =

− cos
(

π
nmax

· x
)
· omax2 + omax

2 , x < nmax

omax, x > nmax

(12.3)

The core insight of using weight function to adjust a certificate omis-
sion period is essentially independent of the particular configuration of
the weight function. Our selection of linear, quadratic, and trigonomet-
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ric functions is simply a representative selection of primitives function
types. For our studies we select omax = 10 to limit the worst case
of CbCO to 10 omissions, which represents POoC-11. This setting is
based on the general assumption that critical messages contest, such
as CAM messages, should be broacast at least at a frequency of 1Hz.
Setting POoC with a period of 10 as a baseline with a beaconing rate
of 10 Hz reults in exactly this desired minimum broadcast frequency.
The floor of n = 0 represents no omissions of certificates, i.e. POoC-1
or NoOm. We choose nmax = 100 as an approximation for a con-
gested communication channel based on preliminary results from the
PRESERVE project [133]. Figure 12.3 shows the resulting graphs of
omission frequencies for the three Ω functions we consider for CbCO
in our study.

12.2 evaluation

To evaluate the performance of CbCO omission schemes we focus on
a simulation scenario with variable levels of congestion, which is con-
trolled by the number of vehicles in the scenario. A simplified abstract
formal model in Chapter 11.3 already indicated that the influence of
certificate omission on overall packet delivery success will be highly
dependent on congestion of the communication channel. Consequently
it makes sense to investigate the effectiveness of CbCO omission with
respect to performance under variable levels of congestion in the com-
munication channel. More comparisons with other certificate omissions
schemes and a different application level metric will be presented in
chapter 13.

We use a simulation package based on JiST/SWANS [4] with exten-
sions by the University of Ulm. 1. The simulation environment provides
802.11p radio simulation and a realistic vehicular mobility model called
STRAW [26], which uses map data from the U.S. Census Bureau. This
simulation package allows us to efficiently simulate scenarios with a
high density of vehicles [129], which is our main interest for the evalu-
ation of congestion-based certificate omission. We use a 3 km by 3 km
urban city map in Suffolk County, U.S.A.. This scenario was previously
used to evaluate the performance of Neighbor-based Certificate Omis-
sion (NbCO) [128] and is selected here again to maintain comparability
and because it is publicly available in the aforementioned extension
package of the JiST/SWANS package by the University of Ulm.

For the same reasons, all other basic parameters for our simulation
are also kept in line with previous works by Schoch et.al [128] This
includes payload and certificate sizes, noise and channel propagation
models, as well as vehicle placement and mobility. A summary of

1 Website: http://www.vanet.info
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Table 12.1: Cryptographic settings

Parameter Value

PKAlgorithm nistp256

ECC Key Type compressed

Cert Size 140 Bytes

Signature Size 65 Bytes

the simulation parameters is given in Table 12.2. Chapter 11.3 feature
discussions of the common settings that are applied to all simulations
studies in the context of our simulation studies on certificate omission.

In our simulation we consider only the transfer of one-hop beacon
messages in the single control channel (CCH) of IEEE 802.11p. While
one-hop beacon messages will not be the only safety messages in
the CCH, we assume that these messages will dominate the load.
The configuration of the 802.11p communication channel is set to
3 MBit/s with a fixed transmission power of 10.9 dB for robust delivery
of one hop safety messages [91]. A summarized description of the
cryptographic additions to our simulated messages is included in
Table 12.1. Adding the 45 byte BSM and 5 byte for headers in the
payload to the cryptographic material, the total size of one beacon
message is 255 bytes with certificate and 115 bytes when omitting the
certificate. Chapter 11.1 includes further discussion of the parameters
that are common for all simulation studies in this dissertation.

The beaconing rate in our simulations is fixed at 10 Hz, as recom-
mended by SAE J2735. A full simulation run simulates 60 seconds of
traffic. The analytical model in chapter 11.3 and the investigations in
chapter 13 show that this is enough time for the scenario to converge
to a stable state. During the time of our simulations we do not simulate
pseudonym changes. We expect the rate of pseudonym changes to be
low enough to not be a relevant factor for the bandwidth optimization
of beaconing services[108]. A discussion of the utility of certificate
pre-distribution for the support of co-ordinated pseudonym changes is
provided in the conclusions of chapter 14.

To test the efficiency of omission schemes under high loads, we scale
the number of vehicles in the simulation scenario between 100 and 1300

vehicles on a 3km x 3km road network. On the selected map, this leads
to an average of 5 to 68 vehicles in communication range and 18 to 252

vehicles in sensing range. Figure 12.2 show a graphical representation
of these values, which were generated through a measurements within
the simulation scenario.
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Table 12.2: Simulation parameters

Parameter Value

Field size 3 km × 3 km

MAC 802.11p, 3 MBit/s

Fading Rayleigh

Pathloss Two-ray ground

Noise Additive

Simulation time 60 s

Simulation runs per configuration 10

Transmit power 10.9 dB

Beaconing frequency 10 Hz

Payload Size 50 Bytes

Number of nodes 100, . . . , 1300

12.2.1 Analysis

For the analysis of our scheme we first investigate the settings for
congestion-based certificate omission. The guiding metric we use as
the foundation for congestion-based certificate omission is the number
of neighbors in communication range. This metric and a basic model
of a 802.11p CCH with a 10Hz BSM application on top enable us to
derive the congestion on the channel. In our simulations we identified
an approximate limit of 1000 BSMs per second to saturate one commu-
nication channel in 802.11p wireless communications. We derive that
100 vehicles in communication range sending BSMs at 10Hz represent
a natural limit of the communication channel.

The authenticated delivery of BSMs is a cornerstone of various
safety applications. To achieve a robust delivery of verifiable BSMs, it
is reasonable to consider an upper bound on the maximum number of
omissions our scheme allows. As a guideline we use a recommendation
in Annex B2.2 of IEEE 1609.2 v2 D12 [63] and in Annex B of ETSI TS
102637-2 draft [39]. The IEEE 1609.2 recommends to include a full chain
of certificates instead of just a single certificate at least once per second.
In ETSI TS 102637-2 there is a description of Cooperative Awareness
Messages (CAM), which are the equivalent to BSMs in the European
standardization process. There, we find a set of informative rules for
context adaptive beaconing rates, which specifies a maximum time
between beacon generation of one second. From this, we deduce that
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Figure 12.2: Connectivity measurements in the selected scenario

the same interval of one second between the inclusion of a full set of
authentication material should be considered as a useful upper bound
or omax = 10.

With the bound on the communication channel and the bound on
the maximum number of omissions we have a framework to define
specific values for our CbCO scheme. Figure 12.3 shows the resulting
Ω functions for omax = 10 and nmax = 100.

While the linear function serves as a baseline to scale the number
of omissions directly related to the number of neighboring vehicles,
the other functions further reduce the omission rate at lower vehicle
densities to prevent CPL when there is no direct benefit in reduced
NPL. We generally want to keep the number of omission low until
the channel becomes congested and benefits from reducing NPL. For
this reason we propose two additional ways to calculate the number
of omissions. A quadratic function lets the number of omissions grow
slower in less densely connected environments. And a trigonometric
function produces similarly slow growth of omissions on sparsely
connected environment while accelerating the increase of omissions
more aggressively in densely populated environments.

To assess the quality of our CbCO, we begin by analyzing the number
of omissions with the different variations of CbCO. Figure 12.4 shows
the mean of the percentage of beacons sent with a certificate attached
to it. This mean is the inverse of the average number of omissions. We
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Figure 12.3: Omission rates strategies for congestion-based certificate
omission

see the linear and trigonometric curves closely matching each other,
while the quadratic calculation of omissions results in less omissions.

Next, we want to investigate the consequences of these different
functions in terms of omissions. We measure this as cryptographic
packet loss, i.e. the relative number of unverifiable messages that are
dropped. This is shown in Figure 12.5. We see that again the linear
and trigonometric approaches match quite closely, while the quadratic
method results in fewer unverifiable messages. The slower increase in
omissions with quadratic method clearly outperforms the other two
variants in the avoidance of CPL.

The graphs of the means in Figure12.4 and Figure 12.5 do include
deviation bars. However, the magnitude of the deviations is too small
to make it noticeable. This is an indicator of relatively uniform connec-
tivity rates, which is true especially as the number of vehicles increases.
This is an artifact of the dimensions of the scenario and the constraint
of vehicle placement along street grids. As the number of vehicles in
the scenario grows, while the space for placement of vehicles in the
scenario remains the same, the connectivity becomes uniformly high.
This is the intended congestion of the scenario, which is required to
show the different properties of the CbCO variations.

The effectiveness of avoiding CPL is only one aspect of the perfor-
mance of a certificate omission scheme. The goal of certificate omissions
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Figure 12.4: Average percentage of certificate omissions in CbCO

is to enhance overall packet delivery by reducing the load on the net-
work and thus fewer packet loss due to classic network effects (NPL).
To see this effect we calculate a baseline of successful message delivery
without any inclusion of any certificates. Using this baseline we can
calculate the added packet loss due to the inclusion of certificates. Since
different omissions schemes result in different numbers of omissions
we see different characteristics for each scheme.

The graph in Figure 12.6 shows the average increase in network
packet loss (NPL) relative to packets without certificates. As a reference,
we also show the additional packet loss for no omissions (NoOm). As
one can see, CbCO achieves a significantly reduced packet loss due
to reduced message size compared to the NoOm scheme. One can
also see a small gap between the quadratic Ω function and the other
two variations of the Ω function. This gap directly corresponds to
the differences in average certificate omissions, which was shown in
Figure 12.4. This is correlation is clear, as this figure only shows the
effect of pure NPL effects.

Our goal is to decrease overall packet loss, under consideration of
NPL and CPL. This is shown in Figure 12.7. First of all, we can again
observe the benefits of the omission schemes compared to attaching
certificates to all packets. There is also a slight advantage of the linear
and trigonometric Ω functions. Additionally, we note that above 1000

vehicles, we see the effect of the bounding of omissions, as the differ-
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Figure 12.5: Average percent of unverifiable messages among received
messages

ent Ω functions converge. Figure 12.8 illustrates the composition of
network packet loss and cryptographic packet loss using CbCO-linear
as an example.

While CbCO introduces additional CPL, it is evident from Figure 12.7
that the positive effect of reduced NPL outweighs this negative effect
by far. However, we still need to investigate whether this comes at the
expense of increased latency until a communication partner receives
the certificate required to start authenticating messages.

Figures 12.9 and 12.10 illustrate the maximum and average num-
ber of unverifiable beacons until arrival of the certificate. As for the
number of omissions, we notice that the quadratic method has a lower
latency until messages become verifiable. We note that the linear way
to calculate the congestion-based omission seems to provide a slightly
improved latency characteristic compared to the trigonometric func-
tion.

We conclude that the linear and trigonometric approaches perform
very similar, with slight advantages for the linear approach. We con-
sider the advantage of the linear approach to be rooted in the faster
increase of omissions in situations with high channel load. These situa-
tions generally have more impact on the simulation results and keeping
the number of omissions down until the channel is overloaded is an
effective approach. The quadratic function shows the limit of following
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Figure 12.6: Increase of packet loss due to inclusion of certificates for
different variants of CbCO (NPL only)

this line of thought. We see the advantage for the quadratic approach
in the latency until a message becomes verifiable. Finally, we remark
that the quadratic scheme showed a slightly worse overall increase of
packet loss compared to the other approaches.

12.2.2 Comparison with other Omission schemes

To asses the utility of congestion based certificate omission we conduct
comparisons to the following previously proposed omissions schemes:

• No omission of certificates (NoOm): This scheme serves as a
baseline as it performs no omission.

• Periodic omission of certificates (POoC) [18]: The idea of the
POoC is to add the certificate every n beacons.2 We evaluate two
certificate periods of 3 beacons and 10 beacons.

• Neighbor-based certificate omission (NbCO) [128]: This scheme
considers the context of a vehicle in the omission decision. The
idea of NbCO is to only attach the certificate to beacons if there
is a change in the neighbor table.

2 called certificate period in the original paper
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Figure 12.7: Increase of packet loss due to inclusion of certificates for
different variants of CbCO, counting NPL + CPL

• Congestion-based certificate omission (CbCO) [48]: This scheme
considers the load of the communication channel as the guiding
metric. If the communication channel is free, there is no need to
omit certificates to reduce the load on the channel. And if the
communication channel is congested, then the communication
load is reduced by aggressively omitting certificates. We evaluate
two functions, which are used to adapt the omission frequency
based on an implicit channel model and the neighbor table of
vehicles: quadratic and linear.

The basic percentage of certificates included in messages is an in-
dicator of the performance of each scheme. In Figure 12.12 we re-
mark that the congestion based omission scheme is converging to the
same 90% omission rate as the POcC-10 scheme. On the other hand,
the neighbor-based certificate omission scheme reduces omissions in
densely populated scenarios due to the increased amount of neighbor
changes in the network. This of course helps to keep down the CPL
for the NbCO scheme, as can be seen as the mean value of unverifiable
packets in Figure 12.13. The mean number of received unverifiable
packets before the reception of a certificate is shown in Figure 12.11,
which is an extension of the earlier Figure 12.10.
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Figure 12.8: Illustration of the effect of combining cryptographic packet
loss with regular network packet loss

The price for this low amount of CPL with the NbCO scheme is a
much higher amount of regular NPL due to collisions in the commu-
nication channel as can be seen in Figure 12.14. All values are again
relative to a baseline where we do not attach certificates at all (for NPL)
or where every packet is assumed to be verifiable (for CPL). We note
that the POoC scheme on the other hand performs well in terms of
minimizing network packet loss but shows problems with regard to
cryptographic packet loss.

Figure 12.15 finally presents an amortized total results for all types
of packet loss induced by certificate inclusion. In this graph we con-
sider unverifiable packets to be cryptographic packet loss and see that
the congestion based omission schemes deliver the lowest amounts
of packet loss, and thus best scalability in this overall view on the
communication performance. Lastly, as a confirmation, we show in Fig-
ure 12.16 an extension of Figure 12.15 that includes the NoOm scheme
as a baseline. The use of any of the investigated certificate omissions
schemes is preferable to not applying any omissions at all.
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certificate

12.2.3 Discussion

Our simulation study shows that the Congestion-based Certificate
Omission scheme offers a balance between minimizing cryptographic
packet loss and and achieving reduced network packet loss. The ap-
proach successfully keeps the amount of unverifiable packets low
during times of low congestion, as shown in (cf. Figure 12.13, which
is useful since there is not much benefit to be gained from aggressive
omission at this stage. However, when it is beneficial to apply certificate
omission, due to congestion in a communication channel, it can achieve
high reductions of NPL, as seen in Figure 12.14. The combination of
these two attributes leads to an overall improvement of packet delivery
success under consideration of NPL and CPL effects, as illustrated in
the Figure 12.15.

Using an adaptive mechanism to adjust the omission of certifi-
cates can reduce NPL as effectively as the most aggressive POoC
non-adaptive POoC schemes, while providing better characteristics to
reduce cryptographic latency and cryptographic packet loss. This way
the CbCO scheme can context sensitively provide the best attributes of
lower and high settings of POoC.

Compared to the NbCO, CbCO offers clearly superior overall scal-
ability in highly congested scenarios, while essentially eliminating
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Figure 12.10: Average number of unverifiable beacons until arrival of
certificate

the risk of CPL in scenarios without congestion. The event based
approach to maximize certificate omission while optimizing crypto-
graphic packet loss exhibited problems scaling to very high density
scenarios. The frequency of certificate omissions in the NbCO omission
scheme decreased with a higher amount of neighbor changes events
in a congested scenario, as seen in Figure 12.12. This suppressed NPL
savings at a time when saving bandwidth would have been most bene-
ficial. While the NbCO is largely unaffected by cryptographic packet
loss in Figure 12.10, we note that this figure only shows the average
waiting time until reception of a certificate for successfully received
beacons. Significantly more beacons are lost in the NbCO approach due
to packet collisions in the communication channel. We conclude that
the overall performance of CbCO provides a better balance between
network scalability and avoidance of cryptographic packet loss.

While we did not consider pseudonym changes in this study we
want to highlight that our scheme is more resilient against pseudonym
changes in the network neighborhood than NbCO. This is due to the
fact that we do not consider the identity of neighbors as a factor but
instead rely on only the actual congestion of the communication. In our
simulation study this is derived from the number of neighbor, but in a
real deployment this can be measured locally. Even a DoS attack by an
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Figure 12.11: Average number of unverifiable beacons until arrival of
certificate

adversary who sends a large number of beacons with changed sender
addresses will only be measured as congestion and appropriately lead
to more omission. This is the most useful behavior in a congested
channel.

Overall, the simulation study in this chapter demonstrates that se-
cure communication systems can and should channel state to make bet-
ter decisions about security trade-offs. Measurements of mean packet
delivery success under consideration of NPL and CPL showed that
adaptive adjustment of omission frequency can reduce NPL when it is
beneficial and avoid CPL when omission is not effective anyway. How-
ever, these measurements only provide a summary of events during the
duration of a simulation run. The effects of CPL are only short lived,
as seen in the graphs that show the latency times until verifiability
is established. But for the situational awareness of vehicles in mov-
ing traffic, CPL occurs at a critical time. The first encounter of a new
neighboring vehicles is an important event. Important enough for the
NbCO scheme to optimize omission exclusively based on this event. A
different metric is required to more precisely analyze the performance
of omissions schemes with respect to CPL during the first encounter of
new vehicles. For this purpose we will use a recent application layer
metric for V2V awareness as a finer grained metric in the next chapter.
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Figure 12.12: Average percentage of certificate omission in other proto-
cols
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Figure 12.13: Average percent of unverifiable packets for various pro-
posed omission schemes
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Figure 12.14: Increase of packet loss due to inclusion of certificates for
different omission schemes (NPL only)
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Figure 12.15: Increase of packet loss due to inclusion of certificates for
different omission schemes, counting NPL + CPL
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A P P L I C AT I O N L E V E L E VA L U AT I O N

In the previous chapter 12 we evaluated a novel congestion based
certificate omission scheme, based on mean packet loss statistic in a
simulation study. This approach was also used in previous evaluations
of certificate omission, such as [18, 48, 128]. We extended the existing
approach by identifying NPL and CPL as distinct types of packet loss
and evaluating them separately and combined. However, the observed
effects always remain packet level summaries of the events in the sim-
ulation. This does not capture the impact of certificate omission on
application level performance and it does not allow a detailed analysis
of short lived aspects. We are particularly interested in analyzing the
influence of certificate omission on the combination of CPL and NPL.
Balancing the effects of bandwidth savings through NPL reduction
with avoidance of unverifiable packets and CPL is a key performance
attribute of certificate omission. To investigate this, we require a differ-
ent metric that allows us to analyze the effectiveness of message and
certificate delivery with a high degree of temporal resolution.

The only alternative metric that has been used in related works is
the influence of certificate omission on an abstract emergency braking
application. The authors of [19, 99] extrapolate from periodic certificate
omission statistics to a number of car accidents, which their omission
schemes can help to prevent. Their method is based on an assumption
of an expected reduction of braking distance, which is also used in
[107] to analyze the impact of authentication on an intersection col-
lision avoidance system. An investigation of an emergency braking
application is useful and appropriate, but it is not a universally appli-
cable aspect. A more fundamental attribute that influences the service
quality of safety applications is accurate knowledge of a vehicle’s sur-
roundings, which enables the creation of abstract situational awareness.
For the investigations in this chapter we switch from measurements
of mean packet loss statistics to the measurement of Awareness Quality.
We use a definition of Awareness Quality proposed by Schmidt et al.
in [124], where it was used as a metric to evaluate adaptive adjustments
of Distributed Congestion Control (DCC) parameters [92].

135
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13.1 awareness quality

Awareness Quality as an assessment of vehicular communication ef-
fectivity was first introduced as a metric in [124]. Awareness in this
context is defined as the knowledge about the presence of neighbor-
ing vehicles. This knowledge is the main enabler for a multitude of
cooperative driving services, such as lane changing, highway merging,
intersection collision avoidance, platooning, and several others [60].
The concept of awareness of surrounding vehicles is so fundamental
for cooperative driving, that the basic position beacons, which create
this information in the context of V2V communication, are referred
to as Cooperative Awareness Messages (CAM) in the ETSI family of
vehicular communication standards.

The key insight to the usage of Awareness as a quantifiable metric
is to compare the number of known vehicles to the number of vehicles that
should be known. The need to calculate the number of vehicles that
should be known required the presence of an all-seeing observer to
collect this sort of ground truth. This implies that a vehicle cannot
calculate its own Awareness Quality locally. However, an all-seeing
observer can easily be implemented in simulation or in controlled test
environments. The actual knowledge of a vehicle about a neighboring
vehicle in this context refers to the recent reception of a position beacon
from that vehicle. The validity time of a neighboring vehicles position
beacon (also called freshness or beacon lifetime) is limited and may de-
pend on the scenario. For static beacon periods it is possible to assume
a static validity period for position beacons of neighboring vehicles. If
beaconing frequencies are adapted dynamically, which is defined as an
optional feature for CAMs in the ETSI framework citeETSI-TS-102637-2,
the validity period needs to take this into consideration. The more
common assumption for position beacons in vehicular communication
is a static 10 Hz broadcasting frequency, which we follow as part of
our previously discussed scenario assumptions in Chapter 11. It is
also possible to include tolerance for packet loss into the calculation
of Awareness Quality by adjusting the beacon validity time. In [126]
this is permitted based on the distance between sender of receiver of
position beacons. This can be useful if tracking far away vehicles is less
relevant for safety application. However, for the investigations in this
chapter, we to stick to fixed validity times to achieve greater accuracy
of our measurements.

Instead, we exploit another aspect of Awareness Quality to control
for the the effects of distance dependence. In the informal introduction
above we defined Awareness Quality as a relationship between the
number of known vehicles compared to the number of vehicles that
should be known. The definition of the set of vehicles that should be
known can be adjusted to only consider subsets of neighboring vehicles.
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The natural way to define such a subset is as a circular area around a
vehicle with a radius that is lower than the maximum possible area of
communication. Or, to make measurements even more selective, we
can consider ring shaped cut-outs from this area. This enables fine
grained investigations of communication effectiveness with relevant
neighbors. For example Awareness Quality of vehicles in very close
proximity should be near 100%, while a lower Awareness Quality can
be more acceptable for larger vehicles at a medium or large distance.

Formally, we closely follow the original definitions in [125] for the
notation of Awareness Quality. First, we need a definition of neighbor-
hood area as subsets of the area around a vehicle. The original proposal
of Awareness Quality refers to rings as safety areas Ak

Ak = π ∗ (a2k − a
2
k−1),k ∈N

with k denoting the identifier of the ring shaped areas, which are
assumed to be concentric around the reference vehicle with

ak = a1 ∗ k,k ∈N

as the radius intervals, which grow in intervals of 100 m, starting
at a1 being 100 m. An alternative definition of these areas as circles
instead of rings would work equivalently with

Ak = π ∗ (a2k), k ∈N

.

Again following the definitions in [125], at time T and for a given
vehicle i, its awareness about area k is defined as

AwarenessTk(i) =
|NTk(i)∩V

T
k(i)|

|VTk(i)|
(13.1)

with VTk(i) denoting the set of all vehicles within area k (i.e. the
ground truth) and NTk(i) denoting the set of known neighbors within
area k. The intersection NTk(i)∩V

T
k(i) formally ensures that only those

vehicles are considered, that are truly part of the set of vehicles in
the relevant target area at exactly time T . Known neighbors in this
context refers to all neighboring vehicles have that have successfully
transmitted a position beacon within the time limits of a beacon lifetime
definition. Vehicles that just enter or leave the neighborhood area are
considered to be know during the full period of beacon lifetime.
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Since Awareness Quality is tied to exactly one vehicle i at one specific
point in time T , we finally allow Awareness Quality to be averaged
over all investigated vehicles and denote this as

AQL(T ,k) =

∑T
j=1

∑
i∈VAwareness

T
k(i)

|T |× |V|
(13.2)

which shows the overall Awareness Quality in a complete scenario
as a function of time T in the area k.

The Awareness Quality metrics described above were introduced
and first defined by Schmidt et al. in [124]. A functionally equivalent
metric has been introduced independently in [14] under the name
Neighborhood Awareness Ratio. Here, the cardinality of the set of
known vehicles around a vehicle i is defined as NDi,r,t under the
assumption of a circular neighborhood area with radius r and a bea-
con lifetime of t. This value is divided by the total number of actual
neighboring vehicles under the same assumptions NTi,r,t, i.e.:

NARi,r,t =
|NDi,r,t|

|NTi,r,t|
(13.3)

This metric is by definition limited to circular areas and does not
allow investigation of subsets such as rings. The definition of the time
component allows for a more fuzzy collection of measurement with a
suggested granularity of 1 second intervals. The measurement in [14]
have been collected to analyze the efficacy of cooperative awareness in
a large European field operational test project.

13.2 awareness quality under certificate omission

We use of Awareness Quality as a fine grained application level metric
to asses the same certificate omission schemes as in the previous chap-
ter. The only omission is the trigonometric variant of the CbCO scheme,
which was found to behave essentially identical to the CbCO scheme
with a linear adaptation function. An overview of these schemes is
given in Table 13.1.

We generally use the same overall simulation calibration settings as
described previously in Chapter 11.3. In this scenario beacons are sent
every 100 milliseconds, as suggested by SAE J2735 [119]. The lifetime of
beacon messages in the neighbor table of vehicles is fixed at 1.5 times
the beacon interval, i.e. 150 milliseconds. This permits a small amount
of jitter and delayed delivery due to buffering effects. Unverifiable
beacons are dropped as CPL, which means that all Awareness Quality
measurements in this chapter represent a combinatiorn of NPL and
CPL. The sample rate for the collection of AQL measurements is fixed



13.2 awareness quality under certificate omission 139

Table 13.1: Omission Schemes

Name Options Abbreviaion

Periodic Omission [17] α = 10 POoC-10

Periodic Omission [17] α = 3 [128] POoC-3

Neighbor-based [128] - NbCO

Congestion-based Linear CbCO-linear

Congestion-based Quadratic CbCO-quad

No omissions - NoOm

at 1 beacon interval, which is 100 milliseconds in our scenario. To
test the efficiency of omission schemes under high loads, we scale the
number of vehicles in the simulation scenario between 100 and 1500
vehicles on a 3 km x 3 km mixed road network of the U.S. district of
Suffolk county. We further specify two load scenarios:

• Low density: 300 vehicles, 33 vehicles/km2

• High density: 1500 vehicles, 166 vehicles/km2

A full simulation run executes 60 seconds of simulation time. During
this time we do not simulate pseudonym changes. We expect the rate
of uncoordinated pseudonym changes to be low enough to not be a
relevant factor for the bandwidth optimization of beaconing services.

With the exception of Figure 13.8, which is a comparison of two very
similar functions at a very large magnification level, the graphs in this
chapter are generally shown without errors bars to enhance readability.
The addition of small error bars to these graphs would not add to the
understanding of the measured characteristics and would significantly
impeded the legibility of the graphs.

13.2.1 AQL Measurements

We start by investigating awareness quality (AQL) measurement over
multiple rings of safety areas. As described in Section 13.1, we specify
ring shaped areas around vehicles. In our setting we follow [125] and
define segments of 100 m width. The AQL measurement are calculated
as the average over all vehicles in the scenario and over the whole
60 seconds of simulated time of the scenario. We collect measurements
for NbCO, two variants of POoC, using a period of 3 and 10 for the
omission scheme, and two variants of CbCO, using a linear and a
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quadratic adaptation function. As a baseline we also measure the AQL
for the NoOm scheme, which performs no omission.

 0

 20

 40

 60

 80

 100

 0  200  400  600  800  1000  1200

A
w

a
re

n
e
ss

 q
u
a
lit

y
 [

%
]

Distance from vehicle [meters]

CbCO linear
CbCO quad

POoC 3
POoC 10

NbCO
NoOm

Figure 13.1: Average AQL in areas of 100 m width around vehicles in
the low density scenario

In the low density scenario (Figure 13.1) the AQL starts out at almost
100% in the safety critical area up to 100 m around the vehicle. The
AQL then gradually decreases with the distance of the rings from the
vehicle until signal propagation attributes cause severe drops in the
rings between 600 m and 900 m distance. AQL finally converges to
0% around the 1000 m ring. The baseline NoOm scheme stands out in
this scenario as the only scheme with a reduced AQL compared to all
omission schemes. This illustrates that even in this scenario with low
density of vehicles we do see the negative effect of increased packet
collisions due to consistently larger beacons. For the others schemes,
this graph confirms what was already observed in the earlier analytical
model in Chapter 11 and the simulation study based on packet loss in
Chapter 12: Without congestion in the communication channel, any of
the omission schemes performs equally well.

The same scenario in a high density configuration (Figure 13.2)
shows this effect more visibly. The increase of packet loss decreases the
AQL very quickly. None of the schemes manages to achieve an overall
AQL above 70% in the safety relevant ring up to a distance of 300 m.
At the same time it is clearly visible that the various omission schemes
show different scaling behavior in such a scenario. The NbCO and
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Figure 13.2: Average AQL in areas of 100 m width around vehicles in
the high density scenario

POoC3 schemes in particular show worse performance than all other
tested omission schemes. Only the very aggressive POoC10 omission
scheme shows performance that is similar to two CbCO schemes, which
perform almost identically.

Overall, these measurements match expected results from previous
investigations of AQL [126] and certificate omission schemes [105]. To
investigate the scalability problem in further detail we simulate the
AQL in function of the number of vehicles in the scenario. Figure 13.3
shows the corresponding graphs for all schemes in the safety critical
ring of 0 m to 100 m around vehicles. The AQL measurements show
very robust performance for all schemes in this area, which confirms
the absence of regressions in all these schemes with respect to proper
operation in this most critical area.

In Figure 13.4 the same scenario for the ring from 200 m to 300 m
shows more diversified results. The region up to a distance of 300 m
around a vehicle is not considered to be safety critical but still safety
relevant [125]. Like in Figure 13.2, we see decreasing performance for
the POoC3, NbCO and NoOm schemes under higher load in Figure
13.4. And again, the CbCO schemes show the best performance, with
POoC10 as the only close contenter, which is what the CbCO schemes
converge to under the highest levels of congestion.
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Figure 13.3: Average AQL for a safety area of 0 m to 100 m around
vehicles under varying numbers of vehicles

13.2.1.1 Time Series of AQL Measurements

The results presented so far in Figures 13.1 - 13.4 illustrate a scalability
problem of not using a certificate omission and of degraded perfor-
mance of some certificate omission schemes in scenarios with high
densities of vehicles. But based on these measurements it is hard to
identify hidden patterns or different behavior in edge cases of the
investigated schemes. In the preceding Figures we only see highly
averaged AQL measurements, which got derived from an aggregation
of samples collected over all vehicles in the scenario and over the
whole 60 seconds of simulated time of the scenario. Previous research
around certificate omission based on packet loss statistics faced similar
problems. Even if the window of time that is used for the generation
of measurements is small, the fundamental problem remains that we
work with aggregated data.

The use of AQL as a metric enables us to avoid aggregation of
measurements over time. Based on the sample rate of the AQL mea-
surements it is possible to present AQL values as a time series of
measurements. This is possible because AQL can easily report exact
awareness quality values at any given point in time. Replicating this
with packet delivery statistics would require rebuilding essentialy the
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Figure 13.4: Average AQL for a safety area of 0 m to 300 m around
vehicles under varying numbers of vehicles

entire awareness quality metric through tracking sender and receiver
statistics over an interval interval of simulation time.

Figure 13.5 shows time series of AQL measurements, which are
computed as an average over all vehicles in the scenario. Since no
averaging takes place in the time domain we can see meaningful results
at any given time in the simulation, even at very early stages. For better
readability of the analysis we only show the initial 200 beacon periods
of the simulation in Figure 13.5. A beacon period in our simulation
scenario is specified as a fixed interval of 100 ms and 200 periods thus
represent 20 seconds of simulated time. We choose the AQL sampling
rate to match the beacon period. The scenario uses the high density
configuration of 1500 vehicles and we use a ring of 300 m width from
0 m to 300 m distance around the vehicle in order to cover the entire
security relevant area around the vehicle.

The later stages of the simulation, at the right side of the graph, con-
verge to the globally expected behavior, which was already described
earlier in this chapter and Chapter 11 and 12. But the early phase of the
simulation reveals new details about the microscopic behavior of the
omission schemes in the most challenging edge case for certificate omis-
sion: The sudden visibility of many unknown vehicles. This can occur
for example when encountering the end of a traffic jam after a small
hill. Such scenarios should be rare in practice, but the performance of
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Figure 13.5: AQL measurement during the first 200 beacon periods of
a high load simulation at a sampling rate of 1 per beacon
cycle

certificate omission should be robust even in such worst-case scenarios
and can in fact be critical in the avoidance of vehicle collisions.

The baseline performance is again represented by the NoOm scheme.
We reiterate again that not using any omission at all is clearly detri-
mental to the overall performance of a secure beaconing service under
high load. We notice that the NbCO scheme initially performs almost
identical to the NoOm scheme. This suggests that it does indeed oper-
ate almost identically as the NoOm scheme. This behavior is explicable
through the high amount of unknown neighbors in the early stages of
the simulation. The existence of unknown neighbors in NbCO block
omissions of certificates, which increases the load on the channel and
the number of packet collisions. The NbCO scheme fails to reduce the
load on the channel at a time when it would be most important to
back off. Consequently it takes a comparatively long time for NbCO to
escape from the default behavior of NoOm.

The POoC3 scheme, which we previously identified as the third
scheme with significantly degraded scalability under high load, shows
performance characteristics that are independent of the behavior of
NoOm and NbCO. The initial reaction time of POoC3 is competitive
with other schemes, but POoC3 quickly stabilizes around an AQL
level of approximately 70%. This indicates that this fixed omission
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Figure 13.6: AQL measurement during the first 200 beacon periods of
a high load simulation at a sampling rate of 1 per beacon
cycle, not considering unverifiable packets as lost packets

works well during the initial pressure of exchanging many certificates,
but during later stages it is obvious that this non-adaptive strategy
leaves room for better scalability. A very notable difference can be
seen between POoC3 and POoC10. The latter scheme shows very
good overall scalability, matching the CbCO schemes. However, in the
early stages of the simulation we can identify obvious problems in
the reaction time of this scheme. The period of 9 omissions for every
inclusion of a certificate is clearly visible in this figure. The AQL is
clearly impacted by this long period of omissions. Every set of 10

beacon cycles represents a delay of one full second until CPL can be
further reduced. Nevertheless, once the vehicles know the certificates
of nearby vehicles, the scalability of POoC10 is on par with the CbCO
schemes, which use the available bandwidth optimally among the
tested schemes.

To understand the impact of verifiable packets, in particular with
respect to the POoC schemes, it is useful to look at the same results
without discarding unverifiable packets. Figure 13.6 shows the result-
ing graph for such an analysis. In this figure we also show an omission
scheme that omits all certificates, called AllOm. Under normal circum-
stances this would of course lead to an AQL of 0%, because certificates
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Figure 13.7: AQL measurement during the first 30 beacon periods of
a high load simulation at a sampling rate of 1 per beacon
cycle

never get exchanged between vehicles. But it is useful to see this scheme
here as an upper bound.

We see NoOm and NbCO almost unaffected by cryptographic packet
loss (CPL), which indicates that these schemes are dominated by regu-
lar network packet loss (NPL). In fact, we can see that the scalability
attributes of all schemes eventually get dominated by NPL effects, as
the AQL measurements converge to the same values as in Figure 13.5.
But the reaction time at the beginning of the simulation shows critical
differences. We see that the “stairs effect” of POoC10 as seen previously
is eliminated if we do not consider CPL. Instead, we see almost optimal
behavior approaching that of AllOm, with the exception of occasionally
dropping down due to the inclusion of certificates in every 10th beacon
cycle. The CbCO schemes notably perform very similar to POoC10

in this Figure, indicating that the pure NPL tradeoff is as effective as
POoC10. This is clear, since the CbCO schemes are algorithmically
limited to behavior like POoC10 under high load [48]. Overall, we
can attest that the CbCO omission schemes perform as well as the
POoC10 omission scheme, while avoiding the deficiency of risking
avoidable packet loss during the first encounter of a new vehicle. All
other omission schemes converge to generally weaker performance.
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13.2.1.2 Optimal Certificate Omission Scheme

The ability to zoom in on the early stages of the simulation and to see
exact quality measurements at the selected sampling rate allowed us to
derive a much better understanding of the behavior of the schemes. But
so far we could not see useful information about the behavior of the
two CbCO schemes, beyond the observation that the schemes perform
very well. In Figure 13.7 we zoom in even further by reducing the
observation window to the first 30 beacon periods, which is equivalent
to 3 seconds of simulation time at our selected beaconing interval of
100 ms. Again we notice the “stairs effect” of POoC10 and the very
similar behavior of the NoOm and NbCO schemes. Interestingly the
POoC3 scheme performs very well at this early stage of the scenario,
indicating that it strikes a good balance between reducing load on the
communication channel and disseminating certificates to reduce CPL.
We can also clearly see the oscillation of POoC3 on a period of 3.

The two CbCO schemes seem to exhibit a similar oscillation pattern
as POoC3 at this stage of the simulation. The CbCO schemes do not
use a fixed omission though. The observed behavior can be explained
by the fact that the CbCO schemes are adaptive POoC schemes. The
schemes start out with empty neighbor tables, indicating that each
vehicle is free to include certificates in beacons, since the channel is
assumed to be free. With the exception of POoC10 all schemes perform
similarly up to beacon period 6. Ignoring POoC10, the performance is
tightly bounded by the NoOm and POoC3 schemes, indicating that we
see very few omissions at this point. After the 6 beacon period mark we
see a split into two groups. While NoOm and NbCO remain stagnant,
we see the CbCO schemes perform similarly well as the fixed POoC3

scheme, indicating that these schemes continue to act similarly. The
explanation for this can be found in the neighbor tables that slowly
build up in the vehicles and gradually adjust the omission period to
higher levels. Neighboring vehicles that send unverifiable beacons are
not added to the neighbor table, leading the CbCO schemes to keep
the omission rate at a low value. With this behavior the CbCO schemes
apparently strike the best balance between NPL and CPL. Starting out
with no omission and gradually increasing the omission rate only if
two conditions are met:

• There are many neighbor vehicles around the vehicle, implying
that the communication channel is congested,

• The neighbors send verifiable beacons, implying that the vehicles
know each other and certificate omission will not have a negative
effect.

A remaining uncertainty is the competitive behavior of the two
CbCO scheme amongst each other. To find an answer to this question
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Figure 13.8: Comparative AQL measurement of CbCO linear and
CbCO quad during the first 30 beacon periods of a high
load simulation at a sampling rate of 1 per beacon cycle

we isolate the two graphs for linear CbCO and quadratic CbCO in
Figure 13.8. We know that these two schemes converge to very similar
scalability properties overall. In terms of reaction time we can however
identify small differences. The use of a more aggressive quadratic
adaptation function leads to better reaction times in a situation with
many new neighbors appearing around a vehicle. In this Figure we
also show error bars for the AQL measurement to illustrate the spread
of AQL over the vehicles in the scenario. Since our simulation was
configured with a beacon lifetime of less than two beacon periods we
see every single lost beacon as a degradation of the AQL. The high
standard deviation of up to 20% is the result.

Finally, with the availability of AQL as a fine-grained and exact
way to investigate edge-cases of certificate omission, we show another
edge case that indicates CbCO quad to be superior to CbCo linear. In
Figure 13.9 we show the first 30 beacon periods of a scenario with a
low density of cars. It is expected that all schemes perform very well
in this scenario, with Figure 13.3 suggesting that we should see AQL
values around 98%. But we discovered that some schemes struggle in
the first couple of beacon periods, as seen in Figures 13.6 and 13.9. The
NoOm and NbCO perform best under these circumstances, which are
purely defined by CPL, followed by CbCO quad, POoC3, CbCO linear
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Figure 13.9: AQL measurement during the first 30 beacon periods of
a low load simulation at a sampling rate of 1 per beacon
cycle

and trailed by POoC10. The POoC10 scheme clearly exhibits a “stairs
effect” with CPL delays of multiples of 10 beacons or 1 second. This
deficiency of POoC10 only occurs during a short first encounter period,
but it occurs even under low load and is avoidable: The CbCO schemes
adapt their omission period to show essentially the same or slightly
better scalability properties as POoC10 under load, while effectively
avoiding the risk of encountering this CPL deficiency. Among the
CbCO schemes, the configuration with a quadratic adaptation function
clearly beats the performance of CbCO linear in this edge case.

We conclude that, thanks to AQL measurements we could identify
quadratic CbCO as the preferred choice in high load scenarios and as a
near optimal choice for low load scenarios. Our results are summarized
in Table 13.2.
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Table 13.2: Performance of Omission Schemes

Name Reactivity Scalability

No omissions (NoOm) + + - -

Neighbor-based (NbCO) + + -

Periodic Omission (POoC-3) + -

Periodic Omission (POoC-10) - - + +

Congestion-based (CbCO-linear) + + +

Congestion-based (CbCO-quad) + + + +
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C E RT I F I C AT E P R E - D I S T R I B U T I O N

The fundamental trade-off of bandwidth saving certificate omission
schemes, which we investigated in the preceding chapters, is the intro-
duction of cryptographic packet loss (CPL) in the form of unverifiable
packets. Omission schemes need to balance the intended decrease of
network packet loss (NPL) as a result of fewer collisions in the commu-
nication channel against the unintended introduction of CPL. Waiting
periods for exchanges of certificates after the first encounter of a vehicle
in communication range need to be minimized to reduce CPL.

In this chapter propose to combine omission schemes with pre-
distribution, a technique to reduce CPL while maintaining the benefits
of omission schemes. Pre-distribution anticipates the need for certifi-
cates and disseminates them proactively. Needs for certificates arise
through the arrival of new vehicles in a geographic region, or through
a switch of cryptographic identities with the intention of breaking long
term linkability of vehicle movements over extended periods of time.
We consider two utility classes of pre-distribution techniques, geo-
graphic and temporal pre-distribution, as these are the dimensions that
define the reasons for pre-distribution to be effective. Pre-distribution
of certificates, to the best of our knowledge, was not proposed as a
technique for certificate management in Vehicular Ad hoc Networks
(VANET).

14.1 an initial assessment

For an evaluation of the concept of pre-distribution we perform another
simulation study. The basic parameters of the simulation correspond to
the common settings that were introduced in Chapter 11. We deviate
from the usual Suffolk county scenario, which served as the reference
scenario in most certificate omission studies since [128], and instead
use a synthetic scenario to more precisely investigate the effects of our
two types of pre-distribution patterns. In order to trigger certificate
omission with the context adaptive CbCO scheme, we need clusters
of vehicles with to create actual congestion. To achieve this effect
we define two clusters of vehicles at opposing ends of a 2.5 km by
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1km map. A total of 300 vehicles are initially placed on the map that
features a simple layout of two main roads that meet at a central 4-
way intersection. The two clusters of vehicles move towards the center
and the vehicles depart the simulation in all four possible directions
after crossing the intersection. The simulation results are based on the
average of 5 runs that simulate 150 seconds of simulation time. The
mobility patterns were generated with the VanetMobiSim [59] tool.

The pre-distribtion technique can be implemented in several varia-
tions, which can be categorized into two main degrees of freedom. The
first category concerns the question when and how to pre-distribute.
The second category concerns the question what to pre-distribute.
We first explain our reasoning for when and how to pre-distribute
certificates.

In this initial assessment of pre-distribution we limit ourselves to
direct 1-hop distribution of certificates and make the pre-distribution
decisions exclusively within the sending vehicle. This keeps uncer-
tainty and thus the potential for suboptimal pre-distribution decisions
low. It is possible to imagine that pre-distribution can be requested
by third party vehicles. An example could be a vehicle that travels
toward a waypoint and sends a message over a multi-hop routing
services towards this waypoint, which triggers pre-distribution of cer-
tificates that might be relevant along this path. Such a system requires
multi-hop routing infrastructure, which should ideally support geo-
graphical routing towards a target area, which is an assumption that is
unlikely to be applicable at least for the first generation of vehicular
communication deployments. Alternatively a centralized routing and
distribution service, for example via the cell phone network, could be
used. However, having such an infrastructure in place and available
at any time would conceivably make V2V pre-distribution redundant,
since this infrastructure could itself be used as another communication
channel with independent congestion patterns. While we not that such
infrastructure would be greatly beneficial, we do not consider such
solutions in this assessment. As we limit our investigation purely to
V2V communication, a main limitation is be the messaging overhead of
pre-distribution requests. Pre-distribution is a counter-measure against
cryptographic packet loss, which is introduced is an undesirable side-
effect of certificate omission. The reason to perform certificate omission
is to save bandwidth in a potentially congested communication chan-
nel. If forwarding of certificate pre-distribution request was allowed,
it would create additional non-critical messages in a communication
channel with limited bandwidth, which should be reserved for critical
messages. By definition, the vehicle that requests pre-distribution of
certificates does not know the vehicles in the targeted area, which
implies that there could be congestion and the request message would
be detrimental for overall packet delivery success. A quality of service
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Figure 14.1: Congestion-based Certificate Omission reduces inclusion
of certificates when congestion in the communication chan-
nel increases

system with differently prioritized queues could help to alleviate the
negative effects of unnecessary low priority messages by dropping non-
critical messages during times of congestion. However, this only work
on the sender side. On the receiver side in a congested area we could
still potentially experience a degradation of service quality. Finally,
there is also the potential to use certificate pre-distribution requests as
an traffic augmentation option in distributed denial of service attacks.
These concerns lead us to only consider 1-hop distribution and to make
the pre-distribution decisions only locally.

After establishing that our pre-distribution assessment only con-
siders local proactive decision making and no multi-hop reactive pre-
distribution, we still identify another option to vary the question of
when to pre-distribute certificates: As explained above, the benefit of
pre-distribution lies in he elimination of cryptographic packet loss,
which can be caused as a side-effect of certificate omission. We can
assume a certificate omission strategy to be active in the scenarios that
will be applicable to certificate pre-distribution. This presents three
options for the inclusion of pre-distribution certificates. Either as a
concatenation with a regularly included certificate, as a replacement
of a regularly included certificate, or in the gaps that are created by
omission of certificates.

In the Congestion-based Certificate Omission (CbCO) scheme, which
we identified as the most effective scheme in previous chapters, we
see omission only during times of congestion in the communication
channel. This is illustrated in Figure 14.1. Using these gaps for pre-
distribution implies that this happens during periods of high conges-
tion, which would completely negate the purpose introducing certifi-
cate omission at all. This leaves us with concatenation and replacement
of certificates as viable strategies. We select concatenation for our inves-
tigation, which is intuitively the safer option. Assuming CbCO as an
underlying certificate omission scheme, it is relatively safe to assume
that certificates are only attached when congestion levels are low. This
implies that it is also relatively safe to have slightly larger payload
lengths for concatenated certificates. If on the other hand a certificate
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Figure 14.2: Geographic (G) and Temporal (T) certificate pre-
distribution through certificate concatenation on top of
Congestion-based Certificate Omission

gets sent during congestion, this implies that this is absolutely neces-
sary to uphold minimum inclusion limits. In this case it would not be
permissible to replace the included certificate with a pre-distribution
certificate. For these reasons we prefer the strategy of concatenation
over replacement, as shown in Figure 14.2.

The overall length of such messages corresponds to the composition
of position beacons that was described in Chapter 12, with the certifi-
cate component doubled. This leads to message lengths of 115bytes for
messages without any certificates and 395 bytes for messages with two
certificates attached.

Next we discuss the question what to pre-distribute, which leads
us to the aforementioned utility classes of geographic and temporal
pre-distribution. We recall that we limit this assessment to proactive
single-hop dissemination of certificates. This greatly reduced the set of
certificates that might useful to immediate neighbors, since the differ-
ence in awareness of vehicles between a sender vehicles and potential
receiver vehicles will be relatively small. A vehicle should select a
certificate for pre-distribution which will be useful for the maximum
number of neighbors. This would imply prioritizing a certificate of
a neighbor that just entered communication range or selecting a cer-
tificate of a neighbor that is at the edge of communication range if
another vehicle is at a diametrically opposing edge. Ideally a vehicle
could take the travel trajectory into consideration. The certificate of a
vehicle that is traveling in the opposite direction as a vehicle is unlikely
to be useful to other vehicles that travel in the same lane. However, it
might be especially useful for pre-distribution to vehicles on the lane
of the vehicles traveling in this opposing direction. These are exactly
the benefits of geographical pre-distribution.

The selection of candidate certificates for pre-distribution is an open
field for investigation of useful strategies, but these strategies are very
likely to require application level interpretation of vehicle movement.
For the purposes of our initial assessment we limit our investigation
to a random selection of a current neighboring vehicle. Current in this
context is defined by the beacon lifetime period of two beaconing peri-
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ods, or 200 milliseconds. The investigation of more enhanced selection
strategies is left as future work.

The other utility class of pre-distribution of certificate concerns
temporal pre-distribution effects. These effects reduce cryptographic
packet loss through the pre-distribution of certificates that will be
useful to neighbors not due to the mobility of nodes, but due to
changes of certificate material. This is expected to occur mainly due to
the change of pseudonymous identities with the purposed of protecting
privacy by breaking long-term and mid-term linkability of movement
patterns to specific vehicles. Such pseudonym changes might occur in
synchronization with large numbers of neighbors in order to maximize
uncertainty for an attacker. Further discussions of pseudonym change
strategies can be found in [108].

The selection of certificates with utility for temporal pre-distribution
is straightforward. During a period before a pseudonym change a
vehicle can start to pre-distribute it’s future certificate material. This
period should not be too long from the switch to a new pseudonym
in order to reach only the relevant neighboring vehicles. We selected a
period of 20 beacon cycles, which is equivalent to 2 seconds at 10 Hz
beacon frequency, as our time window for temporal pre-distribution.
Figure 14.2 shows an illustration of our pre-distribution technique,
featuring pre-distribution certificates, which are sent for geographic
effects, and pre-distribution certificates, which are sent for temporal
effects ahead of a pseudonym change.

The receivers of temporally pre-distributed certificates could use
these to link an old and new pseudonym. An option to reduce this
ability is to ensure that the distribution frequency of certificates that
get pre-distributed for temporal gains is indistinguishable from that of
certificates that are pre-distributed for geographical benefits. However,
in general it is an intended goal of broadcasting position beacons, that
short-term linkability should be seamless for reasons of guaranteeing
safety goals. Therefore, vehicles in the immediate neighborhood, and
only those, should be able to track vehicles across pseudonym changes.
We point out again, that [108] provides an extensive discussion of
pseudonym strategies.

For our purposes we go one step further with this assumption
and consider a coordinated pseudonym change of a large number of
vehicles. This presumes that vehicles exchange and synchronize their
intention to change their pseudonyms with the aim of maximizing
uncertainty for outside observers. For simplicity we do however skip
a discussion or implementation of synchronization protocols. Instead,
we schedule a synchronized pseudonym change between the 60th and
65th beacon cycle. This represents a 6 second offset into the simulation
time, which is enough enough warm up time for the service quality
metrics to settle.
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Parameter Value

Certificate omission scheme CbCO

CbCO configuration Quadratic

Attachment strategy Concatenation

Number of pre-distribution certificates 1

Pre-distribution distance Single hop

Temporal period 20 beacon cycles

Geographic selection Randomized

Table 14.1: Pre-distribution settings

As our main metric we again chose abstract application service qual-
ity a measured by Awareness Quality, which was previously introduced
in Chapter 13. For the calculation of Awareness Quality we consider a
single relevant area covering the entire communication range around
each vehicle. The sample rate of the Awareness Quality recordings
is fixed a 100 milliseconds, which translates to 1 beacon cycle at our
selected beaconing frequency of 10 Hz. The overall set of our selected
pre-distribution settings is summarized in Table 14.1.

In Figure 14.3 we show the averaged Awareness Quality ratings
for all vehicles over the course of the simulation. A pre-distribution
strategy that exclusively uses geographic pre-distribution combined
with a CbCO certificate omission strategy is shown in comparison to
a regular CbCO certificate omission strategy without pre-distribution.
We see an initial ramp up at the beginning of the simulation, which
is a period of high cryptographic packet loss, as no vehicles know
any other vehicle. This warm up phase shows is very sensitive to
packet loss, as any lost packet during this phase leads not only to one
missed position beacon but potentially to several missed beacons until
a position beacon with a certificate is received. It is highly insightful to
study the positive and negative effects of certificate omission in such
a phase, as the effects of good or bad decisions are potentially highly
visible during this period. We refer to Chapter 13 for deeper analyses
and interpretations of the effects of certificate omission.

We note that pre-distribution for purely geographical benefits per-
forms slightly worse during the warm-up phase of the simulation
than not performing any pre-distribution. The slower uptake of Aware-
ness Quality can be explained through the significantly larger payload
length of the broadcasted message, which lead to a higher likelihood
of network packet loss due to congestion or collisions. A peculiarity
of the warm-up phase is the fact that all vehicles start with an initial
attachment of one certificate, which amplifies the negative effects of
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Figure 14.3: Awareness quality without and with geographic pre-
distribution

any chance of increased network packet loss. Additionally, the vehicles
need to build up a neighbor tables to collect knowledge of the con-
gestion level in the environment, which means that vehicles initially
underestimate the congestion in the communication channel, which,
in the case of CbCO leads to fewer omissions than would be expected
with better knowledge of the true congestion levels.

However, these peculiarities cannot alter the conclusion that no
positive effects of purely geographic pre-distribution countered the
negative effects of enlarged payload lengths. As the Awareness Quality
ratings quickly converge to a stable level around 95% we point out that
the scenario of two clusters of vehicles meeting at a central intersection
quickly leads to a situation where all vehicles are in communication
range of each other. In this situation geographic pre-distribution cannot
deliver benefits.

We derive from Figure 14.3 that benefits from purely geographi-
cal pre-distribution over single-hop do not justify the larger payload
lengths. We do however see that pre-distribution also does not cause
a measurable difference in Awareness Quality during the regular un-
eventful phases of our simulation scenario. During these stages the
extended payload length apparently do not cause degradations of ser-
vice quality. Additionally, geographic pre-distribution seems to have
a small positive effect during the recovery process from the coordi-
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nated pseudonym change at beacon interval 60. Both effects might
be attributable to the fact that the CbCO scheme at later stages of
the simulation scenario is successful at reducing channel congestion,
which eliminates the negative effect of extended payload lengths that
us caused by the pre-distribution technique. This way it is possible
for a small positive effect of geographic pre-distribution to be visible.
However, the difference are too small and to short to allow a conclusive
result.

Future work might investigate if more careful selection of pre-
distribution certificates or multi-hop dissemination techniques in a
larger scenario could create enough benefit to make geographic pre-
distribution worthwhile. Another possibility could be a strategy to
reduce the amount of pre-distribution in a way that not all position
beacons with certificates include the double sized pre-distribution cer-
tificate. A differentiation would be necessary to detect situations where
the successful distribution of the senders certificate is more important
than pre-distribution. This would be the case in situations of overall
congestion, while pre-distribution makes more sense when just a small
number of vehicles newly arrives in a scenario and would benefit from
pre-distribution.

In Figure 14.4 we see the second approach to certificate pre-distribution
applied to the same scenario. In this case we only see pre-distribution
of future certificate of the sender vehicle. And this only occurs during
a short period before a pseudonym change. We see that there is effec-
tively no difference in the Awareness Quality performance of CbCO
combined with temporal pre-distribution compared to CbCO alone up
to beacon period 60. This is clear until beacon period 40, because in
fact there is no difference between the two methods until that point.
The fact that there is no discernible difference between the two method
between beacon period 40 and 60 is remarkable, because this is the
period when temporal pre-distribution starts to become active. The fact
that we see no difference in Awareness Quality indicates that network
packet loss is low enough to not cause the enlarged payload length
due to the temporal pre-distribution to be a measurable problem.

At the time of the coordinated pseudonym change we see a drastic
benefit of temporal pre-distribution. Due to the pre-distribution of
the new pseudonymous certificate material the Awareness Quality
only drop to 80% instead of 50%, as it does without temporal pre-
distribution. While this means that we still see a small decrease in
Awareness Quality the decrease is far less severe. And Awareness
Quality is back to the regular level of around 95% after just 4 beacon
cycles. It take between 15 and 25 beacons cycles for the Awareness
Quality to return to these levels without temporal pre-distribution. At
the beaconing frequency of 10 Hz these values represent 0,4 seconds
compared to 1,5 to 2,5 seconds. This clearly indicates that temporal



14.1 an initial assessment 159

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  10  20  30  40  50  60  70  80  90

A
w

a
re

n
e
ss

 Q
u
a
lit

y

Beacon messages

Dissemination without pre-distribution
Temporal pre-distribution in large packets

Figure 14.4: Awareness quality without and with temporal pre-
distribution

pre-distribution could almost entirely eliminate the negative effects of
changing a pseudonym on cooperative awareness.

Finally, in Figure 14.5 we show the combination of the geographical
and temporal pre-distribution technique, which most closely corre-
sponds to the illustration in Figure 14.2. The combination of the two
utility classes is useful primarily under the assumption that both
techniques might show benefits. Another motivation to combine the
techniques is to increase uncertainty for an observer, who could ide-
ally not differentiate between certificates that are pre-distributions for
the goal of geographical benefits or as a pre-distribution of a future
certificate with the aim of achieving temporal pre-distribution.

The mix of the two techniques shows a mix of the two previously
observed effects. Until the coordinated pseudonym change we essen-
tially see only the effects of the geographic pre-distribution. Then after
a similar decrease of Awarenss Qulity to aroun 80% we see a much
longer recovery period, which is effectively a middle ground between
the performance of temporal and geographical pre-distribution. Tem-
poral pre-distribution is effectively not active outside the 20 beacon
period before the coordinated pseudonym change. This means that the
slower recovers time of the mixed scheme is mostly due to the effects
of the geographical pre-distribution technique.
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Figure 14.5: Awareness quality without and with mix pre-distribution

However, one additional small difference is visible as a small plateau
between beacon perdiod 61 and 63. The mixed scheme temporal pre-
distribution ahead of the coordinated pseudonym changes, which
announced a large number of new vehicle certificates. The receiving
vehicles assume that the vehicles that used these certificate should
be within a two-hop neighborhood and consequently add them to
the neighbor table of vehicles in the vicinity. However, in the case
of temporal pre-distribution this causes over reporting by a factor of
two, which under the CbCO scheme leads to an erroneous assumption
of more congestion in the channel and consequently more omission
than necessary. This unintended increase in omissions slows down the
recovery phase during the first 3 beacon periods. The beacon lifetime
is calibrated at 2 beacon periods, which means that the over reporting
by a factor of 2 is purged after 3 beacon cycles. This special effect was
absent, compared to not performing pre-distribution, in the case of
purely geographical pre-distribution and was not visible in the case of
pure temporal pre-distribution.

14.2 summary and future work

The investigations that were performed in this initial assessment of the
concept of pre-distribution cover only a small subset of the solution
space. As a start, we limited our simulations of single-hope dissem-
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ination and selection of pre-distribution certificates with the aim of
achieving geographical effects, due to the placement and mobility of
vehicles, and temporal effects, by pre-distributing certificates that will
be used in the near future.

The results of this assessment show that pre-distribution can have
great benefits to mitigate service degradation in the specific case of
coordinated pseudonym changes. Temporal pre-distribution reduced
cryptographic packet loss to a time window of 4 beacon cycles. Without
temporal pre-distribution it takes between 15 and 25 beacon cycles
to achieve the same recovery of application level service quality, as
measured by the Awareness Quality metric. It appears highly advisable
to consider this technique if coordinated pseudonym changes will be
performed in moving traffic.

However, our results also show that diminishing returns make it
more difficult to achieve positive results for the more generic case of
geographic pre-distribution. The basic motivation of pre-distribution is
to use spare bandwidth in low congestion situations in order to achieve
better service quality in future circumstances. The delta between these
two situations was not large enough in our investigations to show
any significant effects. The increased communication load of attaching
pre-distribution certificates can however lead to an increase in network
packet loss effects, independent of any actual benefits. In this sense
our simulations showed a negative result for the utility of geographic
pre-distribution.

As future work it would be interesting to cover more of the solution
space for pre-distribution techniques and to investigate pre-distribution
in larger scenarios. A consideration of multi-hop pre-distribution tech-
niques would be valuable, although the trade-off between unnecessary
causing additional communication load and achieving benefits for
overall service quality will be even more delicate. One solution to
reduce the cost of pre-distribution could be to reduce the amount of
pre-distribution. Pre-distribution could only get active when a benefit
is very likely to be achieved. Heuristics for the detection of such cir-
cumstances would have to be developed. Additionally, a more careful
selection of pre-distribution certificates could be helpful to increase
positive effects of pre-distribution, for example based on the trajectories
of vehicles.
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We began this Part with the goal of finding useful ways to optimize the
bandwidth consumption of secure messaging in the wireless vehicular
communication channel by making the exchange of certificate material
more efficient. Certificate Omission has previously been proposed to
reduce the communication overhead that is introduced by securing
messages. This overhead is much larger for the certificate material,
which is at least 140 bytes or more, than it is for the digital signatures
of the payloads. And certificate transmission is essentially redundant
after the first successful delivery of a vehicles certificate.

In Chapter 11 we discussed the context and assumptions about the
system model where certificate omission is performed to reduce the
bandwidth consumption of secure vehicular communication. Since
no large scale deployments of vehicular communication technology
is available, we focus our attention on simulation studies with large
numbers of vehicles. We selected to use a scenario that is in common
with works of previous certificate omission studies and investigate
high congestion situations, which are expected to benefit the most from
bandwidth optimizations. A simpliifed analytical model was created
as a reference to confirm the plausibility of our simulation studies.

The existing proposals for Certificate Omissions schemes aimed at
either introducing omissions at static periods or based on neighbor
events. The first approach makes it easy to reason about the statistical
impact of certificate omissions on certificate delivery and ensures struct
bounds on the omission of certificates. Scheduling omissions based
on static periods is a conservative approach that achieves considerable
bandwidth savings while keeping negative effect limited. This how-
ever limits the potential benefits of certificate omissions, since more
omission could be justifiable and more bandwidth could be saved.

An omission strategy based on neighbor events aims to maximize
omission by reducing the inclusion of certificate to the absolute min-
imum. This is essentially the opposite approach, which make the
optimistic assumptions that the initial discovery of a new neighboring
vehicle triggers a successful exchange of certificate material. Since this
event occurs when two vehicles first come into communication range,
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it is likely that the vehicles are still separated by a large geographical
distance. This implies that there is a considerable likelihood that the
delivery of this event triggered certificate exchange fails, which can
potentially cause a large period of unverifiable packets. We refer to
unverifiable packets as cryptographic packet loss.

In Chapter 12 we proposed a novel certificate omission strategy,
which aims to not optimize for maximum omissions, but instead aims
to maximize service quality. For this purposed we propose to adaptively
vary a certificate omission period, based on the congestion level in
the communication channel. This is a better balance of the positive
and negative effects of certificate omission: While a communication
channel is overloaded, it is useful and important to save bandwidth
through certificate omission to enable successful packet delivery for
more vehicles. While a channel is almost idle, there is no motivation to
use certificate omission at all. Consequently, without a justification to
perform certificate omission, there is no motivation to take any risk of
creating cryptographic packet loss.

The get an application level view of the impact of the different cer-
tificate omission strategies we employed Awareness Quality as a high
level metric in Chapter 13. Awareness Quality turned out to be highly
useful not just to judge abstract service quality, but also to investigate
detailed smaller effects of each strategies. This enabled a comparison of
multiple small variations of the Congestion-based Certificate Omission
technique. We identified the CbCO scheme with a quadratic adaptation
curve to have the most desirable overall performance characteristics.

Finally, in Chapter 14 we explored a novel approach to reduce the
occurrence of cryptographic packet loss. After all vehicles in com-
munication range have successfully exchanged their corresponding
certificates, there is in fact little motivation to continuously exchange
the same redundant certificates. While the Neighbor-based Certificate
Omission scheme aimed at absolutely minimizing bandwidth con-
sumption we explored the idea of using spare bandwidth for other
beneficial purposed. Pre-distribution of certificate material using spare
bandwidth could help to further minimize cryptographic packet loss.
We identified two utility classes, which could potentially be achieved
through pre-distribution of certificates: Pre-distribution of certificates
of vehicles that are not in communication range, but will be in com-
munication range soon, due to geographic mobility of the vehicles.
And pre-distribution of certificates the will soon be useful within the
communication range, due to upcoming pseudonym changes.

An initial assessment in simulation showed that geographic effects
over one single hop are weak. More intelligent certificate selection
could improve the utility of geographic pre-distribution, as could multi-
hop dissemination techniques and simply limiting pre-distribution to
situation where a benefit is clearly achievable. Diminishing returns
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will require careful analysis of potential applications of this technique.
However, pre-distribution of certificates with the goal of preparing a
coordinated certificate exchange has shown the be highly effective at
reducing cryptographic packet loss. The risk of creating unverifiable
packets as part of a coordinated pseudonym exchange was drastically
reduced. Temporal pre-distribution of certificates can be an effective
method to make pseudonym changes safe even while vehicles partici-
pate in moving traffic.

The finite resources of the wireless communication channel for V2V
communication will always be a natural limitation. Any finite resources
need to be managed carefully, especially in an infrastructure that is
expected to enable new safety-of-life applications. Security cannot be
optional in an environment that potentially affect the safety of human
life. However, security does not come free of costs. We proposed novel
methods for the dissemination of cryptographic in the context of secure
V2V communication to reduce these costs with respect to bandwidth
consumption. The next major step in the evolution of these protocol
should involve evaluations in field operational trials. However, no
existing test bed is large enough to to allow studies of effects under
very high communication load. Such investigations are left as future
work.

The pre-distribution technique in particular is at an early evolution-
ary stage. Our initial assessments in simulations indicated a potential
to deliver great benefits in very specific scenarios, such as coordinated
pseudonym changes. Further investigations, especially involving multi-
hop dissemination strategies, should aim to identify and formalize
the conditions of significant utility. Diminishing returns will require
diligence and might make it necessary to wait for the arrival of larger
V2V deployments to confirm that positive effects can truly be achieved
in reality. Similarly, the related works in active certificate requests are
likely to see diminishing returns due to the creation of additional load
in the communication channel. A comparison with our proposal and
hybrid proposals, such as the recent ETSI dissemination rules for CAM,
could be further interesting work for the future.





Part V

C O N C L U S I O N A N D F U T U R E W O R K
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S U M M A RY O F C O N T R I B U T I O N S

This dissertation covered the topic of scalable broadcast authentication
in vehicle-to-vehicle networking in three distinct ways. The aim of each
approach was to find answers to a set of research questions, which have
been introduced in Chapter 1.3. The first set of questions concerned a
reassessment of the requirements for secure broadcast authentication
in this specific application context.

Previous work has already recorded abstract requirements for se-
curity in vehicular communication, which encompasses the core V2V
broadcast communication patterns. In [113] and [114] we find classic
discussion of abstract requirements such as Authentication, Availabil-
ity, Non-repudiation, Privacy, Verification of data consistency, along
with Real-time constraints. In chapter 3.1 we arrive at essentially the
same results with (Broadcast) Authenticity, (Short-term) Linkability,
Non-repudiation, and Availability as the core requirements. Having
answered question R1 in the affirmative, we go further in our analysis
in two directions:

Privacy as an unqualified goal of avoiding surveillance turns out
to be both practically unattainable and actually counter to the whole
idea of cooperative driving. The essence of cooperative driving is to
enable all vehicles in the immediate vicinity to accurately track all
other vehicle movements. Fundamental beaconing services, such as
the CAM and BSM services in the ETSI and IEEE standards, seek to
actively enable accurate tracking, to the point where identity-obscuring
privacy-protection features are rendered pointless [9]. Even some kind
of confidentiality of position beacons, for example in a state of a con-
stant cryptographic mix zone [52], would allow observers to track
vehicles, since this is the actual purpose of the payload material of
position beacons. Previous research has suggested pseudonym change
protools as an adequate countermeasure against long term tracking
of vehicles [56, 97], while still permitting short term tracking. We con-
sider the perspective of the attacker to gain a better understanding of
achievable privacy in V2V communication. We observe that attempts
to protect against tracking by a global all-seeing observer or by local
observers in communication range is essentially futile. Observation
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coverage is the core attribute that defines attacker uncertainty, not
the time between or the duration of pseudonym changes. This ob-
servation is not entirely novel, as for example the original mix zone
proposal already identified attacker uncertainty as a core metric of
privacy protection. However, the approach of creating attacker un-
certainty by obscuring the pseudonym change process though silent
zones is not acceptable for the vehicular context with implications for
safety-of-life applications. The observation that only gaps in coverage
create tracking uncertainty should instead inform the efforts to select
pseudonym change strategies [108] in a different way. Realizing the
futility of obscuring pseudonym changes against local observers makes
synchronized pseudonym change strategies acceptable. The selection
of pseudonym change strategies is still an undecided problem, but we
see that refinements of security goals provide useful information for
the solution space of problems related to broadcast authentication in
V2V communication, as suggested in question R2.

The other contribution of chapter 3.1 is a quantification of perfor-
mance constraints and communication overhead. Both attributes are
highly relevant as cornerstones for actual deployments of V2V commu-
nication strategies. Our analysis of the constraints in communication
overhead is founded on a survey of relevant networking constraints
and proposals of interoperable communication protocols, identifying
a limit of 412 bytes for cryptographic material. This limit essentially
makes everything except elliptic curve based cryptographic primitives
impractical for the implementation of signatures and certificate mate-
rial in vehicular communication. Our quantification of performance
requirements is founded on expectations of application requirements
and simulations of actual communication channel capacity to derive
permissible processing times of secure messages. We identify limits
of 10ms latency for signature creation and a bound of 1000 signature
verifications per second as the edge-cases of practical performance
requirements for security overhead in scalable V2V broadcast authen-
tication. These values influence not only the choice of cryptographic
primitives, but also the type and structure of the hardware that is
required to provide adequate processing capabilities. The results are
directly applicable to the discussion of hardware-assisted solutions for
scalable broadcast authentication in question H2, which again confirms
the suggestion of question R2 that refinements of requirements provide
useful contributions for evaluating the solution space of broadcast
authentication challenges.

One more objective of our reassessment of requirements was to
investigate the limitations of broadcast authentication as a guarantee of
security and trustworthiness of cooperative intelligent transportation
systems. In chapter 4.1 we presented a data lifecycle analysis to system-
atically look at attack surfaces of the overall cITS architecture. While
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cryptographic authentication of data in transit is a valuable security
feature, it is not the only important attack vector. Attacks through
sensor confusion can be cheaper and easier to implement and can
be as effective as injecting manipulated data in the communication
channel. Examples of this can be attacks as simple as "blinding attacks"
with laser pointers against camera based systems. Also physical access
as an attack vector has a large impact on the security of vehicular
security. We use the description of an "evil mechanic", related to the
"evil maid" attack against trust in computer hardware, to describe this
attack scenario. Returning to the original question R3, about realistic
attacker models, we can state that the data-centric perspective on secu-
rity reveals that the realm of security for connected vehicles is certainly
much larger than protection of data in transit through cryptographic
means. We have proposed to analyze attack vectors and attacker roles
that have not previously received serious attention in the literature.

Hardware-assisted solutions for scalable V2V broadcast authenti-
cation have been investigated in two directions in this dissertation.
Chapter 7 presented a complete solution for a secure storage system
of large amounts of key material, backed by a hardware-based Physi-
cally Unclonable Function (PUF). The effectiveness of this solution was
shown by following several approaches, based on single-challenge and
multi-challenge PUF designs. In parallel to our PUF proposal we also
investigated classic secure storage designs and applied the same key
derivation techniques to these as well. The result is a selection of de-
signs that allows secure storage of private key material in a PUF and in
classical secure storage. This answers question H1 with an affirmation,
that PUF technology can play a useful role in scalable secure storage
of key material for V2V broadcast authentication.

Research question H2 is the most applied research question of this
work. A collection of on-board units from field operational test projects
for vehicular communication was used to test performance aspects of
cryptographic services. An extensive set of signature creation and veri-
fication benchmarks provided insight into the capabilities of contempo-
rary cryptographic implementations of asymmetric key cryptography
over elliptic curves. With the performance requirements derived from
research question R2 it becomes clear that the current generation of
on-board units is not capable of guaranteeing availability of crypto-
graphic services under high loads of secure messages. In particular the
requirement to provide enough computational capacity to verify up
to 1000 incoming messages per second is challenging. Desktop-class
computer architectures, which will eventually technologically trickle
down to embedded devices such as on-board units, could provide
enough computational power to fulfill the requirements of maximum
load in the communication channel. An alternative to desktop class
processor architectures could be hardware security modules with dedi-
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cated acceleration of cryptographic algorithms. A further investigation
of such designs revealed that even for dedicated hardware designs it
is challenging to achieve the benchmark of 1000 signatures per sec-
ond. Only a design with massively wide multiplier construction or
designs with parallel processing capabilities could provide this level
of performance. However, for the current generation of on-board units
it is a matter of necessity to have a hardware solution for accelerated
execution of cryptographic algorithms.

Finally, we have a set of research questions centered around certifi-
cate management and enhancing scalability of V2V broadcast by reduc-
ing congestion in the communication channel. We performed multiple
simulation studies of certificate omission schemes and utilized different
approaches to analyze the trade-offs of certificate omission. An initial
contribution was the demonstration that certificate omission can really
only achieve any benefits at all when the communication channel is
congested. Without congestion in the communication channel, there is
nothing to gain in terms of reduction of packet loss. This has became
clear already in a set of analytical considerations in chapter 11, and was
confirmed in later simulation studies through comparisons of scenar-
ios under heavy communication load with scenarios without serious
congestion in the communication channel. A second contribution is
the categorization of unverifiable packets as cryptographic packet loss.
This categorization allowed us to directly combine the negative conse-
quences of certificate omission with the positive consequences into one
unified packet delivery metric, while still being able to reason about
the impacts of the two sources of packet loss. Answering question C1,
we identify these two aspects as the guiding properties for the trade-off
between positive and negative consequences of certificate omission:
The actual ability to achieve a reduction of channel congestion and
the minimization of cryptographic packet loss. Our simulation results
continue a line of previous simulation studies on certificate omissions,
which were performed in the context of proposals of novel certificate
omission schemes. As a study into scalability aspects we focus on
edge cases of certificate omission performance in scenarios with high
communication load. This is also useful when considering that certifi-
cate omission is unlikely to achieve a large increase of packet delivery
success if no congestion exists in the communication channel. This is in
fact a weakness of existing static and event-based certificate omission
schemes and also answers research question C3. These schemes per-
form certificate omissions even if the chance of achieving a reduction
of packet loss is very small. However, performing certificate omission
in such a scenario needlessly introduces a new source of packet loss,
in the form of unverifiable messages. Simply maximizing omission is
not the most effective certificate omission strategy.
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A more severe problem was demonstrated with the purely event-
based certificate omission scheme, which exhibited a *reduced* number
of omissions under very high load. This reduction of omissions is ob-
served during situations with many unknown neighbors and high rates
of packet-loss in a congested communication channel. However, a use-
ful omission scheme should perform the highest amount of omission
when a communication channel is most congested. This sub-optimal
behavior, under load, with many new communication partners and
the needless introduction of certificate omission when the impact of
a reduction of network packet-loss is minimal represent undesirable
behavior in existing certificate omission schemes.

A novel congestion-based certificate omission scheme was presented
in chapter12. This scheme utilizes a dynamic adaptation function to
context-sensitively adjust the omission rate. The scheme was subse-
quently evaluated in multiple simulation studies, investigating the
performance of packet-loss reduction with respect to both the introduc-
tion of cryptographic packet-loss and network packet-loss avoidance.
The results indicate that the effectiveness of reducing network packet-
loss equals the most aggressive configurations of periodic omission
schemes while avoiding unnecessary introduction of cryptographic
packet-loss. This is particularly apparent under the most taxing sce-
nario of encountering a large number of previously unknown vehicles.
Applying the application level metric of Awareness Quality (AQL)
in chapter 13 allowed us to observe the exact behavior of the inves-
tigated certificate omission schemes during the early beacon periods
under such conditions. AQL visualized the speed and characteristic
graphs of each certificate omission scheme during the recovery from
such a scenario. The performance of congestion-based certificate omis-
sions showed excellent performance in all situations, ranging from the
least-congested to the most-taxing scenarios, leading to the answer
to question C4 that congestion-based certificate omission can deliver
better performance that previous certificate omission schemes.
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Our outlook towards future research directions will begin with the
answer to the final research question C5 about the potential of pre-
distribution as a valuable certificate management technique. Chapter 14

presented a simulation study that investigated pre-distribution with
respect to two potential sources of advantageous certificate dissemi-
nation: Geographical pre-distribution and temporal pre-distribution.
These two utility classes expect to derive benefits from the mobility of
vehicles and from pre-announcements of upcoming certificate changes.

Our simulations demonstrated that geographic pre-distribution had
only a negligible effect. Further refinements are possible, for example
the selection of pre-distribution certificate could be optimized based
on vehicle trajectories, or multi-hop dissemination techniques could
be used in future work to enlarge the range of pre-distribution. But
it is likely that diminishing returns will make it difficult to achieve
noticeable benefits in exchange for introducing further complexity in
the management of V2V distribution of certificates.

On the other hand, temporal pre-distribution was shown to be very
effective at eliminating a temporal increase in unverifiable packets
due to the change of certificate material. In this regard we can give a
positive answer to question C5.

Whether we will actually see certificate changes happening on the
road at all is still an open question. As mentioned in the discussions of
achievable privacy goals, the question of how to perform pseudonym
changes is still an undecided problem. Multiple proposals exist, as
described in [108]. The work in this dissertation indicates that synchro-
nized pseudonym changes are acceptable from a privacy perspective
and announcing the intent of changing pseudonym in combination
with pre-distribution of the new pseudonym can avoid unverifiable
packets. This avoidance of unverifiable packets renders such synchro-
nized pseudonym changes safe, even while driving in moving traffic.
As the initial deployments of V2V communication systems are ap-
proaching it will be necessary to select a pseudonym change strategy
soon. This would ideally supported by further research into the effec-
tiveness, safety, and efficiency of pseudonym change strategies.
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The arrival of V2V communication in larger deployments and ulti-
mately in the public market is also expected to enable a new generation
of research efforts that can collect real-world data to measure the ef-
fect and behaviors of V2V communication in practice. Most research
into complex V2V communication solutions is based on studies of
simulation models or even simpler analytical considerations. The eval-
uation of real deployments might reveal unexpected behaviors and
new research questions that have not yet been apparent.

In the domain of certificate omission protocols we observe a recent
emergence of additional hybrid omission schemes. The proposal of
congestion-based certificate omission in this work adaptively combines
multiple variations of periodic omissions. A variation of the event-
oriented neighbor-based certificate omission protocol was adopted in
the ETSI set of vehicular communication standards, which combined
this approach with a fallback to periodic certificate inclusion. Another
recent proposal combines certificate omission with explicit requests for
unknown certificates. It would be interesting in future work to evaluate
certificate management schemes in actual V2V deployments.

The domain of hardware-assisted scalability of broadcast authen-
tication was investigated in this work with respect to an application
of PUFs for secure storage and the evaluation of cryptographic per-
formance on contemporary hardware platforms. Future research in
PUF applications is hard to predict and largely orthogonal to vehicular
communication applications. Since V2V communication is a form of
machine-to-machine communication there will continue to be a need to
securely store key material. In the automotive domain, the concrete im-
plementation is likely to depend more on cost-effectiveness aspects than
on abstract comparative differences of tamper-resistance. A more im-
mediate question is the future of dedicated hardware security modules.
The investigations in chapter 8 showed that contemporary on-board
units require hardware acceleration to achieve adequate worst-case
performance. However, modern CPU designs start to subsume the
feature set of hardware security modules into the native instruction
set architecture. Even the roadmaps for embedded processors feature
trusted execution environments, which are isolated from a general-
purpose section of a processor’s execution context. Native instructions
for cryptographic operations and wider register lengths within the
CPU could provide sufficient performance in future.

Finally, the biggest topic for future research that became evident as
a result of the studies in this work, is the identification of necessary
security efforts beyond the protection of data in transit. Broadcast
authentication is a fine security solution to provide cryptographic
guarantees for the authenticity and trustworthiness of transmitted
data. However, the real world is likely to revolve around the weakest
link in the data security life cycle. Powerful attacker models with
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physical access to a vehicle or with the ability to influence sensor
reading will demand new views on security as a robustness and safety
topic. Questions of fail-safe and fail-secure behavior, as well as novel
problems during the move from driver assistance systems to driverless
vehicles, represent exciting new areas for security research in the
upcoming years.
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