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In situations where multiple parties are involved, local or selfish decisions result in outcomes that rarely  align 
with what is best for society. In order to evaluate the quality of the resulting outcomes, we first need to predict 
which outcomes can occur. Game theory offers answers to this question, the Nash equilibrium being the most 
prominent example: it is an outcome where no party can improve by unilateral deviations. In that sense Nash 
equilibria are a good description of a stable outcome, but do not ask how that outcome was actually obtained. 
Implicitly, Nash equilibria make the assumption that parties choose their actions simultaneously. However, 
sequential decisions, where parties anticipate each other’s actions, are often more natural, and may lead to 
different equilibria.

We consider multiple equilibrium concepts for a variety of games, including Nash and subgame perfect equilibria, 
and analyze the quality of these equilibria. The results include several lower and upper bounds on what is known 
as the price of anarchy, or variations thereof. The main class of games we consider is the class of congestion 
games. Congestion games model the allocation of scarce resources to a set of players. The model includes as 
special case the celebrated network routing games, a classical showcase problem in algorithmic game theory. 
Applications include the design of street networks in order to mitigate delays due to traffic jams, or the design of 
internet protocols that result in more efficient use of available bandwidth.
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1

Chapter 1

Introduction

1.1 Informal Introduction

Game theory is a branch of mathematics that aims to predict rational behavior

by modeling situations where different interacting parties are involved. Game

theory is used in diverse fields, including economics, psychology, and since

recently, computer science. Applications of game theory range from explanation

of evolutionary processes [96] to kidney exchange programs [83]. A classic

example of game theory is the prisoner’s dilemma.

Example 1.1. Two criminals have been caught and are being interrogated

separately. Unfortunately, there is not enough proof for a full conviction, but

there is enough evidence to lock them away for one year for minor charges. The

criminals are now presented with the following dilemma:

• If both prisoners confess their crimes, they are locked away for ten years

each.

• If both prisoners deny their crimes, they are locked away for one year each

for minor charges.

• If one prisoner confesses, and the other prisoner denies, then the confessing

prisoner is released, while the prisoner who denies is locked away for eleven

years.

�
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The prisoners are players in a game, where their strategies and the outcomes

of strategy pairs (profiles) are shown in Table 1.1. All tables in this section

should be read as follows: The first number in each entry is the cost/utility

for player 1, while the second number is the cost/utility for player 2. For this

example, if player 1 denies and player 2 confesses, player 1 gets a sentence of

eleven years, while player 2 gets no sentence at all.

If both players behave rationally, then they would both confess, since this

saves each prisoner one year of prison, regardless of what the other player chooses.

Interestingly, although both players could have ended up with only one year by

cooperating, instead rational behavior results in an outcome where both players

go to jail for ten years each. Such an outcome where no player can improve

by unilaterally changing her strategy, is called a Nash equilibrium, named after

Nobel laureate John Nash. Early forms of Nash equilibria have been used in

game theory since 1838 [33] to predict the behavior of players in many different

applications.

player2

deny confess

player1
deny (1,1) (11,0)

confess (0,11) (10,10)

Table 1.1: Prisoner’s dilemma from Example 1.1.

An application is vehicle routing, where drivers (players) have to decide on a

path to their destination in a road network, where road segments (edges) become

congested; the travel time of a road segment increases with the number of players

using that edge.

Example 1.2. Consider the following road network, depicted in Figure 1.1:

There are 100 players who want to travel from s to t as quickly as possible.

One option is to travel along the highway, which always takes 100 minutes.

Alternatively, they can choose to take the scenic shortcut, which gets congested

easily and therefore takes exactly as many minutes as the number of players

using it. �

It is a Nash equilibrium when all players use the shortcut; each player travels

for 100 minutes, and no player can improve by switching to the highway. However,

if the players were to cooperate, and only half the players would take the shortcut,

then the average travel time per player would be only (50+100)/2 = 75 minutes.
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s t

c(x) = x

100

Figure 1.1: Routing game from Example 1.2 (A discrete version of Pigou’s

example [78]).

In both of the above examples, the Nash equilibrium seems like a good

prediction of rational behavior. However, this is not true in general. Consider

the following game:

Example 1.3. Two lovers are planning a date, and each lover has three options:

Watch a live soccer match, have high tea, or break up. Player 1 (the guy) would

rather watch soccer, and player 2 (the girl) prefers high tea, but either player

prefers any date over breaking up. However, if any player breaks up, both players

are equally sad, regardless of their choice. Utilities for the different outcomes

are shown in Table 1.2. �

This game has three Nash equilibria; both players watch soccer, both players

have high tea, or both players break up. One might be surprised that the latter

outcome is a Nash equilibrium, but it is easy to check that neither player can

improve by unilaterally changing their choice. Nevertheless, breaking up does

not seem like a rational choice for either player, given these utilities.

player2

soccer high tea break up

soccer (10,5) (0,0) (-5,-5)

player1 high tea (0,0) (5,10) (-5,-5)

break up (-5,-5) (-5,-5) (-5,-5)

Table 1.2: Adjusted battle of sexes from Example 1.3.

Also in vehicle routing, unrealistic Nash equilibria exist; imagine everyone

hitting the brake simultaneously and parking their car on the road horizontally.

This irrational behavior would constitute a Nash equilibrium; no player could

improve by continuing to drive, since all roads are blocked by the other players.
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But even if we do not include this option in our model, certain networks would

lead to unrealistic equilibria, as shown in the following example:

Example 1.4. There are two players. Player one travels from s to t1, while

player two travels from s to t2. Between s and t1 and between s and t2, there

are edges with travel time (in hours) equal to the number of players using that

edge. Also, there is an edge with a constant travel time of one hour between t1
and t2. This example is shown in Figure 1.2. �

It is a Nash equilibrium when player 1 travels from s via t2 to t1, and player

2 travels from s via t1 to t2, yielding a social cost (total travel time) of four hours

(two hours for each player). Note that neither player can improve by unilaterally

changing her choice; this would also yield a travel time of two hours for the

deviating player. Nevertheless, we expect that both players would travel to their

destinations directly, in practice. Note that in this outcome, the social cost is

only two hours (one hour for each player), and no outcome yields a smaller total

travel time. Such a situation is called a social optimum.

c(x) = x

1

s

t1 t2

c(x) = x

Figure 1.2: Routing game from Example 1.4.

Examples 1.3 and 1.4 indicate that Nash equilibria might give an overly

pessimistic view of rational behavior. The price of anarchy is a concept that

measures the costs to society due to players behaving selfishly, defined as the

ratio between the social cost in the worst-case Nash equilibrium and the social

cost in the social optimum. In Example 1.4, the price of anarchy is 4/2 = 2.

For some games, the price of anarchy is quite large, due to pessimistic

Nash equilibria. This is due to the fact that the only requirement for a Nash

equilibrium is that no single player can improve by unilaterally changing her

strategy. To mitigate this effect, alternative, stronger concepts have been studied

as well, for example, the strong price of anarchy [5], where no group of players
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can improve by deviating, and the price of stability [7], which compares the

best-case Nash equilibrium to the social optimum. Recently the sequential price

of anarchy was introduced by Paes Leme et al. [77]. The sequential price of

anarchy compares the social optimum to the worst subgame perfect equilibrium of

a corresponding sequential game. The latter means that instead of choosing their

strategies simultaneously, players choose their actions sequentially. The goal is

to obtain better equilibria, since players do not assume that the other players are

static, but instead use farsighted behavior to predict how other players will react.

However, there are disadvantages to sequential games: since players can not

change their strategies after they have chosen, the resulting outcome might not

be a Nash equilibrium in the original game. Therefore, the sequential price of

anarchy might even be higher than the price of anarchy. The following example

illustrates this point:

Example 1.5. Producing a certain good costs three million dollars per year.

Company a (player 1) has been producing it for a long time and has a yearly

revenue of ten million dollars. Company b (player 2) is deciding whether or

not to join the market, obtaining half of player 1’s share, if player 1 does not

advertise. Player 1 can decide whether or not to spend four million dollars on

advertising. Doing so, would yield her an 80 percent market share if player 2

joins the market. The resulting profits are shown in Table 1.3. �

For utility maximization games like Example 1.5, the social optimum is an

outcome where the social welfare (total profit) is maximized. In this case, the

social welfare is maximized at seven million dollars, which happens when both

players refrain. In the only Nash equilibrium, player 1 refrains from advertising,

and player 2 joins the market, yielding a social welfare of four million dollars.

The subgame perfect equilibrium of the sequential game, where player 1

chooses first, is found as follows: If player 1 were to refrain from advertising,

then player 2 maximizes her profit by joining the market, resulting in a profit of

two million dollars for player 1. If, on the other hand, player 1 does advertise,

then player 2 maximizes her profit by refraining from joining, resulting in a

profit of three million dollars for player 1. In the subgame perfect equilibrium we

assume that player 1 is farsighted and therefore arrives at the same conclusions.

Therefore, she maximizes her profit by choosing to advertise, yielding a social

welfare of three million dollars. We see that the price of anarchy is 7/4, while the

sequential price of anarchy is 7/3. Note that for utility maximization games, the

nominator and denominator of the price of anarchy are interchanged, compared
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to cost minimization games.

player2

refrain join

player1
refrain (7,0) (2,2)

advertise (3,0) (1,-1)

Table 1.3: Market game from Example 1.5.

We notice that the costs of decentralization depend on the equilibrium concept

we use. This raises the question which equilibrium concept is best suited for

which class of games. In this thesis, we consider different equilibrium concepts

(mainly Nash and subgame perfect equilibria) for different classes of games. We

mainly focus on the class of congestion games, of which applications include

the design of networks (e.g. road networks or the internet) and the division of

scarce resources. At the end of this thesis, we present our conclusions on the

applicability of these concepts, and we obtain many interesting insights along

the way.

1.2 Fast Track To the (Sequential) Price of An-

archy

In this section we give a historic sketch of game theory, starting very broadly,

gradually narrowing the focus to arrive at the specific research questions that

form the main topic of this thesis. In doing so, here we primarily focus on

quality of equilibria and even neglect important branches of game theory like

cooperative game theory, or social choice theory. Game theory is a young field

of mathematics that has many applications in the social sciences and since

recently, also in computer science. Eight nobel prizes in economics have been

awarded for game theoretical work. While many regard Von Neumann’s ‘Zur

Theorie der Gesellschaftsspiele’ in 1928 [73] as the start of game theory, game

theoretical situations are as old as life itself [96]. One of the earliest known

correspondences on game theory dates back to 1713, where Waldegrave (see [15])

discusses strategies in the French game of tric-trac. In 1838, Cournot used a

more practical economic setting to analyze strategies in duopolies, introducing

the Cournot equilibrium [33], which predicts the amount of goods produced by
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companies in an economic application, called Cournot competition. One of the

first formal works was by Zermelo [98] in 1913, proving that in the game of chess,

there either exists a winning strategy for white, a winning strategy for black,

or a strategy that guarantees at least a draw for either player. In 1920 Pigou

developed the concept of externalities (costs imposed on others that are not

taken into account by the acting player) in ‘The economics of welfare’ [78]. This

work includes the analysis of equilibria in a classic network routing problem,

now known as Pigou’s example (similar to Example 1.2).

While the latter three authors consider equilibria in specific games, Von

Neumann obtained a more general result in 1928, proving the existence of mixed

Nash Equilibria in any finite zero-sum game with perfect information, using his

minimax theorem [72]. This provided the basis for his book ‘Theory of games

and economic behavior ’ together with Morgenstern [73]. In 1951 Nash extended

the result even further by using Brouwer’s fixed point theorem [22] to prove the

existence of mixed Nash equilibria in any finite game [71]. Selten noticed that

certain Nash equilibria are unreasonable from an economic point of view. As an

alternative equilibrium concept, he introduced subgame perfect equilibria [90],

which are guaranteed to exist in games with complete information, opposed to

pure Nash equilibria.

Since the end of the previous century, the field of algorithmic game theory

rapidly became more relevant due to the development of the internet. Where clas-

sic game theory focuses mainly on existence and classification results, algorithmic

game theory mainly focuses on the following [84]:

1. The complexity of computing equilibria.

2. The design of mechanisms that optimize the quality of equilibria.

3. The quality of equilibria that naturally arise in games.

As to the first item, we can not expect the players to arrive at an equilibrium,

when we cannot efficiently compute the equilibrium ourselves. This reasoning

dates back at least 50 years [79] and indicates the relevance of analysis of the com-

plexity of finding equilibria. Rosenthal proved that in routing games as defined

in [81], a pure Nash equilibrium can be found using best response dynamics, i.e. a

series of improving deviations. However, in 1994 Fabrikant et al. [40] proved that

the problem of finding a pure Nash equilibrium in atomic congestion games is

PLS-complete, and that there exist examples where best response dynamics uses

an exponential number of steps. Papadimitriou introduced the complexity class
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PPAD and proved that the problem of computing a mixed Nash Equilibrium of

a game represented in strategic-form is contained in this class [76]. Daskalakis

et al. [36] later proved that this problem is PPAD-complete for three or more

players. Daskalakis and Papadimitriou [37], and Chen and Deng [28] extended

this result to include the three-player case and the two-player case respectively.

As to the second item, the area of mechanism design is about problems

where each player holds private information (a so-called type) that is necessary

to optimize a certain objective. A mechanism is an algorithm that, given

reports of the players, outputs a solution to such a problem and a payoff to

any player. DasGupta et al. [35], Holmström [56] and Myerson [70] proved the

revelation principle: for any mechanism design problem, if a solution and payoff

can be achieved in an equilibrium of an arbitrary mechanism, then the same

solution and payoff can be achieved in an equilibrium of a truthful mechanism,

i.e. an equilibrium where every player reports their true type. For example,

the second price (Vickrey) auction is a truthful mechanism for single-item

auctions [95]. The VCG mechanism, named after Vickrey [95], Clarke [30] and

Groves [50], generalized the Vickrey auction to incentivize truthfulness to obtain

the social optimum for any mechanism design problem with a utilitarian objective

function. Unfortunately, the latter is not true for general objective functions. Of

course, incentivising truthfulness comes at a cost. In ‘Algorithmic Mechanism

Design’ [74], Nisan and Ronen proposed the systematic study of the cost of

truthfulness, i.e. the decrease in efficiency of a truthful mechanism, compared to

an optimal algorithm that knows all types.

Finally, as to the third item, in settings without a central designer, we can

only measure the decrease in efficiency in equilibria that naturally arise. To this

end, the price of anarchy was introduced by Koutsoupias and Papadimitriou [61]

to analyze the costs of decentralization in a scheduling model, where players

choose parallel links, aiming to minimize the processing time on their link.

Defined as the ratio between the social cost in the worst-case Nash equilibrium

and the optimal social cost, the price of anarchy has been used to quantify the

costs of decentralization in a variety of classes of games, most notably network

congestion games. Roughgarden and Tardos [85] obtained tight bounds on the

price of anarchy for a model of non-atomic selfish routing, where the costs of links

in a network are non-decreasing in the number of players using it. This model

was originally introduced by Beckmann [14] and includes games like Pigou’s

example [78]. One year later, Roughgarden showed that ‘the price of anarchy

is independent of network topology’ [86], i.e. the worst-case price of anarchy
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can be obtained on networks as simple as Pigou’s example. Christodoulou

and Koutsoupias [29] and independently Awerbuch et al. [10] considered a

similar routing model where atomic users select single paths, as opposed to

(non-atomic) users, who split their flow among several paths. Interestingly, the

authors obtained tight bounds that prove that for atomic players, the quality of

equilibria is worse than in the non-atomic model.

The price of anarchy is not the only concept that measures the costs of

decentralization. The following concepts compare the costs in different equilibria

to the global optimum: Anshelevich et al. introduced the price of stability [7],

which uses a best-case Nash equilibrium. Andelman et al. introduced the strong

price of anarchy [5], which uses a worst-case strong equilibrium, i.e. an equilibrium

where no group of players can improve by deviating. In 2011, Paes Leme et

al. introduced the sequential price of anarchy [77], which uses the worst-case

subgame perfect equilibrium of a sequential game.

1.3 Preliminaries

In this section, we formally define the mathematical concepts and notation that

we use throughout this thesis. Some concepts that are specific to certain chapters,

are introduced in the preliminaries of the corresponding chapters. For some

definitions, basic knowledge of graph theory and computational complexity is

required. We refer to [97] and [89] for extensive overviews on the respective

subjects. In this thesis we represent games as either strategic-form games or

extensive-form games. Any game can be represented in strategic form, while the

extensive form is a more natural representation for many classes of games. We

advise those who have trouble digesting the following definitions, to read them

alongside any example from Section 1.1, which are all games in strategic-form.

Example 1.11 is an example of an extensive-form game.

1.3.1 Games

Definition 1.6 Strategic-Form Games.

A game in strategic-form, also known as normal-form or matrix form, is a

tuple (N,S1, . . . ,Sn, C1, . . . , Cn) that consists of a finite set N of players 1, . . . , n,

and for each player i, a finite set Si of pure strategies and a cost function

Ci : S1 × · · · × Sn → R.
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Note that in the literature, a mixed strategy of player i is defined as probability

distribution on the set of pure strategies of player i. However, the concept of

mixed strategies is not without controversy [75]. In this thesis, we only consider

pure strategies, so we use a simplified definition and denote pure strategies by

strategies.

In case of two players, we can represent a game in strategic-form by a matrix,

where rows represent strategies of player 1, columns represent actions of player

2, and entries represent vectors of cost function values. This is done, e.g. in

Figure 1.1.

Definition 1.7 Strategy Profile.

A strategy profile is an ordered set S of strategies Si ∈ Si.

Definition 1.8 Extensive-Form Games.

The extensive-form representation of a game is a directed tree with root r, where

nodes are states v. Each non-leaf node is a decision state, which corresponds to a

player and a set of outgoing arcs. Each leaf l is an end state, which corresponds

to a cost vector cl. A strategy Si of player i can be seen as a function that maps

any state v corresponding to player i to a single outgoing arc of v. We say arc

(v, v′) is prescribed by strategy Si in v, if Si maps v to (v, v′). We say arc (v, v′)
is prescribed by strategy profile S in a state v that corresponds to player i, if

Si prescribes (v, v
′) in state v. Given a strategy profile S, for each player i, the

cost function Ci(S) is equal to the i-th entry of the cost-vector cl corresponding

to the unique leaf l for which all edges (v, v′) in the unique path from the root r

to leaf l, are prescribed by S in their tail v.

In this thesis, we only consider games with full information: In any state, the

corresponding player knows all actions chosen by her predecessors and knows

the possible actions and costs of her successors. In the literature, states are

called information sets that also include information on the beliefs of the players.

However, in games with perfect information, our definition suffices. Also note

that formally, the definition of extensive-form games allows for chance nodes.

However, since all games we consider are deterministic, we omit chance nodes as

well.

Throughout this thesis we denote pure strategies of a strategic-form game by

actions. The reason for this nomenclature will become apparent in Definition 1.10.

Definition 1.9 Action Profile.

An action profile is an ordered set A = (Ai)i∈N of actions. We denote by A the
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set of all action profiles. We denote by (A−i, A
′
i) the action profile where player

i chooses action A′
i and each other player chooses the same action as in A. We

denote by A<i the ordered set of actions (A1, . . . , Ai−1).

Definition 1.10 Sequential Games.

Every game I, which is represented in strategic-form with a set N of players, and

action spaces Ai and cost functions Ci(A) for all i ∈ N , has a sequential game

Q(I). Q(I) is a game, represented in extensive-form, constructed as follows: The

root node r is the only state of player 1. We recursively define the rest of the

game tree as follows: For any player i, for any state corresponding to player i,

there are |Ai| outgoing arcs, which are actions Ai in Ai. The head of any action

of player i ∈ [n− 1], is a state that corresponds to player i+ 1. Throughout this

thesis, we use [x] to denote the set {1, . . . , x}, for positive integers x ∈ N. The
head of any action of player n is a leaf. We denote any state corresponding to

player i by (A<i, i), where A<i is the set of actions in the unique path between

(A<i, i) and the root r. We denote any end state v by A, where A is the action

profile in the unique path between v and the root r. Note that A is indeed an

action profile, as by construction, any unique path from any leaf to the root,

contains exactly one action from each player. The cost of any player i ∈ N at

any leaf A ∈ A is Ci(A). We say I is the original game of Q(I).

Note that the original game is not the same as the strategic-form repre-

sentation of the sequential game, as we clarify in Example 1.11. For brevity,

throughout this thesis, when considering sequential games, we use action to

denote an action of the sequential game in extensive-form. Note that this is not

the same as an action of the sequential game in strategic-form, which we denote

by strategy.

Example 1.11. We consider the adjusted battle of sexes game from Example 1.3

on page 3. In the sequential version of this game, player 2 chooses her action

depending on the action chosen by player 1. We denote by (xyz) the strategy of

player 2 where she chooses x in the state where player 1 watches soccer, y when

player 1 has high tea, and z when player 1 breaks up. The game tree is shown in

Figure 1.3. As we see from the game tree, player 1 has the same strategy set as

in the strategic-form game, but player 2’s strategy set contains other strategies,

like ‘always watch soccer’ (sss), or ‘break up if player 1 watches soccer, and have

high tea if player 1 has high tea or breaks up’ (bhh). Note that this sequential

game can also be represented in strategic-form, partially shown in Table 1.4.
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The entire matrix has 33 = 27 columns, which indicates why the extensive-form

representation is preferred over the strategic-form for sequential games. �

player 1

player 2

s h b

s h b s h b s h b

(10, 5) (0, 0) (-5,-5) (0, 0) (5, 10) (-5,-5) (-5,-5) (-5,-5)(-5,-5)

Figure 1.3: Sequential battle of sexes from Example 1.11.

player2

sss ssh ssb shs . . .

player1

s (10,5) (10,5) (10,5) (10,5)

. . .h (0,0) (0,0) (0,0) (5,10)

b (-5,-5) (-5,-5) (-5,-5) (-5,-5)

Table 1.4: Strategic form representation (partial) of sequential battle of sexes

from Example 1.11.

Definition 1.12 Outcome.

The outcome of a sequential game with strategy profile S is an action profile,

resulting from S. It is recursively defined as (Ai)i∈N , where for each player

i ∈ N , Ai is the action prescribed by Si in state (A<i, i).

1.3.2 Quality of Equilibria

Definition 1.13 Cost Minimization/Utility Maximization games.

In cost minimization games, each player i aims to minimize her cost Ci(A). In
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utility maximization games, we call Ci(A) a utility function, opposed to cost

function. For clarity, we denote the utility function by U i(A) instead. In utility

maximization games, each player aims to maximize her utility U i(A).

Unless stated otherwise, we consider cost minimization games.

Definition 1.14 Social Cost.

The social cost C(A) is a function that maps action profiles to R. Commonly

used functions are:

• utilitarian: The sum of costs over all players

• egalitarian: The maximum cost over all players

For utility maximization games we use a social welfare function U(A) instead.

Egalitarian social welfare is the minimum utility over all players.

Unless stated otherwise, we use a utilitarian social cost function throughout

this thesis. Note that, nowhere in this thesis do we denote by C(A) a vector of

cost functions Ci(A); C(A) is strictly reserved for the social cost.

Definition 1.15 Social Optimum.

For any game I, a social optimum is an action profile AOPT that (globally)

minimizes the social cost among all action profiles.

For utility maximization games the social optimum maximizes the social

welfare instead.

Definition 1.16 Nash Equilibrium.

For any game I in strategic-form, a pure Nash equilibrium ANE is an action profile

with the following property: No player can decrease her cost by unilaterally

deviating (choosing a different action), i.e. for any player i and any action A′
i of

i,

Ci(A
NE) ≤ Ci(A

NE
−i , A

′
i). (1.1)

We call (1.1) the Nash inequality. For utility maximization games, the

inequality is reversed.

Note that in the literature, Nash equilibria are often defined using mixed

strategies. However, throughout this thesis, we only use pure Nash equilibria,

which we call Nash equilibria for notational convenience.
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Note that any Nash equilibrium of a game yields a Nash equilibrium in

the corresponding sequential game. In Example 1.11, (b, b) in the original

game corresponds to (b, bbb) in the sequential game. However, while (b, b) is a

Nash equilibrium in the original game, (b, bbb) does not seem reasonable in the

sequential game; In this strategy profile, player 2 would break up, even if player 1

were to watch soccer instead. Therefore player 1 fears player 2’s incredible threat

of breaking up when player 1 watches soccer, and chooses to break up himself.

By thinking ahead, player 1 would watch soccer instead, expecting player 2 to

behave rationally and watch soccer as well. This farsighted behavior is modelled

in the alternative equilibrium concept that we define in Definition 1.18.

Definition 1.17 Subgame.

A subgame of an extensive form game I induced by state v, is an extensive form

game I ′ that is a copy of I, except the game tree is restricted to the unique

r − v-path and the complete subtree emanating from node v, where r denotes

the root of I.

Definition 1.18 Subgame Perfect Equilibrium.

A subgame perfect equilibrium (SPE) is a strategy profile SSPE that induces a

Nash equilibrium in every subgame of a given extensive-form game [90]. We say

an action profile ASPE of a sequential game is a subgame perfect outcome, if ASPE

is the outcome of a subgame perfect equilibrium. We say an action Ai of player

i is subgame perfect in state v, if in the subgame induced by v, there exists a

subgame perfect equilibrium where player i chooses Ai.

Note that in all cases that are considered in this thesis, subgame perfect

equilibria can be computed by backward induction, because we consider exclu-

sively games with perfect information, i.e. in each state v a player has perfect

information about the actions chosen by her predecessors. As an example of

backward induction, consider Example 1.11; if player 1 watches soccer, then

player 2 maximizes her utility by watching soccer as well. If player 1 has high

tea, then player 2 maximizes her utility by having high tea as well. If player 1

breaks up, then any action of player 2 maximizes her utility. Independent of

the action that player 2 chooses when player 1 breaks up, player 1 maximizes

his utility by watching soccer. This yields three subgame perfect equilibria

(s, shs), (s, shh), (s, shb), each of which yields subgame perfect outcome (s, s),

i.e. both players watch soccer. The subgame perfect equilibrium (s, shb) is

represented by fat lines in Figure 1.3.
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Definition 1.19 Price of Anarchy.

The price of anarchy (PoA) measures the costs to society due to players behaving

selfishly [61]. For any game I, the price of anarchy is

PoA(I) = max
ANE∈ANE(I)

C(ANE)

C(AOPT)
, (1.2)

where ANE(I) denotes the set of all Nash equilibria of game I, and AOPT is a

social optimum. Note that the specific social optimum is irrelevant, since all

optimal action profiles have the same social cost. The price of anarchy of a class

of games C is defined as

PoA(C) = sup
I∈C

PoA(I) (1.3)

We write PoA if the game or class of games is clear from context.

When considering utility maximization games, we take the maximum over

U(AOPT)/U(ANE) instead. Note that pure Nash equilibria exist for all games

that are considered in this thesis.

Definition 1.20 Sequential Price of Anarchy.

Similar to the price of anarchy, when considering costs, for any sequential game

Q(I), the sequential price of anarchy (SPoA) [77] is defined as:

SPoA(Q(I)) = max
ASPE∈ASPE(Q(I))

C(ASPE)

C(AOPT)
, (1.4)

where ASPE(Q(I)) denotes the set of all subgame perfect equilibria of game Q(I),

and AOPT is a social optimum. The sequential price of anarchy of a class of

games C is defined as

SPoA(C) = sup
I∈C

SPoA(Q(I)) , (1.5)

where Q(I) denotes the sequential game of I. We write SPoA if the game or

class of games is clear from context.

When considering utility maximization games, we take the maximum over

U(AOPT)/U(ASPE) instead. Note that subgame perfect equilibria are guaranteed

to exist in games with full information [90], therefore subgame perfect equilibria

exist for all games that are considered in this thesis.
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1.3.3 Classes of Games

Definition 1.21 Symmetric Games.

A symmetric game is a game where all players have the same action space, i.e.

for all players i, j ∈ N , it holds that Ai = Aj .

Definition 1.22 Generic Games.

A generic game is a game where no two different actions of any player could

yield the same cost, i.e. for any player i ∈ N , for any action profiles A,A′ ∈ A
such that Ai �= A′

i, it holds that Ci(A) �= Ci(A
′)

The definition of generic games varies among literature. Our definition is

sufficient for each of the results we have come across. Even though it might seem

that this property is only a small restriction, it can have a big impact on the

costs of decentralization, as implied by a comparison of results of Paes Leme et

al. [77] and Bilò et al.[19]. Note that each generic sequential game has a unique

subgame perfect equilibrium. See also Section 4.4.

Definition 1.23 Congestion Games.

An (atomic) congestion game is defined as follows: There is a set R of resources,

and the action space Ai ⊆ 2R of any player i ∈ N is a set of subsets of R. We

say a player i chooses a resource r, if player i chooses an action containing

r. Each resource r ∈ R has a cost function cr : N → R+ that is positive and

non-decreasing. Given an action profile A, each resource r has cost cr(xr), where

xr denotes the number of players choosing r in A. Each player i ∈ N pays the

cost of each of the resources in her chosen action Ai: Ci(A) =
∑

r∈Ai
cr(xr). The

opportunity cost of a resource r is defined as cr(xr + 1), the cost an additional

player would pay by choosing r. We say a resource r is free if xr = 0, i.e. no

player has chosen r. We say a player chooses a free resource r if no other player

i chooses r.

The following are subclasses of congestion games:

Definition 1.24 Affine Congestion Games.

Affine congestion games are congestion games, where cost functions of all re-

sources r ∈ R are of the form Cr(x) = αr + βrx for αr ≥ 0, βr ≥ 0. We call

αr the constant cost of resource r and βr the weight of resource r. We denote

by α(R′) =
∑

r∈R′ αr the total constant cost of resources in R′ ⊆ R and by

β(R′) =
∑

r∈R′ βr the total weight of resources in R′ ⊆ R.
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Definition 1.25 Linear Congestion Games.

Linear congestion games are affine congestion games where constant costs are

zero, i.e. αr = 0 for all resources r ∈ R.

In the literature, affine and linear are often used interchangeably, but for this

thesis the distinction is important, since some results hold for only one of the

classes.

Definition 1.26 Singleton Congestion Games.

Singleton congestion games are congestion games, where all actions consist of

only a single resource, i.e. |Ai| = 1 for any player i and any action Ai of i.

Singleton congestion games are also known as load balancing games.

Definition 1.27 Network Congestion Games.

Network congestion games are congestion games, where there is a directed graph

G = (V,E), which contains a source node si ∈ V and a sink node ti ∈ V for

each player i ∈ N . All arcs in E correspond to resources, and for each player

i ∈ N , the action space Ai consists of all si-ti-paths.

Example 1.2 is an example of an affine singleton symmetric atomic congestion

game.

In non-atomic congestion games [14] (see also [88]), single players are infinites-

imally small and have only infinitesimal contribution to the cost of a resource.

In integer-splittable network congestion games [82], and k-splittable network

congestion games [65], each player may split her flow along paths. In weighted

congestion games [66], players have weights and the cost of a resource depends

on the total weight of players on that resource. For each of these classes, we omit

exact definitions, as we only consider unweighted atomic unsplittable congestion

games throughout this thesis.

1.4 Outline

This thesis is organized as follows: Chapter 2 gives a literature review of results

on the sequential price of anarchy. This chapter is specifically written for those

who aim to obtain sequential price of anarchy results for classes of games used

in their personal research. Chapters 3, 4, 5, and 6 are based on corresponding

research papers underlying this thesis.

In Chapter 3, we consider the sequential price of anarchy for affine atomic

congestion games. Our main result is a highly non-trivial linear program that
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yields a tight bound of 1039/488 on the sequential price of anarchy for three

players. This is especially interesting compared to the well understood price of

anarchy (2 for two players and 2.5 for three or more players [61, 10]), indicating

that the sequential version of this game is more intricate than the simultaneous

version. We also obtain bounds for singleton and singleton symmetric subclasses.

In Chapter 4, we consider affine symmetric network congestion games. Our

main result is that the sequential price of anarchy is unbounded. This coun-

terintuitive result greatly utilizes ties. We also comment on generic games to

mitigate the effect of these ties. Other results include a tight bound on the

sequential price of anarchy for the two-player case and a lower bound on the

price of anarchy, matching the classic upper bound of 2.5 [24].

In Chapter 5, we consider the price of anarchy of symmetric k-uniform

congestion games, where each action contains exactly k resources. Our main

result is that, given affine cost functions, the price of anarchy is strictly between

4/3 [41] (symmetric singleton case) and 2.5 [24] (general case). We also consider

the price of anarchy for general matroids and polynomial cost functions, and the

sequential price of anarchy for general matroids.

In Chapter 6, we introduce the class of set packing games, a decentralized

version of the classic maximum weight set packing problem. This is the class

of games that first piqued our interest in the sequential price of anarchy, as we

show a gap in the quality of equilibria between the simultaneous version and

the sequential version. We also prove tight bounds for alternative equilibrium

concepts. Interestingly, all obtained bounds are tight, even when considering

approximate equilibria.

Chapter 7 contains yet unpublished results on isolation games, where players

choose nodes in a graph, aiming to maximize their distance to other players.

Tight bounds on the quality of equilibria are known for subclasses of isolation

games [6, 20]. However, for the special case of three-player nearest neighbor

isolation games with a utilitarian objective function, both the price of anarchy

and the sequential price of anarchy were left open. We prove a tight bound for

both.

Finally, in the epilogue (Chapter 8), we summarize our most important

results, comment on their applicability, and discuss the most interesting open

questions resulting from this thesis.

As each chapter is, except for the basic definitions in Section 1.3, essentially

self-contained, some overlap may exist in the respective introductory parts of

the chapters. Note that Harks and Miller [52] define resource allocation games



503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong

1.4. OUTLINE 19

as a more general version of congestion games, namely with arbitrary utility

functions of players and cost sharing methods (but so that pure Nash equilibria

are guaranteed to exist). Despite the title of this thesis, some of the resource

allocation games we consider do not fall under the definition of Harks and Miller.
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J. de Jong and M.J. Uetz. The sequential price of anarchy for atomic congestion

games. In Proceedings of the 10th WINE, 429–434, 2014.

J.R. Correa, J. de Jong, B. de Keijzer, and M.J. Uetz. The curse of sequentiality

in routing games. In Proceedings of the 11th WINE, 258–271, 2015.
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http://eprints.eemcs.utwente.nl/26855.
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Chapter 2

State of The Art of the

Sequential Price of Anarchy

In 2012, the sequential price of anarchy was introduced by Paes Leme, Syrgkanis

and Tardos [77]. The authors claim that for many games “the subgame perfect

equilibrium of their sequential version is a much more natural prediction, ruling

out unreasonable equilibria, and leading to much better quality solutions.” The

authors proved bounds on the sequential price of anarchy for four classes of

games, improving the quality of equilibria compared to a simultaneous setting,

thereby revealing ‘The curse of simultaneity’. Less than a year later, Bilò et

al. [19] “put the expected performances of subgame perfect equilibria back in

their right perspective”, by showing that multiple of the claims by [77] were in

fact too optimistic and only hold for generic games. On the other hand, their

results indicate the counterintuitive nature of sequential equilibria, which makes

them very interesting from a theoretical perspective. Since then, a handful of

papers were written on the sequential price of anarchy [6, 32, 51, 57, 58, 63, 80]

for different classes of games. In this chapter we briefly list these results. It is

written specifically with those in mind, who are interested in proving bounds

for the sequential price of anarchy of classes of games in their personal research.

Therefore we group the upper bound results in the main part of this chapter by

proof technique (Section 2.3). We hope this structure provides inspiration to

find the right proof technique for the right class of games. We only give succinct

outlines of proofs; those who are interested in specifics are referred to the cited



503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong

22 CHAPTER 2. STATE OF THE ART OF THE SPOA

articles. We also provide definitions of considered classes of games (Section 2.1),

the state of the art on complexity (Section 2.2), lower bounds (Section 2.4)

and we consider two alternative concepts for predicting behavior in a sequential

setting (Section 2.5).

2.1 Preliminaries

In this section, we give definitions of classes of games that are not defined in other

chapters. Subclasses of congestion games are defined on page 16. Definition 6.2

of set packing games is to be found on page 109, and Definition 7.1 of isolation

games is to be found on page 132.

Definition 2.1 Cut Games.

Cut games are symmetric utility maximization games where the action space

consists of two actions (sides) a, b and there is a weight wij = wji for any

combination of two players i, j ∈ N . The utility of any player i is the total

weight of i with players choosing the other side, i.e. Ui(A) =
∑

j∈N |Aj �=Ai
wij .

Definition 2.2 Consensus Games.

Consensus games are symmetric utility maximization games where the action

space consists of two actions (sides) a, b and there is a weight wij = wji for

any combination of two players i, j ∈ N . The utility of any player i is the total

weight of i with players choosing the same side, i.e. Ui(A) =
∑

j∈N |Aj=Ai
wij .

Note that Definition 1.22 of generic games is too strong for cut and consensus

games. Due to symmetry, the classes of generic cut games and generic consensus

games would be empty. Paes Leme et al. [77] use a weaker definition where no

weight wij is zero.

Definition 2.3 Item Bidding Games.

An item bidding game is a utility maximization game that results from a first

price item bidding mechanism and is defined as follows: There is a set J of items,

a positive integer k, and a value vij for each combination of players i ∈ N and

items j ∈ J . An action of player i is a vector of positive bids bij over all items

j ∈ J . The selection J ′ ⊆ J of the game is defined as a subset of k of these items,

that maximizes
∑

i∈N (maxj∈J′ bij) over all subsets of J of size k. The social

welfare is
∑

i∈N (maxj∈J′ vij). Note that J ′ is chosen in such a way to maximize

social welfare, if each player bids her true value, i.e. if vij = bij for all players i
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and all items j. The utility Ui(A) of player i is maxj∈J ′ vij −
∑

j∈J ′ bij , where

bij denote the bids in action profile A, i.e. each player obtains the maximum

personal value among all selected items, but has to pay her bids for all selected

items.

Definition 2.4 Resource Sharing Games.

A resource sharing game is defined as follows: There is a set R of resources.

Each action Ai consists of a single resource r, i.e. |Ai| = 1 for all actions Ai ∈ Ai

of all players i. Each resource r ∈ R has a cost wr/xr, where wr is a constant

and xr denotes the number of players choosing r. Each player i pays the cost

Ci(A) = wr/xr of her chosen resource, where r denotes the resource chosen by i

in A. Note that resource sharing games are not a subclass of singleton congestion

games, as the cost of each resource is decreasing in xr. Paes Leme et al. [77] call

this class machine cost sharing game with fair cost allocation, while Anshelevich

et al. [7] call it fair connection games.

Definition 2.5 Tree-Graph Coordination Games.

A tree-graph coordination game is a utility maximization game defined as follows:

There is a set C of colors and a tree (N,E), where vertices correspond to players.

The action space Ai ⊆ C of a player i is a subset of colors, i.e. each player i

chooses a single color Ai. The utility Ui(A) of any player i is

|{j : ({i, j} ∈ E and Ai = Aj)}|,

i.e. the number of neighbors choosing the same color.

Definition 2.6 Unrelated Machine Scheduling.

An unrelated machine scheduling game is defined as follows: There is a set R

of m machines and a processing time pir ≥ 0 for each combination of players

i ∈ N and machines r ∈ R. Each player chooses a single machine ri from her

action space Ai ⊆ R. Given an action profile A = (ri)i∈N , each machine r ∈ R

has a completion time cr(A) =
∑

i∈N :ri=r pir, equal to the total processing time

of players who choose that machine. The cost of each player is equal to the

completion time of her chosen machine: Ci(A) = cri(A). This game has an

egalitarian social cost maxi∈N Ci(A) = maxr∈R cr(A), which we call makespan.

Definition 2.7 Identical Machine Scheduling.

Identical machine scheduling games are a symmetric subclass of unrelated machine

scheduling games, where processing times are independent of machines: pir = pir′

for all players i ∈ N and machines r, r′ ∈ R.
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2.2 Complexity

Intuitively, one would expect that finding a subgame perfect outcome is a hard

problem: The size of the game tree is exponential in the number of players n, so

unless there is a way to avoid using backward induction on the game tree to find

the subgame perfect outcome, there is no hope to find it in polynomial time.

Paes Leme et al. [77] formally prove that it is in general PSPACE-complete to

compute a subgame perfect outcome. Moreover, the authors show that this result

holds specifically for congestion games and unrelated machine scheduling games

by reduction from the quantified Boolean formula problem. This reduction does

require a large number of players. Theorem 4.13 of this thesis shows that for

symmetric network congestion games, finding a subgame perfect outcome is

NP-hard, even in case of only two players. While these results cast doubt on

the predictive power of subgame perfect equilibria, they also give us direction

to which classes of games yield credible equilibria; classes where the subgame

perfect outcome has nice properties that make it easy to find.

2.3 Upper Bounds

We use a simple resource sharing game to clarify the proof techniques in each of

the following subsections.

Example 2.8. There are three players and two resources a, b. Both resources r

have cost 6/xr. Each player can choose any single resource. This game is shown

in Figure 2.1. �

Even though the subgame perfect outcome of this particular example can

easily be found by backward induction on the game tree, and some of the

following techniques even yield bounds that are not tight, the purpose of this

example is only to give the reader a better understanding of these techniques.

2.3.1 Induction

In the sequential setting, it is natural to use proofs by induction; except for

the simplest cases, obtaining a good upper bound on the cost of some player

i requires some information about the actions her successors will choose. The

action that the last player chooses is often clear, and other actions can be found



503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong

2.3. UPPER BOUNDS 25

1

2

3

wa = wb = 6

C1 = 3

C2 = 3

C3 = 6

a b

Figure 2.1: An action profile of the resource sharing game in Example 2.8.

Columns represent machines. Numbers represent players. The height of each

resource corresponds to its weight. Ci denotes the cost of player i in the depicted

outcome.

using backward induction on the set of players. Induction can be combined with

any of the proof techniques in the following subsections.

2.3.2 Exploiting Combinatorial Properties

Even though it is in general PSPACE-complete to find a subgame perfect out-

come [77], for specific games, properties of equilibria can be derived using

combinatorial arguments. For Example 2.8, by symmetry we see that there

exists a subgame perfect equilibrium where player 1 chooses resource a, see also

Figure 2.2. While this does not yield an upper bound by itself, it could yield an

upper bound, when combined with other properties or techniques.

1

2

3

a b

1

2

3

a b

Figure 2.2: For each action profile of the game in Example 2.8, where player 1

chooses a, there is a symmetric action profile where she chooses b.
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An often used property is that any subgame perfect outcome of a sequential

game, corresponds to an outcome of a similar problem, e.g. the original game or

an approximation algorithm of a centralized version of the game. In that case,

any upper bound on the cost of decentralization or approximation guarantee

carries over. The following methods that use combinatorial properties are used

in the literature.

• Prove that any subgame perfect outcome of a sequential game

is a social optimum.

This method is implicit in Paes Leme et al. [77] and shows that for generic

consensus games every player chooses the same action, yielding the optimal

social cost, therefore SPoA = 1. Angelucci et al.[6] prove that for isolation

games with two players, the subgame perfect equilibrium coincides with

the social optimum by the simple argument that both players have the

same cost. For item bidding games, Lucier et al. [63] show that subgame

perfect outcomes are always social optima. Interestingly, in this private

information setting, optimality via subgame perfection is achieved even

though players do not bid truthfully.

• Prove that any subgame perfect outcome of a sequential game,

is a Nash equilibrium in the original game.

Note that not every game has this property; although every subgame

perfect equilibrium of game I is by definition a Nash equilibrium in game

I, the sequential game Q(I) is not the same game as I. This method is

used in Theorem 3.21 of this thesis to obtain an upper bound of 4/3 for

affine symmetric singleton congestion games and in Theorem 6.15 of this

thesis to obtain an upper bound of 2 for set packing games.

• Prove that any subgame perfect outcome of a sequential game

is a strong equilibrium in the original game.

This method is used by Rahn and Schäfer [80] to show that for tree-graph

coordination games, any subgame perfect outcome is a strong equilibrium

(an equilibrium where no group of players can deviate, such that every

member of that group improves). This not only yields a SPoA of 2 to

match the strong price of anarchy, but it also yields a polynomial-time

algorithm to find a strong equilibrium, as for this particular class of games,

subgame perfect outcomes can be found in polynomial time.
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• Prove that any subgame perfect outcome of a sequential game

corresponds to the outcome of certain known algorithms.

This method is used by Paes Leme et al. [77] to show that the subgame

perfect outcome of a generic resource sharing game corresponds to the

output of an approximation algorithm of the centralized version of the

problem [92]. Therefore the O(logn)-bound carries over.

• Prove that if the SPoA is not bounded from above by some con-

stant, then additional combinatorial properties can be derived,

which again yield upper bounds on the SPoA.

This method is used in Theorem 3.20 of this thesis to show that for affine

singleton congestion games, SPoA ≤ n− 1; by assuming for contradiction

that SPoA > n− 1, we derive combinatorial properties, which we use to

lower bound the cost of players in the social optimum.

2.3.3 Complete Enumeration Over All States

For some classes of games with a small number of players, it is possible to

consider all states in the game tree. For Example 2.8 we assume that player

1 chooses a by the symmetry argument in Section 2.3.2, and we derive that if

player 2 chooses a, then player 3 chooses a. Alternatively, if player 2 chooses b,

then player 3 could choose either a or b. In either case, player 2 prefers a, since

this yields cost 2 instead of 3 or 6. Then player 3 chooses a as well, yielding

social cost 2 + 2 + 2 = 6. It is not hard to see that this is optimal, from which

we conclude that SPoA = 1 for this game. The game tree is shown in Figure 2.3.

Note that for specific instances, complete enumeration is simply backward

induction on the game tree. For classes of games, complete enumeration is not

as trivial however, because the finiteness of worst case examples is generally not

clear.

For Theorem 7.8 of this thesis, we use complete enumeration to find an upper

bound of 2 for three-player isolation games with a nearest neighbor objective

and a utilitarian social cost function. As opposed to Example 2.8, the number of

actions is not fixed, so we enumerate based on distances between chosen vertices,

instead of specific actions.

For both affine (non-symmetric) two-player congestion games and affine

symmetric two-player network congestion games, we use combinatorial arguments

to upper bound the size of the game tree before using complete enumeration.
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a

a b

a b a b

(2, 2, 2) (3, 3, 6) (3, 6, 3) (6, 3, 3)

Figure 2.3: The game tree of Example 2.8, where without loss of generality

player 1 chooses a due to symmetry. Fat lines represent actions prescribed by the

subgame perfect equilibrium.

Theorem 3.1 of this thesis yields an upper bounds of 3/2 for the non-symmetric

case, and Theorem 4.1 of this thesis yields an upper bound of 7/5 for the

symmetric network case.

For three-player congestion games we take this approach one step further,

by upper bounding the total number of resources as well. Theorem 3.9 of this

thesis uses these properties to construct a highly non-trivial linear program that

yields a surprising tight upper bound of 1039/488 for affine congestion games.

2.3.4 Backward Propagation of Maximum Cost Guaran-
tee

This technique only works for games I, where for any player i ∈ N , removing all

successors of i from I yields a well-defined game Ii, as opposed to the battle of

sexes (Example 1.3) on page 3, for example. Denote by Ci(A<j+1) the cost of

player i in action profile A<j+1 of game Ij . We say Ci(A<i+1) is the immediate

cost of player i. When the following conditions hold, any player can guarantee

maximum cost M :

• Any player i can guarantee immediate cost at most M , independent of the

actions chosen by her predecessors.

• For any player i, any player j who raises the cost of i, adapts the cost of
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i herself, i.e. for any successor j of i, for which Ci(A<j) < Ci(A<j+1), it

holds that Ci(A) = Cj(A) in any action profile A in which players 1, . . . , j

choose A<j+1.

For Example 2.8, any player can obtain immediate cost at most 6, since any

resource costs at most 6. For resource sharing games, the second condition

trivially holds, since machine costs are decreasing in the number of players.

However, note that the second condition would hold, even in case of increasing

machine costs: The only way for a successor j of player i to influence the cost

of i, is to choose the same resource, obtaining the same cost. This argument is

visualized in Figure 2.4.

1

2

3

a b

M

Figure 2.4: In Example 2.8, no player has cost more than M = 6 and any players

choosing the same resource have the same cost.

Hassin and Yovel formally prove that these conditions are sufficient [51]

and generalize the above reasoning to an upper bound of 2− 1/m for identical

machine scheduling games. The authors improve this bound to 4/3− 1/(3m),

when the players are ordered in non-increasing order of processing time. While

both bounds match Graham’s classic approximation ratios of the centralized

version [49], the proof techniques are different.

However, this method was used before by Angelucci et al. [6] to prove an

upper bound of 2 for isolation games with a nearest neighbor objective and

egalitarian social welfare, and an upper bound of 8 for unweighted isolation

games with a nearest neighbor objective and utilitarian social welfare.

Moreover, for a total distance objective, Angelucci et al. [6] use an interesting

generalization of this proof technique: The authors argue that any player i is

either close to some player j, obtaining utility close to the utility of j, or far
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from all players, which lower bounds the utility of i as well. This yields upper

bounds of 8 and 3.765 for egalitarian and utilitarian social welfare respectively.

2.3.5 Forward Propagation of Player-Specific Cost Guar-
antees

In certain games, it is possible to find a guaranteed maximum cost Mi for each

player i. Such guaranteed cost has the following properties:

• It depends only on actions of i and her predecessors.

• No successor of i can increase the cost of i.

Note that compared to the backward propagation technique of Section 2.3.4, the

first condition is more general (as it is player-specific), but the second condition

is more specific.

For Example 2.8, M1 = 6 and M2 = M3 = 3, since players 2 and 3 can choose

the same resource as player 1. The second condition holds due to decreasing

resource costs. This is visualized in Figure 2.5.

1

2

3

a b

M1

M2 = 3

1

2

3

a b

M1

M3 = 3

Figure 2.5: In Example 2.8, player 1 can guarantee utility 6, and players 2 and

3 can guarantee utility 3 by choosing the same resource as player 1.

Bilò et al. [19] use this technique to obtain an almost trivial upper bound

of n for non-generic resource sharing games, where the guarantee Mi of any

player i, does not require any information on the action space of predecessors

or successors of player i. The authors also obtain a tight upper bound of 3 for

non-generic cut and consensus games, using guarantees that do depend on the

action space of predecessors.

Theorem 6.21 of this thesis uses a generalization of this method to find a

tight bound of e/(e− 1) for symmetric throughput scheduling games. Although
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there exist actions of some successor j of i that increase the cost of i, it is easy

to see that such an action is not subgame perfect. However, the main technical

difficulty lies in quantifying the guaranteed utility of any player i, based on the

obtained utilities of predecessors of i, i.e. the guarantee Mi not only depends

on the action space of predecessors of player i, but on specific chosen actions of

predecessors.

Another generalization of this technique is used by Bilò et al. [19] for unrelated

machine scheduling, where the cost of a player i can increase by actions of

successors. However, the authors use backward induction to find an upper bound

on this increase, yielding an upper bound of 2n.

2.4 Lower Bounds

Many lower bound examples for the sequential price of anarchy are similar to

lower bound examples for the price of anarchy. However, some counterintuitive

examples of non-generic games make use of ties to ‘threaten’ players in a way,

similar to finitely repeated games [43]. Note that it is necessary for subgame

perfect equilibria that all threats are credible, i.e. any action used as a threat has

to induce a Nash equilibrium in the corresponding subgame. Therefore, opposed

to some models for infinitely repeated games [44], players can’t use threats that

harm themselves.

Lower bounds on the sequential price of anarchy that crucially include ties

are 3 − ε for non-generic consensus and cut games [19], 2Ω(
√
n) for unrelated

machine scheduling [19], 2 for isolation games with a nearest neighbor objective

and utilitarian social cost with three players (Theorem 7.8 of this thesis) and

Ω(
√
n) for affine symmetric network congestion games (Theorem 4.7 of this

thesis).

These results, together with all other lower bound results, upper bound

results and bounds on the price of anarchy are shown in Table 2.1 to Table 2.7.

In each table, [Tx] references Theorem x in this thesis.
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PoA SPoA

n Game LB UB LB UB

2 General 1 + α[T6.4] 1 + α[T6.4] 1 + α[T6.9] 1 + α[T6.9]

∞ Identical 1 + α[T6.15] 1 + α[T6.15]
α
√
e

α
√
e−1

[T6.18]
α
√
e

α
√
e−1

[T6.18]

Table 2.1: Set packing games with α-approximate equilibria (See Definition 6.1)

PoA SPoA

n Game LB UB LB UB

n Generic Cut 2 2 2− ε[19] 3[19]

n Non-generic Cut 2 2 3− ε[19] 3[19]

n Generic Consensus ∞[12] ∞[12] 1[77] 1[77]

n Non-generic Consensus ∞[12] ∞[12] 3− ε[19] 3[19]

Table 2.2: Cut/consensus games

PoA SPoA

n Game LB UB LB UB

2 General 2[29] 2[29] 1.5[T3.1] 1.5[T3.1]

3 General 2.5[29] 2.5[29] 1039
488 [T3.9] 1039

488 [T3.9]

n Singleton 2.5[24] 2.5[24] 2.5[24] n− 1[T3.20]

n Singleton Sym. 4/3[78] 4/3[41] 4/3[T3.21] 4/3[T3.21]

2 Sym. Network 8/5[T4.23] 8/5[29] 7/5[T4.1] 7/5[T4.1]

n Sym. Network 5n−2
2n+1 [T4.23]

5n−2
2n+1 [29]

√
n

6
√
8
[T4.7] n[T3.16]

Table 2.3: Linear and affine atomic congestion games

PoA SPoA

n Game LB UB LB UB

n Generic Unr. ∞ ∞ Ω(
√
n)[77] 2n[19]

n Non-gen. Unr. ∞ ∞ 2Ω(
√
n)[19] 2n[19]

n Identical Θ
(

lnn
ln lnn

)
[34] Θ

(
lnn

ln lnn

)
[34] 2− 1

m [51]

n LPT Identical 4
3 − 1

3m [51]

Table 2.4: Machine scheduling games
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PoA SPoA

n Game LB UB LB UB

2 General 2[20] 2[20] 1[6] 1[6]

n min NN 2[20] 2[20] 2[6] 2[6]

3 sum NN 2[T7.5] 2[T7.5] 2[T7.8] 2[T7.8]

> 3 sum NN ∞[20] ∞[20] ∞[6] ∞[6]

> 3 sum NN unweighted 4(n−3)
n [6] 8[6]

> 2 min TD 2[20] 2n+1
n−1 [20]

n−1
n−2 [6] 8[6]

> 2 sum TD 2[20] 2[20] n(n−1)
(n+1)(n−2) [6] 3.765[6]

Table 2.5: Isolation Games. NN denotes nearest neighbor and TD denotes total

distance. sum denotes a utilitarian social welfare and min denotes an egalitarian

social welfare.

PoA SPoA

n Game LB UB LB UB

n Generic n[7] n[7] Ω(log n)[77] O(logn)[77]

n Non-generic n[7] n[7] n+ 1−Hn n[19]

Table 2.6: Resource sharing games

PoA SPoA

n Game LB UB LB UB

n Tree-graph coordination ∞[8] ∞[8] 2[80] 2[80]

n Item bidding n− 1[63] 1 1[63]

Table 2.7: Other Games
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2.5 Alternative Concepts

The following are alternative concepts for analyzing sequential games.

2.5.1 Myopic Behavior

Opposed to farsighted players, myopic players choose their sequential actions,

based on their immediate utility, without considering any successors. Chekuri et

al. [26] show that myopic behavior can be used to construct an initial solution,

from which best-response dynamics yield a Nash Equilibrium. Bilò et al. [19]

show the surprising result that there exist classes of games where myopic behavior

actually leads to better worst-case outcomes than farsighted behavior. While

these are interesting results, as the authors suggest that farsighted behavior can

effectively even damage the farsighted player, it is not the topic of this thesis.

Also note that myopic behavior is not always well defined (In the Example 1.3

(battle of sexes), how would one define ‘not taking into account successors’?), and

in some sense it leaves the stage of game theory; solving a ‘game’ using myopic

behavior requires analysis of approximation algorithms instead of equilibrium

analysis.

2.5.2 Mixed Equilibria

So far, we have exclusively focused on pure strategies as the most natural setting

in the games that we consider. Indeed that is most natural for example in the

setting of isolation games, where players cannot physically hide the location of

the facility they have built. Moreover, it seems unlikely that they would want

to hide it, as revealing the location disincentivizes other players to build their

facilities near. However, there are situations where mixed strategies make perfect

sense too. For example, Conti [31] considers security problems, where guards

choose their routes, aiming to maximize the probability of detecting intruders,

while intruders choose their routes aiming to minimize this probability. Although

intruders might observe a pattern in the movements of the guards, their exact

location at any time can be randomized.

In this thesis we focus exclusively on pure strategy profiles.
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Chapter 3

Sequential Price of Anarchy

for Affine Congestion

Games

Congestion games are among the most studied classes of games. Their applica-

tions include the allocation of scarce natural resources and network models (see

Chapter 4). In 1973, Rosenthal introduced the class of congestion games [81]

and proved the existence of pure Nash equilibria in any congestion game, by

defining a suitable potential function. In 1996, Monderer and Shapley proved the

converse [69]; any potential game can be modelled as a congestion game. In 1995,

Christodoulou and Koutsoupias [29], and independently Awerbuch et al. [10]

showed that the price of anarchy for affine atomic congestion games equals 2 for

two players and 2.5 for three or more players. Aland et al. [4] gave tight bounds

on the price of anarchy for polynomial cost functions with maximum degree d,

which behave asymptotically as Θ((d/ ln d)d+1). Interestingly, these worst-case

bounds are not attained for simple Pigou-style networks with symmetric and

singleton strategies as in the non-atomic case. Based on previous work of Suri

et al. [93], Caragiannis et al. [24] showed that for affine costs, the worst case is

attained for asymmetric singleton strategies. For a similar result for polynomial

costs, see Gairing and Schoppmann [47]. For singleton games with symmetric

strategies, the price of anarchy is considerably better than in the general case. In
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fact, Fotakis [41] showed that the price of anarchy of symmetric singleton atomic

games is equal to the price of anarchy of non-atomic games. This improves and

generalizes previous bounds by Lücking et al. [64] and Gairing et al. [46]. In this

chapter, we present our results on the sequential version of congestion games.

We analytically derive a tight bound of 1.5 for the two-players case in Section 3.1,

we use a highly non-trivial linear program to obtain a surprising tight bound

of exactly 1039/488 for the three-player case in Section 3.2, and we extend this

to a mixed integer linear program to obtain a lower bound for the case of four

players in Section 3.3. Moreover, we obtain bounds on the sequential price of

anarchy for the special cases of affine singleton congestion games (Section 3.4),

and affine symmetric singleton congestion games (Section 3.5). This chapter is

based on ‘The sequential price of anarchy for atomic congestion games’ [58].

3.1 Two Players

We start with the sequential price of anarchy in case of two players.

Theorem 3.1. SPoA = 1.5 for linear and affine atomic congestion games with

two players.

Proof. We first prove the lower bound by a simple example.

Lemma 3.2. SPoA ≥ 1.5 for atomic linear congestion games with two players.

Proof.

Example 3.3. There are two players 1, 2 and three resources 1, 2, 3 with zero

constant costs and weights β1 = β2 = 1, β3 = 2. Player 1 can choose either

resource 1 or resource 2. Player 2 can choose either resource 2 or resource 3.

This example is shown in Figure 3.1. �

It is clearly optimal when player 1 chooses resource 1 and player 2 chooses

resource 2, since in that case, both players choose their action of minimum

weight and the resources do not overlap. However, in the worst-case subgame

perfect equilibrium, player 1 chooses resource 2 and player 2 chooses resource

3. Note that player 2 chooses resource 3, since her total costs are the same as

when she would choose resource 2. Also note that player 1 chooses resource 2

due to her farsighted behavior; she knows player 2 will not choose resource 2 in

this equilibrium. We see from this example that SPoA ≥ 1+2
1+1 = 1.5.
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1 2

1 1 2

AOPT

1 2

1 1 2

ASPE

Figure 3.1: The congestion game from Example 3.3. Dots represent players,

squares represent resources, numbers in resources denote weights, and edges

represent actions. Fat edges represent chosen actions.

This example might seem counter-intuitive, since choosing resource 2 is a

weakly dominated strategy for player 1 in the original game. However, most

lower bound examples in this chapter can be converted to generic games with

unique (and strict) equilibria. For this game we could decrease the weight of

resource 2 by some small constant ε and decrease the weight of resource 3 by 3ε

to obtain a generic game.

We now prove a matching upper bound, for which we need the following

notation: Denote by AOPT = (AOPT
1 , AOPT

2 ) the pair of actions of two players 1

and 2, respectively, in an optimal allocation. Denote by ASPE = (ASPE
1 , ASPE

2 ) the

actions in a subgame perfect equilibrium. Finally, denote by ASPE′
2 the subgame

perfect action of player 2, in the subgame inducted by AOPT
1 i.e ASPE′

2 is a best

response of player 2 to AOPT
1 . Note that both players might have more actions at

their disposal, however these are not relevant for the analysis. Also note that we

do not exclude cases where any two sets from AOPT
1 , ASPE

1 , AOPT
2 , ASPE′

2 or ASPE
2

overlap. It could even be that they are equal. The general situation is shown in

Figure 3.2.

Recall that α(R′) and β(R′) respectively denote the total constant cost and

weight of a set R′ of resources. For brevity, we use the following notation:

a = α(AOPT
1 ), b = α(AOPT

2 ),

c = β(AOPT
1 \AOPT

2 ), d = β(AOPT
2 \AOPT

1 ),

γ = β(AOPT
1 ∩AOPT

2 ), δ = β(AOPT
1 ∩ASPE′

2 )− β(AOPT
1 ∩AOPT

2 ).
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AOPT
1

player 1

player 2

ASPE
1

AOPT
2 ASPE′

2 ASPE
2AOPT

2 ASPE′
2 ASPE

2

Figure 3.2: All relevant actions in the game tree for 2 player congestion games.

Fat lines represent subgame perfect actions.

Note that δ denotes the difference in the total weight of shared resources, when

player 1 chooses AOPT
1 and player 2 switches from AOPT

2 to ASPE′
2 .

Observation 3.4. C(AOPT) = C1(A
OPT) + C2(A

OPT) = a+ c+ b+ d+ 4γ.

We prove Lemma 3.2 by upper bounding C(ASPE), by deriving an upper

bound on C1(A
SPE) (Lemma 3.5) and deriving two upper bounds on C2(A

SPE)

(Lemma 3.6 and Lemma 3.7).

Lemma 3.5. C1(A
SPE) ≤ a+ c+ 2γ + δ.

Proof.

C1(A
SPE) ≤ C1(A

OPT
1 , ASPE′

2 )

= α(AOPT
1 ) + β(AOPT

1 ) + β(AOPT
1 ∩ASPE′

2 )

= a+ (c+ γ) + (γ + δ)

= a+ c+ 2γ + δ, (3.1)

where the inequality follows from the Nash inequality (since a subgame perfect

equilibrium induces a Nash equilibrium in every state).

Lemma 3.6. C2(A
SPE) ≤ 2(b+ d+ γ − δ).

Proof.

C2(A
SPE) ≤ C2(A

SPE
1 , ASPE′

2 )

≤ α(ASPE′
2 ) + 2β(ASPE′

2 )

≤ 2(α(ASPE′
2 ) + β(ASPE′

2 )),
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where the first inequality follows from the Nash inequality, and the second

inequality follows from the fact that each resource can be chosen by at most two

players. We now show that α(ASPE′
2 ) + β(ASPE′

2 ) ≤ b + d + γ − δ, proving the

lemma. By the Nash inequality, we obtain

C2(A
OPT
1 , ASPE′

2 ) ≤ C2(A
OPT)

= b+ d+ 2γ

= b+ d+ γ − δ + (γ + δ) . (3.2)

Since β(AOPT
1 ∩ASPE′

2 ) = γ + δ, plugging

C2(A
OPT
1 , ASPE′

2 ) = α(ASPE′
2 ) + β(ASPE′

2 ) + β(AOPT
1 ∩ASPE′

2 )

into (3.2), we obtain

α(ASPE′
2 ) + β(ASPE′

2 ) ≤ b+ d+ γ − δ . (3.3)

Lemma 3.7. C2(A
SPE) ≤ a+ c+ b+ d+ 3γ.

Proof.

β(ASPE
1 ) ≤ C1(A

SPE)

≤ C1(A
OPT
1 , ASPE′

2 )

= a+ c+ 2γ + δ , (3.4)

where the second inequality follows from the Nash inequality, and the equality

follows from (3.1). Now,

C2(A
SPE) ≤ C2(A

SPE
1 , ASPE′

2 )

≤ α(ASPE′
2 ) + β(ASPE′

2 ) + β(ASPE
1 )

≤ b+ d+ γ − δ + a+ c+ 2γ + δ

= a+ c+ b+ d+ 3γ .

The first inequality follows from the Nash inequality. The second inequality

follows from the fact that each resource that player 1 chooses adds at most the

weight of that resource to the cost of player 2. The third inequality follows from

(3.4) and (3.3).
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Lemma 3.8. SPoA ≤ 1.5 for affine atomic congestion games with two players.

Proof.

2(C(ASPE)) = 2(C1(A
SPE) + C2(A

SPE))

≤ 2a+ 2c+ 2(2γ + δ) + 2(b+ d+ γ − δ) + a+ c+ b+ d+ 3γ

= 3a+ 3c+ 3b+ 3d+ 9γ

≤ (C(AOPT))
3a+ 3c+ 3b+ 3d+ 9γ

a+ c+ b+ d+ 4γ

≤ 3(C(AOPT)) ,

where the first inequality follows from Lemmas 3.5, 3.6, and 3.7, and the second

inequality follows from Observation 3.4.

Theorem 3.1 now follows from Lemma 3.2 and Lemma 3.8.

3.2 Three Players

Along the lines of the proof for the case with two players, we also settle the case

with three players.

Theorem 3.9. SPoA = 1039
488 ≈ 2.13 for affine and linear atomic congestion

games with three players.

Proof. To prove the theorem, we use a linear programming (LP) approach. We

first use simple combinatorial arguments to argue that a worst-case instance is

moderate in size. This is done in Lemmas 3.10, 3.11 and 3.12. Note that these

lemmas apply even to games with more than three players. We then simply

compute a worst-case instance using a standard LP solver.

3.2.1 Bounding the LP

To prove the following lemmas, we use the following notation: Define the series

z1 := 2 and zi := 1 +
∏
j<i

zj for all i ≥ 2 .

Note that z2 = 3, z3 = 7, z4 = 43, and that zi grows super-exponentially.
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Lemma 3.10. For any game I, there exists a game I ′, such that |Ai| ≤ zi for

all players i ∈ N , and such that SPoA(I ′) = SPoA(I).

Proof. Denote by AOPT an optimal outcome of I and by ASPE a subgame perfect

outcome corresponding to a subgame perfect equilibrium SSPE. The proof goes

by successively eliminating all actions that are not chosen in any state of a fixed

worst-case subgame perfect equilibrium SSPE from I, in the order of the players

1, 2, . . . , n. For the first player, we thereby restrict A1 to only two actions: AOPT
1

and ASPE
1 . For the second player, we thereby restrict A2 to at most z2 = 3

actions, the actions prescribed by SSPE
2 in the two states corresponding to player

2, plus AOPT
2 . More generally, for the k-th player, we restrict Ak to at most

1 +
∏

i<k zi actions, namely the actions prescribed by SSPE
k in each of the at

most
∏

i<k zi states, plus A
OPT
k . In the so reduced game I ′, SSPE is also subgame

perfect, as the actions that were removed are all actions with inferior or identical

cost for the respective player.

Lemma 3.11. For any game I, there exists a game I ′, such that |Ai| ≤ zi
for all players i ∈ N , for any pair of resources there exists an action that

contains exactly one of these resources, and hence, |R| ≤ 2
∑

i∈N |Ai|, and such

that SPoA(I ′) = SPoA(I).

Proof. By Lemma 3.10, we may restrict without loss of generality to games I

with |Ai| ≤ zi for all players i. Suppose the claim is false. Then choose among

all games that falsify the claim a game I with minimal set R of resources. Let r

and r′ be two resources such that every action contains either both r and r′ or
neither r nor r′. We construct a game I ′ that is identical to I, except instead of

r and r′, it contains a resource r′′ for which βr′′ = βr + βr′ and αr′′ = αr + αr′ .

Note that I ′ has the same sets of actions as I. Now each outcome A in I ′ has
the same costs as A in I. Therefore the same actions are subgame perfect and

SPoA(I ′) = SPoA(I). As I ′ has one resource less, we obtain a contradiction.

Finally, due to the fact that no two resources are part of the exact same set of

actions, and since there are in total no more than
∑

i∈N |Ai| actions, by the

pigeonhole principle there cannot be more than 2
∑

i∈N |Ai| resources.

Lemma 3.12. For any game I, there exists a game I ′, such that |Ai| ≤ zi for

all players i ∈ N , for any pair of resources there exists an action that contains

exactly one of these resources, |R| ≤ 2
∑

i∈N |Ai|, αr + βr ≤ nC(AOPT) for all

resources r ∈ R, and such that SPoA(I ′) = SPoA(I). Here AOPT denotes the

optimal outcome of I.
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Proof. The first three claims follow by the two previous lemmas. Next, observe

that resources r with αr + βr > nC(AOPT) can safely be eliminated, as it cannot

be subgame perfect for any player i to choose resource r: choosing AOPT
i instead,

yields a cost at most nCi(A
OPT) ≤ nC(AOPT) < αr + βr.

Specifically, for congestion games with three players, in order to find a worst-

case instance we only need to consider games of moderate size. It suffices to let

|A1| = 2, |A2| = 3, |A3| = 7, |R| = 22+3+7, any two resources are not in the exact

same set of actions, and αr + βr ≤ 3C(AOPT) for all resources r ∈ R. Intuitively,

the LP works as follows: It maximizes the sequential price of anarchy over all

games with the properties described above. We have 212 = 4096 resources, one

for every possible combination of actions. The LP decides the weight βr and

constant cost αr of each resource. We define some fixed outcome as the social

optimum with total cost normalized to 1, and we maximize the sequential price

of anarchy.

3.2.2 LP Formulation

The LP uses a set R of 22+3+7 = 4096 resources, one for every combination

of actions. Note that here we denote actions by lowercase letters a, a′, b, b′,
c, c′, µ and ν, because they appear as index to the decision variables. We use

binary parameters δµr to specify whether resource r is in action µ. For each

resource r, we have decision variables αr and βr, the constant cost and weight

of r, respectively.

We fix a subgame perfect equilibrium SSPE with subgame perfect outcome

ASPE and we use binary parameters z1a, z
2
ab and z3abc to denote which actions are

prescribed by SSPE for players 1, 2, 3 respectively. For example, z2ab = 0 whenever

action b is prescribed by SSPE
2 in the subgame induced by ((a), 2). We denote

by i.x the x-th action of player i. We define the outcome (1.1, 2.1, 3.1), as the

social optimum with social cost normalized to 1. For each player, we define the

(a+ 1)-st action to be described by SSPE in the a-th branch of the game tree.

We denote by vµ =
∑

r∈R δµr(βr+αr) the cost of a player who chooses action

µ without taking any other players’ actions into consideration. Next, we denote

by oµν =
∑

r∈R δµrδνrβr the additional costs that two players with actions µ

and ν incur due to overlap in resources. We use these auxiliary variables to

determine the total cost of player i, for i ∈ {1, 2, 3}, when players 1, 2 and 3

choose actions a, b and c, respectively. This we denote by Ci(abc).
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C1(a) and C2(ab) determine the cost of actions of players 1 and 2 respectively,

when successors choose as prescribed by SSPE. For instance, C2(ab) denotes the

cost of action b for player 2, when player 1 chooses action a and player 3 chooses

the action prescribed by SSPE, in the subgame induced by ((a, b), 3). Finally

C(ASPE) determines the sum of costs for all players in the subgame perfect

outcome.

For brevity, for each of the following parameters, variables, and constraints:

a, a′ ∈ A1, b, b
′ ∈ A2, c, c

′ ∈ A3, µ, ν ∈
⋃
i∈N

Ai, r ∈ R, i ∈ N,

i.e. a and a′ are actions of player 1, b and b′ are actions of player 2, c and c′ are
actions of player 3, µ and ν are actions, r is a resource, and i is a player.

Parameters

δµr ∀r, µ
{
0 if r ∈ µ

1 otherwise

z1a ∀a
{
0 if a is prescribed by SSPE

1

1 otherwise

z2ab ∀a, b
{
0 if b is prescribed by SSPE

2 in state a

1 otherwise

z3abc ∀a, b, c
{
0 if c is prescribed by SSPE

3 in state ab

1 otherwise

Variables

αr ∀r constant cost of r

βr ∀r weight of r

vµ ∀µ constant cost plus weight of resources in µ

oµν ∀µ, ν|µ �= ν weight of resources in µ ∩ ν

Ci(abc) ∀a, b, c, i cost of player i when players

1,2,3 choose a, b, c respectively

C(ASPE) costs in subgame perfect outcome ASPE

C1(a) ∀a cost of player 1 when she chooses a

and 2, 3 choose as prescribed by SSPE

C2(ab) ∀a, b costs of player 2 when players 1, 2 choose a, b

and 3 chooses as prescribed by SSPE
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Constraints

vµ =
∑
r∈R

δµr(βr + αr) ∀µ (3.5)

oµν =
∑
r∈R

δµrδνrβr ∀µ, ∀ν|µ �= ν (3.6)

C1(abc) = va + oab + oac ∀a, b, c (3.7)

C2(abc) = vb + oab + obc ∀a, b, c (3.8)

C3(abc) = vc + oac + obc ∀a, b, c (3.9)

∑
i∈N

Ci(1.1, 2.1, 3.1) = 1 (3.10)

∑
i∈N

Ci(abc) ≥ 1 ∀a, b, c (3.11)

C3(abc) ≤ C3(abc
′) ∀a, b, c|z3abc = 0, c′ (3.12)

C2(ab) ≤ C2(ab
′) ∀a, b|z2ab = 0, b′ (3.13)

C1(a) ≤ C1(a
′) ∀a|z1a = 0, a′ (3.14)

C1(a) = C1(abc) ∀a, b|z2ab = 0, c|z3abc = 0 (3.15)

C2(ab) = C2(abc) ∀a, b, c|z3abc = 0 (3.16)

C(ASPE) =
∑
i∈N

Ci(1.2, 2.3, 3.7) (3.17)

Constraints (3.5) and (3.6) define vµ and oµν for all actions µ, ν. Constraints

(3.7),(3.8), and (3.9) define the costs in each outcome for each player. Without

loss of generality, we normalize the costs such that the social optimum is the

outcome (1.1, 2.1, 3.1) and has total cost equal to 1 in constraints (3.10) and

(3.11). Constraints (3.12),(3.13), and (3.14) guarantee that no player can improve

from SSPE. Constraints (3.15) define C1(a). Constraints (3.16) define C2(ab).

Constraint (3.17) defines C(ASPE).
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Objective

The objective is to maximize C(ASPE), since, due to the normalization, this value

equals the sequential price of anarchy.

We have implemented this linear program using the AIMMS modeling

framework, and using CPLEX 12.5 we obtain an optimal solution with value
1039
488 ≈ 2.13, which proves Theorem 3.9.

This result is particularly interesting in comparison to the tight bound 2.5 for

the price of anarchy for (non-sequential) three player congestion games [10, 29].

We have also implemented a mixed integer linear program (MIP) (see Sec-

tion 3.3), which allows for solutions with smaller action spaces. This has two

advantages. First, this allows us to find examples with fewer actions, which are

easier to illustrate. Secondly, reducing the amount of actions could compensate

for the use of integer variables, therefore reducing the computation time. How-

ever, note that an MIP with reduced action space only yields lower bounds, but

no upper bounds. In Section 3.3 we extend the MIP to the case of four players.

3.2.3 Lower Bound Example

Using the Mixed Integer Linear Program that we describe in Section 3.3 for

three players, we have found a matching lower bound example, where player 3

only uses four different actions. We give the lower bound example, scaled to

integers such that the cost in the social optimum equals 488.

Example 3.13. There are two players. Player 1 has two actions 1.1, 1.2. Player

2 has three actions 2.1, 2.2, 2.3. Player 3 has 4 actions 3.1, 3.2, 3.3, 3.4. There are

13 resources 1, . . . , 13 with constant costs αr = 0 for all resources r. Table 3.1

shows for each resource, its weight and the actions that contain it. This example

is shown in Figure 3.3. �

Backward induction on the game tree yields a subgame perfect outcome where

player 1 chooses 1.2, player 2 chooses 2.3, and player 3 chooses 3.4, yielding a

total cost of C(ASPE) = 1039. The game tree is shown in Figure 3.4.

3.3 Lower Bound for Four Players

For fixed n > 3, given the techniques used so far, problems become increasingly

difficult when n increases. Due to the specific value 2 63
488 for three players, it
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84

92

4
33

51

3

4 31

374

28

52

54

52

1.1

1.2

2.1
2.2
2.3

3.1
3.2
3.3

3.4

Figure 3.3: Example 3.13 for three players. Squares represent resources. The

number in each resource denotes its weight. Encircled areas represent actions.
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r βr 1.1 1.2 2.1 2.2 2.3 3.1 3.2 3.3 3.4

1 84 � � �
2 52 � � � �
3 3 � � � �
4 4 � � � � �
5 31 � � � �
6 52 � � �
7 54 � � �
8 92 � � � �
9 51 � � �
10 28 � �
11 4 � � � �
12 33 � � �
13 374 �

Table 3.1: The weights and actions of each resource. �denotes that the corre-

sponding action contains the corresponding resource.

174 401 401 440 345 407345345 264 491 491 407 317 317 317 440 488 261 261 407 407 407 407 407

171 171 520 346 346 346

286 286

Player 3

Player 2

Player 1

AOPT ASPE

Figure 3.4: The game tree of Example 3.13 for three players. The number at

each action denotes the cost of the corresponding player when all successors choose

as prescribed by SSPE. Fat lines represent actions prescribed by SSPE.

seems unlikely that we can find a simple, general bound for four players using

combinatorial arguments. Extending the Linear Program straightforwardly to

the case with four players is also problematic; using Lemma 3.12, we would

need to consider 2 · 3 · 7 + 1 = 43 actions for player 4 and 255 resources. In this

section, we extend our Linear Program to a Mixed Integer Program (MIP) that

uses fewer actions and resources. While this yields an improved lower bound,
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unfortunately it yields no guarantee on the upper bound.

Theorem 3.14. SPoA ≥ 2.4655 for linear atomic congestion games with four

players.

Proof. Instead of repeating most of the LP in Section 3.2.2, we mainly discuss

the differences between the LP and the MIP model. Similar to the three-player

case, we use 2 · 22+3+4+5 = 32768 decision variables αr and βr corresponding to

the constant cost and weight of resources r, respectively. However, instead of

predetermining which actions are prescribed by SSPE for players 3 and 4, we use

binary variables z3abc and z4abcd to let the MIP decide which actions are prescribed

by SSPE. They have the same interpretation as in the LP model, except that

they are variables instead of parameters.

For each of the following parameters, variables, and constraints:

a, a′ ∈ A1, b, b
′ ∈ A2, c, c

′ ∈ A3, d, d
′ ∈ A4, µ, ν ∈

⋃
i∈N

Ai, r ∈ R, i ∈ N,

i.e. a and a′ are actions of player 1, b and b′ are actions of player 2, c and c′

are actions of player 3, d and d′ are actions of player 4, µ and ν are actions in

general, r is a resource, and i is a player.

Parameters

δµr ∀r, ∀µ
{
0 if r ∈ µ

1 otherwise

z1a ∀a
{
0 if a is prescribed by SSPE

1

1 otherwise

z2ab ∀a, b
{
0 if b is prescribed by SSPE

2 in state a

1 otherwise

Variables

αr ∀r constant cost of resource r

βr ∀r weight of resource r

vµ ∀µ total constant cost plus weight of resources in A

oµν ∀µ, ν|µ �= ν total weight of resources in µ ∩ ν
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Ci(abcd) ∀a, b, c, d, i cost of player i when players

1,2,3,4 choose a, b, c, d respectively

C(ASPE) cost in subgame perfect outcome ASPE.

C1(a) ∀a cost of player 1 when she chooses a

and 2, 3, 4 choose as prescribed by SSPE

C2(ab) ∀a, b cost of player 2 when players

1, 2 choose a, b respectively

and 3, 4 choose as prescribed by SSPE

C3(abc) ∀a, b, c cost of player 3 when players

1, 2, 3 choose a, b, c respectively

and 4 chooses as prescribed by SSPE

z3abc ∀a, b, c
{
0 if c is prescribed by SSPE

3 in state ab

1 otherwise

z4abcd ∀a, b, c, d
{
0 if d is prescribed by SSPE

4 in state abc

1 otherwise

Constraints

vµ =
∑
r∈R

δµr(βr + αr) ∀µ (3.18)

oµν =
∑
r∈R

δµrδνrβr ∀µ, ν|µ �= ν (3.19)

C1(abcd) = va + oab + oac + oad ∀a, b, c, d (3.20)

C2(abcd) = vb + oab + obc + obd ∀a, b, c, d (3.21)

C3(abcd) = vc + oac + obc + ocd ∀a, b, c, d (3.22)

C4(abcd) = vd + oad + obd + ocd ∀a, b, c, d (3.23)

∑
i∈N

Ci(1.1, 2.1, 3.1, 4.1) = 1 (3.24)

∑
i∈N

Ci(abcd) ≥ 1 ∀a, b, c, d (3.25)
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∑
c

z3abc ≤ |A3| − 1 ∀a, ∀b (3.26)

∑
d

z4abcd ≤ |A4| − 1 ∀a, ∀b, ∀c (3.27)

C4(abcd) ≤ C4(abcd
′) +M · z4abcd ∀a, b, c, d, d′ (3.28)

C3(abc) ≤ C3(abc
′) +M · z3abc ∀a, b, c, c′ (3.29)

C2(ab) ≤ C2(ab
′) ∀a, b|z2ab = 0, b′ (3.30)

C1(a) ≤ C1(a
′) ∀a|z1a = 0, a′ (3.31)

C1(a) ≤ C1(abcd) +M · (z2ab + z3abc + z4abcd) ∀a, b, c, d (3.32)

C1(a) ≥ C1(abcd)−M · (z2ab + z3abc + z4abcd) ∀a, b, c, d (3.33)

C2(ab) ≤ C2(abcd) +M · (z3abc + z4abc) ∀a, b, c, d (3.34)

C2(ab) ≥ C2(abcd)−M · (z3abc + z4abc) ∀a, b, c, d (3.35)

C3(abc) ≤ C3(abcd) +M · z4abc ∀a, b, c, d (3.36)

C3(abc) ≥ C3(abcd)−M · z4abc ∀a, b, c, d (3.37)

C(ASPE) ≤
∑
i∈N

Ci(abcd) +M · (z1a + z2ab + z3abc + z4abcd) ∀a, b, c, d (3.38)

Constraints (3.18) to (3.25) correspond to constraints (3.5) to (3.11) in the

LP model. Constraints (3.26) and (3.27) guarantee that there exists at least one

subgame perfect action in each state. Constraints (3.28) to (3.35), are big M

constraints; if any binary variable equals 1 (in which case the corresponding action

is not prescribed by SSPE), then the constraint does not impose any restriction.

Due to Lemma 3.11, M = n suffices. Constraints (3.28),(3.29),(3.30), and (3.31)

guarantee that no player can improve by unilaterally deviating from an action

prescribed by SSPE; For instance, if action d is prescribed by SSPE
4 when players

1, 2, 3 choose actions a, b, c respectively, then C4(abcd) ≤ C4(abcd
′) for any action

d′. Constraints (3.32) to (3.37) define C1(a), C2(ab) and C3(abc); For instance,

if actions (b, c, d) are chosen in the subgame perfect outcome of the subgame

induced by ((a), 2), then C1(a) = C1(abc). Constraint (3.38) defines C(ASPE);

if actions a, b, c, d are chosen in ASPE, then C(ASPE) = C1(abcd) + C2(abcd) +

C3(abcd) + C4(abcd). Since we maximize C(ASPE), an inequality suffices.
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Objective

The objective is to maximize C(ASPE), since, due to the normalization, this

value equals the sequential price of anarchy. We now describe the lower bound

example, resulting from the MIP. As in the three-player example, all constant

costs αr are zero. We only show resources with strictly positive weight.

Example 3.15. There are four players and 30 resources. A1 = {1.1, 1.2}, A2 =

{2.1, 2.2, 2.3}, A3 = {3.1, 3.2, 3.3, 3.4}, A4 = {4.1, 4.2, 4.3, 4.4, 4.5}. The re-

sources corresponding to these actions are shown in Table 3.2. �

The game tree is shown in Figure 3.5

It is easy (though time-consuming) to verify that the social optimum is

(1.1, 2.1, 3.1, 4.1), yielding a total cost of 1, while (1.2, 2.3, 3.3, 4.2) is the subgame

perfect outcome and yields C(ASPE) ≈ 2.4655. Therefore, SPoA ≥ 2.4655 for

linear congestion games with four players, proving Theorem 3.14.

Given the specific lower bound examples obtained in this chapter, it seems

unlikely that we can obtain a simple tight upper bound analysis for n players.

We do provide an (almost trivial) upper bound of n.

Theorem 3.16. SPoA ≤ n for affine atomic congestion games.

Proof. Denote byAOPT an optimal outcome. In any outcome, for any player i, any

resource in AOPT
i is chosen by at most n players, therefore player i could obtain

cost at most Ci(A
OPT)n, by choosing AOPT

i . Therefore, in any subgame perfect

outcome ASPE, each player i has cost at most Ci(A
OPT)n. Summing over all

players yields C(ASPE) =
∑

i∈N Ci(A
SPE) ≤ ∑

i∈N Ci(A
OPT)n = nC(AOPT).

3.4 Singleton Congestion Games

In this section, we consider the special case of singleton congestion games. First,

we obtain a lower bound.

Theorem 3.17. SPoA ≥ 2.5 for linear singleton atomic congestion games.

Proof. The proof is a trivial extension to the lower bound example in Caragian-

nis’ analysis of the price of anarchy for singleton symmetric congestion games

(Theorem 3 of [24]). By ordering the players by their level from high to low,

breaking ties arbitrarily, it is easy to check that the worst-case Nash equilibrium
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r βr 1.1 1.2 2.1 2.2 2.3 3.1 3.2 3.3 3.4 4.1 4.2 4.3 4.4 4.5

1 0.0057 � � �
2 0.0004 � � � �
3 0.0388 � � �
4 0.1643 � � �
5 0.0140 � � �
6 0.6861 �
7 0.0302 � � � �
8 0.0050 � � � � �
9 0.0171 � � � � � �
10 0.0547 � � � � � �
11 0.0328 � � � � �
12 0.0046 � � �
13 0.0096 � � � � �
14 0.0499 � � �
15 0.0123 � � � �
16 0.0271 � � � � �
17 0.0502 � � � � � �
18 0.0264 � � � � �
19 0.0074 � � � � � �
20 0.0352 � � � � � � �
21 0.1003 � �
22 0.0024 � � � �
23 0.0255 � � � � �
24 0.0089 � � � �
25 0.0590 � � � � �
26 0.0125 � � � �
27 0.0384 � � � � �
28 0.0089 � � � � � �
29 0.0457 � � � �
30 0.1131 � � � �

Table 3.2: The rounded weights and actions of each resource. � denotes that

the corresponding resource is included in the corresponding action.
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1.1 1.2

2.1

2.2

2.3

2.3

2.2

2.1

3.1

3.2

3.3

3.4

3.1

3.2

3.3 3.4 3.1 3.2
3.3

3.4

3.1

3.2

3.3

3.4

3.1

3.2

3.3
3.43.13.2

3.3

3.4

4.1 4.24.3
4.54.4

Figure 3.5: The game tree for Example 3.15. Fat lines represent subgame

perfect actions. Not all actions of player 4 are labled. These actions are ordered

counterclockwise, like the actions shown in the bottom branch of the game tree.

used in the lower bound example of Caragiannis, corresponds to a subgame

perfect outcome in the corresponding sequential game, resulting in the same

bound of 2.5.

We now prove an upper bound of n− 1 for singleton congestion games. Note

that this upper bound is not much lower than the trivial upper bound n for

general congestion games. However, it yields an improvement for the case of

n = 3 players over the upper bound 2 63
488 .

Recall that all actions are single resources r. Intuitively, our proof works as

follows: If SPoA ≥ n− 1, then at least one player i’s cost increases by a factor
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n − 1. Therefore, if she would choose the resource she chooses in the social

optimum AOPT, then every other player chooses this resource as well. This could

only occur if all other resources have high cost as well, resulting in a high cost

in the social optimum and a low sequential price of anarchy. Formally, we start

with the following lemma:

Lemma 3.18. Suppose that it is subgame perfect for every player j succeeding i

to choose ri in the subgame induced by ((r<i+1), i+ 1). Then it is also subgame

perfect for every player j succeeding i to choose ri, in the subgame induced by

((r<i, r
′
i), i+ 1).

Proof. Denote by A the outcome where players 1 . . . i choose resources r1, . . . , ri
and every player j succeeding i chooses ri. Suppose the lemma is false, then in

the subgame induced by ((r<i, r
′
i), i+ 1), consider a subgame perfect outcome

ASPE and denote by j the last player who does not choose ri in ASPE. Instead, j

chooses some resource rj �= ri. Now, compared to A, player i does not choose ri,

no additional players choose ri, and resources other than ri are chosen at least

as often. Therefore, for player j, ri costs less than in A, while other resources

cost as least as much as in A, regardless of the actions of successors of j. In

A, however, choosing ri was subgame perfect. Therefore, it cannot be subgame

perfect for j to choose rj instead of ri. This is a contradiction.

Using this lemma, we lower bound the utility of players in the social optimum

in the following lemma:

Lemma 3.19. Consider a game I with social optimum AOPT = (rOPT
i )i∈N , sub-

game perfect equilibrium SSPE, and subgame perfect outcome ASPE = (rSPEi )i∈N .

If there exists a player i, such that rSPEj = rOPT
i for any player j preceding i and

such that it is subgame perfect for every player succeeding i to choose rOPT
i in

the subgame induced by (rOPT
<i+1, i+ 1), then for any player k �= i, either i chooses

rOPT
k in ASPE, or we have αrOPT

k
+ βrOPT

k
≥ αrOPT

i
+ (n− 1)βrOPT

i
.

Proof. Suppose there exists such a player i. Due to Lemma 3.18, in ASPE, each

player other than i chooses rOPT
i (and i chooses some resource that is either rOPT

i

or some other resource). Consider resource rOPT
k for some player k. Denote by

N ′ the set of players i for which rOPT
k ∈ Ai, i.e. players in N ′ are able to choose

rOPT
k . Since k can choose rOPT

k , N ′ is not empty, therefore it has a last player

j. Now, suppose in ASPE, player i does not choose rOPT
k . Then player j can

choose rOPT
k , obtaining cost αrOPT

k
+ βrOPT

k
. Since she obtains a cost of at least
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αrOPT
i

+ (n − 1)βrOPT
i

instead, we see that αrOPT
k

+ βrOPT
k

≥ αrOPT
i

+ (n − 1)βrOPT
i

,

proving the lemma.

Now we are ready to prove the following:

Theorem 3.20. SPoA ≤ n− 1 for affine singleton atomic congestion games.

Proof. Suppose SPoA > n − 1. Consider a worst-case instance with social

optimum AOPT = (rOPT
i )i∈N and subgame perfect outcome ASPE. Then there

exists at least one player i for whom

Ci(A
SPE) > (n− 1)Ci(A

OPT)

≥ (n− 1)(αrOPT
i

+ βrOPT
i

)

≥ αrOPT
i

+ (n− 1)βrOPT
i

.

Therefore in ASPE, each predecessor of i chooses rOPT
i and, if player i chooses

rOPT
i , then it is subgame perfect for each successor of i to choose rOPT

i . If player

i chooses rOPT
i in ASPE, then

C(ASPE) = nαrOPT
i

+ n2βrOPT
i

.

If player i chooses another resource, then player i does not incur a higher cost,

while by Lemma 3.18 all other players incur a lower cost. Therefore,

C(ASPE) ≤ nαrOPT
i

+ n2βrOPT
i

. (3.39)

Since Ci(A
SPE) > αrOPT

i
+ (n− 1)βrOPT

i
, by Lemma 3.19, we have for all players

k �= i:

α(rOPT
k ) + β(rOPT

k ) ≥ αrOPT
i

+ (n− 1)βrOPT
i

.

Therefore,

C(AOPT) =
∑
j �=i

Cj(A
OPT) + Ci(A

OPT)

≥
∑
j �=i

(αrOPT
i

+ (n− 1)βrOPT
i

) + αrOPT
i

+ βrOPT
i

= nαrOPT
i

+ ((n− 1)2 + 1)βrOPT
i

. (3.40)
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Finally, by (3.39) and (3.40),

SPoA ≤ C(ASPE)

C(AOPT)

≤
nαrOPT

i
+ n2βrOPT

i

nαrOPT
i

+ ((n− 1)2 + 1)βrOPT
i

≤ n− 1 for n ≥ 3.

This contradicts our assumption. Therefore SPoA ≤ n− 1 for n ≥ 3.

3.5 Singleton Symmetric Congestion Games

We prove the following theorem for the special case of singleton, symmetric

congestion games:

Theorem 3.21. SPoA = 4/3 for linear and affine symmetric singleton atomic

congestion games.

Proof. To prove the theorem, we first derive a more general result, which seems

similar to the main result in [67]. However, Milchtaich only proves the existence

of a subgame perfect equilibrium of a sequential game that is a Nash equilibrium

of the original game. This would imply our result in the special case of generic

games. However, our proof works in the non-generic case as well.

Theorem 3.22. For symmetric singleton atomic congestion games, every sub-

game perfect outcome of a sequential game is a Nash equilibrium of its original

game.

Proof. Intuitively our proof is as follows: For any subgame perfect outcome

ASPE = (rSPEi )i∈N , we show that for any player i for whom there exists a resource

r′ with opportunity cost less than the cost of resource rSPEi , we can find a

successor j for which there also exists a resource with lower opportunity cost in

the subgame perfect outcome ASPE′
of the subgame induced by ((rSPE<i , r′), i+1),

i.e. the subgame where i switches to r′. With this, we construct a contradiction.

Let us call a player ex-post discontent if, in a subgame perfect outcome ASPE,

there exists a resource with opportunity cost < Ci(A
SPE). For simplicity of

notation, let us assume that the set of all games contains all subgames as well.
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Among all games that would falsify the claim, choose a game I that among

all such games, has the smallest number of players succeeding the last ex-post

discontent player i. Denote by ASPE the subgame perfect outcome of that game.

Let r be the resource that player i chooses in ASPE, and let r′ be the ex-post

more attractive resource for player i. Denote by A the resulting outcome when

only player i deviates ex-post by choosing r′ (note that this is not necessarily an

equilibrium). Denote by ASPE′
the outcome of the subgame perfect equilibrium

of the subgame induced by (A<i+1, i + 1), (again, this is not necessarily an

equilibrium in I). Figure 3.6 may help to illustrate this.

We argue that in ASPE′
at least one successor j of i chooses r′ as well,

since cr′(A) < cr(A
SPE) ≤ cr′(A

SPE′
). The first inequality follows from the fact

that player i improves in the original game by choosing r′ over r. The second

inequality follows from the fact that it is subgame perfect for player i to choose

r in the sequential game.

Denote by T the set of resources chosen in A by players succeeding i. For

any resource r′′ ∈ T , we have

cr′′(A
SPE) < cr(A

SPE), (3.41)

since otherwise some successor j of i can decrease her cost by deviating to r′ in
the original game, contradicting the fact that i has the fewest successors among

all ex-post discontent players.

We now compare outcomes ASPE and ASPE′
. We denote by xS

r the number

of players choosing r in any action profile AS . Since xSPE
r′ < xSPE′

r′ and all

predecessors of i choose the same resource in ASPE as in ASPE′
, there exists a

resource r′′ ∈ T for which xSPE
r′′ > xSPE′

r′′ . Now suppose that in ASPE′
, player j

deviates ex-post and chooses r′′ instead of r′. Denote the resulting outcome by

A′. We get xA′
r′′ = xSPE′

r′′ + 1 ≤ xSPE
r′′ , therefore

cr′′(x
A′
r′′) ≤ cr′′(A

SPE
r′′ ). (3.42)

Now,

cr′′(x
A′
r′′) ≤ cr′′(A

SPE
r′′ ) < cr(A

SPE
r ) ≤ cr′(A

SPE′
r′ ),

where the first inequality follows from (3.42), the second inequality follows from

(3.41), and the third inequality follows from the Nash inequality.

We see that ex-post deviating decreases the cost of player j. Since j is a

successor of i, this contradicts the fact that i has the fewest successors among

all ex-post discontent players. This contradicts the choice of I.
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The upper bound on Theorem 3.21 now follows from Theorem 3.22 and the

fact that PoA = 4/3, which was shown by Fotakis [41]. The following atomic

sequential version of Pigou’s example [78] shows that this bound is tight:

Example 3.23. There are two players and two resources with weights β1 =

1, β2 = 2. �

In the social optimum AOPT, each resource is chosen by one player, yielding

C(AOPT) = 1 + 2 = 3. In a subgame perfect outcome ASPE, both players choose

resource 1, yielding C(ASPE) = 2 + 2 = 4. We obtain SPoA ≥ 4/3.

r r′ r′′

i

r r′ r′′

i

j

r r′ r′′

i

r r′ r′′

i

j

ASPE A

A′ASPE′

Figure 3.6: This figure depicts the 4 outcomes used in Theorem 3.21. Dots

represent players and squares represent resources. When a player is positioned

above a resource, that player chooses that resource.



503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong

59

Chapter 4

Sequential Price of Anarchy

for Affine Symmetric

Network Congestion Games

Symmetric Network Congestion games are a subclass of general congestion games,

where the action space of any player i is restricted to an si− ti-path in a network.

Early works of Pigou [78], Beckmann et al. [14], and Braess [21] showed that user

equilibria in congested networks may be suboptimal for the overall performance

of the system. Roughgarden and Tardos [85] proved that the price of anarchy for

non-atomic games with affine costs is 4/3. The worst case is attained for simple

networks of two parallel links previously studied by Pigou [78]. Roughgarden [86]

gave a closed form expression for the price of anarchy for arbitrary cost functions,

which is again attained for Pigou-style networks. For polynomials with positive

coefficients and maximum degree d, the price of anarchy is of order Θ(d/ ln(d)).

For the atomic case, the price of anarchy for affine network congestion games

was shown to be equal to 2 for two players and 2.5 for three or more players by

Christodoulou and Koutsoupias [29], and independently Awerbuch et al. [10].

Moreover, Christodoulou and Koutsoupias [29] also obtained a tight bound of
5n−2
2n+1 on the price of anarchy for affine symmetric congestion games. Interestingly,

obtaining a tight lower bound on the price of anarchy for the symmetric network

case was an open problem [18]. In this chapter, next to resolving this open
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problem for linear cost functions (Section 4.5), we analyze the sequential version

of network congestion games. First we obtain a tight bound on the sequential

price of anarchy for two-player affine network congestion games in Section 4.1,

then we show the counterintuitive result that sequential decisions can lead to

arbitrarily bad equilibria compared to simultaneous decisions in Section 4.2.

In Section 4.3, we prove that computing a subgame perfect outcome in affine

symmetric network congestion games is NP-hard, even in the case of only two

players. We comment on the critical use of ties in constructing arbitrarily bad

equilibria, and obtain additional insights in Section 4.4. This chapter is based

on ‘The Curse of Sequentiality (in routing games)’ [32].

4.1 Two Players

We start with the sequential price of anarchy in the two-player case.

Theorem 4.1. SPoA = 7/5 for two-player linear symmetric network congestion

games and two-player affine symmetric congestion games.

Proof. Note that the action spaces of all players are equal, since we consider

symmetric games. We first prove a lower bound on the sequential price of

anarchy.

Lemma 4.2. SPoA ≥ 7/5 for affine symmetric network routing games with two

players.

Proof.

Example 4.3. There are two players, six nodes s, a′, a, b, c, t, and nine arcs with

constant cost zero and weights

β(s,a) = β(a,b) = β(c,t) = 1, β(s,a′) = 2,

β(a′,a) = β(a,c) = β(b,c) = β(b,t) = 0, β(s,t) = 4.

This game is depicted in Figure 4.1. �

It can be easily verified that the following is a subgame perfect equilibrium:

• Player 1 chooses path (s, a, b, c, t).

• Player 2 chooses:

– (s, t) if player 1 chooses (s, a, b, c, t),

– (s, a, c, t) if player 1 chooses (s, a, b, t),
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1

2

0

1 0

1

0

4

s t

1

4

s

AOPT ASPE

0

1 0

1

0

t

player 1

player 2

player 1

player 2

a

c

b

a

c

b

a′ a′

0 2 0

Figure 4.1: The network congestion game from Example 4.3. Players travel

from s to t. Numbers are arc weights.

– (s, a, b, t) if player 1 chooses (s, a, c, t),

– Any best response path for all remaining choices of player 1.

In the outcome ASPE, resulting from this equilibrium, player 1 chooses the

dashed path (s, a, b, c, t) on the right, while player 2 chooses the dotted path

on the right, which is the straight arc going from s to t. One may think that

player 1 has an incentive to deviate to the path (s, a, b, t) since the cost of going

straight from b to t is 0. However, if player one does this, then player two would

choose path (s, a, c, t) and therefore player 1’s cost would still be 3. This implies

that this subgame perfect outcome is not a Nash equilibrium in the original

game. Note furthermore that player 1’s cost is 3 and player 2’s is 4, for a social

cost of 7, while in the social optimum AOPT, one player chooses (s, a, b, t) and

the other player chooses (s, a′, a, c, t) as depicted to the left of Figure 4.1. This

yields a social cost is 5. So in particular this shows that the sequential price of

anarchy is at least 7/5.

We now prove the upper bound.

Lemma 4.4. SPoA ≤ 7/5 for affine symmetric congestion games with two

players.
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Proof. We first show that we may assume without loss of generality that all

cost functions are of the form x �→ x. This is because we can transform any

affine symmetric congestion game as follows: First, by scaling all cost functions

simultaneously by an appropriate constant, we may assume that each cost

function ce(x) is of the form ce(x) = αe + βex, where βe and αe are natural

numbers. For a resource e where βe �= 1 or αe �= 0 we may replace for any player

i, each action A′ ∈ Ai that contains e by two new actions:

A1 = (A′ \ e) ∪ {e′j : j ∈ [βe]} ∪ {e′′j : j ∈ [αe]}

and

A2 = (A′ \ e) ∪ {e′j : j ∈ [βe]} ∪ {e′′′j : j ∈ [αe]} ,
where for all j, the resources e′j , e

′′
j and e′′′j are newly introduced into the game,

and all these newly introduced resources have cost functions of the form x �→ x.

There is an obvious bijection between the old outcomes and the new outcomes

now: for player 1, action A′ is mapped to A1, and for player 2, action A′ is
mapped to A2. It is easy to verify that this bijection preserves all equilibria

(both the Nash equilibria and the subgame perfect equilibria), and the social

cost of each outcome is preserved as well. Thus, by this transformation, the

sequential price of anarchy can only increase. This shows that we may assume

that the cost functions have the form x �→ x.

We need the following notation: We denote by AOPT = (AOPT
1 , AOPT

2 ) the

pair of actions of players 1 and 2, chosen in the social optimum, respectively. We

denote by ASPE = (ASPE
1 , ASPE

2 ) the subgame perfect outcome ASPE of a fixed

subgame perfect equilibrium SSPE. We denote by ASPE′
2 the action prescribed

by SSPE
2 in the subgame induced by state ((AOPT

1 ), 2). We may assume without

loss of generality that C1(A
OPT) ≤ C2(A

OPT), because the action spaces are

symmetric. We first define some parameters that we use throughout this proof:

• Let x be the minimum cardinality of a set of resources in the action space

Ai of any player i.

• Let a be such that |AOPT
1 ∩AOPT

2 | = ax.

• Let d be such that |AOPT
1 ∩ ASPE

1 | = d|ASPE
1 |. Note that this implies that

|AOPT
2 ∩ASPE

1 | ≤ (1− d)|ASPE
1 |+ ax

• Let c be such that C(AOPT) = (2 + c)x. Observe that c is positive, as 2x

is a lower bound on C(AOPT).
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• Let b be such that C1(A
OPT) = (1 + b)x. It holds that b ≤ c/2 because

C1(A
OPT) ≤ C2(A

OPT). The definition of b implies that C2(A
OPT) =

(1 + c− b)x.

We derive several different upper bounds on C(ASPE) that are expressed in terms

of a, b, c, and d.

Observe first that each player experiences a cost of at most 2x in the subgame

perfect outcome ASPE, because there exists an action of cardinality x of which

each resource is chosen by at most two players.

Observation 4.5.

C1(A
SPE) ≤ 2x, C2(A

SPE) ≤ 2x .

This yields a straightforward upper bound of 4x on C(ASPE). Note that in

case c ≥ 6/7, we obtain that

C(ASPE)

C(AOPT)
≤ 4

20/7
=

7

5
,

so it remains to prove the claim for the case that c ∈ [0, 6/7] .

We prove a second upper bound on C(ASPE) next. By the Nash inequal-

ity, it holds that C1(A
SPE) ≤ C1(A

OPT
1 , ASPE′

2 ). Also, C2(A
OPT
1 , ASPE′

2 ) ≤
C2(A

OPT
1 , AOPT

2 ) = (1 + c − b)x. The number x is defined as the smallest

cardinality of any action, so ASPE′
2 intersects with AOPT

1 in at most (c − b)x

resources. We combine the latter with the fact that the cardinality of AOPT
1 is

(1 + b− a)x, and we conclude that C1(A
OPT
1 , ASPE′

2 ) ≤ (1 + b− a)x+ (c− b)x.

Therefore, by the Nash inequality:

Observation 4.6.

C1(A
SPE) ≤ (1 + c− a)x .

Combining this with Observation 4.5 yields

C(ASPE) ≤ (1 + c− a)x+ 2x = (3 + c− a)x . (4.1)

We prove two additional upper bounds on C(ASPE) next. First we upper
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bound C2(A
SPE).

C2(A
SPE) ≤ C2(A

SPE
1 , AOPT

1 )

≤ |AOPT
1 |+ |AOPT

1 ∩ASPE
1 |

≤ (1 + b− a)x+ d|ASPE
1 |

≤ (1 + b− a)x+ dC1(A
SPE)

≤ (1 + b− a)x+ d(1 + c− a)x ,

where the first inequality follows from the Nash inequality, and we use Observation

4.6 for the last inequality. Combining this with Observation 4.6 yields

C(ASPE) = C1(A
SPE) + C2(A

SPE)

≤ (1 + c− a)x+ (1 + b− a)x+ d(1 + c− a)x

= (1 + b− a)x+ (1 + d)(1 + c− a)x . (4.2)

Next we prove a different upper bound on C2(A
SPE).

C2(A
SPE) ≤ C2(A

SPE
1 , AOPT

2 )

≤ |AOPT
2 |+ |AOPT

2 ∩ASPE
1 |

= C2(A
OPT)− |AOPT

1 ∩AOPT
2 |+ |AOPT

2 ∩ASPE
1 |

≤ (1 + c− b− a)x+ (1− d)|ASPE
1 |+ ax

≤ (1 + c− b)x+ (1− d)|ASPE
1 |

≤ (1 + c− b)x+ (1− d)C1(A
SPE)

≤ (1 + c− b)x+ (1− d)(1 + c− a)x ,

where the first inequality follows from the Nash inequality, and we use Observation

4.6 for the last inequality. Combining this with Observation 4.6 yields

C(ASPE) = C1(A
SPE) + C2(A

SPE)

≤ (1 + c− a)x+ (1 + c− b)x+ (1− d)(1 + c− a)x

= (1 + c− b)x+ (2− d)(1 + c− a)x . (4.3)

Combining (4.1), (4.2), and (4.3), we conclude that the sequential price of
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anarchy of our game is at most

min




(3 + c− a)x,

(1 + b− a)x+ (1 + d)(1 + c− a)x,

(1 + c− b)x+ (2− d)(1 + c− a)x





(2 + c)x
(4.4)

=

min




(3 + c− a),

(1 + b− a) + (1 + d)(1 + c− a),

(1 + c− b) + (2− d)(1 + c− a)




(2 + c)
. (4.5)

We can obtain a concrete upper bound on the sequential price of anarchy of the

complete class of two-player affine symmetric congestion games when we maximize

the latter expression subject to the constraints c ∈ [0, 6/7], d ∈ [0, 1], b ∈ [0, 1/2c].

The variable a can be eliminated, as it is clear that the maximum is attained

when a = 0. This results in the optimization problem

max

{
min{(3 + c), (1 + b) + (1 + d)(1 + c), (3− d)(1 + c)− b}

(2 + c)
,

: 0 ≤ c ≤ 6

7
, 0 ≤ d ≤ 1, 0 ≤ b ≤ c

2

}
.

Numerically solving this program yields the 7/5, attained when we take c =

d = 1/2, b = 1/4, although this does not comprise a formal proof. However, it

is possible to prove formally that the solution does not exceed 7/5, by showing

that the optimal solution to the following optimization problem does not exceed

zero:

max



min




(3 + c),

(1 + b) + (1 + d)(1 + c),

(1 + c− b) + (2− d)(1 + c)




− 7

5
(2 + c)

: 0 ≤ c ≤ 6

7
, 0 ≤ d ≤ 1, 0 ≤ b ≤ c

2

}
. (4.6)

We introduce an additional variable z that we use in order to eliminate the
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min-expression in the objective function.

max

{
z − 7

5
(2 + c)

: z ≤ 3 + c, z ≤ (1 + b) + (1 + d)(1 + c),

z ≤ (1 + c− b) + (2− d)(1 + c),

0 ≤ c ≤ 6

7
, 0 ≤ d ≤ 1, 0 ≤ b ≤ c

2

}
.

There are still two constraints in this program that are non-linear, because they

contain the terms cd and −cd respectively. We introduce a new variable y that

we constrain to lie in [0, 6/7] and substitute the latter two terms by y and −y

respectively. This results in the following linear program, with an “enlarged”

feasible region:

max

{
z − 7

5
(2 + c)

: z ≤ 3 + c, z ≤ 2 + b+ d+ c+ y, z ≤ 3 + 3c− b− d− y,

0 ≤ c ≤ 6

7
, 0 ≤ d ≤ 1, 0 ≤ b ≤ c

2
, 0 ≤ y ≤ 6/7

}
.

Because the set of feasible points of this program is larger, the solution to this

linear program is an upper bound to the solution of (4.6). The exact solution to

this linear program can be obtained by known algorithms and turns out to be 0,

as we needed to show.

Theorem 4.1 now follows from Lemma 4.2 and Lemma 4.4.

4.2 n Players

Theorem 4.7. The sequential price of anarchy of linear symmetric network

routing games is not bounded by any constant.

Proof. We prove the theorem by constructing a sequence of lower bound examples

where the sequential price of anarchy gets arbitrarily large. Intuitively, the

construction of these games works as follows: To obtain a sequential price of

anarchy of z, a game consists of z segments. In the social optimum, the majority
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of players chooses only a single free resource per segment, while in the worst-case

subgame perfect equilibrium, the majority of players form groups of
√
z players

who choose the same sets of
√
z resources per segment. Any player who deviates

from this strategy is punished by some of her successors. The tricky part of the

construction is to make sure that all punishing strategies are credible. This is

achieved in the following way: There are slightly more players than disjoint paths.

As an effect, the last player has to necessarily share every arc in her chosen path

with (at least) one other player. That will result in the situation that this player

can credibly “threaten” any other player j by choosing the arcs that player j

chooses, if player j does not stick to a certain action. More generally, we extend

this idea so that a whole group of players can force a common predecessor into a

certain action. This is achieved in such a way that the “concerted” threatening is

not too expensive for every single threatener, but very expensive for the common

predecessor.

Definition of game Γz

Formally, in order to obtain a sequential price of anarchy of z, where z ≥ 4 is a

square number, we construct the following game Γz:

Example 4.8. Let p be a sufficiently large integer. There are n = p
√
z + 5z2

players. The network consists of z segments Rσ, σ ∈ [z]. Each segment Rσ

consists of 2(1 + p
√
z + 4z2) nodes σ, (2σ, 1), (2σ, 2), . . . , (2σ, p

√
z + 4z2), (2σ +

1, 1), (2σ + 1, 2), . . . , (2σ + 1, p
√
z + 4z2), σ + 1. Note that node σ + 1 is in both

segments Rσ and Rσ+1.

There is an arc with weight 0 from node σ to node (2σ, µ) for all µ ∈
{1, . . . , (p√z+4z2)}. There is an arc with weight 1/z, from (2σ, µ) to (2σ+1, µ)

for all µ ∈ {1, . . . , (p√z+4z2)}. There is an arc with weight 0 from (2σ+1, µ) to

σ+1 for all µ ∈ {1, . . . , (p√z+4z2)}. There is an arc with weight 0 from (2σ+1, µ)

to (2σ, ν) for all µ ∈ {1, . . . , (p√z + 4z2)} and for all ν ∈ {µ, . . . , (p√z + 4z2)}.
Note that between any nodes σ, σ+1, there exist 2p

√
z+4z2 −1 different paths:

one for every non-empty subset of arcs with weight 1/z of segment Rσ. For

brevity, when we refer from now on to arcs, we mean the arcs of which the cost

function is not identically zero, i.e. arcs with weight 1/z.

Node 1 is the source s, and node z + 1 is the sink t. Now any feasible action

of a player consists of at least one arc from each segment Rσ, σ ∈ [z]. This

example is shown in Figure 4.2.
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Figure 4.2: The lower bound network routing game from Example 4.8. Players

travel from s to t. Fat arcs represent resources with weight 1/z, and normal arcs

represent resources with zero weight.

Optimal social cost of Γz

In the optimal outcome AOPT, each player chooses exactly one arc from each

segment, and players share arcs as little as possible. Straightforward counting

based on the above definitions yields that the optimal social cost is C(AOPT) =

p
√
z + 3z2 + (2z2)2 = p

√
z + 7z2.

Definition of strategy profile SSPE for Γz

In order to describe our worst-case subgame perfect equilibrium strategy, we

first define the following actions, relative to the state in which a player must

choose her action:

• Greedy : In each segment, choose the single arc chosen by the smallest

number of players. In case of ties, the tie-breaking rule as described below

is used.

• Punish(j): Denote by Rσ a segment where all arcs chosen by player j are

chosen by less than z players from [j]. Denote by e an arc from Rσ that

is chosen by the largest number of players among the arcs chosen by j

(breaking ties in a consistent way). The action Punish(j) is then defined

as choosing e in Rσ and any free arc in each other segment.

• Fill : Choose
√
z free arcs in each segment.

• Copy : Choose exactly the same arcs as the previous player.
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Note that the above actions are defined relative to a given state in the

game. The actions Greedy and Copy are well-defined for each state, while the

actions Punish(j) and Fill only exist for a subset of the states. However, it is

straightforward to see that the following strategy profile SSPE is well-defined, i.e.

whenever any of the actions Greedy, Copy, Fill, or Punish(j) is prescribed by

SSPE, it is possible for a player to choose this action.

Using these actions, we now define a bad subgame perfect equilibrium SSPE =

(SSPE
1 , . . . , SSPE

n ) for Γz. For each state (A<i, i), strategy SSPE
i prescribes to

choose an action Ai that is determined by Algorithm 4.1.

if every player j ∈ [i− 1] chooses according to SSPE
j then

if i has at least 5z2 successors then
if i is the first player, or if the previous

√
z − 1 players chose Copy

then
Fill

else
Copy

end

else
Greedy

end

else
if exactly 1 player j ∈ [i− 1] does not choose according to SSPE

j

and j has chosen less than z2 arcs in each segment

and SSPE
j prescribed j to choose Fill or Copy

and there exists a segment in which all arcs chosen by j, are chosen by

less than z players in total then
Punish(j)

else
Greedy

end

end

Algorithm 4.1: a description of strategy SSPE.
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Tie-breaking rule

When the strategy SSPE
i prescribes that a player i chooses an arc chosen by the

smallest number of players, and there is a set E′ of arcs with this property, the

following tie-breaking rule is used: All predecessors of i are ordered. The set of

all players that deviate from SSPE comes first in this ordering. After that comes

the set of all other players. Within these two sets, the players are ordered by

index from high to low. Now the arcs are ordered as follows: Arc e is ordered

before e′ if and only if the set of players that choose e is lexicographically less

than the set of players that choose e′ according to the ordering on the players

just defined. Finally, ties are broken by choosing the first arc in this order,

among the arcs in E′.

Example 4.9. As an example to clarify the tie-breaking rule, consider the

following situation: Say player 5 has to choose 2 arcs among arc set {a, b, c, d}
that are chosen by the smallest number of players. Players 1 and 3 have deviated

from SSPE. Player 1 has chosen (among arc set {a, b, c, d}) arcs b and c, player

2 has chosen arcs c and d, player 3 has chosen arcs a and d, and player 4 has

chosen arcs a and b. Thus, the players are ordered 3, 1, 4, 2, therefore the arcs

are ordered d, a, c, b, so player 5 chooses arcs a and d. �

Cost of the outcome ASPE of SSPE

If each player i chooses the action prescribed by SSPE
i , then the social

cost is at least (p
√
z)(

√
z
√
z) + 3z2 + (2z2)2 = pz

√
z + 7z2. We see that

limp→∞ C(ASPE)/C(AOPT) = limp→∞(pz
√
z + 7z2)/(p

√
z + 7z2) = z.

Checking that SSPE is a subgame perfect equilibrium

For a state (A<i, i), an action Ai is said to be optimal with respect to a strategy

profile SSPE if and only if choosing Ai minimizes i’s cost when players 1, . . . , i− 1

choose A<i and players i+ 1, . . . n choose according to SSPE.

Lemma 4.10. For each state (A<i, i) of Γz, the action prescribed by SSPE in

(A<i, i) is optimal with respect to SSPE.

Proof. For each of the possible actions Greedy, Fill, Punish(j) (where j ∈ [i−1]),

and Copy, that SSPE
i may prescribe to player i in state (A<i, i), we prove that

deviating unilaterally from this prescription will not decrease the cost of player
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i, on the assumption that all succeeding players i+ 1, . . . , n choose according to

SSPE.

• Suppose player i is prescribed by SSPE
i to choose Fill or Copy. Then no

player in [i − 1] has deviated from SSPE. Therefore, (assuming that all

succeeding players choose according to SSPE as well) the cost of player

i when she does not deviate, is z. If player i does deviate, then the

subsequent players will choose Punish(i), which guarantees that in each

segment, one of the arcs chosen by i is chosen by at least z players in the

resulting outcome. Her utility will therefore be at least z. Thus, deviating

is not beneficial for player i.

• Suppose player i is prescribed by SSPE
i to choose Greedy. Then (assuming

that players i + 1, . . . , n all choose according to SSPE) observe that by

definition of SSPE, players i + 1, . . . , n choose Greedy, even if player i

deviates from playing Greedy. We denote by ASPE the outcome that results

if i does not deviate from SSPE
i . We show that if i does deviate, then in

each segment, player i’s cost is at least as high as in ASPE. Let σ ∈ [z] and

consider segment Rσ. Let ei and en denote the arcs from Rσ chosen by

respectively player i and player n in ASPE. Denote by R′ the set of arcs in

Rσ chosen by players i, . . . , n in ASPE.

We denote by d the number of players choosing en in ASPE. Any arc e ∈ R′

has cost either d/z or (d−1)/z. (If it were higher, then the last player who

chose e would have chosen en, because she chooses greedily.) Specifically

the cost of ei is at most d/z. Also, any arc e ∈ Rσ that is not in R′ is
chosen by at least d− 1 players of [i− 1]. (If this were false, then in ASPE

player n would have chosen e instead of en.)

Now consider outcome A′ that occurs when player i deviates from SSPE
i . If

player i chooses any arc e′i that is not in R′, then this arc has cost at least

d/z. We now show that if e′i is in R′, then it has cost at least d/z as well.

In that case, if any player i′ ∈ {i+ 1, . . . , n} chooses an arc not in R′ then
all arcs in R′ would yield cost at least d/z. (Because, if there would be an

arc e′ ∈ R′ with cost (d− 1)/z, then the tie breaking rule dictates that i′

would have chosen e′i instead of e′.) However, if all players i, . . . , n choose

an arc in R′, then player n has cost at least d/z. Combining this with the

tie-breaking rule, we conclude that e′i has a cost of at least d/z as well.

Therefore, in all cases the cost of player i does not decrease by deviating.

• Suppose player i is prescribed by SSPE
i to choose Punish(j) for some

j ∈ [i − 1]. Let us compute first the cost of i if she would follow this
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prescription (assuming that players i + 1, . . . , n all choose according to

SSPE). Then observe that by definition of SSPE, there is a number of other

players succeeding i that choose Punish(j) as well. Let k be this number

of players. So: {j+1, . . . , i+k} is the set of players that choose Punish(j).

Let � = |{j+1, . . . , i+k}|. Players i+k+1, . . . , n choose Greedy, again by

definition of SSPE. Players in [j−1] together choose at most j−2+
√
z arcs

in each segment. Player j chooses at most z2 arcs in each segment. Players

j + 1, . . . , i + k all choose Punish(j), so they each choose at most 1 arc

per segment. The total number of arcs chosen per segment by at least one

player in [i+k], is therefore at most j−2+z2+�+
√
z. Therefore, there are

at least F := (p−1)
√
z+3z2− j− �+2 free arcs per segment after the first

i+ k players have chosen their action. The set {i+ k + 1, . . . , n} is of size

G := p
√
z + 5z2 − j − �. We see that G/F ≤ 2 so the Greedy players will

choose only those free arcs. (i.e. by the tie-breaking rule the Greedy players

will not choose arcs of player i). Therefore, player i’s utility is exactly

2− 1/z if she chooses Punish(j). (This holds because in z − 1 segments, i

chooses 1 free arc that will not be chosen by any of her successors as we

have shown. In the remaining segment, i chooses an arc that player j has

chosen, which will be chosen by precisely z players.)

Suppose next that i deviates from playing Punish(j). In that case, all

succeeding players will choose Greedy. We prove that in each segment, i’s

costs are at least 2/z, so that her total cost is at least 2. All players in

[j−1] together choose at least j−1 different arcs per segment. This implies

that in state (A<i, i), in each segment there are at least j − 1 arcs that

are chosen by at least one player, and at most p
√
z + 4z2 − j + 1 free arcs.

The number of players succeeding i is p
√
z + 5z2 − i ≥ p

√
z + 4z2 − j + z,

where the inequality holds because i ≤ j+z2−z (because by the definition

of SSPE, there are at most z2 − z players choosing Punish(j)). Therefore,

there exist players among the Greedy players who choose in each segment

an arc that is occupied by at least one player. The tie-breaking rule for the

Greedy action then guarantees that the first such a Greedy player chooses

in each segment an arc on which i is the sole player, in case such an arc

exists. Therefore, when i deviates, her cost in each segment is at least 2/z.

It follows from Lemma 4.10 that SSPE is a subgame perfect equilibrium of

Γz. That concludes the proof of Theorem 4.7.
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Although the sequential price of anarchy is not bounded by any constant,

by Theorem 3.16 it is trivially upper bounded by the number of players n. In

fact, our construction shows a lower bound of SPoA ≥ Ω(
√
n). To see this, we

choose p = z
√
z. Then n = z2 + 5z2 = 6z2, which yields z =

√
n/6. Now,

SPoA ≥ (z3 + 7z2)/(z2 + 7z2) ≥ z3/(8z2) = z/8 =
√
n/(8

√
6).

4.3 Hardness of Computing Subgame Perfect

Equilibria

Notice that the encoding of subgame perfect strategies can, in general, require

super-polynomial space in terms of the input size of a network routing game.

This is even the case for two players, for example if the first player has a super-

polynomial number of possible actions, i.e. (s, t)-paths. Then, for each of these

potential actions of player one, a subgame perfect equilibrium needs to prescribe

the respective actions taken by player two. We head for a meaningful statement,

however, with respect to the input size of a network routing game and not the

output. Therefore we consider the computational problem to only compute the

subgame perfect outcome. This exactly corresponds to a single path in the game

tree, which for two players has depth two. This has polynomial size, as it is just

one path per player. The problem to compute such an equilibrium path in the

game tree, however, turns out to be hard.

Theorem 4.11. Computing a subgame perfect outcome of symmetric linear

network routing games or symmetric affine congestion games is (strongly) NP-
hard for any number of players n ≥ 2.

Proof. We prove the theorem by a Turing reduction from the Hamiltonian

path problem. The Hamiltonian path problem is the problem of determining

whether there exists a path that visits each vertex exactly once in a given graph.

Consider any instance of Hamiltonian path on graph G = (V,E) and construct

the following game:

Example 4.12. There are n players. There are two copies v′, v′′ for each node

v ∈ V . There is also a source node s, a sink node t, and a node s′. We define

m = 2|V |+ 1 and ε = 1/(2|E|). There is an arc of weight m from s to s′ and
an arc of weight (2m + 3)/(n − 1) from s to t. For each node v ∈ V in the

Hamiltonian path instance, there is an arc of weight 0 from s to v′, an arc of
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weight 2 from v′ to v′′, and an arc of weight 0 from v′′ to t. Moreover, for each

edge (u, v) ∈ E in the Hamiltonian path instance, there are arcs of weight ε from

u′′ to v′ and from v′′ to u′. Finally, for every pair of nodes {u, v} /∈ E for which

there is no edge between u and v in the Hamiltonian path instance, there is are

arcs of weight 2ε from u′′ to v′ and from v′′ to u′. This reduction is shown in

Figure 4.3. �

a b

c d

a′

b′

c′

d′

a′′

b′′

c′′

d′′

s t

m

2m+3
n−1

2

2ε

0

s′

ε

Figure 4.3: A visualization of reducing instances of Hamiltonian path to n-player

network routing games, described in Example 4.12.

We claim that in a subgame perfect outcome, player 1 traverses all arcs

(v′, v′′) that correspond to all nodes v ∈ V of the Hamiltonian path instance. In

that case, all subsequent players choose the arc (s, t).

Let us argue that indeed, this is a subgame perfect outcome. First note

that if for at least one node v of the Hamiltonian path instance, player 1 does

not choose arc (v′, v′′), then there is some successor j that will choose the path

(s, s′, v′, v′′, t). This follows since the cost of player j in the resulting outcome is

2m+ 2, because all other players will choose (s, t). The latter is due to the high

cost of 3m that a third player would have if she would choose arc (s, s′), while
choosing (s, t) would guarantee a lower cost of at most 2m+ 3. So, in this case,

player 1 has a cost of at least 2m+ 2.

On the other hand, if player 1 chooses all arcs (v′, v′′), then for any succeeding

player i, choosing any path using an arc (v′, v′′) would yield a cost of 2m+ 4 in
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the resulting outcome. In that case, choosing (s, t) is always a better option for

any succeeding player, because doing so guarantees a cost of = 2m+ 3.

Finally, if player 1 chooses (s, t), it is not hard to see that this yields cost

2m+ 3 in the resulting outcome.

Now, suppose there exists a Hamiltonian path in G. Let us look at the cost of

player 1 if she chooses the arcs (v′, v′′) that correspond to all v ∈ V , in the order

of the Hamiltonian path. Then player 1’s cost is exactly m+ 2|V |+ ε(|V | − 1|)
(because, as we showed, succeeding players will choose (s, t)).

Alternatively, if no Hamiltonian path exists, then for player 1, choosing all

arcs (v′, v′′), requires choosing at least one arc of weight 2ε. Therefore any such

action yields a cost of at least m+2|V |+ ε(|V |− 2)+2ε > m+2|V |+ ε(|V |− 1|),
as shown above.

Hence, if we were able to compute a subgame perfect outcome in polynomial

time, we could verify in polynomial time if the cost of player 1 equals m+2|V |+
ε|V − 1| or not. This would allow to decide the Hamiltonian path problem in

polynomial time.

If we define a decision problem SPE-DEC that asks if the cost of the first

player is below some threshold k in a subgame perfect equilibrium, we can also

show the following for two-player games:

Theorem 4.13. SPE-DEC is NP-complete for the case of two players.

Proof. By Theorem 4.11, SPE-DEC is NP-hard, so we only need to prove that

SPE-DEC is contained in NP. We use the subgame perfect outcome (ASPE) as a

certificate for a ‘yes’-instance. We can verify in polynomial time by a shortest

path algorithm, that ASPE
2 is subgame perfect when player 1 chooses ASPE

1 . For

player 1 we do not have a way to verify that ASPE
1 is a subgame perfect action,

but we do not need to: we simply verify if the cost of player 1 is indeed at most k

for the outcome ASPE. If yes, player 1 can guarantee cost at most k by choosing

ASPE
1 , so in any subgame perfect equilibrium, player 1 will have cost at most that

much. Hence we can verify the validity of the certificate for any ‘yes’-instance in

polynomial time.

4.4 Generic Congestion Games

For some games, there is a non-trivial gap between the sequential price of

anarchy in the generic version and the general version, e.g. cut/consensus games
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or resource sharing games [19, 77], see also Chapter 2. The crucial use of ties in

the proof of Theorem 4.7, gives an indication that there might be a non-trivial

gap for congestion games as well. We find the question whether such a gap exists

one of the most interesting open questions of this thesis, and we conjecture that

such a gap does indeed exist, given a sufficient number of players n0.

Conjecture 4.14. There exists an ε > 0 and an integer n0 ≥ 0 such that for

all n > n0, it holds that SPoA(CG(n)) > SPoA(g-CG(n)) + ε

Here CG(n) denotes the class of all congestion games with n players, and

g-CG denotes the class of all generic congestion games with n players. Note that

we need ε to exclude trivial gaps.

In this section, we present preliminary results obtained in our quest to prove

or disprove the conjecture. We show an example that we slightly perturb in

order to obtain a generic game for which the sequential price of anarchy carries

over. Then we describe a procedure that generalizes this perturbation, yielding

a bound on the sequential price of stability, which we define first. Finally, we

show that we cannot trivially generalize this result to provide a bound on the

sequential price of anarchy as well.

Definition 4.15.

SPoS(Q(I)) = min
ASPE∈ASPE(Q(I))

C(ASPE)

C(AOPT)
, (4.7)

where ASPE(Q(I)) denotes the set of all subgame perfect equilibria of game Q(I),

and AOPT is a social optimum. The sequential price of stability of a class of

games C is defined as

SPoS(C) = sup
I∈C

SPoS(Q(I)) , (4.8)

where Q(I) denotes the sequential game of I.

Now consider the game in Example 4.3 on page 61, which we denote by

I. This game is not generic, but we can create a generic copy I ′ by slightly

perturbing the edge weights.
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Example 4.16. There are two players, six nodes s, a′, a, b, c, t, and nine arcs

with constant cost zero and weights

β(s,a) = 1 +

√
2ε

100
, β(s,a′) = 2 +

√
3ε

100
, β(a′,a) =

√
5ε

100
,

β(a,b) = 1 +

√
7ε

100
, β(a,c) =

√
11ε

100
, β(b,c) =

√
13ε

100
,

β(b,t) =

√
17ε

100
, β(c,t) = 1 +

√
19ε

100
, β(s,t) = 4 +

√
149ε

100
.

This game I ′ is shown in Figure 4.4.

It is not hard to check that the only subgame perfect outcome of I ′ is

(s, a, b, c, t), (s, t), which uses the same actions as the worst-case subgame perfect

outcome in I. Note that by our specific perturbation using square roots of primes,

and by basic algebra, the game is generic. Finally note that the difference in social

cost between the social optima of I and I ′ is < ε, therefore SPoA(I)−SPoA(I ′) <
ε. This yields

Corollary 4.17. SPoA ≥ 7/5 − ε for any ε > 0, for generic affine symmetric

network congestion games with two players.

In Example 4.16, we have chosen the weights in I ′ such that the following

conditions are satisfied:

1. I ′ is generic.

2. for all players i ∈ N and all action profiles A,A′ ∈ A of I for which

Ci(A) �= Ci(A
′), it holds that ε < |Ci(A)− Ci(A

′)|, i.e. ε is smaller than

the smallest non-zero difference in costs of any outcome in I.

3. C(A′SPE)
C(A′OPT)

− ε ≤ C(ASPE)
C(AOPT)

for the unique subgame perfect outcome A′SPE of

I ′, the subgame perfect outcome ASPE of I that uses the same actions as

A′SPE, social optimum AOPT of I, and social optimum A′OPT of I ′.

Note that such weights exist for any congestion game; we can choose weights√
pr/m, where pr is a prime number specific to resource r, in order to satisfy

Condition 1 and m is a sufficiently large number to satisfy Condition 3 and

Condition 2. Now, by Condition 1, all ties in I are broken in I ′ and by Condition 2,

no new subgame perfect equilibria are created, therefore the unique subgame
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Figure 4.4: The network congestion game from Example 4.16. Numbers are arc

weights.

perfect outcome A′SPE of I ′ indeed uses the same actions as a particular subgame

perfect outcome ASPE of I. Note that increasing m might change the unique

subgame perfect outcome of I ′, but since the number of outcomes is finite, there

exists an m such that Condition 3 holds.

Note that Condition 3 compares C(A′SPE) to the cost in a specific subgame

perfect outcome ASPE, which is not the worst subgame perfect outcome ASPoA in

general. This is shown in Figure 4.5. However, a best subgame perfect outcome

ASPoS has even lower cost. Therefore, we obtain the following lemma:

Lemma 4.18. For every instance I of a congestion game, for every ε > 0, there

exists a generic instance I ′ for which SPoA(I ′) ≥ SPoS(I)− ε.

By this lemma, we prove the following result on the sequential price of

stability:

Theorem 4.19. |SPoS(CG)−SPoA(g-CG)| ≤ ε for any ε > 0. Here CG denotes

the class of all congestion games, and g-CG denotes the class of all generic

congestion games.

Proof. Any worst-case generic instance I ′ has a unique subgame perfect outcome.

Therefore we can use the same instance I ′ to obtain SPoS(CG) ≥ SPoA(g-CG).
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ASPE

I ′I

A′SPEε

ASPoA

ASPoS

Figure 4.5: The relation between subgame perfect outcomes in I and I ′. Dots

represent subgame perfect outcomes. The height of an outcome A of a game

represents C(A)/C(AOPT), where AOPT denotes the social optimum of that game.

By Lemma 4.18, for any worst-case sequential price of stability instance I and

for any ε > 0 we can slightly perturb the instance to obtain SPoA(g-CG) ≥
SPoS(CG)− ε.

Note that Theorem 4.19 does not disprove Conjecture 4.14. In order to

disprove the conjecture, we would have to perturb the weights in I such that,

specifically a worst subgame perfect equilibrium of I corresponds to the unique

subgame perfect equilibrium A′SPE of the perturbed instance I ′. Unfortunately,
this is not possible in general. To see why, we first formalize such a perturbation.

Definition 4.20 SPE-generification.
Given a non-generic congestion game I, with action spaces Ai for each player

i, and a specific subgame perfect equilibrium SSPE of I, an SPE-generification
is a bijection fSPE : A1 × · · · × An → A′

1 × . . . ,×A′
n that maps for each player

i, any action Ai ∈ Ai to an action A′
i ∈ A′

i in a generic congestion game I ′,
such that for each state (A<i, i) in the non-generic game I, it holds that Ai is

prescribed in state (A<i, i) by subgame perfect equilibrium SSPE, if and only if

A′
i is prescribed in state (A′

<i, i) by the unique subgame perfect equilibrium of

the generic game I ′.

Note that the SPE-generification is a weaker concept we would need to

disprove Conjecture 4.14, as we do not make any assumptions about the cost
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functions or even the number of resources of the generic instance I ′. However,
the following theorem proves that, even when using this weak notion, there exist

games that can not be ‘generified’.

Theorem 4.21. There exist congestion games I and subgame perfect equilibria

SSPE of I, for which there exists no generic congestion game I ′ for which there

exists an SPE-generification that maps I to I ′.

Proof. We prove the theorem by describing the following non-generic congestion

game I, with subgame perfect equilibrium SSPE.

Example 4.22. There are three players, and two resources a, b with constant

costs αa = αb = 1, and zero weights βa = βb = 0. Due to the specific costs,

any strategy profile is a subgame perfect equilibrium, in particular any strategy

profile SSPE that prescribes player 3 to choose a in states (a, a) and (b, b), and b

in states (a, b) and (b, a). Actions prescribed by SSPE in states of players 1 and

2 are irrelevant for our analysis. �

Suppose there exists a generic game I ′, such that there exists an SPE-
generification that maps (I, SSPE) to I ′. For the generic instance I ′, we denote

by A,B the actions of player 1, by C,D the actions of player 2, and by E,F

the actions of player 3. Now, by the definition of SPE-generification, without
loss of generality, in the unique subgame perfect equilibrium of I ′, action E is

prescribed in states (B,D) and (A,C), while action F is prescribed in states

(B,C) and (A,D). The game tree is depicted in Figure 4.6.

A B

C D C D

E F E F E F E F

Figure 4.6: The game tree of the ‘generified’ instance I ′ of Example 4.22. The

set of fat lines represents the unique subgame perfect equilibrium.
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Now, from the subgame perfect actions of player 3, we can derive the following

inequalities. Note that the inequalities are strict, since the game I ′ is generic:

α(E) + β(E) + β(E ∩A) + β(E ∩ C) < α(F ) + β(F ) + β(F ∩A) + β(F ∩ C)

α(F ) + β(F ) + β(F ∩A) + β(F ∩D) < α(E) + β(E) + β(E ∩A) + β(E ∩D)

α(F ) + β(F ) + β(F ∩B) + β(F ∩ C) < α(E) + β(E) + β(E ∩B) + β(E ∩ C)

α(E) + β(E) + β(E ∩B) + β(E ∩D) < α(F ) + β(F ) + β(F ∩B) + β(F ∩D)

Summing over all inequalities yields 0 < 0, which is clearly false. By contradiction,

we see that no such generic game I ′ exists.

This result shows that lower bounds for general congestion games do not

trivially carry over to the generic case. Nevertheless, we have not found any

improved upper bounds on the sequential price of anarchy for the generic case

either.

4.5 Price of Anarchy

In this subsection we focus on the regular (i.e. non-sequential) price of anarchy

of symmetric network routing games with linear costs and show that it equals

5/2. This resolves an open question posed by Bhawalkar et al. [18] regarding

the price of anarchy of congestion games. Surprisingly, the lower bound that we

provide is conceptually simpler than the one previously provided for the more

general class of (non-network) affine congestion games by Christodoulou and

Koutsoupias [29].

Theorem 4.23. PoA = (5n − 1)/(2n + 1) for linear and affine symmetric

network routing games.

Proof. It is known that the price of anarchy for affine symmetric congestion

games is (5n − 1)/(2n + 1) [29]. Thus, it suffices to prove that the price of

anarchy of symmetric linear network routing games is at least (5n− 1)/(2n+ 1).

To this end we construct the following class of games:

Example 4.24. There are n players and n principal disjoint paths from the

source s to the sink t. These paths are all composed of 2n− 1 arcs (and thus

2n nodes, s being the first and t being the last). We denote by ei,j the j-th

arc of the i-th path, for i = 1, . . . , n and j = 1, . . . , 2n− 1 and by vi,j the j-th
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node of the i-th path, for i = 1, . . . , n and j = 1, . . . , 2n. There are n · (n− 1)

additional connecting arcs that connect these paths: there is an arc from vi,2k+1

to vi−1,2k for k = 1, . . . , n− 1, where i− 1 is taken mod (n). This defines the

network. The costs on the arcs are set as follows: Arcs ei,1 (that start from s)

have weight 2, arcs ei,2n−1 (that end in t) have weight 2, while arcs ei,j with

1 < j < 2n− 1 have weight 1. All connecting arcs have weight zero. For three

players, this example (along with the optimal and equilibrium strategies) is

depicted in Figure 4.7. �

s t

P1

P2

P3

s t

AOPT

ANE

2

2

1 1 1

111

1 1 12 2

2

2

Z1

Z2

Z3

00

00

00

00

v1,1 v1,2 v1,3 v1,4

v2,1 v2,2 v2,3 v2,4

v2,1 v2,2 v2,3 v2,4

e1,1

e1,2 e1,3 e1,4

e1,5

e2,2 e2,3 e2,4e2,1 e2,5

e3,2 e3,3 e3,4

e3,1 e3,5

Figure 4.7: The game of Example 4.24. Players travel from s to t. P1, P2, P3

are principal paths, Z1, Z2, Z3 are zig-zag paths.

It is easy to check that the social optimum AOPT in this game is to route

one player in each of the principal paths. Since in this action profile no two

players intersect in any arc, C(AOPT) = n(2 + 2n − 3 + 2) = n(2n + 1). On

the other hand a Nash equilibrium ANE is obtained when each player k chooses

the following path: she starts with arcs ek,1, ek,2, then uses all arcs of the

form ek+j,2j , ek+j,2j+1, ek+j,2j+2 for j = 1, . . . , n − 2, and finishes with arcs

ek+n−1,2n−2, ek+n−1,2n−1 (and uses the required connecting arcs). Here, the
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additions on the principal paths index are taken mod (n). In this solution

every arc ei,j with j even, is used exactly twice while every other arc is used once.

Thus C(ANE) = n(n− 1) · 4 + n(n− 2) · 1 + 2n · 2 = n(5n− 2). It immediately

follows that the price of anarchy of this class of games grows is (5n− 1)/(2n+1).

The remainder of the proof consists of checking that the latter path choices

indeed result in a Nash equilibrium. Consider a player, whom by symmetry we

may assume is player 1, and let us evaluate possible deviations from the current

path, which we call the zig-zag path Z1. Note that in any path, an arc ei,2j−1 is

always followed by ei,2j for 2 ≤ j ≤ n− 1, and that player 1 evaluates the joint

(opportunity) cost of these two arcs as either 5 (if not in the zig-zag path Z1) or

3 (if in the zig-zag path Z1). Now assume that player 1 chooses a path P ′ not
intersecting Z1 in arcs of the form ei,2j−1 for j = 1, . . . , n, then the cost of this

path is at least (n−2) ·5+8 = 5n−2 (the extra 8 comes from the arc starting in

s and the arc ending in t), and thus the deviation is not profitable. Therefore we

may assume that P ′ and Z1 do intersect in arcs of the form ei,2j−1. Since these

arcs are in Z1 they actually are of the form ei,2i−1. So consider two of these

intersection arcs ei,2i−1 and ek,2k−1. The cost of the restricted Z1 path between

nodes vi,2i and vk,2k−1 is 2 + 5(k − i− 1), whereas path P ′ has cost 5(k − i− 1)

just to get to a node of the form vl,2k−1 plus the cost to get to the principal

path k, that is at least 3. The total cost is thus at least 3+ 5(k− i− 1) implying

that the deviation is not profitable. Finally we consider the subpath between s

and the first such intersection, say ei,2i−1 (and symmetrically between the last

intersection and t). In this case the cost of the restricted Z1 path between nodes

s and vi,2i is 6 + (i− 2)5, whereas the cost of P ′ is at least 4 + 3 + (i− 2)5 (the

+4 comes from the first arc and the +3 from the second arc), again the deviation

cannot be profitable. We thus conclude that Z1 is indeed a best response and

thus we have a Nash equilibrium.
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Chapter 5

Price of Anarchy for Affine

Symmetric k-Uniform

Congestion Games

In 1920, Pigou’s classic example [78] yielded a lower bound of 4/3 on the price

of anarchy for affine singleton symmetric congestion games. Almost a century

later, in 2004, Lücking et al. proved a matching upper bound for the linear

atomic case [64]. Fotakis [41] extended the result for the affine case using a more

elegant proof and generalized the result for general cost functions and Stackelberg

strategies. For general congestion games, Christodoulou and Koutsoupias [29],

and independently, Awerbuch et al. [10] proved a tight bound of 5/2 on the

price of anarchy. Intermediate models have been considered, e.g. singleton [24],

symmetric [29], and network [10, 29], but these have not yielded a constant price

of anarchy strictly between 4/3 and 5/2.

The class of k-uniform games is related to the class of integer-splittable

congestion games introduced by Rosenthal [82] and the classes of k-splittable

and integer k-splittable congestion games studied by Meyers [65]. In contrast to

our model, the models above allow that a player uses a resource with multiple

units of demand at the same time. It turns out that allowing for this kind of self-

congestion has a severe impact on the existence of pure Nash equilibria [39, 82]

but for networks of parallel links it is known that pure Nash equilibria are
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guaranteed to exist [54, 94].

The impact of the combinatorial structure on the existence and computability

of pure Nash equilibria has been studied for many variants of congestion games.

Ackermann et al. [1] proved that for atomic games with unweighted players, all

sequences of best replies converge in polynomial time to a pure Nash equilibrium,

if the set of actions of each player corresponds to the set of bases of a matroid.

For weighted congestion games, the matroid property guarantees the existence

of pure Nash equilibria [2], while without that property a pure Nash equilibrium

may fail to exist [48]. Similarly, congestion games with player-specific costs and

matroid actions have a pure Nash equilibrium that can be computed efficiently [2],

which is in contrast to the general case [66]. For similar results in the context of

resource buying games, see also Harks and Peis [53].

To the best of our knowledge, the impact of matroid structures on the

efficiency of Nash equilibria has not been considered before. The only result in this

direction is a yet unpublished work of Fujishige et al. [45]. The authors showed

that Braess’ paradox cannot occur in non-atomic games with matroid strategies,

i.e. the quality of the user equilibrium cannot deteriorate when removing a

resource. This result, however, has no consequences for the inefficiency of

equilibria in non-atomic games, since the worst case is attained for Pigou-style

networks where the strategies are symmetric and 2-uniform matroids.

In this chapter, we analyze the quality of equilibria of affine symmetric

k-uniform congestion games and show that for this class 4/3 < PoA < 5/2

(Section 5.2 and Section 5.3). We first provide definitions in Section 5.1. We also

prove lower bounds on the price of anarchy for general affine matroid congestion

games (Section 5.4), the price of anarchy for k-uniform congestion games with

polynomial cost functions (Section 5.5) and finally, the sequential price of anarchy

for general affine matroid congestion games (Section 5.6). This chapter is based

on ‘Efficiency of equilibria in uniform matroid congestion games’ [59].

5.1 Preliminaries

Definition 5.1 Matroids.

A matroid is a tuple (G, I) where G is called the ground set and I ⊆ 2G is a set

of independent subsets of G with the following properties:

1. the empty set is independent
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2. any subset of an independent sets is independent

3. if A and B are independent, and |A| = |B|+1, then there exists an element

a in A \B, such that B ∪ {a} is independent.

Any subset of G that is not independent, is called dependent.

Examples of matroids are vector spaces (vectors are elements of G and any set

of linearly independent vectors is independent) and graphs (edges are elements

of G, and any forest is independent).

Definition 5.2 Bases.

A base B of a matroid is a maximal independent set, i.e. B is independent, and

B ∪ a is dependent for any element a ∈ G \B. We denote by B the set of bases

of a matroid.

Examples of bases are bases of a vector space and spanning trees of a graph.

Bases in a matroid have the following property:

Definition 5.3 Basis Exchange Property.

For any 2 bases A,B ∈ B, for which there exists an element a ∈ A \ B, the

following holds: There exists an element b ∈ B \A such that (A \ {a})∪ {b} is a

base as well.

Definition 5.4 Matroid Congestion Games.

A matroid congestion game is a congestion game, where for each player i, all

actions Ai ∈ Ai are bases in a matroid with the set R of resources as ground set

G.

Definition 5.5 Symmetric k-Uniform Congestion Games.

A symmetric k-uniform congestion game is a symmetric matroid congestion

game, corresponding to a k-uniform matroid, i.e. a set of resources R′ is an

action, if and only if it contains exactly k resources: |R′| = k.

5.2 Upper Bound

The main result of this chapter is the following upper bound on the price of

anarchy of symmetric k-uniform congestion games:

Theorem 5.6. PoA ≤ 28
13 ≈ 2.15 for symmetric k-uniform congestion games.
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AOPT 1 2 3 1 2 3 1

2

1 2 3 3

ANE 1 2 3

c1(x)=1

1 2

c2(x)=1

3

c3(x)=x

2

1

c4(x)=x

2

1

c5(x)=x

3

c6(x)=x

3

c7(x)=x

U O

Figure 5.1: A symmetric 4-uniform congestion game with seven resources from

Example 5.7. The height of the stack of each resource represents its cost. Colors

represent players.

For the proof of Theorem 5.6, we are going to prove that C(ANE) ≤ 28
13

C(AOPT) for any given worst-case Nash equilibrium ANE and optimal solution

AOPT, of any arbitrary symmetric k-uniform congestion game I. For the remain-

der of this section, we fix a game I, a worst-case Nash equilibrium ANE and a

social optimum AOPT.

To gain some intuition on congestion games with k-uniform matroid actions,

let us first consider the following example of a k-uniform congestion game that

will serve as a running example throughout this section. Even though it has only

a moderate price of anarchy of 16/14, it showcases the crucial structures that

we exploit later in this section when proving Theorem 5.6.

Example 5.7. Consider the symmetric 4-uniform congestion game in Figure 5.1.

There are three players 1, 2, 3 and seven resources 1, . . . , 7. The first two resources

have constant cost functions c1(x) = c2(x) = 1 for all x ∈ N. The cost function

of the other five resources is the identity, i.e. cr(x) = x for all r ∈ {3, . . . , 7}.
There are three players whose action is to choose exactly 4 resources, i.e. Ai =

{Ai ⊂ R : |Ai| = 4} for all i ∈ N . �

In AOPT, the two resources with constant cost are chosen by all players, and

each player chooses two of the remaining five resources, see the upper action

profile in Figure 5.1. One of the resources with non-constant costs has to be

chosen by two players leading to a social cost of 14. However, there is a Nash
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equilibrium in which not all of the resources with constant costs are chosen by

all players, see the lower action profile in Figure 5.1. This Nash equilibrium has

a total cost of 16. The price of anarchy of this game is 16/14 ≈ 1.14.

In order to derive bounds on the price of anarchy for the proof of Theorem 5.6,

we bound the excess costs of the resources that are chosen by more players in

ANE than in AOPT in terms of the excess costs of the resources that are chosen by

more players in AOPT than in ANE. To this end, we denote by xOPT
r the number

of players choosing resource r in AOPT and by xNE
r the number of players choosing

resource r in ANE. Moreover, we denote by U the set of resources chosen by

more players in AOPT than in ANE and by O the set of resources chosen by more

players in ANE than in AOPT, i.e.

U =
{
u ∈ R : xOPT

u > xNE
u

}
and O =

{
o ∈ R : xOPT

o < xNE
o

}
. (5.1)

Henceforth, we call the resources in U underloaded and the resources in O

overloaded. For an illustration, see also Figure 5.1, where the set of underloaded

resources is U = {2, 3} and the set of overloaded resources is O = {4, 5}.
As we show in the following lemma, it is sufficient to bound the excess costs

of the resources in O in terms of the excess costs of the resources in U , in order

to bound the price of anarchy.

Lemma 5.8. For an affine symmetric k-uniform congestion game, and U and

O as in (5.1), we have

3

4
C(ANE) ≤ C(AOPT) +

∑
o∈O

(
xNE
o − xOPT

o

)
co(x

NE
o )

−
∑
u∈U

(
xOPT
u − xNE

u

)
cu(x

NE
u + 1) . (5.2)

Proof. For any resource u ∈ U we have that

xNE
u cu(x

NE
u ) = xOPT

u cu(x
OPT
u )− xOPT

u cu(x
OPT
u ) + xNE

u cu(x
NE
u )

≤ xOPT
u cu(x

OPT
u )− xOPT

u cu(x
NE
u + 1) + xNE

u cu(x
NE
u + 1)

= xOPT
u cu(x

OPT
u )− (xOPT

u − xNE
u )cu(x

NE
u + 1) .

The second inequality uses that xNE
u + 1 ≤ xOPT

u by the definition of U and that
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the cost-functions are non-decreasing. For any resource o ∈ O, we have

xNE
o co(x

NE
o ) = xOPT

o co(x
NE
o ) + (xNE

o − xOPT
o )co(x

NE
o )

≤ xOPT
o co(x

OPT
o ) +

1

4
xNE
o co(x

NE
o ) + (xNE

o − xOPT
o )co(x

NE
o ) .

Here, the inequality uses that the cost function is of the form co(x) = αo + βox,

thus,

xOPT
o co(x

NE
o ) = αox

OPT
o + βox

OPT
o xNE

o

≤ αox
OPT
o + βox

OPT
o xOPT

o +
1

4
βox

NE
o xNE

o

≤ xOPT
o co(x

OPT
o ) +

1

4
xNE
o co(x

NE
o ) ,

where the first inequality follows from

0 ≤
(
xOPT
o − xNE

o

2

)2

= (xOPT
o )2 +

(
xNE
o

2

)2

− xOPT
o xNE

o

for all o ∈ O. Finally, for any resource r ∈ R \ (U ∪O) we have that

xNE
r cr(x

NE
r ) = xOPT

r cr(x
OPT
r ) .

Summing over all resources yields:

C(ANE) =
∑
u∈U

xNE
u cu(x

NE
u ) +

∑
o∈O

xNE
o co(x

NE
o ) +

∑
r∈R\(U∪O)

xNE
r cr(x

NE
r )

=
∑
r∈R

xOPT
r cr(x

OPT
r ) +

1

4

∑
o∈O

xNE
o co(x

NE
o )

+
∑
o∈O

(xNE
o − xOPT

o )co(x
NE
o )−

∑
u∈U

(xOPT
u − xNE

u )cu(x
NE
u + 1)

≤ C(AOPT) +
1

4
C(ANE)

+
∑
o∈O

(xNE
o − xOPT

o )co(x
NE
o )−

∑
u∈U

(xOPT
u − xNE

u )cu(x
NE
u + 1),

which establishes the claimed result.
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In order to use Lemma 5.8 for the proof of Theorem 5.6, we are interested in

bounding
∑

o∈O

(
xNE
o − xOPT

o

)
co(x

NE
o )−∑

u∈U

(
xOPT
u − xNE

u

)
cu(x

NE
u +1

)
in terms

of C(ANE). It is interesting to note that for symmetric singleton games, it holds

that

cr(x
NE
r ) ≤ cr′(x

NE
r′ + 1) (5.3)

for all resources r, r′ ∈ R for which r is chosen at least once in ANE, by the Nash

inequality. This implies in particular that
∑
o∈O

(
xNE
o − xOPT

o

)
co(x

NE
o ) ≤

∑
u∈U

(
xOPT
u − xNE

u

)
cu(x

NE
u + 1

)
, (5.4)

which together with Lemma 5.8 implies an upper bound on the price of anarchy

of 4/3. This is the road taken by Fotakis [41] in order to derive this bound.

However, neither inequality (5.3) nor inequality (5.4) hold in k-uniform

congestion games due to the more complicated action spaces, e.g. for the Nash

equilibrium ANE and social optimum AOPT in Figure 5.1 we have c4(x
NE
4 ) = 2 >

c2(x
NE
2 +1) = 1 as well as c4(x

NE
4 )+ c5(x

NE
5 ) = 4 > 3 = c2(x

NE
2 +1)+ c3(x

NE
2 +1).

More generally speaking, inequality (5.3) does not necessarily hold if all players

choosing resource r in ANE, also choose resource r′. The main technical work in

our proof of Theorem 5.6 is to derive an alternative upper bound for the right

hand side in (5.2). Specifically, we will work towards showing that for k-uniform

congestion games, we have

∑
o∈O

(
xNE
o − xOPT

o

)
co(x

NE
o )−

∑
u∈U

(
xOPT
u − xNE

u

)
cu(x

NE
u + 1) ≤ 2

7
C(ANE) . (5.5)

In order to show inequality (5.5), some further notation is necessary. A

natural way of decomposing the cost of an action profile A, is to consider the

tuples (i, r) with the property that player i chooses resource r in action Ai. One

may think of such a tuple as a single unit (of demand) that player i places on

resource r under action Ai. The cost of a unit of demand is equal to the cost

of the corresponding resource under that action profile, and the cost an action

profile is then equal to the sum of the costs of the units of demand. Let

PU ⊆
{
(i, u) : u ∈ U, u ∈ ANE

i

}

be a subset of the units of demand placed in ANE on the resources in U such that

|{(i, u) ∈ PU}| = xOPT
u − xNE

u for all u ∈ U,
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i.e. for each resource u ∈ U , PU contains as many units of demand as there are

more units on these resources in AOPT than in ANE. Similarly, let

PO ⊆
{
(i, o) : o ∈ O, o ∈ AOPT

i

}

be such that

|{(i, o) ∈ PO}| = xNE
o − xOPT

o for all o ∈ O.

Given these definitions, we want to bound the total cost of the units in PO

with respect to the total cost of the units in PU . We first identify a subset of

these units, for which a simple bound can be obtained, i.e. we identify units of

demand (i, u) ∈ PU and (j, o) ∈ PO such that co(x
NE
o ) ≤ cu(x

NE
u + 1). For our

purposes, it is sufficient to do this iteratively in a greedy way, see the greedy

canceling process in Algorithm 5.1.

P ′
U ← PU , P

′
O ← PO;

x′OPT
u ← xOPT

u , ∀u ∈ U ;

x′NE
o ← xNE

o , ∀o ∈ O;

while true do
if there are (i, u) ∈ PU and (j, o) ∈ PO with co(x

NE
o ) ≤ cu(x

NE
u + 1)

then

P ′
U ← P ′

U \ {(i, u)};
P ′
O ← P ′

O \ {(j, o)};
x′OPT
u ← x′OPT

u − 1;

x′NE
o ← x′NE

o − 1;

else

return P ′
U , x

′OPT
u , ∀u ∈ U, P ′

O, x
′NE
o , ∀o ∈ O;

end

end
Algorithm 5.1: Canceling process

Intuitively, this algorithm maps any unit of demand in PO whose cost is

upper bounded by the opportunity cost of another unit in PU to that unit, and

it removes both units from the sets PU and PO. In the following, we denote by

P ′
U ⊆ PU and P ′

O ⊆ PO the set of units that survive this elimination. We denote

by x′OPT
u and x′NE

o the number of units of demand that survive this elimination on

each underloaded and overloaded resource respectively. Note that by definition
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of PU and PO, we have that x′NE
o ≥ xOPT

o for o ∈ O and x′OPT
u ≥ xNE

u for u ∈ U

after the canceling.

Also note that during the course of the algorithm, there may be different

pairs (i, u) ∈ PU and (j, o) ∈ PO for which the condition in the if-loop is satisfied.

For the following arguments it is irrelevant, which of these is removed from PU

and PO. Let

U ′ = {u ∈ U : there is (i, u) ∈ P ′
U for some i ∈ N}, (5.6a)

O′ = {o ∈ O : there is (i, o) ∈ P ′
O for some i ∈ N} (5.6b)

be the resources that remain over- respectively underloaded in ANE as opposed

to AOPT after the canceling process. The following observation then follows

directly by definition of the above canceling process and states that in ANE, the

cost of cancelled units on O is upper bounded by the opportunity cost of the

cancelled units on U .

Observation 5.9. For an affine symmetric k-uniform congestion game, U and

O as in (5.1), we have

∑
o∈O

(xNE
o − x′NE

o )co(x
NE
o )−

∑
u∈U

(xOPT
u − x′OPT

u )cu(x
NE
u + 1) ≤ 0 .

For the following arguments, it may be helpful to consult Figure 5.2, which

shows the action profile of the canceling process and the resulting sets U ′ and
O′ for the game introduced in Example 5.7.

Let us define

P = {(i, r) : r ∈ R, r ∈ ANE
i } (5.7)

as the set of all units of demand in ANE. The next lemma is the first, crucial

ingredient that allows us to obtain improved bounds on the price of anarchy.

It states that for each “overloaded” unit of demand on a resource in P ′
O, there

are “enough” other units on other resources. Subsequently, we are also going to

bound the cost of these other units from below.

Lemma 5.10. For any affine symmetric k-uniform congestion game, let P be as

in (5.7) and let (P ′
U , P

′
O) be the output of Algorithm 5.1. Then, |P \P ′

O| ≥ 3|P ′
O|.
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PO

PU

AOPT . . . 1 2 3 1

2

1 2 . . .

ANE . . . 1 2

c2(x)=1

3

c3(x)=x

2

1

c4(x)=x

2

1

c5(x)=x

. . .

UU ′ O′O

Figure 5.2: Underloaded resources U = {2, 3} and overloaded resources O =

{4, 5} for the game considered in Example 5.7. In the canceling process one unit of

demand of resource 4 cancelled out with a unit of demand of resource 3. After the

canceling process only resource 2 is underloaded and only resource 5 is overloaded,

i.e. U ′ = {2} and O′ = {5}.
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Proof. To prove the lemma, we identify for each unit of demand (i, o) ∈ P ′
O on

an overloaded resource, a set of at least three units of demand in P \ P ′
O.

To this end, let l := |U ′| and let p be the maximum units of demand placed

by a single player on resources in O′, i.e.

p := max
i∈N

|{(i, o) ∈ P ′
O}| .

Note that there are at least |P ′
O|/p players that have a unit of demand in P ′

O.

Since the units of demand in P ′
O survived the canceling process, and the canceling

process eliminates units of demand in PO together with units of demands in PU

with co(x
NE
o ) ≤ cu(x

NE
u + 1), we derive that ANE can only be a Nash equilibrium

if all players with a unit of demand in P ′
O already choose all resources in U ′. Put

differently, for every |P ′
O|/p units of demand in P ′

O, there are l units of demand

on resources in U ′, i.e. there are at least

l
|P ′

O|
p

(5.8)

units of demand on resources in U ′ in ANE. The above argumentation further

implies that k ≥ l + p.

Further, there are |P ′
U | units of demand that were placed on resources in U ′

in AOPT, that are not there in ANE. This implies the existence of a set N ′ of
players and qi ∈ {1, . . . , l} for all i ∈ N ′ such that each player i ∈ N ′ chooses qi
resources in U ′ less in ANE than in AOPT. For each player i ∈ N ′, let q′i ≤ l − 1

be the number of resources in U ′ still chosen in ANE. Each of these players

chooses k resources in ANE, but at most l− 1 resources among those in U ′. Thus,
by the Nash inequality and the fact that deviations from a resource in O′ to a

resource in U ′ are profitable, none of the players in N ′ chooses a resource in O′

in the Nash equilibrium. We obtain that there are at least

∑
i∈N ′

(k − q′i) (5.9)

units of demand in P \ (P ′
O ∪ P ′

U ) on resources in R \ (U ′ ∪O′). We next bound

(5.9) from below, observing that
∑

i∈N ′ q′i ≤ |N ′|l − ∑
i∈N ′ qi, as qi + q′i ≤ l.

Together with the fact that

|N ′| ≥ |P ′
U |
l

=
|P ′

O|
l
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we then obtain that there are at least

∑
i∈N ′

(k − q′i) ≥ |N ′|(k − l) +
∑
i∈N ′

qi

= |N ′|(k − l) + |P ′
O|

≥ |P ′
O|
l

(k − l) + l
|P ′

O|
l

= k
|P ′

O|
l

(5.10)

units of demand in ANE on resources in R \ (U ′ ∪ O′). Given that in (5.8) we

only accounted for units of demand on resources in U ′, and in (5.10) we only

accounted for units of demand on resources in R \ (U ′ ∪O′), we do not count

any units of demand twice when lower bounding the number of units |P \P ′
O| by

l
|P ′

O|
p

+ k
|P ′

O|
l

≥ l
|P ′

O|
p

+
(
l + p

) |P ′
O|
l

= |P ′
O|
(
1 +

l

p
+

p

l

)
≥ 3|P ′

O|,

which establishes the result. Note that the last inequality follows from basic

calculus.

Before we proceed, we provide two structural lemmas that restrict the space

of games with worst-case price of anarchy.

Lemma 5.11. The worst-case price of anarchy of symmetric k-uniform conges-

tion games is attained on games that have the property that no resource is chosen

by all players in both the social optimum and a worst-case Nash equilibrium.

Proof. Let I be an arbitrary symmetric k-uniform congestion game, let ANE be

a worst-case Nash equilibrium of I, and let AOPT be a social optimum.

Assume there exists a resource r that is chosen by all players in both ANE

and AOPT. We show that resource r can be removed without decreasing the

price of anarchy. Let Ĩ be a symmetric (k− 1)-uniform congestion game that has

the same set of players as I, but the set of resources is reduced by r. Consider

the action profile ÃNE in Ĩ where every player chooses the same resources as in

ANE except for r. Then ÃNE is a Nash equilibrium in Ĩ. This implies that the

Nash equilibrium ÃNE with highest cost in Ĩ, has cost

C(ÃNE) ≥ C(ANE)− cr(n)n (5.11)
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Moreover, let ˜AOPT be the action profile of Ĩ where all players choose the

same resources as in AOPT, except for r. Then the optimality of AOPT for I

yields that ˜AOPT must be optimal for Ĩ.

We have thus established that

PoA(I) =
C(ANE)

C(AOPT)
≤ C(ÃNE) + cr(n)

C( ˜AOPT) + cr(n)
≤ PoA(Ĩ).

Successive elimination of all such resources r yields the claimed result.

The next lemma is a technical lemma specifically about the structure of

worst-case instances I with PoA(I) ≥ 4/3.

Lemma 5.12. For any affine symmetric k-uniform congestion game I with

PoA(I) ≥ 4/3, and a resource r ∈ R \ O′ that is chosen by all players in a

worst case Nash equilibrium ANE, there exists an affine symmetric k− 1-uniform

congestion game Ĩ, with resource r removed, such that PoA(Ĩ) ≥ PoA(I).

Proof. Consider a game I with resource r ∈ R \O′ that is chosen by all players

in a worst-case Nash equilibrium ANE. By Lemma 5.11, we may assume that r is

not chosen by all players in AOPT, which implies xNE
r > xOPT

r and, hence, r ∈ O.

Since r is not in O′, it holds that at least q = xNE
r −xOPT

r ≥ 1 units of demand

on r were canceled out during the canceling process described in Algorithm 5.1.

This implies the existence of a set of q units {1, . . . , q}, placed on resources

r1, . . . , rq for which

cri(x
OPT
ri ) ≥ cri(x

NE
ri + 1) ≥ cr(x

NE
r ) for all i ∈ {1, . . . , q}.

The first inequality follows from ri ∈ U for all i ∈ {1, . . . , q}. The second

inequality follows from the canceling procedure.

Analogously to the proof Lemma 5.11, let Ĩ be the symmetric (k−1)-uniform

congestion games with resource r removed. The action profile ÃNE in Ĩ where

every player chooses the same resources as in ANE, except for r, is a Nash

equilibrium for Ĩ. It has cost C(ANE) − cr(n)n. This implies that the Nash

equilibrium ÃNE with highest cost in Ĩ has cost

C(ÃNE) ≥ C(ANE)− cr(n)n . (5.12)

We proceed to argue about the cost of an optimal action profile for Ĩ. To this

end, note that it is feasible to remove one unit of demand for each player from
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AOPT. For all players i with r ∈ AOPT
i , we may simply remove the unit of demand

placed on r (since r is removed anyway). For all other players, by the canceling

process, there is a resource ri, i ∈ {1, . . . , q} with cost cri(x
OPT
ri ) ≥ cr(x

NE
r ), so

we may remove the unit of demand placed on this resource. This yields a feasible

solution, therefore the cost of an optimal action profile ˜AOPT for Ĩ is at most

C( ˜AOPT) ≤ C(AOPT)− xOPT
r cr(x

OPT
r )−

∑
i=1,...,q

cri(x
OPT
ri )

≤ C(AOPT)− xOPT
r cr(x

OPT
r )− (n− xOPT

r )cr(n)

≤ C(AOPT)− 3

4
cr(n)n . (5.13)

Note that the last inequality follows by basic algebra because of the fact that

the cost functions are affine. Inequalities (5.12) and (5.13) together imply that

PoA(Ĩ) ≥ C(ANE)− cr(n)n

C(AOPT)− 3
4cr(n)n

=
C(ANE)− cr(n)n

1
PoA(I)C(ANE)− 3

4cr(n)n

≥ C(ANE)− cr(n)n
C(ANE)−cr(n)n

PoA(I)

= PoA(I) .

The last inequality follows because PoA(I) ≥ 4/3 and C(ANE) ≥ cr(n)n.

We use the restrictions on the structure of worst-case instances obtained in

Lemma 5.12 later in the proof of Theorem 5.6. Before we can do that, however,

we proceed to bound the costs of the resources in U ′ with the following two

lemmas:

Lemma 5.13. For an affine symmetric k-uniform congestion game, we have

cr(x
NE
r ) ≤ 2cr′(x

NE
r′ + 1) for any two resources r, r′, where xNE

r ≥ 1 and xNE
r′ < n.

Proof. Let r, r′ be as in the statement of the lemma. Let us assume for contra-

diction that cr(x
NE
r ) > 2cr′(x

NE
r′ + 1). This situation is shown in Figure 5.3.

Consider the set of resources

R− =
{
r− ∈ R : cr−(x

NE
r−) ≤ cr′(x

NE
r′ + 1)

}
.
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cr′(xr′)

cr(xr)

r′r

cr′(xr′ + 1)

2cr′(xr′ + 1)

R−

Figure 5.3: Resources r and r′ in the proof of Lemma 5.13. Columns represent

resources. Rectangles represent units of demand. The height of each resource

represents its cost.

For each r− ∈ R−, we have

cr−(x
NE
r− + 1) ≤ 2cr−(x

NE
r−) ≤ 2cr′(x

NE
r′ + 1) < cr(x

NE
r ),

where the first inequality follows from the cost functions being affine. Since ANE

is a Nash equilibrium, no player can improve by choosing a resource r− ∈ R−

instead of r. Thus, all players who choose r in ANE also choose all resources

r− ∈ R−. This implies in particular that |R−| < k. As any player chooses

exactly k resources, each chooses at least one resource r̃ ∈ R \R−. By definition

of R−, cr̃(xNE
r̃ ) > cr′(x

NE
r′ + 1). Again, by the Nash inequality, this implies

that all players choose r′, so xNE
r′ = n, which contradicts the assumption that

xNE
r′ < n.

Lemma 5.14. For any affine symmetric k-uniform congestion game, we have
∑
o∈O′

(x′NE
o − xOPT

o )co(x
NE
o ) ≤ 2

∑
u∈U ′

(x′OPT
u − xNE

u )cu(x
NE
u + 1) .

Proof. First recall that xNE
o ≥ 1 for all o ∈ O′, and xNE

u < n for all u ∈ U ′ as
resources in U ′ ⊆ U are chosen more often in AOPT than in ANE. By Lemma 5.13,

we can therefore conclude that co(x
NE
o ) ≤ 2cu(x

NE
u + 1) for all resources o ∈ O′
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and u ∈ U ′. Summing over all units of demands in P ′
U and P ′

O, respectively,

yields the result.

We are now ready to prove our main theorem (Theorem 5.6).

Proof of Theorem 5.6. By Lemma 5.10, for each unit of demand in P ′
O, there

are three distinct units of demand in ANE on resources r ∈ R \O′. We bound

the cost of each of these resources from below by

cr(x
NE
r ) ≥ cr(x

NE
r + 1)

2
≥ co(x

NE
o )

4
, (5.14)

for any o ∈ O. Here the first inequality follows directly from the fact that

the cost functions are affine. The second inequality follows from Lemma 5.13

for resources r with xNE
r < n. However, by Lemma 5.12, it is without loss of

generality to assume that no resource r ∈ R \O′ is chosen by all players in ANE,

unless the price of anarchy is not larger than 4/3. Therefore, we finally get

C(ANE) ≥
∑
o∈O′

(x′NE
o − xOPT

o )co(x
NE
o ) +

∑
o∈O′

xOPT
o co(x

NE
o ) +

∑
r∈R\O′

xNE
r cr(x

NE
r )

≥
∑
o∈O′

(x′NE
o − xOPT

o )co(x
NE
o ) +

∑
r∈R\O′

xNE
r cr(x

NE
r )

≥7

4

∑
o∈O′

(x′NE
o − xOPT

o )co(x
NE
o ) . (5.15)

Here, the first inequality uses that x′NE
o ≤ xNE

o for any resource o ∈ O, which

follows from the canceling process. The last inequality uses that
∑

o∈O′(x′NE
o −

xOPT
o ) = |P ′

O|, and by Lemma 5.10,

∑
r∈R\O′

xNE
r ≥ |P \ P ′

O| ≥ 3|P ′
O| = 3

∑
o∈O′

(x′NE
o − xOPT

o ),

and each of these resource units has cost at least co(x
NE
o )/4, for all o ∈ O by

(5.14).
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We now obtain

∑
o∈O

(xNE
o − xOPT

o )co(x
NE
o )−

∑
u∈U

(xOPT
u − xNE

u )cu(x
NE
u + 1)

≤
∑
o∈O′

(x′NE
o − xOPT

o )co(x
NE
o )−

∑
u∈U ′

(x′OPT
u − xNE

u )cu(x
NE
u + 1)

≤1

2

∑
o∈O′

(x′NE
o − xOPT

o )co(x
NE
o )

≤2

7
C(ANE) ,

where the first inequality follows from Observation 5.9, the second from

Lemma 5.14, and the third from (5.15). Finally, plugging this into (5.2) proves

Theorem 5.6.

5.3 Lower Bound

In this section, we show that generalizing the action spaces from singletons to

k-uniform matroids increases the price of anarchy of congestion games.

Theorem 5.15. PoA ≥ 7− 4
√
2 ≈ 1.343 for affine symmetric k-uniform con-

gestion games for sufficiently large k.

Proof. We first give a lower bound on the price of anarchy of 47/35 ≈ 1.3428,

and then we explain how to extend the example to construct a series of examples

for which the price of anarchy converges to 7− 4
√
2 > 1.343. The lower bound

examples are constructed in such a way that every player who chooses an

overloaded resource, chooses all underloaded resources as well.

Example 5.16. The set R of resources is partitioned into three sets U , O, and

W . The set U consists of two resources with constant cost equal to 1, the set O

consists of six resources and W consists of 21 resources. Each resource r ∈ O∪W

has costs equal to the number of players using it, i.e. cr(x) = x. There are seven

players. Any set that consists of exactly five resources is a feasible action. �

A social optimum and a Nash equilibrium for this game are shown in Fig-

ure 5.4. In the Nash equilibrium, players 5, 6 and 7 each choose five resources

from set W , which yields a cost of 5 for each of those players. The four other
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players, each choose two resources from U and share three resources from O

with one other player. Note that none of these players can improve by deviating

unilaterally; each of these players chooses all resources in U , while all resources

in O ∪W have opportunity cost at least 2. This equilibrium yields a total cost

of 3 · 5+ 4 · (2+ 2 · 3) = 47. In AOPT, each player chooses two resources in U and

three resources in O ∪W such that none of the resources in O ∪W is chosen by

more than one player. This yields a total cost of 7 · 5 = 35. We conclude that

for this game, the price of anarchy is equal to 47/35 ≈ 1.3428.

1 1x
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x
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x

x
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xx x

x

x

AOPT ANE

U O

Figure 5.4: AOPT and ANE in the Example 5.16. Circled sets of resources

represent chosen actions.

We can slightly improve this bound by optimizing over the number of resources

contained in the sets U , O, and W .

Example 5.17. For some integers p, q ∈ N, let the set of resources be partitioned
into three sets U , O, and W where U consists of q resources with constant cost

1, O consists of p · q resources, and W consists of p(p+ q) resources. As before,

each resource r in O or W has cost equal to the number of players choosing it,

i.e. cr(x) = x. There are p+ 2q players. Any set that consists of exactly p+ q
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resources is a feasible action. �

Analogously to Example 5.16, there is a Nash equilibrium where p players

choose p + q free resources from W (yielding cost p + q for these players),

and 2q players choose q resources from U and share p resources from O with

one other player. As before, none of these players can improve by deviating

unilaterally; no more resources in U can be chosen, and the opportunity cost of

all resources in O ∪W cost at least 2. This equilibrium yields a total cost of

p(p+q)+2q(q+2p) = p2+5pq+2q2. In AOPT, each player chooses q resources in U

and p free resources in O∪W , yielding a total cost of (p+2q)(p+q) = p2+3pq+2q2.

This implies for the price of anarchy of affine k-uniform congestion games that

PoA ≥ sup
p,q∈N

p2 + 5pq + 2q2

p2 + 3pq + 2q2
= sup

p,q∈N

(
p
q

)2
+ 5p

q + 2
(
p
q

)2
+ 3p

q + 2
= max

z∈R+

z2 + 5z + 2

z2 + 3z + 2
.

Basic calculus shows that this maximum is attained at z =
√
2, yielding PoA ≥

7− 4
√
2. For p, q ∈ N, we can get arbitrarily close to this value. In Example 5.16

p = 3 and q = 2.

5.4 Lower Bound for General Matroids

We improve the lower bound of Section 5.3 by considering general matroids

instead of k-uniform matroids.

Theorem 5.18. PoA ≥ 1.46 for affine symmetric matroid congestion games.

Proof. We use an example, almost identical to Example 5.17, except the under-

loaded resources U are copied into 2 sets U,U ′ providing additional opportunities

for selfish behavior, similar to Pigou’s example (Example 1.2 on page 2).

Example 5.19. For some integers p, q ∈ N, let the set of resources be partitioned
into four sets U , U ′, O, and W where U consists of q resources with constant

cost 1, U ′ consists of q resources r with cost cr(x) = x/(2q), O consists of p · q
resources, and W consists of p(p+ q) resources. Each resource r in O or W has

cost equal to the number of players choosing it, i.e. cr(x) = x. There are p+ 2q

players. Any set that consists of exactly p+ q resources in total, but at most q

resources in U ∪ U ′ is a feasible action.
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It is not hard to see that the action space indeed corresponds to the set of

bases in a matroid, by checking the basis exchange property; when we remove

a resource r from an action A, such that there are less than q resources from

U ∪U ′ left in A \ {r}, then any other action contains a resource that we can add

to A \ {r} to form a new action. Alternatively, suppose we remove a resource r

from A, such that there are exactly q resources from U ∪U ′ left in A \ {r}. Since
each action contains at least p resources from A \ {r}, again any other action

contains a resource that we can add to A \ {r} to form a new action. Therefore

the basis exchange property is satisfied.

There is a Nash equilibrium where p players choose p+ q resources from W

(yielding cost p+ q for these players), and 2q players choose q resources from U ′

and share p resources from O with one other player. As before, none of these

players can improve by deviating unilaterally; due to the reduced action space, no

more resources in U ∪U ′ can be chosen, and all resources in O∪W cost at least 2.

This equilibrium yields a total cost of p(p+q)+2q(q+2p) = p2+5pq+2q2. In the

social optimum, q players choose q resources in U ′ and p free resources in O∪W ,

while the remaining p+ q players choose q resources in U and p free resources in

O ∪W , yielding a total cost of (p+ q) · (p+ q) + q · (p+ q
2 ) = p2 + 3pq + 1.5q2.

This implies that

PoA ≥ sup
p,q∈N

p2 + 5pq + 2q2

p2 + 3pq + 1.5q2
= sup

p,q∈N

(
p
q

)2
+ 5p

q + 2
(
p
q

)2
+ 3p

q + 1.5
= max

z∈R+

z2 + 5z + 2

z2 + 3z + 1.5
.

Basic calculus shows that this maximum is attained at z = (
√
13− 1)/4, yielding

PoA ≈ 1.465.

For p, q ∈ Z, we can get arbitrarily close to this value.

5.5 Polynomial Cost Functions

Theorem 5.20. PoA ≥ Ω(2d) for symmetric k-Uniform congestion games with

polynomial cost functions of order d.

Proof. We use a copy of Example 5.17, except we change the cost functions of

all resources r in O ∪W to cr(xr) = xd
r . �

Now, compared to Example 5.17, the optimum has not changed, and the

Nash equilibrium is still a Nash equilibrium, except the total cost is now

p(p+ q) + 2q(q + p2d) = p2 + 3pq + 2q2 + 2pq2d.
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Therefore,

PoA ≥ p2 + 3pq + 2q2 + pq2d

p2 + 3pq + 2q2
= Ω(2d) (5.16)

This bound is between the price of anarchy for singleton congestion games

(ρ(Ld) [41]) and general congestion games (Θ((d/ ln d)d+1) [4]). Here Ld denotes

the set of all polynomials of degree at most d, and

ρ(Ld) = Θ

(
d

ln d

)
(5.17)

is an upper bound on the price of anarchy for non-atomic games consisting of

two parallel links with cost functions in Ld as shown by Roughgarden [86].

Our upper bound approach does not carry over to general polynomials.

5.6 Sequential Price of Anarchy of Affine Sym-

metric Matroid Congestion Games

Theorem 5.21. The sequential price of anarchy of affine symmetric matroid

congestion games is not bounded by any constant.

Proof. To prove the theorem, we create a symmetric matroid congestion game I ′

with essentially the same actions and costs as the network congestion game I of

Section 4.2 on page 66, so the sequential price of anarchy carries over. Since the

actions of the network congestion game I are not necessarily bases of a matroid,

we slightly modify the action space such that they are bases of a matroid, while

keeping the instance and its properties essentially unchanged.

Recall that, given parameters p, z, the network congestion game I is par-

titioned into segments Rσ, for σ ∈ [z], and each segment contains exactly

k = p
√
z + 4z2 non-zero-weight resources. In the matroid congestion game I ′,

we also partition the resources into segments R′
σ, such that each segment Rσ in

I corresponds to one segment R′
σ in I ′. Each segment R′

σ in the new instance I ′

contains the same p resources r′ with weight 1/z as in the original instance. On

top of that, we add another k − 1 dummy resources with zero weight to each

segment R′
σ. Again, all constant costs αr′ are zero. Any feasible action in I ′

consists of exactly k resources per segment.
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It is not hard to see that the action space indeed corresponds to the set of

bases in a matroid, by checking the basis exchange property; when we remove

a resource r from an action Ai, from an arbitrary player i, then Ai contains

only k − 1 resources in the segment R′
σ that contains r. Since any other action

contains exactly k resources in R′
σ, at least one of these resources r′ is not in

A \ {r}, therefore, we can add it to Ai \ {r}, to form a new action.

We can now define a bijection between actions in the original instance I of

the network routing game and a “corresponding” action in the new instance I ′

of the matroid congestion game. Here we simply map any given action in I that

contains � non-zero weight resources in segment Rσ, to a corresponding action of

I ′ that contains the same � actions with non-zero weight in R′
σ, plus an arbitrary

subset of k− � dummy resources. Note that there are
(

k
k−�

)
such actions for each

segment Rσ in I ′, but the specific choice of the dummy resources does not even

matter, as they have only been introduced to make the actions space a matroid,

and they do not contribute anything to the cost.

We conclude that any subgame perfect equilibrium in I ′ corresponds to a

subgame perfect equilibrium in I with the same cost by simply stripping off the

chosen dummy resources, therefore the sequential price of anarchy carries over.

This proves Theorem 5.21.
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Chapter 6

Set Packing Games

The classic set packing problem was one of Karp’s 21 NP-complete problems [60].

It is the problem of selecting from a given set of subsets of some ground set, a

collection of k disjoint subsets, for a given number k. In the weighted optimization

version of the problem, the goal is to find disjoint subsets of total maximum

weight. Berman gave an m/2-approximation algorithm when subsets contain at

most m elements, improving a previous approximation ratio of 2m/3 by Chandra

and Haldórsson [25]. Chekuri et al. [27] considered several packing problems

with restrictions on the feasible subsets, and more general weight functions.

We study a decentralized version of the maximum weight set packing problem,

which from a practical point of view is more similar to the mechanism of the

task scheduling problem by Nisan and Ronen [74]. However, as opposed to their

model, where players aim to minimize the work allocated to them, and prices are

chosen in such a way to incentivize players to work, our model is better suited

for applications where the prices are fixed, and players aim to maximize the

value of work allocated to them.

A subclass of set packing games is the class of throughput scheduling games,

for which elements correspond to jobs, players correspond to (multiple) machines,

and feasible actions correspond to feasible schedules. Throughput scheduling

games can be represented more succinctly than set packing games. Lenstra et al.

proved that the question whether an action profile is a Nash equilibrium describes

an NP-hard optimization problem for each player, even if each player controls

a single machine only [62]. Therefore, we also consider a relaxed equilibrium
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condition: We say an allocation is an α-approximate Nash equilibrium if none

of the players can improve their utility by a factor larger than α ≥ 1 by

deviating unilaterally. Berman and DasGupta [17] and Bar-Noy et al. [13]

proved constant factor approximation algorithms for (centralized) throughput

scheduling, equipping the players with polynomial time algorithms to reach an α-

approximate Nash equilibrium in polynomial time, for certain constant values α.

α-approximate equilibria, have lately been discussed also in the literature on

computing Nash equilibria, for instance in the context of congestion games [91].

Approximate Nash equilibria can also be defined by allowing additive deviations

instead of relative deviations, e.g. [38].

In this chapter, we first we introduce set packing games and throughput

scheduling games in Section 6.1, and provide our motivation to consider these

classes of games in Section 6.2. In Section 6.3, we show that the costs of

decentralization are very moderate: If local decisions of all players are approxi-

mately optimal with performance guarantee α, then any equilibrium allocation

is not worse than an (α + 1)-fraction of the global optimum. We show that

the sequential price of anarchy improves to approximately α+ 0.58 in case of

identical machines in Section 6.4. In Section 6.5, we introduce the dealproof

equilibrium, an alternative equilibrium concept that is stronger than the strong

price of anarchy. Finally, we consider non-additive weights in Section 6.6. In

each section, we obtain tight bounds. This chapter is based on ‘Decentralized

Throughput Scheduling’ [57].

6.1 Preliminaries

Definition 6.1 α-Approximate Equilibria.

For any utility maximization game I in strategic-form, an α-approximate Nash

equilibrium ANE is an action profile with the following property: No player i

can increase her utility by more than a factor α ≥ 1 by unilaterally deviating

(choosing a different action), i.e. for any player i and any action A′
i of i,

Ui(A
NE) ≥ αUi(A

NE
−i , A

′
i). (6.1)

We call (6.1) the approximate Nash inequality.

An α-approximate subgame perfect equilibrium of a game I in extensive-form

is defined as a strategy profile that induces an α-approximate Nash equilibrium

in every subgame of I.
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Definition 6.2 Personalized Maximum Weight Set Packing Games.

A personalized maximum weight set packing game is a utility maximization game

I, for which the input consists of a set R of jobs, a set N = [n] of players, and

for each player i ∈ N a downward closed set Ai of actions, which are subsets

of R. Each job r ∈ R has a weight ur > 0. For any set R′ ⊆ R we denote by

u(R′) =
∑

a∈R′ ua the total weight of all jobs in R′. We say set Ai ⊆ R is feasible

for player i if Ai ∈ Ai. We say a job r is allocated to player i if r ∈ Ai, where Ai is

the action chosen by player i. For any action profile A, we denote by A∪ the union

of all Ai, i.e. A∪ =
⋃

i∈N Ai. We say a job r is unallocated in A, if A∪ does not

contain r. Player i has utility Ui(A) =

{
u(Ai) if Ai ∩Aj = ∅, ∀j ∈ N |j �= i

−∞ otherwise
,

i.e. each player obtains utility equal to the total weight of jobs allocated to her,

as long as these jobs are not allocated to other players as well.

Due to the utility function, for personalized maximum weight set packing

games, in any Nash equilibrium ANE, the sets ANE
i , i ∈ N are pairwise disjoint.

Therefore, Nash equilibria correspond to allocations in which no player can

improve her utility by removing some of her jobs and adding some unallocated

jobs.

For brevity, in the remainder of this chapter we refer to personalized maximum

weight set packing games as set packing games.

Definition 6.3 Throughput Scheduling Games.

The class of throughput scheduling games is a subclass of set packing games,

where the action space Ai of each player i is restricted in the following way: For

each player i, there is a set of machines Mi. Each job r has a processing time

prm for each machine m ∈ ⋃
i Mi and a deadline dr. An action Ai is feasible

for player i if and only if there exist starting times sr ≥ 0 and allocations m(r),

where m(r) ∈ Mi is a machine of i, for all resources r ∈ Ai allocated to player i,

such that the following conditions hold:

• Any job is completed before its deadline, i.e. sr + prm(r) ≤ dr for all jobs

r ∈ Ai.

• No machine processes two jobs at the same time, i.e. for any pair of jobs

r, r′ ∈ Ai, allocated to the same machine m(r) = m(r′), it holds that either
sr + pr ≤ sr′ or sr′ + pr′ ≤ sr.
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Note that, since any throughput scheduling game is a set packing game, it

holds that any lower bound on throughput scheduling games carries over to

set packing games, and any upper bound on set packing games carries over to

throughput scheduling games.

6.2 Motivation

Our motivation to study throughput scheduling games is to analyze the perfor-

mance of decentralized service systems, where jobs are posted, e.g. on a portal,

and service providers can select these on a take-it-or-leave-it basis. The problem

can be seen as a stylized version of coordination problems that appear in several

application domains. We give three examples:

• When operating microgrids for decentralized energy production and con-

sumption, the goal is to consume locally produced energy as much as

possible. Here, jobs can be defined as the operation of appliances (e.g.

operating a washing machine), bounded by a time window and attached

with a certain monetary value. Players, on the other side, are local energy

producers like PV-panels or micro-CHPs [11, 68].

• In cloud computing, service providers such as Amazon and Google provide

an infrastructure service, i.e. provide a virtual machine with a specific

service level for a certain period of time. The aim of a federated cloud

computing environment, e.g. [23], is to “coordinate load distribution among

different cloud-based data centers in order to determine optimal location

for hosting application services ”.

• In private car sharing portals like Tamyca or Autonetzer [100], clients post

car rental requests for a certain time period and the price they are willing

to pay. Car owners in the vicinity can select requests and rent their car(s).

Stripping off the online nature from these applications exactly yields the

type of problems we address.

Note that although throughput scheduling games are our main motivation,

we provide upper bounds for the more general class of set packing games in each

section.
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6.3 General Set Packing Games

6.3.1 Price of Anarchy

Theorem 6.4. PoA = α+ 1 for set packing games and throughput scheduling

games, assuming that equilibrium allocations are α-approximate Nash equilibria.

We first prove the upper bound.

Lemma 6.5. PoA ≤ α + 1 for set packing games, assuming that equilibrium

allocations are α-approximate Nash equilibria.

Proof. Consider any set packing game with social optimum AOPT and Nash

equilibrium ANE. For any set R′ ⊆ R, let R′ = R \R′ be the complement of R′

in R. Now,

(α+ 1)U(ANE) ≥αu(ANE
∪ ) + u(AOPT

∪ ∩ANE
∪ )

=
∑

i
αu(ANE

i ) + u(AOPT
∪ ∩ANE

∪ )

≥
∑

i
u(AOPT

i ∩ANE
∪ ) + u(AOPT

∪ ∩ANE
∪ )

=U(AOPT) .

The first inequality follows since weights are non-negative. Both equalities simply

follow by using linearity of the objective function across players. The second

inequality follows since we have αu(ANE
i ) ≥ u(AOPT

i ∩ ANE
∪ ), for all players i.

This follows from the approximate Nash inequality and from the fact that all

jobs in ANE
∪ are available, and all jobs in AOPT

i can be feasibly allocated to player

i. The latter holds, since all sets of actions are downward closed.

Next we give a matching lower bound example.

Lemma 6.6. PoA ≥ α + 1 for throughput scheduling games, assuming that

equilibrium allocations are α-approximate Nash equilibria.

Proof.

Example 6.7. Assume without loss of generality that α = p/q, where p ≥ q.

Consider a game with q + 1 players. For each player i, there is one machine,

which we also denote by i. The set R of jobs is partitioned into two sets P and

Q, |P | = p, |Q| = q. Each job r ∈ R has deadline dr = 1, unit weight ur = 1, and
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processing time pr1 = 1/p on machine 1. Moreover, jobs r in Q have processing

time prm = 1 on any other machine m �= 1, while jobs r in P have processing

time prm = 2 on any other machine m �= 1. Note that any subset of R of size p

can be feasibly allocated to player 1. Players 2 . . . n can be allocated only one

job each and only jobs from Q. See Figure 6.1 for an illustration in the case

where α = 3/2. �

In the social optimum AOPT, all p+ q jobs are feasibly allocated: All jobs

in P are allocated to player 1, and each of the jobs in Q is allocated to one

other player. Now consider the α-approximate Nash equilibrium ANE where

only q jobs are allocated: All jobs from Q are allocated to player 1, and no

jobs are allocated to players 2, . . . , q + 1. This is indeed an α-approximate Nash

equilibrium, as player 1 can be allocated at most p = αq jobs, and since all jobs

from Q are allocated to player 1, players 2, . . . , q + 1 cannot do better than 0

jobs. We conclude that PoA ≥ (p+ q)/q = α+ 1.

Note that when α is not rational, we can obtain a price of anarchy arbitrarily

close to α+1 by letting p/q approach α. Also note that α = 1 in the special case

where the players can verify whether a solution is a Nash equilibrium, which

yields the following:

Corollary 6.8. PoA = 2 for set packing games and throughput scheduling games.

Finally note that the obtained upper bound is universal in the sense that

it is independent of how the (α-approximate) Nash equilibrium is obtained. It

is conceivable that specific algorithms can yield a better bound for the price

of anarchy. However, the existence of more complicated counter-examples for

specific algorithms is not unlikely either, and we did not take the effort to find

them.

6.3.2 Sequential Price of Anarchy

Theorem 6.9. SPoA = α+ 1 for set packing games and throughput scheduling

games, assuming that equilibrium allocations are α-approximate subgame perfect

equilibria.

Proof. For our lower bound example, we use Example 6.7, where player 1 precedes

all other players. By the same argument as in the analysis of the price of anarchy,

no player can improve, so our lower bound on the price of anarchy carries over.

To see that our upper bound carries over, we use the following theorem:



503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong

6.3. GENERAL SET PACKING GAMES 113

P

Q

1

2

3

1

2

3

AOPT ANE

Q

Figure 6.1: Example 6.7 for p = 3 and q = 2. Numbers represent machines.

Rectangles represent jobs. The left side of each job is its starting time, its width

is its processing time on the machine on which it is allocated. The dashed line is

the deadline, which is the same for all jobs in this example.

Theorem 6.10. For set packing games, any subgame perfect outcome of a

sequential game is also a Nash equilibrium in the original game.

Proof. Consider any subgame perfect outcome ASPE of a sequential set packing

game and consider any player i choosing ASPE
i . If i could have chosen a set A′

i

of larger weight that does not overlap with some other player j, then she would

have. This follows since predecessors of i have already chosen an action, and for

any successor j of i, it is not subgame perfect to choose an action that overlaps

with ASPE
i , since this would yield player j a utility of −∞. Since no such set A′

i

exists, player i can not improve in the same action profile ASPE in the original

game. Therefore ASPE is a Nash equilibrium in the original game as well.

Combining the upper and lower bound proves Theorem 6.9.

For α = 1, we obtain the following:

Corollary 6.11. SPoA = 2 for set packing games and throughput scheduling

games.
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6.4 Identical Set Packing Games

In this section we improve our previous results for the special case of identical

machines.

Definition 6.12 Throughput Scheduling Games With Identical Ma-

chines.

The class of throughput scheduling games with identical machines is a subclass

of throughput scheduling games, for which the processing time of any job r ∈ R,

does not depend on the machine on which it is allocated, i.e. prm = prm′ for all

machines m,m′ ∈ M∪.

For any player i, we denote the number of machines |Mi| by xi, and we

denote the total number of machines |⋃i∈N Mi| by x. We define the following

subclass of set packing games as a generalization of the decentralized throughput

scheduling game with identical machines:

Definition 6.13 Identical Set Packing Game.

An identical set packing game is a set packing game, where instead of downward

closed sets as action spaces for each player, there is a single downward closed

common set R of subsets of jobs, and there is an integer xi for each player i, such

that each player’s action space Ai contains all subsets of jobs
⋃

j∈[xi]
Rj for any

Rj ∈ R. Analogous to throughput scheduling games with identical machines,

we denote x =
∑

i∈N xi.

Note that the common set corresponds to all sets of jobs that can be feasibly

allocated to a single machine. Also note that this is a generalized notion of

symmetry; when xi = 1 for all players, the game is symmetric. Therefore, all

upper and lower bounds in this section hold for symmetric set packing games as

well. The following observation follows from the definitions of R and x:

Observation 6.14. For any action profile A of an identical set packing game

with common set R, we can partition the total set A∪ of jobs into x subsets Rj

of the common set, i.e. A∪ =
⋃

j∈[x] Rj for some disjoint sets (Rj ∈ R)j∈[x].

6.4.1 Price of Anarchy

Theorem 6.15. PoA = α + 1 for identical set packing games and throughput

scheduling games with identical machines, assuming that equilibrium allocations

are α-approximate equilibria.
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Proof. The upper bound immediately follows from Lemma 6.5. The lower bound

follows from the following example:

Example 6.16. Let α = p/q. There are n players. For each player i, there is

one machine which we also denote by i. The set R of p+ (q + 1)(n− 1) jobs is

partitioned into two sets P,Q, |Q| = q(n− 1) + p, |P | = (n− 1). Any job r ∈ R

has deadline dr = 1. Any job r in Q has processing time pr = 1/(q(n− 1) + p)

and weight ur = 1, while any job r in P has processing time pr = 1 and weight

ur = p. See Figure 6.2 for an illustration for the case where p = 3, q = 2, n = 3 �

Q1

2

3

1

2

3

AOPT ANE

Q

P

Figure 6.2: Example 6.16 for p = 3, q = 2, n = 3. Numbers represent machines.

Rectangles represent jobs. The left side of each job is its starting time, its width

is its processing time. The dashed line is the deadline, which is the same for all

jobs in this example.

In the social optimum AOPT, player 1 is allocated all jobs in Q, and each

other player is allocated one job in P . Consider Nash equilibrium ANE where

each player is allocated q jobs in Q. Note that ANE is indeed an α-approximate

Nash equilibrium: Any player i could choose at most one job from P or at most

p jobs from Q, since other players are allocated q(n− 1) jobs from Q in total.

Neither deviation increases player i’s utility by more than a factor α. For this

example, U(AOPT)/U(ANE) = pn+q(n−1)
qn = p+q

q − 1
n → 1 + α for n → ∞.

For α = 1, we obtain the following:
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Corollary 6.17. PoA = 2 for identical set packing games and for throughput

scheduling games with identical machines.

Note that (for α = 1) this Nash equilibrium is not subgame perfect in the

corresponding sequential game; in any subgame perfect equilibrium, the first

player would necessarily choose all jobs from Q.

6.4.2 Sequential Price of Anarchy

Theorem 6.18. SPoA = α
√
e/( α

√
e− 1) for identical set packing games and

throughput scheduling games with identical machines, when we only consider

α-approximate subgame perfect equilibria.

Proof. First we prove the lower bound by example.

Lemma 6.19. SPoA ≥ α
√
e/( α

√
e− 1) for identical set packing games, when we

only consider α-approximate subgame perfect equilibria.

Proof.

Example 6.20. There are n players. For each player i, there is one machine,

which we also denote by i. The set R of n2 jobs is partitioned into n sets

R1, . . . , Rn, |Rj | = n for all j ∈ [n]. We refer to a job from Rj as a j-job. Any

j-job has deadline j. Any job r ∈ R has processing time pr = 1 and weight

ur = 1. See Figure 6.3 for an illustration for the case where n = 5 and α = 1. �

In the social optimum AOPT, every player is allocated one j-job for each j.

Therefore U(AOPT) = n2.

We construct an α-approximate subgame perfect outcome ASPE, as follows:

For every player i = 1, . . . , n in this order, we find the maximum number of jobs

that can be allocated to this player, which we denote by mi. We allocate to

player i the �mi/α� jobs with the largest deadlines (which are the most flexible

jobs). We bound U(ASPE) in the following way: Let rδ(i) =
|ASPE

i ∩Rδ|
|ASPE

i | , i.e. rδ(i)

is the fraction of δ-jobs allocated to player i, relative to the total number of jobs

allocated to player i. Let rδ =
∑

i∈N rδ(i). Now,

∑
δ∈N

rδ =
∑
δ∈N

∑
i∈N

Rδ(i) =
∑
i∈N

∑
δ∈N

|ASPE
i ∩ rδ|
|ASPE

i | =
∑
i∈N

1 = n . (6.2)

In ASPE, any player i whom is allocated a δ-job, is not allocated any job from

Rj , j ≥ δ + 2, hence she is allocated at most �(δ + 1)/α� ≤ (δ + 1 + α)/α jobs.
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2
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51
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3
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AOPT
ASPE

R1 R2 R3 R4 R5

Figure 6.3: Example 6.20 in case of 5 players and α = 1. Numbers represent

machines. Rectangles represent jobs. The left side of each job is its starting time,

its width is its processing time. The number in each job is its deadline.
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Therefore, each δ-job contributes at least α/(δ + 1 + α) to rδ. For any δ for

which all n δ-jobs are allocated in ASPE, we obtain

rδ ≥ nα/(δ + 1 + α) . (6.3)

Now, for some δ′ ≥ 0, by construction of the allocation we have that for all

δ ≥ n− δ′, all n δ-jobs are allocated, as well as a subset of the (n− (δ′ +1))-jobs.

We obtain

n ≥
n∑

δ=n−δ′

rδ ≥
n∑

δ=n−δ′

nα

δ + 1 + α
≥

∫ n

δ=n−δ′

nα

δ + 1 + α
dδ , (6.4)

where the first inequality follows from (6.2), the second inequality follows from

(6.3), and the last inequality follows from basic calculus.

Because the last term is upper bounded by n, we can derive an upper bound

on δ′. In fact, basic calculus shows that

δ′ >
(n+ 1 + α)( α

√
e− 1)

α
√
e

⇒
∫ n

δ=n−δ′

nα

δ + 1 + α
dδ > n ,

which together with (6.4) yields that δ′ ≤ (n+1+α)( α
√
e−1)

α
√
e

. Because only δ-jobs

with δ ≥ n− (δ′ + 1) are allocated, we conclude that

U(ASPE) ≤ (δ′ + 1)n ≤
(n+ 1 + α+

α
√
e

α
√
e−1

)( α
√
e− 1)

α
√
e

· n .

We see that

U(AOPT)

U(ASPE)
≥ n α

√
e

(n+ 1 + α+
α
√
e

α
√
e−1

)( α
√
e− 1)

→
α
√
e

α
√
e− 1

for n → ∞ ,

and the claim follows.

Note that the lower bound construction assumes that players choose the most

flexible jobs first, which seems reasonable from a practical point of view. Also

note that in the lower bound example, xi = 1 for all players. Therefore, the

lower bound holds, even when the game is symmetric.

To derive a matching upper bound on the sequential price of anarchy for

identical set packing games, we use a proof idea from Bar-Noy [13] in their

analysis of k-GREEDY, but we need a nontrivial generalization to make it work

for the case where xi > 1 for some player i (player i controls multiple machines).
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Lemma 6.21. SPoA ≤ α
√
e/( α

√
e− 1) for identical set packing games, when we

only consider α-approximate subgame perfect equilibria.

Proof. Consider any set packing game I with resources R and common set R. We

denote by ASPE the outcome of an α-approximate subgame perfect equilibrium

of I.

Let AOPT(R′) denote an optimal outcome for I(R′), where I(R′) denotes

a copy of I, except the set of resources of I ′ is reduced to a subset R′ ⊆ R,

and the common set R′ contains only subsets of R that contain only jobs in

R′. Let AOPTi(R′) denote an optimal outcome for I(R′), such that i obtains

the highest utility among all optimal outcomes AOPT(R′). The following lemma

lower bounds the total weight of jobs allocated to player i:

Lemma 6.22. For any player i, u(ASPE
i ) ≥ xi

xαU
(
AOPT

(
R \⋃j<i A

SPE
j

))
.

Proof.

u(ASPE
i ) ≥ u(AOPTi

i )/α ≥ xi

xα
U
(
AOPT

(
R \

⋃
j<i

ASPE
j

))
.

The first inequality holds because ASPE is an α-approximate subgame perfect

equilibrium, and in particular, no player will choose a subset of jobs that

overlaps with that of a predecessor. The second inequality follows, since by

Observation 6.14 player i could be allocated the xi most valuable sets of the

common set R′, that are allocated in AOPT
(
R \⋃j<i A

SPE
j

)
.

Let γ := xα. We use Lemma 6.22 to obtain

u(ASPE
i ) ≥ xi

γ
U
(
AOPT

(
R \

⋃
j<i

ASPE
j

))
≥ xi

γ

(
u(AOPT

∪ )−
∑

j<i
u(ASPE

j )
)
,

where the latter inequality holds because u(AOPT
∪ ) −∑

j<i u(A
SPE
j ) represents

the value of a feasible solution for the jobs R \⋃j<i A
SPE
j . Adding

∑i−1
j=1 u(A

SPE
j )

to both sides yields

i∑
j=1

u(ASPE
i ) ≥ xiu(A

OPT
∪ )

γ
+

γ − xi

γ

i−1∑
j=1

u(ASPE
j ) . (6.5)

We prove by induction on i that for all players i,

i∑
j=1

u(ASPE
j ) ≥ γx′

i − (γ − 1)x
′
i

γx′
i

u(AOPT
∪ ) , (6.6)
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where x′
i =

∑i
j=1 xj . We first prove the induction basis (i = 1), by another

inductive argument:

Lemma 6.23.

u(ASPE
1 ) ≥ γx1 − (γ − 1)x1

γx1
u(AOPT

∪ ) .

Proof. We know by definition of γ, and by plugging i = 1 into Lemma 6.22 that

u(ASPE
1 )

u(AOPT
∪ )

≥ x1

γ
.

We prove by induction on x1 that

x1

γ
≥ γx1 − (γ − 1)x1

γx1
.

When x1 = 1, we get
1

γ
≥ γ − (γ − 1)

γ
=

1

γ
,

which clearly holds. Assume the claim holds for x1 = k − 1. We get

k

γ
=

k − 1

γ
+

1

γ

≥ γk−1 − (γ − 1)k−1

γk−1
+

1

γ

=
γk − γ(γ − 1)k−1

γk
+

γk−1

γk

=
γk − (γ − 1)k − (γ − 1)

k−1
+ γk−1

γk

≥ γk − (γ − 1)k

γk
,

proving Lemma 6.23.

Now, assume (6.6) holds for i = k − 1. Applying this induction hypothesis

and Lemma 6.23 to (6.5) yields

k∑
j=1

u(ASPE
j ) ≥ xku(A

OPT
∪ )

γ
+

γ − xk

γ
· γ

x′
k−1 − (γ − 1)x

′
k−1

γx′
k−1

u(AOPT
∪ ) .

This yields the inductive claim, as shown in the following lemma:
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Lemma 6.24.

xk

γ
+

γ − xk

γ
· γ

x′
k−1 − (γ − 1)x

′
k−1

γx′
k−1

≥ γx′
k − (γ − 1)x

′
k

γx′
k

.

Proof. We have

xk

γ
+

γ − xk

γ
· γ

x′
k−1 − (γ − 1)x

′
k−1

γx′
k−1

=
xk

γ
· (γ − 1)x

′
k−1

γx′
k−1

+
γx′

k−1 − (γ − 1)x
′
k−1

γx′
k−1

≥γxk − (γ − 1)xk

γxk
· (γ − 1)x

′
k−1

γx′
k−1

+
γx′

k−1 − (γ − 1)x
′
k−1

γx′
k−1

=

(
1− (γ − 1)xk

γxk

)
· (γ − 1)x

′
k−1

γx′
k−1

+ 1− (γ − 1)x
′
k−1

γx′
k−1

=1− (γ − 1)xk

γxk
· (γ − 1)x

′
k−1

γx′
k−1

=
γx′

k − (γ − 1)x
′
k

γx′
k

,

where the first inequality follows from xk

γ ≥ γxk−(γ−1)xk

γxk
, as shown in the proof

of Lemma 6.23, and the last equality follows from x′
k = x′

k−1 + xk.

Hence, plugging i = n in (6.6) yields (see also [13, Theorem 3.3])

U(ASPE) =

n∑
j=1

u(ASPE
j ) ≥ γx − (γ − 1)x

γx
U(AOPT

∪ ) .

This yields

SPoA ≤ γx

γx − (γ − 1)x
=

(xα)x

(xα)x − (xα− 1)x
≤

α
√
e

α
√
e− 1

, (6.7)

where the last inequality follows because the right-hand side is exactly the

limit for x → ∞, and the series bx = (xα)x/((xα)x − (xα− 1)x) is monotone in

x, with b1 = α ≤ α
√
e/( α

√
e− 1).
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Lemmas 6.18 and 6.21 yield SPoA = α
√
e/( α

√
e− 1) when considering only

α-approximate subgame perfect equilibria.

Basic calculus shows that

α+
1

2
≤ α

√
e/( α

√
e− 1) ≤ α+

1

e− 1

for α ≥ 1. Also, for α → ∞ this value approaches α + 1
2 . For α = 1, we

obtain the following:

Corollary 6.25. SPoA = e/(e− 1) ≈ 1.58 for identical set packing games and

throughput scheduling games with identical machines.

We see that for identical set packing, the quality of sequential equilibria is

higher than the quality of simultaneous equilibria.

6.5 Dealproof Equilibria

One way to increase the quality of equilibria is to allow players to work together,

deviating as a group instead of unilaterally. To this end, the k-strong price of

anarchy was introduced by Andelman et al. [5]. The k-strong price of anarchy

compares the quality of the global optimum to the worst k-strong equilibrium [9].

The latter is an action profile, where no coalition (subset) K of at most k

players can change their actions, such that each player in K increases her utility.

Unfortunately the k-strong price of anarchy is not much lower than the price of

anarchy; it is not hard to slightly adjust our lower bound examples to obtain a

k-strong price of anarchy of ε less than the corresponding price of anarchy, for

arbitrarily small ε. In mechanism design, many cost sharing mechanisms are

considered (e.g. [52, 87]), but equilibria resulting from these mechanisms depend

on specific cost sharing rules, while we are only interested in the existence of a way

to share the costs, such that the players improve. Hayrapetyan et al. [55] consider

equilibria where the total cost in coalitions does not improve by deviating. The

authors use these equilibria to analyze the price of collusion, which is the worst-

case ratio between the social optimum and such an equilibrium over any partition

of the players N into coalitions. However, the price of collusion is at least as

high as the price of anarchy, since the partition of N into individual players,

yields a Nash equilibrium. We use the same equilibrium concept as Hayrapetyan

et al., but we use a different concept to measure the cost of decentralization.
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Definition 6.26 k-Dealproof Equilibrium.

A k-dealproof equilibrium is an action profile ADE where no set K of at most k

players can deviate as a group, such that their sum of utilities increases, i.e. for

any coalition K of size at most k, and for any actions A′
i for each player i ∈ K,

∑
i∈K

Ui(A
DE) ≥

∑
i∈K

Ui(A
DE
−K , A′

K) ,

where (ADE
−K , A′

K) denotes the action profile where players in N \K choose the

same action as in ADE, and any player i ∈ K chooses A′
i instead.

The intuition behind a k-dealproof equilibrium is that no coalition of size at

most k can jointly find a solution that makes this coalition better off in total.

The underlying assumption here is that the total utility of a coalition can be

arbitrarily redistributed within the coalition.

Note that k-dealproof equilibria are stronger than k-strong equilibria and

resistant against arbitrary cost sharing protocols.

As an example, in the worst-case Nash equilibrium of Example 6.7, players 1

and 2 could form a coalition; player 1 could offer player 2 a job in exchange for

0.5 utility. Player 2 would benefit from this deal, since her utility would increase

by 1 − 0.5 = 0.5. Player 1 benefits from this deal as well, since she can now

choose an unallocated job, increasing her utility by 0.5− 1 + 1 = 0.5.

Analogous to α-approximate Nash equilibria, we define α-approximate k-

dealproof equilibria.

Definition 6.27 α-Approximate k-Dealproof Equilibrium.

An α-approximate k-dealproof equilibrium is an action profile ADE where no set

K of at most k players can change their actions, such that their sum of utilities

increases by more than a factor α ≥ 1, i.e. for any coalition K of size at most k,

for any actions A′
i for each player i ∈ K,

α
∑
i∈K

Ui(A
DE) ≥

∑
i∈K

Ui(A
DE
−K , A′

K) ,

where (ADE
−K , A′

K) denotes the action profile where players in N \K choose the

same action as in ADE and any player i ∈ K chooses A′
i instead.

Note that for set packing games, every set packing game has at least one

dealproof equilibrium, namely the social optimum. Also, analogous to the α-

approximate price of anarchy, we define the α-approximate dealproof price of

anarchy.
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Definition 6.28 Dealproof Price of Anarchy.

The α-approximate k-dealproof price of anarchy of a game I is defined as

DPoA(I) = max
ADE∈ADE(I)

U(AOPT)

U(ADE)
, (6.8)

where ADE(I) is the set of all α-approximate k-dealproof equilibria of k and

AOPT is a social optimum. The dealproof price of anarchy of a class of games C
is defined as

DPoA(C) = sup
I∈C

DPoA(I) (6.9)

We write DPoA if the game or class of games is clear from context.

Theorem 6.29. DPoA = α+ n−k
n−1 for set packing games, assuming that equilib-

rium allocations are α-approximate k-dealproof equilibria.

Proof. Note that for k = 1, we consider regular α-approximate Nash equilibria,

and PoA = α + 1, which is consistent with Theorem 6.4. Also note that for

k = n, we consider a centralized version, and DPoA = α, which is consistent

with the fact that this simply corresponds to an α-approximate (centralized)

solution.

First we give an upper bound proof.

Lemma 6.30. DPoA ≤ α+n−k
n−1 for set packing games, assuming that equilibrium

allocations are α-approximate k-dealproof equilibria.

Proof. The proof mimics our earlier proof of Theorem 6.4, only here we have to

keep track of the weights of more subsets of R. We fix a social optimum AOPT

and a dealproof equilibrium ADE, and use the following notation:

xij =





The total weight of jobs in AOPT
i ∩ADE

j i, j ∈ N

The total weight of jobs in ADE
j \AOPT

∪ i = 0, j ∈ N

The total weight of jobs in AOPT
i \ADE

∪ i ∈ N, j = 0

.

Our proof is based on the following observation: Players from any coalition K

will make a deal if and only if the total weight of jobs allocated to them increases

by more than a factor α ≥ 1, by choosing any set of jobs that are allocated to

players in K or unallocated. Therefore, in particular for all coalitions K in any
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α-approximate deal-proof equilibrium, the following holds:

α


∑

j∈K

(∑
i∈N

xij + x0j

)
 ≥

∑
i∈K


∑

j∈K

xij + xi0


 .

Note that all jobs that contribute to the left-hand side are allocated to players

in K in the dealproof equilibrium ADE. Note that all jobs that contribute to the

right-hand side can be feasibly allocated to players in K, since these jobs are

allocated to players from K in AOPT. Also, these jobs are available, since they

are either allocated to players in K in ADE or unallocated. This yields

α


∑

j∈K

(∑
i∈N

xij + x0j

)
 ≥

∑
i∈K

∑
j∈K

i�=j

xij +
∑
i∈K

(xii + xi0) . (6.10)

Note that any player i is in
(
n−1
k−1

)
coalitions of size k, and any combination of

two players i, j is in
(
n−2
k−2

)
coalitions of size k. Therefore, summing (6.10) over

all coalitions K of size k yields

α

(
n− 1

k − 1

)
∑

j∈N

(∑
i∈N

xij + x0j

)


≥
(
n− 2

k − 2

)∑
i∈N

∑
j∈N

i�=j

xij +

(
n− 1

k − 1

)∑
i∈N

(xii + xi0) .

Adding ((
n− 1

k − 1

)
−
(
n− 2

k − 2

))∑
i∈N

∑
j∈N

i�=j

xij =

(
n− 2

k − 1

)∑
i∈N

∑
j∈N

i�=j

xij

to both sides yields

α

((
n− 1

k − 1

)
+

(
n− 2

k − 1

))∑
i∈N

∑
j∈N

i�=j

xij +

(
n− 1

k − 1

)
∑

j∈N

(xjj + x0j)




≥
(
n− 1

k − 1

)∑
i∈N

∑
j∈N

i�=j

xij +

(
n− 1

k − 1

)∑
i∈N

(xii + xi0) . (6.11)
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Therefore,

α

((
n− 1

k − 1

)
+

(
n− 2

k − 1

))
U(ADE)

=α



((

n− 1

k − 1

)
+

(
n− 2

k − 1

))∑
i∈N

∑
j∈N

xij +

((
n− 1

k − 1

)
+

(
n− 2

k − 1

)) ∑
j∈N

x0j




≥α

((
n− 1

k − 1

)
+

(
n− 2

k − 1

))∑
i∈N

∑
j∈N

i�=j

xij +

(
n− 1

k − 1

)
∑

j∈N

(xjj + x0j)




≥
(
n− 1

k − 1

)∑
i∈N

∑
j∈N

i�=j

xij +

(
n− 1

k − 1

)∑
i∈N

(xii + xi0)

=

(
n− 1

k − 1

)
U(AOPT) ,

where the last inequality follows from (6.11). This yields

DPoA ≤ α

(
n−1
k−1

)
+
(
n−2
k−1

)
(
n−1
k−1

) = α+
n− k

n− 1
→ α+ 1 for n → ∞.

This upper bound proof provides us with an easy way to create a tight lower

bound example for any n.

Example 6.31. We make the upper bound analysis tight by setting xii = 0 and

x0i = 0 for all players i ∈ N . We normalize xij = 1 for all players i, j ∈ N for

whom j �= i, and finally we set xi0 = n− k+ (n− 1)(α− 1) for all players i ∈ N .

We construct the action spaces such that any player i can only choose subsets of

either her action AOPT
i in the social optimum or her action ADE

i in the dealproof

equilibrium. The resulting game for n = 3, k = 2 is shown in Figure 6.4.

To see that this actually yields an α-approximate k-dealproof equilibrium, con-

sider any coalition K of k players. In the α-approximate k-dealproof equilibrium,

any player in K has utility n− 1. By switching to the actions chosen in AOPT,

each player in K obtains utility (k − 1)1 + 1((n− 1)(α− 1) + n− k) = α(n− 1).

If some players in K choose a subset of their actions chosen in AOPT, and other
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AOPT ADE

player1

player2

player3

u(x10) =

2α− 1

u(x20) =

2α− 1

u(x30) =

2α− 1

u(x21) =

1

u(x31) =

1

u(x12) =

1

u(x32) =

1

u(x13) =

1

u(x23) =

1

u(x10) =

2α− 1

u(x20) =

2α− 1

u(x30) =

2α− 1

u(x21) =

1

u(x31) =

1

u(x12) =

1

u(x32) =

1

u(x13) =

1

u(x23) =

1

player1 player1 player3

Figure 6.4: The dealproof equilibrium from Example 6.31 for k = 2 and n = 3.

Circled jobs are allocated to the same player. Each job is named after the value

used in the upper bound proof.

players in K choose a subset of their actions chosen in ADE, then this yields

utility at most α(n− 1) for each player. We see that no coalition of k players

can improve by deviating, from which the result follows.

For α = 1, we obtain the following:

Corollary 6.32. DPoA = 1 + n−k
n−1 for set packing games.

Although the dealproof price of anarchy is strictly lower than the price of

anarchy for k ≥ 2, note that this improvement becomes negligible for large n.

Interestingly, as opposed to all other lower bound examples in this chapter, we

did not find a matching lower bound for throughput scheduling games.

6.6 General Weight Functions

Up until this point, we assumed that all weight functions are additive, i.e. for

all sets of resources R′ ⊆ R, it holds that u(R′) =
∑

a∈R′ ua. In this section,

we briefly discuss the more general case of non-additive weight functions. First

we show that assuming either subadditive (u(R′) ≤ ∑
a∈R′ ua) or superadditive

(u(R′) ≥ ∑
a∈R′ ua) weight functions, does not yield practical bounds.
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Theorem 6.33. SPoA ≥ n for identical set packing games and throughput

scheduling games with identical machines and subadditive weight functions or

superadditive weight functions.

Proof. For our proof, we first give a series of games with subadditive weight

functions for which the price of anarchy can become arbitrarily large.

Example 6.34. There are n players. For each player i, there is one machine,

which we also denote by i. The set R of n2 jobs is partitioned into n sets

R1, . . . , Rn, |Rj | = n for all j ∈ [n]. Any job r has weight ur = 1, deadline

dr = n and processing time prm = 1 on all machines m. Any action R′ yields
utility equal to the number of sets Rj of which R′ contains at least 1 job. This

example is shown for n = 5 in Figure 6.5. �

When for all i, player i is allocated jobs Ri, this is a Nash equilibrium with

social welfare n. In the optimal solution, each player is allocated one job from

each set Rj , yielding social welfare n2, and PoA ≥ n2/n = n. For the case

of superadditive weights, we obtain the same bound by adjusting the example

slightly, by dividing the weights of all individual jobs by n, while leaving the

weights of larger sets R′ : |R′| ≥ 2 of jobs intact.

Instead, we use the following General Weight Conditions :

• The weight u(R′) of any set R′ of jobs only depends on R′ and not on

whether jobs not in R′ are chosen.

• Monotonicity: u(R′) ≤ u(R′′) for all sets R′, R′′ of jobs for which R′ ⊆ R′′.

• Boundedness:
∑

a∈R′ ua ≤ u(R′) ≤ β
∑

a∈R′ ua for all sets R′ of jobs, and
for some parameter β ≥ 1.

Note that now the social welfare U(R′) =
∑

i∈N u(R′
i), is in general not equal

to u(R′
∪). Given these conditions, we prove the following:

Theorem 6.35. PoA = (α+1)β, for set packing games and throughput schedul-

ing games, assuming that equilibrium allocations are α-approximate Nash equi-

libria and the general weight conditions hold.

Proof. First we prove that PoA ≤ (α+ 1)β. Again, the proof mimics our earlier

proof of Theorem 6.4. Consider any set packing game with social optimum AOPT
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1

2

3

4

5

AOPT

R1

R2

R3

R4

R5

1

2

3

4

5

ANE

R1 R2 R3 R4 R5

Figure 6.5: Example 6.34 in case of 5 players. Numbers represent machines.

Rectangles represent jobs. The left side of each job is its starting time, its width

is its processing time. The dashed line is the deadline, which is the same for all

jobs in this example.

and α-approximate Nash equilibrium ANE. For any set R′ ⊆ R, let R′ = R \R′

be the complement of R′ in R. Now,

(α+ 1)β
∑
i∈N

u(ANE
i ) ≥ βα

∑
i∈N

u(ANE
i ) + β

∑
i∈N

u(AOPT
i ∩ANE

∪ )

≥ β
∑

i
u(AOPT

i ∩ANE
∪ ) + β

∑
i∈N

u(AOPT
i ∩ANE

∪ )

≥
∑

i
u(AOPT

i ).

The first inequality follows from monotonicity. The second inequality follows since

αu(ANE
i ) ≥ u(AOPT

i ∩ANE
∪ ) for all players i. This follows from the approximate

Nash inequality and from the fact that all jobs in ANE
∪ are available, and all jobs

in AOPT
i can be feasibly allocated to player i. The third inequality follows from

boundedness.

Now we prove that PoA ≥ (α + 1)β by giving a matching lower bound

example.
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Example 6.36. There are two players 1, 2. For each player i, there is one

machine, which we also denote by i. There are four jobs a, b, c, d, with deadline

2. a and b have weight 1 and c and d have weight α ≥ 1. Sets {b, c} and {a, d}
have weight (α+ 1)β, while sets that contain neither a and d nor b and c have

weight equal to the sum of weights of their individual jobs. Processing times

are pa1 = pb2 = 2, pb1 = pc1 = pa2 = pd2 = 1, and pd1 = pc2 = 3. This implies

that player 1 can choose either {a} or subsets of {b, c} and player 2 can choose

either {b} or subsets of {a, d}. This example is shown in Figure 6.6.

In the social optimum, player 1 chooses {b, c} and player 2 chooses {a, d}.
This yields a social welfare of 2(α+1)β. However, when player 1 chooses {a} and

player 2 chooses {b}, the social welfare is 2. Note that this is an α-approximate

Nash equilibrium: Both players can not increase their utility by more than a

factor α. Therefore PoA ≥ (α+ 1)β.

b c

a d

a

b

AOPT ANE

1

2

1

2

Figure 6.6: Example 6.36 Numbers represent machines. Rectangles represent

jobs. The left side of each job is its starting time, its width is its processing time

on the machine on which it is allocated. The dashed line is the deadline, which is

the same for all jobs in this example.

For α = 1, we obtain the following:

Corollary 6.37. PoA = 2β, for set packing games and throughput scheduling

games, assuming that the general weight conditions hold.
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Chapter 7

Isolation Games

Isolation games were introduced in 2008 by Zhao et al. [99] to model applications

where players aim to choose locations as far from the other players as possible.

These applications include facility location, where players obtain a larger share of

the market when there are less competitors near; or politics, where choosing the

right position in the political spectrum yields more potential voters. Isolation

games were introduced as a computationally easier variation of Voronoi games [3],

which in turn are the decentralized version of the classic facility location prob-

lem [42]. Bilò et al. and Angelucci et al. respectively analyzed the price of

anarchy [20] and the sequential price of anarchy [6] for both nearest neighbor

and total distance utility functions and for both egalitarian and utilitarian social

welfare. Interestingly, for the case of nearest neighbor utility functions and a

utilitarian social welfare, the quality of equilibria depends greatly on the number

of players. The authors showed that for two players PoA = 2 and SPoA = 1,

while for four or more players, both the price of anarchy and the sequential

price of anarchy are unbounded. Bilò et al. [19] claimed that for three players

1.5 ≤ SPoA ≤ 6, while [6] Angelucci et al. did not mention the three-player case.

In this chapter, we define isolation games in Section 7.1. In Section 7.2, we

give a lower bound of 2 for both the price of anarchy and the sequential price

of anarchy of three-player isolation games with a nearest neighbor objective

and a utilitarian social welfare. Our main result is a matching upper bound

for both the price of anarchy (Section 7.3) and the sequential price of anarchy

(Section 7.4).
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7.1 Preliminaries

Definition 7.1 Nearest Neighbor Isolation Games.

An Isolation Game is a symmetric utility maximization game that consists of a

graph G = (V,E) with weights we for all edges e ∈ E and a set N of players. The

distance d(i, j) between any two nodes i, j is defined as the shortest (minimum-

weight) path between i and j. The action space of any player is equal to the set of

nodes V , i.e. each player chooses a single node. For a given action profile A, the

utility of a player depends on her distance to other players. For nearest neighbor

isolation games, the utility Ui(A) of any player i is minj∈N |j �=i d(Ai, Aj), i.e. the

distance to the nearest player.

Total distance isolation games are a similar class of games, except for a total

distance utility function Ui(A) =
∑

j∈N |j �=i d(Ai, Aj). In this chapter, we only

consider nearest neighbor isolation games and a utilitarian social welfare.

From the definition of distance, we directly obtain the triangle inequality:

For any 3 nodes a, b, c, it holds that

d(a, b) + d(b, c) ≥ d(a, c),

i.e. the total distance from a via b to c is not larger than the distance from a to

c directly.

7.2 Lower Bound

For the lower bound, we use an example where PoA = SPoA = 2.

Lemma 7.2. SPoA ≥ 2 for isolation games with three players, a nearest neighbor

utility function and utilitarian social welfare.

Proof.

Example 7.3. There are 7 nodes u, v, w, u′, v′, w′, x. We say nodes a, b are

opposite, if a = b′ or vice versa. There are 12 edges: one edge from x to every

other node and one edge from any node from {u, v, w} to both non-opposite

nodes in {u′, v′, w′}. Each edge has weight 1. See also Figure 7.1. 

Note that the distance between any pair of nodes is at least 1 and at most

2. Therefore, it is optimal when the players choose nodes u, v, and w, yielding

social welfare 2 + 2 + 2 = 6. We now show that there exists a subgame perfect
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u v w

u′ v′ w′

x

Figure 7.1: Lower bound example from Example 7.3. In both the subgame

perfect outcome ASPE and Nash equilibrium ANE, player 1 chooses x, player 2

chooses u′, and player 3 chooses u.

outcome ASPE, where player 1 chooses node x, player 2 chooses node u′ and
player 3 chooses node u. Consider the following subgame perfect equilibrium

that results in outcome ASPE: If player 1 chooses node x, then players 2 and 3

choose any node not chosen by a predecessor. If player 1 chooses any node other

than x, then player 2 chooses its opposite node, and player 3 chooses a node at

distance 1 from player 1 and distance 2 from player 2. Actions prescribed in

other states are irrelevant for our analysis. To see that this strategy profile is

actually a subgame perfect equilibrium, we show that no player can improve:

First consider player 3. If player 1 chooses node x, then any node not chosen

by a predecessor yields utility 1, so she cannot improve. If player 1 chooses

another node, and player 2 chooses its opposite node, then all remaining nodes

have distance one from at least one of these nodes, so again, player 3 can not

improve.

Now consider player 2. If player 1 chooses node x, then any node not chosen

by a player 1 yields utility 1, so she can not improve. If player 1 chooses another

node, then choosing the opposite node yields utility 2, since this node has

distance 2 from its opposite node, as well as the node player 3 will choose. Since

the distance between any pair of nodes is at most 2, this it subgame perfect for

player 2.

Finally, consider player 1. Choosing node x yields utility 1, while choosing

another node, will result in player 2 choosing its opposite node, and player 3

choosing a node at distance 1 from the node of player 1, also obtaining utility

1. Therefore choosing x is subgame perfect. In ASPE, the social welfare is
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1 + 1 + 1 = 3, which yields SPoA ≥ 6
3 = 2.

It is easy to check that the resulting outcome is a Nash equilibrium in the

original game as well, therefore the same bound holds.

Lemma 7.4. PoA ≥ 2 for isolation games with three players, a nearest neighbor

utility function and utilitarian social welfare.

7.3 Upper Bound on the Price of Anarchy

Theorem 7.5. PoA = 2 for isolation games with three players, a nearest neigh-

bor utility function and utilitarian social welfare.

Proof. Our proof consists of the lower bound of Lemma 7.4 and the following

upper bound analysis:

Denote by {u, v, w} the set of nodes chosen in the social optimum AOPT.

Denote by {a, b, c} the set of nodes chosen in a worst-case Nash equilibrium

ANE. Without loss of generality, we assume d(u, v) ≤ d(u,w) ≤ d(v, w). Then

U(AOPT) = 2d(u, v) + d(u,w). We lower bound the social welfare in ANE in

terms of d(u, v) (Lemma 7.6) and d(u,w) (Lemma 7.7). Although the graph is

non-Euclidean in general, the proof is easier to follow by thinking of the graph

as the Euclidian graph shown in Figure 7.2.

u

v

w

Figure 7.2: A graph for visualizing the upper bound proofs from Theorems 7.5

and Theorem 7.8. u, v and w are nodes that are chosen in the social optimum

AOPT.

Lemma 7.6. In ANE, any player has utility at least d(u, v)/2.

Proof. Let x denote the node that minimizes d(a, x) among {u, v, w}. Let y

denote the node that minimizes d(b, y) among the set {u, v, w} \ {x} of the two
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remaining nodes. Now, if the remaining player chooses the only remaining node

z in {u, v, w} \ ({x} ∪ {y}), then her utility is at least

min (d(z, a), d(z, b))

=min

(
d(z, a) + d(z, a)

2
,
d(z, b) + d(z, b)

2

)

≥min

(
d(z, a) + d(a, x)

2
,
d(z, b) + d(b, y)

2

)

≥min

(
d(z, x)

2
,
d(z, y)

2

)

≥d(u, v)

2
.

The first inequality follows from the definitions of x and y. The second inequal-

ity follows from the triangle inequality. The last inequality follows from our

assumption that d(u, v) ≤ d(u,w) ≤ d(v, w).

Now, by the Nash inequality, the utility of the remaining player is at least

d(u, v)/2. Due to symmetry, the result holds for all players.

Lemma 7.7. In ANE, there exists a player with utility at least d(u,w)/2.

Proof. We consider two cases.

Case 1 There are at least two nodes x ∈ {a, b, c} for which d(x,w) < d(u,w)/2.

Denote these nodes by x1, x2.

In this case the remaining player who does not choose node x1 or node

x2, can choose node u, obtaining utility at least

min(d(u, x1), d(u, x2))

≥min(d(u,w)− d(w, x1), d(u,w)− d(w, x2))

≥min

(
d(u,w)− d(u,w)

2
, d(u,w)− d(u,w)

2

)

=
d(u,w)

2
.

Where the first inequality follows from the triangle inequality, and the

second inequality follows from d(x1, w) < d(u,w)/2 and d(x2, w) <

d(u,w)/2.
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Case 2 There is at most 1 node x ∈ {a, b, c} for which d(x,w) < d(u,w)/2.

In this case, the player who chooses node x can deviate by choosing

node w instead, obtaining utility at least d(u,w)/2.

In both cases, by the Nash inequality, the lemma holds.

Theorem 7.5 now follows from

U(ANE) ≥ d(u,w)/2 + 2(d(u, v)/2) = U(AOPT)/2 ,

where the inequality follows from Lemma 7.6 and Lemma 7.7.

7.4 Upper Bound on the Sequential Price of An-

archy

Theorem 7.8. SPoA = 2 for isolation games with three players, a nearest

neighbor utility function and utilitarian social welfare.

Proof. Our proof consists of the lower bound of Lemma 7.2 and the following

upper bound analysis:

We use the same notation as in the analysis of the price of anarchy in

Section 7.3, except that in the subgame perfect outcome ASPE, player 1 chooses

node a, player 2 chooses node b, and player 3 chooses node c. For player 3, our

analysis is the same as our price of anarchy analysis.

Lemma 7.9. Player 3 can guarantee utility at least d(u, v)/2.

Proof. This follows directly from the proof of Lemma 7.6.

However, for the other players, lower bounding the utility obtained in ASPE

is not as straightforward. We first need the following observation, which follows

directly from the nearest neighbor utility function:

Observation 7.10. In any outcome A, for all players i, j, k, it holds that

Ui(A) ≥ min(Uj(A), Uk(A)), i.e. no player obtains less utility than either

other player.

Lemma 7.11. Player 1 can guarantee utility at least min(d(u, v), d(u,w)/2).
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Proof. If player 1 chooses u, then player 2 can guarantee utility at least d(u, v)

by choosing v. This follows since, if player 2 does choose v, then d(a, b) = d(u, v)

and d(b, c) ≥ d(u,w) ≥ d(u, v). The first inequality follows from Observation 7.10

and the fact that, in that case player 3 obtains utility d(u,w) by choosing w.

In any case where player 1 chooses u, player 3 can choose either w or v,

whichever is the farthest from b. By the triangle inequality, either d(b, w) ≥
d(w, v)/2 or d(b, v) ≥ d(w, v)/2, therefore player 3 can guarantee utility

min(d(u, v), d(w, v)/2) .

By observation 7.10, player 1 can guarantee utility

min(d(u, v),min(d(u, v), d(w, v)/2)) = min(d(u, v), d(w, v)/2) ,

by choosing u.

Lemma 7.12. U(ASPE) ≥ min(2d(u, v), d(u, v) + d(u,w)/2).

Proof. By observation 7.10, Lemma 7.9, and Lemma 7.11, player 2 can guarantee

utility at least d(u, v)/2. By this result, Lemma 7.9, and Lemma 7.11, we obtain

U(ASPE) ≥ min(d(u, v), d(u,w)/2) + d(u, v)/2 + d(u, v)/2

= min(2d(u, v), d(u, v) + d(u,w)/2) .

Suppose d(u, v) ≥ d(u,w)/2, then

U(ASPE) ≥ min(2d(u, v), d(u, v) + d(u,w)/2) = d(u, v) + d(u,w)/2 ,

yielding the following upper bound on the sequential price of anarchy:

U(AOPT)/U(ASPE) ≤ (2d(u, v) + d(u,w))/(d(u, v) + d(u,w)/2) = 2 .

In the remainder of the proof, we show that PoA ≤ 2 in the case where d(u, v) <

d(u,w)/2 as well. In that case, U(AOPT) = 2d(u, v) + d(u,w) < 2d(u,w).

Therefore, we only need to show that U(ASPE) ≥ d(u,w). To this end, we use a

case distinction based on the distance of each node in {a, b, c} to nodes u and

w. It is again useful to think of the graph as a Euclidian graph. Each case is

depicted in Figure 7.3. Intuitively, our proof consists of two main cases. In the
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first case, there exists a node y that is far from both nodes u and w. In this

case, we obtain lower bounds on the utility of each player in ASPE, by showing

how the players utilize y. In the second case, no such node y exists. This allows

us to partition the set of nodes into two subsets Vu, Vw that contain nodes that

are close to u and w respectively. Using such a partition, we are able to obtain

lower bounds on the utility of each player, by describing strategies of players

based on the maximum distance between nodes in the same subset.

Lemma 7.13. U(ASPE) ≥ d(u,w).

Proof. We prove the lemma by considering the following cases:

Case 1 There exists a node y ∈ V , such that

d(y, u) ≥ d(u,w)/3 and d(y, w) ≥ d(u,w)/3 .

Case 1.1 d(a, u) ≥ d(u,w)/3 and d(a, w) ≥ d(u,w)/3.

Both nodes u,w have distance at least d(u,w)/3 to a, and by the

triangle inequality, any node has at least distance d(u,w)/3 to either

u or w. Therefore player 3 can guarantee utility at least d(u,w)/3 by

choosing a resource among u,w that has distance at least d(u,w)/3

to node b.

Therefore, by observation 7.10, player 2 can guarantee utility at least

d(u,w)/3 by choosing u (or w).

Therefore, by observation 7.10, player 1 can guarantee utility at least

d(u,w)/3 as well. Therefore,

U(ASPE) ≥ d(u,w)/3 + d(u,w)/3 + d(u,w)/3 = d(u,w) .

Case 1.2 d(a, u) < d(u,w)/3.

By the analysis in Case 1.1, player 1 can guarantee utility d(u,w)/3

by choosing y. Therefore,

U1(A
SPE) ≥ d(u,w)/3 . (7.1)

Therefore, if either d(a, b) ≤ d(b, c) or d(a, c) ≤ d(b, c), then by

Observation 7.10,

U(ASPE) ≥ d(u,w)/3 + d(u,w)/3 + d(u,w)/3 = d(u,w) .
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Therefore, we only need to consider cases where d(a, b) > d(b, c) and

d(a, c) > d(b, c). In these cases,

U2(A
SPE) = U3(A

SPE) = d(b, c) . (7.2)

Case 1.2.1 d(b, w) ≥ d(u,w)/3.

Player 3 can obtain U3(A
SPE) = d(b, w) ≥ d(u,w)/3 by choosing

w, where the equality follows from (7.2). By Observation 7.10,

U2(A
SPE) ≥ d(u,w)/3 as well. Combining this with (7.1) yields

U(ASPE) ≥ d(u,w)/3 + d(u,w)/3 + d(u,w)/3 = d(u,w) .

Case 1.2.2 d(b, w) < d(u,w)/3.

Case 1.2.2.1 d(a, b) ≤ d(a, c).

d(b, c) ≥ d(b, w), since player 3 could have chosen w obtaining

utility d(b, w). Also d(b, c) ≥ d(a, u), since player 3 could have

chosen u obtaining utility d(a, u). Therefore

U(ASPE) = d(a, b) + 2d(b, c)

≥ d(u, a) + d(a, b) + d(b, w)

≥ d(u,w) .

The equality follows from (7.2), and the second inequality

follows from the triangle inequality.

Case 1.2.2.2 d(a, b) ≥ d(a, c).

d(b, c) ≥ d(c, w), which follows from (7.2) and the fact that

player 2 could have chosen w and obtained utility d(c, w).

The latter follows from (7.2) and the fact that player 3 can

choose c in that case.

Also, d(b, c) ≥ d(a, u), since player 2 could have chosen u

obtaining utility d(a, u), which follows since player 3 could

then choose w obtaining utility at least d(u,w)/3. Therefore

U(ASPE) = d(a, c) + 2d(b, c)

≥ d(u, a) + d(a, c) + d(c, w)

≥ d(u,w) .

The equality follows from (7.2), and the second inequality

follows from the triangle inequality.
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Case 1.3 d(a, w) < d(u,w)/3.

Since we never use the existence of node v in Case 1.2, this case is

symmetric to case Case 1.2, and the same bound holds.

Case 2 There does not exist a node y ∈ V , for which

d(y, u) ≥ d(u,w)/3 and d(y, w) ≥ d(u,w)/3 .

We partition the set of nodes into two subsets Vu, Vw, where Vu consists

of all nodes u′ : d(u′, u) ≤ d(u,w)/3, and Vw consists of all nodes

w′ : d(w′, w) ≤ d(u,w)/3. Then for all u′ ∈ Vu, w
′ ∈ Vw

d(u′, w′) ≥ d(u,w)− d(w′, w)− d(u, u′) ≥ d(u,w)/3 , (7.3)

where the first inequality follows from the triangle inequality, and the

second inequality follows from the definitions of Vu and Vw. We denote

by

m = max

(
max

u′,u′′∈Vu

d(u′, u′′), max
w′,w′′∈Vw

d(w′, w′′)

)

the maximum distance between any pair of nodes in the same subset.

Let x, x′ denote the nodes for which this maximum is obtained. We

denote by x′′ =

{
u if x ∈ Vw (and x′ ∈ Vw)

w if x ∈ Vu (and x′ ∈ Vu)

Observation 7.14. d(x, x′) ≥ m, d(x, x′′) ≥ m, and d(x′, x′′) ≥ m.

Observation 7.14 directly follows from (7.3) and the definition of m.

Case 2.1 m ≥ d(u,w)/3.

Player 1 can guarantee utility d(u,w)/3 by choosing x. This follows

since, if player 1 does choose x, then player 3 can guarantee utility

d(u,w)/3 by choosing either x′ or x′′, whichever is in the subset

Vu or V that does not contain b. This follows since in either case

d(c, x) > d(u,w)/3 by Observation 7.14, and d(c, b) > d(u,w)/3

by (7.3). Then, by Observation 7.10 player 2 can guarantee utility

d(u,w)/3 by choosing x′ (or x′′). By Observation 7.10, player 1 can

guarantee utility d(u,w)/3 as well.
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Note that for Case 1.2, we only used the existence of a node y for

which d(y, u) ≥ d(u,w)/3, d(y, w) ≥ d(u,w)/3 to prove the same

guarantee U1(A
SPE) ≥ d(u,w)/3. Also note that we did not use the

existence of such a node x in any subcase of Case 1.2. Therefore we

can apply the same arguments, so the same bound holds.

Case 2.2 m < d(u,w)/3.

Case 2.2.1 a ∈ Vu, b ∈ Vw, c ∈ Vw.

By (7.3) player 1 has utility at least d(u,w)/3, therefore we again

apply the same reasoning as in Case 1.2, so the same bound

holds.

Case 2.2.2 a ∈ Vu and (b ∈ Vu or c ∈ Vu.)

Note that not both b ∈ Vu and c ∈ Vu, otherwise player 3 could

improve by choosing w instead.

Observation 7.15. Player 1 can guarantee utility m.

Observation 7.15 follows from the following argument: If player

1 chooses x, then player 3 can guarantee utility m by choosing

either x′ or x′′, whichever is in the subset Vu or V that does

not contain b. This holds, since in either case d(c, x) > m, by

Observation 7.14, and d(c, b) > d(u,w)/3 by (7.3). Therefore, by

Observation 7.10 player 2 can guarantee utility m by choosing x′

(or x′′). By Observation 7.10, player 1 can guarantee utility at

least m as well.

We denote by b′ the node chosen by player 2 or 3 in Vu, and we

denote by c′ the node chosen by player 2 or 3 in Vw.

Case 2.2.2.1 d(a, c′) ≤ d(b′, c′).

U(ASPE) ≥ 2m+ d(a, c′)

≥ d(u, a) + d(a, c′) + d(c′, w)

≥ d(u,w)

The first inequality follows from Observation 7.15, the sec-

ond inequality follows from the definition of m, and the last

inequality follows from the triangle inequality.
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Case 2.2.2.2 d(a, c′) > d(b′, c′).

U(ASPE) ≥ 2m+ d(b′, c′)

≥ d(u, b′) + d(b′, c′) + d(c′, w)

≥ d(u,w)

The first inequality follows from Observation 7.15, the sec-

ond inequality follows from the definition of m, and the last

inequality follows from the triangle inequality.

Case 2.2.3 a ∈ Vw.

Since we never use the existence of node v in Case 2.2.1 and Case

2.2.2, Case 2.2.3 is symmetric to these cases, therefore the same

bound holds.

This proves Theorem 7.8.



503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong



503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong503513-L-bw-de Jong

145

Chapter 8

Epilogue

In this thesis we have considered many different classes of games and noticed that

sequential games do not always yield a good prediction of rational behavior. Our

main point is that the concept that best describes the cost of decentralization,

depends on the class of games. In this chapter, we first describe the largest

practical flaws of the sequential price of anarchy compared to other concepts

in Section 8.1. We then describe three classes of games where the effect of

these flaws is minimized in Section 8.2. Finally, we discuss the most important

theoretical results (Section 8.3) and open questions (Section 8.4) resulting from

this thesis.

8.1 The Curse of Sequentiality

We believe the following are the biggest flaws of sequential equilibria:

• Complexity

As shown by Paes Leme et al. [77] and Theorem 4.11 of this thesis, com-

puting subgame perfect outcomes is a hard problem in general. Moreover,

even for classes that are not hard from a theoretical point of view, it

seems unlikely that most individuals would be able to find their subgame

perfect strategies. For example, to solve the network congestion game in

Example 4.12, one only needs to find the argument used in the proof of

Theorem 4.11, but we do not expect the general public to find it.
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• Ties

Many lower bound examples (Theorem 4.7 of this thesis, unrelated machine

scheduling, cut/consensus games [19]) make use of ties where a certain

player i threatens a certain player j . While in theory these actions are

indeed subgame perfect, in practice this does not make sense; even if a

player somehow knows with certainty which action player j is going to

choose in case of a tie, there is no reason to assume that player j has any

interest in threatening player i. Even in presence of spite, this should

be reflected in the cost functions instead of in the breaking of ties. This

unnatural behavior causes the sequential price of anarchy to be unnaturally

high, most notably evidenced in Theorem 4.7 of this thesis.

• Information

The sequential price of anarchy depends on players choosing their actions

sequentially and knowing about each other’s choices. For some applications,

players simply do not know the choices other players have made. For

instance, in routing applications, when deciding on a route, a driver learns

which roads are congested when she starts her trip (for instance by traffic

information broadcasts). At a later time, the amount of congestion has

changed. While at that time, it might be possible to partially deviate from

the chosen route, the roads that have been used already are fixed at that

point. So in practice, when information about predecessors is known, the

strategy space has already been reduced.

8.2 Classes of Games Suitable for Sequentiality

Considering the above flaws, we believe the following classes of games are suitable

for analysis of sequential equilibria:

• Set Packing Games

In set packing games (Chapter 6), information is no problem, as any player

only cares about available elements in the system at the time she chooses

her action. For this class of games, complexity can also be overcome,

since successors of a player will not influence her utility. Therefore any

player only needs to solve a decentralized problem, which for scheduling

applications, has a constant approximation factor. However, our results
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only apply when the players choose all their jobs sequentially, while in

practice, instead players may choose some jobs before some other player i

has chosen her jobs, and some jobs after i has chosen her jobs.

• Resource Sharing Games

Another class of games where sequential decisions seem natural is resource

sharing games [77]. Although finding the (approximate) subgame perfect

equilibrium is not as trivial as in maximum weight personalized set packing

games, the solution can be found elegantly in polynomial time. While Bilò

et al. [19] show that ties can lead to bad equilibria, we expect ties to be

rare in practice. However, for this class of games, information might be

problematic, as players would have to know exactly which competitors are

interested in the sets of resources in their action space.

• Isolation Games

From the classes of games considered in this thesis, we believe isolation

games (Chapter 7) suit sequential decision making best: When a company

builds its facility, revoking this decision is very unusual, as reconstructing

the whole facility at another site would be very costly. Also, players will

know the chosen actions of their predecessors: Even if it were possible to

hide a large facility from competitors, it is in each company’s best interest

to reveal the location to their competitors, as this will incentivize them to

build their facilities far away. Finally, depending on the produced good,

there could be few competitors, making it possible to actually compute

the subgame perfect equilibrium. Moreover, large companies should have

the means to find the subgame perfect equilibrium.

8.3 Theoretical Results

The sequential price of anarchy provides a fresh view on many problems that

have previously only been considered in a simultaneous setting. This has

resulted in many counterintuitive results, e.g. a tight bound of 1039/488 for

the sequential price of anarchy of three-player affine network congestion games

(Theorem 3.9 of this thesis), and the contrast between a price of anarchy of

5/2 and an unbounded sequential price of anarchy for affine symmetric network

congestion games (Theorem 4.7 of this thesis). Many of the upper bounds are

proved using novel methods that are different from those used in the analysis
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of simultaneous equilibria. Finally, applications of sequential price of anarchy

analysis are not restricted to quality of sequential equilibria: The subgame perfect

equilibrium obtained in resource sharing games [77] is based on an approximation

algorithm of the centralized version of the problem, while Rahn and Schäfer use

subgame perfect equilibria to efficiently compute strong equilibria [80]. These

observations lead us to believe that analysis of sequential equilibria can lead to

many interesting seemingly unrelated results.

8.4 Open Questions

For the following classes of games, there are sizable gaps between the bounds on

the quality of equilibria:

• Singleton Congestion Games

For the sequential price of anarchy of singleton congestion games (Sec-

tion 3.4), we have a lower bound of 2.5 and an upper bound of n− 1. Most

of our effort went into finding bounds for the general and the symmetric

network case, so we expect that there is plenty of room for improvement

for bounds in the singleton case.

• General Congestion Games

We have shown that the sequential price of anarchy of general congestion

games is unbounded (Theorem 4.7 of this thesis). However, for a fixed

number of players n, there is still a gap between the lower (Ω(
√
n)) and

upper bound (n). Column generation or a primal-dual approach, could

help tighten the gap.

• Matroid Congestion Games

We have taken a first step in obtaining the price of anarchy in affine k-

uniform congestion games (Chapter 5), yielding a lower bound of 7− 4
√
2

and an upper bound of 28/13. Refinement of the proof could tighten the

gap, and the approach could be generalized to general matroids and/or

other cost functions.

We believe that the most interesting open problem, both from a theoretical and

practical point of view, is to quantify the contribution of the presence of ties (see

Section 4.4) to the sequential price of anarchy in congestion games, or sequential

games in general.
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[22] L.E.J. Brouwer. Über abbildung von mannigfaltigkeiten. Mathematische

Annalen, vol 71, 97–115, 1911.

[23] R. Buyya, R. Ranjan, and R.N. Calheiros. Intercloud: Utility-oriented

federation of cloud computing environments for scaling of application

services. Algorithms and Architectures for Parallel Processing vol 6081,

13–31, 2010.

[24] I. Caragiannis, M. Flammini, C. Kaklamanis, P. Kanellopoulos, and L.

Moscardelli. Tight Bounds for Selfish and Greedy Load Balancing. Au-

tomata, Languages and Programming, vol 4051, 311–322, 2006.
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Samenvatting

(Dutch Summary)

Individuen maken beslissingen met het oog op hun eigen doelstellingen. Deze

doelstellingen komen meestal niet overeen met wat het beste is voor de maatschap-

pij. Speltheorie is een wiskundige tak waarin we proberen dit soort beslissingen

te voorspellen, en te analyseren hoe schadelijk deze beslissingen zijn voor de

maatschappij. Dit doen we door situaties te modelleren als spellen, waarbij de

individuen de spelers zijn. De klassieke voorspelling is het Nash evenwicht, een

uitkomst waarin geen enkele speler door het veranderen van haar eigen actie

(beslissing) een betere uitkomst voor zichzelf kan verkrijgen. De price of anarchy

is een maatstaf die aangeeft hoe slecht de kwaliteit van zo’n Nash evenwicht is

ten opzichte van wat het beste is voor de maatschappij.

In het geval van Nash evenwichten wordt aangenomen dat de spelers simultaan

een beslissing nemen, terwijl het vaak tot natuurlijkere uitkomsten leidt als de

spelers sequentieel beslissingen nemen, rekening houdend met de beslissingen

van hun voorgangers, en anticiperend op de beslissingen van hun opvolgers. De

resulterende uitkomst heet een subgame perfect evenwicht, en heeft vaak een

andere kwaliteit dan een Nash evenwicht van de simultane versie van het spel.

Analoog aan de price of anarchy, is de sequential price of anarchy een maatstaf

die aangeeft hoe slecht de kwaliteit van een subgame perfect evenwicht van een

sequentieel spel is ten opzichte van wat het beste is voor de maatschappij.

In dit proefschrift onderzoeken we verschillende evenwichtconcepten, en

analyseren we hun kwaliteit in het slechtste geval voor verschillende klassen

spellen; enerzijds geven we specifieke instanties van spellen, waar de kwaliteit

van evenwichten zo slecht mogelijk is (een ondergrens voor de price of anarchy),
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en anderzijds tonen we formeel aan dat er geen slechtere instanties binnen de

desbetreffende klasse bestaan (een bovengrens voor de price of anarchy).

De belangrijkste klasse van spellen die we onderzoeken is de klasse van

congestiespellen. Congestiespellen zijn spellen waarbij de spelers resources kiezen,

en een resource duurder wordt, naarmate meer spelers deze resource kiezen.

Congestiespellen hebben vele toepassingen, waaronder de allocatie van schaarse

grondstoffen, het ontwerp van wegennetwerken met als doel om files te beperken,

en het ontwerp van internetprotocollen met als doel om de benodigde bandbreedte

te verminderen.

In Hoofdstuk 1 geven we inleidende voorbeelden, formele definities en behan-

delen we relevante literatuur over speltheorie.

In Hoofdstuk 2 behandelen we de state of the art op het gebied van de sequen-

tial price of anarchy. Het belangrijkste deel gaat over de verschillende technieken

die in de literatuur worden gebruik voor het bewijzen van bovengrenzen voor de

sequential price of anarchy voor verschillende klassen van spellen. Daarnaast

behandelen we ook ondergrenzen, de complexiteit van het berekenen van sub-

game perfecte evenwichten, en alternatieve concepten voor het voorspellen van

uitkomsten in sequentiële spellen.

In Hoofdstuk 3 behandelen we de sequential price of anarchy voor affiene

congestiespellen. Ons belangrijkste resultaat is een non-triviaal lineair program-

meringsprobleem dat we gebruiken om aan te tonen dat in het slechtste geval,

de sequential price of anarchy voor drie spelers exact 1039/488 is. Daarnaast

onderzoeken we de sequential price of anarchy voor twee spelers, en kijken we

naar singleton en symmetrische subklasses van congestiespellen.

In Hoofdstuk 4 onderzoeken we affiene symmetrische netwerk congestiespellen,

een subklasse van congestiespellen, waarbij elke speler een pad van een startpunt

naar een eindpunt in een graaf kiest, en de zijden in deze graaf resources zijn.

Ons belangrijkste resultaat is dat de sequential price of anarchy onbegrensd is.

Dit contra-intüıtieve resultaat maakt op cruciale wijze gebruik van verschillende

acties van een speler die een voor haar precies dezelfde kosten opleveren. Ook

beschouwen we algemene congestiespellen, waarbij verschillende acties altijd

resulteren in verschillende kosten. Ten slotte behandelen we de sequential price

of anarchy voor twee spelers en de price of anarchy voor een willekeurig aantal

spelers.

In Hoofdstuk 5 behandelen we symmetrische k-uniforme congestiespellen, een

subklasse van congestiespellen, waarbij elke speler precies k resources kiest. Ons

belangrijkste resultaat is dat de price of anarchy strikt tussen de price of anarchy
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van affiene symmetrische singleton congestiespellen en affiene symmetrische

congestiespellen in ligt. We kijken ook naar de de price of anarchy in het geval

van polynomiale kosten en naar de price of anarchy en de sequential price of

anarchy in het geval dat de verzamelingen met acties van de spelers overeen

komen met bases van algemene matroiden.

In Hoofdstuk 6 introduceren we de klasse set packing spellen, een decentrale

versie van het klassieke maximum weight set packing probleem. Deze klasse van

spellen heeft onze interesse gewekt voor sequentiële spellen, aangezien voor set

packing spellen in het slechtste geval de kwaliteit van sequentiële evenwichten

strikt beter is dan die van simultane evenwichten. We bewijzen sluitende grenzen,

zelfs als we uitgaan van α-approximatieve evenwichten.

In Hoofdstuk 7 behandelen we ongepubliceerde resultaten over isolatiespellen,

waarbij spelers punten in een graaf kiezen, met als doelstelling om zo ver mogelijk

van de dichtstbijzijnde andere speler verwijderd te zijn. We bewijzen sluitende

grenzen voor zowel de price of anarchy, als de sequential price of anarchy.

Tenslotte vatten we in de epiloog (Hoofdstuk 8) onze belangrijkste resultaten

samen, beschouwen we de toepasbaarheid van deze resultaten, en geven we de

meest interessante open problemen, resulterend uit dit proefschrift.
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