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CHAPTER 1

INTRODUCTION

In this chapter, our motivations behind writing this book,
the raised research questions and the general structure of
the book are described.

Data is one of the keys to success. Whether you are a fraud detection officer
in a tax office, a data journalist [48, 65] or a business analyst, your primary
concern is to access all the data that is relevant to your topic of interest. In any
of these roles, an in-depth analysis is infeasible without a comprehensive data
collection. Therefore, broadening the coverage of available information is a
vital task. In such an information-thirsty environment, accessing every source
of information is valuable. This emphasizes the role of the web as one of the
biggest and main sources of data [94]. The web has an abundance of valuable
public data, continuously produced and shared [52]. The web data has been
used for a wide range of applications (i.e. business competitive intelligence
[143] or crawling social web) to understand complex economical and social
phenomena [52].

Nowadays, the most common approach to look for information on the web
is posing queries on general search engines such as Google [61, 93, 94]. How-
ever, none of these search engines cover all the indexed web data [3, 19]. They
also miss data behind web forms. This data that is hidden from search engines
behind search forms is defined as hidden web or deep web. It is estimated that
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deep web contains data in a scale several times bigger than the data accessible
through search engines called surface web [15, 70, 115].

In accessing deep web data, finding all the interesting data sources and har-
vesting them through their own interfaces could be a difficult, time-consuming
and tiring task. Considering the huge amount of information that might be re-
lated to one’s information needs, it might even be impossible for a person to
cover all the deep web sources of his interest. Therefore, there is a great de-
mand for applications that can facilitate the access to this big amount of data
that is locked behind web search forms.

Of course, the availability of an up-to-date crawl including the deep web
will definitely facilitate collecting all relevant information on a given entity.
However, given the software and hardware requirements of keeping an up-to-
date crawl of the whole web, this seems to be still impracticable even for big
organizations like Google [3, 104, 105, 133].

Consequently, to access web data, a journalist has to resort to using gen-
eral search engines, direct querying of deep web or both of these two ap-
proaches. Considering all these cases, the laborious work of querying, navigat-
ing through results, downloading data, storing it and tracking its changes can
significantly benefit from automatic web data access approaches [51, 65, 142].

With this thesis, we aim to make a real-world automatic web data access
approach that provides users with collections of all the relevant data to their
desired topics.

1.1 MOTIVATION

In accessing web data through either general search engines or direct query-
ing of deep web sources, the laborious work of querying, navigating results,
downloading, storing and tracking data changes is a burden on shoulders of
users. To decrease this intensive labor work of accessing data, (semi-)automatic
harvesters have a crucial role. A web harvester is a software program enabling
web harvesting. Web harvesting (also known as web data/information extrac-
tion and web mining) is defined as automatically retrieving web pages of inter-
est, extracting information from them and storing and integrating data [39,57].
Through these steps, the web harvesting process extracts structured data from
unstructured and semi-structured data.

As a web user, while utilizing our cognitive abilities, we look for informa-
tion of our interest by navigating through websites, web forms and web pages.
We can easily find search boxes and search buttons, navigate through results by
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clicking on the next button, distinguish between advertisements and search re-
sults, and locate the information of our interest in browsed pages. Now imag-
ine you need to find that information in a Persian website and you have no
knowledge of the Persian language. This is analogous to computers making it
difficult for them to understand the web. If there was only one way and one
language for programming websites, computers would have faced fewer dif-
ficulties in understanding them. The diversity of website programming tech-
niques, coding styles, website domains, languages and other features of web-
sites makes it harder to have one approach that can be applied to all these dif-
ferent settings. This is hard as a harvester should be configured to understand
all these diversities. Currently, harvesters typically work by one configuration
per website and need minor or major changes to be still applicable to the same
website when it changes or be applied to other websites and domains.

Targeting different websites and domains increases the need to have a gen-
eral harvester which can be applied to different settings and situations. Despite
extensive research on advancing harvester technology [15, 25, 39, 47, 51, 58, 64,
70,74,92,105,116,126,129,136,139], there are still many open challenges to have
a fully automated harvester that finds websites of interest, queries them, nav-
igates through search results, extracts information, aggregates all data, filters
out noise and presents users with what they asked for. For a harvester, in each
of these mentioned tasks, there are unresolved challenges (a complete list of
these issues are discussed in Chapter 2). This thesis targets some of these chal-
lenges with the goal of having a general web harvester that can automatically
collect all the information relevant to a topic of interest.

1.2 RESEARCH QUESTIONS

The main goal of this thesis is to take several steps towards a web data ac-
cess approach that automatically queries websites, navigates through results,
downloads data, stores it and tracks its changes. To reach this goal, the thesis
centers on the following research questions (RQs).

RQ 1: How can we improve data coverage of harvesters given the limitations
imposed by search engines, limited resources of harvesters and adherence to

politeness policy?

Although using a fully automatic general harvester facilitates accessing
web data, it is not a complete solution to achieve a thorough data coverage
of a given topic. Some search engines, in both surface web and deep web,
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restrict the number of requests from a user or limit the number of returned re-
sults presented to him. These limitations make it harder for harvesting all the
related documents to a given topic. Therefore, it is vital to find methods that,
given these restrictions, can still achieve the best coverage in harvesting data
for a given topic. This RQ is answered in Chapter 4. These methods can also
improve the efficiency of access approaches.

RQ 2: To improve the efficiency of a harvester, how can we estimate the size of
a harvested website?

To reduce the costs of harvesting a website regarding the number of sub-
mitted requests, it is important to know the status of a harvesting process
regarding the amount of downloaded data as the process goes on. Harvest-
ing processes continue till they face the posed query submission limitations by
search engines or consume all the allocated resources. To prevent this undesir-
able situation, a mechanism should be applied to stop crawling process wisely.
This means to make a trade-off between the resources being consumed, limi-
tations and the percentage of a deep website that is crawled. To do so, one of
the most important factors is to know the size of the targeted source. This pre-
vents a harvester from sending unnecessary requests and a user can choose the
best time to stop the process avoiding unnecessary consumption of resources.
This is especially important in harvesting websites that hide the true size of
their residing data. For these websites, the harvester is incapable of deciding
if a website is fully harvested unless through a very costly harvesting process.
Therefore, it is important to know the amount of data coverage by a harvester
as a harvesting process goes on to decide when the process should be stopped.
This RQ is answered in Chapter 3.

RQ 3: Given the ever-changing nature of the web, how can we keep the
collection of the related documents to given topics of interest up-to-date and

monitor it over time?

Having an efficient deep web data crawler at hand, it is of our interest to
be aware of the changes occurring over time in existing data in deep web data
repositories. This information is helpful in providing the most up-to-date an-
swers to information needs of users. The fast evolving web adds extra chal-
lenges for having an up-to-date data collection. If we assume that all the rel-
evant information to a given topic is harvested, what is the best time to re-
harvest data sources to get new information? How can we get new relevant
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data to a given topic without re-harvesting all the previously downloaded doc-
uments? Considering the costly process of harvesting, it is important to find
methods which facilitate efficient re-harvesting processes. This RQ is answered
in Chapter 5.

RQ 4: What are the features to consider while designing and developing a
general access approach that can be applied to a wide range of websites,

domains and tasks? How can we prioritize implementations of these features?

As the first step in designing an automated web data access approach (web
harvester), we should decide about which features to include in our system.
To do so, we need to know the state-of-the-art of automatic access approaches.
We should look for available design frameworks or guidelines. It is important
to know how to configure a harvester so that it can be applied to different
websites, domains and settings. To automatically harvest our data of interest
from any website, we need a harvester that does not require any site specific
configurations. How to design and develop such a general web harvester is
the key question of this research topic. This question is addressed in Chapter
6.

A key element to improve a system is the availability of a comparison met-
ric. For a general web harvester, we lack a well-defined comparison metric. It
is important to define a metric which enables thorough comparison of features
in harvesters. Due to the existing diversity of websites, domains, harvesting
techniques and tasks, comparing harvesters only by the amount of collected
data does not reveal enough information on their performances. To have a
completely automated web harvester, we need to define precisely where the
current harvesters stand and on what dimensions they need to be improved.
A thorough comparison metric can help us to reach this goal. This issue is also
addressed in Chapter 6.

1.3 CONTRIBUTIONS

The findings from this study make several contributions to the current litera-
ture. First, we study the web as a source of websites from both deep web and
surface web and categorize data access approaches for these websites. Sec-
ondly, we present challenges that these web access approaches face in one big
picture. Thirdly, a thorough literature study is done on web harvesters as one
of the methods to access web data. Different web harvester techniques are de-
scribed and categorized.
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These studies enhance our knowledge of web harvesters and suggest a new
framework to design a general web harvester. One of the findings is a new fac-
tor called harvestability factor (HF) which can be used as a comparison metric
for web harvesters and websites regarding their capabilities of harvesting and
being harvested consecutively. This is a new factor that empowers designers of
websites and web harvester with better metrics to measure where their prod-
ucts stand regarding harvesting capabilities.

A key strength of the present study was its focus on enhancing efficiency
in web harvesters. This is followed by introducing more accurate techniques
for estimating the size of a website collection. The current findings add to a
body of literature on the size estimation of non-cooperative data collections.
This finding of the thesis can be used to design more intelligent web harvesters
which can decide whether to continue or stop a harvesting process as it pro-
ceeds based on the amount of downloaded data and the estimated size of tar-
geted collection. This intelligent decision-making process results in designing
more efficient harvesting processes.

The present study makes noteworthy contributions to the topic of focused
web harvesting. Our findings take steps towards a complete coverage of data
in focused web harvesting and intend to empower normal users to access all
the relevant documents to their topics of interest. We also introduce approaches
to keep the downloaded collection of documents up-to-date. Instead of re-
harvesting all relevant documents, we provide efficient methods to download
only the changed and new documents.

To serve as a base for future studies, the developed software used for run-
ning experiments of this thesis is made publicly available [79].

Example applications This research has several practical applications. Dur-
ing this research, the findings were applied in a wide range of applications.
From business research to competitions among companies, we tested and ap-
plied suggested approaches and research findings.

• Cooperation with Technology Management and Supply group at the Uni-
versity of Twente1 to harvest information about game development in
research on optimizing technological and organizational recombination,

• Cooperation with MyDataFactory2 (a Dutch software company) on har-
vesting product data for data cleaning purposes,

1https://www.utwente.nl/bms/tms/
2http://www.mydatafactory.com/

https://www.utwente.nl/bms/tms/
http://www.mydatafactory.com/


1.4 Thesis structure 7

• Cooperation in Freedom of Information Document Overview3 (FIDO) golden
demo to extract entities from web sources, and

• Cooperation with WCC4 to extract job vacancies and applying a frame-
work to design a general web harvester.

To have a better understanding of some of the other potential applications
of this research, please refer to Section 2.2.

1.4 THESIS STRUCTURE

This thesis starts with the introduction of deep web, surface web and access
approaches to the available data in websites belonging to either of them in
Chapter 2. Chapter 2 also discusses challenges for all steps of accessing data.

Chapter 3 proposes an accurate technique for estimating the size of a non-
cooperative data collection. Knowing about the size of a targeted collection
helps to understand the status of a harvesting process as it proceeds and ac-
cordingly, leads to prevent unnecessary consumption of resources that results
in more efficient web harvesters.

In Chapter 4, we focus on moving towards a complete data coverage in
focused web harvesting. In this chapter, the challenges for retrieving all the
relevant data to a given topic are discussed and different techniques are sug-
gested to address these challenges.

Chapter 4 is followed by proposing a number of techniques to make effi-
cient re-harvesting of relevant data to a given topic in Chapter 5. This is re-
quired for detecting changed data on the web for a given topic of interest.

Chapter 6 describes a general guideline for designing general-purpose har-
vesters. In this chapter, a new metric is introduced to measure and compare
the performances of different web harvesters.

Chapter 7 is dedicated to draw main conclusions and future steps of this
research. The relation of these chapters are shown in Figure 1.1.

3http://www.taalmonsters.nl/projects/Fido
4https://www.wcc-group.com/

http://www.taalmonsters.nl/projects/Fido
https://www.wcc-group.com/
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Figure 1.1: Thesis chapters



CHAPTER 2

ACCESSING THE DEEP WEB

What is deep web and how is it different from surface web?
How can we access deep web data? What is the state-of-
the-art in deep web access approaches? What are web data
access challenges and which of them are targeted in this
work?

The content of this chapter is based on [78].

2.1 WHAT IS DEEP WEB?

The most commonly applied method by general search engines like Google
and Bing to discover web content is to follow every link on a visited page
[43, 105]. The content of these pages is extracted, analyzed and indexed for
being matched later against user queries. This indexed content is defined as
the surface web [17, 43, 105]. By following the links in visited pages, we miss a
part of the web that is hidden behind web forms. To access this part, a user
should submit queries through web forms (Figure 2.1). As this part of the web
is invisible or hidden from general search engines, it is called the hidden or in-
visible web [17,43]. However, by applying a number of techniques, the invisible
web can be accessible to users. Therefore, it is also called the deep web. Deep
web refers to the hidden content behind web forms that standard crawl tech-
niques cannot easily access [38, 43, 71].
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WEBSITE

Front-End Interface

Input

Output

Data Storage

User

Query 
Processing 
Module

Request Query

ResultAnswer

Figure 2.1: Accessing a website in deep web by a user [144]

Deep web content includes dynamic, unlinked, limited access, scripted or
non-HTML/text pages residing in domain specific databases and private or
contextual web [43]. This content is in the form of structured, unstructured
or semi-structured data. Deep web content is diversely distributed across all
subject areas from financial information and shopping catalogs to flight sched-
ules and medical research [4]. In “Crawling deep web entity pages” [71], two
different types of deep websites are introduced: document-oriented and entity-
oriented. Yeye et al. [71], defined document-oriented deep websites as websites
containing mostly unstructured text documents such as Wikipedia, Pubmed
[121] and Twitter. On the other hand, entity-oriented deep websites are consid-
ered to contain structured entities: almost all shopping websites, movie sites
and job listings [71]. Entity-oriented deep websites are suggested to be very
common and represent a significant portion of deep websites.

The following section discusses the reasons behind the importance of deep
web harvesting. The state-of-the-art in accessing deep web data is discussed
in Section 2.3. In Section 2.4 lists and explains the challenges to have a har-
vester that fully automatically finds websites of interest, queries them, navi-
gates results, extracts information, aggregates all data and presents it to users.
In Section 2.5, only the challenges targeted in this research are discussed.

2.2 WHY DEEP WEB?

Accessing more data sources is not the only reason that makes deep web data
interesting for users, companies and researchers. In the following paragraphs,
a number of additional reasons that make deep web more attractive are men-
tioned.
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Huge amount of high quality data In a survey performed in 2001, it was
estimated that there are 43,000 to 96,000 deep websites with an informal esti-
mate of 7,500 terabytes of data compared to 19 terabytes of data in the surface
web [17, 38, 115]. In another study, it was estimated that there were 236,000
to 377,000 deep websites having an increase rate of 3-7 times in volume dur-
ing 2000-2004 period [70, 115]. Adrian et al. [9] calculated that deep web con-
tains more than 450,000 web databases that mostly contain structured data
(relational records with attribute-value pairs). They showed that these struc-
tured data sources have a dominating ratio of 3.4 to 1 versus unstructured
sources [70]. A significant portion of this huge amount of data is estimated
to be stored as structured/relational data in web databases [9, 17, 71]. More
than half of deep web content resides in topic specific databases [17, 33]. This
makes search engines capable of providing highly relevant answers especially
to subject-specific information needs.

Bergman [17] also mentioned that more than ninety-five percent of deep
web data sources are publicly accessible and require no fees or subscriptions.
The rest of these sources are partially or completely subscription/fee-limited
which is not a large part of deep web.

Search engines fail in satisfying some of our information needs Trying
queries like “what is the best fare from New York to London next Thursday” [4]
or “count the percentage of used cars which use gasoline fuel” [144] on search
engines like Google, Bing, MSN and others shows that these search engines are
missing the ability to provide users with answers to their information needs.
For such a query, general search engines do not provide users with the best
websites through which users can find the data they are looking for.

Access mission-critical information Through a deep web harvesting pro-
cess, mission-critical information (e.g. information about competitors, their re-
lationships, market share, R&D, pitfalls, etc.) existing in publicly available
sources becomes available for companies to create business intelligence for
their processes [38]. Such access can also enable viewing content trends over
time and monitoring deep websites to provide statistical tracking reports for
changes [38]. Estimating aggregates over a deep web repository like aver-
age document length, repository size estimation, generating content summary
and approximate query processing [144] are also possible with deep web data
at hand. Meta-search engines, price prediction, shopping website compari-
son, consumer behavior modeling, market penetration analysis and social page
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evaluation are a number of example applications that accessing deep web data
can enable [144].

2.3 STATE-OF-THE-ART IN ACCESSING DEEP WEB

This section provides a general overview on the suggested approaches for pro-
viding access to data residing in deep web sources.

2.3.1 Giving indexing permission

The most primitive solution to access data in a deep website is to get permis-
sion to access a full index of that website. Some data providers allow prod-
uct search services to access and index the data available in their databases.
However, this approach is not applicable in a competitive and uncooperative
environment where the owners of a website are reluctant to provide any infor-
mation that can be used by their competitors. For instance, information about
size, ranking and indexing algorithms, underlying database features and the
residing data in databases are denied to be accessed.

2.3.2 Harvesting all data

In this approach, all the available data in a deep website that is of interest
of a user is extracted. The user information needs are answered by posing
queries on this extracted data [14,25,71,105,117,139]. This method enables the
centralized searching of web data sources. It uses a website’s search form as an
entry point to extract data in that website. Having filled in the input fields of
the form, content of resulting pages are retrieved automatically. Having stored
the extracted data, it is possible to pose user queries.

In order to get all data in a website, a number of challenges, such as smart
form filling, structured data extraction and automation, scalability and effi-
ciency, should be addressed [6, 14, 25, 56, 71, 105, 105].

2.3.3 Virtual integration of search engines

This method tries to automatically understand forms of different websites and
provide a matching mechanism which enables having one mediated form [46,
56, 68, 69, 103–105, 116, 117, 132, 139]. This mediated form sits on top of the
other forms and is considered as the only entry point for users. The submitted
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queries to this mediated form are translated into queries that are acceptable by
forms of the other deep web repositories. In this process, techniques like query
mapping and schema matching are applied.

As the systems based on this technique need to understand semantics of
provided entry points of deep web repositories, it requires more effort and
time to apply this technique to more than one related domain. Difficult tasks of
defining boundaries of domains on the web data and identifying which queries
are related to each domain make the costs of building mediator forms and map-
pings high [105]. Two example systems, following this method, are described
below.

Example 1: MetaQuerier Chang et al. [34] suggest a system based on hav-
ing mediated schema. The proposed system abstracts from the forms of web
databases through providing a mediated schema [139]. They limit the studies
to one domain. In this selected domain, deep web sources are collected and
their query capabilities are extracted from their interfaces. This information is
used to cluster interfaces into subject domains. The front-end of MetaQuerier
uses the discovered semantic matchings from deep web repositories to interact
with users in the form of a domain category hierarchy.

Example 2: Integraweb Osuna et al. [117] suggest a system named Integraweb
which issues structured queries in high-level languages such as SQL, XQuery
or SPARQL. The authors claim that this usage of high-level structured queries
leads to integrate deep web data with fewer costs than using mediated schemes
through abstracting away from web forms. In virtual integration approaches,
the unified search form abstracts away from the actual applications. Using
structured queries over these mediated forms helps to have a higher level of
abstraction [117].

As another method of accessing data without the need to fully harvest
sources, there are approaches in the literature that suggest to query sources
with suitable query plans and combine the resulted answers from different
sources [16, 26, 27, 96].

2.3.4 Surfacing the deep web
Madhavan et al. [105] suggest to get enough appropriate samples from each in-
teresting deep web repository so that a deep website has its right place among
returned results by a search engine for a given query. This is done by pre-
computing the most relevant submissions for HTML forms as the entry points
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to those deep web repositories. Then, the off-line generated URLs from these
submissions are indexed and added to the indices of the surface web. The rest
of the work is performed as if it is a page in surface web. The system presents
search results and snippets to users. By clicking on any of the results, users are
redirected to the underlying deep website, retrieving the fresh content [105].

2.3.5 Focused web harvesting

In "surfacing the deep web" [105], the goal is to sample a deep website so that
it is well-presented in a general search engine to be matched against submitted
queries. Surfacing approaches try to cover all the topics in a website. However,
in focused web harvesting [84, 86], harvesters focus on extracting all relevant
information to a given query, topic or entity.

Against focused crawlers that attempt to download pages that are simi-
lar to each other by predicting the probability of a page being relevant before
downloading it [6, 32, 89, 106, 110], in focused web harvesting, the content is
already indexed and searchable (e.g. in general search engines such as Google
and Bing). Therefore, in focused web harvesting approaches, the content of
pages can be extensively used and matched against queries to examine the rel-
evance of pages to given query topics. Our previous work [84, 86] contributes
mostly to this deep web access category.

2.4 CHALLENGES IN ACCESSING DEEP WEB DATA

In accessing deep web data, a number of decisions can completely change the
nature of challenges which need to be addressed. The most effective issue in
defining requirements for a deep web access approach is the goal of that access.

1. If the reason behind accessing deep web data is answering queries over
a limited number of domains then, the mediated form is the best access
method. This will change the challenges to be addressed.

2. If the reason is improving the position of a deep website among the re-
turned results from a search engine then, it is enough to have a number
of distinct samples covering all the different aspects of a deep website.

3. If the goal is to keep track of changes in data from deep web sources or
to provide statistics over it then, complete extraction and storage of data
from deep web sources are necessary.
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Challenges – Stage 1 
Discover Relevant 

Web Sources Challenges – Stage 2
- Query Website Interface
- Queries Formulation→ 
Efiicient Crawling

Challenges – Stage 3 
- Extrac data from results pages
- Complete Coverage? 
- Continue or Stop Process? 
- Limited by Search Engine?Challenges – Stage 4 

- Data Storage
- Data Integration 
- Monitoring Entities

WEBSITEWEBSITE

Extracted data from previous harvests of this websiteExtracted data from previous harvests of this website

Extracted data from other related websites Extracted data from other related websites 

Challenges – Stage 5 
Present Data to User

Figure 2.2: Challenges in the web data access cycle [144]

In addition to the access goal, the type of a deep website can affect the faced
challenges. For example, the requirements to target a private or public source
are different.

To have a harvester that automatically finds websites of interest, queries
them, navigates through search results, extracts data, aggregates all informa-
tion, filters out noise and presents to users what they asked for, the challenges
mentioned in the following sections should be resolved. These challenges are
also illustrated in the cycle of web data access for a user in Figure 2.2.

2.4.1 Deep web source discovery

To answer the information needs of a user, it is necessary to know from which
data sources that information can be obtained. In the surface web, general
search engines use indexes and matching algorithms to locate those sources of
interest. In deep web sources, the data is hidden behind web search forms and
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far from the reach of search engines. To discover which deep web data sources
contain the data of interest, the following questions should be answered [144].
These are the challenges faced in Challenges - stage 1 depicted in Figure
2.2.

1. Considering the huge number of websites available on the web, how
can one determine the potential deep web sources for answering a given
query?

2. How can we decide if a URL is a deep web repository? To answer this
question, it is necessary to find forms in a website and decide if the forms
belong to a deep website or not.

3. How can one determine if a URL is of a given topic and related to a given
query?

2.4.2 Access data behind web forms
Having discovered the related deep websites to a given query, the data to an-
swer the query should be retrieved. As mentioned earlier in this section, there
are a number of different ways to access deep web data. As our goal is to har-
vest all the data in a deep website, the challenges depicted in Figure 2.2 should
be addressed.

• How can web forms be efficiently and automatically filled [144]? Which
form input fields should be filled? What are the bindings and correlations
among inputs?

For instance, in querying a website, detecting the interface, its type and
recognizing different features of web forms can help harvesters. In a
form-like query interface, the input fields that must be filled simultane-
ously to be able to return results should be determined. In addition, the
fields whose values depend on each other such as minimum and maxi-
mum fields should be detected. Understanding the indexing and search
policies of websites can also help to address the challenges in this stage.
For further information on types of query interfaces and indexing and
search policies, you can refer to Section 6.4.2.

It is also important to study what values to submit to the input fields so
that a harvesting process is more efficient with fewer queries but more
results and fewer empty and duplicated pages. These questions are pre-
sented in Challenges - stage 2 in Figure 2.2.
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• How can a harvester navigate through returned results and extract data
or entities from them [144]?

Facing a long list of returned results for a submitted query, it is important
to have tools which can go through all the returned results automatically
and extract the required information. To do so, the following questions
should be answered. How are returned results presented? How is the
data presented in returned pages? Which data should be extracted and
where is it placed in the page? Detecting data layout, data type, con-
tent format, language and navigation policies is a challenging task but
necessary for extracting information from deep web sources. For further
information and examples, you can refer to Section 6.4.3.

After each page extraction or rather a new request to a website, the fol-
lowing questions should be answered. What is the status of a harvesting
process; stop or continue? What is the size of the targeted deep web
source and what percentage of that website is harvested? Is it possible
to send a new request or a harvester is limited by the targeted search en-
gine? How can a harvester cover all the data in a source considering lim-
itations on the number of query submissions and returned results? How
can a harvester keep the costs of a harvesting process low? How can ex-
tracted results from deep web sources be used as feedback to improve a
harvesting process as it continues?

It is also important to detect empty and duplicated pages and repeated
information. These are the targeted questions in Challenges - stage
3 in Figure 2.2.

• How should a harvester store the extracted data? How should a har-
vester perform entity identification, entity deduplication and detecting
relations among entities to have a high-quality information extraction?

As mentioned earlier in Section 2.2, the deep web data has high quality
as it is mostly structured and resides in domain specific databases. How
can we keep this quality after extracting data from websites? How can
entity identification and detecting relations among entities help to im-
prove a harvesting process as it proceeds? These are the questions faced
in Challenges - stage 4 shown in Figure 2.2.

• How can a harvester monitor changes of data and entities over deep web
sources?
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To monitor changes of data, firstly, we need approaches to detect changes.
How can we develop efficient methods to detect changes of data/entities
in one or several deep web sources? Let’s assume that an entity is found
in several deep web sources, how should the change in one website be
treated and interpreted and which version should be judged as being
reliable? These are questions that need to be addressed in Challenges
- stage 4 depicted in Figure 2.2.

• How should the extracted, stored and refined data be presented to users?

What information should be the output of a web harvesting system; the
entities and their relations, all the changes of an entity over time or the
content of pages? How should this information be presented to users
so that they can understand it, explore it and give feedback? These ques-
tions should be addressed in Challenges - stage 5 shown in Figure
2.2.

2.5 TARGETED CHALLENGES

In this thesis, we target four main challenges. The focus of this thesis is on the
challenges mentioned in Challenges - stage 2, Challenges - stage
3 and Challenges - stage 4 depicted in Figure 2.2.

First, we try to make deep web access approaches more efficient. To in-
crease the efficiency of deep web access approaches, we study methods to esti-
mate the size of non-cooperative data collections. This is one of the discussed
issues in Challenges - stage 3 depicted in Figure 2.2. To address this
challenge, Chapter 3 reviews and categorizes the suggested approaches in the
literature. Approaches from each category are implemented and compared in
a real environment. Finally, four methods based on the modification of the
available techniques are introduced and evaluated.

In the second targeted challenge, we study ways to improve data cover-
age for a given query in a harvesting task. In this study, we also investigate
the application of feedback data for more efficient query generation mecha-
nisms resulting in improved performance of a harvester. These issues are dis-
cussed in Challenges - stage 3 and Challenges - stage 4 that are
depicted in Figure 2.2. To address this challenge, Chapter 4 proposes a new
approach that automatically collects the related information to a given query
from a search engine, given the search engine’s limitations. The approach min-
imizes the number of queries that need to be sent by analyzing the retrieved
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results and combining this analyzed information with information from a large
external corpus.

The third challenge in this thesis is dedicated to investigate methods for
detecting data changes on the web for a given query over time. How can we
harvest only the changed data? How can we keep the harvested data up-to-
date? How can a harvester monitor the changes of pages of interest? What is
the most efficient way of detecting changes in a web data repository? To an-
swer these questions, Chapter 5 introduces a new approach to efficiently har-
vest all the new and changed documents matching a given entity by querying
a web search engine. This approach performs based on analyzing the content
of retrieved results and a list of words selected from changed documents.

As the last challenge, in Chapter 6, we investigate all the important features
in designing and developing an access approach that can be applied to a wide
range of websites, domains and tasks. We also study if these features can form
a basis for a performance comparison metric for harvesters.



CHAPTER 3

SIZE ESTIMATION OF NON-COOPERATIVE DATA

COLLECTIONS

Is it possible to estimate the size of a website only through
its query interface without any extra information? What
are the state-of-the-art approaches and how we can im-
prove them?

The content of this chapter is based on [80, 81].

Accessing data in a website can be a costly and time-consuming process.
The knowledge of a data source size can enable web access methods to make
accurate decisions on when to stop harvesting or sampling processes to avoid
unnecessary query submissions [101]. This tendency to know the size of a data
source is increased by competition among businesses on the web in which
the data coverage is critical. This information is also helpful in the context
of quality assessment of search engines [23, 133], search engine selection in
federated search and resource/collection selection in distributed search [140].
In addition, it gives an insight over some useful statistics for public sectors
like governments. In any of the above mentioned scenarios, when facing a
non-cooperative collection which does not publish its information, the size of
a collection has to be estimated [127]. This chapter reviews and categorizes
suggested methods in the literature. Approaches from each of the categories
are implemented and compared in a real environment. Finally, four methods
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based on the modification of existing techniques are introduced and evaluated.
In our suggested solution, the estimations from other approaches are improved
ranging from 35 to 65 percent.

3.1 INTRODUCTION

With the increasing amount of high-quality structured data on the web, ac-
cessing data in deep web sources has gained more attention. As harvesting
or sampling processes for these sources tend to be costly, with regards to the
number of submitted requests, it is important to devise methods which can im-
prove the efficiency of these processes. As discussed also in Chapter 1 and 2,
if these access approaches can make accurate decisions about the best time to
stop a harvesting process, they can already reduce the number of requests. The
knowledge of a data source size can enable these algorithms to make accurate
decisions on whether to continue or stop a harvesting process as the process
proceeds [101].

The tendency to know the size of a website is increased by competition
among businesses on the web (i.e. jobs and state agencies) to assure their cus-
tomers of receiving the best possible services [41]. Also, in the context of search
engines, the size can highly affect a search engine’s quality assessment [23]. In
addition, in federated search engines, the information about a website’s size
is helpful for selection of search engines to satisfy the information needs of a
posed query. This is also useful in resource selection in distributed search do-
main [140]. In addition to these advantages, knowing about the size of a data
collection can give an insight over some useful statistics for public sectors and
governments. For example, knowing about the sizes of job offering websites
can help to monitor job growth in a society [41].

In any of the above mentioned scenarios, when facing a non-cooperative
collection that does not publish its information, the size of the collection has
to be estimated [127]. In most of the cases, even if the size is published, it can
not be trusted due to keeping information from competitors. As the only way
of accessing these collections is through their query interfaces, the estimating
methods should be able to perform by using only a query interface. In addition,
the methods should be able to provide accurate estimations and be applied to
any sets of documents [23].

Since 1998 that the problem of size estimation of non-cooperative data col-
lections was introduced by Bharat et al. [19], several techniques to find new
solutions have been proposed [7, 8, 11, 12, 23, 28, 41, 99, 102, 127, 134, 140]. These
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techniques are divided into two main categories; relative size and absolute size
estimators. Relative size estimators provide information on the size of a data
collection relative to sizes of other collections while absolute size estimators
estimate the absolute size of a collection. From the first category, the suggested
methods by Bharat et al. [19] and Gulli et al. [63] are selected and discussed in
this chapter. Approaches introduced in the second category are further classi-
fied based on a number of different technical aspects described below.

Using content or IDs of documents We can divide the size estimation of ap-
proaches based on what information from the returned results they use as the
input to their algorithms. In the first category, there are approaches that an-
alyze the content of selected documents in creating samples (e.g. pool-based
approaches like Broder et al. [23]). The second category includes approaches
that need to know only about the IDs of returned documents. Sample Resam-
ple, Capture History, Multiple Capture Recapture (MCR) [127] are examples
for this category.

How to deal with bias The introduced approaches for collection size estima-
tion follow Query-Based Sampling (QBS) method [19, 99]. In QBS, by sending
a query to a search engine, the returned set of documents is considered as a
sample. In this approach, it is assumed that samples are generated randomly,
while in reality, chosen query, content of a document, ranking mechanism and
many other factors affect the probability of a document to be selected. This
makes the selection process not random and introduces biases in estimations.
Based on the type of applied methods to deal with these biases, size estimation
methods are further classified into the following sub-categories.

1. Approaches that try to reduce bias by using techniques to simulate ran-
dom sampling to get close to a set of randomly generated samples (e.g.
Bar-Yossef et al. approach [11, 12]). They can also apply techniques to
prevent and remove bias.

2. A number of estimation methods accept the non-randomness of gener-
ated samples and try to remove the known biases (e.g. Heterogeneous-
Ranked Model [102], Multiple Capture-Recapture Regression [127], Cap-
ture History Regression [127] and Heterogeneous Capture [140]).

3. This category includes approaches that accept samples as they are and do
not try to remove the possible biases. These methods have high potential
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to produce biases in estimations (e.g. Sample Resample, Capture History,
Multiple Capture Recapture [127] and Generalized Multiple Capture Re-
capture [131]).

A general overview on the mentioned issues in this section is illustrated in
Figure 3.1.

Deep Website 
Query Interface

(virtual) 
Pool of Queries

Size Estimator

Sampling SimulatorBias Removal

Random Query 
Selection

Queries Documents Content 
Documents IDs

Figure 3.1: The general overview on data collection size estimators

Contributions The first contribution of this chapter is an experimental com-
parison among a number of size estimation techniques. Having applied these
size estimation techniques on a number of real search engines, it is shown
which technique can provide more promising results and what are the prob-
lems and shortcomings. As the second contribution, in addition to this exper-
imental study, a number of modifications to the existing approaches are sug-
gested. The extents to which these modifications improve the size estimations
are also calculated and presented.

Outlook In Section 3.2, methods from each one of the three mentioned cat-
egories (classified based on techniques of dealing with biases) are introduced
and discussed. The experiments on these approaches are explained in Section
3.3. In Section 3.4, improvements to the implemented estimation methods are
discussed and tested. The results of these experiments and the analysis of these
results are also presented in Section 3.4. Finally, the conclusion and future work
are discussed in Section 3.5.



24 Size estimation of non-cooperative data collections

Table 3.1: Notations

Notation Meaning
N Absolute size of a collection
N Estimated size of a collection

A and B Pools of queries
|A| Number of queries in pool A
D Collection of documents
DA Documents represented by queries in pool A
NDA

Number of documents represented by queries in pool A

3.2 BACKGROUND

Data collection size estimation approaches root in applied techniques for es-
timating human or animals population and earlier applications for fish and
duck populations [7]. Pierre Laplace (1749–1827) estimated the human popu-
lation of France through Equation 3.1. These methods are based on the ratio
between the known (marked) and unknown (unmarked) parts of a collection.
As mentioned before, these approaches are classified into two absolute and rel-
ative size estimators. The relative size estimators are further divided into three
classes based on their applied techniques to deal with biases. In the following
sections, sample approaches from each of these three classes are described. The
notations used in this chapter are listed in Table 3.1.

NFrance = #PeopleInSampledCommunities×
#AnnualBirth

#AnnualBirthInSamples
(3.1)

3.2.1 Approaches accepting samples as-they-are and no bias
removal

Sample resample approach In Sample Resample (SRS), the initial query is se-
lected from a list of terms [28, 127]. This query is posed to a search engine and
its returned results are considered as members of the first sample. The next
queries are randomly selected from one of the returned documents by the pre-
viously submitted queries. This sampling process stops after downloading a
predefined number of documents. With document frequency of a term in the
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sampled documents and its frequency in the collection, the size of the collec-
tion is estimated. If the document frequency of a particular term t in a sample
ofm documents is dft and its document frequency in the collection isDft, then,
the collection size is estimated through Equation 3.2 [127].

N = m× Dft
dft

(3.2)

Capture recapture approach Capture Recapture method roots from ecology
and is based on the number of duplicates among different captured samples.
For example, to estimate the size of a type of animal like tigers first, a number
of tigers are captured, marked and released. After a while, tigers are captured
again. By counting the number of marked tigers in the second capture, the
number of duplicates in these two samples is determined. Then, by applying
Equation 3.3, it is possible to estimate the number of tigers [7] assuming that
tigers are captured at random.

The use of this technique in data collection size estimation was first intro-
duced by Liu et al. [99]. However, Liu et al. did not describe how to implement
the proposed approach in practice. In their work, it is unclear what the sample
size should be and how a random sample is chosen from a non-cooperative
collection.

When applying Equation 3.3 in practice, if two samples are not big enough
to have any duplicates, it is impossible to have any result. As a solution, multi-
ple and weighted capture recapture methods are introduced. These techniques
are explained in the following sections.

E(N) =
|FirstSample| × |SecondSample|
|DuplicatesAmongSamples|

(3.3)

Multiple capture recapture (MCR) To resolve the previously mentioned is-
sue resulted from no duplicates among captured samples, Shokouhi et al. intro-
duced a weighted method [127]. In this method, called Multiple Capture Recap-
ture, by gathering T random samples of size m and counting duplicates within
each pair of samples, the expected size of a collection is calculated through
Equation 3.4. This approach performs based on the identifiers of documents
to estimate the size of a collection. In this equation, T×(T−1)2 is the total num-
ber of pairs of samples. If there is an equal probability for each document
to be selected, a document has a chance of m

N to be in a sample and conse-
quently m2

N2 chance of being in two samples. As there are N documents, there-
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fore, the expected number of duplicates is calculated by E(duplicates) =

N × T×(T−1)×m2

2×N2 [131]. In case of observing dup number of duplicates for a
pair of samples p, the size of the collection can be estimated by Equation 3.4.

N =
T × (T − 1)×m2

2×
#AllPairs∑

i=1

duppi

(3.4)

Generalized multiple capture recapture (GMCR) The MCR method can be
applied only to samples of the same size. However, it is difficult to obtain sam-
ples of a uniform size. This restricts the use of MCR. Thomas [131] suggests a
generalization over the MCR approach that allows its application on samples
of different sizes through Equation 3.5. In this equation, mx and my represent
sizes of samples x and y respectively and dupx,y is the number of duplicates in
these two samples. This approach is called Generalized Multiple Capture Recap-
ture (GMCR)

N =

T−1∑
x=1

T∑
y=x+1

mxmy

dupx,y
(3.5)

Capture history (CH) Shokouhi et al. suggest a weighting function for the
capture recapture technique [127]. This approach is called Capture History (CH).
The CH approach estimates the size of a collection through Equation 3.6, by us-
ing the total number of documents in a sample (mi), the number of documents
in the samples that were already marked (MDi) and the number of marked
documents gathered prior to the most recent sample (TotalMDi). In CH, it
is assumed that the probability distribution of each individual satisfies a uni-
form distribution. However, this is not the case in search engines and hence, it
causes bias in estimations.

N =

∑
miTotalMD

2
i∑

miMDi
(3.6)

Broder et al. - extra pool In “Estimating Corpus Size via Queries” [23], two
approaches are introduced based on a basic estimator. In this basic estimator,
both documents and queries are assigned with weights. The weight of a docu-
ment is defined as the inverse of the number of terms in that document which
are also in a pool of queries ( 1

|Termsd⊂Queriespool|
). The pool is pre-computed and
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includes queries that can be uniformly sampled. Accordingly, the weight of a
query is defined as the sum of the weights of all documents that contain that
query. By calculating the average of query weights for n number of queries
selected from pool A, through Equation 3.7, an approximation to the basic es-
timator WA,D is obtained.

WA,D = E(X) =

n∑
i=1

QueryWeighti

n
(3.7)

The first introduced approach by Broder et al. [23] belongs to the third cat-
egory and is described later. In the second method, two query pools A and B
covering two independent subsetsDA andDB of the corpusD are required. In
this context, independence means that DA and DB may share documents but
fraction of documents that belong to DA should be the same whether we con-
sider the entire corpus or just DB [23]. This approach estimates only the part
of the corpus in which the pools are uncorrelated. In practice, it might be hard
to obtain such sets of queries. Equation 3.8 shows how to estimate the size of a
collection in Broder et al. - extra pool method.

NDA
= |A| ×WA,D

NDB
= |B| ×WB,D

NDA∩DB
= |A ∩B| ×WA∩B,D

N =
NDA

×NDB

NDA∩B

(3.8)

3.2.2 Approaches based on removing bias
In QBS, different factors like the chosen query, document properties and search
engine’s specifications affect a sampling process. Detecting all these factors
and resolving them can be costly or even not possible in some cases [12, 102].
Therefore, some approaches focus on removing the generated biases by these
factors.

Bharat et al. introduce two major biases called query bias and ranking bias
[19]. The query bias addresses different chances of documents to be chosen
for different queries. The ranking bias results from returning only the top-k
results and the applied ranking algorithms in search engines causing bias in
size estimations.
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Regression equations Regression analysis is a statistical tool used for esti-
mating a variable that is dependent upon a number of independent variables
[77]. The regression analysis investigates the relations between these variables
and also provides the degree of confidence that the prediction is close to the
actual value. In regression analysis, variation in dependent variable is repre-
sented by a value shown asR2. R2 value (between zero and one) shows to what
extent the total variation of the variable is explained by the regression. A high
value of R2 suggests the regression model explains the variation successfully.

In regression analysis, the omitted variables and closely-correlated inde-
pendent variables (if their effects are difficult to separate) can create difficul-
ties in an estimation process [77]. As mentioned in Section 3.2.1, MCR and
CH approaches introduce biases in estimations that lead to underestimating a
collection size. To compensate for the selection bias in these approaches, the
relation between the estimated and actual sizes of a collection is approximated
by regression equations. Shokouhi et al. [127] applies this idea on a number
of training collections and proposes Equations 3.9 and 3.10. These approaches
are called MCR-Regression and CH-Regression. In these equations, R2 values
indicate how well the regression fits the data collection [127].

MCR-Regression:

log(NMCR) = 0.5911× log(NMCR-Regression) + 1.5767 R2 = 0.8226 (3.9)

CH-Regression:

log(NCH) = 0.6429× log(NCH-Regression) + 1.4208 R2 = 0.9428 (3.10)

Xu et al. [140] suggest another approach called Heterogeneous Capture. In this
method, capture probabilities of documents in a sampling process are modeled
with logistic regression. When calculating these probabilities, the document
and query characteristics are modeled as a linear logistic model through ap-
plying Equation 3.11. To apply this approach, k random queries are posed on
a search engine and their returned results are captured and recorded. Through
applying Equation 3.11 on these sets of captured documents for each query, the
collection size is estimated.
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N =

TotalMD∑
d=1

1

pd

pd = 1−
n∏
q=1

(1− pdq)

pdq =
exp(β0 + β1.lend + β2.rankd + β3.tfdq)

1 + exp(β0 + β1.lend + β2.rankd + β3.tfdq)
(3.11)

In Equation 3.11, TotalMD is the number of captured documents, pdq is
the probability of a document d being captured on qth try, len0 is the length of
d, rankd is the static rank of d (estimated by the average place of d among all
retrieved results from all queries), tfdq is the frequency of qth query in d, β0, β1,
β2 and β3 are unknown parameters and n is the number of sent queries.

Heterogeneous ranked model (Mhr) Lu [101] introduces a model to reduce
the ranking bias based on a previous work in which Lu et al. [102] try to re-
move the query bias by suggesting an equation between the overlapping rate
and the percentage of examined data with the assumption of having random
samples from a uniform distribution. In this equation, the overlapping rate is
defined as the total number of all documents divided by the number of distinct
documents cached during the sampling procedure.

By relating this overlapping rate to the capture probability of a document
in any of sampling iterations and applying linear regression, through Equation
3.12, the Heterogeneous Model (Mh) method can estimate the size of a collection.
In this formula, TotalMD is the number of distinct documents, N is the esti-
mated collection size, OR represents the overlapping rate, PR is the percentage
of documents from the collection and α is a factor affecting the relation between
OR and PR.

N =
TotalMD

PR
=
TotalMD

1− ORα
(3.12)

In randomly selected documents from a uniform distribution, α is set to
−2.1. In the absence of a uniform distribution, α is calculated through cv that
determines the degree of heterogeneity for the distribution of capture prob-
abilities of documents. The value of cv is estimated based on the history of
captures through Equation 3.13. In this equation, fi is the number of docu-
ments captured i times. T is the total number of captures of documents and
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N1 = TotalMD
1−OR−1.1 is the initial collection size estimation. With an estimated cv,

the α is calculated by α = −2.1
1+(1.1786×cv2) [102].

cv2 = N1

n∑
i=1

i× (i− 1)× fi

T × (T − 1)
− 1 (3.13)

Lu et al. [102] suggest that this method can resolve the query bias and can
only be applicable to search engines without overflowing queries. The over-
flowing queries are the queries for which there are more matched results than
returned ones. This problem is addressed by Lu [101].

Lu [101] suggests multiplying the model introduced in Equation 3.12 by
overflowing rate of queries as shown in Equation 3.14. Overflowing rate (OF)
is calculated by dividing the total number of matched documents for a query
by the total number of returned documents for that query. This model is named
as the Heterogeneous-Ranked Model (Mhr). If the total number of returned results
for a query (matched documents) and the number of results that user can view
from the set of matched documents is not available, the model becomes similar
to Mh model [102]. Formula 3.14 estimates the size of a collection through
Mhr model. In this formula, TotalMD represents the total number of distinct
documents.

N = OF× TotalMD

1− OR−1.1
(3.14)

3.2.3 Having close-to-random samples and bias removal

One of the methods to have random or close-to-random samples is to ap-
ply stochastic simulation techniques like Monte Carlo methods [59]. From
Monte Carlo simulation methods, rejection sampling, importance sampling
and metropolis-hastings are applied for size estimation in the literature [11,12].

Rejection sampling, importance sampling and metropolis-hastings meth-
ods are based on producing biased samples and weights for sampled docu-
ments representing their capture probabilities. The availability of these weights
allows the application of stochastic simulation methods [12]. The stochastic
simulation techniques accept the samples from a trial distribution Q(x) and
simulate sampling from a target distribution P (x). Therefore, by defining a
Q(x) which has uniform distribution and can be easily sampled, the unbiased
sampling is done for P (x) [59]. Samples that are not in P (x) are ignored.
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In rejection sampling, it is assumed there is a Q(x) with a predefined con-
stant c that P (x) < c × Q(x). If generated samples from Q(x) satisfy this in-
equality, they are considered to be also in P (x) [59]. In importance sampling,
instead of generating samples from a probability distribution, the focus is on
estimating the expectation of a function under that distribution [59]. For each
generated sample, a weight is also introduced. This weight is used to represent
the importance of each sample in the estimator.

Broder et al. - sampling Broder et al. suggest two approaches [23]. In the
sampling method, the size is estimated through Equation 3.15 using the size of
a pool (|A|), a basic estimator WA,D and the ratio between the number of doc-
uments represented by queries in the pool and the collection size (rA =

NDA

ND
).

As this estimation can be costly, the ratio is estimated by sampling documents.
To calculate WA,D through Equation 3.7, we need weights for queries and

documents. The weight of a document is estimated by calculating the number
of terms in that document that are also in the pool ( 1

|Termsd⊂Queriespool
). Accord-

ingly, the weight of a query is defined as the sum of document weights of all
documents that contain the query.

Calculating weights for queries implies that this approach is implicitly us-
ing the importance sampling [11]. In this method, it is not studied how the
difference between the predicted and the actual document weights can cause
bias [11].

N =
|A|
rA
×WA,D (3.15)

Bar-Yossef et al. approach In Broder et al. method, the assigned weight to a
document is predicted and might be different from the actual weight as there is
not enough knowledge of parsing, indexing and search algorithms of a search
engine and also the effect of having only top-k results. This difference between
the actual and predicted weights is defined as degree mismatch [12].

To resolve the degree mismatch, Bar Yossef et al. suggest defining a sample
space as a pair of query and document represented as (q, d) [11]. This sam-
ple space definition eliminates the use of rejection sampling for the random
selection of queries [12]. Instead of sampling from a target distribution, the
estimator samples a document from a different trial distribution that allows
easier random sampling (i.e. importance sampling). The estimator considers
the degree mismatch by defining a valid query-document graph. In this valid
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graph, queries and documents are presented as nodes and there is an edge be-
tween a query and document if the document is returned for the query and
also contains that query. By using this valid sample pair, the collection size is
estimated through Equation 3.16.

N =
1

Times

Times∑
i=1

PSE× πD(di)× degv(q)× IDE(di) (3.16)

In Equation 3.16,

• PSE is the size of a pool which contains only queries that are in the valid
graph. PSE is estimated through random sampling.

• Times is the number of repetitions of an estimation process.

• πD(d) represents the weight of document d in a target measure on the set
of documents indexed by search engine D. In a uniform target measure,
πD(d) = 1, and in non-uniform target measures, πD(d) = length(d) or
πD(d) = PageRank(d).

• deg(q) is query degree and equals with the number of documents con-
nected to query q in the valid graph.

• IDE(d) is the estimator of the inverse of document degree ( 1
deg(d)

).

The document degree is calculated through either (1) a brute force calculation
which is precise but costly, (2) ignoring the search engine and using the pool
which is cheap but not accurate, (3) a sampling method which is biased or (4)
estimation of 1

deg(d)
referred to as IDE(d) in Equation 3.16.

By submitting a number of randomly selected queries to a search engine,
Bar Yossef et al. method examines the results of each query to find a valid
document-query pair. The procedure stops when it reaches a query that has
at least one valid result. This pair is considered as a sample. Then, the docu-
ment degree is calculated for this sampled document by querying the search
engine by terms in that document that are also in the pool. If that page is
among the query results, the inverse document degree estimation procedure
stops. The number of sampled queries is considered as success parameter
(IDE(d) = 1

degd
= |sampledQueries|
|Queriespool(d)|

).
With the knowledge of the number of documents in the valid graph for the

sampled query, the estimation of the inverse of document degree and the size
of the pool of valid queries (estimated through random sampling), the size of
collection is estimated through Equation 3.16.
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3.2.4 Overview of related work

Table 3.2 represents a summary of all the mentioned approaches from the liter-
ature. In this table, the formulas and categories of the discussed collection size
estimation methods are mentioned.

Table 3.2: Overview of data collection size estimation methods

Approach Document
ID/Content

Formula

MCR [127] ID NMCR =
T×(T−1)×m2

2×
#AllPairs∑

i=1
duppi

MCR-Regression [127] ID log(NMCR) = 0.5911×
log(NMCR-Regression) + 1.5767,
R2 = 0.8226

CH [127] ID NCH =
∑
miTotalMD

2
i∑

miMDi

CH-Regression [127] ID log(NCH) =
0.6429× log(NCH-Regression) + 1.4208,
R2 = 0.9428

GMCR [131] ID NGMCR =
T−1∑
x=1

T∑
y=x+1

mxmy

dupx,y

Broder et al. Sampling [23] Content NBroder.Sampling =
|A|
pA
×WA,D ,

WA,D = E(X) =

T∑
i=1

QueryWeighti

T

Broder et al. Extra Pool [23] Content NBroder.pool =
NDA

×NDB

NDA,B

,

NDA
= |A| ×WA,D

Bar-Yossef et al. [13] Content NBar-Yossef =

1
Times

Times∑
i=1

PSE×πD(di)×degv(q)×IDE(di)

HC [140] Content NHC =
TotalMD∑
d=1

1
pd
, pd =

1−
T∏
q=1

(1− pdq)pdq =

exp(β0+β1.lend+β2.rankd+β3.tfdq)

1+exp(β0+β1.lend+β2.rankd+β3.tfdq)

Mhr [101] ID NMhr = OF× TotalMD
1−OR−1.1
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3.3 EXPERIMENTS

As one of the contributions of this chapter, an empirical study is performed
on the suggested approaches for estimating the size of a collection. In this
study, these approaches are applied to real data collections available on the
web. We select websites that their sizes are known and represent different
domains. In Table 3.3, a list of the applied websites in this experiment with
their corresponding sizes is presented.

Table 3.3: Test set - real data collections on the web

Data collection Size* (number of documents)
Personal website

http://wwwhome.cs.utwente.nl/~{}hiemstra/
382

University search website
http://www.searchuniversity.com/

4, 076

Job search website
http://www.monster.co.uk/

40, 000**

Youtube education
http://www.youtube.com/education/

311, 00

English corpus of Wikipedia
http://en.wikipedia.org/

3, 930, 041

US national library of medicine - English documents
http://www.ncbi.nlm.nih.gov/pubmed/

17, 606, 509

* The sizes of collections are reported on 12/7/2012.
** Although the actual size is not published on the website, this is a close estimation

calculated by browsing jobs in sections.

In our experiments, we attempted to implement techniques from all three
sub-categories of the absolute size estimators category. Therefore, MCR, MCR-
Regression, CH, CH-Regression, Mhr and Bar-Yossef et al. methods were cho-
sen to be implemented.

Implementation differences In our experiments, if there are no found dupli-
cates among samples, the number of duplicates is set to 1. This enables the
approaches to provide an estimation even without any duplicate. In addition,
for MCR, samples of a fixed size are required. Therefore, the average size of all
samples is set as the sample size in calculations.

http://wwwhome.cs.utwente.nl/~{}hiemstra/
http://www.searchuniversity.com/
http://www.monster.co.uk/
http://www.youtube.com/education/
http://en.wikipedia.org/
 http://www.ncbi.nlm.nih.gov/pubmed/
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Performance measure To get a more accurate evaluation of an approach,
each approach is repeated 100 times for a predefined sample size and num-
ber of sampling events. The results of these iterations are presented through
calculating Relative Bias (RB) as shown in Equation 3.17 [102]. RB measures
how close an estimation is to the actual size of a collection. In this formula,
E(N) = N1+N2+...+NTimes

Times represents the mean value of Times number of esti-
mations.

RB =
E(N)−N

N
(3.17)

To provide a better comparison of performances of different approaches, in
addition to RB, another measure is also used by calculating Log10(E(N)/N).
The results are shown in Figure 3.3. These two measures provide a more clear
overview of performances and make comparisons easier.

3.3.1 Applied query pools

To apply the introduced techniques, three different query pools are developed:
pool A, pool B and pool C. To create these pools, we try to follow the guidelines
mentioned in the literature. Query pool A is created for Mhr, CH, MCR, G-
MCR and the regression techniques. It includes the top 1000 most frequent
words extracted from the pages of Wikipedia and the ClueWeb09 data set [120].

Query pool B, is created by following the mentioned guidelines by Bar
Yossef et al. [13]. They propose two different pools for sampling. The first is
for training purposes, a pool of 43 million phrase queries of length 4 extracted
from pages in ODP data set [45]. However, for real cases on the web, pool B
is created with 2.775 billion queries including 1.5 billion decimal strings of 5
to 9 digits, 7.4 million single terms extracted from Wikipedia, 18 million single
terms extracted from the ClueWeb09 data set [120] and 1.25 billion two-term
conjunctions of the 50,000 most frequent extracted single terms (excluding the
100 most frequent ones).

The third pool C is applied for M-Bar-Yossef approach that is introduced
in Section 3.4.1. This pool consists of four different pools: C-1, C-2, C-3 and
C-4. These pools sequentially consist of the most 104, 105, 106 and 107 frequent
terms extracted from the retrieved pages from Wikipedia and parts of the web
(ClueWeb09 data set). In addition, for each pool, for the same amount of terms,
integer digits are added doubling the initial size of each pool (2× 104, 2× 105,
2× 106 and 2× 107).
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Figure 3.2: The average distance between the actual size of a collection on the web and
its estimated size by the selected approaches from the literature in over 100 iterations

(RB) (The lines are added only to provide more readability to the graph. The closer the
points are to y=0, the more accurate estimations they represent.)

3.3.2 Results

Results of applying Mhr, MCR, G-MCR, CH, MCR-Regression, CH-Regression
approaches on our test set are illustrated in Figure 3.2. These results are nor-
malized by using the Relative Bias metric to compare performances of all the
tested approaches on all the diverse data collections with different sizes. If the
estimated size by an approach for a website is half of its actual size, the cor-
responding relative bias (RB) for that approach is −0.5 which relates to −50
percent in Figure 3.2.

It is important to note that estimations by Bar-Yossef et al. technique, using
their suggested pool for real cases [13], failed in most of our experiments due to
the excessive consumption of resources by the approach. As the application of
Bar-Yossef et al. failed to return any result for our test cases, we do not include
Bar-Yossef et al. in our results. However, to resolve this problem, a solution is
suggested in Section 3.4.
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Figure 3.3: The log base 10 of the estimated size of a collection divided by its real size
for all the selected approaches from the literature (The lines are added only to provide

more readability to the graph. The closer the points are to y=0, the more accurate
estimations they represent.)

3.4 IMPROVEMENTS

As our second contribution in this chapter, we attempted to improve the per-
formance of the introduced size estimation approaches in Section 3.2. As a
result, four different approaches are suggested based on modifying the pre-
sented approaches in the literature. These approaches are described in detail
in the following sections.

3.4.1 Modified Bar-Yossef (M-Bar-Yossef)

The performance of Bar-Yossef et al. approach depends highly on the selection
of a query pool. In our experiments, the application of a big pool, suggested by
Bar-Yossef et al. to be used for real cases, resulted in such a costly process re-
garding query submissions that the experiment could not be continued. How-
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ever, by adjusting the applied pools in our experiments, we observed that if a
better pool is chosen, the results can surpass the other introduced approaches.

We define a better pool as a pool that covers more pages from a targeted
document collection. To provide such pools for document collections with dif-
ferent features like size and domain, it is necessary to define different pools
and select the best suitable pool among them for a given collection. In Modified
Bar-Yossef (M-Bar-Yossef), we suggest an intelligent pool selection to improve
Bar-Yossef et al. technique. The M-Bar-Yossef can be applied for document
collections with different sizes. In this method, the size and coverage of the
applied pool are increased step by step and based on the obtained results from
previously posed queries.

In M-Bar-Yossef, we suggest to start with a small pool. After sending a few
queries, based on the number of found queries and documents in valid graph
(described in Section 3.2.3), it is decided if a bigger pool suits this estimation
or not. Then, if required, a bigger pool is selected and processed. The features
of these pools are described in detail in Section 3.3. This pool selection process
continues until the best pool or the biggest pool is reached. It is important to
point out that the previously sent queries and found results are used in next
steps of the algorithm and pools are already indexed. These issues make it
possible to implement the intelligent pool selection without significant extra
cost.

The performance of this approach is illustrated in Figure 3.4 (by RB) and
Figure 3.5 (by Log10(E(N)/N)). Table 3.4 shows the performance differences
between M-Bar-Yossef and other tested approaches when tested on websites
in the test set (listed in Table 3.3). In Table 3.4, the average performances of
approaches on all data collections are presented. As it is shown in this table,
M-Bar-Yossef provides 35 to 65 percent closer estimations considering all the
tested websites.

3.4.2 Modified multiple capture recapture (M-MCR)

We modify MCR based on the idea that diversity in samples provides more
information for a size estimation process. To test this idea and improve the
performance of MCR, similar samples are removed. The similarity between
two samples is judged based on the number of duplicates between those sam-
ples. The similarity threshold should be adjusted which was set as 30 percent
of sample size in this work. This modification is referred as Modified Multiple
Capture Recapture (M-MCR). The average performances of M-MCR in compar-
ison to the other introduced approaches are shown in Table 3.4. In Figure 3.4
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Table 3.4: Improvements resulting from the modifications

Mhr MCR MCR-Reg CH CH-Reg G-MCR
M-Bar-Yossef 36.25 63.67 67.36 44.74 54.70 62.77

M-MCR -19.1 8.27 11.96 -10.6 -0.7 7.37
M-MCR-Reg -24.1 3.25 6.94 -15.6 -5.7 2.34

M-CH-1 1.35 28.77 32.46 9.84 19.79 27.86
M-CH-1-Reg 2.50 29.92 33.60 10.98 20.94 29.01

M-CH-2 0.81 28.23 31.92 9.30 19.26 27.33
M-CH-2-Reg 2.77 30.19 33.87 11.25 21.21 29.28

Note: This table provides the resulted percentages of improvements by the
modified approaches in comparison with the implemented approaches from
the literature while considering the average results of a method for all the
tested websites as its performance.

(RB) and Figure 3.5 (Log10(E(N)/N)), it is possible to compare M-MCR per-
formance with all the other introduced approaches. This modification is also
helpful to make a better decision on when to stop a sampling process.

The estimated size by this modified version of MCR is used by the re-
gression formula introduced in MCR-Regression method, Formula 3.9. This
is called M-MCR-Regression technique. The results and improvements of this
approach are shown in Figure 3.4 (RB), Figure 3.5 (Log10(E(N)/N)) and Table
3.4.

3.4.3 Modified capture history (M-CH-1)

We suggest improving CH based on the same idea mentioned in M-MCR which
is removing similar samples by counting duplicates between pairs of samples.
If the number of duplicates between two samples is more than 30 percent of
sample size, two samples are judged to be similar and only the earlier found
sample is included in calculations. This also provides information on the best
time to stop a sampling process. As there are two modifications introduced for
CH, this modification is called as Modified CH-1 (M-CH-1). The average per-
formances of M-CH-1 in comparison to the other introduced approaches are
provided in Table 3.4. In Figure 3.4, it is possible to compare the performance
of M-CH-1 with all the other approaches. The improvements introduced by
this approach are also presented in Table 3.4.

The estimated size by this modified version of CH method is used by the
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Figure 3.4: The average distance between the real size of a collection on the web and its
estimated size by the implemented approaches from the literature and proposed
approaches in this chapter in over 100 iterations (RB) are presented. The lines are

added only to provide more readability to the graph. The closer the points are to y=0,
the more accurate estimations they represent.

regression formula introduced in CH-Regression. This is referred as M-CH-1-
Regression method. The results and improvements of this approach are shown
in Figure 3.4 (RB), Figure 3.5 (Log10(E(N)/N)) and Table 3.4.

3.4.4 Modified capture history (M-CH-2)

As another method to improve the performance of CH, similar samples are
judged based on the number of duplicates in a sample considering all the previ-
ously captured documents. If this number is more than 50 percent of a sample
size, the sample is not included in calculations. This modification is referred to
as Modified CH-2 (M-CH-2) technique. The results of its average performance
over all the tested websites are shown in Table 3.4. In Figure 3.4, it is possible to
compare the performance of M-CH-2 with all the other examined approaches.

The estimated size by M-CH-2 is used by CH-Regression equation and is
called M-CH-2-Regression. The results and improvements of this approach are
shown in Figure 3.4 (RB), Figure 3.5 (Log10(E(N)/N)) and Table 3.4.
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Figure 3.5: The log base 10 of the estimated size of a collection divided by its real size
for each of the selected approaches from the literature and proposed approaches in this

chapter are presented. The lines are added only to provide more readability to the
graph. The closer the points are to y=0, the more accurate estimations they represent.

3.5 CONCLUSION AND FUTURE WORK

In this chapter, we studied and compared the state-of-the-art approaches in
the literature for estimating the size of a non-cooperative website. Multiple
Capture Recapture, Capture History, Generalized Multiple Capture Recapture,
Bar-Yossef et al. and regression-based approaches are selected to be studied
and compared. To provide an appropriate comparison environment, we con-
sidered two issues. First, we defined our test set of websites on the web from
different domains (such as job vacancies, wikis, articles and personal websites)
with different sizes. The second issue was the information available for each
approach. The number of sampling events and sample size were set to be the
same for all of these approaches. This provided a fair comparison of perfor-
mances. Although this test environment could be improved by adding more
real websites, we believe that it provides enough test cases for comparing the
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available size estimation approaches.
Among all the studied approaches, the modified version of Bar-Yossef et al. (

M-Bar-Yossef et al. ) provided 35 to 65 percent better size estimations for the
tested websites on the web. However, M-Bar-Yossef et al. method can not be
implemented for the websites which do not provide access to the content of
search results. Therefore, if we need to estimate the size of a website for which
you cannot access the content of search results, Mhr technique, both modi-
fied versions of CH method (M-CH-1 and M-CH-2) and their regressions (M-
CH-1-Regression and M-CH-2-Regression) are among the options to be consid-
ered. These approaches had close estimations considering their average perfor-
mances for all the tested websites.

This work, while providing a detailed overview on the available techniques
and approaches applied for the size estimation of non-cooperative websites,
still leaves a number of questions unanswered. One of these questions is: what
is the most appropriate time to stop a sampling process? As one of the strate-
gies, considering that all estimation approaches provided better results with
more data, continuing as far as limitations permit is one of the options. The
other alternative is to study questions like what is the adequate number of
samples and the most appropriate sample size to provide the most accurate
estimation.

As another future work, we can study more improvements to the suggested
approaches in this work. As an example, in the selection of pools in M-Bar-
Yossef et al. method, the selection procedure can be based on queries from
different domains. This classification might lead to a higher accuracy in size
estimations of domain-based document collections.



CHAPTER 4

TOWARDS COMPLETE COVERAGE IN FOCUSED WEB

HARVESTING

Given the imposed limitations by search engines in both
surface web and deep web and limited resources of har-
vesters, how can we improve the data coverage by a har-
vester? How can we achieve more coverage in harvesting
all the related documents to a topic of interest, given these
restrictions?

This chapter is based on [83, 84].

With the goal of harvesting all the information about a given entity, in this
chapter, we try to harvest all the documents matching a given entity by query-
ing a web search engine. The objective is to retrieve all the information about,
for instance “Michael Jackson”, “Islamic State” or “FC Barcelona”, from the
indexed data in search engines or hidden data behind web forms, using a min-
imum number of queries. Policies of web search engines do not usually allow
accessing all the matching query search results of a given query. They limit the
number of returned documents and the number of user requests. These lim-
itations are also applied in deep web sources, for instance in social networks
like Twitter. In this work, we propose a new approach that collects the infor-
mation for a given query from a search engine with the mentioned limitations
automatically. The approach minimizes the number of query submissions by
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sending queries composed of the given query (seed query) and one carefully
chosen additional word with the aim of retrieving a maximum number of new
documents. The additional words are chosen by analyzing the retrieved re-
sults and combining this analyzed information with information from a large
external corpus. The new approach outperforms the existing approaches when
tested on Google, measuring the total number of unique documents found per
query.

4.1 INTRODUCTION

Nowadays, data is one of the keys to success. Whether you are a fraud de-
tection officer in a tax office, a data(-driven) journalist, or a business analyst,
your primary concern is to access all the relevant data to your topics of interest.
For a data journalist investigating a company, an in-depth analysis is infeasi-
ble without a comprehensive collection of data. This emphasizes the role of
the web as one of the main and biggest sources of data. The availability of
an up-to-date crawl of the web can definitely facilitate collecting all relevant
information to a given entity. However, given the software and hardware re-
quirements of crawling the web, this seems to be impracticable except for a few
big organizations, and the journalist has to resort to using the provided search
engines by such organizations.

Most web data is accessible by querying general search engines like Google
or Bing or by submitting forms in deep web data sources. Achieving a full
data coverage for an entity via either of these web data access methods has
its own challenges. In some of the research work in the literature [6, 14, 25,
71, 105], the focus is mainly on deep websites with form submissions. These
studies investigate web forms, form fields’ inputs, fields’ bindings and other
features of forms and websites that can influence harvesting a deep website
and extracting information about a given entity. Instead, our work examines
search systems providing keyword-based search interfaces1. This enables us to
include any websites with keyword search.

With keyword search as the only way of accessing data, to achieve a full
data coverage on a given query in a search system, the primitive solution that
comes to mind is to follow these steps: 1) submit a query, 2) retrieve returned
results from the results page, 3) go to the next results page and 4) repeat num-
ber 2 and 3 until there is no next page. For most queries with thousands of

1They provide a single text field to submit a query.
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results, going through these steps is a labor-intensive task. Web scrapers ad-
dress this challenge by navigating through search results automatically and
downloading the desired data. However, even with (semi-)automatic scrapers,
achieving a full data coverage on a given query in a search system is not as
straightforward as it looks. Currently, search engines impose limitations that
hamper retrieval of all returned results:

Limitation 1: #ResultsLimited The number of results that a search engine al-
lows a user to access is limited.

Limitation 2: #RequestsLimited The number of requests that a user is allowed
to submit within a certain period is limited.

It is also worth mentioning that general search engines are designed to help
users to find answers to specific questions and not providing a complete data
coverage for a submitted query. For example, determining the location of a
company’s headquarters is not a challenging task with Google or Bing search
engines. However, retrieving all information about that company requires
much effort, if at all possible, due to the mentioned limitations.

In this work, we rely on the potential power of search refinement techniques
to uncover results beyond what a search engine allows a user to directly ac-
cess due to #ResultsLimited and #RequestsLimited limitations. These
techniques are typically based on adding extra terms to the initial query to ob-
tain refined search results. We propose a method to refine search results for the
purpose of achieving a full data coverage.

Problem definition For a given query QColl, RColl is the set of all documents
containing QColl. A search engine with #ResultsLimited prevents users
from accessing all these documents. When submitting QColl, users cannot
view more documents than a predetermined number l. l can be different from
the actual number of returned results (R̃Coll) in case of underflowing queries2.
For overflowing queries3, we have l < |RColl| leading to R̃Coll ⊂ RColl. The
number of documents returned for QColl (|R̃Coll|) does not exceed l.

To retrieve all the members of RColl, we form a new query QSample by
adding a term T to the QColl query (QSample = QColl + T ). The documents
matching this formed query is referred to as RSample and the ones accessible by
a user are defined by R̃Sample. The present documents in both of R̃Sample and
R̃Coll are defined as duplicates and referred to as D. We also define RCum as

2An underflowing query is a query that produces fewer results than #ResultsLimited al-
lows.

3An overflowing query is a query that produces more results than #ResultsLimited allows.
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Figure 4.1: Problem definition
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the union of all retrieved documents. Provided that R̃Sample does not include
only duplicates, it provides new documents from RColl. Figure 4.1 models
these definitions. To obtain all the documents in RColl, several iterations of
forming new queries are performed. After each iteration of query reformula-
tion and submission,RCum andD are recalculated as shown in Equation 4.1. We
continue these iterations tillRCum equalsRColl. Now, the main problem to be ad-
dressed is how to minimize the number of these iterations to have an efficient
method that complies with #RequestsLimited too.

RCum
n =

⋃
i∈[1,n]

R̃Sample
i

Di = R̃Sample
i ∩RCum

i−1 (4.1)

In this approach, forming new queries should be carried out with the aim
of obtaining as many new results as possible for each query. Maximizing the
number of new results means submitting queries that return as many docu-
ments as l while minimizing |D|. This defines the goal of this work as follows:

Our goal is collecting the biggest possible set of documents that match a given query
by posing the least possible number of requests to a search engine.

Maximizing |R̃Coll|while minimizing |D| is a necessary requirement to achieve
this goal. Minimizing duplicates becomes complicated with the presence of
ranking bias and query bias [19]. The search engine’s ranking algorithm (e.g.
Google PageRank) and the selection of initial query favor some documents
more than others to be returned by a search engine.
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Therefore, we define the main challenge in this chapter as finding counter-
measures for generated biases by ranking algorithms. These biases cause same
documents to be always ranked high among returned results and therefore, be
always present in R̃Coll and R̃Samples resulting a big D. To meet this challenge,
several approaches are suggested, implemented and compared in this chapter.
We test our approaches on Google that claims to have billions of URLs [62].
Google imposes both #ResultsLimited and #RequestsLimited and has
ranking bias through using its PageRank algorithm.

The next section is dedicated to related work. Then, Section 4.3 discusses
solutions classified into three main categories. In Section 4.4, these solutions
are tested and the results are analyzed and presented. Finally, in Section 4.5,
the drawn conclusions from these results are discussed and areas for further
research are identified.

4.2 LITERATURE STUDY

Deep web harvesting In this work, we are interested in applied methods to
access deep web data for either sampling or harvesting websites. Recent stud-
ies on accessing deep web data are mainly focused on websites requiring form
submissions [6, 14, 25, 71, 105], studying a web forms to achieve an efficient
access approach. For example, Madhavan et al. [105] investigate how to iden-
tify the values and types of different form fields and how to navigate the search
space of possible form input combinations efficiently to avoid unnecessary sub-
missions leading to a more efficient source sampling process. Although these
studies do not specifically target focused web harvesting, the idea of devising
different query generation plans in querying a data source is relevant. These
studies focus on the features of forms and require additional form analysis and
some external domain knowledge.

Query-based sampling As discussed in Chapter 3, accessing data in all di-
verse websites that provide a search interface follows a similar method referred
as query based sampling (QBS) (submitting requests to get results). In QBS, by
sending a query to a search engine, the set of returned results is considered as
a sample of documents [19, 28]. Having produced a number of these samples,
these samples are used in different statistical calculations where it is important
to have randomly generated samples (e.g. search engine size estimation or its
quality test). However, in search engines like Google, complicated ranking
mechanisms violate this randomness assumption and accordingly, generate
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uncertainties in calculations. In sampling documents, factors such as chosen
query, content of documents and ranking mechanisms affect the probability
of a document to be selected and therefore, the random generation of samples.
Non-random samples make calculations, based on QBS, doubtful. To deal with
these non-random samples, a number of different approaches are introduced in
the literature [11, 81, 127]. However, none of these approaches aim at reducing
duplicates in samples but keeping calculations free from biases by applying
importance and rejection sampling methods to select random samples from
non-random ones or by applying formulas on non-random samples to reduce
the effects of biases. These approaches are extensively discussed in Chapter 3.
Oppositely, in this work, we require an approach to remove biases effects in the
generated samples resulting in a smaller D among them. Generating random
or close-to-random samples can be considered as one of the counter-measures
against generated biases.

Topical crawling In focused crawlers that are also known as topical crawlers, a
crawl starts from a user-provided set of data and collects results only for given
topics [109, 128]. The focus of these crawlers is to locate relevant pages with-
out crawling all links. To guide this navigation, with the usage of available
contextual information (e.g. links and content of previously crawled pages),
different techniques such as link analysis, automatic classification, text anal-
ysis, machine learning and evolutionary algorithms, the relevance of a page
to a given topic is estimated [128]. These crawlers are designed for particular
information needs expressed by topical queries or interest profiles [109].

Query expansion Query expansion is the process of reformulating the orig-
inal query with the goal of getting a better query, a query that is more likely
to retrieve relevant documents leading to better top-k recall and precision and
therefore, improving retrieval effectiveness [30]. Automatic query expansion
techniques can be classified into five main groups based on the used techniques
to find the expansion features: linguistic methods, corpus-specific statistical
approaches, query-specific statistical approaches, search log analysis and web
data [30]. The pseudo-relevance feedback, from category of query-specific sta-
tistical approaches, is one of the more interesting approaches for the purpose
of this work where it is assumed that terms in retrieved documents are useful
for retrieval tasks and expanding the original query. The criteria for selecting
among these terms can be based on a number of different features of docu-
ments and terms [29, 30, 37, 67, 108].



4.3 Entity-focused web harvesting 49

4.3 ENTITY-FOCUSED WEB HARVESTING

Before diving into solutions, we need to clarify two concepts, completeness
and relevance.

Completeness We formulated our goal as collecting all the available informa-
tion on the web for a given entity. Motivated by this goal, we consider the first
step to gather all the pages including that information. As we will show in Sec-
tion 4.4, this is still a challenging task. Having gathered all the relevant pages,
the next step is to extract information. However, this is beyond the scope of
this thesis and is suggested as future work. Therefore, this chapter focuses on
finding the most efficient approaches to achieve the biggest possible coverage
for a given entity in terms of matching documents.

Relevance Looking for an entity, we gather all the pages that contain the
terms in that entity by submitting a phrasal query without applying entity de-
tection, extraction and disambiguation. These techniques are considered as
future work.

To reach this data coverage, we send automatically generated queries to a
search engine’s API with the goal of retrieving all documents that contain a
given entity with a minimum number of query submissions. We compare the
implemented approaches based on how they deal with #ResultsLimited
and #RequestsLimited. The comparison is based on the average number of
queries submitted to retrieve all documents for a given query. We distinguish
three kinds of approaches. Section 4.3.1 describes ideal approaches for which
we estimate the number of needed queries in an ideal (simulated) condition.
Section 4.3.2 discusses methods in which queries are reformulated by using an
external corpus. In Section 4.3.3, the focus is on techniques inspired by pseudo-
feedback methods for query expansion. In this method, the extracted content
from the previously retrieved documents is the source for a query generation
process.

4.3.1 Ideal approaches

The mentioned approaches in this section are desirable or perfect but not re-
alized easily. These are investigated with the sole purpose of improving the
comparison of the introduced approaches.
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Oracle perfect approach

To achieve a full data coverage on a given entity in a search system with both
#ResultsLimited and #RequestsLimited, a perfect approach returns
not only the maximum possible number of documents (l) but also only the
unique ones for each request submitting either QColl or QSample. To have a
complete coverage in this situation, it is sufficient to send only the |R

Coll|
l num-

ber of requests. In reality, this is not easily reachable. To do so, you need
to know the exact mechanism of a search engine’s ranking algorithm. Then,
you can divide the collection of that search engine into exactly |RColl|

l sub-
collections. In addition to the knowledge of ranking algorithm, you need addi-
tional information. For instance, if a ranking algorithm is based on frequencies,
you need to know all the term frequencies beforehand. This kind of informa-
tion is only accessible when you have a full access to the search engine’s index.

Probability based approach

Provided that there is a uniform selection probability for all the documents
matching a given query in a search system, we have no bias in selecting docu-
ments to return as query results. This is the case only in search engines without
a ranking algorithm. Query and ranking biases are direct results of ranking al-
gorithms and the selection criteria of documents to be returned for a given
query. In a system in which all query results are drawn uniformly at random,
we can generate random samples. With this assumption, statistical formulas
can be applied to calculate the predicted number of duplicates and accord-
ingly, the number of unique results in a set of randomly generated samples.
Equation 4.2 calculates the estimated number of unique documents and also
duplicates among the results of any of the query submissions.

|RCum
n | = |RColl| − |RColl| × (1− l

|RColl|
)n (4.2)

Formula definition Formula 4.2 calculates the number of newly discovered
documents , |RCum

n |, from all the submitted queries to a search engine. It is as-
sumed that documents follow a uniform selection probability. In this case, this
probability is defined as l

|RColl| . Consequently, the probability of a document
not to be selected is defined as (1 − l

|RColl| ). Now, the goal is to calculate these
probabilities after n number of query submissions (sampling events). A unique
document in the nth sampling event means the document is not selected in
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(n − 1) previously generated samples. With (1 − l
|RColl| ) as the probability of

a document not to be selected in one sampling event, we define (1 − l
|RColl| )

n

as the probability of a document not being selected in n sampling events. Mul-
tiplying this probability in the total number of documents matching a given
query (RColl) determines the number of not retrieved documents by the n
number of previous query submissions. Subtracting this number from |RColl|
gives the number of all the previously retrieved documents.

Simulation approach

In this approach, we simulate a random selection of documents. In this sim-
ulation, random samples are generated to measure the number of duplicates
and unique documents in random sampling events.

4.3.2 List-based query generation approach

In these approaches, the terms to be added to a seed query are selected from
a list of words. This list is generated from an external corpus and includes the
frequencies of terms in that corpus. We extract this list from the ClueWeb09 data
set, which is a web crawl containing nearly 500 million English pages [120]. Se-
lecting terms from a list of terms with their corresponding document frequen-
cies can be performed in different methods. In following, these methods are
further explained and studied.

List-based most/least frequent approach

Although primitive, choosing the most or least frequent words from a list are
possible options in selecting terms. As the ClueWeb data set is not a topic-
specific corpus, the most frequent words from this corpus are highly probable
to be also general in all other non topic-specific corpora. However, this is not
the case in our application. The targeted collection is based on a given query.
In addition, least frequent terms from a web crawl are potentially terms with
spelling errors. Therefore, these two options are not considered in our experi-
ments.

Pre-determined frequency based approach

While submitting the most frequent terms increases the chance of reaching a
maximum number of returned results and the least frequent ones increases
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the probabilities of generating fewer duplicates, it is of a great interest to in-
vestigate the likelihood of finding a term frequency which creates a trade-off
between these two. To do so, statistical formulas are applicable. If eventsA and
B are independent, the probability of both of them occurring is the product of
their occurring probabilities (P (A&B) = P (A) × P (B)). If we assume query
submissions as independent events then, the probability of having an overlap
between two queries equals the multiplication of the probabilities of queries.
This is shown in Equation 4.3.

|RColl ∩RSample|
sSE

=
|RColl|
sSE

× |R
Sample|
sSE

(4.3)

We solve Equation 4.3 for |RSample|where |RColl∩RSample| = l. This results
in Equation 4.4

|RSample| = l × sSE

|RColl|
(4.4)

Through Equation 4.4, with the knowledge of a targeted search engine’s in-
dex size (sSE) and also the number of documents matching a seed query (the first
query), one can determine the frequency of another query (|RSample|) for which
the overlap of this query and the seed query equals l. This means with infor-
mation about the seed query, returned results and search engine size, a term
can be found to formulate a new query returning at least l results. This enables
avoiding the permanent presence of the same highly ranked documents among
results and creates a higher chance in collecting more new documents in each
trial. If the size of a search engine is unknown, as discussed in Chapter 3, its
size can be estimated by using generated samples from that search engine.

As pointed out, applying this formula to our case requires information on
document frequencies of terms. To access this information from the targeted
search system, we should download all its content and count all the document
frequencies of terms. If this was possible, there was no need for introducing
new approaches. Instead, we can use pre-computed document frequencies of
terms from an external corpus. In this work, as we test our approaches on
Google, we use ClueWeb09 data set. ClueWeb09 and Google have different
sizes. To apply the formula, we include both sizes in the calculations.

For example, in equations 4.3 and 4.4, if we set sSE = 109, the number of
English documents in ClueWeb09 as 5 × 108, l = 100 and |RColl| for a given
query as 4 × 105, the following calculation provides us with document fre-
quency of a term that has higher chance to result in samples of our desired
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size: 100
109 = 4×105

109 ×
x

5×108 =⇒ x = 125000. Consequently, we select terms with
125000 document frequency from ClueWeb09 data set for the query expansion.
This method is called the LB-FixedFreq. approach.

4.3.3 Feedback-based approaches

In this section, terms to reformulate queries are selected from the previously
retrieved content. The criteria for this selection can be based on a number of
different features of terms and documents.

FB-most frequent terms based approach

Among the extracted terms from the previously downloaded documents, the
ones with higher frequencies have a higher chance in returning at least l re-
sults. This is the same principle as introduced in Section 4.3.2. This approach
commences by submitting a query to a search engine. Then, having extracted
the content of results for that query, the most frequent word in the content is
selected to be used in query reformulation. The final steps are adding this most
frequent word to the original query and submitting the constructed query to
a search engine. With new results obtained from this query submission, these
steps are repeated and new queries are formed and submitted. This process
repeats until we reach a full data coverage for the seed query. For example,
with the goal of reaching full data coverage for the term “Vitol” that is an oil
company, the term “Oil” appears as the most frequent term in the returned
documents by the search engine. The next step is submitting “Vitol”+“Oil”.
This technique is called FB-MostFreq. approach.

FB-least frequent terms based approach

In this method, contrary to FB-MostFreq., the least frequent terms are selected.
The reasoning behind this difference is the struggle to minimize the number
of duplicates among the generated samples. We expect that the least frequent
terms have high chance of obtaining fewer duplicates. For example, in the
first step to cover all related documents to the term “Vitol”, the term “damit”,
which is a German word, is selected to be used in reformulating the query. This
technique is referred as FB-LeastFreq. approach.
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FB-least from last approach

This technique intends to counteract the effects of ranking algorithms of search
engines, favoring a number of documents more than others, by selecting terms
for query reformulation from the pages with lower ranks. This means the terms
are selected from documents present in the bottom of returned results for a
query. This is due to the search engine’s behavior in returning more impor-
tant and relevant pages always on top. Targeting results in the bottom of a
results list is for selecting terms that are negatively correlated with the origi-
nal query and therefore, have a higher chance in generating fewer duplicates
among samples. Therefore, in this approach, the least frequent word in the last
returned search result is selected to be used for the query reformulation. This
method is referred as FB-LeastFromLast.

FB-fixed frequency based approach

In Sections 4.3.3 and 4.3.3, the most and least frequent terms in the retrieved
documents are selected to reformulate queries. These frequencies represent
extreme cases. The most frequent words represent higher chances in return-
ing the most allowed number of queries and the least frequent terms produce
fewer duplicates potentially. To introduce a balanced approach that includes
both these cases, Equation 4.3 is applicable. This equation calculates a spe-
cific frequency that has higher chance to result in samples of our desired size l.
However, we can use Equation 4.3 to select terms only from an external corpus
with a pre-calculated list of terms and frequencies. To apply this formula to a
feedback-based method, it is required to determine the document frequency of
a term in retrieved documents (T.D.F.FeedbackText) that corresponds to the re-
sulted frequency |RSample| from Equation 4.3. To do so, we can apply Equation
4.5.

T.D.F.FeedbackText =
|RSample| × |RCum|

sSE
(4.5)

In this equation, |RSample| is resulted from Equation 4.5. With the num-
ber of retrieved documents as |RCum| and the size of a search engine as sSE,
T.D.F.FeedbackText, which stands for a term’s document frequency in feed-
back text, is determined for the next term selection. As this approach in-
vestigates a trade-off between the extreme cases of submitting the most and
least frequent terms, we expect the terms with this frequency to have higher
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a chance to result in samples of a desired size and with few duplicates. This
method is referred as FB-FixedFreq.

4.3.4 Combined list-feedback based approach

In the list-based methods, the terms are selected from an external corpus con-
sidering their frequencies. However, this frequency as a selection criteria does
not offer any information about the potential relevance between terms and
original queries. To include this missing information in the selection process,
Comb.LB-FB approach selects terms that are present in the list of terms from
an external corpus and also in the previously retrieved documents. For exam-
ple, as the next query after submitting “Vitol”, we choose a term appearing in
both the retrieved content and list from ClueWeb09. This helps to have both
relevance and frequency in one method. This technique is called Comb.LB-FB.

4.4 EXPERIMENTS AND RESULTS

4.4.1 Experiments settings

Test search engine In these experiments, Google, as the biggest web search en-
gine with one of the most complicated ranking algorithms, is considered as our
test search engine. Targeting Google does not limit our findings since the only
necessary feature of a website for applying any of the suggested approaches
is the support of a keyword-search interface. We believe if the suggested ap-
proaches work for Google, they can also work for a wide range of websites.
Although Google is used only as an example of a search engine in our work,
we find it necessary to provide evidence to support the discussed prerequi-
sites even for this example. In Google, a user can submit at most 100 queries a
day [60]. Through our experiments, we noticed that not more than 500 results
are accessible for any submitted query. This number was dynamic but it was
less than 500 in all our experiments. With Google Web Search API being depre-
ciated, Google Custom Search is actually capable of searching the entire web,
but it suffers from the same limitations. As an alternative, Google Site Search
eliminates #ResultsLimited at the expense of being able to search the entire
web. Google Site Search permits you to search only a specific set of websites.
In consequence, your results are unlikely to match those returned by Google
Web Search and also different from “site:” search on Google.com. There are
also costs for submitting more than 100 search queries per day.
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Entities test set In our experiments, 120, 000 queries were submitted to down-
load information for four different entities (“Vitol”, “Fireworks Disaster”, “Ed
Brinksma” and “PhD Comics” ). These entities represent diverse types of enti-
ties; Company, Person, Topic and Event. In addition to difference in type, we
tried to cover queries with different estimated sizes of matching documents
ranging from 2× 104 to 5× 105.

Relatedness judgement To assess an approach in achieving a full data cover-
age for an entity, the amount of retrieved data is the decisive metric. However,
it needs to be further clarified what is considered as retrieved data. In our ex-
periments, we consider the number of returned documents by a search engine
for an entity (RCum) as retrieved data. We judge all the retrieved documents that
contain the searched keyword as a relevant document. There are other possible
options that are mentioned as future work. As all the documents contain the
keywords, retrieving more documents increases the chance of achieving more
completeness.

Evaluation metric Assessing different approaches for one entity is straight-
forward by comparing the RCums of all tested approaches. However, the gen-
eral performances of these approaches on all the entities can not be evaluated
through only the comparison of their RCums. With different numbers of results
for entities, comparing RCum

nEntity1 and RCum
nEntity2 of the same method does not re-

veal much information about its overall performance. While a small number of
queries can cover all documents for a small results set, for a bigger collection,
that number of queries can just retrieve a very small part. Therefore, we eval-
uate each method for a given entity by its distance from the performance of
the probability-based approach (Section 4.3.1) for that entity. This is calculated
through Equation 4.6. These distances are calculated for all the other entities in
the entities test set and averaged to represent the general performance of that
approach.

Performance =
|RCum
nProb.Appr | − |R

Cum
nTest.Appr |

|RCum
nProb.Appr |

× 100 (4.6)

Fixed l One of the main challenges for data coverage is the limitation on
the number of returned results. In Google, this number is not fixed. In our
experiments, this number changed from 200 to 500, even for the same query
but at different times. It seems that Google acts randomly (or based on a set of
reasons which are not known to us). This creates an uncertainty on the size of
samples for our experiments. In all the experiments of this chapter, the sample
size is set to 100 to assist comparisons and increase reliability in conclusions.
Practical details There are also a number of small practical decisions like what to
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choose as the first query or the usage of quotation marks in the query (phrase
queries) which should be noticed. In this work, we always submit queries
between quotation marks.

4.4.2 Results

In this section, the results of applying the introduced approaches in Section
4.3 for the test entities (Section 4.4.1) are presented. To establish a compari-
son baseline, in Figure 4.2, Oracle Perfect, Probability-based and simulation
approaches (4.3.1) are compared in retrieving a collection of 4×105 documents
with l = 100. The Oracle Perfect outperforms the other approaches with all
samples of a maximum size and no duplicates. The Probability-based method
performs worse than Oracle Perfect but the same as the simulation.
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Figure 4.2: Retrieved documents (RCum) for ideal approaches. The lines for simulation
and probability-based approaches overlap completely.

The results of running the approaches of Section 4.3.3 are shown in Fig-
ure 4.3. Among the FB-Based methods, Comb.LB-FB has more samples of the
maximum size and fewer duplicates than other techniques. This is shown in
Figures 4.4 and 4.5. In Figure 4.4, the top right corner of each graph is the most
desirable place. The points in this corner represent samples of a maximum size
and with fewer duplicates. Figure 4.5 compares the sizes of samples and du-
plicates among them for all the FB-based approaches. While the top part of
Figure 4.5a, the Sample Sizes figure, is more desirable, the points in the top part
of Figure 4.5b, the duplicates graph, are less desirable. Figure 4.3 compares ap-
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Figure 4.3: Retrieved documents (RCum) for FB-based approaches for one entity (Vitol)

proaches for one entity, whereas Figure 4.6 compares the average performances
of all the approaches for all the entities in the test set. These average perfor-
mances are calculated through Formula 4.6 in Section 4.4.1. As it is observable
from this figure, there are big gaps between each approach and the estimated
probability. This emphasizes the effect of ranking algorithms of search engines.

4.4.3 Analysis

As illustrated in Figures 4.4 and 4.5, the key to success (having more data cov-
erage) is bigger samples with fewer duplicates. However, there is a trade-off
between these two goals. Bigger samples increase the chance of more dupli-
cates. Instead, to reach fewer duplicates, smaller samples are helpful. In FB-
MostFreq. technique (Section 4.3.3), samples are big but include a lot of du-
plicates. In FB-LeastFreq. (Section 4.3.3), this is exactly the other way around.

One way to tackle the challenge of achieving this trade-off is to find a spe-
cific term frequency to select the next terms to form queries. In LB-FixedFreq.
technique (Section 4.3.4), different frequencies are applied. In our experiments,
we observed that the low and high frequencies yield to a worse coverage than
submitting words with a frequency derived from Formula 4.3. Another way
to achieve this trade-off is to counteract the biases of search systems in select-
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(c) FB-MostFreq.
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(d) FB-FixedFreq.
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(e) Comb-LB-FB

Figure 4.4: Sample sizes vs. unique documents in generated samples by the FB-based
methods

ing documents like PageRank-generated bias in Google. The introduced FB-
ListFromLast technique, which is based on this bias removal idea, produced
better results than FB-MostFreq and FB-LeastFreq. However, this approach
could not outperform Comb.LB-FB. In Figures 4.4 and 4.5, it is observable that
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(a) Sizes of generated samples
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Figure 4.5: Sizes and duplicates of generated samples for FB-based methods

the number of duplicates and sizes of samples for Comb.LB-FB. are more de-
sirable than the ones in FB-ListFromLast.

Among all the introduced approaches, Comb.LB-FB performs the best. This
method intends to reduce the number of small samples with selecting terms
with a specific frequency, extracted from an external corpus and refined by
checking their presence in the previously downloaded documents. This causes
10 percent better documents coverage, in average for all the submitted entities.
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Figure 4.6: Average performances of approaches for all the test set entities

4.5 CONCLUSION AND FUTURE WORK

In this work, we assessed different query generation mechanisms for harvest-
ing a web data source to reach a full data coverage on a given entity. From
the experiments, we found that the key to success in these approaches is to
send queries that result in the maximum possible number of results with the
minimum possible number of previously downloaded documents (duplicates)
among them. To have this success factor, we suggested different approaches
based on different frequencies and possible dependencies. From these ap-
proaches, the Comb.LB-FB method, which analyzed the retrieved results and
combined it with information from a large external corpus, performed the best.

Future work In addition to considering frequencies of words and their pres-
ence in retrieved documents to select the best next query to submit, there are a
number of issues such as terms distribution in returned documents, their dis-
tances and dependency of words to all the previously submitted queries that
can help to counteract the generated biases by search engines. In future work,
we can focus on experimenting the effects of these factors. As another next
step, the retrieved documents can be disambiguated, analyzed and entities in
those documents can be extracted. For example, searching Vitol on a search
engine can result in different topics from a company to a person. Analyzing
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the returned results by different techniques like documents clustering helps to
refine the retrieved documents and analyze only the ones that are of our inter-
est.



CHAPTER 5

EFFICIENT DEEP WEB CONTENT MONITORING

Given the fast evolving nature of the web, in focused web harvest-
ing, how can one efficiently harvest the changed content?

This chapter is based on [86].

Web content changes rapidly [95, 97]. In Focused Web Harvesting [84] which
aim it is to achieve a complete harvest for a given topic, this dynamic nature of
the web creates problems for users who need to access a set of all the relevant
web data to their topics of interest. Whether you are a fan following your
favorite idol or a journalist investigating a topic, you may need not only to
access all the relevant information but also the recent changes and updates.
General search engines like Google apply several techniques to enhance the
freshness of their crawled data. However, in focused web harvesting, we lack
an efficient approach that detects changes for a given topic over time. In this
chapter, we focus on techniques that can keep the relevant content to a given
query up-to-date. To do so, we test four different approaches to efficiently
harvest all the changed documents matching a given entity by querying a web
search engine. We define a document with changed content or a newly created
or removed document as a changed document. Among the proposed change
detection approaches, the FedWeb method outperforms the other introduced
approaches in finding the changed content on the web for a given query with
20 percent, on average, better performance.
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5.1 INTRODUCTION

Web content is constantly and rapidly changing [21, 31, 35, 95, 97, 137]. This
dynamic nature of web data creates difficulties for users who need to access a
complete collection of documents relevant to their topics of interest. For exam-
ple, as a fan following your favorite idol or a business analyst studying a stock
market, you want to access not only all but also the latest information relevant
to your topics of interest. You need to keep your collection up-to-date over
time.

To monitor data, first, we need a complete coverage for a given topic. To
reach this complete coverage, accessing a crawl of the whole web is an opti-
mum solution. However, accessing such a crawl seems impracticable even for
big companies and governments. As an alternative, focused web harvesting tech-
niques are applicable. We defined focused web harvesting as harvesting all
documents matching a given entity by querying a web search engine in Chap-
ter 4 [84]. For instance, information about “Bernie Sanders”, “Islamic State”
or “Golden Ball Award” are retrieved from indexed data in general search en-
gines or hidden data behind web forms by submitting a stream of queries and
retrieving their returned results. Queries are formed by adding terms to a seed
query with the goal of returning more unique documents with respect to the
imposed limitations by search engines on the number of submitted queries by
a user and the number of returned results he can view [84].

These imposed limitations by search engines also affect having an up-to-
date data collection. Through applying focused web harvesting techniques,
users can collect relevant information to their topics of interest and monitor
its changes over time by re-issuing queries. However, considering the im-
posed limitations by search engines, we need efficient approaches to detect
the changed content on the web without recollecting all the previously har-
vested documents. We need approaches that facilitate efficient re-harvesting
processes. To attain these approaches, we study the applied techniques in
crawlers and big search engines to increase the freshness of their indices. We
also explore their algorithms for detection of changed, duplicate and near-
duplicate pages. We investigate deep web harvesting techniques, especially
focused web harvesting, to find methods applicable in detecting changed con-
tent on the web for a given topic. Based on these studies, we propose ap-
proaches that are based on adapting a query generation mechanism to return
more desirable documents. This work proposes solutions for efficient retrieval
of changed content on the web in the domain of focused web harvesting.



5.2 Literature study 65

Contributions As the first contribution of this work, we study the change
rate of FedWeb data sets from two different years [44]. In this study, we analyze
change rates of 150 websites from 24 categories. As the second contribution,
we study four different methods to find the most efficient approach to retrieve
changed documents on the web that are relevant to a given topic. We test these
approaches on our test search engine and report the results. The results show
that we can improve the retrieved changed content by at least 20 percent by
submitting the same number of queries but the ones that are more likely to
occur in changed documents.

Outlook In Section 5.2, we study the literature for applied methods by gen-
eral search engines to keep their indices up-to-date and increase their index
freshness. We also study the literature for methods to detect changed, dupli-
cate or near-duplicate HTML pages in Section 5.2.4. Section 5.3 discusses the
change rate of websites and their categories. In Section 5.4, the proposed tech-
niques for efficient re-harvesting are introduced. The results of testing these
methods on our test set is presented in Section 5.5 and analyzed in Section 5.6.
Section 5.7 draws conclusions and discusses further future work.

5.2 LITERATURE STUDY

In this section, first, we study applied techniques in web crawlers to update
their local views of the web to reflect changes occurring on the web. From
web crawlers and search engines domain, we explore the applied techniques to
discover new pages, keep their indices up-to-date and detect similar pages. We
also study the web harvesting literature to investigate methods for obtaining
and monitoring deep web data.

5.2.1 Web crawling and focused web harvesting

Search engines use web crawlers to collect pages from the web [31, 61]. In
general, a web crawler starts with a number of initial URLs known as seed
URLs. The corresponding web pages to these URLs are fetched (if robots.txt
file allows) and parsed to extract hyper-links in their content. The web pages
of these hyper-links go through the same process of parsing and extracting.
These steps are repeated until enough URLs to meet crawler’s goals are visited
[31, 61, 114].
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As the web is a huge collection of documents, by the time a web crawler
has finished its crawl, events like creations of new web pages, page content
updates and page deletions have already changed the web content [10]. Ac-
cording to an estimation [114, 138], the surface web currently contains more
than 4.7 billion web pages with an enormous growth in comparison to the esti-
mated 800 million pages in 1999 by Lawrence et al. [95]. In addition to removal
or creation of pages, the change in content of web pages has a very high rate.
The frequency of a web document’s change has been studied in previous works
reporting the change rate of web pages between a day to a year, varying dra-
matically from site to site and object to object [21, 31, 137]. The most popular
objects have higher rates of change with changes that can be modest or signif-
icant [31, 137]. Cho et al. [35] studied how often a page changes over different
domains (e.g. .net, .org, .com, .edu and .gov) [35]. Wolf et al. [137] showed that
23% of web pages and 40% of commercial web pages change daily, demon-
strating how quickly a search engine index gets out-of-date [137].

Dealing with this ever-changing content is a challenging task for search
engines and needs extra network resources [31, 35]. The following section
presents different applied strategies to keep this extra load on network as min-
imized as possible.

5.2.2 Crawling strategies

Different strategies are used for web crawling [106, 114]. In this chapter, we
divide crawlers into two main classes, general crawlers and specific crawlers.
We define general crawlers, also known as unfocused crawlers, as crawlers tar-
geting all pages on the web, while specific crawlers limit the targeting of URLs
based on focusing on a specific domain (domain specific or focused crawlers),
a specific topic (topic specific crawlers), ontology (ontology based crawlers),
even a set of websites (mobile crawlers), networks or a geographical loca-
tion. These crawlers can be distributed or run in parallel to distribute network
loads [106, 114].

To detect changes in web pages, some crawlers apply simple re-visiting
policies like uniform policy (re-visit all pages regardless of their change rates)
or proportional policy (pages that change more are re-visited more) [31]. Al-
though these processes are simple, they add extra network load (too often
changing pages in proportional policy) and consider all pages on the web to
be worth the same.

In a more complex strategy, crawlers apply a selection policy to download
next pages based on a number of different factors like importance of a web
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page, its change frequency, its intrinsic quality, its popularity in terms of links
or visits and even its URL. Some research work focus on modeling the change
frequency of a web page by a poisson process [35], as a renewal process [21] or
as stochastic marked points processes [137].

5.2.3 Deep web harvesting

Recent studies on accessing deep web data mainly focus on harvesting web-
sites requiring form submissions [6, 25, 71, 105], studying the web forms to
achieve an efficient data access approach. For example, Madhavan et al. [105]
investigate how to identify the values and types of different web form fields
and how to efficiently navigate the search space of possible form input com-
binations to avoid unnecessary submissions leading to a more efficient source
sampling process. Although the goal of these studies is not entity focused har-
vesting, the idea of devising different query generation plans in querying a
data source is relevant. These studies focus on the features of forms and, re-
quire additional form analysis and extra domain knowledge.

A deep web data access is mainly performed through query based sampling
referred to as QBS. In QBS, by sending a query to a search engine, the set of
returned results is considered as a sample of documents [19]. To form these
queries, query expansion techniques are applied. Query expansion is the pro-
cess of reformulating a given query with the goal of getting a better query, a
query that is more likely to retrieve relevant documents [30]. One of the query
expansion techniques is pseudo-relevance feedback that assumes that terms in
retrieved documents are useful for expanding the original query. The crite-
ria for selecting these terms can be based on a number of different features of
documents and terms [30].

The idea of monitoring deep web content is discussed in several papers [1,
17, 20, 78, 98] which mostly focus on re-running web data access approaches.
Boncella et al. [20] provide an overview of how monitoring web data can be
useful for competitive intelligence such as detecting cognitive hacking attacks
on companies. Abiteboul [1] also discusses different aspects of monitoring both
surface web and deep web data but without suggesting practical approaches.
None of these studies focus on efficiency in monitoring change in deep web
sources while highly limited resources of harvesting processes impose the need
for efficient techniques.

Recent business applications for monitoring web data such as BrightPlanet
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Deep Web Monitor1 (example of a deep web harvester) and Google Aerts2 (ex-
ample of a surface web monitoring tool) perform similarly based on a regular
re-running of their indexing or harvesting processes. Google Alerts alerts users
for their topics of interest when new results for a given query are added to
Google. Bharanipriya et al. [18] also discusses a number of harvesting tools
that can monitor web pages by following the same principle of regular revisit-
ing.

5.2.4 Changed, near-duplicate and duplicate pages

In comparing pages to detect changed content on the web, we can label pages
either as duplicate, near-duplicate or changed. Two documents with exactly
the same content are referred as duplicate pages. However, in case of small
dissimilarities between their content, they are identical to a remarkable extent
and known as near-duplicate pages. For example, two pages with a few differ-
ent words, different formatting but similar text or some typographical errors,
plagiarized documents, different versions of a document and diverse file types
can be considered as near-duplicate pages [111].

In collections of web documents, different techniques are applied to find
similar pages. Based on the introduced classifications by Manku et al. and
Mudhasir et al. [107, 111], we propose a more comprehensive classification of
near-duplicate detection techniques in Figure 5.1. As shown in Figure 5.1,
near-duplicate detection techniques have different feature sets like URL, text
syntactic, text semantics, structure and connectivity. In URL-based techniques,
instead of page content, only URLs are used to determine if a page is a near-
duplicate. In connectivity-based approaches, linkage structure of the web is
probed to find similar pages. The basic idea is that similar pages have sim-
ilar incoming links [107]. In structure-based techniques, the structural simi-
larities of web pages are studied to identify schemas and templates of pages.
In text-semantic based approaches, page semantics are considered. The text-
syntactic-based approaches focus on analyzing the syntax of a page content. In
this analysis, a document is represented by different feature sets. In Shingles-
based technique, any sequence of k successive words is the feature set. For
example, the k-shingles for “a rose is a rose is a rose”3 [22], with k = 4, are “a
rose is a”, “rose is a rose” and “is a rose is”.

1https://www.brightplanet.com/solutions/deep-web-monitor
2https://support.google.com/alerts
3A sentence written by Gertrude Stein as part of the 1913 poem Sacred Emily.
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Near-Duplicates Detection Techniques

URLText Semantic Structure/TemplateText Syntactic

Anchor Text/WindowPhrasesShinglesDocument 
Vector Model

Connectivity

Figure 5.1: Classification of near-duplicate detection techniques

In a document-vector model, by using traditional information retrieval (IR)
techniques like stop-word removal, stemming, computing term-frequencies,
etc., a document vector is calculated to represent a document. In anchor text,
only the text surrounding an anchor is considered [66]. In Phrases-based tech-
niques, phrases in a page are detected and considered as terms in a document
vector [107].

To apply these techniques on big data collections, crawlers need to com-
press the feature sets for fast comparisons. Mod-p shingles [73], Min-hash for
Jacquard similarity of sets [24], Signatures/fingerprints over IR-based docu-
ment vectors [36,88] and Checksums [122] are among the techniques applicable
for compressing a feature set [107].

To measure the similarity of two feature sets of two documents, different
measurements are applied like Jacquard similarity or Levenshtein distance. In
Jacquard, for two sets A and B, the similarity is defined as |A∩B||A∪B| . In Leven-
shtein distance, the number of inserts, deletes or substitutes of characters, that
are required to change one text into another one, is calculated. For example,
the distance between “sittin” and “sitting” is an insertion of “g” at the end.

Detection of changed content In our experiments, we define two documents
as near-duplicates by computing a Jacquard coefficient with a preset thresh-
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old of 0.9. We fix k as the shingle size. Let Shingles(DocA) be the set of
shingles in DocA and Shingles(DocB) the set of shingles in DocB . We com-
pute Jacquard coefficient through |Shingles(DocA)∩Shingles(DocB)|

|Shingles(DocA)∪Shingles(DocB)| . We extract the
texts from web pages with similar URLs, calculate shingle sets of each docu-
ment and save the fingerprints of shingles. For each pair of documents, if the
Jacquard coefficient does not exceed the predefined threshold, we consider the
pages as changed documents.

5.3 RATE OF WEB CONTENT CHANGE

Literature studies for the web content change [21, 31, 35, 137] mainly focus on
investigating a collection of web pages. Although there are studies investigat-
ing change rates in domains (.net, .org, .com, .edu and .gov), commercial web
pages and publications, we intend to compare change rates of a wide range of
search engines and their topical categories. We want to study the change rates
of different search engines as access points to web data. For our studies, differ-
ent crawls of the web in different time points are required. In our experiments,
we select the FedWeb collection that provides two crawls of 150 search engines
from 24 different categories.

Fedweb The FedWeb data set [44] is designed for research in federated web
search. The authors provide two official TREC versions called FedWeb13 and
FedWeb14. Each version consists of the top-10 search results of sampled queries,
as well as a set of test topics, on about 150 search engines. This allows us to
study the change rates of a wide range of categories and websites. Therefore,
we choose FedWeb for our analysis.

Change definition In our experiments, we define a change on the web as
finding a new URL or a previously visited URL with changed content. If there
is a change only in rankings of returned results for the same queries, submitted
in different times, we do not consider it as a change. We consider this kind of
change more specific to search engines and their ranking algorithms.

5.3.1 Change rate of websites in FedWeb
Demeester et al. [44] crawled around 150 search engines in two different time
points in 2013 and 2014. To analyze the change rate of search engines in Fed-
Web, we analyzed the results for the same queries in both 2013 and 2014 crawls
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and counted the number of new and similar URLs among them. We also in-
vestigated the content change for similar URLs applying Shingle Jacquard tech-
nique. The results of these comparisons are shown in Figure 5.2. This figure
also depicts the number of queries that returned results after their submissions
to search engines and therefore, considered in our evaluation.

As our samples are search engine results, if a returned page for a submitted
query in 2013 is no longer among the returned results for that query in 2014,
there is a chance that page is not changed but not returned due to a different
ranking of results. To reduce the number of these pages and their effects in our
change rate analysis, when comparing results from both years for a query, we
search all the returned documents in 2013 and 2014 instead of considering only
the returned results for that query.

5.3.2 Change rate of categories in FedWeb

FedWeb collections divide search engines into 24 categories covering a wide
range of domains [44]. These categories and the number of websites from each
category are mentioned in detail in Table 5.1. The averaged change rates of cat-
egories with their corresponding minimum and maximum values are depicted
in Figure 5.3.

Table 5.1: Categories count

Category Count
Academic 17

Audio 6
Blogs 4
Books 4

Encyclopedia 5
Games 6
General 10
Health 13

Jobs 5
Jokes 2
Kids 9

Category Count
Local 1
News 12

Photo/Pictures 13
Q&A 7

Recipes 5
Shopping 9

Social 3
Software 3

Sports 7
Tech 8

Travel 2
Video 14
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Figure 5.3: Change rates of categories in FedWeb

5.3.3 Change rate analysis

Figures 5.3 and 5.2 show that a change rate differs from website to website
and category to category. Although some categories are not thoroughly rep-
resented in the FedWeb collection (refer to Table 5.1), we can still draw some
conclusions. As shown in Figure 5.3, some categories like Jobs, Tech, Shopping,
Sports and Blogs show near 100 percent change while websites in Travel and Kids
categories observe much less changed content but still more than 40 percent.

Among the analyzed search engines in Figure 5.2, the websites in Shopping,
Technology, Software, Entertainment and News categories are always among
the top changing collections. One of the websites with the lowest change rate is
a university electronic prints. The reason behind the observed low change rate
of this website can be either not maintaining the website, no new publications
for the test queries or the small size of the website which makes it less likely to
get new results for the queries.

To conclude, we can claim that content of FedWeb collection changed, on
average, around 70 percent as shown in Figure 5.2. However, the change rate
differs substantially per domain and website as shown in Figures 5.2 and 5.3.

5.4 SOLUTION FOR WEB CONTENT MONITORING

As the first step to monitor web content changes, in focused web harvesting,
we need a complete collection of relevant documents at hand. We use the in-
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troduced Comb.LB-FB method in Chapter 4 to collect the first set of relevant
documents. Comb.LB-FB is an efficient approach for focused web harvesting
based on using a predetermined list of words and extracted content from pre-
vious query search results.

After a predetermined time, set to two weeks in our experiments, we per-
form the second harvest. We re-harvest documents with the same queries to
have a baseline for detecting changes. This second re-harvest is called Second-
Crawl in our experiments. As mentioned in Section 5.3, we define a changed
document as a document with changed content compared to its previously re-
trieved version or a completely new retrieved document. Based on this defini-
tion, we detect and count the changes documents in SecondCrawl. We compare
the content of two pages based on the discussed Shingle-Jacquard technique in
Section 5.2.4.

In this work, our goal is to implement approaches that detect and harvest
changed pages efficiently. Our proposed approaches are based on expanding a
seed query (given entity). To expand a seed query, we favor terms that, in gen-
eral, generate fewer duplicates and bigger samples and result in more changed
and fewer unchanged pages. To find these terms, we focus on approaches
inspired by pseudo-feedback methods for query expansion. In this method,
the extracted content from previously retrieved documents is the source for a
query generation process. Therefore, we employ different strategies such as
analyzing the extracted content of returned results by a search engine and also
lists of words from external corpora to expand a seed query. The proposed
approaches are discussed in the following sections.

5.4.1 Most frequent from new documents

In this method, the terms to form queries are selected from the content of previ-
ously retrieved pages. From these retrieved pages, the ones that are detected as
changed pages are used for terms selection. Among the extracted terms from
these changed documents, we select the terms with higher frequencies as they
increase the chance of returning more results and therefore, bigger samples.

This method submits a seed query to a test search engine and detects the
changed documents. The most frequent word in those changed documents is
selected to be added to a seed query. The final step is submitting this formed
query to a search engine. With the new results obtained from this query sub-
mission, these steps are repeated and new queries are formed and submit-
ted. For example, for the given entity “PhD Comics”, the term “graduate”
appears as the most frequent term in returned changed documents. The next
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step is submitting “PhD Comics”+“graduate”. This approach is called Most-
Freq method.

5.4.2 Least frequent from new documents

The LeastFreq approach performs on the same basis of MostFreq but instead of
selecting the most frequent terms, the least frequent ones are selected to refor-
mulate queries. These least frequent terms have higher chances of reducing
duplicates among changed documents.

5.4.3 Combined list and feedback from new documents

The most and the least frequent terms represent extreme cases of increasing
chances of having either bigger samples or fewer duplicates. To reach a bal-
anced approach, we need to determine a specific frequency between these two
extreme cases for a term selection.

To do so, through Equation 5.1, with the size of a search engine sizeSE and
the number of matching documents to a seed query |RColl|, we can calculate a
frequency |SampleQ| to select terms from an external corpus. If the search en-
gine size is unknown, we can estimate its size through approaches introduced
in Chapter 3 [81]. For further information about this equation, you can refer to
Equation 4.3.

|RColl ∩ SampleQ|
sizeSE

=
|RColl|
sizeSE

× |Sample
Q|

sizeSE
,

where |RColl ∩ SampleQuery| = l −→ |SampleQ| = l × sizeSE

|RColl|
(5.1)

For example, with sizeSE = 109 as the size of a targeted search engine, 5×
108 as the number of English documents in an external corpus (e.g. ClueWeb09),
l = 100 as the number of returned results that can be accessed and |RColl| =
4 × 105 as the number of matching documents to a given seed query, through
100
109 = 4×105

109 ×
freq
5×108 , =⇒ freq = 125000 in which freq represents the fre-

quency used for selecting terms from an external corpus [84].
The suggested approach calculates a specific frequency and creates a list

of terms with this frequency from an external corpus (a list-based approach).
Then, the terms from this list that also appear in the previously retrieved con-
tent (feedback-based approach) are selected to expand a given seed query [84].
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To apply this approach to retrieve changed documents, instead of selecting
terms from the previously retrieved content, a term is used for query reformu-
lation if it appears in the changed content and it is also present in the extracted
list from an external corpus. This technique is called Combined approach.

5.4.4 FedWeb
In FedWeb method, we analyze different versions of crawls of the web collected
in different time points. The goal of this analysis is to detect changed doc-
uments and find the list of most representative words of this set of changed
documents. We analyze two different versions of FedWeb collection to find a
list of words that are more common in changed documents than unchanged
ones. To expand a seed query in FedWeb approach, we choose a term from
a list of words that are representatives of the changed documents in FedWeb
collection.

To find a list of the most representative terms for changed documents, we
apply a Transformed Weight-normalized Complement Naive-Bayes (TWCNB) clas-
sifier [124], implemented by Mahout [54], that seeks to maximize term weights
on the likelihood that they belong to one class and do not belong to other
classes [124]. In this classifier, documents are represented as vectors. The set
of these vectors is shown as ~d = ( ~d1, ..., ~dn). Each document vector ~d1 has a
label yi. For any document in this set, dij is the count of word i in document
dj . By defining a smoothing parameter α for all words in the vocabulary and
applying TF-IDF transformation and L2 length normalization, we can assign
each term with a corresponding weight as shown in the following steps [124].

As the fist step, TF and IDF transformations and L2 length normalization
of ~d are calculated by applying formulas in Equation 5.2. In Equation 5.2, i and
m are counters for terms and j and k represent document numbers. In this
equation, we define δij as 1 if word i occurs in document j and 0 otherwise.

TF(dij) = log (dij + 1) (TF transformation) (5.2a)

IDF(dij) = TF(dij)(log
n∑n

k=1 δik
) (IDF transformation) (5.2b)

LN(dij) =
IDF(dij)√∑t

m=1 (IDF(dmj))
2

(Length normalization) (5.2c)

As the second step, to train a classifier for (~d, ~y), ~y = (y1, ..., yn), we calculate
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the weight wci of term i for label c, as shown in Equation 5.3. In this equation,
α is the smoothing parameter and is set as

∑t
i=1 αi with αi = 1 for all words.

θ̂ci is the estimated probability that term i occurs in class c and do not belong
to other classes.

θ̂ci =

∑n
j:yj 6=c dij + αi∑n

j:yj 6=c
∑t
m=1 dmj + α

(5.3a)

wci = log θ̂ci (5.3b)

wci =
wci∑
i|wci|

(Weight normalization) (5.3c)

To train this classifier, we need documents with assigned labels. We de-
fine two changed and unchanged labels. We compare the content of docu-
ments through Shingle-Jacquard text comparison technique, described in Sec-
tion 5.2.4. Based on the results of these comparisons, documents are assigned
with changed or unchanged labels. In our experiments, this step resulted in
45352 documents in changed and 45217 in unchanged classes. Using this set of
documents with assigned labels, we can perform the training task. Our trained
classifier had an accuracy of %86.91. When the training is done, the classifier
calculates the list of representing terms for each category [124]. In these calcu-
lations, we assign the smoothing parameter α as 1.

After calculating these weights for all the terms in documents that belong to
the changed documents category, the terms are ordered based on their weights.
The top terms of this list are used to form queries to retrieve changed docu-
ments in our experiments. This method is referred as FedWeb approach.

5.5 EXPERIMENTS AND RESULTS

In our experiments, we run the proposed approaches on a test search engine to
detect changed documents based on our change definition.

5.5.1 Experiments settings

We test our approaches on a real search engine. In these experiments, Google
is considered as our test search engine. We believe Google is one of the most
representative collections of the web including a wide range of domains and
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many entities. Although we target Google, there is no limitation on applying
these approaches on other websites as far as they provide keyword-search.

Entities test set In our experiments, around 30, 000 queries were submitted
to download information for four different entities (“Vitol”, “Ed Brinksma”,
“PhD Comics”, and “Fireworks Disaster”) for the first round. These entities
represent diverse types; Company, Person, Topic and Event. In addition to
difference in type, we cover entities with the estimated numbers of matching
results ranging from 2 × 104 to 5 × 105. These numbers are based on Google
search estimates of matching documents.

Evaluation metric To assess approaches for returning changed documents,
we need a metric that considers the differences in numbers of matching doc-
uments and change rates of entities. To do so, in Equation 5.4, we average
the percentage of changed documents that a given approach Appr. returns for
all the entities through dividing the number of returned changed documents
by that approach for an entity E, CDocsAppr.Ei

, by the total number of found
changed documents for that entity TotalCDocsEi . This division is repeated
for all the entities in the test set and averaged.

Evaluate(Appr.) = 100×

|TestSet|∑
i=1

|CDocsAppr.Ei
|

|TotalCDocsEi
|

|TestSet|
(5.4)

5.5.2 Results
In this section, the results of applying the introduced approaches in Section
5.4 to the test entities (Section 5.5.1) are presented. To establish a compari-
son baseline, we send the exact same queries from the previous crawl after
two weeks and refer to it as SecondCrawl. The idea is to see the amount of oc-
curred changes on the web for the exact same information needs. In Figure 5.4,
the performances of all the introduced approaches in Section 5.4 in retrieving
changed documents are compared. In this figure, for each submitted query, the
defined evaluation metric in Equation 5.4 is calculated for all the approaches.
This equation averages performances of an approach over all the entities for
each query submission. For each query, the number of retrieved changed doc-
uments from all the previously submitted queries, up to and including that
query, is divided by the total number of changed documents accumulated for a
given seed query (test set entity) through all harvesting tasks. This is calculated
for all the entities and averaged. This average is defined as the performance of
an approach in retrieving changed documents for all the tested entities. As
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Figure 5.4: Performance of all the suggested approaches in returning changed
documents for all test entities calculated through applying Equation 5.4

shown in Figure 5.4, FedWeb approach outperforms the other approaches by
at least 20 percent more changed documents retrieval. In following, we discuss
the reasons behind this performance and mention our findings.

5.6 ANALYSIS

To retrieve more changed documents, an approach is successful that can form
queries that can return not only more changed documents but also fewer du-
plicates among these changed documents. To study this hypothesis, Figure 5.5,
in 4 sub-figures, compares the generated samples by all the approaches.

Figure 5.5a shows the sizes of the generated samples by each one of the
applied approaches to collect changed documents. In Figure 5.5a, FedWeb and
MostFreq approaches produce big samples represented by points on the top
area of the figure while the points representing LeastFreq. approach are more
present in the bottom area of the figure which means producing small samples.
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Figure 5.5b shows the number of duplicates among the generated samples. If
the representing points of an approach are in the top area of Figure 5.5a and
the bottom area of Figure 5.5b, the approach retrieves more unique documents.
We repeat the same analysis on the samples but for the changed documents.

Figure 5.5c shows the number of changed documents retrieved in each sam-
ple. As it is shown in this figure, FedWeb and MostFreq approaches return the
most number of changed documents in the samples. Figure 5.5d shows the
number of duplicates among these changed documents. The maximum num-
ber of duplicates among changed documents is observed in generated sam-
ples by MostFreq technique. Although FedWeb produces more duplicates than
LeastFreq and Combined methods, it performs better than MostFreq approach.
If the representing points of an approach are in the top area of Figure 5.5c and
the bottom area of Figure 5.5d, the approach retrieves more unique changed
documents. Figures 5.5c and 5.5d show that FedWeb makes a better trade-off
between bigger samples and fewer duplicates.

As shown in Figure 5.5, FedWeb is the best performing method in retrieving
more unique documents considering Figures 5.5a and 5.5b. We also show in
Figures 5.5c and 5.5d that FedWeb approach outperforms other approaches in
returning not only more documents but also more unique changed documents.

In FedWeb technique, we send a representative set of words from changed
content in FedWeb data collection. From the observed results in Figure 5.4, we
can claim that these words are good representatives of changed content. In
addition, Figure 5.5 shows that these selected terms have frequencies that suits
the best to reach a trade-off between more documents and fewer duplicates.

As our samples are search engine results, if a page for a submitted query
in our first harvest is no longer among the returned results for that query in
our next harvest, there is a chance that page is not changed but not returned
due to a change in ranking of results. To reduce the number of these pages and
their effects in our results, while comparing pages, we consider not only the re-
turned results for one query but also all returned documents in all the harvests.
However, we noticed that if the first harvest for an entity does not reach a com-
plete or high coverage on all the relevant documents, there is a higher chance
of having such documents that are not changed but just absent in previous har-
vests. For such entities, approaches like LeastFreq. lead to better performance.
In LeastFreq. approach, we submit queries formed by adding the least frequent
terms among the already retrieved documents to a seed query. As these terms
are less frequent, they return documents less likely to be covered by other ap-
proaches in previous harvests. From the results for each entity, we also noticed
that change and its rate are subjective to each topic and domain. Although we
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(a) Samples sizes (b) Duplicates in samples

(c) New documents in samples (d) Duplicates among changed documents

Figure 5.5: Performance of different approaches for “Fireworks Disasters” entity

noticed differences among the number of retrieved changed documents for dif-
ferent entities in the test set, FedWeb approach was always the top performing
method in returning more unique changed documents. As another finding of
this work, we noticed a big change in the top-100 returned results by Google.
In SecondCrawl, we submitted the exact queries to Google and faced, in av-
erage, around 50 percent difference among the returned results in a period of
two weeks.

5.7 CONCLUSION AND FUTURE WORK

The main goal of the study in this chapter was to find efficient approaches to
monitor web data for a topic of interest over time. In an ever-changing en-
vironment, devising efficient methods that can detect and retrieve changed
web data for a given topic, from search engines imposing access limitations,
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is a challenging task. To address this challenge, we proposed four different
approaches to efficiently harvest changed documents matching a given en-
tity by querying a web search engine. Among these approaches, FedWeb ap-
proach outperformed the others. FedWeb, which is based on a set of repre-
sentative terms of changed documents in FedWeb data collection, produced
more unique changed documents while tested on the tested search engine and
entities. This approach performed the best, with at least 20 percent difference
from the other tested approaches, in returning more unique changed docu-
ments with the same number of queries.

In this work, we also analyzed FedWeb collection to study change rates of
different search engines and categories. We showed that FedWeb collection
changed in average 40 percent across different websites. We also noticed that
this change is highly subjective to domains and categories and varies from do-
main to domain. Our findings correlate with the results in previous literature
studies where web data change rate is subjective to domains and topics [31,137]
and showing the web is dynamic and changing rapidly. This change rate infor-
mation is important for choosing the best time to re-harvest data sources to get
new information for a given topic.

In general, the results of this investigation show that monitoring web data
in focused deep web harvesting can highly benefit from adapting query gen-
eration mechanisms to detect and retrieve changed content efficiently. We
showed that instead of re-running harvesting processes, with a well-designed
strategy, more changed documents can be retrieved with the same costs which
is important in an environment of access limitations and limited resources.

Future work In this work, we investigated the effects of the frequency of
words, presence of a word in retrieved documents and representative terms
of changed documents in selecting the terms to form the best next query to
submit. In addition to these factors, we consider a number of issues such as
dependency of a query candidate to all previously submitted queries or fur-
ther analysis of returned results by applying techniques such as entity extrac-
tion, entity disambiguation and text parsing, as important factors that need to
be studied as future work to reach more efficient change detection techniques.
As another future work, while we chose FedWeb collection which focuses on
search engines in this work, we can consider ClueWeb or Common Crawl data
collections. By analyzing two different versions of a large web crawl, we can
either assign weights to websites representing their corresponding numbers of
changed pages or train a classifier for terms and changed documents. Either
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through these weights or the classifier, we can select terms to expand a given
seed query to form queries that can predict changes more accurately and effi-
ciently.



CHAPTER 6

DESIGNING A GENERAL DEEP WEB HARVESTER BY

HARVESTABILITY FACTOR

What are the key features to consider while designing and
developing an access approach that can be applied to a
wide range of websites, domains and tasks? How can
we compare the performances of different web harvesters?
How can we measure to which extent a website can be har-
vested? What is harvestability factor and how can it help
to answer these questions?

This chapter is based on [82, 85].

To make deep web data accessible, harvesters have a crucial role. Targeting
different domains and websites enhances the need of a general-purpose har-
vester that can be applied to different settings and situations. To develop such
a harvester, numerous issues should be considered. To have all the influential
features in one big picture, a new concept called harvestability factor (HF), is
introduced in this chapter. HF is defined as an attribute of a website (HFW ) or a
harvester (HFH ) representing the extent to which a website can be harvested or
a harvester can harvest. The comprising features of these factors are features
of different websites or harvesters. These features are gathered from literature
or introduced through our experiments. In addition to enabling designers of
evaluating where they products stand from the harvesting perspective, HF can
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act as a framework for designing harvesters. Designers can define a list of
features and prioritize the implementations of those features. To validate the
effectiveness of HF in practice, we show how the features of HF can be applied
in categorizing deep websites and how this is useful in designing a harvester.
To validate HFH as an evaluation metric, HFH is calculated for HarvestED, our
developed harvester, and import.io, a commercial harvester. The results show
our developed harvester is more successful for the targeted test websites by
scoring 14.8 out of 15.

6.1 INTRODUCTION

Through targeting different domains and websites in Chapters 3, 4 and 5, we
noticed the importance of a general-purpose harvester that can be applied to
different settings and situations. To develop such a harvester, a number of is-
sues like business domain, targeted websites and harvesting goals should be
considered. Different business domains and goals can demand diverse require-
ments from deep web access approaches. In some domains, a few big databases
are the main sources of data and in others, data is scattered through many web-
sites. The latter makes it more desirable to have an approach with no need of
extra configuration or at least, a minimal configuration effort for each website.
The goal of a harvesting task is also important [71]. If the goal is to extract all
data and a harvester downloads the data partially, the harvesting task is not
considered successful. However, this can be a success story if the goal is just to
obtain a representative set of data [71]. In addition to the targeted domain and
the harvesting goal, features of deep websites have great impacts on a deep
web access approach. Different website features, from graphical interface to
back-end designing and developing techniques, play an important role. If a
website is written in Flash, as a Java applet or a simple HTML page, it makes
a big difference for designing an access approach [5]. Without a well-defined
list of features affecting harvesting tasks, having a general deep web access
approach seems far from reach.

Contributions As our main contribution in this chapter, a new concept called
harvestability factor (HF) is introduced. This concept enables designers of web-
sites and harvesters to evaluate where their products stand from a harvesting
point of view. Through this concept, we also put all the important features
in harvesting deep websites in one big picture. This overall view provides
a guideline for designing general deep web harvesters trying to cover all the
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features from different aspects. Some of these factors are mentioned in the liter-
ature and the others are discovered through our experiments. Having all these
features in one big picture, we also evaluate their importance in harvesting
processes. This helps to have a better strategy to implement a harvester. Defin-
ing the importance of each feature helps to prioritize the implementations of
features.

Outlook In Section 6.2, harvestability factor (HF) is introduced. After dis-
cussing related work in Section 6.3, Section 6.4 introduces the features of HFW
which are also applied for categorizing deep websites. In this section, all the
features of deep websites that affect a harvesting process are introduced and
deep websites are categorized accordingly. In Section 6.5, the features of HF for
a harvester are defined. All the general and detailed requirements for design-
ing a general-purpose deep web harvester are also discussed. The different ap-
proaches applied in the literature to meet these requirements are also explored.
Having mentioned all the necessary requirements in Section 6.6, as examples
of a deep web harvester, our designed harvester HarestED and a commercial
harvester import.io are discussed. With using these example harvesters, HF as
a design framework and HF as an evaluation metric are validated. Finally, Sec-
tion 6.7 draws conclusions and suggests future work.

6.2 HARVESTABILITY FACTOR

To formalize all issues affecting a deep web data access approach, a new con-
cept called harvestability factor (HF) is introduced in this chapter. Although in
a harvesting process, the roles of both harvester and website are intertwined,
separate definitions are required by designers of websites and harvesters for
better understanding of harvesting processes. Hence, HF is defined as an at-
tribute of a website or a harvester representing the extent to which, consecu-
tively, a website can be harvested (HFW ) or a harvester can harvest (HFH ).

The HF of a given harvester h is calculated through Equation 6.1. In this
equation, we differentiate between a general feature (gf) and a website feature
(f ). General features are discussed in more detail in Section 6.5. For general
features, we include the harvester performance for each feature while for web-
site features, we multiply the harvester performance by the importance of a
feature. In Equation 6.1, the importance of a feature is shown by Crf and Cof .
Crf shows how critical a feature is for a harvesting process and how much in-
formation you can still get from web pages if your harvester doesn’t support
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that feature. Cof represents how often the feature f is used in the targeted do-
main. Harvester performance hp is represented through harvester failure Fa
and calculated through Fa = 1 − hp. Fa shows how well a harvester can han-
dle a feature. For example, a given harvester can detect XPaths1 for more than
50 percent of the cases correctly. However, this 50 percent failure leads to a data
loss of 75 percent. Therefore, for this feature, the Fa of the harvester equals 50
percent while CrxpathDetection is 75 percent. In Equation 6.1, n is the number
of website features and k represents the number of general features.

HFH(h) =

n∑
i=1

(1− (hFafi
× Crfi × Cofi )) +

k∑
j=1

(hpgfj ) (6.1)

In Equation 6.2, HFW is defined for a website considering the discussed
features in Section 6.4. In this equation, given a website w, the averaged per-
formance of all the tested harvesters for each feature of w is multiplied by the
importance of that feature. n is the number of features and m is the number of
considered harvesters. In this equation,wpfi represents the absence or presence
of a feature in a given website.

HFW (w) =

n∑
i=1

(1− (wpfi × (
1

m

m∑
j=1

(hjFafi
))× Crfi)) (6.2)

Assigning accurate values to the mentioned weights and features in these
two equations is beyond the scope of this chapter and considered as future
work. However, in Section (6.6), by using simple methods to assign values to
these parameters, it is shown how these equations can help to evaluate har-
vesters and websites. In this chapter, we try to cover all aspects of the intro-
duced HF, such as business domain, harvesting goal, harvesters features and
websites features, to suggest a design guideline for a harvester.

6.3 RELATED WORK

In this chapter, we target two issues regarding HF. First, we study HF as a
harvester design framework and secondly, we investigate HF as an evaluation
metric for websites and harvesters. Since the introduction of the deep web,
there have been several attempts to give access to this part of the web and

1XPath uses path expressions to navigate through elements and attributes and select nodes or
node-sets in an XML document.
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improve the existing approaches [14, 74, 91, 105, 116, 123, 136]. In all these ap-
proaches, the focus is on harvesters rather than websites. They try to improve
the performance of a harvester by applying new techniques. Although this is
essential but it is not enough. In this work, we believe that improving effi-
ciency, scalability, robustness and other requirements of harvesters is not pos-
sible without having all the affecting factors in one big picture. Introducing HF
is the first step in this direction. HF helps to study not only harvesters but also
a target domain and the features of websites in that domain while designing a
harvester.

Evaluate and compare harvesters Studies in the literature about comparing
and analyzing web harvesting tools [72, 76] mainly focus on a limited number
of aspects such as capability in dealing with different data formats, capability
to record the extracted data, user friendliness, price in market, export formats,
ability to manage the anonymous scraping and multithreading. However, in
this study, in addition to these features, a more detailed and comprehensive set
of features are introduced. Despite others, we provide a mechanism to assign
a number to each harvester considering a wide range of general and detailed
features.

6.4 FEATURES OF THE HARVESTABILITY FACTOR OF

A WEBSITE

In this section, the features of websites that can influence harvesting processes
are studied. The role of each feature in defining HFW is also mentioned. These
features are also applied for categorizing deep websites from the harvesting
perspective.

6.4.1 Web development techniques

A number of applied techniques in developing and designing websites and
web pages create challenges for harvesters. These techniques are usually ap-
plied to add interactivity to web pages and improve site navigation. In follow-
ing, a list of such techniques is presented.
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1- Embedded scripting languages in HTML pages

Embedded scripts in HTML pages can change content of a page based on
changes in page environment such as user action or time. Embedded scripts
in HTML pages can make content in layers either shown or hidden based on a
user action. The embedded scripts can even build HTTP requests to fill out and
submit a form dynamically. Client-side scripts can manage HTML layers, per-
form redirections, dynamically generate navigations like pop-up menus and
create hidden anchors [5, 49]. These changes may prevent harvesters to ana-
lyze a page as it is shown to users.

2- Session management mechanisms

A session management mechanism in a server keeps track of transactions with
users. Based on the transactions history of a client and information on client
resources, a server can change the services that it provides to users. For har-
vesters, in later access to documents or in distributed crawling, as user envi-
ronment may change or the session may expire over time, session management
mechanism can cause problems for harvesters [5].

3- Complex URL redirections

URLs are redirected for a number of different reasons such as handling simi-
lar or moved domains, manipulating search engines or visitors and shortening
URLs. This means different responses, which might result in different pages,
are given to a browser request. These redirections happen automatically or
manually. Automatic redirections are initiated on either server-side or client-
side. It is easier for harvesters to deal with redirections handled on server-side
unless it is a never ending redirection loop (not loading any page) or a redirect
chain that may take longer than expected to reach a final page [5]. Handling
redirections initiated by embedded scripts in page content is a completely dif-
ferent story. Refresh meta tag in HTML, JavaScript redirections and frame redi-
rections are examples of these user-side redirections.

4- Applets or Flash code

If Flash or Java applet are used for designing all pages in a website, it is almost
impossible for harvesters to access its content without running an expensive
analysis. Nowadays, web designers avoid these practices to make sure their
sites are on good terms with crawlers. If only the welcoming page is designed
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by Flash or Java applet, it becomes easier for harvesters. Of course, application
of Flash in advertisements has no effect and is ignored.

5- Frames

Existence of HTML frames in pages may also create difficulties for harvesting
processes. Detecting the right frame that contains the page content in a multi-
frame page is one of the problems.

6- HTML coding practices

For harvesters relying on tags, attributes and presentation features, HTML
code practices are important. Having bad-written HTML code (e.g. unclosed
tags) causes problems in analyzing the HTML tree of a page and therefore,
failure of harvesters in extracting data. Lacking well-defined IDs, classes and
other explanatory attributes for items creates difficulties for harvesters and
makes them prone to mistakes. Being consistent in coding practices for all
pages and data items is also important. For example, if IDs are used for items, it
should be the case for all of them or at least a defined set of items (e.g. different
categories). In some cases, items from the same category, even with the same
presentation template, have small differences in HTML codes behind them.
This inconsistency can mislead harvesters.

6.4.2 Website policies

1- Search policies

Query interfaces Web interfaces are classified as keyword-based, form-like,
browsing or a combination of them [144]. Each one of these interfaces im-
poses a different set of requirements for harvesters. For example, in a form-like
search interface, information on attribute-value bindings and accessing prede-
fined lists of values for attributes are helpful for harvesters in selecting queries
to send to search engines. Detecting interfaces and recognizing different fea-
tures of web forms are also helpful for harvesters. For example, if a query in-
terface enables searching by industry domain, region or time, a harvester can
use these features to perform more efficiently.

Indexing policies For harvesters targeting websites with search possibility,
knowing about the indexing policies is important. For example, if stop words
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are indexed in a website, sending a stop-word query is one of the most reli-
able options to have results. Also, if there is no limitation on browsing through
search results, sending only one stop-word results in a high coverage. In addi-
tion to indexing policies regarding stop words, it is important to know which
parts of data are indexed. For example, if only page titles are indexed, select-
ing next queries from data in all sections of pages may return no results. In
Chapters 3, 4 and 5, where we chose terms to form next queries from already
retrieved results, we experienced the effects of such policies.

Search queries and algorithms Websites do not necessarily follow similar
principles in replying to a submitted query. In some cases, stop words are
removed from search queries, query phrases are treated in different ways (con-
sidered as an AND phrase or an OR phrase) or the number of returned results
shown to users is different. There may be even differences on additional in-
formation provided in reply to a query such as statistics on search results and
the number of found relevant documents. There are also websites posing lim-
itations on the number of queries a client can send. In Chapters 4 and 5, we
extensively discussed the results of such limitations on harvesters.

Navigation As a common practice in designing websites, a query is sent,
search results are displayed and by following each one of those returned re-
sults, a detailed page is presented. However, there are websites that return a
list of categories for a submitted query. Following each one of those categories
can end up in another subcategory. This difference in navigation from search
results to detailed pages makes it difficult for a harvester to realize that a re-
turned result is a category instead of a detailed page.

2- Security, privacy and legal policies

Answering this question is one of the first steps in a harvesting process: “is it
legal to access data, store it and present it to users?”. It is also important to
check if credentials are required by a website to access its content. To follow
the privacy policies, it is also important to consider the terms of services of
a website. Some websites use Robots Exclusion Protocol giving instructions to
web robots in a file named Robots.txt. In case of the existence of such a file, its
instructions should be considered. Not all websites welcome bots (harvesters
or crawlers) with open arms. Through traffic monitoring, bot identity decla-
ration or real person declaration techniques like a CAPTCHA, websites can
detect bots and use various measures to stop or slow them down. Blocking an
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IP address, disabling a web service API, commercial anti-bot services or using
application firewalls are some of these measures. It is also important to note
other privacy policies of a website like policy on disclosing aggregate informa-
tion for analytic purposes by owners of websites.

6.4.3 Data and content

1- Type and format of residing data in data sources

Deep websites are categorized into two groups based on their content [71]:
structured data (e.g. almost all shopping websites with products as entities,
movies sites, jobs listings, etc.) and unstructured data (e.g. textual content,
GPS traces, etc.). Pages from these groups have different characteristics that
can affect the performacne of a harvester. This differentiation defines which
harvesting techniques (discussed in Section 6.5.2) are suitable for harvesting a
page from each one of these groups. For text, applying a natural language pro-
cessing technique is a better option while for a structured page, HTML-based
harvesters end up in better results. It is important to know about different data
file formats (e.g. PDF, image or video files). Different data formats need differ-
ent handlers to download them. If this is not considered by harvesters, they
fail in extracting data.

2- Data layout

To harvest data from structured pages, different data presentations affect har-
vesters that depend on presentation features of data items. Different data items
in a website can be presented in different ways. For example, shoes are pre-
sented differently from books. Even data items of a same category can be pre-
sented differently based on their features (history books vs. fiction books). If
these data presentation differences are not known to a harvester, it uses the
same algorithm to extract all data. This results in extracting none or undesired
information. Structural variations on data presentation must be tolerated by
harvesters and treated accordingly.

3- Data type formats

For harvesters relying on ontologies and text patterns for extracting data from
detailed pages, it is important to investigate how they can affect a harvesting
process. Committing to one ontology and following same data patterns for
same concepts make the configuration and design of a harvester much easier.
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For example, if all the dates mentioned in a website follow the “dd-mm-yyyy”
format, a harvester can easily be configured to extract all the dates. However,
for example, if address format is not the same for all the addresses in a website,
it adds complications to the harvester configuration and might result in no data
or undesired information extraction.

4- Information of a data item is scattered in different pages

Some search engines return the relevant information to a submitted query
not in one page but scattered among a number of pages. In these cases, the
general information about the query is presented in one page. However, for
more detailed information, users should visit some other links accessible (only)
through this detailed page (you need to go to the detailed page and then browse
through the tabs or links to access the information you want). Finding these
links and extracting information from them is a challenging task for harvesters.

5- Providing semantic annotations (metadata)

A page may include metadata or semantic markups and annotations. Annota-
tions may be embedded in pages or organized into a semantic layer [53] stored
and managed separately from web pages. Extracting data schema and retriev-
ing instructions from this layer before scraping pages can help harvesters to
perform more accurately and efficiently in extracting data.

6- Website content language

For harvesters that perform based on parsing the content of web pages like us-
ing data patterns, knowing about the language of a website and being capable
of dealing with that language are necessary. Dealing with Chinese language
needs different configurations than English or Farsi languages. Having differ-
ent languages in the targeted websites also causes difficulties for harvesters.

6.5 FEATURES OF THE HARVESTABILITY FACTOR OF

A HARVESTER

As mentioned in Section 6.1, designing a deep web access approach is highly
affected by business domains, websites and harvesting goals. In the previous
section, we studied the features of websites as a set of features affecting HF.
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The ability of a harvester in dealing with each one of these mentioned website
features is included in defining HF for a harvester. In addition to this set of
features, there are a number of general requirements that should be met by a
harvester. This set of general requirements is introduced in Section 6.5.1. The
performance of a harvester for these two sets of features is considered to define
the HF for a harvester. To evaluate the harvester performance for each one of
these features, we need to have more information about the applied techniques
in harvesters. Therefore, Section 6.5.2 is dedicated to define these methods and
techniques.

6.5.1 General features

Every general-purpose harvester, regardless of its goal and its targeted domain
and websites, should meet a set of requirements that are important in all har-
vesting processes. Being automatic or running with minimal configuration is
one of these requirements. Being scalable (applicable to many websites), inde-
pendent (of business domain, technology, etc.), efficient (with the least possible
number of queries, harvests the most possible amount of data), easy-to-use (con-
figuration and settings should be easy for users) and resilient-to-change for both
the website content and its presentation are other general requirements that
should be considered in evaluating the performance of a harvester.

The robustness of a harvester is also important in a harvesting process. It
enables harvesters of doing an uninterrupted harvest as they can detect and
resolve issues like IP-based blocking and websites failures. A harvester should
be capable of providing information or, if required, firm guaranties about the
amount of reached coverage in harvesting the targeted websites. The size esti-
mation of deep websites and also defining a stop condition for a harvesting
process can help to achieve this capability, as discussed in Chapters 1 and 3.

For harvesters with the goal of monitoring the content of pages on the web,
it is important to keep the harvested data up-to-date. This implies that har-
vesters should be capable of detecting new and deleted content on the web.
The following section studies the applied methods in harvesters and how they
affect the HFs of a harvester.

6.5.2 Harvesting techniques

To access data behind web forms, various harvesters are suggested in the lit-
erature [14, 74, 91, 105, 116, 123, 136]. The differences among these harvesters
originate from different sources, from applied techniques to main harvesting
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goals. In this section, we categorize harvesters based on the applied techniques
and tools to meet the introduced requirements in Sections 6.5.1 and 6.4. This
categorization helps to understand why a harvester is successful for one web-
site and not for another. It also helps to evaluate the harvester performance
for a website even before applying it in practice. If we know harvesters from
a category fail in harvesting websites with a specific feature, we can predict
the performance of a harvester from that category for a given website with the
same feature.

This categorization is based on the proposed taxonomy by [91].

1. HTML-based harvesters HTML-based harvesters rely on a set of different
features of the HTML code of a document [40, 75, 87, 135, 141]. To ana-
lyze the HTML structure of a page, the page is translated into a parsing
tree. This translation can be performed by using browser controls (like
browser controls of Internet Explorer) to parse web pages into Data Object
Model (DOM) trees. Then, by running a number of predefined extraction
rules on the tree, the data is extracted.

2. NLP-based harvesters NLP-based harvesters [55, 112, 118] apply different
Natural Language Processing (NLP) techniques such as filtering, part-
of-speech tagging and lexical semantic tagging for building relationships
among sentences, their parts and phrases. From these extracted relation-
ships, a number of extraction rules can be derived. These rules are based
on syntactic and semantic constraints and help to identify the relevant
information within a document.

3. Machine learning based harvesters These harvesters [90] rely on a given set
of training examples to derive a number of extraction rules. In these tech-
niques, rather than relying on linguistic constraints found in a web page,
rules are based on features of the structure of pieces of data.

4. Modeling-based harvesters In modeling-based harvesters [2, 42, 125], a data
model is defined. In this data model, a number of objects, their properties
and relationships are defined. Based on this data model and its modeling
primitives, points of interest are located in web pages.

5. Ontology-based harvesters In ontology-based harvesters [50], the extraction
process is based on data and not the presentation structure. These har-
vesters need a specific domain ontology. Through domain ontologies,
the relevant concepts to a particular topic or area of interest are defined
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and made available for harvesters. Ontology-based harvesters use these
ontologies to locate ontology’s constants present in the page and to con-
struct objects associated with them.

6. Computer vision based harvesters These harvesters use computer techniques
from the domain of computer vision in addition to techniques from ma-
chine learning to analyze web pages. In these harvesters, the main goal is
to identify and extract information from web pages by interpreting them
visually as a human being does. Some of these approaches use also the
visual features of deep web pages [100].

7. Combined harvesters Harvesters can be based on a combination of the pre-
viously mentioned categories. For example, an HTML-based harvester
can apply machine learning techniques to increase its accuracy in extract-
ing results.

6.6 HARVESTABILITY FACTOR VALIDATION

As mentioned in Section 6.1, HF can be used for evaluating both a harvester
and a website. It was also discussed that this factor can be applied as a de-
sign framework. To validate these claims, we study the features of HF on a
collection of deep websites as our test set. We also evaluate HarvestED [79]
and import.io [75] harvesters on this test set. HarvestED is our developed har-
vester which stands for Harvest Entity related Documents and import.io is a
successful commercial example for tools developed for scraping web data.

6.6.1 Test set

To create a test set for illustrating how deep websites can be categorized based
on HF features and how this categorization is applied to design a general-
purpose harvester, a number of websites are selected from the list of top-100
job vacancy websites [130]. To extend this test set, a number of Dutch job va-
cancy websites are also considered. For each of these websites, all the features
of HF are studied. We examine the performances of our test harvesters on the
websites from each one of these categories.
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6.6.2 HarvestED

HarvestED is our developed harvester which is a combination of both model-
based and HTML-based categories. To harvest a website by HarvestED, we
need to define a website template including points of interest and their corre-
sponding XPaths. HarvestED gets this configuration information from either a
file or a database table and starts harvesting a given website through simulat-
ing the loading of pages in real web browsers. For each returned page, whether
it is a results page or a detailed page, the points of interest are extracted by run-
ning XPath queries. The extracted data can be stored either in files or database
tables. The configuration is limited to entering the template and XPaths for
points of interest and there is no need to enter a data model for data storage.

These characteristics of HarvestED help to resolve the caused challenges
by some features of websites mentioned in Section 6.4. For example, to enable
our harvester to implement embedded scripts in HTML pages, we use tech-
niques for automating browsers. We also consider HTML-based techniques
for selecting the points of interest. These features also help a harvester to meet
the mentioned general requirements in Section 6.5.1 like automation, scalabil-
ity, independence, robustness, efficiency and being easy-to-use. For efficiency
purposes, different query generation mechanisms are used to retrieve the maxi-
mum amount of data with the least possible number of posed queries. Domain-
independence is also achieved through only using HTML-based techniques
which also makes it language-independent.

6.6.3 Import.io

Import.io [75] is a successful example of developed tools for scraping web
data. Import.io is a combination of machine learning and HTML-based cat-
egories. It analyzes HTML codes to detect lists on web pages and also uses
XPath queries for extracting data from web pages. Through using machine
learning techniques, import.io can handle small changes to a website automat-
ically and continue to get data. However, it fails in dealing with a complete
change in the design of a website. The crawler of import.io discovers sites
by following links from page to page and does not consider other navigation
methods for increasing the efficiency, regarding the number of submitted re-
quests, or for focused web harvesting purposes. It does not work for authenti-
cated APIs either. One of the advantages of import.io is its easy-to-use config-
uration user interface which makes it possible for users to easily configure and
run the scraper.
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6.6.4 Validation of HF as a website/harvester evaluator
In this part, we study the possibility of using HF to evaluate the harvestabil-
ity of a website or a harvester. As mentioned in Section 6.2, assigning values
to weights and features in the equation for HFW is beyond the scope of this
chapter. However, to show how this is beneficial, we use a simple method to
assign these numbers. All the values are assigned with probabilities. We as-
sign the percentage of the occurrence of a feature in the test set as Cof . The
Faf values are calculated through Faf = 1 − success_ratef equation. We
assign success_ratef based on the capability of a harvester in resolving the
problems caused by features of the tested websites. We also assign Crf values
based on our experience and the observed results from running the harvesters.
Crf values represent how influential a feature f is in a harvesting process. We
assign them with four values, Highly Critical (1), Very Critical (0.75), Critical
(0.5), Effective not Critical (0.25) and no effect (0).

Having assigned all the present parameters for HF with values in Table 6.1,
HFH can be calculated. This calculation is shown in Equation 6.3.
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= 14.849 (6.3)

The best score is the result of having all the features equal to 1 which re-
sults in 15. HarvestED scored 14.84. This high number tells us HarvestED is
successful for the targeted domain. The absence of eight features of the tested
websites in this domain gives a big advantage to this harvester. In this part,
we only show the HFH of HarvestED for a limited test set. With an averaged
weight for each parameter in the HFH equation, the harvester performance can
be tested generally.

As shown in Equation 6.4, we also calculated the HFH of import.io [75], a
web data extraction tool. To assign weights to the performances of import.io
for each feature of HF, we ran import.io on a number of sample websites, the
documentation of import.io and also information required from email contacts
with the developers. In case of no available information on a HF feature f ,
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Table 6.1: Assigning weights for HF features for the test set websites and harvesters

HF feature (f ) Cof , Crf HarvestEDFaf import.ioFaf

Embedded script
in HTML 6.4.1

%100
VeryCritical(%75)

Successful⇒%0 Successful⇒%0

Applet/Flash
6.4.1

%0, HighlyCritical
(%100)

This feature is not included and
harvester fails.⇒%100

This feature is not included and
harvester fails⇒%100

Data layout6.4.3 %26
Critical(%50)

needs preconfiguration for
different page templates⇒%70

Detects lists but needs
preconfiguration for different

layouts⇒%50

Navigation6.4.2 %2
VeryCritical(%75)

Successful(differentiates search
result and detailed pages)

⇒%50

not documented (considered
successful)⇒%0

Multi-page data
source 6.4.3

%2
Critical(%50)

needs preconfiguration⇒%80 needs preconfiguration but easier
through UI⇒%60

Search policies
6.4.2

%14
Critical(%50)

Solved by different query
generation mechanisms⇒%10

not documented (considered
successful)⇒%0

Indexing policies
6.4.2

%10
Critical(%50)

Harvester detects if stop words
are indexed or not⇒%10

not documented (considered
successful)⇒%0

HTML coding
practices6.4.1

%0(all persistent)
Critical(%50)

problem as it is HTML-based⇒
%80

problem as it is HTML-based⇒
%80

Security privacy
legal policies

6.4.2

%0 (no credentials
or bot limitation)
VeryCritical(%75)

deals with cookies⇒%50 follows limitation for bots⇒
%50

URL redirection
6.4.1

%14
Critical(%50)

Successful⇒%0 Successful⇒%0

Residing Data
6.4.3

%10
Critical(%50)

Successful⇒%0 Works with XPath RegEX⇒%0

Session
management

6.4.1

%2
VeryCritical(%75)

deals with cookies⇒%0 not documented (considered
successful)⇒%0

Query interface
type 6.4.2

%100(all enable text
search or browsing)
VeryCritical(%75)

Successful⇒%0 Only browsing⇒%70

Persistent data
patterns 6.4.3

%24
VeryCritical(%75)

Successful if defined data layout
⇒%20

Successful if defined data layout
⇒%20

Multi-frames
6.4.1

%1
VeryCritical(%75)

Fails to detect main frame⇒
%80

Fails to detect main frame⇒
%80
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we assigned the success rate for that feature as 1 (success_ratef = 1) and
therefore, Faf = 0. The assigned weights are shown in Table 6.1. Based on
these weights, we calculated HFH for import.io through Equation 6.4.

HFH(import.io) = 10 + (1− 26
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Import.io scored 14.36 out of 15. This high number shows that import.io is
also successful for the targeted domain assuming the harvester is completely
successful for undocumented features. Although it is a high number, it shows
that HarvestED is a better choice for extracting information from the domain
of job vacancies.

6.6.5 Validation of HF as a framework

In this study, it is shown how websites are categorized by applying the features
of HF and how this can guide the design and implementation of a harvester.
Having studied a set of deep websites and prioritizing their features, by ap-
plying HarvestED and import.io on this set of websites, we showed how these
features are effective on harvesting processes in practice.

The obtained results from studying the features of HF among the given web-
sites in the test set reveal the common characteristics of job vacancy websites.
If we assume the selected websites represent the job vacancies domain, the re-
sults can guide the design of a harvester by emphasizing on the features of HF
faced more frequently. As can be seen from Table 6.1, embedded scripts, query
interfaces, data layouts and changing data patterns occur more frequently and
need further attention.

One of the design solutions to overcome the caused challenges by embed-
ded scripting languages in HTML pages is to rely on browser simulation in a
harvester. This is a valid solution unless a page changes by a user action, a
change in user browser or passing time. In these cases, to harvest the page as
it is exactly presented to users, we need to simulate the causes of changes in
page content (like user actions). As this type of scripts was not faced in our test
collection, in the design of our harvester, we considered only the first solution
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and postponed the implementation of the second solution as a strategic design
decision based on our observations.

The second most common HF feature in the test set is to detect query inter-
faces. This emphasizes the importance of developing harvesters that can detect
the templates of websites and query search engines to harvest job vacancies. It
can also be seen from Table 6.1 that dealing with query interfaces is very critical
for harvesters. Therefore, it should be prioritized to be implemented in early
stages of developing a harvester for extracting job vacancies.

The other commonly faced feature is different data layouts. This can be re-
solved if a harvester allows defining different page templates for each website.
However, if there are many page templates used for showing data, this may re-
quire much effort during the configuration phase. In HTML-based approaches,
data can also be extracted based on the content. Therefore, if the data patterns
are consistent, a high quality data extraction is still possible.

Among the websites in the test set, 15 percent of websites have limitations
on the number of search results a user can view. To resolve this problem, as
discussed thoroughly in Chapter 4, different query generation mechanisms can
be applied for efficient harvesting of deep websites. A harvester can also detect
if stop words are indexed or not and send the next queries accordingly. These
meet two other common HF features mentioned in Table 6.1.

During the experiments, it was also observed that users were asked to en-
able the cookies for a given website. This technique is becoming more fre-
quently used by web developers. Therefore, harvesters should accordingly be
able to recognize and resolve it. To resolve other session management tech-
niques, keeping the session information and tracking the navigation path to a
page are useful. However, with a less than 10 percent occurrence rate among
the test cases, this has a low priority to be implemented in a harvester for ex-
tracting job vacancies.

An indirect search navigation in a website is another HF feature that is not
common among job vacancy websites but is very critical to harvesting pro-
cesses. One of the solutions to resolve the navigation feature of HF is by us-
ing page templates. Provided that there are only two types of page templates
(search results page and detailed page templates) in a website, HarvestED can
distinguish these two types and act accordingly.

As can be seen from Table 6.1, no websites in the test set were found for
some HF features. This is due to the specifications of the test domain. For
example, the application of techniques like Java applet or Flash are seen more
frequently in domains like graphics or music industries and not so often in
the job vacancy domain. The same applies to requiring credentials to view
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job vacancies which is unusual in business models of these companies. It is
also worth mentioning that detecting some of the features of HF for a website
is time-consuming and sometimes hard. Persistent coding practices is one of
those features. It is time-consuming to verify that a website does not follow a
persistent coding paradigm unless you face an exception.

6.7 CONCLUSION AND FUTURE WORK

As discussed in Section 6.6, the features of the introduced harvestability fac-
tor can categorize websites based on their important features for a harvesting
process. This enables owners and designers of deep websites to evaluate where
their products stand from a harvesting point of view. This helps them to decide
about what measures to take to follow their policies, whether it is increasing
access or limiting it. They can also make decisions for the design of a website
by knowing what is common in a target domain, hence what can be expected
of the capabilities of harvesters used for that domain.

For harvester designers, HF acts not only as an evaluation metric of the
performance of a harvester for different websites, it is also a framework for
designing deep web harvesters. HF provides designers with a thorough list of
requirements they should meet and also helps them to prioritize the features to
be addressed and included in a harvester. While focusing on a target domain, a
designer can prioritize development of a harvester by looking at common and
critical features of websites.

Considering HF as a comparison metric for different deep web harvesters
is another advantage of this introduced concept. To show how this can be ap-
plied, we calculated the equations for our own developed harvester and also
a commercial scraper on a predefined set of job vacancy websites. To enable
the calculations through the equations, we applied simple methods to assign
values to weights in the equations. The importance of each feature was judged
in a combination of our experience and expertise with the frequency of occur-
rence of that feature among the test set websites. Having more than half of the
features absent among the websites gave an advantage to our developed har-
vester, HarvestED, to get the high score of 14.8. Of course, this shows that our
harvester is very successful for this set.

To judge the performance of a harvester for a bigger or a different domain,
we need to assign values that reflect the importance of HF features in the other
domains and apply them in the equation. In general, the availability of aver-
aged values for the importance of HF features will make it possible to evaluate
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harvesters against a bigger set of websites. This also helps developers to de-
cide what to include in a harvester and predict its outcome in the form of an
accurate number, even before running the harvester on a targeted website. Cal-
culating and assigning these average values is considered as future work.

As another future work, we need to study how to assign more accurate val-
ues automatically. This implies classifying websites based on HF features and
evaluating each feature’s importance automatically. As another future work,
we aim at using HF to guide us in developing a more general deep web har-
vester. Using the studies performed in this chapter and extending them to a
bigger test set will help us to decide about the features that a deep web har-
vester should include and prioritize their developments.



CHAPTER 7

CONCLUSION

In this thesis, we investigated the path towards a focused web harvesting ap-
proach that can automatically and efficiently query websites, navigate through
results, download data, store it and track data changes over time. Such an ap-
proach can assist users in accessing a complete collection of relevant data to
their topics of interest and monitor it over time. To reach this end, we explored
all the obstacles and focused our attention on four of these challenges. We re-
visit the research questions in Section 7.1, suggest directions for future work on
deep web content monitoring in Section 7.2 and conclude the thesis in Section
7.3.

7.1 RESEARCH QUESTIONS REVISITED

Below, we discuss our findings for each of the mentioned research questions in
Chapter 1.

7.1.1 Complete coverage in focused web harvesting

In focused web harvesting, the goal is to harvest all the relevant information to
a given topic from the web. Even with a fully automatic general harvester,
achieving a thorough data coverage on a given topic is a challenging task.
Some search engines, in both surface web and deep web, restrict the number
of requests from a user or limit the number of returned results presented to
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him. These limitations make it harder for harvesting all the related documents
to a given topic. Even without these restrictions, harvesters should adhere to
politeness policies which limits the number of submitted requests [113, 119].
Therefore, we investigated methods that could efficiently collect information
for a given topic (i.e. with as few requests as possible) even with these restric-
tions. This question was formulated as RQ 1.

RQ 1: How can we improve data coverage of harvesters given the imposed
limitations by search engines, limited resources of harvesters and adherence

to politeness policy?

To address this challenge, in Chapter 4, we proposed a new approach,
called Comb.LB.FB, that automatically collected information related to a given
query from a search engine imposing both #ResultsLimited and #RequestsLim-
ited limitations. This approach minimized the number of queries that needed
to be sent by analyzing the previously retrieved results (Feedback-based) and
combining this analyzed information with information from a large external
corpus (List-based). Unlike existing approaches that focus on specifications of
web databases or form inputs to efficiently harvest a deep website, we relied
only on keyword search and query generation mechanisms in retrieving rele-
vant documents to given topics. In Chapter 4, we experimented with several
query generation strategies such as LB-FixedFreq., FB-MostFreq., FB-LeastFreq.,
FB-LeastFromLast and Comb.LB-FB. We tested these approaches on real sources
on the web. Among these strategies, Comb.LB.FB outperformed the best of
the other approaches in data coverage for all the tested entities submitting the
same number of queries.

7.1.2 Size estimation
Harvesting processes continue, while they have not achieved their goals, until
they face query submission limitations posed by search engines or consume all
their allocated resources, without any understanding of what percentage of the
targeted collection is harvested. To avoid this undesirable situation, we need
to know the status of a harvesting process, regarding the amount of down-
loaded data, as the process goes on. This helps to make a trade-off among the
resources being consumed, limitations and the percentage of a website content
being harvested. The size information of the targeted website helps to choose
the best time to stop a harvesting process avoiding unnecessary consumption
of resources. This is especially important in harvesting a non-cooperative web-
site that hides the true size of its data. For these websites, the harvester cannot
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decide if the website is fully harvested. Therefore, it is important to find meth-
ods that disclose this hidden size information of a website. To do so, the second
question was formulated as RQ 2.

RQ 2: To improve the efficiency of a harvester, how can we estimate the size of
a targeted website?

To address this question, in Chapter 3, we extensively reviewed the sug-
gested approaches in the literature and categorized them based on their re-
quired information and also their applied methods in dealing with query and
ranking biases. From each category, the discussed approaches including MCR,
MCR-Reg, G-MCR, CH, CH-Regression, Bar-Yossef et al. and Mhr were imple-
mented and compared in a real environment. We proposed 7 different meth-
ods such as M-MCR, M-MCR-Reg, M-CH-1, M-CH-1-Reg, M-CH-2, M-CH-2-Reg
and M-Bar-Yossef based on modifications of the existing approaches. Our pro-
posed approaches were also evaluated and compared. Among all these tested
approaches, the proposed M-Bar-Yossef performed the best on our test set by a
difference ranging from 35 to 65 percent from all the other tested approaches.
In M-Bar-Yossef that applied a pool-based method, we suggested an intelli-
gent pool selection technique. This pool selection technique allowed finding
the best matching pool for a collection without any extra costs and improved
the method by Bar-Yossef et al. [11] by selecting better pools.

7.1.3 Efficient change detection in focused web harvesting

In focused web harvesting, that aims at harvesting all relevant information to
a given query, the fast evolving web creates challenges for keeping a harvested
collection up-to-date. If we assume that all the relevant information to a given
topic is already collected, keeping this collection up-to-date is a challenging
task. Considering the costly process of focused web harvesting, it is important
to devise methods to facilitate efficient re-harvesting processes that find only
the new information for a given topic. This was formulated as RQ 3.

RQ 3: Given the ever-changing nature of the web, how can we keep the
collection of the related documents to given topics of interest up-to-date and

monitor it over time?

To answer this question, in Chapter 5, we discussed methods to detect data
changes on the web for a given query over time. In this chapter, we intro-
duced a new approach called FedWeb that efficiently harvested that changed
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documents matching a given entity. In FedWeb approach, a list of representa-
tive words of changed content was generated by analyzing an external corpus.
This corpus included harvested results for more than 300,000 queries on 150
web search engines in two different points in time. The FedWeb approach com-
bined the information from this list with analyzing the content of the retrieved
results of previous query submissions to a search engine. In Chapter 5, we
proposed LeastFreq, MostFreq, Combined and FedWeb approaches to efficiently
harvest the changed content in a deep website and tested these strategies on
real sources on the web. Among these approaches, the FedWeb approach re-
sulted, on average, 20 percent better change detection of the best of the other
three approaches.

7.1.4 Designing a general deep web harvester

One of the important steps in designing a web harvester is to decide which fea-
tures to include. We need to know the important issues in a harvesting task and
how they influence the performance of a harvester. To have a general-purpose
harvester which can be applied to different websites, domains and settings, we
need to know all the influential elements on harvesting tasks and minimize the
need for site specific configurations. A design framework and guideline are
helpful in implementing such a harvester. These issues were formulated as RQ
4.

RQ 4: What are the features to consider while designing and developing a
general access approach that can be applied to a wide range of websites,

domains and tasks? How can we prioritize implementations of these features?

This challenge was addressed in Chapter 6 by investigating all the impor-
tant features in designing and developing a general-purpose deep web access
approach. Chapter 6 included not only a thorough literature study but also
our experiments and learned lessons. We gathered all the influential elements
on all the aspects of a harvesting process, discussed and categorized them. We
also described different applied techniques in harvesters to address difficulties
resulting from any of these elements. This information provided a detailed
overview on designing deep web harvesters.

To have a completely automated web harvester, we needed to precisely de-
fine where the current harvesters stand and on what dimensions they needed
to be improved. Due to the existing diversity of websites, domains, harvesting
techniques and tasks, comparing harvesters by only the amount of the collected
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data did not reveal all information on their performances. We introduced a
formula to assign values to websites and harvesters based on the extension to
which they could be harvested or harvest (harvestability). We applied this for-
mula to HarvestED (Harvest Entity related Documents) [79], our open source
harvester implementation and import.io, a business example of tools devel-
oped for scraping web data, and showed the possibility of such evaluation for
harvesters. The results of these calculations showed which features are impor-
tant while targeting the domain of job vacancies and which features needed to
be added to the harvester to increase its performance.

7.2 FUTURE RESEARCH DIRECTIONS

In this book, we covered several aspects of implementing a deep web content
monitoring approach, ranging from designing a general-purpose harvester to
addressing issues in efficient focused web harvesting and change detection.
At the end of each chapter, we extensively discussed future work. Here, we
present a summary of the discussed points and add general discussions.

Throughout this thesis, we made tangible improvements towards having a
completely automated deep web content monitoring approach. To move fur-
ther forward, all depicted challenges in Figure 2.2 such as discovering relevant
websites, understanding their interfaces, navigating through returned results
and extracting data, storing data, monitoring data and presenting it to users
should be addressed. Among these challenges, we focused on efficient fo-
cused web harvesting (through examining different harvesting strategies and
also size estimation methods) and efficient change detection approaches. For
each of these challenges, we showed how to improve the state-of-the-art and
also provided thorough insights over other methods for further improvements.

Generally speaking, in this work, we proposed focused web harvesting and
monitoring approaches based on different query generation mechanisms. In
these approaches, to form the best next query to submit, we applied factors
like frequency and presence of terms in external corpora and retrieved docu-
ments. These factors are important in search engine ranking algorithms. To
find other potentially influential factors to include in our focused web har-
vesting and monitoring approaches, we need to further analyze search engine
ranking algorithms. For example, the effects of terms distribution in returned
documents, their distances and dependency of candidates to all previously
submitted queries need to be studied in counteracting biases generated by
search engines.



In addition to the elements of search engine ranking algorithms, the further
analysis of the retrieved results by applying techniques such as entity recogni-
tion, deduplication and disambiguation and text parsing may help to refine re-
turned results and provide more relevant information to select terms for query
reformulation. Future work should also focus on experimenting with the ef-
fects of these factors.

7.3 CONCLUDING REMARKS

To move towards achieving a complete coverage in focused web harvesting,
especially from websites imposing access limitations, we need to address effi-
ciency in our harvesting methods. To reduce the number of submitted queries
while moving towards a complete coverage on relevant information for a given
topic, query generation mechanisms are effective. A well-defined query for-
mulation method can enhance efficiency and therefore, coverage on accessing
relevant information to our topics of interest. Monitoring web data in focused
deep web harvesting can also highly benefit from adapting query generation
mechanisms to efficiently detect and retrieve changed content. Further im-
provements in both data coverage and monitoring tasks can help users such as
journalists, business analysts, organizations and governments to reach the data
they need without requiring extreme software and hardware facilities. With
this thesis, we hope to have contributed to the goal of focused web harvesting
and monitoring topics of interest over time.
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SUMMARY

Data is one of the keys to success. Whether you are a fraud detection officer in a tax
office, a data journalist or a business analyst, your primary concern is to access all the
relevant data to your topics of interest. In such an information-thirsty environment,
accessing every source of information is valuable. This emphasizes the role of the web
as one of the biggest and main sources of data. In accessing web data through either
general search engines or direct querying of deep web sources, the laborious work of
querying, navigating results, downloading, storing and tracking data changes is a bur-
den on shoulders of users. To decrease this intensive labor work of accessing data,
(semi-)automatic harvesters have a crucial role. However, they lack a number of func-
tionalities that we discuss and address in this work.

In this thesis, we investigate the path towards a focused web harvesting approach
which can automatically and efficiently query websites, navigate through results, down-
load data, store it and track data changes over time. Such an approach can also facilitate
users to access a complete collection of relevant data to their topics of interest and mon-
itor it over time. To realize such a harvester, we focus on the following obstacles.

First, we try to find methods that can achieve the best coverage in harvesting data
for a topic. Although using a fully automatic general harvester facilitates accessing
web data, it is not a complete solution to collect a thorough data coverage on a given
topic. Some search engines, in both surface web and deep web, restrict the number
of requests from a user or limit the number of returned results presented to him. We
suggest an efficient approach which can pass these limitations and achieve a complete
data coverage.

Second, we investigate reducing the cost of harvesting a website regarding the num-
ber of submitted requests by estimating its actual size. Harvesting tasks continue till
they face the posed query submission limitations by search engines or consume all the
allocated resources. To prevent this undesirable situation, we need to know the size of
the targeted source. For a website that hides the true size of its residing data, we suggest
an accurate method to estimate its size.
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As the third challenge, we focus on monitoring data changes over time in web data
repositories. This information is helpful in providing the most up-to-date answers to
information needs of users. The fast evolving web adds extra challenges for having an
up-to-date data collection. Considering the costly process of harvesting, it is important
to find methods which facilitate efficient re-harvesting processes.

Lastly, we combine our experiences in harvesting with the studies in the literature
to suggest a general designing and developing framework for a web harvester. It is
important to know how to configure harvesters so that they can be applied to different
websites, domains and settings.

These steps bring further improvements to data coverage and monitoring function-
alities of web harvesters and can help users such as journalists, business analysts, or-
ganizations and governments to reach the data they need without requiring extreme
software and hardware facilities. With this thesis, we hope to have contributed to the
goal of focused web harvesting and monitoring topics over time.
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Data is een van de sleutels tot succes. Ongeacht wat je taak is, bijvoorbeeld fraude-
officier van de belastingdienst, journalist of business analist, je hoofddoel is toegang
krijgen tot alle relevante data voor het onderwerp waar je mee bezig bent. In een
dergelijke informatie-gedreven omgeving is het zeer waardevol om toegang tot elke
databron te hebben. Dit benadrukt de rol van het web als een van de grootste en meest
gebruikte databronnen. Het bevragen van websites, navigeren van resultaten, down-
loaden, opslaan en bijhouden van veranderingen is een zware taak bij het inzien en
gebruiken van webdata via generieke zoekmachines of directe queries op deep web
sources. Semi-automatische harvesters hebben een cruciale rol in het verlagen van dit
intensieve, handmatige werk bij het verkrijgen van data. Deze harvesters missen echter
een aantal functionaliteiten, welke we bediscussiëren en aanpakken in dit onderzoek.

In dit onderzoek richten we ons op een aanpak van focused web harvesting, waar-
mee websites automatisch en efficiënt bevraagd kunnen worden, resultaten genavigeerd
worden, data gedownload en opgeslagen kan worden en verandering over tijd bijge-
houden kunnen worden. Deze aanpak maakt het voor gebruikers mogelijk om toegang
te krijgen tot een volledige verzameling van de voor hen relevante data, en om deze in
de gaten te houden over langere periodes. Om deze harvester te ondersteunen richting
we ons op de volgende obstakels.

Allereerst vinden we methoden die de hoogste dekkingsgraad leveren bij het har-
vesten van de data van een bepaald onderwerp. Alhoewel een volledige geautoma-
tiseerde generieke harvester een grote vooruitgang is ten opzicht van handmatig werk,
is het nog steeds geen oplossing om een hoge dekkingsgraad te verkrijgen. Sommige
zoekmachines, in zowel surface als deep web, limiteren het aantal zoekresultaten dat
aan een user getoond wordt. We suggereren een efficiënte aanpak waarmee deze beperk-
ingen overkomen kunnen worden om een volledige dekkingsgraad te bereiken.

Ten tweede onderzoeken we het verlagen van de kosten van het harvesten van
een website, met betrekking tot het aantal requests dat gedaan moet worden, door te
schatten hoe groot de website daadwerkelijk is. Harvesting gaat normaliter door tot er
beperkingen opgelegd worden door de zoekmachine of tot alle bruikbare hulpbron-
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nen opgebruikt zijn. Om deze onwenselijke situatie te voorkomen is het nodig om
de grootte van de gebruikt bron te weten. We stellen een accurate methode voor om
grootteschattingen te maken voor websites die hun werkelijke grootte verhullen.

De derde uitdaging is het bijhouden van veranderingen over tijd. Veranderingsdata
is zeer waardevol bij het beantwoorden van de meeste up-to-date antwoorden voor de
informatiebehoeften van gebruikers. De snelle evolutie van het web voegt een extra
uitdaging toe aan het bijhouden van een up-to-date verzameling. In achte genomen
dat het harvesten zelf een kostbaar proces is, is het van groot belang dat methoden
gevonden worden voor het efficiënt herharvesten.

Afsluitend combineren we onze ervaringen betreffende webharvesting met onder-
zoek uit de literatuur om een suggestie te doen voor een ontwerp- en ontwikkel frame-
work voor harvesters. Het is belangrijk om te weten hoe harvesters geconfigureerd
kunnen worden om toepasbaar te zijn op verschillende websites, kennisdomeinen en
omgevingen.

Deze vier stappen dragen bij aan de verdere verbetering de dekkingsgraad en het
bijhouden van veranderingen. Hiermee worden gebruikers zoals journalisten, business
analists, organisaties en overheden geholpen om de de data die ze nodig hebben te
verkrijgen zonder extreme eisen aan software- en hardwarefaciliteiten. Met deze the-
sis hopen we een contributie te hebben geleverd aan focused web harvesting en het
bijhouden van veranderingen.
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