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Abstract

Embedded multiprocessor systems are often used in the domain of real-time
stream processing applications to keep up with increasing power and perfor-
mance requirements. Examples of such real-time stream processing applications
are digital radio baseband processing and WLAN transceivers.

These stream processing applications often have a dynamic character. For
example the execution times and execution rates of the tasks of the stream pro-
cessing applications vary and can even be data dependent. To cope with this
dynamic behavior, the tasks are executed on the multiprocessor system in a data-
driven fashion on run-time schedule resources.

Another important aspect of real-time stream processing applications are their
strict performance constraints. A periodic source or sink imposes a throughput
constraint and also latency constraints are common. For stream processing ap-
plications, violating these constraints typically leads to a major reduction of the
quality of service of the applications.

To prevent such violations of the temporal constraints, analysis methods are
used. These analysis methods ease the processes of dimensioning, programming
and optimizing the multiprocessor systems within these temporal constraints.
Analysis methods rely on accurate abstractions of the analyzed applications.
However, current abstractions have a limited accuracy and applicability and do
therefore not always su�ce.

We focus in this thesis on data�ow analysis techniques. Data�ow analysis is
the standard analysis technique for stream processing applications. However,
the data�ow abstractions have shortcomings which limit their applicability and
relevance.

To use abstractions on the temporal behavior of applications, a formal abstrac-
tion/re�nement theory is required. Existing theories assume that the temporal
behavior of applications is orthogonal to their functional behavior. However, this
orthogonality does not always hold. We introduce a new abstraction/re�nement
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theory in which also the functional behavior is coupled which makes explicit
under what conditions re�nement is allowed.

Data-driven multiprocessor systems have the bene�t that they do not have to
be dimensioned for the isolated worst-case situation that can occur. Consecutive
executions of tasks can compensate each other which can be used to improve
the temporal behavior of applications. However, data�ow analysis techniques
only consider so called worst-case execution times of tasks which means that
they ignore variation of executions times when the temporal behavior of the
application is analyzed. A solution is proposed in this thesis to take information
about varying execution times into account to improve the accuracy of data�ow
analysis techniques.

Next to that, data�ow analysis techniques focus on pipeline parallelism only,
to exploit the parallelism of the multiprocessor platform. The combination with
data parallelism is however bene�cial but requires di�erent data�ow modeling
techniques. A technique is proposed to model data parallelism in data�ow mod-
els without replicating data�ow actors. This allows to determine the required
amount of data parallelism using existing data�ow analysis techniques. Fur-
thermore, using this new modeling technique, the trade-o� between pipeline
parallelism, data parallelism and required bu�er sizes can be made.

Furthermore, one of the biggest shortcomings in the applicability of data�ow
analysis techniques is the limited class of supported run-time schedulers. Current
analysis methods only support run-time schedulers for which it is possible to de-
termine worst-case response times of tasks independent of the enablings of tasks.
We extend the scope of data�ow analysis techniques by presenting a temporal
analysis �ow which combines data�ow analysis techniques with a broader class
of run-time schedulers including for example static priority preemptive run-time
schedulers. The presented analysis techniques do support the combination of
cyclic data dependencies in conjunction with cyclic resource dependencies.

The last topic that is addressed in this thesis concerns the compositionality
of temporal analysis methods. The temporal behavior of data�ow models is not
compositional in general. In fact, a compositional temporal analysis model that
supports arbitrary cyclic dependencies between tasks is lacking. We present a
new temporal analysis model which has powerful properties with respect to the
hierarchical composition and incremental design of real-time stream processing
applications.

In this thesis we will present abstractions for multiprocessor systems in which
the tasks have aperiodic schedules. These aperiodic schedules can capture the
dynamic behavior of the real-time stream processing applications. We present
accurate abstractions based on data�ow analysis techniques which can be used
for a large class of multiprocessor systems. Compared to state of the art, we
broaden the scope of data�ow analysis techniques, improve their accuracy and
provide a new higher level of abstraction.



Samenvatting

Ingebedde multiprocessor systemen worden vaak gebruikt in het domein van real-
time stream processing applicaties om tegemoet te komen aan hun toenemende
prestatie-eisen en hun toenemende energieverbruik. Voorbeelden van zulke real-
time stream processing applicaties zijn digitale radio basisband processors en
WLAN zendontvangers.

Deze stream processing applicaties hebben vaak een dynamisch karakter. De
uitvoeringstijden en de uitvoersnelheden van de taken van deze stream proces-
sing applicaties variëren bijvoorbeeld en kunnen zelfs data afhankelijk zijn. Om te
kunnen omgaan met dit dynamische gedrag worden de taken op het multiproces-
sor systeem, datagedreven uitgevoerd op run-time geregelde systeemelementen.

Andere belangrijke aspecten van real-time stream processing applicaties zijn
hun strikte prestatie eisen. Een periodieke source of sink legt een eis op aan de
verwerkingssnelheid en ook latency eisen komen voor. Voor stream processing
applicaties leidt het schenden van deze eisen typisch gezien tot een aanzienlijke
vermindering van de kwaliteit van de applicatie.

Om zulke schendingen van de temporele eisen te voorkomen worden analy-
semethoden gebruikt. Deze analysemethoden vergemakkelijken het proces van
de dimensionering, het programmeren en het optimaliseren van multiprocessor
systemen binnen de temporele eisen. Analysemethoden vertrouwen op accu-
rate abstracties van de geanalyseerde applicaties. De huidige abstracties hebben
echter een beperkte nauwkeurigheid en toepasbaarheid en voldoen daarom niet
altijd.

We focussen in deze thesis op data�ow analysetechnieken. Data�ow analyse is
de standaard analysetechniek voor stream processing applicaties. Deze data�ow
abstracties hebben echter hun tekortkomingen waardoor hun toepasbaarheid en
relevantie beperkt wordt.

Om abstracties op het temporele gedrag van applicaties te kunnen gebruiken
is een formele abstractie/ver�jningstheorie nodig. Huidige theoriën nemen aan
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dat het temporele gedrag van applicaties orthogonaal is aan hun functionele ge-
drag. Deze orthogonaliteit gaat echter niet altijd op. We introduceren daarom
een nieuwe abstractie/ver�jningstheorie waarin het functionele gedrag gekop-
peld is waardoor het expliciet wordt onder welke omstandigheden een ver�jning
toegestaan is.

Data gedreven multiprocessor systemen hebben het voordeel dat ze niet gedi-
mensioneerd hoeven te worden voor de slechts mogelijke situatie die in isolatie
kan optreden. Opeenvolgende uitvoeringen van taken kunnen elkaar namelijk
compenseren. Dit gegeven kan gebruikt worden om het temporele gedrag van
applicaties te verbeteren. Echter de huidige data�ow analysetechnieken beschou-
wen alleen maar de slechts mogelijke uitvoeringstijden van taken wat betekent
dat ze variatie in deze uitvoeringstijden negeren wanneer het temporele gedrag
van applicaties wordt geanalyseerd. Een oplossing hiervoor wordt in deze thesis
voorgesteld waarbij informatie over variërende uitvoeringstijden wordt meege-
nomen om de nauwkeurigheid van data�ow analysetechnieken te verbeteren.

Data�ow analysetechnieken focussen daarnaast alleen maar op pipeline paral-
lellisme om het parallellisme van een multiprocessor platform te gebruiken. De
combinatie met data parallellisme is echter lucratief maar vereist andere data�ow
modelleringstechnieken. Een techniek wordt voorgesteld om data parallellisme
te modelleren in data�ow modellen zonder dat data�ow actoren gerepliceerd hoe-
ven te worden. Hierdoor kan de benodigde hoeveelheid data parallellisme bepaald
worden met bestaande data�ow analysetechnieken. Daarnaast kunnen we met
deze nieuwe modelleertechniek de afweging maken tussen pipeline parallellisme,
data parallellisme en de benodigde bu�er groottes.

Daarnaast is één van de grootste tekortkomingen van de toepasbaarheid van
data�ow analysetechnieken de beperkte klasse van ondersteunde run-time sche-
dulers. Huidige analysemethoden ondersteunen alleen maar run-time schedulers
waarvoor het mogelijk is om de slechts mogelijke reactietijd van taken te bepalen
onafhankelijk van hoe vaak ander taken uitvoeren. We breiden het toepassings-
gebied van data�ow analysetechnieken uit door een temporele analyse �ow te
presenteren die data�ow analysetechnieken combineert met een bredere klasse
van run-time schedulers. De gepresenteerde analysetechnieken ondersteunen
de combinatie van cyclische data afhankelijkheden in combinatie met cyclische
resource afhankelijkheden.

Het laatste onderwerp dat besproken wordt in deze thesis heeft betrekking
op de compositionaliteit van temporele analysemethoden. Het temporele gedrag
van data�ow modellen is niet compositioneel in het algemene geval. Een com-
positioneel temporeel analyse model dat ondersteuning heeft voor willekeurige
cyclische afhankelijkheden tussen taken mist zelfs helemaal. We presenteren
een nieuwe temporeel analyse model dat krachtige eigenschappen heeft met be-
trekking tot hiërarchische compositie alsmede het incrementeel ontwerpen van
real-time stream processing applicaties.

In deze thesis presenteren we abstracties voor multiprocessor systemen waarin
de taken aperiodieke schedules hebben. In deze aperiodieke schedules is het mo-
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gelijk om het dynamische gedrag van de real-time stream processing applica-
ties vast te leggen. We presenteren accurate abstracties gebaseerd op data�ow
analysetechnieken welke gebruikt kunnen worden voor een brede klasse van
multiprocessor systemen. In vergelijking met state-of-the-art verbreden we het
toepassingsgebied van data�ow analysetechnieken, verbeteren we hun nauw-
keurigheid en we introduceren een nieuw abstractieniveau bovenop data�ow
analysemethoden.
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CHAPTER 1
Introduction

Embedded multiprocessor systems are often used in the domain of real-time
stream processing applications to keep up with increasing power and perfor-
mance requirements. Examples of these applications are digital radio baseband
processing and WLAN transceivers.

Execution times of the tasks and processing rates of the tasks vary and can
even be data dependent. The systems on which these applications execute have
to support this dynamic behavior. This is ensured by executing the tasks of the
stream processing applications in a data-driven fashion on run-time scheduled
resources. Applications are implemented as task graphs, with the tasks of the
task graphs communicating via bu�ers.

The nature of real-time stream processing applications implies the existence
of performance constraints. A periodic source or sink imposes a throughput
constraint and also latency constraints are common. For stream processing ap-
plications, violating these constraints typically leads to a major reduction of the
quality of the applications.

To ensure that the temporal behavior of the applications meets the temporal
constraints, analysis methods are required. Such analysis methods ease the pro-
cesses of dimensioning, programming and optimizing the multiprocessor systems
within these temporal constraints. Crucial for such methods is the existence of
abstractions. By applying successive abstractions one can show that the imple-
mentation adheres to the temporal constraints. However, current abstractions
have a limited accuracy and applicability and thus do not always su�ce. In this
thesis we will present abstractions for such multiprocessor systems in which
the tasks have aperiodic schedules. These aperiodic schedules can capture the
dynamic behavior of the real-time stream processing applications. We present
accurate abstractions based on data�ow analysis techniques which can be used
for a large number of multiprocessor systems. Compared to state of the art we
broaden the scope of data�ow analysis techniques, improve its accuracy and pro-
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vide a new higher level of abstraction which has powerful properties with respect
to compositionality of applications.

The outline of this chapter is as follows. In Section 1.1 we will discuss the di�er-
ent types of multiprocessor systems in the context of real-time stream processing
applications and their advantages and disadvantages. This section also motivates
the focus of our system setup. Section 1.2 presents analysis techniques for the
type of multiprocessor system that is considered in this thesis. It discusses the
di�erences between existing analysis approaches and their shortcomings. The
problems of current data�ow analysis techniques are formulated more precisely
in Section 1.3 and Section 1.4 discusses the contributions of this thesis. Section 1.5
concludes this chapter with the outline of this thesis.

1.1 Embedded Multiprocessor Systems

Di�erent types of embedded multiprocessor systems for real-time stream pro-
cessing applications exist. These multiprocessor systems each have their own
properties with corresponding advantages and disadvantages. In this section we
give an overview of di�erent types of multiprocessor systems. We �rst distin-
guish periodic and aperiodic multiprocessor systems and then re�ne further.

1.1.1 Periodic Multiprocessor Systems
In periodic multiprocessor systems, each task is executed strictly periodically.
The tasks are initiated by a strictly periodic clock signal. Such an initiation of
tasks is usually referred to as time-triggered execution of tasks.

Such a time-triggered approach is well-established and extensive research is
performed on the architectures, schedulability analysis and programming models
of such periodic systems. In particular, extensive research has been conducted
on the time-triggered architecture [Kop11, KB03] and the schedulability of strict-
periodic tasks executed on run-time scheduled resources has also received a lot
of attention [But11, SAÅ+04].

Next to the architecture and schedulability of periodic multiprocessor sys-
tems, methods exist to program time-triggered systems. Mainly, time-triggered
architectures are programmed by using synchronous languages such as Lus-
tre [HCRP91], Esterel [BS91, BG92] and Signal [GGBM91]. These languages
make use of the so called synchronous hypothesis which states that each action/-
task is atomic and can be seen as instantaneous. With this hypothesis, the parallel
composition of synchronous programs is deterministic because no choice has to
be made with respect to the interleaving of the composed programs. Another im-
portant aspect of the synchronous languages is that they can test for the absence
of events while remaining functionally deterministic. This is generally not the
case for data-driven approaches.

The synchronous hypothesis relies on the Worst-Case Execution Time (WCET)
of a task. This is the maximum processing time that a task requires on a resource
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to �nish its execution. The functional behavior of synchronous programs is
only de�ned when all tasks are �nished before their next time-trigger. This is
ensured by using the WCETs of tasks. Synchronous programs can thus not handle
situations in which the WCET of a task is not accurate and potentially optimistic.
However, it is possible that overload situations are detected locally by checking
for the absence of events.

Result of the constraint that each task needs to be �nished before their next trig-
ger is that adding bu�ering between tasks does not help to improve the temporal
behavior of the application. In data-driven approaches, adding bu�ering allows
subsequent executions of tasks to compensate for their execution times. On the
one hand this can be used to improve the temporal behavior of applications and
on the other to increase the robustness to overload situations.

As a result, periodic multiprocessor systems can not exploit information about
varying execution times. Furthermore, response times of tasks larger than the
period of the assigned clock can only be supported by splitting up the task. And
next to that, support for aperiodic (data-dependent) execution rates of tasks is
not possible.

1.1.2 Aperiodic Multiprocessor Systems
Aperiodic multiprocessor systems are the systems in which the tasks do not
necessarily execute strictly periodic. Run-time schedulers are used to schedule
task executions. Main advantages of these aperiodic multiprocessor systems
are that there is support for starting and stopping of applications, variation in
execution times of tasks can be exploited and aperiodic execution rates of tasks
are allowed.

We distinguish two classes of aperiodic multiprocessor systems. First, we
discuss strict-periodic scheduling approaches in which tasks can execute aperi-
odically but are released strict periodically. Second, the data-driven approach is
presented which is the most generic approach that is discussed in this thesis.

Strict-Periodic Scheduling

The �rst class of aperiodic multiprocessor systems which we discuss are the
approaches which use strict-periodic scheduling techniques [BT13, BTV12, BS11].
Strict-periodic schedules are used to determine parameters of tasks and on run-
time, tasks are periodically released which ensures that run-time schedulers can
be employed to schedule the tasks with the determined parameters. Tasks can
execute aperiodically but task releases are delayed such that they are not released
before the next period. The applied periodic task model enables to use classical
real-time schedulability analysis techniques such as [But11, SAÅ+04] to give
performance guarantees.

The strict-periodic schedules are also called static-periodic schedules and
are upper bounds on the self-timed schedule of an application. In such self-
timed schedule, each task starts its execution as soon as it is enabled. When
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strict-periodic schedules are used, executions of tasks are always delayed until
their next period. Strict-periodic schedules are rate-optimal for Homogeneous
Synchronous Data�ow (HSDF) models [MB07]. However, for more expressive
data�ow models such as the Synchronous Data�ow (SDF) and the Cyclo-Static
Data�ow (CSDF) model, the strict-periodic schedules are not optimal. In [BS11]
the CSDF model is used to describe the application and determine scheduler
settings, in [BTV12, BT13] the more general a�ne data�ow models are used.

In [BT13, BTV12, BS11] the periodic releases of tasks are used to determine
the settings of a Partitioned Earliest Deadline First (PEDF) run-time scheduler.
Given the strict-periodic schedules, the release moments and deadlines of tasks
are computed such that the precedence constraints of the tasks are satis�ed.
Given these release times and deadlines, the PEDF scheduler is used to schedule
the tasks on run-time and ensure that the deadlines are met.

The main advantages of these approaches is that they can rely on traditional
real-time schedulability analysis theory. Furthermore, compared to periodic mul-
tiprocessor systems, the use of run-time schedulers allows the starting and stop-
ping of applications. Next to that, because local deadlines are known, mistakes
with respect to the load hypothesis (WCET of tasks) can be detected.

However, the use of the periodic task releases prevents to exploit dynamic
behavior within an application. A shorter execution of a task cannot compensate
for a longer previous task execution. Furthermore, aperiodic and data-dependent
execution rates of tasks are not supported. Next to that, the periodic task releases
in combination with strictly periodic schedules can not handle response times of
tasks that are larger than the periods of the tasks.

Data-driven Scheduling

The second class of aperiodic multiprocessor systems which we distinguish are
the data-driven scheduling approaches. On this class of multiprocessor systems
will lie the focus in this thesis.

In data-driven multiprocessor systems, tasks are triggered by the availabil-
ity of su�cient data. Run-time schedulers are often used on shared resources
to schedule the tasks. Typically, the interfaces of data-driven applications are
periodic.

Data-driven multiprocessor systems such as [BMP+04] are used in the context
of stream processing applications such as software-de�ned radio applications.
The data-driven execution allows subsequent executions of tasks to compensate
for their execution times. Despite this dynamic behavior of tasks, providing
guarantees on the temporal behavior of the application is still possible.

Data-driven systems form a good match with �rm real-time applications. An
overload situation will not immediately lead to a functional misbehave of the
application. However, a drawback of this property is that local deadlines of tasks
are not available or are very relaxed. Typically only global deadlines are used.
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As a result, critical overload situations are detected later than in the previous
discussed classes of multiprocessor systems.

Next to variation in execution times of tasks, data-driven multiproces-
sor systems have support for aperiodic (data-dependent) execution rates of
tasks [WBS08a, WBS10]. Also response times of tasks are allowed to be larger
than the period of the tasks. The main di�culty of this type of multiprocessor sys-
tem is the analysis of applications. The dynamic behavior of applications prevents
the use of simple periodic task models and corresponding analysis techniques.
In the next section we discuss temporal analysis techniques for data-driven mul-
tiprocessor systems and their shortcomings, in more detail.

1.2 Analysis Techniqes for Data-Driven Multiproces-
sor Systems

The abstractions that are presented in this thesis are all related to the analysis
techniques for data-driven multiprocessor systems. In this section we discuss
existing analysis techniques for real-time stream processing applications and
point out existing shortcomings of them.

1.2.1 Run-Time Scheduling
Figure 1.1 illustrates a generic analysis �ow as used by compositional temporal
analysis methods for data-driven multiprocessor systems with run-time sched-
ulers [PWT+07, JPTY08, SRIE08, HGWB14a]. The analysis is based on �xed-
point computation. The local analysis is often based on �xed-point computa-
tion [TBW94] and next to that, the local analysis can change how tasks interfere
each other and updated interferences do change the local analysis. A su�cient
condition for convergence of the �ow is that the interference monotonically in-
creases every iteration of the �ow. The loops of the �ow can be seen as a function.
When this function is monotonic, the least �xed-point of the �ow can be found
by starting at an initial underestimation of the interference and then determining
the new interference iteratively. This is a result of Kleene’s �xed-point theo-
rem [DP02, JPTY08, SDI+08].

If the function of the �ow is linear or constant, iteration is not needed to
determine the �xed-point of the �ow. A distinction can be made between types
of schedulers to exploit this analysis property. In [WBS09] three di�erent types of
schedulers are di�erentiated based on the information that is required to compute
worst-case response times of tasks. The three classes of schedulers are illustrated
in Figure 1.2. The broader the class of schedulers, the more knowledge is required
to �nd conservative response times.

The characteristics of tasks that are distinguished in [WBS09] are as follows:

1. (worst-case) execution times of all interfering tasks

2. execution rate of all interfering tasks
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Application characteristics

Local analysis

Convergence?

Update interferences

Schedulability?Infeasible
Con�guration

no

yes

no

yes

Feasible
Con�guration

Figure 1.1: Overview of the generic analysis �ow of analysis methods for data-
driven multiprocessor systems.

Budget Scheduling

Starvation-Free

Non-Starvation-Free

Budget Scheduling ⊂ Starvation-Free ⊂ Non-Starvation-Free

Figure 1.2: Classi�cation of run-time schedulers
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The execution time of a task is the required amount of processing time on the
processor. The execution rate of a task is the number of task executions in a
certain time interval.

The three classes of schedulers that are considered are non-starvation-free
schedulers (or deterministic schedulers), starvation-free schedulers (or latency-
rate schedulers [SV98]) and budget schedulers.

The budget schedulers are the smallest class of considered schedulers and
requires the least characteristics of tasks to be known. They are a subclass of
a-periodic schedulers [But11] for which it is possible to determine conservative
response times without having to know the execution times or execution rates
of the interfering tasks. Examples of these schedulers are Time-Division Multi-
plexing (TDM), Priority-Based Budget Scheduler (PBS) [SBW09] and the polling
server [SSL89]. Neither characteristic number 1 (execution times) nor charac-
teristic 2 (execution rates) of the interfering tasks is required to be known to
compute a conservative response time of a task.

The second class of schedulers are the starvation-free or latency-rate sched-
ulers [SV98]. This class includes for example the round-robin scheduler. The
class contains the schedulers for which it is possible to compute the worst-case
response time of tasks without having to know the execution rates of interfer-
ing tasks. Only the execution times of the interfering tasks have to be known
(characteristic number 1). Note that the budget schedulers are a subset of the
starvation-free schedulers.

Non-starvation-free or deterministic schedulers are the broadest class of sched-
ulers that is considered in this thesis. Schedulers that belong to this class are
for example Static Priority Preemptive (SPP) and Static Priority Non-Preemptive
(SPNP) schedulers. When non-starvation-free schedulers are used, conservative
response times of tasks can only be found when both the execution times (char-
acteristic 1) as well as the execution rates (characteristic 2) of tasks are known.
The budget schedulers as well as the starvation-free schedulers are a subset of
the non-starvation-free schedulers.

For budget-schedulers as well as starvation-free schedulers it is possible to
determine an upper bound on the interference that does not change in the itera-
tions of the analysis �ow from Figure 1.1. For non-starvation-free schedulers this
is not possible and �xed-point iteration is needed to determine the interference
and response times of tasks.

We distinguish three compositional temporal analysis techniques for real-
time stream processing applications that are executed on data-driven multipro-
cessor systems, Modular Performance Analysis (MPA) with Real-Time Calcu-
lus (MPA-RTC) [TCN00, CKT03, WTVL06], Symbolic Timing Analysis for Sys-
tems (SymTA/S) [HHJ+05] and data�ow analysis techniques. This family of re-
lated analysis approaches originates from the Network Calculus [Cru91a, Cru91b,
BT01] which introduced concepts to reason about for example bu�er sizes and
end-to-end latencies of data �owing through network connections. MPA-RTC,
SymTA/S and data�ow analysis apply similar techniques to task graphs. A more
detailed comparison of the di�erent analysis methods is presented in Chapter 5.
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MPA with Real-Time Calculus

MPA-RTC [TCN00, CKT03, WTVL06] is a framework for the performance analy-
sis of embedded systems. It has its roots in the Network Calculus and is based on
event arrival curves and service curves. The event arrival curves de�ne bounds
on the amounts of events that arrive in each interval of time and the service
curves de�ne bounds on the available service in each interval in time. Local
analysis techniques based on convolution are used to compute the output arrival
and service curves of each component. A broad range of schedulers is supported
including schedulers from the non-starvation-free class. Supported schedulers
are among others, SPP, SPNP, TDM and Round Robin. Fixed-point iteration is
used to resolve dependencies between resource dependencies [JPTY08].

Symbolic Timing Analysis for Systems

The SymTA/S approach [HHJ+05] combines results on standard event mod-
els [RRE03] with existing work on response times [Leh90, TBW94]. Standard
event models are used to model the tra�c between components and the tradi-
tional real-time analysis techniques are used for the local analysis of components.
Existing work in the domain of traditional real-time schedulability analysis can
be reused and therefore SymTA/S has support for schedulers from all consid-
ered classes of run-time schedulers such as SPP, SPNP, TDM, Earliest Deadline
First (EDF) and Round Robin.

The used standard event models describe the tra�c of events between com-
ponents with simple parameters such as period, jitter and minimum distance.
The local analysis results are used to determine the output event models of each
component. These standard event models are in the time interval domain and
�xed-point iteration is required to resolve the dependencies between the event
models [SDI+08].

Data�ow Analysis

Data�ow models are often used to intuitively model the temporal behavior of real-
time stream processing applications executed on multiprocessor systems [LP95,
SB00].

The SDF model is the best known data�ow model and is originally intro-
duced as an untimed model [LM87]. In [SB00] the models are extended by an-
notating the actors with so-called �ring durations. These �ring durations are
used to model the timing behavior of applications. Since then, more expressive
data�ow models are developed for the temporal analysis of real-time stream pro-
cessing applications. Examples of such more expressive data�ow models are
CSDF [BELP96], Scenario-Aware Data Flow (SADF) [TGB+06] and Variable-Rate
Data�ow (VRDF) [WBS08a].

Several analysis methods exist which use the timed extension of data�ow mod-
els to verify the temporal constraints of applications [SB00, GGS+06, MBBM07,
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HWM+09, BMKD12]. Next to that, data�ow models can also be used for the op-
timization of applications given such temporal constraints [FKH+08, MBBM08,
HBC11].

Temporal analysis of real-time systems of which the tasks are scheduled us-
ing run-time schedulers is also possible [WBS07b, WBS09, LMC12]. However,
the data�ow analysis techniques rely on the fact that it is possible to de�ne
upper bounds on the response times that are independent of the enablings of
other tasks. The scope of data�ow analysis methods is thus limited to the class
of starvation-free scheduling algorithms [WBS09]. This is in contrast to the
MPA-RTC and SymTA/S approaches which do have support for the broader class
of non-starvation-free run-time schedulers.

One of the advantages of the data�ow analysis techniques used in this thesis,
is the support of arbitrary graph topologies. The SymTA/S and MPA-RTC ap-
proaches have di�culties with cyclic data dependencies in applications whereas
this is no problem for the data�ow analysis techniques considered in this thesis.
Such cyclic dependencies occur also when �nite size bu�ers with blocking write
semantics are modeled. Important results in the data�ow analysis domain con-
cerns such �nite size bu�ers with blocking writes. Algorithms based on data�ow
analysis techniques have been developed for the computation of the sizes of
such bu�ers which ensure the liveness of a data�ow graph [GGB+06, BMKHB13]
and which allow su�cient pipelining to meet the throughput of the applica-
tion [SGB06, WBS07a, HWM+08, MBGS10].

Recent work introduced a temporal analysis method based on real-time cal-
culus with arrival curves in the time domain to add correlation between events
in di�erent streams [TS09]. Data�ow models are used as the underlying model.
However, the only supported data�ow model is the simplest HSDF model and
di�culties arise with more expressive data�ow models as is discussed in Chap-
ter 5. Furthermore, algorithms exploiting the cyclic data dependencies, such
as bu�er sizing algorithms, are not available. A more detailed comparison be-
tween the MPA-RTC, SymTA/S and data�ow analysis approaches can be found
in Chapter 5.

There are several other shortcomings of data�ow analysis techniques that
will be addressed in this thesis next to the limited class of supported run-time
schedulers.

In data-driven systems it is possible that consecutive task executions com-
pensate for their execution times. This can be exploited by analysis methods
when information about varying execution times is known. For MPA-RTC and
SymTA/S, methods are developed to take information about varying execution
times into account [MKT04, QHE12]. However, current analysis methods for
data�ow models assume only one WCET for tasks [SB00]. Data�ow analysis
techniques therefore do not take this important bene�t of data-driven systems
into account.

Another shortcoming of current data�ow analysis techniques concerns the par-
allelism that can be analyzed. Existing analysis methods only make use of pipeline
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parallelism. They determine bu�er sizes which allow the required amount of
pipeline parallelism such that the temporal constraints are met. The combination
with data parallelism can be bene�cial for both the latency as well as the through-
put of an application but is not considered in data�ow analysis techniques.

The last shortcoming that is considered in this thesis concerns the scalabil-
ity of temporal analysis methods for real-time stream processing applications.
No intuitive compositional analysis model exists for the temporal analysis of
such applications. Such compositional analysis model should support hierarchy
and incremental design of the application. In general, the temporal behavior
of data�ow models is not compositional and additional structure needs to be
exploited to achieve powerful compositionality properties.

1.3 Problem Statement

Despite the frequent use of data�ow models there are a number of shortcomings
which limit the scope of data�ow analysis or do not use several promising ben-
e�ts of data�ow analysis methods. The problem addressed in this thesis is to
�nd abstractions which solve a number of these shortcomings and improve the
applicability of data�ow models.

Firstly, a valid timed actor theory has to be de�ned which can be used as the
formal base of the abstractions that will be presented in this thesis. With this
timed actor theory it should be made explicit under which conditions re�nement
is allowed.

The second challenge is to solve the problem that data�ow analysis techniques
for data-driven systems are used to exploit pipeline parallelism but ignore the
combination with data parallelism.

The next problem that is addressed in this thesis concerns the accuracy of
existing data�ow analysis methods. Traditional data�ow analysis methods use
one WCET per task. Analysis methods using only such WCETs are not able to
exploit all the bene�ts of data-driven execution of tasks. As already discussed,
subsequent task executions can compensate for their execution times in data-
driven systems. However, this phenomenon is not taken into account during
analysis when only the WCET execution time of a task is used.

The fourth problem of current data�ow analysis techniques is the limited sup-
port of run-time schedulers. Currently, only starvation-free schedulers are sup-
ported. The challenge is to broaden the scope of data�ow analysis techniques by
de�ning an analysis method for non-starvation-free schedulers.

The last problem that is considered concerns the compositionality of analysis
methods. The temporal behavior of data�ow models is not always preserved
when actors are composed. This hampers the incremental design of real-time
stream processing applications. The last challenge is to de�ne a powerful analysis
model, and corresponding analysis methods, which is compositional and has
powerful mathematical properties.
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1.4 Contributions

This thesis improves data�ow analysis techniques and broadens the scope of
data�ow analysis in a number of directions.

The contributions can be summarized as follows. The chapter in which they
are discussed in detail is denoted in brackets.

1. Introduced a new timed actor theory which can be used as the formal base
of abstractions for stream processing applications (Chapter 2)

2. Introduced a method to take data parallelism into account and derive the
required amount of data parallelism by explicitly de�ning the trade-o�
with pipeline parallelism (Chapter 3)

3. Extended data�ow analysis to the use of workload characterizations instead
of using only the WCET of tasks (Chapter 4)

4. Extended the scope of data�ow analysis to non-starvation-free schedulers
(Chapter 5)

5. Developed a higher level analysis framework on top of data�ow analysis
which is compositional (Chapter 6)

1.5 Outline

This thesis is structured as follows. We start with a detailed discussion of the
for this thesis relevant data�ow analysis techniques in Chapter 2. This chapter
also presents a new timed actor theory which is used as the formal base of the
abstractions that are introduced in this thesis. In Chapter 3 we present a new
data�ow analysis technique to model data parallelism which enables to determine
the required amount of data parallelism and make the trade-o� with pipeline
parallelism.

Chapter 4 introduces a data�ow analysis technique to exploit more accu-
rate information about the execution times of tasks. In Chapter 5 an analysis
method is presented which can be used to analyze real-time applications with
non-starvation-free run-time schedulers. The technique presented in this chapter
broadens the scope of data�ow analysis techniques to such systems. Chapter 6
then introduces a compositional temporal analysis model which can be used as
a higher level abstraction of data�ow models. The conclusion and future work
of this thesis is presented in Chapter 7.





CHAPTER 2
Dataflow Analysis

Abstract – In this chapter, we discuss data�ow models and the properties
of data�ow models which are important for this thesis. This chapter also
introduces a re�nement relation which we use to prove temporally conserva-
tiveness of our data�ow models. This re�nement relation forms the formal
base behind the abstractions that are introduced in this thesis.

The goal of the abstraction that are discussed in this thesis, is to give tem-
poral guarantees on applications implemented as task graphs that run on a
multiprocessor system with run-time schedulers. The requirements on these
task graphs are discussed in this chapter and also the conformance relation
between task graph and corresponding data�owmodel. Furthermore, we give
a short overview on existing data�ow analysis techniques.

Analysis methods are used to provide guarantees on the temporal behavior of
applications. Often data�ow models are used in such analysis methods to model
the temporal behavior of streaming applications. The abstractions that are intro-
duced in this thesis are also based on data�ow modeling techniques. However, to
use these data�ow models, a formal base is required which supports the relation
between the application and the corresponding temporal analysis model.

In this chapter we introduce such a formal base in the form of a timed ac-
tor theory. Compared to existing timed actor theories we add a coupling of the
functional behavior of the di�erent abstraction levels. By formalizing the con-
straints on this functional behavior, it becomes explicit what the constraints on
the temporal analysis model are when this analysis model is used to model the
task graph of an application. Based on this insight we present in this chapter a
subset of data�ow models for which the functional behavior of an application
by construction corresponds to the used data�ow model. For this subset, the
data�ow model thus purely models the temporal behavior of the application.
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We start this chapter by introducing some basic notation in Section 2.1. This
notation is also used throughout the rest of this thesis. Then task graphs are
introduced in Section 2.2. These task graphs are used in this thesis to represent
applications. To model the temporal behavior of such task graphs, data�ow mod-
els are used in this thesis. These data�ow models and their relevant properties
are introduced in Section 2.3. This section also presents a conformance relation
between task graphs and data�ow models.

Section 2.4 presents the developed timed actor theory. This timed actor theory
forms the formal base for the data�ow analysis techniques that are used in this
thesis. Timed actor theory as a formal base behind data�ow modeling is discussed
in Section 2.5. This section also introduces an important subset of data�ow mod-
eling constructs for which the functional behavior is by construction orthogonal
to the temporal behavior. In Section 2.6 we give an overview of the for this the-
sis relevant data�ow analysis techniques and we conclude this chapter with a
summary in Section 2.7.

2.1 Notation

In this section we introduce some basic notation which we use throughout this
thesis.

We use N for the set of natural numbers, i.e., the positive integer numbers and
zero. For the complete set of integer numbers we use Z. The real numbers are
denoted by R. We furthermore use N+ for the strictly positive natural numbers
which excludes 0 and we write R+ for the strictly positive real numbers. Finally,
we use B for the boolean domain.

Throughout this thesis we use integer arithmetic operations. We write bxc
for the �oor function on real numbers. It gives the largest integer number not
greater than x . We also use the ceil function, dxe, which returns the smallest
integer number greater or equal to x . Next to that, we use the modulo operation,
x mod y, which returns the remainder of the division ofx byy. We de�ne x mod y
such that it is always positive, i.e., 0 ≤ x mod y < y.

We denote a set that consists of the values a, b and c with {a,b, c}. We use
the ∈ operator to test membership of an element in a set. We use the notation
{x ∈ D | P (x )} to de�ne a set consisting of the values x ∈ D for which P (x )
returns true. We furthermore usemax (D) for the maximum value of a set D and
min(D) for the minimum value of set D. We also use themax andmin operators
on individual elements,max (a,b) returns the maximum of a and b. The union of
sets can be obtained by using the union operator ∪ and a subset of a set can be
speci�ed using the ⊆ operator. The \ operator is used for set di�erence where
B \A gives the items from set B which are not in A.

We also use logic operators in this thesis. We write ¬, ∧, ∨, =⇒ and ≡ for log-
ical negation, conjunction, disjunction, implication and equivalence respectively.
For the universal quanti�er we write ∀ and for existential quanti�cation ∃. We
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use the notation (∀x ∈D : P (x )) in which the variables and their domains are spec-
i�ed before the colon and the predicate is speci�ed after the colon. Furthermore,
lines in the proofs that contain hints start with the | | sign.

2.2 Task Graphs

The abstractions presented in this thesis are enabled by a number of requirements
on the task model and the multiprocessor platform. In this thesis we use a simpli-
�ed task model which is similar to the one presented in [Wig09]. Although it is
outside the scope of this thesis, more �exible and advanced task models for which
the presented abstractions do hold exist as well as methods which generate the
corresponding data�ow models as used in this thesis [Bij11, GHB13, GHB14b].

In this section we present a short overview of the properties of the task model
which we use in this thesis.

In the used task model, applications are implemented as task graphs executed
on multiprocessor systems. The interfaces, i.e., the tasks that interface with the
environment are required to be time-triggered. These tasks sample the environ-
ment strictly periodic. Furthermore, the used task model does support task graph
topologies with cyclic dependencies.

The semantics of the task model is based on Kahn Process Networks
(KPNs) [Kah74, KM77]. The used task graph is functional deterministic because
it behaves as a KPN. We require that the output values of a task are completely
determined by the input data.

Tasks are executed in parallel and communicate via �nite size First-In First-
Out (FIFO) bu�ers. More generic access patterns and communication patterns
than is possible with FIFO bu�ers, can also be supported [BBJS08, BBS11].

We call the locations of a FIFO bu�er, containers. The implementation and us-
age of the FIFO bu�er enforces the synchronization between tasks. The synchro-
nization is decoupled from the actual communication by making use of explicit
synchronization statements. Tasks explicitly acquire a container from the bu�er
by calling an acquire primitive and release that container to the same bu�er again
by calling a release primitive.

Tasks always �rst acquire the required containers, then perform their com-
putation and the actual reads and writes and �nally release the used containers
again. We distinguish data containers, which we also call full containers, and
space containers which are also called empty. These two types of containers can
be seen as two �ows of containers, the data �ow and the space �ow. Although
KPNs only support bu�ers with an in�nite size, the separation of the data and
space �ow of containers allows us to create bu�ers with a �nite size. Containers
are moved from the space �ow to the data �ow and the other way around. The
sum of the number of containers in the data �ow plus the number of containers
in the space �ow is constant which thus models the �nite size of the FIFO bu�er.
An example of a simple task is shown in Figure 2.1. It consists of two tasks, τ0
and τ1, which communicate with each other via a bu�er.
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τ1τ0

(a) Example task graph

while ( 1 ) {
a c q u i r e P r o d ( x ) ;
x = f ( ) ;
r e l e a s e P r o d ( x ) ;

}
(b) Implementation of
task τ0

while ( 1 ) {
a c qu i r eC o n s ( x ) ;
p r i n t ( x ) ;
r e l e a s e C o n s ( x ) ;

}
(c) Implementation of
task τ1

Figure 2.1: An example of a simple task graph with corresponding implementa-
tion of the tasks.

Tasks block on both the acquire of an empty container as well as on the acquire
of a full container. A consumer task acquires data containers from the �ow of data
containers, uses the data and then releases the container as an empty container.
This behavior is illustrated in Figure 2.1(c). A producing task �rst acquires an
empty container, writes the corresponding data in it and then releases the �lled
container on the �ow of data containers. An example of such a producing tasks
is illustrated in Figure 2.1(b). The part of a task containing the actual reads and
writes and the actual computation is non-blocking. Such non-blocking code
segments are introduced in [Wig09]. A non-blocking code segment is the part
of the program which happens between two acquisition statements. We call this
an execution of a task. For more information about non-blocking code segments
we refer to [Wig09].

Based on the de�nition of an execution of a task we also de�ne the execution
time of a task. We have that the execution times of the tasks are input to our
analysis methods. The execution time of a task is the time that the operations
take which happen between two acquisition primitives, i.e., the time required to
execute a non-blocking code segment. We de�ne the start of a task execution as
the moment at which it is detected that su�cient containers are present in the
FIFO bu�ers. The �nish of a task execution is de�ned as the moment at which the
task arrives at the next acquisition primitive. The execution time is then the time
between the start and the �nish of a task execution. For this execution time we
assume that tasks execute in isolation on a resource and without interruptions.

Often the execution time of a task execution is not constant. Typically, only an
upper bound is known which we call the WCET of a task execution. Chapter 4
will further elaborate this concept of a WCET of a task and presents an alternative
for this WCET.

2.3 Dataflow Models and Their Properties

The task graphs of the previous section can in general not be used for the temporal
analysis of an application because they do not contain su�cient structure. In this
section we introduce data�ow models as an abstraction of task graphs. These
data�ow models can be used for the temporal analysis of applications.
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We �rst introduce data�ow models in Section 2.3.1. In Section 2.3.2 we then
present the important properties of these data�ow models. Section 2.3.3 �nally
presents the conformance relation between task graphs and data�ow models.

2.3.1 Dataflow Models
A data�ow graph consists of data�ow actors which communicate tokens over
queues. A data�ow actor transfers tokens by �ring [LP95]. Each �ring, tokens are
transfered from input queues of the actor to output queues. A set of �ring rules
speci�es how an actor �res. Such a �ring rule speci�es the number of tokens that
are required to be present in input queues such that the actor can �re. A �ring
rule also speci�es the amount of tokens that are produced in outgoing queues in
a �ring. We say that a �ring consumes tokens from input queues and produces
tokens to output queues.

Traditionally, data�ow models are untimed [LM87]. In a �ring, tokens are
consumed and produced in an atomic action. We extend data�ow models with
time as in [SB00]. The data�ow actors are annotated with a �ring duration and
the token consumption is separated from the token production in each �ring.
The atomic consumption and production of tokens is separated in one atomic
consumption action and an atomic production action.

We have that an actor �ring is enabled when in the input queues the amount
of tokens is available that is speci�ed by the �ring rule. After this enabling, the
actor can start its �ring and at the beginning of the �ring, the speci�ed number of
tokens are consumed from the input queues. The amount of time after which the
actor �ring �nishes after the start of the �ring is speci�ed by the �ring duration.
The speci�ed number of tokens are produced in the output queues in an atomic
fashion at this �nish of the �ring.

Di�erent data�ow models have been developed. The di�erence between these
data�ow models is the �ring rule. A data�ow model prescribes a �ring rule with
a speci�c structure. The less restrictive this �ring rule structure is, the more
expressive the data�ow model. In this section we discuss three of these data�ow
models in more detail. We present them in order of increasing expressivity. These
three data�ow models are also used in the remainder of this thesis. We also give
a small overview of other related data�ow models and present transformations
between di�erent data�ow models.

HSDF

A Homogeneous Synchronous Data�ow (HSDF) graph G = (V,E ,δ , ρ), is a di-
rected graph that consists of a �nite set of actors V and a �nite set of directed
queues E between those actors. Actors communicate by producing and consum-
ing tokens over these edges. An edge ei j ∈ E , directed from actor vi to actor vj
represents an unbounded token queue and contains initially δ (ei j ) tokens, with
δ : E → N. We use δi j as a shorthand notation for δ (ei j ). An HSDF actor is
enabled when on each of its incoming queues at least one token is available. At
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the start of a �ring, one token is consumed from each of these incoming queues.
Each �ring of actor vi �nishes ρi after the start and at this �nish, one token is
produced in each outgoing queue. We have ρ : V → T with T a time domain
with an ordering ≤ such as N or R+.

SDF

HSDF models only support homogeneous transfer rates of actors. The Syn-
chronous Data�ow (SDF) model [LM87] extends such HSDF models by modifying
the �ring rule such that a number of tokens can be speci�ed that is required for
a �ring. Also the number of produced tokens can be speci�ed. The consumption
quanta do not need to be equal to the production quanta. SDF models can thus
be used to model rate changes.

An SDF graph G = (V,E ,δ , ρ,π ,γ ), is de�ned similarly as an HSDF graph. It
consists of a �nite set of actors V and a �nite set of directed queues E between
these actors. An SDF edge ei j contains initially δ (ei j ) tokens. Next to that, a
�ring �nishes ρ time later than its start.

The di�erence with the HSDF models lies in the �ring rule of an actor. Not
one token is consumed/produced each �ring but consumption and production
quanta can be speci�ed.

An actorvj is enabled to �re when on each input queue ei j at leastγ (ei j ) tokens
are present, with γ : E → N+. At the start of a �ring of actor vj , γ (ei j ) tokens
are consumed in one atomic action from all input queues ei j of actor vj . At the
�nish, actorvj atomically produces π (ejk ) tokens on each of its output queue ejk ,
with π : E → N+.

CSDF

The number of tokens that is consumed/produced per �ring is constant in the
HSDF and SDF model. The Cyclo-Static Data�ow (CSDF) model [BELP96] ex-
tends the SDF model with the support of varying production and consumption
quanta. These quanta change in a cyclo-static order. A �xed list of quanta is
traversed cyclically. One complete iteration of this list is called the cyclo-static
period of a CSDF actor.

A CSDF graph G = (V,E,δ , ρ,π ,γ ,κ) is de�ned similar to an SDF graph. The
only di�erence is the addition of phases. The production and consumption quanta
change per phase. Also the �ring duration can change per phase. The phases
have a static order and are repeated cyclically. The number of phases of an SDF
actor vi is speci�ed using the function κi , with κ : V → N+.

The number of tokens that is consumed by actor vj from edge ei j in phase
k , 0 ≤ k < κj , is equal to γ (ei j ,k ) with γ : E × N → N. The number of
tokens that is produced in queue ei j by phase k of actor vi is equal to π (ei j ,k )
with π : E × N → N. The �ring duration of phase k of actor vi is equal to
ρi (k ) with ρ : V × N → T where T is a time domain with an ordering ≤ such
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as N or R+. The phases are repeated cyclically and thus, �ring n of actor vj
consumes γ (ei j ,n mod κj ) tokens from queue ei j and produces π (ejk ,n mod κj )
tokens in output queue ejk . The �ring duration of �ring n of actor vj is equal to
ρ j (n mod κj ).

Furthermore, we de�ne the cumulative production and consumption in one
cyclo-static period of a CSDF actor. We have Π(ei j ) which de�nes the cumulative
production on edge ei j during one cyclo-static period of actor vi and Γ(ei j ) the
cumulative consumption from edge ei j during one cyclo-static period of actor vj .
We have Γ(ei j ) =

∑
0≤k<κj γ (ei j ,k ) and Π(ei j ) =

∑
0≤k<κi π (ei j ,k ).

Other Data�ow Models

More expressive data�ow models exist but are outside the scope of this thesis.
These models support less restrictive �ring rules than the HSDF, SDF or CSDF
models. They can for example be used to model run-time variation of the pro-
duction and consumption rates of tokens and/or run-time variation of the �r-
ing duration of actors. Examples of such models are the parameterized data�ow
model [BB01], the VRDF model [WBS08a, WBS08b] and the variable-Rate Phased
Data�ow (VPDF) model [WBS10].

Also data�ow models exist which can model scenarios and conditions, such as
the SADF model [TGB+06, GS10] and the Boolean Data�ow (BDF) model [Buc93]
respectively.

Transformations Between Data�ow Models

Transformations between di�erent types of data�ow models exist. With these
transformations, algorithms that are de�ned for a speci�c type of data�ow model
can be applied to other types of data�ow models. For example, the Maximum
Cycle Mean (MCM) method, as discussed in Section 2.6.2, can be used to obtain
a measure for the throughput of an HSDF graph. This method can be applied to
SDF and CSDF models by �rst transforming them into an HSDF model.

Exact transformations from SDF and CSDF models into an equivalent HSDF
model exist [LM87, SB00, BELP96] and also an exact transformation from a CSDF
model to an SDF model is de�ned [GHKS14a].

The methods which transform an SDF or a CSDF model into an equivalent
HSDF use the so-called repetition factor of each SDF or CSDF actor. When the
number of times that each actor �res is equal to this repetition factor, then on each
edge in the data�ow model the same number of tokens is produced as is consumed.
This is detailed in more detail in Section 2.3.2. Each SDF or CSDF actor is modeled
using a number of HSDF actors which is equivalent to this repetition factor. The
constraints between actor �rings that are imposed by edges in the original SDF
or CSDF actor are then transformed into edges between the corresponding HSDF
actors. Algorithms which perform the transformation of SDF or CSDF models to
equivalent HSDF models can be found in [LM87, SB00, BELP96].
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The equivalent transformations between di�erent type of data�ow models
have one large drawback. The size, in the number of actors, of the equivalent
models can be exponential in the size of the original model [JSL95]. Such an
exponential blow-up of the size of the data�ow models leads to the conclusion
that even algorithms with a polynomial time-complexity obtain a worst-case
exponential time-complexity when they are used after these transformations.

Approximation methods are developed which do not su�er from this exponen-
tial blow-up of the number of actors in the graph [GHKB13, GHKS14b]. They are
based on a linearization of the actor schedule such that smaller but conservative
transformations can be de�ned.

2.3.2 Properties of Dataflow Models
We present in this section some of the important properties of data�ow models.
We focus on the properties which we use in this thesis. First we discuss functional
determinism of data�ow models. Then the monotonicity property of functional
deterministic data�ow graphs is presented, and �nally, consistency of data�ow
models is presented.

Functional determinism

The abstractions presented in this thesis rely on the fact that the used data�ow
models are functionally deterministic. A data�ow model is functionally deter-
ministic when all output values are only determined by input values.

A su�cient condition for a data�ow model to be functionally deterministic
is presented in [LP95]. The condition is that each �ring of a data�ow actor is
functional and that the �ring rules are sequential. Firing rules are sequential
when there is a pre-de�ned order in which the �ring rules are applied. That a
�ring of a data�ow actor is functional means that the �ring does not have any
side-e�ects and that the output tokens are purely a function of the tokens that
are consumed from the input queues in that �ring.

These su�cient conditions hold for untimed data�ow models. When time is
introduced, also the order of tokens becomes important. We discuss this in more
detail in Section 2.5.2.

As shown in [Wig09], functional determinism of data�ow models can also be
used to prove functional determinism of task graphs. The conformance relation
as presented in Section 2.3.3 links the inputs of tasks to the inputs of data�ow
actors and the outputs of tasks to the outputs of data�ow actors. The locations
that are released in an execution of a task are then also a function of the previously
acquired locations. Furthermore, similar to data�ow actors, tasks have blocking
acquire primitives. A task execution can only start when all the required locations
can be acquired. This excludes so-called or-activations of tasks which are allowed
by methods like [Jer05, HT07]. These or-activations result in functionally non-
deterministic behavior which complicates the conformance between data�ow
models and task graphs.
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Monotonicity

Functionally deterministic data�ow graphs, such as SDF graphs, have a mono-
tonic temporal behavior [WBS09]. We show this also in Section 2.5.3 by using
the timed actor theory introduced in this chapter.

We say that the temporal behavior of a data�ow model is monotonic when the
token production times can not become worse when a certain property of the
data�ow model is increased or decreased. Temporal monotonicity of functional
deterministic data�ow graphs has a number of important implications. Increasing
the �ring duration of one actor in the graph can never lead to an earlier enabling
of any of the actors in the graph and also, decreasing the �ring durations of one
of the actors can never lead to any later enabling.

Similarly, earlier arrival of tokens can never lead to later enablings/�nishes.
Also increasing the amount of initial tokens in the graph can never lead to a
later enabling of any of the actors in the graph and the opposite, decreasing the
amount of initial tokens can never lead to any earlier enabling. More details on
monotonicity of data�ow models can be found in Section 2.5.3.

Consistency

Another important property of data�ow models is consistency. For an inconsis-
tent SDF model, any �nite number of initial tokens will either result in deadlock
or an unbounded accumulation of tokens on an edge. Algorithms exist to verify
consistency of connected SDF models [Lee91].

In consistent data�ow models, the average rate at which tokens are produced
on an edge is equal to the average consumption rate on that edge. Therefore, a
repetition vector q can be determined which contains the relative �ring frequen-
cies between the actors. We use qi for the repetition factor of actorvi where qi is
the ith component of q. When every actor vi in a data�ow model �res exactly qi
times, it holds for each edge in the SDF model that the number of tokens produced
on an edge is equal to the number of consumed tokens from that edge:

∀ei j ∈E : qi · Π(ei j ) = qj · Γ(ei j ) (2.1)

Note that we use the cumulative consumption and production of a cyclo-static
period of a CSDF actor. For an SDF actor we have that this cumulative consump-
tion and cumulative production is equal to the consumption and production
quanta respectively. The method to determine consistency of an SDF model is
for the rest equivalent.

The repetition vector can be determined by using the topology of the data�ow
model. The topology of a data�ow model can be described using a topology
matrix Ψ of size |E | × |V | [Lee91, BELP96]. We use the edges on the rows of the
matrix and number them with 0 ≤ i < |E |. The columns of the topology matrix
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δ ji

δi j

11

vjvi

δ ji

δi jπ (ei j )

γ (eji )

γ (ei j )

π (eji )

δi jδ ji

τjτi
ψ (ci j ) χ (ci j )

π (ei j ) = γ (eji ) = ψ (ci j ) γ (ei j ) = π (eji ) = χ (ci j )

Figure 2.2: Task graph to data�ow model conformance.

correspond to the actors and are numbered with 0 ≤ j < |V|:

Ψi j =




Π(ei ) if ei = ejk and vj , vk
−Γ(ei ) if ei = ek j and vj , vk
Π(ei ) − Γ(ei ) if ei = ej j

0 otherwise

(2.2)

A connected SDF model is said to be consistent if rank (Ψ) = |V|−1. For consistent
SDF models it is possible to �nd an integer repetition vector q of length |V| for
which Ψq = 0 holds.

2.3.3 Task Graph, Dataflow Model Conformance
Figure 2.2 illustrates the relation between an SDF model and a task graph. This
relation is similar to the relation presented in [WBS07b]. Each task τi in the task
graph corresponds to a data�ow actor vi in the data�ow model. Next to that,
each data�ow actor has a self-edge with one token to denote that its �rings may
not overlap, i.e., auto-concurrency is excluded.

In this section we present the conformance relation for a task graph with a
corresponding SDF model. The conformance of task graphs with other types
of data�ow models is similar to the conformance relation of this section. They
are all based on the fact that the number of consumed and produced tokens of
a �ring corresponds to the numbers of locations that are acquired and released,
respectively, during the corresponding execution of the task.

As discussed in Section 2.2, a FIFO bu�er can be seen as two unbounded bu�ers
which both together form the �nite size FIFO bu�er. One bu�ers contains the
�ow of empty containers and the other contains the �ow of the data containers.
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The sum of the locations of these two bu�ers corresponds to the size of the FIFO
bu�er.

Correspondingly, such a FIFO bu�er ci j from task τi to τj is modeled in the
data�ow model using two oppositely directed edges. The �rst edge, edge ei j ,
connects actor vi to vj . The second edge, edge eji , is directed from vj to vi .
The forward edge, ei j , models the �ow of data containers and contains initially
δ (ei j ) tokens which corresponds to the number of initially �lled data locations
in the FIFO bu�er. Similarly, the backwards edge, eji , models the �ow of empty
containers and has initially δ (eji ) tokens which corresponds to the initially empty
locations in the FIFO bu�er. The total size of the FIFO bu�er is then equal to
δ (ei j ) + δ (eji ).

The number of tokens that are produced and consumed on these edges is
equal to the number of released and acquired containers respectively. We have
that the number of locations that are �lled with data by the producing task of
a FIFO bu�er, is equal to the number of tokens that are consumed from the
edge modeling the space of the bu�er and is also equal to the number of to-
kens that are produced on the edge modeling the �ow of data containers, i.e.,
π (ei j ) = γ (eji ) = ψ (ci j ). We have a similar property for the consuming task of a
FIFO bu�er: π (eji ) = γ (ei j ) = χ (ci j ). Note that we use ψ (ci j ) for the amount of
locations that are produced in FIFO bu�er ci j by task τi in each execution. The
number of containers that task τj consumes for bu�er ci j in each execution is
equal to χ (ci j ).

It is possible that not a �xed size but only a maximum size is speci�ed for the
FIFO bu�er from task τi to τj is. The number of tokens on eji is then chosen to
be equal to this maximum bu�er size. As is shown in Section 2.5.3, adding more
tokens reduces the constraints imposed on the data�ow model and thus using the
maximum number of tokens allows the maximum scheduling freedom. Bu�er
sizing methods can be used to determine smaller bu�er sizes and corresponding
numbers of tokens that are still su�cient to meet the temporal constraints of an
application. Such bu�er sizing methods are illustrated in Section 2.6.2.

2.4 Timed Actors

In this section we introduce the theory on which we base the abstractions that are
introduced in this thesis. The concepts and the notation are inspired by [Wig09,
GTW11, TLHL11].

The theory of [TLHL11] is applicable for synchronous systems whereas the
approaches from [Wig09] and [GTW11] are applicable for timed actors, similar
to what we use in this thesis. The re�nement relation from [Wig09] is incomplete
and only considers one individual execution/�ring of a task/actor. No knowledge
about previous executions/�rings is included which means that certain abstrac-
tions which require knowledge about previous executions cannot be applied
which we will show in Section 2.6.2. Also the step from actor re�nement to
graph re�nement is incomplete. Next to that, [Wig09] su�ers from the same
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problem as [GTW11]; the relation with the functional behavior of the di�erent
abstraction levels is lacking.

Especially, the approach of [GTW11] sees the functional behavior of the actors
as orthogonal and even introduce functional non-determinism in their re�nement
relation. However, the correlation of events in the di�erent abstraction levels is
not always possible when the functional behavior is non-deterministic. Nonethe-
less, the goal of the timed actor theories is to �nd conservative estimates of the
temporal behavior of an application. When the events, which include a notion
of value, in di�erent abstraction levels can not be correlated exactly, then it is
unclear why it is allowed to correlate the temporal behavior of these abstrac-
tion levels. Furthermore, the exclusion of non-deterministic functional behavior
allows us to introduce a less complicated re�nement relation.

We present in this section an alternative re�nement relation which also couples
the functional behavior of di�erent abstractions levels. Based on this new re�ne-
ment relation we present a subset of data�ow modeling constructs for which the
functional behavior is coupled by de�nition and does therefore not need to be car-
ried through the complete thesis. This simpli�ed re�nement relation also enables
to use semantic models of data�ow graphs which only consider their temporal
behavior. Semantic models such as max-plus algebra [BCOQ92] and constraint
satisfaction formulations are only applicable when the temporal behavior does
not in�uence the functional behavior which is the case for the presented subset
of data�ow models.

The re�nement relation that is introduced in this section does not allow func-
tional non-determinism. However, an important application �eld of the non-
determinism of the re�nement relation in [GTW11] is supported by our approach
by using multiple hierarchical abstractions as we will show in Section 2.6.1. By
using the di�erent levels of abstraction carefully, limited non-determinism of the
temporal behavior can be supported and analyzed conservatively. For example,
tasks of which the actual execution time is unknown or unpredictable can still
be analyzed by using the fact that the task is functionally deterministic and that
there is an upper bound on the execution time. By using the di�erent hierarchical
abstraction levels, a simple analysis model can be obtained which can be used to
conservatively analyze the temporal behavior of such tasks.

The introduced timed actor theory acts as a formalism behind the data�ow
analysis techniques that are used in this thesis. Note that data�ow actors are
not the same as timed actors and that the connections between timed actors are
not equivalent to queues/edges between data�ow actors. Section 2.5 illustrates
this di�erence in more detail and presents the timed actor theory as a formalism
behind data�ow models. In Section 2.5 we use the introduced timed actor theory
to prove our key result that for a speci�c class of data�ow subgraphs a simpler
re�nement relation can be de�ned. For this class, the functional behavior is
orthogonal to the temporal behavior and it is de�ned in such a way that it allows
to reason in so-called external enabling events of these subgraphs.
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In Section 2.4.1 we �rst introduce event sequences as the unit of computation
of our formalization of timed actors. We then apply these event sequences in
Section 2.4.2 to formalizes the timed actors and the composition of these actors.

2.4.1 Event Seqences

We formalize the interface of actors using event sequences. In accordance with
the tagged signal model of [LSV98], we de�ne an event as a tuple of a time stamp
and a value. The time stamp of event i of an event sequence x is denoted by
x (i ). The value of event i of event sequence x is denoted as ϑx (i ). An event
sequence is ordered in increasing order of the time stamps of the di�erent events.
Time stamps are chosen in a totally ordered, continuous time domain T with
an ordering ≤. We add −∞ and ∞ to the time domain to denote the minimal
and maximal elements respectively such that ∀t ∈T : −∞ < t < ∞. We use
T ∞ to denote T ∪ {−∞,∞} and we have that (T ∞, ≤) forms a complete partial
order (CPO). The values of events are chosen in a domain O. We furthermore
have ∅ ∈ O which is used for values that are unde�ned.

Each event sequences starts with event 0 and the length of event sequence a
is equal to |a |. We de�ne each event sequence for the complete domain Z by
de�ning that a(i ) = −∞ and ϑa (i ) = ∅ for i < 0. Similarly, for i ≥ |a | we de�ne
a(i ) = ∞ and ϑa (i ) = ∅.

De�nition 2.1: (Event sequence)
An event sequence x : Z→ T ∞ ×O is a sequence of events. An event is a tuple of a
time stamp and a value. An event sequence is weakly monotone in the time stamps
of events, i.e., events in an event sequence x are ordered such that x (i ) ≤ x (j ) for
i, j ∈ Z and i ≤ j.

De�nition 2.2: (Length of an event sequence)
The length of an event sequence x is de�ned as the number of events for which the
time stamp is de�ned. When the time stamp of all events is de�ned then |x | = ∞:

|x | =min ({i ∈ N | x (i ) = ∞} ∪ {∞})

We also introduce the notion of a subsequence. The subsequence x〈j〉 is the
sequence that consists of the events up to and including event j of an event
sequence x . Such a subsequence is on itself also a valid event sequence. The
properties of event sequences therefore also hold for subsequences.

De�nition 2.3: (Subsequences)
The subsequence x〈j〉 is the sequence that consists of the events of sequence x up to
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and including event j:

x〈j〉(i ) =



x (i ) if i ≤ j

∞ if i > j
(2.3)

ϑx 〈j〉(i ) =



ϑx (i ) if i ≤ j

∅ if i > j
(2.4)

The length of such a subsequence is then:

|x〈j〉| =min ( |x |, j + 1) (2.5)

We also introduce periodic event sequences which are used in Chapter 6. In
such a periodic event sequence, the distance between events is constant. The time
stamps of a periodic event sequence can be speci�ed using a tuple (o, `) in which
o is the o�set of the event sequence and ` is the distance between successive
events.

De�nition 2.4: (Periodic event sequence)
A periodic event sequence xp of which the time stamps are speci�ed by (o, `) is an
event sequence in which the distance between each event is equal to `. We have for
a periodic event sequence:

∀i ∈N : xp (i ) = o + i · `

An event sequence re�nes an other event sequence when the values of the
events in both event sequences are equal and when the time stamps of the events
are not later. We present two equivalent de�nitions of event sequence re�nement.
The �rst de�nition uses knowledge about all the events in the event sequences
and the second de�nition uses the structure of the event sequences to simplify
the re�nement relation.

De�nition 2.5: (Event sequence re�nement)
Event sequence x re�nes event sequence y, x v y, when:

x v y ≡ ∀i ∈Z : x (i ) ≤ y (i ) ∧ ϑx (i ) = ϑy (i ) (2.6)

Equivalently we can use:

x v y ≡ ∀i ∈N, i<max ( |x |, |y |) : x (i ) ≤ y (i ) ∧ ϑx (i ) = ϑy (i ) (2.7)

Lemma 2.1 (Event sequence re�nement forms a partial order). Re�nement
on event sequences forms a partial order, i.e., event sequence re�nement is re-
�exive (x v x), antisymmetric (x v y ∧ y v x =⇒ x = y) and it is transitive
(x v y ∧ y v z =⇒ x v z).
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Proof. Straightforward. �

Event sequence re�nement forms a CPO with a minimal element in which the
time stamps of each event in a event sequence are equal to −∞ and a maximal
element with the time stamps of the events equal to∞.

Note that for subsequences x〈n〉 and y〈n〉 we can simplify the de�nition of
event sequence re�nement. Based on the re�nement relation of Equation 2.7 and
because the length of both x〈n〉 and y〈n〉 is maximally equal to n + 1, we have
that:

x〈n〉 v y〈n〉 ≡ ∀i ∈N, i≤n : x (i ) ≤ y (i ) ∧ ϑx (i ) = ϑy (i )
Based on this relation we have the following property which is used in a

number of induction proofs which are presented in this thesis.

x〈n − 1〉 v y〈n − 1〉 ∧ x (n) ≤ y (n) ∧ ϑx (n) = ϑy (n) =⇒ x〈n〉 v y〈n〉

2.4.2 Actors
An actor v = (I ,O,R) maps event sequences on the input ports I to event se-
quences on the output ports O using the relation R ⊆ (I × N) × (O × N). This
relation speci�es the dependencies between events in the event sequences on
the input ports and events on the output ports. When such a dependency exists,
also a distance in time between the corresponding events is speci�ed as well as
a mapping of values between the events. We use the notation (x (i ),y (j )) ∈ R for
the relation between event i in event sequence x and event j in event sequence y.
To simplify the notation we choose the name of an event sequence to be equal to
the name of the port. We write x ∈ I for an arbitrary event sequence on a port
in I . Furthermore, when we write x ∈ I and x ′ ∈ I ′ in one expression, it means
that x and x ′ are event sequences on the same port in I respectively I ′. This is
only possible when I = I ′.

We use : (I × N) × (O × N) → B to denote the existence of dependencies
between event sequences. We have that xi yj is equivalent to ((x (i ),y (j )) ∈ R
and it denotes that there is an ordering between event j in the event sequence
on output y and event i in the event sequence on input x . Event j on output y
can only be generated after event i on input x is available. The relation between
the time stamps of the corresponding events as well as the mapping of values
between the events does also belong to R but is left implicit.

Event sequences are ordered in time. Event j in event sequence y does never
happen later than event k in event sequencey when k ≥ j. When event j in event
sequence y depends on event i in event sequence x then also event k in event
sequence y depends on the availability of event i in event sequence x . This is
because of the fact that if event j in event sequence y can not be generated before
event i in event sequence x is available then also event k ≥ j in event sequence
y can not be generated. We thus have: ∀k ∈N,k≥j : xi yj =⇒ xi yk .

We require that timed actors are reproducible and continuous.
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De�nition 2.6: (Timed actor reproducible)
An actorv = (I ,O,R) is reproducible when the same output sequences are generated
when equal input sequences are used: ∀x0,x1∈I,y0,y1∈O : x0 = x1 =⇒ y0 = y1 with
x0 and x1 corresponding to the same port in I andy0 corresponding to the same port
in O as y1. Furthermore, we have that y0 are the output sequences corresponding
to the input sequences x0 and y1 the output sequences corresponding to the input
sequences x1.

Timed actors that are reproducible do not allow choice. The output event
sequences are �xed given input event sequences. However, the actual output
event sequences do not need to be known.

We use chains of re�nements of event sequences on input and output ports.
A chain is an in�nite series of re�nements a0 v a1 v . . . v an . . . with an a
set of event sequences on the ports. We use the notation {an | n ∈ N} for a
chain of re�nements of event sequences on the set of input ports I . A chain
of re�nements of event sequences on the set of output ports O is denoted as
{bn | n ∈ N}. Furthermore, we write ⊔

an to denote the least upperbound of
{an | n ∈ N}.

De�nition 2.7: (Timed actor continuity)
Consider chains {an | n ∈ N} and corresponding chains {bn | n ∈ N} of a timed actor
v . Actor v can be seen as a function that transforms a set of input event sequences
an into a set of output event sequences bn . We use the function Fv to describe this
transformation for an actor v . We thus have Fv (an ) = bn .
Timed actor v is continuous when for every pair of chains {an | n ∈ N}

and {bn | n ∈ N} we have that
⊔ Fv (an ) = Fv (⊔ an ) or alternatively⊔

bn = Fv (⊔ an ).

Note that a continuous timed actor is always monotone. This means that the
function of the timed actor preserves the re�nement order, i.e., later input event
sequences will lead to later output event sequences.

De�nition 2.8: (Timed actor monotonicity)
We have for a monotone timed actor v = (I ,O,R) the following:
∀x0,x1∈I,y0,y1∈O : x0 v x1 =⇒ y0 v y1 with x0 and x1 corresponding to the same
port in I and y0 corresponding to the same port in O as y1. Furthermore, we have
that y0 are the output sequences corresponding to the input sequences x0 and y1 the
output sequences corresponding to the input sequences x1.

Timed actors re�ne when the input and output ports are equal, the dependen-
cies between events are equivalent and when output event sequences are re�ned
given that the input event sequences are also re�ned. Recall that event sequences
re�ne when the time stamps are not later and when the values of the events are
equivalent.
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De�nition 2.9: (Timed actor Re�nement)
A timed actor v = (I ,O,R) re�nes actor v ′ = (I ′,O ′,R′) when the ports are equal,
the dependencies between ports correspond and when the output event sequences of
v re�ne the output sequences of v ′ given that the input event sequences re�ne each
other. We use x and y for event sequences on the ports of v and x ′ and y′ for event
sequences on the ports of v ′ . We have that x belongs to the same port as x ′ and y
belongs to the same port as y′ . Actor v re�nes actor v ′ when:

v v v ′ ≡ I = I ′ ∧O = O ′ ∧ ∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N :
(1) xi yj =⇒ x ′

i
 y ′

j
∧

(2) xi yj ∧ x〈i〉 v x ′ 〈i〉 =⇒ y〈j〉 v y′ 〈j〉 (2.8)

Lemma 2.2 (Timed actor re�nement forms a partial order). Re�nement on timed
actors forms a partial order, i.e., time actor re�nement is re�exive, antisymmetric
and transitive.

Proof. We prove this by using the properties of re�nement of event sequences. We
assume actors v = (I ,O,R), v ′ = (I ′,O ′,R′) and v ′′ = (I ′′,O ′′,R′′). Because the
actors form re�nement relations, we have that the ports of the actors correspond.
To prove that actor re�nement is re�exive, antisymmetric and transitive, we only
have to prove the respective properties for the relations between event sequences
and that the dependencies between ports are equivalent.

Re�exive: v v v
Property (1) of timed actor re�nement holds by de�nition because the actors

are equal.
For property (2) of timed actor re�nement we have to prove:

∀x ∈I,y∈O : ∀x ′∈I,y′∈O : ∀i, j ∈N : xi yj ∧ x〈i〉 v x ′ 〈i〉 =⇒ y〈j〉 v y′ 〈j〉

This follows from monotonicity of timed actors which tells us that later input
event sequences will lead to later output event sequences. Given the property
X 〈i〉 v x ′ 〈i〉 it thus also follows that y〈j〉 v y′ 〈j〉 holds.

Antisymmetric: v v v ′ ∧v ′ v v =⇒ v = v ′

Given v v v ′ we have that the ports of v and v ′ correspond. We only have to
prove that the relation between input and output ports is equal.

We �rst prove that the dependencies of v and v ′ correspond:

∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N : xi yj ⇐⇒ x ′
i
 y ′

j
(2.9)

This holds given the properties (1) of both the re�nements v v v ′ and v ′ v v .
Second we prove that given v v v ′ and v ′ v v we have that when the same

input sequences are o�ered for bothv andv ′ , also the output sequences are equal.
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We have to prove:

v v v ′ ∧v ′ v v =⇒
∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N : xi yj ∧ x〈i〉 = x ′ 〈i〉 =⇒ y〈j〉 = y′ 〈j〉

(2.10)

Because the ports of v and v ′ correspond, also the domains of the universal
quanti�ers in Equation 2.10 and the universal quanti�ers that are used internally
in v v v ′ and v ′ v v are equal. We can thus rewrite Equation 2.10 to:

∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N :
v v v ′ ∧v ′ v v =⇒ (xi yj ∧ x〈i〉 = x ′ 〈i〉 =⇒ y〈j〉 = y′ 〈j〉) (2.11)

We have that (a =⇒ (b =⇒ c )) ≡ ((a ∧ b) =⇒ c ). Applying this on
Equation 2.11 learns us that we can prove actor equality by proving the right side
of the right implication of Equation 2.11 when assuming:

∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N : v v v ′ ∧v ′ v v ∧ xi yj ∧ x〈i〉 = x ′ 〈i〉

To simplify the notation we do not explicitly state the re�nement information
ofv andv ′ in each step but instead we carry the re�nement information implicitly
along. We furthermore use antisymmetry of event sequences:

∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N :
xi yj ∧ x〈i〉 = x ′ 〈i〉 =⇒ xi yj ∧ x〈i〉 v x ′ 〈i〉 ∧ x ′ 〈i〉 v x〈i〉

From v v v ′ we know xi yj ∧ x〈i〉 v x ′ 〈i〉 =⇒ y〈j〉 v y′ 〈j〉:
=⇒ y〈j〉 v y′ 〈j〉 ∧ x ′ 〈i〉 v x〈i〉

We have xi yj ⇐⇒ x
′
i  y

′
j and from v ′ v v we know x

′
i  y

′
j ∧ x ′ 〈i〉 v

x〈i〉 =⇒ y′ 〈j〉 v y〈j〉:
=⇒ y〈j〉 v y′ 〈j〉 ∧ y′ 〈j〉 v y〈j〉

Using antisymmetry of event sequences we have:
=⇒ y〈j〉 = y′ 〈j〉

This proves antisymmetry of timed actor re�nement.

Transitive: v v v ′ ∧v ′ v v ′′ =⇒ v v v ′′
We have to prove that:

v v v ′ ∧v ′ v v ′′ =⇒ ∀x ∈I,y∈O : ∀x ′′ ∈I ′′,y′′ ∈O ′′ : ∀i, j ∈N :
(1) xi yj =⇒ x ′′

i
 y′′

j

(2) xi yj ∧ x〈i〉 v x ′′ 〈i〉 =⇒ y〈j〉 v y′′ 〈j〉
(2.12)

Property (1) follows from the properties (1) of v v v ′ and v ′ v v ′′ and the
transitivity of the logical implication.
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Property (2) can be proven as follows. Similarly as for antisymmetry, the
ports of v , v ′ and v ′′ correspond and thus the domains of the di�erent universal
quanti�ers correspond. By using (a =⇒ (b =⇒ c )) ≡ ((a ∧ b) =⇒ c ) we can
then prove:

∀x ∈I,y∈O : ∀x ′ ∈I ′,y′ ∈O ′ : ∀x ′′ ∈I ′′,y′′ ∈O ′′ : ∀i, j ∈N :
v v v ′ ∧v ′ v v ′′ ∧ xi yj ∧ x〈i〉 v x ′′ 〈i〉 =⇒ y〈j〉 v y′′ 〈j〉 (2.13)

We choose an event sequence x ′ which corresponds to the same port as event
sequences x and x ′′ and is according to the re�nement order between x and x ′′ .
We choose x ′ such that ∀i ∈N : x〈i〉 v x ′ 〈i〉 v x ′′ 〈i〉. Then by using transitivity
of event sequences and because the domains of the universal quanti�ers match
we can apply the re�nements between v , v ′ and v ′′ , directly. Again, we do
not explicitly note these re�nements in the following derivation to simplify the
notation:

∀x ∈I,y∈O : ∀x ′ ∈I ′,y′ ∈O ′ : ∀x ′′ ∈I ′′,y′′ ∈O ′′ : ∀i, j ∈N :
xi yj ∧ x〈i〉 v x ′ 〈i〉 ∧ x ′ 〈i〉 v x ′′ 〈i〉

With v v v ′ we have:
=⇒ x ′

i
 y′

j
∧ y〈j〉 v y′ 〈j〉 ∧ x ′ 〈i〉 v x ′′ 〈i〉

With v ′ v v ′′ we have:
=⇒ y〈j〉 v y′ 〈j〉 ∧ y′ 〈j〉 v y′′ 〈j〉

Using transitivity of event sequences we have:
=⇒ y〈j〉 v y′′ 〈j〉

This proves transitivity of timed actor re�nement. �

Timed actor re�nement forms a CPO with a minimal element in which the
timed actor always generates output sequences in which the time stamps of the
events are equal to −∞ and a maximal element in which the timed actor always
generates output sequences in which the time stamps are equal to∞.

Composition

We now de�ne parallel, sequential and feedback composition of actors. We then
prove that actor re�nement is preserved over these types of composition. This
lifts actor re�nement to graph re�nement.

The simplest type of composition is parallel composition of actors. Two actors
are composed in parallel by combining the sets of ports. These sets of ports must
be disjoint. The relations between the ports are maintained and no dependencies
are added between ports of the two di�erent actors. The parallel composition of
two timed actors is illustrated in Figure 2.3 and is de�ned as follows.
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vp | |vq

vp

vq

Figure 2.3: The parallel composition of two timed actors vp and vq into vp | |vq .

De�nition 2.10: (Parallel composition of timed actors)
The parallel composition of actors vp = (Ip ,Op ,Rp ) and vq = (Iq ,Oq ,Rq ) with
disjoint input and output ports is equivalent to:

vp | |vq = (Ip ∪ Iq ,Op ∪Oq ,Rp ∪ Rq )

Timed actors can also be composed sequentially. A set of connections is added
from the outputs of one actor to the inputs of the other actors. The event se-
quences on these added connections become equal. The sequential composition
of two actors is illustrated in Figure 2.4. The sequential composition of timed
actors is de�ned as follows:

De�nition 2.11: (Sequential composition of timed actors)
Let actors vp = (Ip ,Op ,Rp ) and vq = (Iq ,Oq ,Rq ) be two actors with disjoint input
and output ports. Actorsvp andvq are composed sequentially by adding connections
speci�ed by 	 ⊆ Op × Iq . The sequential composition vp 	 vq = (I	,O	,R	 ) is
then de�ned as:

I	 = Ip ∪ {c ∈ Iq | ¬∃b ∈Op : (b, c ) ∈ 	}
O	 = Op ∪Oq

R	 = Rp ∪ Rq ∪ Rpq with
Rpq = {(a(i ),d (k )) ∈ (Ip × N) × (Oq × N) | ∃b ∈Op,c ∈Iq : (b, c ) ∈ 	 ∧

∃j ∈N : (a(i ),b (j )) ∈ Rp ∧ (c (j ),d (k )) ∈ Rq ∧ b (j ) = c (j )}

The relation of vp 	 vq is chosen such that the event sequences on the ports of the
added connections become equal. We have ∀(b,c )∈	,i ∈N : b (i ) = c (i ).

When a connection from an output of an actor back to an input of itself is
added, feedback composition is applied. The event sequences of the connected
ports of such a composition become equal. When also an internal connection was
present between the ports, a cyclic dependency is created. Feedback composition
is illustrated in Figure 2.5 and is de�ned as follows:
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vp 	 vq

vq

vp

b c

Figure 2.4: The sequential composition of two timed actors vp and vq into timed
actor vp 	 vq . A connection is added from output port b of vp and input port c
of vq .

v (p=q )

v
p q

Figure 2.5: The feedback composition of timed actors v into timed actor v
(p=q ) .

A connection is added between output port q to input port p.

De�nition 2.12: (Feedback composition of timed actors)
The feedback composition of an actorv = (I ,O,R) is the actor in which a connection
is added from port q ∈ O to port p ∈ I :

v (p=q ) = (I \ {p},O,R (p=q ) ) with

R (p=q ) = {(a(i ),b (j )) | (a(i ),b (j )) ∈ R ∧ ∀i ∈N : p (i ) = q(i )})

Wen feedback composition forms a cyclic dependency, then the internal con-
nection of this cyclic dependency must be causal otherwise events must be avail-
able before they are generated which means that the actor cannot make any
progress.

De�nition 2.13: (Causal dependency)
A dependency from port p to port q is causal when:

∀i, j ∈N : pi qj =⇒ j > i

Next to the discussed composition operations, a hiding operator is introduced.
This hiding operator can be used to remove ports from the external interface.
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De�nition 2.14: (Hiding)
Consider a timed actor v = (I ,O,R). Hiding port q ∈ O from actor v results in
actor:

v\q = (I ,O \ {q},R)

Note that the de�nition of sequential composition, feedback composition and
hiding is not completely formally sound. Despite the fact that ports are removed
from the external interface, internally they are still used to form the correct
relations between the ports. It is possible to solve this issue by, for example,
adding internal ports to the de�nition of a timed actor. For simplicity reasons we
have chosen not to do this. However, when the internal ports are made explicit,
the ideas and the proofs that are presented in this chapter would still hold.

Properties of Compositions

We now prove that parallel, sequential and feedback composition preserve actor
re�nement. We show that when two compositions have the same structure and
the actors of the compositions re�ne each other, that then also the compositions
re�ne. This lifts actor re�nement to the graph level. By proving the following
lemmas, we know that when a timed actor in a graph is replaced by a re�ned
actor, then the complete graph is being re�ned.

Note that because a timed actor re�nes itself, i.e., v v v , we do not have to
distinguish which of the actors of a composition is re�ned. We can assume that
each of the involved actors is re�ned.

Lemma 2.3 (Actor re�nement is preserved over parallel composition). The par-
allel composition of actors vp and vq preserves actor re�nement. Given actors v ′p
and v ′q with vp v v ′p and vq v v ′q we have:

vp | |vq v v
′
p | |v ′q

Proof. Straightforward. �

Lemma 2.4 (Actor re�nement is preserved over sequential composition). The
sequential composition of actors vp = (Ip ,Op ,Rp ) and vq = (Iq ,Oq ,Rq ) by
adding connections speci�ed by 	, preserves actor re�nement. Given actors
v
′
p = (I ′p ,O ′p ,R′p ) and v

′
q = (I ′q ,O ′q ,R′q ) with vp v v ′p and vq v v ′q we have:

vp 	 vq v v
′
p 	 v ′q

Proof. The ports of vp and v ′p are equal as well as the ports of vq and v ′q . The
ports of vp 	 vq are thus also equal to v ′p 	 v ′q . Given the actor re�nements
vp v v

′
p and vq v v

′
q we have that the sets Rp and Rq from the de�nition of

the sequential composition vp 	 vq correspond with the relations R′p and R′q of
v
′
p 	 v ′q . For the event sequence relations of set Rpq we have the following.
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When (a(i ),d (k )) ∈ Rpq then there is a (b, c ) ∈ 	 and j ∈ N such that b ∈
Op ∧ (a(i ),b (j )) ∈ Rp and c ∈ Iq ∧ (c (j ),d (k )) ∈ Rq . These dependencies also
exist in R′p and R′q respectively because vp v v ′p and vq v v ′q . We make use of
the fact that ∀(b,c )∈	,i ∈N : b (i ) = c (i ) ∧ b′ (i ) = c ′ (i ). We have:

∀(a (i ),d (k ))∈Rpq : ai dk ∧ a〈i〉 v a′ 〈i〉 =⇒ ai bj ∧ cj dk ∧ a〈i〉 v a′ 〈i〉
With vp v v ′p we have:

=⇒ a′
i
 b′

j
∧ cj dk ∧ b〈j〉 v b′ 〈j〉

Using b = c and b′ = c ′ :
=⇒ a′

i
 b′

j
∧ cj dk ∧ c〈j〉 v c ′ 〈j〉

With vq v v ′q we have:
=⇒ a′

i
 b′

j
∧ c ′

j
 d ′

k
∧ d〈k〉 v d ′ 〈k〉

=⇒ a′
i
 d ′

k
∧ d〈k〉 v d ′ 〈k〉

�

Lemma2.5 (Actor re�nement is preserved over feedback composition). Feedback
composition of actorv

(p=q ) preserves actor re�nement. We have actorsv = (I ,O,R)

and actor v ′ = (I ′,O ′,R′) with v v v ′ . We use ports p′ ∈ I ′ and q′ ∈ O ′ which
correspond to ports p ∈ I and q ∈ O respectively, we have:

v (p=q ) v v ′(p′=q′ )
Proof. The di�cult part is when the feedback composition forms a cyclic depen-
dency. When no cyclic dependency is formed, the situation is similar to sequential
composition and is left out of the proof.

When the feedback composition forms a cyclic dependency then there exists an
internal dependency from portp to portq and together with the added connection
from port q to port p, a cyclic dependency is formed. The internal dependency
from port p to port q must be causal and therefore:
∀i, j ∈N : pi qj =⇒ j > i ∧ p′i  q

′
j =⇒ j > i

Because input ports p and p′ are being connected and will be hidden, the
re�nement relations using port p and port p′ should be still feasible. This is the
case when the re�nement p v p′ always holds given that the event sequences on
the remaining ports do re�ne. It should hold that: ∀x ∈I,x,p : x v x ′ =⇒ p v p′ .

We can prove this by induction on the length of the subsequences of p and p′

and by using the properties of re�nement:

Base: ∀x ∈I,x,p : x v x ′ =⇒ p〈0〉 v p′ 〈0〉
We have that the event sequence on port p is equal to the event sequence on
port q. Furthermore, we know that the internal connection from port p to port
q is causal which means that q(0) and q′ (0) do not depend on p (0) and p′ (0)
respectively. The events q(0) and q′ (0) only depend on the event sequences on
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other input ports of the actors. With v v v ′ and given that ∀x ∈I,x,p : x v x ′ we
have q〈0〉 v q′ 〈0〉 and therefore p〈0〉 v p′ 〈0〉.
Step: ∀x ∈I,x,p : x v x ′ =⇒ p〈i〉 v p′ 〈i〉 =⇒

∀x ∈I,x,p : x v x ′ =⇒ p〈i + 1〉 v p′ 〈i + 1〉
By using ((a =⇒ b) =⇒ (a =⇒ c )) ≡ (a =⇒ (b =⇒ c )) ≡ ((a ∧b) =⇒ c )
we know that it is equivalent to prove: ∀x ∈I,x,p : x v x ′ ∧ p〈i〉 v p′ 〈i〉) =⇒
p〈i + 1〉 v p′ 〈i + 1〉.

Because of v v v ′ we have that ∀x ∈I,x,p : x v x ′ ∧pi qj ∧p〈i〉 v p′ 〈i〉 =⇒
q〈j〉 v q′ 〈j〉. Given the induction hypothesis, i.e., ∀x ∈I,x,p : x v x ′ ∧ p〈i〉 v
p′ 〈i〉, we can thus conclude q〈j〉 v q′ 〈j〉 for a dependency pi  qj . Because of
causality we know that j ≥ i + 1 and thus from q〈j〉 v q′ 〈j〉 follows that also
q〈i + 1〉 v q′ 〈i + 1〉. We have p = q and p′ = q′ and thus p〈i + 1〉 v p′ 〈i + 1〉.

Furthermore, because timed actors are continuous also an event sequence p
with an in�nite length re�nes event sequence p ′. �

Best-Case Temporal Behavior

The actor re�nement relation that is introduced in this section can be used to
bound the temporal behavior from above. This is useful when an upper bound on
the temporal behavior of an application needs to be given. For example, minimum
throughput or maximum latency guarantees can be provided.

The presented actor re�nement can be modi�ed such that it can also be used
to bound the best-case temporal behavior of an application from below. Such a
lower bound on the best-case temporal behavior is required when this best-case
behavior also in�uences the bounds that can be given on the temporal behavior
of an application. For example the analysis method of Chapter 5 requires such a
lower bound on the temporal behavior of an application. The method of Chapter 5
requires that a range can be given in which an event is produced. This range
can thus be bounded from below with a best-case re�nement relation that we
introduce in this section.

The re�nement of the best-case behavior of a task is de�ned similar to the actor
re�nement relation of De�nition 2.9. The only di�erence is that the direction of
the v operator on the event sequences is �ipped. The intuition of a re�nement
of the best-case temporal behavior is that the timed actor which re�nes an other
actor has creation times of events on the outputs which are not earlier, given that
the input events are not earlier.

De�nition 2.15: (Actor Re�nement Best-Case Behavior)
An actor v = (I ,O,R) re�nes the best case temporal behavior of an actor
v ′ = (I ′,O ′,R′) when the ports are equal, the dependencies between ports corre-
spond and when the output event sequences of v ′ re�ne the output sequences of v
given that the input event sequences re�ne each other. We use x and y for event
sequences on the ports ofv and x ′ and y′ for event sequences on the ports ofv ′ . We
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have that x belongs to the same port as x ′ and y belongs to the same port as y′ .
Actor v re�nes the best-case behavior of actor v ′ when:

v vb v ′ ≡ I = I ′ ∧O = O ′ ∧ ∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N :
(1) xi yj =⇒ x ′

i
 y ′

j
∧

(2) xi yj ∧ x〈i〉 w x ′ 〈i〉 =⇒ y〈j〉 w y′ 〈j〉 (2.14)

It can be veri�ed that the properties for timed actor re�nement also hold for
best-case actor re�nement. Also, best-case actor re�nement is preserved over
the di�erent types of compositions.

2.5 Dataflow Modeling

The timed actor theory introduced in Section 2.4 can act as a formalism behind
data�ow modeling techniques. In this section we discuss these data�ow model-
ing techniques using the timed actor speci�cation. By presenting this relation
between data�ow models and the timed actor theory we enable to use the proper-
ties, derived for the timed actor theory, for data�ow modeling techniques. Which
means that we for example can prove monotonicity of data�ow graphs and that
we can use the fact that actor re�nement can be lifted to graph re�nement.

In this section we �rst formalize data�ow actors and data�ow edges using
timed actor speci�cations in Section 2.5.1. Note that data�ow actors are not
equivalent to timed actors and also data�ow edges are not equivalent to the con-
nections between timed actors. In fact, we present a representation of a data�ow
actor as a timed actor and also a representation of a data�ow edge as a timed
actor. In Section 2.5.2 we then discuss functional determinism of timed data�ow
models and in Section 2.5.3 we discuss monotonicity of data�ow graphs using
functional determinism and the timed actor theory. Finally, we present the most
important contribution of this chapter in the form of a subset of data�ow models
for which the re�nement relation can be signi�cantly simpli�ed in Section 2.5.4.
This subset is used in the remainder of this thesis to present the introduced ab-
stractions. By using this subset of data�ow models in combination with the timed
actor theory we have that an easy local re�nement property su�ces to show that
the abstractions are conservative.

2.5.1 Dataflow Modeling Using Timed Actors
Actors in data�ow models map tokens from incoming edges to tokens on out-
going edges. This mapping is based on a �ring rule which speci�es when an
actor �ring can start and how the tokens are mapped from incoming edges to
outgoing edges. It both speci�es the number of tokens that are consumed from
incoming edges and produced on outgoing edges as well as the duration that the
�ring takes.
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This �ring duration is an extension on traditional data�ow models [SB00]. In
functionally deterministic data�ow models we have that the tokens produced
by an actor are only determined by the tokens arriving on incoming edges. The
produced tokens are independent of the arrival times of the tokens on the input
edges. As shown in [SB00], time can be added to such functionally deterministic
data�ow models. The �ring of an actor is split in two di�erent atomic actions.
The �rst action consumes the tokens and the second action produces the tokens.
The time between these two actions is equal to the �ring duration.

Besides actors, data�ow models consist of edges which are used to connect
actors. These edges can contain initial tokens. The actor which consumes from
an edge can use these initial tokens such that it initially does not has to wait on
the producing actor. We can de�ne actors as well as edges using the timed actor
theory of Section 2.4.2.

For a data�ow actor we have for each incoming edge an input port and for
each outgoing edge an output port. Tokens in the data�ow model correspond to
events in the timed actor model. The relation between the ports is de�ned using
the �ring rule. Each output port depends on each input port and the quanta of
the data�ow actor determines which event of an output event sequence depends
on which event on the input event sequence.

We de�ne the enabling of an data�ow actor as the moment at which the number
of tokens as speci�ed by the �ring rule are available on its incoming edges. The
�nish time of a �ring is than this enabling time plus the �ring duration as speci�ed
by the �ring rule. The �ring rule also speci�es the number of tokens that are
produced on the outgoing edges at the �nish of a �ring.

We use γx (i ) for the number of tokens that are consumed from input port
x at the beginning of �ring i and πy (i ) for the number of produced tokens on
output port y at the end of �ring i . The �ring duration of �ring i is equal to ρ (i ).
Furthermore, we de�ne Γx (i ) as the cumulative token consumption on port y
up to and including �ring i , Γx (i ) =

∑
k ∈N,k≤i γx (k ), and we de�ne Πy (i ) as the

cumulative token production on port y up to and including �ring i . We have
Πy (i ) =

∑
k ∈N,k≤i πx (k ).

Firing i is enabled when on each input sequence x , event Γx (i ) − 1 is available.
We have the enabling time of �ring i , e (i ) = max ({x (Γx (i ) − 1) | x ∈ I }) and
when the actor �res self-timed, i.e., the actor starts a �ring as soon as it enabled,
the �nish of �ring i is equal to f (i ) = e (i ) + ρ (i ). The events Πy (i ) − πy (i ) up to
and without Πy (i ) are created on output y by �ring i . Or equivalent, event j on
output y is generated by �ring i =min

(
{k ∈ N | Πy (k ) > j}

)
. The time stamp of

event j on output y is then equal to f (i ) with i =min
(
{k ∈ N | Πy (k ) > j}

)
The

value mapping is left implicit.

De�nition 2.16: (Data�ow actor)
A data�ow actor that �res self-timed and has a set of incoming edges I and outgoing
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Figure 2.6: An example of an SDF actor for which we de�ne a timed actor.

edges O is modeled using the timed actor v = (I ,O,R) with:

R = {(x (i ),y (j )) ∈ (I × N) × (O × N) |
i = Γx

(
min

(
{k ∈ N | Πy (k ) > j}

) )
− 1 }

with

y (j ) =max ({x (i ) | x ∈ I ∧ xi yj }) + ρ ( min
(
{k ∈ N | Πy (k ) > j}

)
)

Recall that a �ring of a data�ow actor is enabled when in each input event
sequence the required events are available. The enabling time of a �ring is thus
equal to the maximum of the corresponding time stamps. The de�nition of a
data�ow actor using timed actors uses this information about enabling times as
well as the information about the �nish time of a �ring. Note that we assumed
self-timed scheduling of the data�ow actors. When the schedule of the data�ow
actor is di�erent, we can add an additional time to the de�nition of time stamp
y (j ). This additional times follows from the schedule. We then add to each time
stamp y (j ) the time between the enabling of the corresponding �ring and the
start of that �ring.

Example 2.1: (SDF actor)
Consider SDF actor v of Figure 2.6. It consumes each �ring γ tokens from the edge
denoted by x and produces each �ring π tokens on the edge denoted byy. Each �ring
takes ρ (i ) time units. We assume that actor v �res self-timed which means that it
�res as soon as it has γ tokens available on edge x . The start of each �ring is thus
equal to its enabling. Token j is produced on edge y when �ring

⌊
j
π

⌋
has �nished

which is ρ (
⌊
j
π

⌋
) after its start/enabling. Firing k starts when token (k + 1) · γ − 1

is available on edge x . Token j of edge y thus depends on token
(⌊

j
π

⌋
+ 1

)
· γ − 1.

The SDF actor can be presented using the following timed actor:

v = ({x }, {y},R) with

R =
{
((x (i ),y (j ))

���� j ∈ N ∧ i =
(⌊

j
π

⌋
+ 1

)
· γ − 1

}

with y (j ) = x (i ) + ρ (
⌊
j
π

⌋
)

An edge in a data�ow model is also modeled as a timed actor. It is modeled
using one input port and one output port:
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γ π
a d

ρ

1 1

bc

v

(a) SDF actor with two input edges
and two output edges

v (b=c )
γ π

1

a d

ρ

1 1

bc

(b) SDF actor with a self-edge, con-
taining one initial token, from output
c to input b

Figure 2.7: An example of an SDF actor with a self-edge.

De�nition 2.17: (Data�ow edge)
An edge in a data�ow model with δ initial tokens is modeled using the timed actor
v = (I ,O,R) with:

I = {x }
O = {y}
R = {(x (i ),y (i + δ )) | i ∈ N}

With R such that for the tokens 0 ≤ j < δ we have the time stamps y (j ) = −∞
and the values ϑy (j ) = ∅ which corresponds with the �rst δ tokens being available
initially. For the tokens j ≥ δ we have (x (j − δ ),y (j )) ∈ R, i.e., xj−δ  yj = true ,
the time stamps y (j ) = x (j − δ ) and the values ϑy (j ) = ϑx (j − δ ).

The de�nitions of data�ow actors and data�ow edges can of course also be
combined. We illustrate this with the following example in which we present
the timed actor representation of a SDF actor with a self-edge. The self-edge also
forms a cycle from the SDF actor back to itself which is an example of feedback
composition.

Example 2.2: (SDF actor with self-edge)
Figure 2.7(a) contains a similar actor as in Figure 2.6, only one input and one output
edge is added. In Figure 2.7(b) we connect output c to inputb by adding an edge with
one initial token. A self-edge with one initial token is thus added. This examples
combines, data�ow actors, edges with initial tokens and feedback composition as
de�ned in Section 2.4.2. The actor of Figure 2.7(b) can be obtained by �rst using
sequential composition to add the data�ow edge that contains the initial token to
input b and then using feedback composition to connect the other end of the added
edge to output c .

The SDF actor that is obtained by adding the self-edge can be presented using
the following timed actor. It is derived by combining De�nitions 2.16 and 2.17 and
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using the de�nitions of sequential and feedback composition of Section 2.4.2.

v (b=c ) =(I ,O,R) with

I = {a}
O = {c,d }
R =

{
((a(i ), c (k )) | k ∈ N ∧ i = (k + 1) · γ − 1} ∪
{((b (j ), c (k )) | j ∈ N ∧ j = k } ∪
{
((a(i ),d (l )) | l ∈ N ∧ i =

(⌊
l
π

⌋
+ 1

)
· γ − 1

}
∪

{
((b (j ),d (l )) | l ∈ N ∧ j =

⌊
l
π

⌋ }
∪

{((c (k ),b (j )) | k ∈ N ∧ j = k + 1}
with the time stamps such that:
∀i, j,k ∈N, ai ck ∧ bj ck

: c (k ) =max (a(i ),b (j )) + ρ (k )

∀i, j,l ∈N, ai dl ∧ bj dl
: d (l ) =max (a(i ),b (j )) + ρ (

⌊
l
π

⌋
)

∀k ∈N : b (k + 1) = c (k )

Note that for �ring i of actorv
(b=c ) , the �nish time f (i ) is equal to c (i ). The enabling

time of �ring i of actorv
(b=c ) is equal to e (i ) =max (a((i + 1) · γ − 1),b (i )). Given

the self-edge we have that b (i ) is equal to c (i − 1) = f (i − 1) and thus e (i ) =
max (a((i + 1) · γ − 1), f (i − 1)). We call a((i + 1) ·γ − 1) the external enabling of
�ring i of actor v

(b=c ) and e (i ) the actual enabling of �ring i .

2.5.2 Functional Determinism of Timed Dataflow Models
For untimed data�ow models we have that the data�ow model is functional de-
terministic when the set of �ring rules is sequential and when each �ring rule is
functional (see Section 2.3.2). Given this functional determinism, existing meth-
ods assume that the functional behavior of an application is orthogonal to the
temporal behavior [Wig09, GTW11]. However, for timed data�ow models this is
not guaranteed. Tokens can overtake in an actor and the order in which tokens
are produced by a data�ow actor can in some cases depend on the time at which
tokens arrive at the inputs. We discuss this reordering and possible solutions in
more detail in Section 2.5.4.

For functional determinism of timed data�ow models we distinguish two cases.
Either the values of the tokens are not important and the order in which tokens
arrive has no in�uence on the functional behavior, or the values are important
and the values should thus be produced in the correct order, independent of
the arrival times of input tokens. As we will discuss in Section 2.5.4, this can be
achieved by ensuring that reordering of tokens inside a data�ow actor is excluded.

When it is ensured that the values of tokens are always correct, independent
of the arrival times of tokens, then the functional behavior of the data�ow graph
is independent from the temporal behavior.
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2.5.3 Monotonicity

In [WBS09] it is shown that functional deterministic data�ow graphs have a
monotonic temporal behavior. However, as discussed in the previous section, this
depends on the notion of functional determinism which is in [WBS09] de�ned
for untimed data�ow models. In this section we prove the monotonic temporal
behavior of data�ow models by means of our introduced re�nement relation.

We say that the temporal behavior of a data�ow model is monotonic when the
token production times can not become worse when a certain property of the
data�ow model is increased or decreased. We prove that the temporal behavior
of a functional deterministic timed data�ow graph can never be worse when the
�ring durations are decreased, the schedules are improved and when the number
of initial tokens are increased. By using the timed actor re�nement relation as
introduced in this chapter, it becomes explicit which conditions on the functional
behavior should hold to be able to exploit the temporal monotonic behavior.

When the values of the tokens do not correspond and are for example re-
ordered, then the relation between the events on the di�erent abstraction levels
is lost. When this relation is lost, no conclusions can be drawn from re�ning the
time stamps. As discussed in the previous section, in functional deterministic
timed data�ow graphs, the functional behavior is independent from the tempo-
ral behavior. The data�ow actors that are considered in this section ensure this
functional determinism of timed data�ow graphs and are thus in such a way that
either the values of the tokens are not relevant or the values of the tokens always
correspond.

Because the functional behavior is then independent from the temporal behav-
ior we only have to discuss this temporal behavior. We have that the enabling
of a �ring only depends on the availability of tokens on incoming connections.
The time at which tokens are produced, depends on the time at which the tokens
are available, the time between the enabling and the actual start of a �ring (the
schedule) and on the duration of the �ring.

Based on the theory of timed actors, we show that the temporal behavior of a
data�ow graph can only improve when the time between enabling and start of a
�ring of an actor is decreased, the �ring duration of an actor is decreased or the
number of initial tokens on an edge is increased. We show that in these cases the
corresponding actor re�nes the original actor. As shown in Section 2.4.2, proving
this actor re�nement is su�cient to prove that the complete data�ow graph is
re�ned. We show thus that the temporal behavior of the data�ow graph behaves
monotonically in the schedule of an actor, in the �ring duration of an actor and
in the number of initial tokens on an edge.

Lemma 2.6 (Timed actor re�nement for an improved schedule). We have two
actors, v andv ′ . The only di�erence between the two actors is the time between the
enabling of a �ring and the start of a �ring. We use u (i ) for the time between the
enabling of �ring i of actor v and its actual start. The time between the start and
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enabling of �ring i of actor v ′ is equal to u ′(i ). We have that:

∀i ∈N : u (i ) ≤ u ′(i ) =⇒ v v v ′

Proof. The ports and the dependencies between ports are equivalent for v and
v ′ . We thus only have to show:

∀i ∈N : u (i ) ≤ u ′(i ) =⇒ ∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀n,m∈N :
xn ym ∧ x〈n〉 v x ′ 〈n〉 =⇒ y〈m〉 v y′ 〈m〉

Because the actors correspond we have that the mapping of values correspond
thus we only have to show that the time stamps are re�ned.

Each output token ofv andv ′ is produced in a certain �ring and thus depends
on input tokens of the actor. When we have xn ym then there is a �ring i in
which token n in event sequence x is consumed and tokenm in event sequence y
is produced. We have thus that the enabling of �ring i depends on the availability
of token n in event sequence x . Furthermore, each �ring before �ring i depends
on tokens k ≤ n in event sequence x .

Given that x〈n〉 v x ′ 〈n〉 holds we know that every enabling j up to and in-
cluding enabling i of actor v is not later than enabling j of actor v ′ . We use e (j )
for the enabling time of enabling j of actor v and e ′(j ) for the enabling time of
enabling j of actor v ′ . We thus have ∀j ∈N, j≤i : e (j ) ≤ e ′(j ).

We furthermore have that the �nish of �ring j of actorv is equal to the enabling
time plus the time between the start and the enabling plus the �ring duration:
f (j ) = e (j ) + u (j ) + ρ (j ). Similarly, the �nish of �ring j of v ′ is equal to: f ′(j ) =
e ′(j ) + u ′(j ) + ρ ′(j ). Because ∀j ∈N, j≤i : e (j ) ≤ e ′(j ) ∧ ρ (j ) = ρ ′(j ) ∧ u (j ) ≤ u ′(j )
also ∀j ∈N, j≤i : f (j ) ≤ f ′(j ). Because the tokens up to and including token m
in event sequence y are produced by �rings not later than �ring i we have that
y〈m〉 v y′ 〈m〉 holds. �

Lemma 2.7 (Timed actor re�nement for a decreased �ring duration). We have
two actors, v and v ′ . The only di�erence between the two actors is the �ring dura-
tion of the �rings. We use ρ (i ) for the �ring duration of �ring i of actorv and ρ ′(i )
for the �ring duration of �ring i of actor v ′ .
We have that:

∀i ∈N : ρ (i ) ≤ ρ ′(i ) =⇒ v v v ′

Proof. The proof is almost similar to the proof of Lemma 2.6. We have to prove
that:

∀i ∈N : ρ (i ) ≤ ρ ′(i ) =⇒ ∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀n,m∈N :
xn ym ∧ x〈n〉 v x ′ 〈n〉 =⇒ y〈m〉 v y′ 〈m〉
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Again we have f (j ) = e (j ) + u (j ) + ρ (j ) and f ′(j ) = e ′(j ) + u ′(j ) + ρ ′(j ). For
this proof we have that ∀i ∈N : ρ (i ) ≤ ρ ′(i ) from which we conclude that given
∀j ∈N, j≤i : e (j ) ≤ e ′(j ) ∧ u (j ) = u ′(j ) it follows that also ∀j ∈N, j≤i : f (j ) ≤ f ′(j ).

Therefore, following the same reasoning as the proof of Lemma 2.6 we have
xn ym ∧ x〈n〉 v x ′ 〈n〉 =⇒ y〈m〉 v y′ 〈m〉 and thus v v v ′ . �

Next to data�ow actor re�nement we show that data�ow edges can re�ne each
other. More initial tokens on an edge means that the tokens are available earlier
which means that no token is produced later. However, adding initial tokens
can change the functional behavior of an application because with a di�erent
amount of initial tokens, di�erent tokens are related to �rings. We show that
timed actor re�nement holds for edges given that the values of the tokens on the
edge are chosen from a singleton alphabet such that the values are constant. An
example of such an edge is an edge in which all values are unde�ned. When the
values on an edge are not constant then adding more initial tokens can relocate
the mapping between the values of events which is not allowed for timed actor
re�nement.

Lemma 2.8 (Timed actor re�nement for an increased number of initial to-
kens on an edge). We have two actors, v and v ′ , both corresponding to a
data�ow edge. We have v = ({x }, {y}, {(x (i ),y (i + δ )) | i ∈ N}) and
v ′ = ({x ′}, {y ′}, {(x ′(i ),y ′(i + δ ′)) | i ∈ N}) with δ the number of initial tokens on
the the edge that corresponds to actor v and δ ′ the number of tokens on the edge
that corresponds to actor v ′ . Furthermore, the values of the events in both actors v
and v ′ are equal to ∅: ∀i ∈N : ϑ (i ) = ϑ ′(i ) = ∅. Then we have that:

δ ≥ δ ′ =⇒ v v v ′

Proof. The ports of v and v ′ are equal. We thus only have to show:

δ ≥ δ ′ =⇒ ∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀n,m∈N :
(1) xi yj =⇒ x ′

i
 y ′

j
∧

(2) xi yj ∧ x〈i〉 v x ′ 〈i〉 =⇒ y〈j〉 v y′ 〈j〉

Because the values of all the events are unde�ned, we only have to prove that
the dependencies of the actors correspond and that the time stamps of the events
re�ne.

We have for actor v that xi yj holds when j = i + δ . To prove property (1)
of v v v ′ we thus have to show that also x

′
i  y

′
i+δ holds for actor v ′ .

For actor v ′ we have that x ′i  y
′
j holds when j = i + δ ′. As de�ned in

Section 2.4.1, event sequences are ordered in time. We have that event k is not
earlier than event j when k ≥ j. As de�ned in Section 2.4.2, we say that events
depend on each other when there is an ordering between them. We have x ′

i
 y ′

j

when event j in event sequence y ′ can only be generated after event i in event
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sequence x ′ is available. Because of the ordering in time of event sequences we
thus have that when event j in an event sequence y ′ depends on an event i in
event sequence x ′, then also event k in event sequence y ′ depends on event i in
event sequence x given that k ≥ j. For k ≥ j we have x ′i  y

′
j =⇒ x

′
i  y

′
k and

thus because δ ≥ δ ′ we have x ′i  y
′
i+δ ′ =⇒ x

′
i  y

′
i+δ and thus x ′i  y

′
i+δ holds

for actor v ′ which proves property (1) of v v v ′ .
To prove property (2) of v v v ′ , we have to show that the time stamps of the

events of y re�ne the time stamps of y′ given that the input event subsequences
re�ne. For actor v we have the dependency xi yi+δ and we thus have to prove
∀i ∈N : x〈i〉 v x ′ 〈i〉 =⇒ y〈i + δ〉 v y′ 〈i + δ〉.

For i ≥ δ we have y (i ) = x (i − δ ) and y′ (i ) = x ′ (i − δ ′). Because the event
sequences are ordered in time we have that x ′ (i − δ ′) ≥ x ′ (i − δ ) when δ ≥ δ ′
and thus y′ (i ) ≥ x ′ (i − δ ). Therefore, using y (i + δ ) = x (i ) and using the result
y′ (i + δ ) ≥ x ′ (i ) we have: ∀i ∈N : x (i ) ≤ x ′ (i ) =⇒ y (i + δ ) ≤ y′ (i + δ ).

For i < δ it holds that y (i ) = −∞ and thus for i < δ we have y (i ) ≤ y′ (i ).
Combining this result for i < δ with the result of the previous paragraph for
i ≥ δ gives us: ∀i ∈N : x〈i〉 v x ′ 〈i〉 =⇒ y〈i + δ〉 v y′ 〈i + δ〉 and thus v v v ′ . �

2.5.4 Subset with Simpler Refinement
In this section we de�ne a subset of data�ow modeling constructs for which the
re�nement relation can be signi�cantly simpli�ed. We present constraints to
which the data�ow actors should adhere. With this subset of data�ow modeling
constructs we exclude reordering of tokens and make the relation between di�er-
ent abstraction levels easier. We �rst start with discussing properties of data�ow
actors regarding reordering of tokens and then present the simpli�ed re�nement
relation based on a speci�c subset of data�ow modeling constructs which among
others excludes that tokens internally can overtake each other.

The presented data�ow subset is used as the formal base of the abstractions
presented in this thesis. Also several existing abstractions using data�ow models
adhere to the constraints of this subset. The in this section presented theory can
thus also act as a formal base for existing abstractions such as [WBS07b, WBS09,
SBW09, SB09, LMC12].

For untimed functional deterministic data�ow graphs we have that the en-
abling of a �ring only depends on the arrival of tokens on the incoming edges.
Section 2.5.2 presents an additional condition for functional determinism of timed
data�ow graphs. The functional behavior of an actor is independent from the
temporal behavior when either the values of tokens are not important or the
order in which these values are produced is independent from the arrival times
of tokens.

We have that actors consume and produce tokens in a FIFO manner when
tokens do not overtake each other inside the actor. This means that between
any two �rings of the same actor, the �rst �ring that starts is also the �rst �ring
that produces output tokens. When the �ring duration is not constant, tokens
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might overtake each other in the actor [BCOQ92, PBB+03]. The tokens of �ring
i can be produced earlier than the tokens corresponding to �ring i − 1 when the
�ring duration of �ring i is shorter than the �ring duration of �ring i − 1. This
complicates the relation between the event sequences on the inputs and the event
sequences of the outputs. Also functional determinism of timed data�ow graphs
is not guaranteed. The order in which values are produced in the external queues
can depend on the arrival time of tokens. Next to that, typically tasks do not
have such a reordering behavior from input to output because a task execution
needs to be �nished before the next execution can start.

A subset of data�ow modeling constructs can exclude such reordering of to-
kens [BCOQ92, PBB+03]. When actors have a constant �ring duration, tokens
can not overtake each other inside an actor. Next to that, when the enabling of
�ring i is always later than the �nish of �ring i − 1 then naturally overtaking
of tokens is also excluded. That the enabling of a �ring is not earlier than the
previous �nish can be achieved with a cyclic dependency from an actor back to
itself. The most simple cyclic dependency that ensures this ordering of �rings is a
self-edge, i.e., an edge back to the same actor, with one initial token and constant
consumption and production quanta equal to one. The subset of data�ow actors
that is used in this section is such that actors do have a constant �ring duration
or actors do have a self-edge with one initial token.

Excluding reordering of tokens ensures functional determinism of timed
data�ow graphs. Furthermore, it simpli�es the re�nement relation of timed ac-
tors but only in combination with a speci�c structure of the data�ow graph. We
present the simpli�ed re�nement relation for groups of actors with this speci�c
structure. We call these groups, actor components which in fact are subgraphs
with a speci�c structure. Next to excluding reordering of tokens and the use of a
speci�c graph layout of an actor component, we use the property of homogeneity
of connections.

De�nition 2.18: (Homogeneous connection)
A connection between actors is homogeneous when in �ring i of the producing actor,
the same number of tokens is produced as is consumed in �ring i of the consuming
actor.

For homogeneous connections we use the property that on a homogeneous
connection without initial tokens, the �rings of the consuming and producing
actor correspond. The number of produced tokens in a �ring is equal to the
number of consumed tokens in the same �ring of the consuming actor. Next
to that, without initial tokens we have that �ring 0 of the consuming actor is
enabled by �ring 0 of the producing actor and thus we also have that �ring i of
the consuming actor is enabled by �ring i of the producing actor.

De�nition 2.19: (Actor component)
An actor component is a set of data�ow actors in which only one actor consumes
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Figure 2.8: Two examples of actor components.

tokens from the outside. We call this actor the input actor. Also only one actor
produces tokens to the outside of the actor component. This actor is called the output
actor. These two actors are allowed to be the same actor.

Actor components need to be fully connected and be externally enabled. This
means in this context that there is a directed path from the input actor to each of
the actors, including the output actor, without initial tokens. This means that the
enabling of each actor depends on the enabling of the input actor. Furthermore, the
internal connections of an actor component are required to be homogeneous and
tokens are not allowed to overtake each other.

Figure 2.8 shows two examples of such actor components. The left actor com-
ponent consists of CSDF actors and the right actor component consists of SDF
actors. Note that the internal connections are homogeneous. Also we require
that the �ring durations of the input actors of both actor components, are con-
stant. This ensures that tokens are transfered in order. The other actors are
connected via cyclic dependencies which ensures that a �ring can only start af-
ter the previous �ring is �nished. This means that reordering of tokens is also
excluded.

The input actor is the only actor with external incoming connections and
the output actor is the only actor with external outgoing connections. We use
the external enabling of an actor component as well as the �nish of an actor
component which are both based on these properties of the input and output
actors.

De�nition 2.20: (External enabling of an actor component)
An actor component is externally enabled when the input actor can consume su�-
cient tokens from the external connections.

De�nition 2.21: (Finish of an actor component)
The �nish of an actor component is equal to the �nish of the corresponding �ring
of the output actor.

To sum up the properties of an actor component we have, (1) one input actor
and one output actor, (2) no reordering of tokens, (3) homogeneous internal
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connections and (4) a path without tokens from the input actor to each other
actor.

Because tokens do not overtake each other (2) and because internal connections
are homogeneous (3) we have that for internal actors a produced token i is related
to a consumed token i of that actor. Furthermore, there is a path without initial
tokens from the input actor (1) to each other actor in the actor component (4).
Therefore, each �ring of the actors is linked to each other and none of the internal
actors is enabled initially, i.e., �ring i of an internal actor is not enabled before
�ring i of the input actor is �nished. Because also each internally produced token
i is related to a consumed token i from the same actor we have that the enabling
of �ring i of an internal actor depends exactly on �ring i of the input actor. Also
for the output actor we have that �ring i depends on �ring i of the input actor.
Therefore, we have that the �nish i of an actor component relates to the external
enabling i of the actor component. We can thus reason about actor components
by using the external enabling of the actor component and the corresponding
�nish. We can abstract from the actual consumptions and productions of external
tokens. These external consumption and production patterns can be checked in
isolation.

Based on the relation between the external enabling and the �nish of an actor
component we can de�ne a simpli�ed re�nement relation. We have that when
the external enabling patterns correspond and the production patterns are equal
than the re�nement of actor components can be shown by using only the time
stamps of the external enablings and the �nishes of the actor component, i.e.,
the external enabling sequence and the �nish sequence. The external enabling
patterns correspond when the consumption quanta on the incoming connections
from the outside are equivalent and the production patterns correspond when
the production quanta on outgoing external connections correspond.

Lemma 2.9 (Enabling-based re�nement of actor components). We have two ac-
tor components for which the external enabling conditions of the input actors of two
actor components correspond and the production rules of the output actors of two
actor components correspond. Furthermore, the actor components are such that the
value mapping from tokens on external incoming queues to tokens on external out-
going queues correspond. For these actor components the re�nement relation can be
simpli�ed as follows.

We use e and e ′ for the external enabling sequences of actor components v and
v ′ respectively and f and f ′ for the �nish sequence of v and v ′ respectively. We
have that actor v re�nes v ′ when:

∀i ∈N : e〈i〉 v e ′ 〈i〉 =⇒ f 〈i〉 v f ′ 〈i〉 (2.15)

Proof. This can be proven by showing that when Equation 2.15 holds, it implies
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that v v v ′ holds:

∀i ∈N : e〈i〉 ve ′ 〈i〉 =⇒ f 〈i〉 v f ′ 〈i〉 =⇒
∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N :

(1) xi yj =⇒ x ′
i
 y ′

j
∧

(2) xi yj ∧ x〈i〉 v x ′ 〈i〉 =⇒ y〈j〉 v y′ 〈j〉 (2.16)

For an external enabling k we have for each x ∈ I of the input actor a token
i which enables �ring k . Because the enabling conditions of v and v ′ match we
also have that token i of x ′ ∈ I ′ of the input actor of v ′ enables �ring k . Then
there exist a dependency xi yj in actor componentv which speci�es that token
j is produced at output port y ∈ O of the output actor in �ring k . Because v ′ has
the same enabling and production rules it follows that then also x

′
i  y

′
j is true

and token j is produced at output port y′ ∈ O ′ in �ring k . This proves property
(1) of Equation 2.16.

Furthermore, tokens cannot overtake each other internally and thus token j on
output port y of actor component v corresponds to token j on output port y′ of
actor componentv ′ . The value mapping is equivalent for both actor components
and thus the value of token j on port y is equivalent to the value of token j on
port y′ .

Given for each input event sequence a token i which enables �ring k we have
that given ∀x ∈I,y∈O : ∀x ′∈I ′,y′∈O ′ : ∀i, j ∈N : xi  yj ∧ x〈i〉 v x ′ 〈i〉 it implies
that e (k ) ≤ e ′ (k ). Because x〈i〉 v x ′ 〈i〉 we have for every enabling n up to
enabling and including enabling k : e (n) ≤ e ′ (n). Therefore, e〈k〉 v e ′ 〈k〉 and
given Equation 2.15: f 〈k〉 v f ′ 〈k〉.

Token j, produced at outputy, is produced at the end of �ring k of actor compo-
nentv and token j, produced at outputy′ , is also produced at the moment �ring k
�nishes and thus because of f 〈k〉 v f ′ 〈k〉we have y (j ) ≤ y′ (j ). Because we have
f 〈k〉 v f ′ 〈k〉 we know that the �nish times of �rings before k are also re�ned
and thus for every token m up to and including token j we have y (m) ≤ y′ (m)
and thus y〈j〉 v y′ 〈j〉 which proves property (2) of Equation 2.16. �

Similar to De�nition 2.15, we can also provide an enabling-based actor re�ne-
ment for the best-case behavior of data�ow actors. We have that actorv ′ bounds
the best-case temporal behavior of v from below when:

∀i ∈N : e〈i〉 w e ′ 〈i〉 =⇒ f 〈i〉 w f ′ 〈i〉 (2.17)

Next to actor re�nement we have re�nement of data�ow edges. We distinguish
two types of data�ow edges, edges on which the data does has changing values
and edges on which the values of data is constant. A typical example of the
second type of data�ow edges are edges that are used to model the �ow of empty
locations in a bu�er. The values on these edges are always unde�ned and thus
constant. An example of an edge in which the value of the tokens does change is
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an edge that models the �ow of full locations of a bu�er. The tokens on such an
edge correspond to a location in the bu�er and contain the actual written data
which can of course be di�erent for each location.

As shown in Lemma 2.8 we have for edges with constant values for the data
that an edge re�nes another edge when the number of initial tokens on the edge
is higher. For the example of the edge modeling space locations of a bu�er this
corresponds to having more available space in a bu�er. For data�ow edges on
which the values of data do change we only have re�nement when the number
of tokens is exactly equal.

2.5.5 Task Graph, Dataflow Model Subset Conformance
We can also use the in Section 2.5.4 introduced subset of data�ow models to
de�ne a temporally conservative abstraction of task graphs. This section intro-
duces such a conformance relation. The introduced subset enforces functional
determinism of timed data�ow graphs and therefore has the property that its
functional behavior is independent of the temporal behavior. We can thus dis-
cuss the conformance of the functional behavior independent of the conformance
of the temporal behavior.

The conformance relation is similar to the relation presented in 2.3.3. The
only di�erence is that a task does correspond to an actor component instead
of one data�ow actor. We discuss this relation between a task and an actor
component in more detail in this section. We �rst show that the dependencies
and the functional behavior of a task can be modeled correctly using an actor
component. Then we present the re�nement relation between a task and an actor
component. This re�nement relation is used in other chapters of this thesis to
prove the conservativeness of the presented abstractions.

Given the conformance relation of Section 2.3.3 we have that the consumption
and production quanta of a �ring of a data�ow actor corresponds to the amount
of consumed and produced containers in a task execution. Given the properties
of actor components we thus have that the dependencies of the actor component
correspond to the dependencies of the task.

The data�ow model is purely used to model the temporal behavior of an appli-
cation. To prove that the functional behavior of the data�ow model corresponds
to the task graph, we only have to show that for each actor component a mapping
between the values of input events to the values of output events exists, which
corresponds to the functional behavior of the corresponding task.

To de�ne this mapping of the values of events we distinguish two cases. The
�rst case is when the actor component corresponding to the task consists of only
one actor, then this actor maps the values from input queues to output queues in
the same way as the task and then of course the value mapping corresponds.

When the actor component consists of more than one actor we use the follow-
ing mapping of the functional behavior. Firing i of the input actor of an actor
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component consumes the tokens that correspond to the locations that are ac-
quired in execution i of the task. This input actor than aggregates these tokens
into one single token and communicates this aggregated token to the internal
actors connected to the input actor. Internal edges of the actor component are ho-
mogeneous thus exactly one token per �ring is transfered from each input queue
to each output queue. The internal actors, except the output actor, thus transfer
the token from the input actor to the next actor. This corresponds to a functional
behavior that only copies the aggregated token from their input queues to their
output queues. The token that �nally arrives at the output actor in �ring i is then
equal to this aggregated token that thus consists of the tokens consumed from
the external connections. The output actor receives thus in �ring i , the tokens
that correspond to the locations that are acquired by execution i of the task. The
output actor then �nally does the actual mapping from these input tokens to the
output tokens in the same way as the corresponding task does. And thus the
mapping from input tokens to output tokens of the actor component corresponds
to the mapping of acquired locations to released locations of the corresponding
task.

We then have that the dependencies match and the value mapping of the actor
component and the task corresponds. What remains to show is that the temporal
behavior of the task re�nes the temporal behavior of the actor component. This
can be shown using the re�nement relation for actor components as presented
in Lemma 2.9.

We use e for the external enabling of the task and e ′ for the external enabling
time of the actor component. The �nish time of the task is denoted by f and we
use f ′ for the �nish time of the actor component. We have that the task re�nes
the actor component when:

∀i ∈N : e〈i〉 v e ′ 〈i〉 =⇒ f 〈i〉 v f ′ 〈i〉 (2.18)

Furthermore, we have that the actor component bounds the best-case temporal
behavior of the task from below when:

∀i ∈N : e〈i〉 w e ′ 〈i〉 =⇒ f 〈i〉 w f ′ 〈i〉 (2.19)

Note that the enabling-based re�nement relation of Equation 2.18 is di�erent
from the re�nement relation of [WBS09]. The re�nement relation in [WBS09] is
in fact too weak to prove the re�nement relation between tasks and certain actor
components. The re�nement relation of [WBS09] is as follows:

∀i ∈N : e (i ) ≤ e ′(i ) =⇒ f (i ) ≤ f ′(i ) (2.20)

The di�erence with the enabling-based re�nement relation introduced in this
chapter is that the re�nement relation of Equation 2.20 does not contain any
knowledge about executions/�rings before execution/�ring i when something
is proven about execution/�ring i . For example, f (i ) ≤ f ′(i ) can not be proven
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Figure 2.9: An illustration of the hierarchical analysis of an application.

with this re�nement relation when f (i ) and f ′(i ) depend on f (i−1) and f ′(i−1)
respectively.

However, as we will also illustrate in Section 2.6.2, for certain abstractions
this information about previous executions/�rings is required. With the re�ne-
ment relation of Equation 2.20, re�nement can thus not be proven for such actor
components. The re�nement relation of Equation 2.18 does contain this infor-
mation about previous executions/�rings and can be used to formally prove the
re�nement relation of tasks with these actor components.

2.6 Dataflow Analysis

This section presents applications of data�ow models for the temporal analysis
of applications. We �rst use the properties derived in this chapter to de�ne
an hierarchical analysis approach in Section 2.6.1. This hierarchical analysis
approach can also be used to analyze applications of which the actual temporal
behavior is not known. In Section 2.6.2 we discuss the for this thesis relevant
data�ow analysis techniques.

2.6.1 Hierarchical Analysis
Timed actor re�nement is transitive as is shown in Lemma 2.2. Abstractions can
thus be stacked on top of each other and a hierarchical analysis of applications
is thus supported.

This hierarchy also allows to model and analyze applications of which the
temporal behavior is not constant or even non-deterministic, similar to [GTW11].
This is illustrated in Figure 2.9. The goal is to prove that the implementation of an
application adheres to the temporal constraints which can be proven by means
of the hierarchical chain of abstractions as illustrated in Figure 2.9.

On the right hand side of this chain we have the most abstract level which
contains the temporal constraints of the application. On the left we have the
most re�ned level of abstraction. This is the implementation in the form of a
task graph. To illustrate the idea of the hierarchical analysis, only one task and
corresponding actor component is discussed. The actor component complies with
the conformance relation between task graphs and data models as presented in
Section 2.5.5.
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The illustrated task, τ , has a varying, potentially non-deterministic, temporal
behavior. The time execution i of task τ takes is equal to ET (i ). Each execution
of task τ can take a di�erent amount of time.

First, we add a level of abstraction in which the exact functional and temporal
behavior of the task is modeled with a data�ow model. This is obviously only
possible in theory because the actual temporal behavior of the task is unknown.
However, adding this level of abstractions enables to de�ne further abstractions
which can then be based on data�ow modeling techniques.

In this �rst abstraction level we have that task τ is modeled using actor com-
ponent v which consists of one data�ow actor, v0. This actor has a self-edge
with one token and is thus a valid actor component. Actor v0 models the exact
execution time of task τ . We have that ∀i ∈N : ρ0 (i ) = ET (i ). However, because
the actual value of ET (i ) is not known, also ρ0 (i ) is unknown which means that
actor component v can not be analyzed using temporal analysis methods.

The next abstraction level, actor component v ′ , solves this issue. As an ex-
ample, two data�ow actors are used in this actor component. We will show in
Section 2.6.2 that such an actor component with two actors is used to model the
e�ects on the temporal behavior of a task when it is scheduled using a run-time
scheduler that uses budgets. Also in Chapter 4 such an actor component is used
to model knowledge about variation in the execution times of a task.

The two actors of actor component v ′ model together the temporal behavior
of actor component v . Following the re�nement relation of Equation 2.18, the
only constraint we have is that the time between the external enabling and �nish
of actor component v ′ needs to be at least equal to the time between the corre-
sponding external enabling and �nish of actor component v . An upper bound
on the temporal behavior of the task τ or actor component v can thus be used to
conservatively model the temporal behavior. This is illustrated in more detail in
Section 2.6.2 and Section 3.4.4. The conservative actor component can then be
used to verify that the temporal constraints are met.

2.6.2 Analysis Techniqes
Data�ow models are often used for analysis and optimization of the temporal
behavior of applications. In this section we give a short overview of the for this
thesis relevant data�ow analysis techniques.

Throughput Analysis

Throughput analysis of data�ow models is used to verify the throughput con-
straint of an application. Such throughput analysis techniques exist for di�erent
types of data�ow models.

A measure for the throughput of a self-timed executed HSDF graph can be de-
�ned using the so-called MCM of the HSDF graph [Rei68, SB00]. The throughput
is equal to 1

µ (G ) with µ (G ) the MCM of HSDF graph G. The MCM of an HSDF
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graph is equal to the average time between two �rings of each actor in the HSDF
graph [Rei68, SB00].

The MCM of an HSDF graph is very similar to the Maximum Cycle Ratio (MCR)
of weighted graphs. The MCM of an HSDF graph can therefore also be deter-
mined by transforming the HSDF graph in such a weighted graph. Depending on
the chosen structure of the weighted graph, an MCM or a MCR algorithm [Das04]
can be applied on the weighted graph to determine the MCM of the HSDF graph,
see [BCOQ92, GGS+06].

The MCM of an HSDF graph is equal to the maximum of the cycle means of
the cycles in graph G. A cycle mean of a cycle is de�ned as the sum of �ring
durations of the actors on the cycle divided by the sum of the numbers of tokens
on the edges in the cycle. Only simple cycles have to be considered because the
cycle mean of other cycles can not be higher. A simple cycle is a cycle in which
each actor is traversed only once.

We de�ne the MCM of an HSDF graph G as follows:

µ (G ) = max
c ∈C (G )

∑
vi ∈V(c ) ρi∑
e ∈E (c ) δ (e )

We use C (G ) for the set of simple cycles of G. Furthermore, for a cycle c we
use V(c ) for the actors on the cycle and E (c ) is equal to the set of edges on this
cycle c .

Also throughput analysis methods for SDF and CSDF models exist. As dis-
cussed in Section 2.3.1, the SDF and CSDF models can be transformed into an
equivalent HSDF model. On this HSDF model, the MCM algorithm can be ap-
plied to determine the throughput of the SDF or CSDF model. However, the size
of this HSDF model is worst-case exponential in the size of the SDF or CSDF
model. The run-time of the approach thus grows worst-case exponentially in the
size of the graph.

State-space exploration can be used to determine the throughput directly from
the SDF model [GGS+06]. Self-timed simulation of the data�ow graph is used
to compute the complete state-space. This prevents the transformation to an
HSDF model. The run-time of the algorithm is on average better, nevertheless,
the worst-case time-complexity is non-polynomial.

An alternative to simulating an SDF graph is to determine its throughput by
making use of max-plus algebra [GGS+06, GKBS12]. The max-plus algebra is
used to analyze the self-timed execution of the SDF graph.

By using periodic schedules of the data�ow actors, the time-complexity of
determining the throughput of an application can be reduced. Recent work in-
troduces such an approximation method by using k-periodic schedules of the
data�ow actors [BMKD12]. When k is equal to 1, strictly periodic schedules are
used and the time-complexity algorithm is polynomial. Increasing k improves
the accuracy of the throughput estimate but also increases the time-complexity.
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Bu�er Sizing

The throughput of an application depends on the sizes of the bu�ers between
tasks. Larger bu�ers allow more pipeline parallelism which can result in a higher
throughput of the application. As shown in the previous section, data�ow models
can be used to determine the throughput given bu�er sizes. Next to that, we show
in this section that data�ow models can also be used to determine the required
bu�er sizes given a throughput.

As discussed in Section 2.3.3, a bu�er between two tasks is modeled using two
oppositely directed edges in the data�ow model. One edge models the �ow of
locations in the bu�er to which data is written and the other edge models the
�ow of empty locations. The sum of these locations is constant and is equal to
the size of the bu�er. The number of initial tokens on the edges correspond to
the initially available locations in the bu�er. The sum of these initial tokens is
thus also equal to the size of the bu�er.

When the size of a bu�er is not �xed, typically the amount of space locations
can be freely chosen up to the maximum size of the bu�er. The amount of
space locations can be chosen freely because the values of these locations are not
important, see Lemma 2.8. On the other hand, the values of the data locations
are relevant and the amount of the data locations can thus not be chosen freely.

The space locations are modeled with the tokens on the edge that corresponds
to the �ow of empty locations of the bu�er. The values of the events on this edge
have a value equal to ∅. Given Lemma 2.8, we know that adding more tokens on
an edge can never lead to worse temporal behavior of the data�ow model. On
the other hand, the temporal behavior can be worse when the number of tokens
is decreased.

Given these properties, it follows that the data�ow model corresponding to
a task graph can be used to determine the required bu�er sizes. We can use
temporal analysis methods for data�ow models to determine the amount of initial
tokens which allow to meet the throughput constraint. We give a short overview
of existing bu�er sizing algorithms which use data�ow modeling techniques.

An important result is the bu�er sizing method for HSDF models of [NG93].
It provides an algorithm with a polynomial time-complexity to determine the
minimum sum of bu�er sizes such that the throughput constraint of the applica-
tion is met. However, the algorithm is shown to be non-optimal [MBGS10]. In
fact it is shown in [MBGS10] that this bu�er sizing problem for HSDF models
is an NP-complete problem. Furthermore, a revisited bu�er sizing algorithm is
presented to determine the minimum sum of bu�er sizes given a throughput
constraint.

In [GBS05] a model checking approach is used to determine the minimum sum
of bu�er sizes which ensure deadlock freedom of an SDF model. Deadlock free-
dom means in this context that the bu�er sizes allow each actor to �re in�nitely
often.

For SDF as well as CSDF models also methods exist which determine the min-
imum sum of bu�er sizes which guarantee a certain throughput of the data�ow
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Figure 2.10: The actor component corresponding to a task that is scheduled using
a budget scheduler.

model. State-space exploration is used to solve the trade-o� between the min-
imum sum of bu�er sizes and the throughput of the data�ow model [SGB06,
SGB08].

The above mentioned methods su�er from a worst-case non-polynomial
time-complexity. Approximation methods with a worst-case polynomial time-
complexity are developed to determine su�cient but conservative bu�er sizes
which ensure that a throughput constraint can be met. These methods are based
on linearizations of the actor schedules and are developed for di�erent types
of data�ow models such as the SDF, the CSDF and the VRDF model [WBS07a,
WBS08a, GHKB13].

Modeling Budget Based Run-Time Arbitration

Data�ow models can also be used to conservatively analyze the temporal be-
havior of tasks that are scheduled using a run-time scheduler. Existing data�ow
analysis methods cover the so-called starvation-free schedulers. In Chapter 5 we
extend this to a larger class of schedulers.

An important subclass of the starvation-free schedulers are the budget sched-
ulers. A run-time budget scheduler guarantees every task τi a minimum time
budget Si in every time interval of length Qi . This interval is called the replen-
ishment interval. The temporal behavior of tasks that are scheduled using a
budget scheduler can be accurately modeled and analyzed using data�ow mod-
els [BHM+05, WBS07b, WBS09, LMC12].

These data�ow models are a typical example of the conformance relation
between tasks and actor components. These actor components consists of
two [WBS07b, WBS09] or even more data�ow actors [LMC12] to accurately an-
alyze the temporal behavior of tasks. This illustrates immediately the need for
the conformance and re�nement relation between tasks and actor components.

As an example we consider the data�ow model of [WBS09]. The used actor
component in this work consists of two actors as is illustrated in Figure 2.10. We
call such an actor component a latency-rate actor component because the rate is
decouple from the latency. The maximum rate is determined by the actor with the
self-edge whereas the latency of the actor component is determined by the two
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actors together. It is shown in [WBS09] that the actor component of Figure 2.10
models the temporal behavior of the corresponding task conservatively when
∀i ∈N : ρi ≥ ET (i ) with ET (i ) the execution time of execution i of the task.

It can indeed be proven that given that the external enablings are re�ned then
also the �nish time of a �ring of the actor component is never earlier than the
corresponding �nish time of the execution of the task. To prove this for a certain
�nish, knowledge about the previous �nish is required as will for example be
illustrated in the proof of Lemma 4.1 in Chapter 4. However, as is also discussed
in Section 2.5.5, the re�nement relation that is used in [WBS09] does not include
this information. Temporal conservativeness of the actor component can thus
not be proven with the re�nement relation of [WBS09]. The re�nement relation
which is introduced in this chapter does include this information about previous
�nishes and can be used to prove the conservativeness of the actor component.
Such a proof is very similar to the proof of Lemma 4.1.

2.7 Summary

In this chapter, a timed actor theory is presented. This timed actor theory is used
as a formal base for data�ow models and we use this timed actor theory as a base
for the abstractions that are presented in this thesis. For the timed actor theory
it is proven that actor re�nement can be lifted to graph re�nement.

The presented timed actor theory distinguishes itself from other timed actor
theories on the �eld of functional determinism. In our re�nement relation, the
functional behavior is taken into account whereas in alternative timed actor
theories this functional behavior is seen as orthogonal to the temporal behavior
and thus not taken into account.

We have identi�ed di�culties which arise when the functional behavior is not
taken into account. For example, when this functional behavior is not considered,
it is unknown when and how events of di�erent abstraction levels should be
correlated. Another example regards the sizes of bu�ers in the application. By
adding the functional behavior to the re�nement relation it becomes explicit
that increasing a bu�er in the task graph is typically only allowed when initially
empty locations are added to the bu�er and not when initially full locations are
added.

We have also presented a subset of data�ow models for which the presented
re�nement relation can be simpli�ed. For this subset, the functional behavior is
orthogonal to the temporal behavior. It is de�ned in such a way that it allows
to reason in the external enabling events of actor components. The functional
behavior of di�erent abstractions levels corresponds when the numbers of con-
sumed and produced tokens/locations correspond in each �ring/execution. The
presented subset is the key result of this chapter and adds a formal base to sev-
eral existing abstractions that use timed data�ow models to model the temporal
behavior of applications. This subset is furthermore used in the abstractions that
are de�ned in this thesis.
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Next to the introduced timed actor theory, we have presented in this chapter
the for this thesis important properties of data�ow models. We furthermore
presented a number of existing analysis techniques in which data�ow models
are applied in the �eld of temporal analysis of streaming applications.



CHAPTER 3
Unified Dataflow Model for Data

and Pipeline Parallelism

Abstract – This chapter presents an analysis methodwhich can determine
the required amount of data parallelism by describing data parallelism in a
data�ow model without replicating data�ow actors. Current data�ow anal-
ysis methods only exploit pipeline parallelism and neglect data parallelism
or determine it in separation. By describing data parallelism in a data�ow
model without replication of data�ow actors allows to make a trade-o� be-
tween the amount of data and pipeline parallelism that is required to meet
the temporal constraints of the application. It is also shown how large the
bu�ers need to be such that the determined amount of data and pipeline
parallelism required for the satisfaction of the throughput constraint, can be
realized. Furthermore, it is shown that the use of a new type of circular bu�er
enables the proposed data�ow modeling.

Streaming applications exploit the inherent pipeline parallelism of the applica-
tions to increase their achieved throughput. However, exploiting only pipeline
parallelism is not always su�cient to meet the temporal constraints of applica-
tions. Exploiting coarse-grained data parallelism is often required as well and
can also increase the throughput signi�cantly [GTA06]. Data parallelism uses
the fact that stateless tasks can be replicated such that di�erent data samples can
be processed in parallel by these replicated tasks. Replicating tasks can result in
smaller bu�ers than is possible when only pipeline parallelism is used to meet the
throughput requirement. On the other hand, pipeline parallelism often requires

The material in this chapter is based on work presented in [HGWB14b].
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less additional processing resources. E�cient implementations of applications
therefore trade o� data parallelism with pipeline parallelism to achieve their
throughput requirements.

As is shown in the previous chapter, the temporal behavior of streaming ap-
plications is often analyzed using a data�ow model. The actors of the data�ow
model, model the tasks of the application. Traditionally, task replication is mod-
eled by duplicating actors in split-join constructs [GTA06, KM08]. However, such
split-join constructs require explicit replication of the actors which means that
the graph structure of the data�ow model needs to be modi�ed when the amount
of task replication is changed. Such a modi�cation of the graph structure is dif-
�cult to parameterize, which hinders the analysis of the trade-o� between data
and pipeline parallelism.

In this chapter, we present an analysis method based on SDF models [LM87] in
which data parallelism is modeled simultaneously with the pipeline parallelism
of the application. Data parallelism is modeled in the SDF model without repli-
cating actors which allows us to make the trade-o� between data and pipeline
parallelism.

Data�ow analysis methods exist which can determine minimal bu�er sizes
by using the trade-o� between the amount of pipeline parallelism in di�erent
bu�ers [SGB06, WBS08b, MBGS10, GHKB13]. These methods model the size
of bu�ers as initial tokens which are parameterized in the data�ow model. In
this chapter we extend these approaches and also use initial tokens that are
parameterized to model the amount of replication of a task. Because bu�ers as
well as data parallelism are modeled with initial tokens that are parameterized,
existing bu�er sizing techniques can be used to determine the required amount of
data and pipeline parallelism simultaneously. Furthermore, the analysis methods
are applicable for cyclic task graphs.

Previous data�ow analysis methods use self-edges to limit the auto-concurren-
cy of actors. These self-edges contain one initial token to obtain the property
that �rings of the actors do not overlap. As shown in the previous chapter, in
current data�ow analysis methods, an actor component is used to model one task.
Typically at least one of the actors in this actor component has a self-edge with
one initial token to model the property of tasks that consecutive executions of a
task may not overlap.

Contrary to other data�ow analysis methods we use in this chapter the num-
ber of self-edge tokens to model the replication of the corresponding task. We
show that this model can be accurate and that it is conservative. To show this, we
introduce a new expansion method from an SDF graph to an equivalent HSDF
graph. For the proposed data�ow model it is required that the amount of syn-
chronization operations is independent of the amount of replication of the task.
This is enabled by the applied circular bu�ers by which tasks communicate. The
used circular bu�er has support for multiple producers and consumers. Imple-
menting the communication with the replicated tasks by separate FIFO bu�ers
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is in general not possible for our approach because it does not correspond with
the proposed data�ow modeling.

The outline of the chapter is as follows. Related work is discussed in Section 3.1.
The basic idea of the analysis method is presented in Section 3.2. One of the
enablers of the proposed analysis method is the use of a speci�c type of circular
bu�er. The properties and the implementation of this circular bu�er are discussed
in Section 3.3. Section 3.4 presents the modeling of data parallelism by means of
an SDF model and contains proofs regarding the accuracy and conservativeness
of the modeling. In Section 3.5 the combination of pipeline parallelism and data
parallelism is described in more detail and the trade-o� between data and pipeline
parallelism is discussed. The approach is evaluated in a case-study in Section 3.6
and we conclude this chapter in Section 3.7.

3.1 Related Work

Data parallelism is often used to increase the amount of parallelism of applica-
tions. For example polyhedral models are used in [SKD02] to exploit the available
data parallelism in loops with a �nite number of iterations. However, the tem-
poral behavior of the applications is not modeled and also the combination with
pipeline parallelism is not considered. In [MNS10] the throughput of applications
is determined for cyclic polyhedral models with data parallelism. However, the
combination with pipeline parallelism is not considered.

It is shown in the context of the StreamIt language [TKA02] that the com-
bination of pipeline parallelism and coarse-grained data parallelism is impor-
tant [GTA06]. Other methods acknowledge the bene�ts of the combination of
data and pipeline parallelism [SYBT13, BL13] and use data�ow models to analyze
the temporal behavior of data parallel tasks. However, none of these methods de-
termines the amount of data parallelism that is required to meet the throughput
constraint of an application.

In [KM08] a method is presented that also does compute the required amount
of data parallelism. It uses an Integer Linear Programming (ILP) formulation to
determine which of the prede�ned set of replications ensures that the temporal
constraints can be met. However, just as the other methods mentioned above,
it only considers acyclic task graphs. Next to that, it does not determine the
required amount of data parallelism and pipeline parallelism simultaneously. The
above mentioned papers model data parallelism in a data�ow model by means
of duplicating the data�ow actor corresponding to a task. Next to that, they use
explicit split and join tasks to communicate with the data parallel tasks. Such split-
join constructs are di�cult to parameterize because the graph topology depends
on the amount of data parallelism. This hinders the trade-o� between data and
pipeline parallelism. In [KM08], pipeline parallelism is determined separately
from data parallelism, which means that the trade-o� between data and pipeline
parallelism is not considered.
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We model data parallelism by using only one data�ow actor corresponding
to a task and allow this actor to occur multiple times in parallel in the schedule.
This is modeled using a self-edge with multiple tokens which is parameterized
in the data�ow model. This allows to use existing bu�er sizing algorithms to
determine the required amount of data parallelism simultaneously with the re-
quired amount of pipeline parallelism. Furthermore, the analysis method of this
chapter is applicable for cyclic task graphs and also explicitly makes the trade-o�
between pipeline parallelism and data parallelism. In our approach communi-
cation between tasks is done via bu�ers with support for multiple readers and
writers [DBC+07, BBS11]. Therefore, we do not need split and join tasks.

Bu�er sizes as well as data parallelism are modeled with initial tokens that are
parameterized in the data�ow model. Bu�er sizing methods exist which deter-
mine the minimal amount of initial tokens that are required to meet a throughput
constraint. From our analysis follows that such bu�er sizing methods can also
be used to determine the required amount of data parallelism simultaneous with
the minimal bu�er sizes. As we will show in Section 3.5, a trade-o� exists be-
tween increasing the size of bu�ers and increasing the amount of data parallelism.
This trade-o� can be resolved by using cost functions for initial tokens in com-
bination with existing bu�er sizing methods. Bu�er sizing methods which give
exact solutions exist [SGB06, MBGS10]. The main drawback of these methods is
that they have a non-polynomial time-complexity. In fact, �nding the minimal
amount of bu�ering that is required to meet a throughput constraint is shown
to be an NP-complete problem [MBGS10]. Bu�er sizing algorithms with a poly-
nomial time-complexity are also developed [WBJS06, WBS08b, GHKB13]. They
are based on linearizations of data�ow schedules and �nd conservative (not ex-
act) bu�er sizes which guarantee the throughput constraint. Such linearizations
are also used in this thesis in the context of a compositional temporal analysis
method which is presented in Chapter 6. We can also use approximation algo-
rithms to determine the required amount of data parallelism. However, due to the
linearization of schedules, they do not accurately capture the trade-o� between
pipeline and data parallelism, which is detailed in Section 3.5.

3.2 Basic Idea

This section illustrates the basic idea behind the proposed uni�ed analysis method
for data and pipeline parallelism.

Traditionally, self-edges with one token are used to limit the auto-concurrency
of data�ow actors. Such self-edges prevent overlap of �rings of actors which
corresponds with the fact that the current execution of a task needs to be �nished
before the next execution can start. We propose to use more than one token
on such a self-edge to model data parallelism. On the model side this looks
straightforward. The maximum number of overlapping �rings of the data�ow
actor is limited by the number of self-edge tokens. However, two important issues
arise. First, we need to prove that these overlapping �rings indeed correspond
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with the executions of the data parallel tasks. And second, we have to show that
the temporal behavior is modeled conservatively.

For the second problem it is important that the amount of synchronization op-
erations that the task performs during an execution is independent of the amount
of data parallelism. Furthermore, we have to show that bu�ers are modeled con-
servatively. In the proposed modeling, the space of a bu�er is shared between
the data parallel task replications. This is not possible when a separate bu�er
is used for each replication. We therefore use a circular bu�er with support for
multiple producers and multiple consumers [DBC+07, BBS11]. In Section 3.3 we
show that also separate bu�ers for each replication can be used as long as the
total bu�er size is a multiple of the amount of replication.

Figure 3.1 illustrates the idea of our data�ow modeling approach and the prob-
lems that arise when data�ow actors are replicated to model data parallelism.
Figure 3.1(a) shows a task graph of two tasks, τi and τj , connected by a bu�er
with δb locations. As shown in Chapter 2, the temporal behavior of this task
graph can be conservatively expressed using the data�ow model shown in Fig-
ure 3.1(b). The bu�er is modeled with two opposite directed edges and the two
tasks are modeled with two actors. Data�ow actorvi , corresponding to τi , cannot
be replicated because τi has state. This is modeled with a self-edge containing
one token which is equal to how self-edges were previously used to limit the
auto-concurrency of data�ow actors. The self-edge of actor vj , corresponding to
τj , illustrates the new modeling technique and can contain more than one token
to denote the replication of task τj . Both the parameterized number of tokens
modeling bu�er size and data parallelism can be determined simultaneously by
existing bu�er sizing methods such that the required throughput is guaranteed.

In Figure 3.1(c), the bu�er size δb is chosen to be equal to three locations
and task τj is replicated twice into tasks τj,0 and τj,1. Figure 3.1(d) presents the
corresponding data�ow model. As can be seen in Figure 3.1(c), tasks τi , τj,0 and
τj,1 share the same bu�er. This is implemented by using a circular bu�er with
support for multiple consumers and multiple producers. Task τi writes data to the
bu�er in a consecutive order. Furthermore, each location is read by exactly one
consuming task. The locations that are read by a task are �xed. In this example,
execution n of task τj,0 uses the data of location (2 · n) mod 3 in the bu�er and
execution n of task τj,1 uses the data from location (2 · n + 1) mod 3. Task τi can
reuse a location when both tasks τj,0 and τj,1 no longer need that location.

Figure 3.1(e) shows the expanded data�ow model which is used to show the
correctness of the modeling of data parallelism. This expanded data�ow model
is only used to show the relation between the task graph and the data�ow model
and is not used to determine the right values for the parameters. The expanded
data�ow model is equivalent to the data�ow model of Figure 3.1(d). As can be
seen, actor vi is split into two actors, vi,0 and vi,1, which are tightly coupled by
a cycle with one token. This means that these two actors �re consecutively. On
the other hand, actor vj is split into actors vj,0 and vj,1 which both have their
own self-edge. This means that they can �re independently of each other, which
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(a) Task graph with tasks τi and τj commu-
nicating via a bu�er

vj

δb

δd1

vi

(b) Parameterized data�ow model correspond-
ing to Figure 3.1(a)

τi

τj,0

τj,1

3

(c) Task graph with τj replicated twice and
a bu�er size of 3 locations

vjvi

3

1 2

(d) Data�ow model corresponding to Fig-
ure 3.1(c) modeling the bu�er size and the
replication of task τj

1

vj,1

1

vj,0vi,0

1

vi,1

2

1

(e) Expanded data�ow model corresponding to the data�ow model of
Figure 3.1(d)

Figure 3.1: Illustration of the basic idea of the proposed modeling of data paral-
lelism using data�ow models.
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corresponds to a data parallel execution of the corresponding tasks. Actor vj,0
models task τj,0 of Figure 3.1(c) and actorvj,1 models task τj,1. The �rings of both
actors vi,0 and vi,1 correspond to executions of task τi .

The edges from actors vi,0 and vi,1 to actors vj,0 and vj,1 and from ac-
tors vj,0 and vj,1 to actors vi,0 and vi,1 model the bu�er between the tasks.
The topology of these edges depends on the size of the bu�er. As can
be seen in Figure 3.1(e), for a bu�er of size three, they form the cycle
((vi,0,vj,0), (vj,0,vi,1), (vi,1,vj,1), (vj,1,vi,0)) through all four actors which illus-
trates that the corresponding tasks reuse each others bu�er locations.

When data parallelism is directly modeled using replication of the correspond-
ing data�ow actors, one would directly end up with the expanded data�ow model
of Figure 3.1(e). However, in such a model it would not be possible to model a pa-
rameterized size of a bu�er because the topology of the edges cannot be changed
dynamically. Therefore, with such an approach it would not be possible to make
a trade-o� between data and pipeline parallelism.

3.3 Implementation

The previous section illustrated how applications with data parallel tasks can be
analyzed using data�ow models. In this section we present how such applications
can be implemented. Speci�cally, we present an implementation of the bu�ers
between tasks for which the synchronization costs are not dependent on the
amount of data parallelism that is used.

Often, tasks with data parallel behavior are implemented by adding split and
join tasks and by using a separate bu�er for each replication of a task [GTA06,
KM08]. This approach has a number of drawbacks. First of all, because each
replication has a separate bu�er, the space of the bu�ers cannot be used e�ciently.
Secondly, the split and join tasks need to be mapped to the platform which means
that less resources remain for the other tasks. Furthermore, the join of the data
stream is typically implemented as an implicit barrier [Ope07]. The join task
waits until each of the data parallel task replications is �nished before it continues
the execution. Also the split task sometimes acts as an implicit barrier. The
split task splits a data block into smaller sub blocks which are processed by the
di�erent task replications. When the splitting is implemented in such a way
that the complete data block needs to be available before the block is split then
the split task also acts as an implicit barrier. Such additional synchronization
points increase the required amount of bu�ering and also increase the end-to-
end latency of the application compared to our solution.

This is illustrated in Figure 3.2. This example consists of four tasks of which
tasks b0 and b1 are data parallel replications of a task b. Task c can only start
when the results of both tasks b0 and b1 is available which is illustrated in the
schedule beneath the task graph. Task c produces its �rst item 50 time units after
the �rst start of task a. The bu�er sizes that are required to ensure that task a
can execute every 10 time units are equal to four locations for both the bu�er
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Figure 3.2: An example schedule of a split join construct.
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Figure 3.3: An example schedule of a data parallel task that communicates via a
shared bu�er.

between task a and the split task as well as the bu�er between the join task and
task c . When the split did not act as a barrier, the bu�er between task a and the
split can be reduced to three locations. However, the latency would not improve.

When the communication with a data parallel task is implemented with a
bu�er with support for multiple producers and multiple consumers, all the tasks
can use bu�er space that is at that moment not used by other tasks. The same
bu�er space can thus be used by di�erent tasks. Therefore, the required size of
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such a shared bu�er is often smaller than the sum of the sizes of the separate
bu�ers. Also the latency improves compared to the split-join solution. This is
illustrated in Figure 3.3. The two bu�ers are now shared between tasks a, b0 and
b1 and between tasks b0, b1 and c . To ensure that task a can execute every 10 time
units, it su�ces to let both bu�ers consist of three locations. Also the latency
is reduced compared to the solution of Figure 3.2. Task c now produces its �rst
item 40 time units after the �rst start of task a which is 10 time units earlier than
in the schedule of Figure 3.2.

The type of bu�er we use in this chapter is a circular bu�er that uses overlap-
ping windows [BBS11]. Each producer and each consumer has its own window in
which it is allowed to write and read respectively. The bu�er also allows for multi-
ple producer windows and multiple consumer windows at once. Synchronization
is decoupled from the actual read/write operations. Consumer tasks can imme-
diately acquire a data location for reading as soon as the producer has written it.
Consumer tasks thus synchronize by checking if the required location is already
written. Furthermore, each consumer task moves the tail of their window such
that locations that are not required anymore fall out of their window. Producer
tasks synchronize by acquiring new space locations by moving the head of their
write window and by signaling that a location is written. Because the bu�er is
circular, the movement of the windows is implemented in a cyclic manner. When
the window reaches the end of the bu�er, it wraps around and continues again
at the beginning of the bu�er. The administration of these wraparounds can be
done by storing the wrap count for each task.

The head of a write window is never allowed to overtake the tail of any of the
read windows because that would mean that data can be overwritten before it is
read. Overtaking happens when the head of the write window moves to a further
location in the bu�er than the tail of a read window. Initially, each write window
can acquire an amount of space equal to the bu�er size. The head pointer of a
write window thus starts one wrap around earlier than the read windows and
overtakes the tail of a read window when it is more than bu�er size locations
ahead.

We modify this type of bu�er in such a way that it �ts the data parallel imple-
mentation we propose. We make use of the fact that consumer tasks can skip
locations, i.e., remove them from their read window without have to acquire
them �rst. Consuming tasks thus never block on data that is not required by that
task. The order in which the di�erent replications of a task read/write locations
in the bu�er is �xed. The replications follow a round robin schedule. The �rst
replication always reads/writes the �rst locations in the bu�er and then skips the
locations that are read/written by the other replications. The second replication
always skips the locations that are read by the �rst replication, reads/writes the
second set of locations in the bu�er and then skips locations again. The other
replications behave in the same manner. We therefore know that each location in
the bu�er is written by exactly one replication of a task and is also read by exactly
one of the replications of a task. To acquire a location for reading, a consuming
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task thus needs to verify the availability of the location by checking the write
�ag of exactly one task. To acquire a location for writing, only one of the reading
tasks, i.e., the one that actually reads the location, needs to be checked if that
replication does not need the particular location anymore.

The order in which replications execute is �xed and we can thus derive which
task writes/reads a location of the bu�er in a certain wrapping of that bu�er.
Consider a bu�er that consists of δb locations and a producing task which is
replicated δdp times. The amount of locations that is written per execution of
the task is equal to π . Each replication is executed in a �xed order and we thus
have that the ith block of π locations is written by replication (i mod δdp ). Loca-
tion k of wrapping N of a bu�er belongs to block

⌊
k+N ·δb

π

⌋
and is thus written

by the following replication of the producing task:
(⌊

k+N ·δb
π

⌋
mod δdp

)
. Simi-

larly, location k of wrapping N of a bu�er is read by the following replication
of the consuming task:

(⌊
k+N ·δb

γ

⌋
mod δdc

)
with δb the size of the bu�er, γ the

amount of locations that are read per execution of the task and δdc the amount
of replication of the consuming task.

We introduce an initial o�set of the read/write windows to correspond with
this �xed order of reads and writes. Each replication of a task τd is identi�ed by a
unique number n, 0 ≤ n < δd , with δd the amount of replication of the task. Each
of the replications of τd initially skip n · ϖ locations where ϖ is the number of
read/written locations per execution ofτd from/to a certain bu�er by a consuming
or producing task respectively. Each replication then tries to acquire the next
ϖ locations in its window to read/write them. The availability of each of the ϖ
locations is checked individually. As shown in the previous paragraph, it can be
calculated which replication has read/written the location that the task wants to
acquire which means that only that replication needs to be checked to �nd out if
the location is available.

When the locations are available, the execution of the task can continue. Dur-
ing the execution, the ϖ locations are released by moving the tail pointer corre-
sponding to the replication. This tail pointer is moved by an additional (δd −1) ·ϖ
at the end of the execution of the task. This last movement skips the locations
that are read/written by the other replications. In total, the tail pointer is moved
by δd · ϖ locations per execution of a replication. The implementation of the
bu�er is such that the movement of the window is done in only one operation.
The time it takes to move the window with n locations does not depend on how
large n is. Therefore, the amount of synchronization operations that have to be
performed to skip the locations does also not depend on the amount of replication
of the task. Together with the fact that the availability of a location can be found
out by checking exactly one task we thus have that the amount of operations that
are performed to synchronize with the bu�er does not depend on the amount of
data parallelism of the tasks.

We illustrate the global idea of this implementation of the bu�ers with Exam-
ple 3.1.
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ř0, ŵ

ř1

(a) Initial state

ř0

ř1, ŵ

0

(b) After one execution of task τi

ř0 ř1, ŵ

0

(c) After one execution of both task τi as
well as task τj,0

ř0, ř1, ŵ

3

4

5

(d) After six executions of task τi , three
executions of task τj,0 and one execution
of task τj,1

Figure 3.4: The state of the bu�er of Figure 3.1(c) at di�erent points in time. ŵ
is the head of the write window of task τi and ř0 and ř1 are the tails of the read
windows of tasks τj,0 and τj,1 respectively. Locations with a green background
are empty and locations with a blue background are full.

Example 3.1:
Consider the task graph of Figure 3.1(c). The circular bu�er in this task graph con-
tains three locations and has one producing and two consuming tasks. The initial
state of this bu�er is illustrated in Figure 3.4(a). The head pointer of taskτi is denoted
by ŵ . The tail pointers of tasks τj,0 and τj,1 are denoted by ř0 and ř1 respectively.
The three cells in the circle correspond with the locations in the circular bu�er. Ini-
tially, all locations are empty which is denoted with the green background of the
cells. The head pointer of τi and the tail pointer of τj,0 point to location 0. Task τj,1
has initially skipped one location and its tail pointer therefore points to location 1.
Figure 3.4(b) shows the state of the bu�er after one execution of task τi . Task τi

has acquired location 0 of the bu�er which is denoted by the movement of the head
pointer ŵ . Furthermore, task τi has written the location 0 of the bu�er which is
illustrated by the blue background of the �rst cell in Figure 3.4(b).
The state of the bu�er after one execution of both tasks τi andτj,0 and no execution

of τj,1 is shown in Figure 3.4(c). Location 0 of the bu�er which was written by task
τi is read by task τj,0. After τj,0 �nishes its �rst execution, it moves its tail pointer
with two locations to location 2. Location 0 is therefore not needed anymore by
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the consuming tasks and can thus eventually be reused by task τi . This is again
illustrated in the �gure by the green background of the cell.
Figure 3.4(d) illustrates the bu�er state after six executions of τi , three executions

of τj,0 and one execution of τj,1. In this situation the bu�er is completely full with
data though location 1 (denoted by 4) is already read by task τj,0 which is illustrated
by the green background. The other full locations are illustrated by the blue back-
ground of the cells. Task τi cannot make progress in this situation. Despite the fact
that location 1 is empty, it �rst needs to acquire and write location 0 which is not
yet available. Next to that, task τj,0 has already used all of the data that belongs
to it and can thus also not make progress. The only task that is enabled is task τj,1
which can execute twice without having to wait for other tasks in this situation.

In addition to illustrating how the introduced bu�er works, Example 3.1 also
illustrates two important properties of the proposed implementation. In Fig-
ure 3.4(c), task τj,0 has executed even when task τj,1 is not yet enabled. Thus our
approach does not have a blocking split behavior. Next to that, in Figure 3.4(d)
task τj,0 has already executed three times while task τj,1 only executed once. This
shows that task τj,0 can progress before task τj,1 has �nished the same execution.
Thus the proposed implementation does also not have blocking join behavior.

In the example it is also shown that the bu�er locations are reused by the
di�erent tasks. The third execution of task τj,0 reads from location 1 in the bu�er
just like the �rst execution of τj,1 does. Such a reuse of bu�er location cannot be
achieved when separate FIFO bu�ers are used to communicate with the replicated
tasks. However, there is a situation in which separate FIFO bu�ers can be used.
When the total bu�er size is equal to an integer multiple of both the producer
replication factor as well as the consumer replication factor, the total bu�er size
can be split fair into separate FIFO bu�ers. Such a situation can always be created
by increasing the bu�er size to the smallest integer multiple of the least common
multiple of the replication factors that is larger than the computed bu�er size.

The idea of separate FIFO bu�ers is illustrated in Figure 3.5 in which the size
of the bu�er of Figure 3.1(c) is increased to four location. The expanded HSDF
model of Figure 3.5 illustrates that in that case, two separate cycles can be dis-
tinguished. One cycle through actors vi,0 and vj,0 and a cycle through the other
two actors. These separate cycles can be translated to separate FIFO bu�ers con-
necting tasks τj,0 and τj,1 to task τi of Figure 3.1(c). Which bu�er a task needs
to write to or read from during an execution can be computed with a modulo
operation which only adds a constant cost, i.e., not dependent on the amount of
data parallelism.

3.4 Modeling Data Parallelism

In this section we describe the modeling of data parallel tasks. The �rst subsec-
tion summarizes the de�nition of the SDF analysis model and its properties that
are used in this chapter. The second subsection presents the data�ow model of a
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1

vj,0

1

Figure 3.5: Situation in which the bu�er of Figure 3.1(c) has a size of four location
and can be split into separate FIFO bu�ers.

data parallel task and the conformance between bu�ers and the data�ow model.
The third subsection shows that the data�ow model allows the same schedul-
ing freedom as a data parallel task and in the fourth subsection we prove that
such a data parallel task is modeled conservatively. These �rst four subsections
assume that a tasks do not share resources. The last subsection combines data
parallel tasks with run-time budget schedulers to illustrate that the method is
more generally applicable.

3.4.1 Dataflow Model
The model we use to determine the required amount of data parallelism is the
SDF model as de�ned in Chapter 2. We use the same de�nition of the SDF model
as in Chapter 2 and only summarize its for this chapter relevant properties brie�y.

The SDF model has a monotonic temporal behavior as is discussed in Chapter 2.
The important implications of this monotonic behavior is that decreasing the
�ring duration of an actor can never lead to a later enabling of any of the actors
in the graph. Furthermore, increasing the number of initial tokens on an edge in
the graph can never lead to a later enabling of any actor in the graph.

Another important property of SDF models is consistency. For an inconsistent
SDF model, either any �nite number of initial tokens will result in deadlock or
an unbounded accumulation of tokens on an edge.

In consistent SDF models, the average rate at which tokens are produced on
an edge is equal to the average consumption rate on that edge. Therefore, a rep-
etition vector q can be determined which contains the relative �ring frequencies
between the actors. We use qi for the repetition factor of actor vi where qi is the
ith component of q. When every actor vi in an SDF model �res exactly qi times,
it holds for each edge in the SDF model that the number of tokens produced on
an edge is equal to the number of consumed tokens from that edge:

∀ei j ∈E : qi · π (ei j ) = qj · γ (ei j ) (3.1)
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n1

τj,0

τi

vjvi

δi jδ ji

δ ji

δi j

τj,n -1

π (ei j )

γ (eji )

γ (ei j )

π (eji )

ψ (τi )

χ (τj )

χ (τj )

Figure 3.6: Relation between task graph including data parallelism (bottom) and
the corresponding data�ow model (top).

3.4.2 Conformance Relation Between Task Graph and Data-
flow Model Including Data Parallelism

The task graph speci�es the behavior of an application consisting of parallel
tasks connected by bu�ers. The corresponding SDF model is used to determine
temporal properties and suitable parameter values for the application. Figure 3.6
shows the conformance relation between the SDF model and the tasks in such
a task graph. It di�ers from the conformance relation presented in Chapter 2.
Each task is modeled using one data�ow actor. The amount of data parallelism
of a task is modeled using an edge from the corresponding actor back to itself.
The number of initial tokens on this self-edge corresponds with the amount of
data parallelism of that task. This is in contrast to the correspondence relation
introduced in Chapter 2 where the self-edge always contained one initial token.
In Figure 3.6, task τj is replicated n times and is modeled using one SDF actor, vj ,
with a self-edge containing n initial tokens. Note that we use a constant �ring
duration for the SDF actor corresponding to a task. Therefore, this one-actor
model is a valid actor component as de�ned in Chapter 2.

Self-edges are also used to model stateful tasks. Such a self-edge then contains
a �xed number of initial tokens to denote that the task communicates with itself.
The number of tokens on this self-edge re�ects the execution to which the state
is written. For example a task which writes state to the next execution of the task
corresponds with an actor which has a self-edge with one token. The self-edge
which models the state of a task, forms an upper bound on the possible data
parallelism of a task which is thus made explicit by modeling the this state in a
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similar fashion as the data parallelism.
To illustrate the idea of the analysis approach, we assume in this section that

tasks do not share resources with other tasks. The response time of a task, i.e.,
the maximum time a task takes to �nish an execution after it is enabled, is thus
less or equal to the WCET of the task. When the �ring duration of each actor is
chosen to be equal to the WCET of the corresponding task, the data�ow model
is conservative, see the re�nement relation presented in Section 2.5.5. Tasks
communicate via bu�ers and the synchronization with these bu�ers also takes
time. We assume that this synchronization time is included in the WCET. In
Section 3.3 we have shown that the bu�ers can be implemented in such a way
that the amount of synchronization operations is independent of the amount of
data parallelism that is used. Therefore, the synchronization time can be included
in the WCET of a task.

As discussed in Section 3.3, tasks communicate via circular bu�ers that have
support for multiple producers and multiple consumers [DBC+07, BBS11]. This
enables data parallel tasks to share a bu�er.

We shortly repeat how tasks communicate and how this is modeled in the
corresponding data�ow model. A producing task �rst acquires empty locations
from the bu�er and after the task has �lled them with data, the full locations are
signaled as written. Consuming tasks use these full locations and release them
as empty locations after the locations are not needed anymore. This behavior of
a bu�er is modeled in the data�ow model using two oppositely directed edges,
ei j and eji as is shown in Figure 3.6. Edge ei j models the �ow of full locations
and edge eji the �ow of empty locations. The skipped locations are not modeled
because they do not add additional synchronization. The number of initial tokens
on edge ei j , δi j , corresponds to the number of initially �lled locations in the cor-
responding bu�er and the δ ji initial tokens on edge eji correspond to the initially
empty locations in the bu�er. The bu�er contains in total δi j + δ ji locations.

Tasks read/write during every execution the same amount of locations in a
bu�er. The number of locations that are read/written each execution, corresponds
with the number of tokens that are consumed from/produced to the correspond-
ing queue in the data�ow model. Consider a bu�er from task τi to task τj . Then
we have γ (eji ) = π (ei j ) = ψ (ci j ) withψ (ci j ) the number of locations written by
task τi in the bu�er from task τi to the replications of task τj . And similarly, we
have γ (ei j ) = π (eji ) = χ (ci j ) with χ (ci j ) the number of locations that are read by
a replication of task τj from that same bu�er. This is also illustrated in Figure 3.6.

The order in which the di�erent data parallel replications of a task read/write
locations in the bu�er is �xed. This allows us to de�ne a static mapping between
the executions of the data parallel tasks and the corresponding actor �rings such
that the read and written locations correspond with the consumed and produced
tokens, respectively. We use this mapping in the next sections to prove that the
correspondence relation between task graph and data�ow model on the one hand
preserves scheduling freedom and on the other hand is conservative.
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Executions of tasks are mapped to �rings of data�ow actors as follows. Con-
sider a data parallel taskτd withδd replications and an actorvd which corresponds
to this task. We identify replication k of τd where 0 ≤ k < δd . Execution n of
replication k of τd then corresponds with �ring k + n · δd of actor vd with n ∈ N.

3.4.3 Accurate Modeling
In this section we show that the introduced modeling of data parallelism by a
data�ow actor allows the same scheduling freedom as the corresponding data
parallel task replications.

Without loss of generality we assume for the proof that there is only one task
which is data parallelized. We call the actor corresponding to this task, actor vd .
The amount of data parallelism of this task is equal to δd which means that
the self-edge dependency of the corresponding data�ow actor should allow δd
simultaneous �rings.

To show this we use the expansion of an SDF graph to an equivalent HSDF
graph [LM87, SB00]. As is already presented in Chapter 2, an HSDF graph is an
SDF graph in which all the numbers of consumed and produced tokens per �ring,
are equal to 1. Note that we use this expansion to an equivalent HSDF graph
merely to prove the scheduling freedom. We do not use this HSDF graph itself
to model the behavior of the task graph. We use a modi�ed expansion method
to make the data parallelism visible.

The expansion of an SDF graph to an equivalent HSDF graph makes use of the
balance equation from (3.1). Each SDF actor vi is modeled using qi HSDF actors.
Each �ring of an HSDF actor corresponds to a �ring of the SDF actor. After every
HSDF actor has �red exactly once, the tokens are again on the same edge as in
the initial situation. This corresponds to qi �rings of SDF actor vi .

The expansion to HSDF translates the edges of the SDF model to multiple
edges in the HSDF model based on the communication between �rings of the
actors in the SDF model. Also self-edges are translated to multiple edges in the
HSDF model. A self-edge for actor vd with δd tokens speci�es in an SDF model
that �ring n of vd can only start when �ring n − δd of vd is �nished. This is
modeled in the HSDF model with an edge between the actors modeling �ring n
and �ring n − δd .

To show the scheduling freedom of the data�ow model we use an expansion
of an SDF model to an equivalent HSDF model which di�ers from the expansion
method in [LM87, SB00]. The balance equation from Equation (3.1) which couples
the relative �ring frequencies of actors, can be rewritten to include the amount
of data parallelism of actor vd :

∀ei j ∈E : qi · δd · π (ei j ) = qj · δd · γ (ei j )

Instead of expanding each SDF actor vi to qi HSDF actors, we can thus also
model an SDF actor vi with qi · δd HSDF actors. Actor vd is then modeled using
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Figure 3.7: Expansion of an SDF actor modeling data parallelism (left) to HSDF
actors (right).

qd · δd HSDF actors. We call this new HSDF model the expanded data�ow model.

Figure 3.7 shows how an SDF actor vd with a self-edge containing δd initial
tokens is modeled using qd · δd HSDF actors. Because we model vd with qd · δd
HSDF actors, the self-edge dependencies in the HSDF graph have the illustrated
structure. We can distinguish δd groups of qd HSDF actors as is shown in Fig-
ure 3.7. The di�erent groups in Figure 3.7 start with �ring the actors denoted
by v0

d to vδd -1
d . No self-edge dependencies exist between these δd groups, only

inside the group itself.
Each of these groups models exactly one of the data parallel replications of the

task. Group k , with 0 ≤ k < δd models the �rings i = k + n · δd , n ∈ N of the
SDF actor. These �rings correspond, as de�ned in Section 3.4.2, to execution n
of replication k of the corresponding data parallel task. Group k of HSDF actors
thus models the executions of task replication k .

Because there are no self-edge dependencies between the di�erent groups of
HSDF actors, there is also no dependency in the schedule between the groups
when the self-edge dependencies are considered. Each of the δd groups of HSDF
actors can thus be scheduled individually which means that the data�ow model
allows the same scheduling freedom as the data parallel task.

3.4.4 Proof of Conservativeness
The previous section showed that the data parallelism of tasks is accurately mod-
eled with the proposed data�ow model. In this section we prove that the data�ow
model for data parallel tasks as proposed in this chapter is also conservative. We
prove that the production times of tokens in the data�ow model form an up-
per bound on the times on which the tasks write to the corresponding bu�er
locations.
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δd

vd
e ′ (k + n · δd )ek (n) f k (n)

eδd -1 (n) f δd -1 (n)

e0 (n) f 0 (n)
τd,0

τd,k

τd,δd -1

f ′ (k + n · δd )v

Figure 3.8: Illustration of the re�nement relation for data parallel tasks.

In Chapter 2 su�cient conditions are derived under which data�ow models
are temporally conservative to task graphs. One condition is that the number of
consumed and produced tokens on each edge in the data�ow model needs to be
equal to the number of read and written locations of the corresponding connec-
tion in the task graph. This is ensured by the correspondence between data�ow
model and task graph presented in Section 3.4.2. Given this correspondence it is
shown in Chapter 2 that when the following re�nement equation holds for every
task and corresponding actor, the whole data�ow model is conservative to the
task graph.

∀i ∈N : e〈i〉 v e ′ 〈i〉 =⇒ f 〈i〉 v f ′ 〈i〉 (3.2)

We use e (i ) for the external enabling time of execution i of a task, i.e., the time
at which the task can read su�cient locations from the adjacent bu�ers. The
external enabling time of the corresponding actor �ring is denoted by e ′ (i ). This
is the earliest time at which the required tokens are present on the incoming
queues. Furthermore, f (i ) is the �nish time of execution i of the task and f ′ (i )
is the �nish time of �ring i of the corresponding actor.

As shown in Chapter 2, when the local condition of Equation (3.2) holds for
every task and corresponding actor, all the production times of tokens form
upper bounds on the times at which bu�er locations are �lled. This means that
the complete data�ow model is temporally conservative to the task graph.

However, Equation (3.2) is only applicable when one actor corresponds with
one task whereas we address the case in which an actor corresponds to multiple
replications of the same task. Therefore, we extend Equation (3.2) to data parallel
tasks and show that it holds for the data�ow analysis method as proposed in this
chapter.

We use the mapping between task executions and data�ow �rings presented in
Section 3.4.2 to derive Equation (3.3) in which the sequence e is split into the dif-
ferent sequences corresponding to the data parallel task replications. Execution n
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of replication k of a task τd corresponds with �ring k+n ·δd of the corresponding
data�ow actor vd . We use ek (n) for the external enabling time of execution n of
replication k of task τd and f k (n) for the �nish time of execution n of replication
k . This re�nement relation for data parallel tasks is illustrated in Figure 3.8.

∀0≤k<δd , n∈N : ek 〈n〉 v e ′ 〈k + n · δd 〉 =⇒ f k 〈n〉 v f ′ 〈k + n · δd 〉 (3.3)

We now prove this relation for the proposed data�ow model of data parallel
tasks. By using max-plus algebra semantics [BCOQ92] of data�ow actors on
actor vd we obtain:

f ′ (i ) ≥ max (e ′ (i ), f ′ (i − δd )) + ρd (3.4)

The �ring duration, ρd , of actorvd is equal to the WCET of the corresponding
taskτd . Next to that, di�erent executions of replicationk of taskτd cannot overlap.
It therefore holds that:

f k (n) ≤ max
(
ek (n), f k (n − 1)

)
+ ρd (3.5)

We now prove Equation (3.3) by using induction on execution number n. We
make use of the left part of Equation (3.3), i.e., the enabling times of the data�ow
actor are conservative to the enabling times of the corresponding task execution,
to prove the right part of Equation (3.3). We can safely assume that the �nish
times of executions numbers smaller than 0 are equal to −∞ to denote that they
do not exist. With this assumption the base case of the induction proof, n = 0,
can be proven. We prove ∀0≤k<δd : ek (0) ≤ e ′ (k ) =⇒ f k (0) ≤ f ′ (k ) which is
equivalent to Equation 3.3 with n = 0.

∀0≤k<δd : f k (0) ≤ max
(
ek (0), f k (−1)

)
+ ρd

≤ max
(
ek (0),−∞

)
+ ρd

≤ ek (0) + ρd
≤ e ′ (k ) + ρd

≤ f ′ (k ) (3.6)

For the induction step we prove that when Equation (3.3) holds for execution
n − 1 of a replication k , it also holds for execution n of replication k . When
Equation (3.3) holds for execution n− 1 and given ek 〈n〉 v e ′ 〈k + n · δd 〉 we have:
f k 〈n − 1〉 v f ′ 〈k + (n − 1) · δd 〉 and thus f k (n − 1) ≤ f ′ (k + (n − 1) · δd ). With
ek 〈n〉 v e ′ 〈k + n · δd 〉 we have ek (n) ≤ e ′ (k + n · δd ) and thus:

∀0≤k<δd : f k (n) ≤ max
(
ek (n), f k (n − 1)

)
+ ρd

≤ max (e ′ (k + n · δd ), f ′ (k + n · δd − δd )) + ρd
≤ f ′ (k + n · δd ) (3.7)
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f̂ (i )
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ρd,1 =
Qd ·Cd
Sd

vd,0

ρd,0 = Qd − Sd

ê (i )

Figure 3.9: Actor component modeling the temporal behavior of a task scheduled
with a run-time budget scheduler.

∀0≤k<δd : f k 〈n − 1〉 v f ′ 〈k + (n − 1) · δd 〉 ∧ f k (n) ≤ f ′ (k + n · δd ) =⇒
f k 〈n〉 v f ′ 〈k + n · δd 〉 (3.8)

This proves that Equation (3.3) holds for every execution n which means that
data parallel tasks are conservatively modeled by the proposed data�ow model.

3.4.5 Combination with Run-Time Schedulers
The previous sections assumed that resources are not shared between tasks. In
this section we show that the approach is also applicable when tasks do share
resources, for example the processor on which they execute. We do this by
proving that the analysis method introduced in this chapter is also applicable for
latency-rate actor components which are used to model the temporal behavior
of tasks scheduled with run-time budget schedulers [WBS09]. Such latency-rate
actor components are more widely applicable and can for example also be used
to model variations in execution times as will be shown in Chapter 4.

Run-time budget schedulers guarantee every task a minimum time budget S in
every time interval of lengthQ . The temporal behavior of a task can be conserva-
tively analyzed using a latency-rate actor component. Such an actor component
is shown in Figure 3.9 for a data parallel task τd . Each of the replications of τd
have the same time budget Sd . In this Figure,Cd is used for the WCET of task τd
and δd corresponds to the amount of data parallelism of τd .

It can be shown by using the same method as in Subsection 3.4.3 that the actor
component from Figure 3.9 models the amount of data parallelism accurately.
We therefore only provide the proof that the actor component is temporally
conservative to the corresponding task.

The �nish time of a task τd , scheduled with a run-time budget scheduler can
be bounded as follows [WBS09]:

f (i ) ≤ max (e (i ) +Qd − Sd , f (i − 1)) + Qd ·Cd

Sd
(3.9)

Each replication of a task has its own budget. Therefore, this �nish time can
also be used for a replication k of a task:

f k (n) ≤ max
(
ek (n) +Qd − Sd , f k (n − 1)

)
+
Qd ·Cd

Sd
(3.10)
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Using the max-plus semantics of the actor component of Figure 3.9 we obtain:

f̂ (i ) ≥ max
(
ê (i ) +Qd − Sd , f̂ (i − δd )

)
+
Qd ·Cd

Sd
(3.11)

By using Equations (3.10) and (3.11) we can prove Equation (3.3) by induction
on execution number n. This proof is omitted because it is analogous to the
induction proof of Section 3.4.4.

3.5 Determining Data and Pipeline Parallelism

With the introduced modeling of data parallelism by means of one actor with a
self-edge containing multiple tokens, we can also derive the required amount of
data parallelism. In this section we present a method for this derivation.

Data parallelism of a task is modeled as a cyclic dependency on the correspond-
ing SDF actor itself. Because bu�ers are also modeled as cyclic dependencies,
determining data parallelism is strongly related to analysis methods which deter-
mine the required bu�er sizes given a throughput constraint. When these bu�er
sizing methods are instrumented correctly, they can also be used to determine
data parallelism.

Bu�er sizing methods such as [SGB06, WBJS06, MBGS10, GHKB13] use graph
algorithms to determine the minimum required amount of tokens that allow the
required throughput. Also the costs of tokens can be taken into account when
determining this minimum required amount of tokens. The methods make use of
the fact that increasing the amount of tokens on edges can make tokens on other
edges redundant. The costs of tokens can be used to resolve the trade-o� between
the amounts of tokens on the di�erent edges. These costs are thus used to express
a preference for which edges should contain the least amount of tokens.

The data�ow schedules that are used in these bu�er sizing methods inherently
exploit pipeline parallelism. Given the data dependencies as speci�ed in the
data�ow model it is explicit which �rings of actors may overlap. The amount of
tokens in the cycles form an upper bound on the amount of pipeline parallelism
that can be used.

The bu�er sizing methods can also be used to determine the required amount
of data parallelism. The number of tokens can be determined for the self-edge
cycle modeling the data parallelism such that the temporal constraints are met.
This allows to determine the required amount of data parallelism simultaneously
with the amount of pipeline parallelism and the corresponding bu�er sizes which
makes the trade-o� between data and pipeline parallelism explicit. By using
suitable token costs, the choice can be made between increasing bu�er sizes or
increasing the amount of data parallelism. Also it can be determined how large
the bu�ers need to be to exploit a certain degree of data parallelism.

Example 3.2:
Figure 3.10 shows an example demonstrating the trade-o� between data and
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1
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ρb=20

δb

vb

Figure 3.10: Example of a trade-
o� between data and pipeline paral-
lelism.

δba δb µ

4 1 80
5 1 70
6 1 60
4 2 60
6 2 40
7 2 35
8 2 30
7 3 30
10 3 20

Table 3.1: Results for Figure 3.10 il-
lustrating the average period for dif-
ferent token assignment.

pipeline parallelism. It presents the data�ow model corresponding to two tasks, one
producer and one consumer. The producer, modeled with actorva , has aWCET of 10
time units and is a stateful task which cannot be data parallelized. Each execution,
three locations are �lled with data by this task. The consumer task, modeled with
actor vb , reads two locations per execution. This task has a WCET of 20 time units
and can be data parallelized. A choice can be made between increasing the bu�er
connecting the two tasks (increasing δba) and allowing more pipeline parallelism
or increasing the amount of data parallelism of the consuming task (increasing δb ).
This illustrates the trade-o� between data and pipeline parallelism.
The results of exploiting this trade-o� are shown in Table 3.1. The �rst two

columns show the di�erent assignments of initial tokens to edge eba and the self-
edge of actor vb . The third column, denoted by µ, shows the average period that
can be achieved given the token assignment. It corresponds to the average pe-
riod in which each SDF actor vi �res qi times. For example, for the �rst row µ
is equal to 80 time units which means that on average, va can �re twice per 80
time units and vb on average can �re three times per 80 time units. This period is
the inverse of the throughput of the application and is calculated using an MCM
algorithm [Das04, SB00]. Only the minimum numbers tokens are illustrated per
average period. These minimum numbers of tokens are determined using an ex-
haustive search algorithm which determines the minimum number of tokens given
a throughput constraint. This exhaustive search algorithm tries the relevant token
assignments and searches for the token assignment which adheres to the through-
put constraint (checked with the MCM algorithm) and which gives the minimum
sum of tokens multiplied by their token costs. The MCM algorithm is exact and also
the exhaustive search is complete which implies that we �nd the exact numbers of
required tokens for each average period. For each average period, two exhaustive
searches are performed. One version in which the token costs of tokens correspond-
ing to bu�er locations are increased and which thus prefers data parallelism and
the other version prefers smaller bu�er sizes over data parallelism.
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(a) Schedule exploiting data parallelism with
δba = 4 and δb = 2
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(b) Strict periodic schedule with δba = 6 and
δb = 1

Figure 3.11: Two di�erent schedules for Figure 3.10 with an average period of 60
time units.

As is shown in Table 3.1, the average period decreases when the amount of tokens
increases. The lowest average period that can be reached by the task graph is 20 time
units. For this period, actor va limits the throughput due to its self-edge. Table 3.1
also shows the trade-o� between increasing the bu�er size (increasing δba) and in-
creasing the amount of data parallelism (increasing δb ). For example, the third and
the fourth row in the table result in an equal µ. This means that the throughput
that is achieved when the size of the bu�er is equal to six locations and no data
parallelism is used, is equal to the throughput that is achieved when the bu�er size
is equal to four locations and the consuming tasks is replicated twice.

As discussed, bu�er sizing methods can be used to determine the required
amount of data parallelism next to the required bu�er sizes. Exact bu�er siz-
ing methods such as [SGB06, MBGS10] have a non-polynomial time-complexity
which can be problematic for larger data�ow graphs. Bu�er sizing methods exist
with a polynomial time-complexity [WBJS06, GHKB13] and are based on lin-
earizations of schedules. The schedules of the data�ow actors are approximated
with linear equations which actually model a strictly periodic token production
and consumption. Such linear equations can be used to solve the bu�er sizing
problem e�ciently, but can result in non-optimal token placements. Because of
the strictly periodic token production, the trade-o� between data and pipeline
parallelism cannot be exploited as good as with the exact bu�er sizing methods.

This is illustrated in Figure 3.11 which shows two di�erent schedules with
an average period of 60 time units for the data�ow model of Figure 3.10. Fig-
ure 3.11(a) shows a schedule that exploits data parallelism. Edge eba contains
four tokens and δb is equal to two. The horizontal axis denotes time and the
rectangles in the �gure represent the di�erent �rings of actors va and vb . The
value in the top right corner of each rectangle indicates the sequence number of
each �ring. The schedule of Figure 3.11(a) exploits data parallelism and is not
strictly periodic. Figure 3.11(b) shows the only possible strictly periodic schedule
with an average period of 60 time units. The schedule from Figure 3.11(a) is
not possible when only strict periodic schedules are considered. The required
number of tokens for the periodic schedule of Figure 3.11(b) is six for edge eba
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Figure 3.12: Data�ow model of the packet decoding mode of a WLAN 802.11p
transceiver.

and δb is equal to one. The trade-o� as shown in Table 3.1 for an average period
of 60 time units can not be made when periodic schedules are considered.

3.6 Case-Study

In this section we show the applicability of the analysis method by applying it
to a WLAN 802.11p transceiver [AHG07]. The application is executed on an
Multiprocessor System-on-Chip (MPSoC) and data parallelism as well as pipeline
parallelism is required to meet the throughput constraint of the application. We
will consider the part of the WLAN 802.11p transceiver which is active during
packet decoding mode.

Figure 3.12 shows the SDF model corresponding to this packet decoding mode.
The numbers of tokens that are produced and consumed are only drawn when
they are unequal to one. The throughput constraint is imposed by the periodic
source (SRC) which produces one sample every 8µs (frequency = 125kHz). The
samples that are produced by the source are �rst processed by a �lter and then by
an FFT. The packets are then subsequently decoded using the channel equalizer
(EQ), demapper (DEMAP), deinterleaver (DEINT) and �nally the viterbi decoding
(VIT) task. The packets are encoded for error correction with a redundancy rate
of 1

2 which means that each transmittedm bits contains m
2 actual data bits. The

viterbi decoding task thus decodes m input bits into m
2 error corrected output

bits. The viterbi task outputs therefore only one output sample per two consumed
input samples.

The result of the channel equalizer is improved by using a channel estimator
(CH-EST). The output of the viterbi task contains the error corrected bits. These
corrected bits are re-encoded (RE-ENC) and compared with the output of the
FFT. Based on the di�erence between the bits, an estimation of the channel is
computed by the channel estimation task. The estimation that is computed using
sample i is used as the setting of the channel equalizer during the reception of
sample i + 2. This is modeled using two initial tokens on the channel estimation
cycle.
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δSRC 1
δF I LT ER 1
δF FT 3
δEQ 1
δDEMAP 1
δDEINT 1
δV IT 1
δRE−ENC 1
δCH−EST 2

δF I LT ER,SRC 1
δF FT ,F I LT ER 3
δEQ,F FT 4
δCH−EST ,F FT 6
δDEMAP,EQ 1
δDEINT ,DEMAP 1
δV IT ,DEINT 2
δRE−ENC,V IT 1
δCH−EST ,RE−ENC 2
δEQ,CH−EST 0

Table 3.2: Result of the analysis method applied on the data�ow model of Fig-
ure 3.12.

Figure 3.12 only shows the edges on which the tokens cannot be chosen freely.
The other edges are omitted for clarity. The behavior of the viterbi and re-
encoding tasks depends on the result of the previous executions plus the current
sample. They thus do have state which is modeled using self-edges with one
token. On the other edges, self-edges as well as edges modeling bu�er locations,
the number of tokens that are required to meet the throughput are computed
using the analysis method described in Section 3.5. The result of this analysis is
shown in Table 3.2. It contains the required number of tokens for the omitted
edges. According to the results, two tasks need to be replicated, the FFT task and
the channel estimation task. The results are determined with the same exhaustive
search approach as discussed in Example 3.2.

The FFT task has a high execution time and therefore needs to be replicated
three times to meet the throughput constraint. To exploit this introduced data
parallelism, the sizes of the bu�ers connecting the FFT task need to be sized
correctly. The sizes are 3, 4 and 6 locations for the bu�er with the FFT, the
equalizer and the channel estimator, respectively.

Due to the �xed number of two tokens in the channel estimation loop, the
amount of pipeline parallelism that can be used in this loop does not su�ce to
meet the throughput constraint. However, the analysis method has determined
that when the channel estimation task is replicated twice, the throughput can be
met.

3.7 Conclusion

The analysis method introduced in this chapter allows to model data parallelism
accurately without having to replicate data�ow actors. Instead, the data par-
allelism is modeled using a cyclic self dependency with the number of tokens
on this cycle corresponding to the amount of data parallelism. We have shown
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that the parameterized data�ow model is conservative to the corresponding task
graph by making use of a new SDF to HSDF conversion.

It is shown that with the introduced data�ow model, the required bu�er sizes
and the amount of data and pipeline parallelism can be determined simultane-
ously, which makes the trade-o� between them explicit. Furthermore, it has been
shown that existing bu�er sizing methods can be used to choose between increas-
ing bu�er sizes or increasing data parallelism in order to meet the throughput
constraint.

It is also shown that task graphs containing data parallelism can be imple-
mented with circular bu�ers with support for multiple producers and multiple
consumers. These bu�ers can be implemented such that the amount of synchro-
nization operations are not dependent on the amount of data parallelism that is
used. It is shown that this property enables the proposed analysis model com-
bining data and pipeline parallelism. Furthermore, we have shown that if FIFO
bu�ers are applied instead of circular bu�ers, the parameterized data�ow model
is only conservative if the computed number of tokens is an integer multiple of
the amount of replication of the tasks.

The applicability of the analysis method is demonstrated with a WLAN 802.11p
application. It is shown that despite the cyclic re-encoding loop of this application,
the amount of data parallelism can be derived simultaneously with the amount
of pipeline parallelism such that the throughput requirements of the application
can be met. Also the required bu�er sizes have been determined by using the
proposed analysis method. The proposed analysis method can thus be used to
make the trade-o� between data and pipeline parallelism.



CHAPTER 4
Two Parameter Workload

Characterization

Abstract – Existing data�ow analysis techniques use the Worst-Case
Execution Times (WCETs) of tasks to determine minimum throughput and
maximum latency guarantees of applications. These methods characterize
the workload of tasks with one parameter. However, a large di�erence be-
tween the WCETs of the tasks and their average execution times can result
in a large di�erence between the computed worst-case throughput and the
actual obtained throughput.

To reduce the di�erence between the computed throughput guarantee and
the actual obtained throughput, we introduce in this chapter a two parame-
ter (σ , ρ) workload characterization of the tasks to improve the accuracy of
data�ow analysis. The (σ , ρ) workload characterization captures informa-
tion on the maximum cumulative execution time of consecutive executions
of a task and can therefore be seen as a generalization of the WCET charac-
terization.

One important metric of worst-case temporal analysis methods is their accuracy.
The accuracy of traditional analysis based on SDF graphs is limited because it
is based on a workload characterization with one parameter, the WCET of the
task [SB00]. Such a simple workload characterization can result in a large dif-
ference between the computed minimum throughput and the actual throughput
if there is large di�erence between the WCETs and the average execution time
of the tasks. The same holds for tasks modeled as a CSDF [EBLP94, BELP96,

The material in this chapter is based on work presented in [HGWB13b].
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WBJS07] actor which uses only one parameter per phase. Until now a constant
workload is thus considered for SDF graphs and a periodic workload is considered
for CSDF graphs.

The di�erence between the computed worst-case and the actual throughput
can be reduced by making use of knowledge about the maximum sum of execution
times for a number of consecutive executions. The fact that the worst-case cumu-
lative execution time of n subsequent executions of a task is often smaller than n
times the WCET of this task can be exploited. Knowledge of the worst-case cumu-
lative execution time can be captured in so-called workload functions [MKT04].
The use of aperiodic workload functions has not been considered in combination
with data�ow analysis methods.

This chapter introduces an analysis technique to represent workload functions
characterized with two parameters, σ and ρ, in a data�ow model. This data�ow
model can be analyzed with standard data�ow analysis techniques. The analysis
of this data�ow model will result in a tighter minimum throughput bound and
can be applied in combination with run-time scheduling.

The presented approach can be used in combination with functional deter-
ministic data�ow models for which a minimum throughput and maximum la-
tency can be computed at design time. Examples of these models are the HSDF,
SDF [LM87, SB00], CSDF [MBBM07] and VRDF [WBS08b] models.

The case-study shows how the (σ , ρ) workload characterization can be used.
We will show that tighter analysis results can be obtained for a DVB-T radio
application when using the (σ , ρ) workload characterization instead of the tradi-
tional WCET workload characterization. Next to that, we illustrate the e�ect of
a latency constraint on the temporal results that can be obtained using a (σ , ρ)
workload characterization with a car-radio application. We also combine the
(σ , ρ) characterization with a data-dependent MP3 playback application which
is modeled using a VRDF graph.

The outline of this chapter is as follows. We discuss related work in Section 4.1.
In Section 4.2 we describe the basic idea behind the (σ , ρ) based analysis method
and in Section 4.3 we present the improved data�ow model and prove its cor-
rectness. Section 4.4 combines (σ , ρ) information with the modeling of cyclic
temporal behavior. An evaluation of the (σ , ρ) workload characterization in com-
bination with data�ow analysis techniques is presented in Section 4.5 and we
conclude this chapter in Section 4.6.

4.1 Related Work

While [WBS09] introduced a modeling relation between actor components and
tasks to analyze the e�ects of run-time scheduling, state of the art in modeling
the task workload function is to have a conformance relation between data�ow
�rings and task executions. Each �ring has a duration equal to an upper bound
on the corresponding task execution time the WCET of the task [WBS09, MVB07,
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WBJS06, GGBS08]. Our method does not have this restrictive one-to-one corre-
spondence between �rings and executions, instead we introduce a method that
uses the modeling relation between actor components and tasks to capture the
workload functions of the tasks. In [WBS07b], similar actor components as we
use in this chapter are used but the model from [WBS07b] also only allows to
use one single (worst-case) execution time per task. We show in this chapter that
our analysis method can be combined with [WBS09] to also take the e�ects of
run-time scheduling into account.

Methods that use knowledge about the execution time of consecutive execu-
tions and which aims at improving the accuracy of the temporal analysis re-
sults are presented in [MKT04, QHE12]. They use workload functions to express
changes in execution times of di�erent modes of an application. However, these
workload functions cannot be used directly in combination with data�ow models
because they have an arbitrary in�nite structure which cannot be described by
a �nite number of parameters. Data�ow models currently use only one parame-
ter, the �ring duration, and can therefore not include the e�ects of an arbitrary
workload function. We present a workload characterization which can be com-
bined with existing data�ow models and analysis techniques, and which can be
described by two parameters. This workload characterization can be seen as an
upper bound on a workload function. Methods which use an arbitrary workload
function [MKT04, QHE12] use iterative �xed-point computation which results
in a high worst-case computational complexity. Data�ow analysis techniques do
not necessarily require such iterative �xed-point computation and do therefore
often have a better worst-case computational complexity.

Workload functions can also be used to express cyclic temporal behavior. How-
ever, the methods of [MKT04] and [QHE12] have no mechanism to express this
cyclic behavior. This loss of information can lead to an overestimation. Consider
a task with cyclic temporal behavior that always starts with three executions
which take maximally 1 time unit, followed by an execution that takes maxi-
mally 4 time units. The methods of [MKT04] and [QHE12] cannot distinguish
between this sequence and, for example, its reverse; i.e., starting with the longest
execution. They cannot distinguish between such sequences because their ser-
vice curves are the time-interval domain, see Chapter 1. In this time-interval
domain, the longest execution must be assumed as the �rst execution. The actual
order of the consecutive executions is lost by de�nition.

Our method will behave similarly, when we model this task with actors without
phases; e.g., using HSDF or SDF models. However, as we will explain further in
Section 4.4, we can model the cyclo-static sequence of execution times explicitly
by modeling this task with for example a CSDF actor, resulting in a more accurate
model.

Other related methods are based on probabilistic execution times [BCP02,
HZS01, TDS+95]. However, all these methods are unsuitable for the derivation
of the worst-case throughput and typically have a high computational complex-
ity [SB00]. Our introduced model enables to give temporal guarantees while
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taking variation of execution times into account by making use of information
about consecutive execution times. Existing data�ow analysis methods can be
used to analyze the temporal behavior of the application when the introduced
model is used.

The method presented in this chapter is independent of the number of tokens
consumed and produced per execution. This means that our method can be
combined with tasks that have data-dependent behavior [WBS08b] which is not
considered for [MKT04] and [QHE12].

4.2 Basic Idea

This section contains the basic idea behind the (σ , ρ) workload characterization
and how it can be applied. We �rst informally introduce the (σ , ρ) workload
characterization. We then show the basic idea behind the conservative temporal
analysis methods based on data�ow models and we conclude this section with an
example that illustrates the bene�ts of using a (σ , ρ) workload characterization
in combination with a data�ow model.

4.2.1 (σ , ρ) Workload Characterization
The (σ , ρ) workload characterization forms an upper bound on the worst-case
cumulative execution time of a task. It bounds this worst-case cumulative exe-
cution time with a function which can be described by two parameters, σ and ρ.
These two parameters can be used as the execution time description of a task for
which we can provide worst-case temporal analysis results.

Figure 4.1 illustrates the idea of the (σ , ρ) workload characterization. Fig-
ure 4.1(a) shows the worst-case trace of execution times of seven executions of
a task. Figure 4.1(b) contains the worst-case cumulative execution time (ω (n))
for up to seven consecutive executions, where ω is what we call the workload
function of the task. The �rst bar in the �gure equals the WCET of the task.
The second bar is found by searching in the trace of Figure 4.1(a) for the worst-
case sum of execution times of two consecutive executions. The other bars are
determined similarly.

The solid line in Figure 4.1(b) denoted by ω̂ shows the upper bound speci�ed
by the σ and ρ parameters which will be introduced in this chapter. Figure 4.1(c)
shows the average worst-case execution time corresponding to the worst-case
cumulative execution time of Figure 4.1(b). The solid line denoted by α is the
average worst-case execution time corresponding to the upper bound ω̂ of Fig-
ure 4.1(b).

Figure 4.1(c) also contains the average worst-case execution time when only
using the WCET of the task (the horizontal gray line denoted by WCET). It
illustrates the throughput improvement that can be achieved when using the
(σ , ρ) workload characterization for this example. The minimum throughput,
that can be guaranteed by temporal analysis methods, doubles for this example
if the (σ , ρ) workload characterization is used instead of the WCET.
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(a) Worst-case trace of execution times
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(b) Worst-case cumulative execution time and
an upper bound on it
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(c) Average worst-case execution times
compared to the WCET

Figure 4.1: Worst case execution time information of consecutive executions.
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4.2.2 Conservative Temporal Analysis

To ensure that a data�ow model is temporally conservative to a task graph, suf-
�cient conditions on the relation between such a data�ow model and a corre-
sponding task graph are presented in [WBS09]. This means that the temporal
analysis results (minimum throughput and maximum latency) calculated using
the data�ow model are also valid for the corresponding task graph.

The remainder of this subsection summarizes these results from [WBS09]. The
su�cient conditions are based on a conformance relation between the task graph
and the data�ow model. Containers in the bu�ers of the task graph correspond
with tokens in the data�ow model. Finite bu�ers in the task graph are modeled
with two queues in the data�ow model. One forward queue, modeling the data
production, and one backward queue modeling the back-pressure of the �nite
bu�er. The number of initial tokens on the forward and backward queues rep-
resent the number of initially available full and empty containers in the bu�er
respectively. The sum of the initial tokens on these queues corresponds with the
bu�er size.

Tasks in the task graph correspond with actor components in the data�ow
model. An actor component is a set of actors. The execution of a task corre-
sponds with a �ring of the actor component. A task is externally enabled when
su�cient containers are available on all adjacent bu�ers. The corresponding actor
component is externally enabled if the tokens that correspond with the required
containers are present on the queues. We call the time at which a execution or
�ring is externally enabled the enabling time.

With the conformance relation between the task graph and the data�ow model,
it is su�cient to show that for each task the corresponding actor component is
temporally conservative. This can be done by showing that when the enabling
time of execution i of a task is smaller or equal to the enabling time of �ring i of
the corresponding actor component, also the time at which execution i �nishes is
less or equal to the time at which �ring i �nishes. With this it can be shown that
containers never arrive later in the bu�ers than the corresponding tokens arrive
at their queues and thus the temporal analysis results of the data�ow model are
conservative.

The rectangle v0 in Figure 4.5 shows how we model the worst-case temporal
behavior of a task with a (σ , ρ) workload characterization as an actor component.
The actor component consists of two data�ow actors, one modeling the rate and
together modeling the latency. The actor component v0 of Figure 4.5 consists of
the rate actorv0,1 (with self-edge to prevent overlapping �rings) and an actorv0,0
(without self-edge). The idea is that the rate actor uses ρ as its �ring duration such
that the minimum throughput is computed using a value closer to the average
execution time than the WCET. The actor v0,0 ensures that the actor component
is still temporally conservative to the corresponding task. In the next subsection
we use an example to illustrate what the bene�ts are of modeling the (σ , ρ)
workload characterization with two actors.
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Figure 4.2: Task graph consisting of two tasks connected by a bu�er.
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Figure 4.3: Data�ow model corresponding to the task graph of Figure 4.2.

4.2.3 Dataflow Modeling Example
Consider the task graph of Figure 4.2 which contains two tasks, τ0 and τ1 which
communicate via a �nite bu�er of δ locations. We assume a constant execution
time for task τ1 of 2 time units. This task is modeled with an actor component
v1 in Figures 4.3, 4.4 and 4.5. For task τ0 we assume that we have information on
the maximum cumulative execution time of consecutive executions. The WCET
of this task is equal to 4 and we know that four consecutive executions of the
task take maximally 8 time units which means that the average execution time
equals 2. The worst-case execution time trace for four consecutive executions
can be used to �nd corresponding values for σ and ρ which are 6 and 2 time units
respectively (see Section 4.3.4). We model task τ0 as an actor component v0 in
three di�erent ways. The bu�er is modeled with two queues between the actor
components. The number of required initial tokens on the queue from v1 to v0
corresponds with the required capacity δ of the bu�er between the two tasks.

The simplest case is illustrated in Figure 4.3. The two actor components are
modeled with a single data�ow actor, each having a �ring duration equal to the
WCET of their corresponding task. For this case, two initial tokens are required
to ensure the highest minimum throughput which is for this case equal to 1

4
tokens per time unit. Two tokens are su�cient because then the self edge of v0
forms the critical cycle which determines that the MCM [Rei68] equals 4. The
throughput of the data�ow model is the inverse of the MCM.

We would now like to exploit the information on the execution time of con-
secutive executions to increase the minimum throughput that can be guaranteed
by the temporal analysis method. A solution for this is illustrated in Figure 4.4.
It combines four �rings of actor v0 into one �ring which now consumes and
produces four times the number of tokens consumed/produced in the original
data�ow model. One �ring ofv0 now corresponds with four executions of τ0. We
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Figure 4.4: Data�ow model exploiting information about the cumulative execu-
tion time of task τ0 of Figure 4.2 by combining �rings of actor v0.
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v0
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4

Figure 4.5: Data�ow model exploiting information about the cumulative execu-
tion time of task τ0 of Figure 4.2 by using the (σ , ρ) based modeling with two
actors.

know that the cumulative execution time of four consecutive executions of τ0 is
not equal to four times the WCET, but is actually maximally 8 time units. We thus
can use a �ring duration of 8 time units for the aggregated �ring. This increases
the minimum throughput to 4

8 tokens per time unit. To achieve this throughput,
eight initial tokens are needed. This corresponds to a bu�er size, δ , of eight
locations which thus needs to be four times as high to guarantee the increased
minimum throughput. Note that for this solution the more expressive SDF model
is required instead of the original HSDF model. The solution proposed in this
chapter can be used in combination with the original type of data�ow model.

Figure 4.5 shows how including execution time information of consecutive
executions in a data�ow model can re�ne the data�ow actor v0 of Figure 4.4. In
the remainder of this chapter we will focus on this solution. Actor componentv0
of Figure 4.5 consists of two actors instead of only one. These two actors together
correspond to task τ0. We have one actor without a self-edge (v0,0) and one actor
with a self-edge (v0,1). The �ring duration of actor v0,1 equals ρ, which in this
example corresponds to the average worst-case execution time of the producing
task (2 time units). The �ring duration of actor v0,0 is equal to σ − ρ, which is
equal to 4 in this example. Modeling the information on consecutive executions
like this, still leads to a guaranteed minimum throughput of 1

2 tokens per time
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unit. However, according to the temporal analysis for this data�ow model, four
instead of eight initial tokens are su�cient to achieve this throughput.

In the next section we show that this last modeling alternative can be proven
to be temporal conservative to the task graph.

4.3 Dataflow Analysis Using the (σ , ρ) Workload Char-
acterization

This section �rst formalizes the (σ , ρ) workload characterization. We then discuss
in detail how to include the information captured in a (σ , ρ) workload character-
ization in an actor component and prove the temporal conservativeness of this
actor component with respect to the corresponding task. After that we show how
to use the (σ , ρ) workload characterization in combination with the temporal
analysis of tasks scheduled with a run-time scheduler. This section is concluded
with a method to transform execution time information of a �nite number of
consecutive executions to a (σ , ρ) workload characterization which contains ex-
ecution time information for every number of consecutive executions.

4.3.1 Formalizing the (σ , ρ) Workload Characterization

The (σ , ρ) workload characterization contains execution time information of
consecutive executions of a task. The ρ parameter is required to be an upper
bound on the average execution time of an in�nite number of executions of a
task. The σ parameter must account for the maximum possible deviation from
this average execution time. The (σ , ρ) workload characterization forms an upper
bound on the maximum sum of execution times of consecutive executions of a
task.

The upper bound de�ned by the (σ , ρ) workload characterization needs to hold
for every number of consecutive executions and the two parameters should be
chosen such that Equation (4.1) holds.

∀k,i k ≤ i :
i∑

j=k

x (j ) ≤ ω (i − k + 1) ≤ ω̂ (i − k + 1) (4.1)

With x (j ) the execution time of execution j, ω (n) the worst-case cumulative
execution time and the function ω̂ as follows:

ω̂ (n) = σ + (n − 1) · ρ (4.2)

This means that ω̂ (n) should be an upper bound on the sum of execution times
of any sequence of n consecutive task executions. In particular, ω̂ (1) should be
at least as large as the WCET of the task. Note that if we choose σ = ρ =WCET ,
the original constant workload characterization is obtained.



94

Ch
ap

te
r

4.
Tw

o
Pa

ra
m

et
er

W
or

kl
oa

d
Ch

ar
ac

te
ri

za
ti

on

e (i )
τ

f (i )
v

v

f̂ (i )ê (i )

Figure 4.6: The conformance relation between a task τ in a task graph and an
actor component v in a data�ow model.

Example 4.1:
Consider a task which has an alternating execution time of 8 and 4 time units. The
average execution time of an in�nite number of executions equals 6 time units.
When we select σ equal to 8 and ρ equal to 6, Equation (4.1) holds.

Using the de�nition of the (σ , ρ) workload characterization we can prove the
conservativeness of the conformance relation between a task graph with (σ , ρ)
workload characterizations for the tasks and a data�ow model which uses the σ
and ρ parameters.

4.3.2 Conservative Dataflow Analysis

Figure 4.6 shows the conformance relation between a task and an actor compo-
nent. Let e (i ) from this �gure be the external enabling time of execution i of the
task, i.e., the time at which the required number of containers is present on the
adjacent bu�ers. The actor component is externally enabled at time e ′ (i ) which
is the time at which the required tokens, corresponding to the containers in the
task graph, are present on the adjacent queues. Let f (i ) be the time at which
execution i of the task �nishes, and we use f ′ (i ) as the �nish time of the actor
component. We assume that tasks execute self-timed, i.e., they start as soon as
they are enabled. Next to this, we de�ne task executions such that di�erent ex-
ecutions of the same task do not overlap in time. Furthermore, we will use x (i )
for the execution time of execution i of the task.

As shown in Chapter 2, when proving that an actor component is temporally
conservative to the corresponding task it is su�cient to prove that when the
enabling times of the data�ow model are later than or equal to the enabling times
of the corresponding task executions, also the �nish time of the �rings are later
than or equal to the �nish times of the corresponding task executions:

∀i ∈N : e〈i〉 v e ′ 〈i〉 =⇒ f 〈i〉 v f ′ 〈i〉 (4.3)

Furthermore, given that (4.3) holds for every component in the data�ow model,
it has been proven in Chapter 2 that the results concerning the temporal behavior
of the data�ow model are conservative (pessimistic) to the task graph.
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We now �rst introduce the notion of a consecutive execution with which we
can derive an upper bound on the �nish time of execution i of a taskτ . Afterwards,
the actor component is presented for which it is proven that (4.3) holds. The
derived upper bound on the �nish time of execution i of task τ is used in this
proof.

De�nition 4.1:
Execution i of task τ is part of a consecutive execution that starts with execution k
of τ if for all executions k < j ≤ i of τ holds that e (j ) ≤ f (j − 1).

Every execution i is part of a consecutive execution because it either belongs
to a consecutive execution that starts with execution k or it is the �rst �ring of a
consecutive execution, and thus i = k . Therefore, the �nish time of execution i
can be de�ned as:

f (i ) = e (k ) +
i∑

j=k

x (j ) (4.4)

The information on the execution times as provided by the (σ , ρ) workload
characterization of task τ can now be used to �nd an upper bound f u (i ) on the
�nish time of execution i of τ . We substitute (4.1) and (4.2) in (4.4) and �nd the
upper bound:

f (i ) ≤ f u (i ) = e (k ) + ω̂ (i − k + 1)
= e (k ) + σ + (i − k ) · ρ (4.5)

Applying the bound f u (i ) as given by (4.5) is di�cult in general because the
start of the consecutive execution cannot always be determined. We therefore
rewrite f u (i ) to an upper bound that does not depend on the knowledge of con-
secutive executions. This upper bound only uses the external enabling time of the
current execution and the �nish time of the previous execution and is presented
in Theorem 4.1.

Theorem 4.1. Given a (σ , ρ) characterization of task τ , the upper bound on the
�nish time of execution i of task τ is given by:

f (i ) ≤ f u (i ) ≤ max (e (i ) + σ − ρ, f u (i − 1)) + ρ (4.6)

Proof. For any execution i of task τ we can distinguish two cases. Either e (i ) >
f (i − 1) which means that i is the �rst execution in a consecutive execution, or
e (i ) ≤ f (i − 1).

Case e (i ) > f (i − 1): when e (i ) > f (i − 1) we have that execution i starts
a new consecutive execution and thus k = i . Filling in k in Equation 4.5 gives
f u (i ) = e (i ) + σ + (i − i ) · ρ = e (i ) + σ .
Case e (i ) ≤ f (i − 1): if e (i ) ≤ f (i − 1) then execution i starts as soon as

the previous execution of the task is �nished. Execution i belongs to the same
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Figure 4.7: Conservative actor component for (σ , ρ) characterization.

consecutive execution as execution i − 1 of task τ . The maximum time between
two �nishes of task τ can then be found by subtracting f u (i−1) from f u (i ) which
are both given by Equation 4.5:

f u (i ) − f u (i − 1) = e (k ) + σ + (i − k ) · ρ − (e (k ) + σ + ((i − 1) − k ) · ρ)
= e (k ) − e (k ) + σ − σ + (i − k ) · ρ − ((i − 1) − k ) · ρ
= ρ

We thus have f u (i ) = f u (i − 1) + ρ.
Combining f u (i ) as derived in the two cases results in the conservative max

expression f u (i ) ≤ max (e (i ) + σ , f u (i − 1) + ρ) which can be rewritten to Equa-
tion (4.6). �

Figure 4.7 shows the actor component with which we model the (σ , ρ) work-
load characterization. It consists of one actor, v0, without a self-edge and a �ring
duration of σ −ρ and one actor with self-edge with a �ring duration of ρ, actorv1.
Note that this actor component can consume and produce an arbitrary amount
of tokens. It can thus for example be used as a component in an SDF graph or in
a VRDF graph.

For this actor component we can derive the following max-expression by mak-
ing use of the max-plus semantics [BCOQ92] of data�ow actors:

f ′ (i ) =max (e ′ (i ) + σ − ρ, f ′ (i − 1)) + ρ (4.7)

We now show that the actor component as shown in Figure 4.7 is conservative
to its corresponding task τ .

Lemma 4.1. Given the (σ , ρ) workload characterization of a task τ , Equation (4.3)
holds for the relation shown in Figure 4.6 if the actor component is chosen as shown
in Figure 4.7.

Proof. With (4.6) and (4.7) and assuming f u (−1) ≤ f ′ (−1) we can prove with
induction on the execution number that e〈i〉 v e ′ 〈i〉 =⇒ f u 〈i〉 v f ′ 〈i〉 holds
for every execution i of task τ . This is su�cient to prove Equation (4.3) because
∀i : f (i ) ≤ f u (i ) holds.
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Base: When e (0) ≤ e ′ (0) and because f u (−1) ≤ f ′ (−1) we have that:

max (e (0) + σ − ρ, f u (−1)) + ρ ≤ max (e ′ (0) + σ − ρ, f ′ (−1)) + ρ
f u (0) ≤ f ′ (0)

Therefore, we have e〈0〉 v e ′ 〈0〉 =⇒ f u 〈0〉 v f ′ 〈0〉.
Step: Given that e〈i − 1〉 v e ′ 〈i − 1〉 =⇒ f u 〈i − 1〉 v f ′ 〈i − 1〉 holds we need to
show that e〈i〉 v e ′ 〈i〉 =⇒ f u 〈i〉 v f ′ 〈i〉 holds.

When e〈i〉 v e ′ 〈i〉 we also have e〈i − 1〉 v e ′ 〈i − 1〉 and given the induction
hypothesis we can conclude f u 〈i − 1〉 v f ′ 〈i − 1〉. We have that f u 〈i〉 v f ′ 〈i〉
is equivalent to f u 〈i − 1〉 v f ′ 〈i − 1〉 ∧ f u (i ) ≤ f ′ (i ) which means that we only
have to prove f u (i ) ≤ f ′ (i ).

Given e〈i〉 v e ′ 〈i〉 and f u 〈i − 1〉 v f ′ 〈i − 1〉 we conclude e (i ) ≤ e ′ (i ) and
f u (i − 1) ≤ f ′ (i − 1) and thus:

max (e (i ) + σ − ρ, f u (i − 1)) + ρ ≤ max (e ′ (i ) + σ − ρ, f ′ (i − 1)) + ρ
f u (i ) ≤ f ′ (i )

�

4.3.3 Run-Time Scheduling
In [WBS07b, WBS09, LMC12] it is shown that run-time budget schedulers allow
for an upper bound on the �nish times of task executions. Budget schedulers
guarantee a task a minimum amount of executing time S in a maximum time
interval Q . The methods from [WBS07b, LMC12] assume one single worst-case
execution time for a task and can not be combined with the (σ , ρ) characterization.
On the other hand, the method from [WBS09] is applicable with upper bounds
on execution times which are not constant over the di�erent executions of a task
and therefore allows us to combine it with the (σ , ρ) workload characterization.

We start this section with the upper bound on the �nish times of task execu-
tions as derived in [WBS09]. We then combine this upper bound with the (σ , ρ)
workload characterization. Lastly, the conservative actor component is derived
with a similar method as in the previous section.

As shown in [WBS09] an upper bound on the �nish times is f w (i ) with:

f (i ) ≤ f w (i ) = e (k ) +
i∑

j=k

x (j ) + (Q − S )


∑i
j=k x (j )

S


(4.8)

We can combine this upper bound with the knowledge of the (σ , ρ) workload
characterization of task τ as given by Equations (4.1) and (4.2). We rewrite it to a
new upper bound f x (i ):

f (i ) ≤ f x (i ) = e (k ) + σ + (i − k ) · ρ + (Q − S )
⌈
σ + (i − k ) · ρ

S

⌉
(4.9)
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Again, we provide an upper bound on the �nish times which does not depend
on the knowledge of consecutive executions:

Theorem 4.2. For every scheduler that guarantees a task τ , a minimum amount
of time S in every interval of time Q and given a (σ , ρ) workload characterization
for τ , an upper bound on the �nish time of execution i is given by:

f (i ) ≤ f x (i ) ≤ max

(
e (i ) + (Q − S ) + Q · (σ − ρ)

S
, f x (i − 1)

)
+
Q · ρ
S

(4.10)

Proof. As in [WBS09], we conservatively substitute dxe by x + 1 in (4.9) such
that:

f x (i ) ≤ e (k ) + σ + (i − k ) · ρ + (Q − S )
(
σ + (i − k ) · ρ

S
+ 1

)

= e (k ) +Q − S + Q · (σ + (i − k ) · ρ)
S

(4.11)

Similar to the proof of Theorem 4.1 we distinguish two cases for an execution
i of task τ .

The �rst case we distinguish is when execution i starts a new consecutive
execution. Then e (k ) > f (i − 1) holds and we have i = k . Given Equation 4.11
and using i = k we have:

f x (i ) ≤ e (i ) +Q − S + Q · σ
S

In the second case, case e (k ) ≤ f (i − 1), we have that execution i belongs to
the same consecutive execution as execution i − 1. The di�erence between f x (i )

and f x (i − 1) is then equal to f x (i ) − f x (i − 1) = Q ·ρ
S and thus:

f x (i ) ≤ f x (i − 1) + Q · ρ
S

When we combine these two cases we get:

f x (i ) ≤ max

(
e (i ) +Q − S + Q · σ

S
, f x (i − 1) + Q · ρ

S

)

=max

(
e (i ) +Q − S + Q · (σ − ρ)

S
, f x (i − 1)

)
+
Q · ρ
S

�

The actor component which combines budget scheduler settings with a (σ , ρ)
workload characterization is shown in Figure 4.8. The max-plus expression cor-
responding to this actor component is as follows:

f ′ (i ) =max

(
e ′ (i ) + (Q − S ) + Q · (σ − ρ)

S
, f ′ (i − 1)

)
+
Q · ρ
S

(4.12)

We can now show that the actor component as shown in Figure 4.8 is conser-
vative to its corresponding task τ .
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Figure 4.8: A conservative actor component for the (σ , ρ) characterization in-
cluding the e�ect of budget scheduler settings.

Lemma 4.2. Given the (σ , ρ) workload characterization of a task τ and budget
scheduler settingsQ and S , Equation (4.3) holds for the relation shown in Figure 4.6
if the actor component is chosen as shown in Figure 4.8.

Proof. Analogous to the proof for Lemma 4.1 with Equations 4.10 and 4.12 instead
of Equations 4.6 and 4.7 respectively. �

4.3.4 Transformation of Finite Workload Characterizations
In some cases, only the workload characterization of a �nite number of N consec-
utive executions is known. In this section we �rst de�ne a method for transform-
ing such information on a �nite number of consecutive executions to a (σ , ρ)
workload characterization, which holds for every number of consecutive execu-
tions. The second paragraph of this section improves this transformation for the
case the WCET of the task is known. The idea behind the transformation to a
(σ , ρ) workload characterization is the fact that every N consecutive executions
can be individually bounded by the known �nite workload characterization.

Transformation to (σ , ρ) Workload Characterization

An upper bound on the cumulative execution time for up to N consecutive ex-
ecutions can be de�ned if the workload characterization of a �nite number of
consecutive executions is known. This upper bound is formalized as follows:

∀i,n 1 ≤ n ≤ N :
i+n−1∑

j=i

x (j ) ≤ ωN (n) with

ωN (n) = σN + (n − 1) · ρN (4.13)

Where ρN is an upper bound on the average worst-case execution time of every
N consecutive executions and σN accounts for the maximum possible deviation
from this average.

Because this �nite workload characterization holds for every n ≤ N consec-
utive executions, we can transform this characterization to a (σ , ρ) workload
characterization that also holds for n > N . Equivalent to Equation (4.1) we have



100

Ch
ap

te
r

4.
Tw

o
Pa

ra
m

et
er

W
or

kl
oa

d
Ch

ar
ac

te
ri

za
ti

on

that the following equation needs to hold for the (σ , ρ) workload characterization:

∀i,n 1 ≤ n :
i+n−1∑

j=i

x (j ) ≤ σ + (n − 1) · ρ (4.14)

To derive a (σ , ρ) workload characterization that holds for every number of
consecutive executions we split the consecutive executions into groups. Every
number of consecutive executions, say n, can be split into k =

⌊
n−1
N

⌋
groups of

exactly N executions plus a group containing the remainder of the n executions:
n − k · N executions. We have that n − 1 = k · N + (n − 1) mod N . Therefore,
n − k · N = (n − 1) mod N + 1 and thus 1 ≤ n − k · N ≤ N . The sum of the exe-
cution times of n executions can be written as:

i+n−1∑

j=i

x (j ) =
i+N−1∑

j=i

x (j ) + . . . +
i+k ·N−1∑

j=i+(k−1) ·N
x (j )

︸                                      ︷︷                                      ︸
k groups of N executions

+

i+n−1∑

j=i+k ·N
x (j ) (4.15)

Because the �nite workload characterization given in Equation (4.13) holds for
every n ≤ N consecutive executions, we can use it to bound the execution times
of the groups of consecutive executions of Equation (4.15):

i+n−1∑

j=i

x (j ) ≤
i+n−1∑

j=i+k ·N
x (j ) + k · ωN (N ) (4.16)

≤ ωN (n − k · N ) + k · ωN (N ) (4.17)
= σN + (n − k · N − 1) · ρN + k · (σN + (N − 1) · ρN ) (4.18)
= σN + (n − 1) · ρN + k · (σN − ρN ) (4.19)

By using k ≤ n − 1
N

we have

≤ σN + (n − 1) · ρN + (n − 1) ·
(σN − ρN

N

)
(4.20)

= σN + (n − 1) ·
(
ρN +

σN − ρN
N

)
(4.21)

= σN + (n − 1) ·
(
σN + (N − 1) · ρN

N

)
(4.22)

From this we conclude that if we choose σ = σN and ρ = σN +(N−1) ·ρN
N , Equa-

tion (4.14) holds and we thus have derived a valid (σ , ρ) workload characteriza-
tion.

Example 4.2:
Assume we know from the worst-case execution time trace of a task that the
worst-case cumulative execution time of up to N = 4 consecutive executions can be
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Figure 4.9: Example transformation of a �nite workload characterization to a
(σ , ρ) characterization that holds for every number of consecutive executions.

bounded by 8 + (n − 1) · 4 with n ≤ N the number of consecutive executions. An
example of such a worst-case trace is shown in Figure 4.9. The �nite workload char-
acterization can be transformed in a (σ , ρ) workload characterization with σ = 8
and ρ = 5 which is illustrated by the dashed line. Because the �rst 4 consecutive
executions are determined using the worst-case trace, we know that the next 4 con-
secutive executions cannot take more time than these �rst 4 consecutive executions.
This is illustrated in Figure 4.9 with the dotted lines. As can be seen in Figure 4.9,
the bound corresponding to the computed (σ , ρ) workload characterization forms an
upper bound to the �rst 4 consecutive executions as well as the repeated executions.

Improved Transformation by Using the WCET

The transformation de�ned in the previous section can be improved if the WCET
of the task is known. The value for σ derived in the previous section might be too
pessimistic if σN is larger than the WCET. We show in this section that we can
decrease, and thus improve, the value of σ such that it is higher than the WCET
and such that is still conservative to the �nite workload characterization forn ≥ 2.
We choose ρ equal to the value derived in the previous section, ρ = σN +(N−1) ·ρN

N ,
and only derive a new value for σ . Note that we assume a value of N larger or
equal to two.

Again a value for σ needs to be found such that Equation (4.14) holds. We
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Figure 4.10: Transformation of a �nite workload characterization to an (improved)
(σ , ρ) characterization.

apply case distinction on n to �nd this value. We consider two cases: n = k ·N +1
and n = k ·N +a with 2 ≤ a ≤ N . We derive upper bounds for both cases and use
the maximum of these two upper bounds as the (σ , ρ) workload characterization.

If n = k · N + 1 we can split the sequence of executions in k groups of N
executions plus one extra execution. For these values of n we have k = n−1

N .
Because we know that the execution time of every execution is less or equal to
the WCET we get:

i+n−1∑

j=i

x (j ) ≤WCET + k · ωN (N )

=WCET +
n − 1
N
· ωN (N )

=WCET + (n − 1) · ρ

In the other case we have n = k · N + a with 2 ≤ a ≤ N . In this case we have
k = n−a

N and we use the fact that (a − 2) ≥ 0. Furthermore, we know that ρ ≥ ρN
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and thus ρN −ρ ≤ 0. With this information we derive the following upper bound:

i+n−1∑

j=i

x (j ) ≤ ωN (a) + k · ωN (N )

= σN + (a − 1) · ρN + k · (σN + (N − 1) · ρN )
With ρ =

σN + (N − 1) · ρN
N

and k =
n − a
N

we have

= σN + (a − 1) · ρN + (n − a) · ρ
= σN + (n − 1) · ρ + (a − 1) · (ρN − ρ)
= σN + ρN − ρ + (n − 1) · ρ + (a − 2) · (ρN − ρ)
≤ σN + ρN − ρ + (n − 1) · ρ

We combine these two cases by choosing σ =max (WCET ,σN + ρN − ρ). To-
gether with ρ =

σN +(N−1) ·ρN
N we know that both cases are bounded and that

Equation (4.14) holds for every n. This is an improvement of the (σ , ρ) workload
characterization derived in the previous paragraph because σN ≥ WCET and
ρ ≥ ρN .

Example 4.3:
In Figure 4.10, the worst-case trace of 4 consecutive executions of a task is shown
which can be bounded by 17 + (n − 1) · 1 with n ≤ 4. We furthermore know that
theWCET of this task is equal to 10. The dashed line shows the original (σ , ρ) work-
load characterization as derived in the previous paragraph with σ = 17 and ρ = 5.
As can be seen in the �gure, this (σ , ρ) workload characterization is too conserva-
tive since it can be shifted down and still form an upper bound on all consecutive
executions. The dash-dotted line illustrates the improved (σ , ρ) characterization
with σ =max (10, 17 + 1 − 5) = 13 and ρ = 5. It is still an upper bound for all
the consecutive executions in the worst-case trace and improves the original (σ , ρ)
workload characterization.

4.4 Cyclic Temporal Behavior

CSDF graphs can be used to model the temporal behavior of tasks with explicit
cyclic temporal behavior. This adds an additional degree of freedom to the
scheduling of tasks which means that both a larger class of applications can
be modeled and that the behavior of applications can be modeled in more de-
tail [BELP96, PPL95]. In this section we combine the modeling of this cyclic
behavior with information captured in a (σ , ρ) workload characterization. This
(σ , ρ) workload characterization does contain di�erent (σ , ρ) information for
each phase of the cyclo-static period.

As shown in Chapter 2, CSDF actors have a cyclo-static period consisting of
phases. The cyclic temporal behavior of a task can be bounded by distinguishing
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the phases of the cyclo-static period:

∀k,i k ≤ i :
i∑

j=k

x (j ) ≤
i∑

j=k

x̂ j%M (4.23)

With x̂m the worst-case execution time of phase m of the cyclo-static period, %
the modulo operation and M the number of phases of the cyclo-static period of
the CSDF actor.

Instead of one worst-case execution time of a phase we have (σ , ρ) information
for each phase. We have ρm the average duration of phase m and σ − ρm the
maximum deviation from this average over all executions of all phases. Instead
of (4.23) we have:

∀k,i k ≤ i :
i∑

j=k

x (j ) ≤ σ +
i∑

j=k+1
ρ j%M (4.24)

Note that Equation 4.24 is a generalization of the (σ , ρ) characterization shown
in Equations (4.1) and (4.2) for non cyclo-static data�ow graphs.

This (σ , ρ) characterization can be used to de�ne an upper bound, f z (i ), on
the �nish of execution i by substituting (4.24) in (4.4):

f (i ) ≤ f z (i ) = e (k ) + σ +
i∑

j=k+1
ρ j%M (4.25)

Similar to the method used in Section 4.3.2 we can derive an upper bound on
the �nish times of a task which does not depend on the knowledge of consecutive
executions:

Theorem 4.3. Given a (σ , ρ) characterization of a task τ that has cyclic temporal
behavior, the upper bound on the �nish time of execution i of task τ is given by:

f (i ) ≤ f z (i ) ≤ max
(
e (i ) + σ − min

0≤m<M
(ρm%M ), f

z (i − 1)
)
+ ρi%M (4.26)

Proof. We again prove this with case distinction on the start of a consecutive
execution.
Case e (k ) > f (i − 1): execution i starts a new consecutive and thus i = k .

Using Equation 4.25 we have: f z (i ) = e (i ) + σ
Case e (k ) ≤ f z (i−1): execution i belongs to the same consecutive execution as

execution i−1 and thus by using Equation 4.25 we have: f z (i ) − f z (i − 1) = ρi%M
and thus f z (i ) = f z (i − 1) + ρi%M .

When we combine these two cases we get:

f z (i ) ≤ max
(
e (i ) + σ , f z (i − 1) + ρi%M

)

f z (i ) =max
(
e (i ) + σ − ρi%M , f z (i − 1)) + ρi%M

f z (i ) ≤ max
(
e (i ) + σ − min

0≤m<M
(ρm%M ), f

z (i − 1)
)
+ ρi%M (4.27)

�
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f̂ (i )ê (i )

σ − min
0≤m<M

(ρm )
ρi%M

v5v4

Figure 4.11: Conservative actor component for (σ , ρ) characterization in a CSDF
graph.

ADC DFE demod. deint. viterbi OUTS S FS FF F S SS

= 1
= 8192

S
F

Figure 4.12: Task graph of a DVB-T application.

Note that the left term of the max-expression is rewritten such that it is con-
stant. This is because, as discussed in Chapter 2, we require that CSDF actors
without a self-edge have a constant �ring duration. The left term of the max-
expression corresponds to the left actor of the actor component of Figure 4.11
which does not have a self-edge.

With this result we can show, analogous to the proof in Section 4.3.2, that the
actor component shown in Figure 4.11 models the temporal behavior of a task
with cyclic temporal behavior in combination with a (σ , ρ) workload character-
ization conservatively. Note that actor v5 in this �gure contains a cyclo-static
response time denoted by ρi%M with M the number of phases of CSDF actor v5.

4.5 Case Study

In this section we show how the (σ , ρ) workload characterization can be used to
improve the accuracy of the temporal analysis of a DVB-T receiver application.
Next to that we give an example of a car-radio application that shows the e�ect of
a latency constraint on the temporal analysis results that can be obtained using
a (σ , ρ) workload characterization. We also use the (σ , ρ) workload characteri-
zation to improve the temporal results of a MP3 playback application which has
a data-dependent behavior.

4.5.1 DVB-T Receiver Application
Figure 4.12 shows the task graph of a DVB-T receiver application. The tasks in the
task graph communicate via �nite FIFO bu�ers. The demodulation task, demod.,
and the deinterleaving task, deint., process and communicate complete symbols
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Figure 4.13: Software de�ned radio architecture with a shared bus, a shared
SRAM, and processors with instruction and data caches.

F which consist of 8192 samples. The other tasks process and communicate per
sample which is denoted by S .

Figure 4.13 illustrates the MPSoC architecture for software de�ned radio ap-
plications on which the DVB-T receiver application is executed. It contains an
analogue front-end (AFE), a digital front-end bandpass �lter (DFE), a Digital
Signal Processor (DSP) with instruction and data caches for demodulation, an ac-
celerator for deinterleaving and error correction (viterbi), a shared bus, a shared
SRAM, and a microprocessor (µP) for control and interfacing with peripherals.
The caches, the shared bus, and the shared SRAM memory port are hardware ele-
ments that can cause a signi�cant di�erence between the WCET and the average
execution time of a task executing for example on the DSP.

For this case study we consider the demodulation task because this task will be
executed on the DSP while the other tasks are executed on dedicated hardware
(front-ends and the accelerator) and have a �xed execution time.

The demodulation task has variability in its execution time due to sharing
of the used memory port, control �ow in the task and caches in the DSP. De-
spite this variability, the DVB-T receiver has a strict throughput constraint. The
demodulation task should, on average, process one frame per 952µs. Tradition-
ally the WCET, which includes the maximum variability, should be used to give
guarantees on the throughput. Typically su�cient bu�er sizes need to be deter-
mined to meet the throughput constraint of 1 frame per 952µs. If the WCET of
the demodulation task is larger than 952µs, analysis methods that use only this
WCET information would indicate that the throughput constraint cannot be met,
independent of the bu�er sizes.

The throughput constraint can be met if we for example know that the average
execution time of every eight consecutive executions is less or equal to 952µs
and that of every eight executions, maximally four consecutive executions have a
higher execution time than 952µs. The execution time of these longer executions
is maximally 15% higher than 952µs.

With this information we can de�ne a (σ , ρ) workload characterization. Ac-
cording to the information, a ρ equal to 952µs forms an upper bound on the
cumulative execution because the maximum cumulative execution time of every
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8192 8192
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1

8192δ0
952µs
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Figure 4.14: Data�ow model of the DFE, demod. and deint. tasks. The demod. task
is modeled using its (σ , ρ) workload characterization.

8 consecutive executions equals 8 · 952µs. Maximally four per eight executions
take longer than 952µs and we know that the maximum possible deviation from
the average execution time is caused by these four executions taking 15% longer
than 952µs. The maximum deviation is thus 60% of 952µs. After eight consecutive
executions, the cumulative execution time is again smaller or equal to the aver-
age execution time which means that σ equal to 1.6 · 952µs and ρ equal to 952µs
forms an upper bound on the cumulative execution time of the demodulation
task.

With these values for σ and ρ we can compute the bu�er sizes which do allow
the demodulation task to process one frame per 952µs on average. Figure 4.14
shows the data�ow model of the (σ , ρ) workload characterization corresponding
to the demodulation task. It also shows the adjacent tasks, DFE and deint., which
have a constant execution time of 952

8192µs and 952µs respectively.
The required number of initial tokens such that the required throughput is met

can be calculated with bu�er sizing methods such as [SGB06]. Calculation of this
required number of initial tokens for this data�ow model shows that 2.6 · 8192
tokens are required for δ0 and 3 · 8192 tokens are required for δ1.

4.5.2 Audio Echo Cancellation Application
In this section we model the temporal behavior of a car-radio application. The
application is taken from [WBJS07] in which a SDF model of the application
is presented. We take a part of the model to illustrate the e�ect of a latency
constraint on the temporal analysis results that can be obtained using a (σ , ρ)
workload characterization.

Figure 4.15 shows the block diagram of the application. A Bluetooth device
(BT ) is used to make a phone call. Simultaneously, an MP3 �le is playing at a lower
volume. Next to that, the application contains an Audio Echo Cancellation (AEC)
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Figure 4.15: Block diagram of an audio echo cancellation application.

algorithm to prevent the howling e�ect (feedback loop between microphone and
speaker) and to prevent the sound from the speaker to be transmitted via the
Bluetooth device. The latency between the microphone and the Bluetooth device
should be small to prevent annoying delays in the speech.

The application contains three main streams of data. The �rst stream consists
of a MP3 decoder which decodes songs provided by a block reader (BR). The
second stream receives the speech of the caller via the Bluetooth (BT ) device. This
speech is then mixed with the stream of music and transmitted using a speaker.
The last stream receives the speech of the user via a microphone. The sound
from the speaker is removed from this speech using the audio echo cancellation
task (AEC) and eventually transmitted to the caller via the Bluetooth device (BT ).

We focus on the AEC task in this case-study. We use a (σ , ρ) workload charac-
terization to model its varying temporal behavior which occurs due to sharing of
resources. Figure 4.16 shows the SDF graph of the pipeline from microphone via
the ADC, AEC and OUT tasks to the Bluetooth device. The ADC task executes
strictly periodic at a frequency of 8kHz. The �ring durations of the AEC and
OUT tasks are equal to 1

8 ms. The AEC task is modeled with a (σ , ρ) workload
characterization where AEC0 and AEC1 have �ring durations equal to σ − ρ and
ρ respectively. In [WBJS07] the worst-case response time of the AEC task is
determined to be 9.091ms. The AEC task also has an algorithmic delay of 6ms
caused by its 48 taps �lter. In this case-study we assume that the worst-case
response time of the AEC task is measured and that it can be sporadically higher
than 9.091ms. We assume that this behavior can be characterized using values
for ρ and σ equal to 9.091 and 1.2 · 9.091 = 10.909.

Using this information one can compute the required bu�er sizes δ0 and δ1
to meet the throughput constraint of 8kHz. However, the data�ow model of
Figure 4.16 also contains a latency constraint which is modeled with the bottom
edge. For a correct user experience, we enforce a maximum latency of 26ms
between input and output. The algorithmic delay of the AEC task is subtracted
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Figure 4.16: SDF model of a part of an audio echo cancellation application.

from this latency and we enforce the remaining 20ms by creating a cycle via the
bottom edge. The ADC task operates at a frequency equal to 8kHz which means
that its period is equal to 1

8kHz = 0.125ms. We have that 20ms is a multiple of this
average period and therefore we can enforce the maximum latency constraint
by means of initial tokens on the edge from the OUT actor to the ADC actor. By
adding this edge a cycle is created from theADC actor to theOUT actor and back.
The maximum latency of 20ms is enforced by including this edge in the model
with in total 20

0.125 = 160 initial tokens on the edge. The number of tokens in
the created cycle is then also equal to 160 which means that the �nish of a �ring
of the OUT actor may be 160 �rings later than the start of a �ring of the ADC
actor. The schedules of theOUT and ADC actors have a period equal to 1

8 ms and
their �ring durations are also equal to 1

8 ms which means that they �re strictly
periodic. Therefore, the 160 initial tokens on the edge from the OUT actor to the
ADC actor model that the �nish of actor OUT may be maximally 160 · 1

8 = 20ms
later than the start of the corresponding �ring of actor ADC .

When this latency constraint is taken into account the conclusion is that no
bu�er sizes can be found that adhere to all the constraints in the data�ow model.
This is because the latency constraint is too tight to allow for the compensation
of executions with a larger execution time than the average. When we relax the
maximum latency constraint to for example 28ms, the throughput constraint can
be met with this (σ , ρ) workload characterization.

4.5.3 MP3 Playback Application
This section shows how the (σ , ρ) workload characterization can be used in
combination with applications containing data-dependent behavior. To illustrate
this, we use the MP3 playback application of [WBS08b]. This application can be
modeled with the VRDF model shown in Figure 4.17. We model the MP3 task
using a (σ , ρ) actor component because we assume it has a varying execution
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Figure 4.17: Data-dependent VRDF model of a MP3 playback application.

time. Actor MP30 has a �ring duration equal to σ − ρ and MP31 has a �ring
duration of ρ.

The amount of tokens consumed per execution of the MP3 task is dependent
on the input and can vary during execution. Each �ring, n tokens are consumed
and produced. The only information we know about n is that n is less or equal to
960 for an MP3 �le with a bit-rate of 320 kbit per second. Furthermore, we have
a throughput constraint because the application requires that the DAC executes
strictly periodic at a frequency of 44.1kHz.

In [WBS08b] the maximum response times of the di�erent tasks are computed
given this throughput constraint. The conclusion is that the throughput of the
application can only be met if the response time of the MP3 task is less or equal
to 24ms. However, the model as shown in Figure 4.17 also allows for worst-case
response times larger than 24ms as long as ρ is less or equal to 24ms.

Because the model shown in Figure 4.17 is a VRDF graph, the method presented
in [WBS08b] can be used to �nd su�cient bu�er capacities that given a (σ , ρ)
workload characterization meet the throughput constraint. If we choose ρ equal
to 24ms, σ equal to 1.5 · 24 = 36ms and all the other �ring durations equal to
the maximum allowed �ring duration, we obtain the following su�cient bu�er
capacities from the analysis: δ1 = 6491, δ2 = 3836 and δ3 = 882. With a one-
actor model using this higher response time for the MP3 task, the throughput
constraint cannot be met.

4.6 Conclusion

This chapter presented a data�ow modeling technique which exploits knowledge
about the maximum cumulative execution time of consecutive executions. To
exploit this knowledge in a data�ow model, the (σ , ρ) workload characterization
has been introduced. It is shown that this (σ , ρ) workload characterization can
be temporal conservatively modeled with an actor component consisting of two
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actors. One actor represents the maximum rate and the two actors together model
the maximum latency.

We furthermore showed that the (σ , ρ) workload characterization can be com-
bined with the temporal analysis of scheduler settings of a budget scheduler. The
(σ , ρ) workload characterization can als be used in combination with cyclic tem-
poral behavior of tasks. Next to that, a technique is presented which can derive a
(σ , ρ) workload characterization from temporal information on a �nite number
of consecutive executions.

In the case study we have illustrated that the accuracy of the temporal analysis
of a DVB-T application can be improved with the (σ , ρ) workload characteriza-
tion. It is shown that temporal analysis methods can use an upper bound on the
average execution time over a �nite number of executions for calculating the
throughput. Existing bu�er sizing techniques have been used to compute the
bu�er sizes that are required to cope with the variability in the execution time of
the tasks. The (σ , ρ) characterization also makes explicit how much additional
bu�er locations are required to compensate for the deviation from the average
execution time of a task.





CHAPTER 5
Dataflow Analysis for

Non-Starvation-Free Schedulers

Abstract – This chapter presents a temporal analysis �ow for SDF graphs
which is applicable for systems with non-starvation-free schedulers such as
static priority preemptive schedulers. The analysis �ow uses an enabling rate
characterization to calculate response times. This enabling rate characteri-
zation is determined using multi-dimensional periodic schedules.
The presented approach is applicable for arbitrary (cyclic) graph topologies
and can take bu�er capacity constraints into account during analysis. Also
cyclic resource dependencies can be analyzed. The presented analysis �ow is
the �rst approach that considers arbitrary SDF graph topologies in combina-
tion with cyclic resource dependencies that are caused by non-starvation-free
schedulers. Next to that, the presented analysis method broadens the appli-
cability of data�ow analysis techniques to systems with non-starvation-free
schedulers.

For the temporal analysis of streaming applications using data�ow models, the
current state of the art demands that all schedulers are run-time budget sched-
ulers [BHM+05, WBS07b, WBS09]. Such budget schedulers (e.g. TDM) guarantee
each task a minimum time budget in a maximum time interval. Therefore, by
construction a bound is imposed on the maximum interference that tasks cause
on other tasks sharing a resource.

This chapter shows that also systems with schedulers di�erent from budget
schedulers can be analyzed with timed SDF models. This is achieved by com-
puting upper and lower bounds on the interference experienced by each task.

The material in this chapter is based on work presented in [HGWB13a, HGWB14a].
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In a properly managed system these upper and lower bounds will not inde�-
nitely diverge because of the strictly periodic source or sink of the real-time
stream processing application. The considered class of schedulers is called non-
starvation-free schedulers and is broader than budget schedulers. For such non-
starvation-free schedulers (e.g. static priority (non-)preemptive), the interference
from other tasks can only be bounded with knowledge about how often tasks are
started, see Chapter 1.

Our contribution is a temporal analysis �ow for SDF models with an arbitrary
(cyclic) graph topology. Bu�er capacity constraints can be taken into account
during the analysis and su�cient bu�er capacities can be determined afterwards.
The analysis �ow is based on enabling characterizations. An enabling character-
ization is a function that describes for each time interval the minimum and max-
imum number of possible task enablings. The enabling characterization which is
used in this chapter allows to model bursts accurately. These bursts are caused by
multi-rate behavior in an application and are modeled using SDF graphs. In order
to temporally analyze the multi-rate behavior, an actor component consisting
of two actors is required. The parameters of this two-actor component are com-
puted di�erently and have a di�erent meaning than the two-actor component
of [WBS07b]. Furthermore, the class of non-starvation-free schedulers requires
the use of �xed-point computation to determine these parameters.

The presented approach is applicable for single processor systems as well as
multiprocessor systems. By using the actual data dependencies between tasks,
a potentially more accurate analysis method can be de�ned for single processor
systems than is possible when tasks are assumed to be independent.

The outline of this chapter is as follows. We �rst discuss related work in
Section 5.1. The proposed temporal analysis �ow is presented in Section 5.2 and
the steps of this �ow are detailed in Sections 5.3, 5.4 and 5.5. In Section 5.6 we
de�ne a conservative variant of the analysis �ow which has a polynomial time-
complexity. Section 5.7 presents a method to determine su�cient bu�er sizes and
the analysis �ow and its properties are evaluated in Section 5.8. The analysis �ow
is used in two case-studies which are presented in Section 5.9 and we conclude
this chapter in Section 5.10.

5.1 Related Work

The focus of this thesis is on real-time stream processing applications of which the
tasks are executed data-driven on MPSoCs. Data-driven execution of tasks allows
to cope with varying execution times, i.e., shorter executions can compensate
for long executions of a task. Such varying execution times can be captured in
workload functions which can be included in temporal analysis �ows [MKT04,
QHE12, HGWB13b]. Non data-driven approaches, such as methods that are based
on the periodic task model [BT13, BTV12, BS11], use strictly periodic schedules.
Such strictly periodic schedules require the use of the WCETs of tasks and can
therefore not use this additional knowledge about varying execution times. Next
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to that, these strictly periodic schedules can not handle response times of tasks
that are larger than the periods of the tasks.

The multi-rate behavior of stream processing applications can be accurately
modeled using SDF models [LM87]. In [WBS07b, WBS09, LMC12] it has been
shown how the e�ects of run-time schedulers that belong to the class of
starvation-free schedulers can be included in SDF analysis models. As discussed
in Chapter 1, for schedulers that belong to the starvation-free class it is possible
to compute the worst-case response time of a task without having to know the
execution rates of interfering tasks. Only the execution times of the interfering
tasks have to be known. When non-starvation-free schedulers are used, conser-
vative response times of tasks can only be found when both the execution times
as well as the execution rates of tasks are known. The starvation-free schedulers
are a subset of the non-starvation-free schedulers.

Compared to the analysis of starvation-free run-time schedulers with SDF anal-
ysis models, the generalization to non-starvation-free schedulers comes at the
cost of a worst-case exponential computational complexity of the analysis algo-
rithms. This increased complexity is caused by the requirement of �xed-point
computation in our analysis �ow. The accuracy of the analysis results can be
improved by making use of knowledge about best-case execution times, which
is not considered for the analysis of starvation-free run-time schedulers. Due
to the required �xed-point computation in our analysis �ow, bu�er-sizing can
only be performed after the analysis �ow �nishes in contrast to data�ow analysis
methods for starvation-free schedulers, which can minimize bu�er sizes by mod-
ifying the schedules [MBGS10, WBS07a]. We do present a conservative variant
of the analysis �ow which can analyze applications that use non-starvation-free
schedules with a polynomial time-complexity. This conservative method can
also be used to minimize bu�er sizes but the used approximation can result in a
lower accuracy of the obtained analysis results.

A number of existing approaches are related to the analysis method that we
introduce in this chapter.

The approach from [FAS+14] considers systems with First-Come First-Served
(FCFS) schedulers in combination with HSDF models. This approach considers
a subclass of the systems we consider. FCFS schedulers belong to the class of
non-starvation-free which is supported by our method. Next to that, only acyclic
graphs are considered while we also support cyclic graphs and, furthermore,
pipelined schedules are not considered in [FAS+14] which means that the source
can only be triggered when the previous result is produced.

An iterative procedure of tra�c characterization and response time calcula-
tion is used by the SymTA/S approach [HHJ+05]. However, this approach uses
propagation of tra�c instead of the computation of worst-case and best-case
schedules which our method uses. Using tra�c propagation can result in a low
accuracy because the applied tra�c characterization does not capture the cor-
relation between di�erent streams accurately [KJL13]. The data�ow analysis



116

Ch
ap

te
r

5.
D

at
af

lo
w

A
na

ly
si

s
fo

r
N

on
-S

ta
rv

at
io

n-
Fr

ee
Sc

he
du

le
rs

techniques presented in this chapter, do not su�er from this disadvantage be-
cause the schedules that are used to compute the enabling characterization do
capture the correlation of events. The use of best- and worst-case schedules in
our solution is possible thanks to monotonicity of data�ow graphs, see Chapter 2.
The enabling characterizations which we derive in this chapter are highly similar
to the event models of the SymTA/S approach [HHJ+05].

In [SE09] the SymTA/S approach is extended by calculating more accurate
temporal end-to-end properties. However, it relies on similar tra�c models as
the original approach and these tra�c models cannot be determined for arbitrary
cyclic graphs [Jer05].

The original MPA [WTVL06] approach, based on Real-Time Calculus [CKT03],
also makes use of tra�c propagation. However, MPA for cyclic HSDF
graphs [TS09] solves the problems of tra�c propagation by making use of a
characterization of tra�c in which the correlation between streams is captured
by a characterization in the time-domain instead of the time-interval domain.
In [TS09] also a schedulability check given a throughput constraint is presented.
However, it only discusses (potentially cyclic) data dependencies and does not in-
clude cyclic resource dependencies. Cyclic resource dependencies are considered
in [JPTY08] but the combination with cyclic data dependencies is not considered.
This combination is di�cult because it requires an accurate translation between
a tra�c characterization in the time-domain and in the time-interval domain.

The result from [TS09] can be generalized to SDF graphs by converting the
SDF graph into an equivalent HSDF graph [LM87, SB00]. However, we see sev-
eral issues with this approach. When an SDF actor is modeled using multiple
HSDF actors, also multiple MPA components correspond to one task. Each of
these components transfers remaining service to the next component but these
service curves are in the time interval domain. As a result, the moment at which
a resource is used by a component is lost. This leads to a severe accuracy reduc-
tion in the case of SDF graphs because the correlation between the usage of a
resource by consecutive executions of a task, is lost. Next to that, modeling a
task with multiple MPA components leads to a cyclic resource dependency. Each
of the MPA components corresponding to a task transfer its remaining service
to the next MPA component and the last MPA component transfers remaining
service back to the �rst component. It is unclear how such a cyclic resource
dependency can be analyzed in the MPA approach when there are also cyclic
data dependencies.

Our method also uses the conversion to an equivalent HSDF graph. We use
the schedules of the HSDF graph to determine the enabling characterizations of
the tasks. The schedules of the HSDF actors are combined in such a way that
the correlation between the resource usage of consecutive executions of a task is
preserved. Next to that, we show in Section 5.9 that the derived enabling charac-
terizations lead to better analysis results in the case of multi-rate behavior than
can be obtained when a period and enabling jitter based enabling characterization
is used as is done in [HHJ+05, HGWB13a].
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Figure 5.1: Overview of the analysis �ow.

5.2 Analysis Flow

Figure 5.1 shows the analysis �ow that is used in this chapter. This section gives
a brief overview of the di�erent steps in the �ow and indicates the section in
which they are discussed.

The characteristics of an application are discussed in Section 5.3. The temporal
constraints of such an application are included in this characterization by means
of periodic sources. Given these characteristics, initial upper and lower bounds on
the response times of tasks can be found using iterative �xed-point computation
as is discussed in Section 5.4 (step 1).

The �ow maintains a conformance relation between the given task graph and
an SDF model. The conformance relation between the task graph and the SDF
model ensures that the obtained analysis results also hold for the application.
The conformance relation adheres to the rules speci�ed for actor components
in Chapter 2. The relation relies on the properties of the response times and
on the derivation of the parameters (�ring durations) of an actor component,
as is presented in Section 5.5 (step 2). The SDF model is then translated into
an equivalent HSDF model which is used to determine upper and lower bounds
on the schedules of the SDF model. The calculated upper and lower bounds are
used to derive an enabling characterization for each task which is also discussed
in Section 5.5 (step 3). Initially, an optimistic enabling characterization is used
which underestimates the amount of enablings.

Steps 1, 2 and 3 are repeated until the enabling characterizations no longer
change and thus also the response times have converged. The analysis �ow also
stops when a violation of the temporal constrains is detected. Both the response
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time analysis step (step 1) and the data�ow analysis step (step 3) can return
infeasible which means that the analysis �ow concludes that the application
under the given mapping and given constraints is not schedulable.

Finally, if the converged response times are found, su�cient bu�er sizes can
be determined (step 5) such that the temporal results, obtained in the previous
steps, are ensured. Bu�er sizes are chosen such that the schedules from step 4
remain feasible. This bu�er sizing step is presented in Section 5.7.

The complete analysis �ow has a monotonic behavior. This monotonic behav-
ior of the �ow is guaranteed by the fact that an iteration of the analysis �ow can
never lead to an enabling characterization with less enablings. This is because
the response time computation is monotonic in the enabling characterization and
because of monotonicity of data�ow graphs which is explained in Section 5.5.
As a result of this monotonicity, a conservative temporal analysis result is found
after convergence of the response times.

5.3 Application Characteristics

The characteristics of an application consists of the application described by
one or more task graphs, and the mapping of the tasks of the application to the
MPSoC (task to processor speci�cation). Each task is mapped to one processor
of the MPSoC. The tasks execute data-driven and are scheduled by the run-time
scheduler of the processor to which the task is mapped.

A task graph is de�ned as in Chapter 2. It is a connected directed graph of
tasks in which the directed edges represent �nite size FIFO bu�ers. A task graph
contains one source, τs , which executes strictly periodic with a period Ps and
starts at time s (τs ). This strictly periodic execution of the source imposes a
throughput constraint on the other tasks in the task graph. We use Pi for the
average period of a task τi .

All tasks in a task graph are (eventually) activated by the source of that task
graph and we require that no (non-source) task can execute before the source of
the task graph starts releasing data for the �rst time. This corresponds with the
situation where the application has �nished the initial behavior.

Tasks communicate using FIFO bu�ers which are directed from one task to
an other. We use ci j for a FIFO bu�er from task τi to τj . FIFO bu�ers have an
optional prede�ned (maximum) capacity. The capacity of the FIFO bu�ers for
which only a maximum capacity is speci�ed, can be determined using bu�er
sizing techniques. The containers of a FIFO bu�er can either be �lled with data
or be empty.

At the beginning of every execution, taskτi acquires χ (cki ) full containers from
each FIFO cki directed towards τi and acquiresψ (ci j ) empty containers from each
output FIFO bu�er. These empty containers are �lled with data produced by task
τi and then released at the end of the execution of τi asψ (ci j ) full containers on
the same FIFO from which they were acquired. The full containers which were
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acquired at the beginning of an execution are released at the end of that execution
of τi as χ (cki ) empty containers on FIFO cki . The number of acquired/released
containers is constant for every execution of a task.

An execution of task τi can only start after τi is enabled. Task τi is enabled
if the previous execution of task τi is �nished and if it can acquire the required
number of containers from the FIFO bu�ers.

The minimum amount of processor time a task τi requires to complete an exe-
cution is speci�ed by its Best-Case Execution Time (BCET), Bi and the maximum
required processor time is speci�ed by its WCET, Ci . The time between an en-
abling and a corresponding �nish of a task is de�ned by the response time of that
execution of the task. Bounds on the response times of tasks are presented in the
next section.

5.4 Response Times

In this section we provide upper and lower bounds on the response times of
tasks. The bounds on response times will be used in the next sections to give
guarantees on the temporal behavior of the application. Similar to [HHJ+05], we
de�ne the bounds on the response time of a task τi using its average period Pi
and the enabling characterizations of the other tasks.

The same way as in [RRE03, SE09, TS09], only schedulers are supported for
which the response times are monotonic in the enabling characterization. If the
response times are not monotonic in the enabling characterizations of the tasks,
then the complete analysis �ow is not monotonic and convergence of the analysis
cannot be guaranteed.

A small overview of the related work regarding the used response time analysis
techniques is as follows. In [LL73] the concept of critical instants is introduced.
Furthermore, in [LL73] a su�cient (not exact) schedulability bound based on the
utilization of a processor is introduced which is applicable when a rate-monotonic
priority assignment is used. An exact formulation of the worst-case response
time of �xed priority scheduled processes is introduced in [JP86] and iterative
determination of the worst-case response times is introduced in [ABR+93]. Fi-
nally, the concept of the level-i busy period is introduced in [Leh90] and extended
in [TBW94]. A more advanced overview and history of the di�erent response
time analysis methods can be found in [ABD+95, SAÅ+04, But11]

To �nd response time bounds, we make use of local scheduling analysis tech-
niques [RRE03, TBW94]. The basic idea is that the maximum/minimum interfer-
ence of other tasks during an execution is added to the time that the task takes
to execute. Using local scheduling analysis techniques enables to analyze the
response times of the tasks running on one processor in isolation. Each processor
of the MPSoC can thus be analyzed separately. The schedules that are obtained
by data�ow analysis (see Section 5.5.4) ensure that all the precedence constraints
are satis�ed. For ease of understanding we use the most simple minimum re-
sponse time de�nition, where the interference of other tasks is assumed to be
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0. Therefore, the minimum response time Ři of a task τi is de�ned as Ři = Bi .
More accurate de�nitions of the minimum response time of a task are discussed
in [RRE03].

As discussed in [HHJ+05], the maximum number of enablings of a task in a
time interval ∆t can be captured in a maximum enabling characterization, the
η̂ (∆t ) function. Such an enabling characterization can also be expressed by the
minimum distance between n enablings: θ̌ (n). For the scope of this chapter we
de�ne them as follows:

De�nition 5.1: (Maximum Enablings Function)
The maximum enablings function η̂i (∆t ) speci�es the maximum number of times
a task τi can get enabled in any time interval of length ∆t .

De�nition 5.2: (Minimum Enabling Distance Function)
The minimum enabling distance function θ̌i (n) speci�es the minimum distance be-
tween n, n ≥ 2, consecutive enablings of task τi .

The θ̌ (n) function can be converted into η̂ (∆t ) without loss of accuracy using:

η̂ (∆t ) = max
n∈N, n≥2

(
{n | θ̌ (n) < ∆t } ∪ {1}

)
(5.1)

A widely used enabling characterization uses the enabling jitter of the task.
The maximum number of enablings of a task τi with a period Pi and an enabling
jitter Ji can be bounded as follows [HHJ+05]:

η̂i (∆t ) =

⌈
Ji + ∆t

Pi

⌉
(5.2)

The minimal distances between enablings of task τi can be expressed equiva-
lent to this de�nition of the maximum number of enablings [HHJ+05]. Again for
task τi with a period Pi and enabling jitter Ji , the minimum distance between n
enablings is equal to:

θ̌ ji (n) =max (0, (n − 1) · Pi − Ji ) with n ≥ 2 (5.3)

The maximum number of enablings can be used to provide upper bounds
on the response time of a task. We show this for a Static Priority Preemptive
(SPP) scheduler, a Static Priority Non-Preemptive (SPNP) scheduler, a round-
robin scheduler and a Time-Division Multiplexing (TDM) scheduler. We present
for these schedulers a characterization of the busy period of a task. This busy
period of task τi , wi (q), is equal to the maximum amount of time which a task τi
takes to �nish q consecutive executions, as long as task τi is constantly externally
enabled during these q executions. Equivalent, we can say that wi (q) is equal to
the maximum amount of processor demand of q consecutive executions of task
τi plus the processor demand of the tasks that interfere with τi during this busy
period.
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This busy period can then be used to compute the maximum response times
which we use in this chapter:

R̂i = max
q∈N+

(wi (q) − (q − 1) · Pi ) (5.4)

Only the values of q for which wi (q) ≥ q · Pi holds need to be consid-
ered [TBW94]. As long as this holds, the task is still externally enabling by
the periodic enabling when an execution �nishes. We de�ne this as task τi being
in a consecutive execution.

Note that the response time which we use di�ers from the response times that
are used in related work [TBW94]. We de�ne the response time of an execution
of a task as the time between the enabling of the execution and the corresponding
�nish of the execution. Related work does use the arrival of events instead of
the enabling of an execution and therefore includes queuing of events in the
response time of a task. In our approach, this queuing of events is analyzed by
the data�ow model and does therefore not need to be included in the response
time. An important bene�t of this di�erence is discussed in Section 5.8.

Furthermore, for the proposed analysis method we determine the response
time of a task by assuming a periodic enabling of the task. The actual enablings
of the tasks are not required to be periodic. In Section 5.5.3 we show that the
busy period of a task together with such an assumed periodic enabling of task
executions, can be used to determine a conservative upper bound on the actual
temporal behavior of the tasks. This actual temporal behavior can thus be aperi-
odic. By using the busy period of a task we show that we can de�ne a conservative
upper bound on the �nish times of that task.

We now present the busy period characterizations for the di�erent types of
run-time schedulers which we consider in this chapter.

5.4.1 Static Priority Preemptive Scheduling
Each task mapped to a processor is assigned a distinct priority level when an SPP
scheduler is used on that processor. The scheduler serves at each point in time
the highest priority task that is enabled at that point in time.

The busy period of a task τi scheduled using an SPP scheduler, can be deter-
mined using Equation (5.5) [TBW94]. We have that for an SPP scheduler, this
busy period is equal to the so-called level-i busy period [Leh90]. This level-i busy
period is equal to the processor demand of the tasks with the highest i priority
levels during q consecutive executions of task τi . The priority level of task τi is
then equal to i .

wi (q) = q ·Ci +
∑

j ∈hp (i )
η̂j (wi (q)) ·Cj (5.5)

We use hp (i ) as the set of tasks running on the same processor as τi and which
have a higher priority than τi . As is shown in [TBW94], iterative �xed-point
computation can be used to compute wi (q).
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Note that for the focus of this chapter we choose to use the WCET for each task.
Chapter 4 presents improvements on such a WCET characterization. These im-
provements exploit knowledge about varying execution times to improve the ac-
curacy of the temporal results that can be obtained [MKT04, QHE12, HGWB13b].
Such methods use workload functions which capture the worst-case cumulative
execution time of a task instead of its WCET. Workload functions can be easily
incorporated in the computation of response times by using these workload func-
tions instead of Ci , see [QHE12]. More information about workload functions
can be found in Chapter 4

5.4.2 Static Priority Non-Preemptive Scheduling
An SPNP scheduler is very similar to an SPP scheduler with the di�erence that
tasks are not preempted after they are started. At each point in time the high-
est priority task that is enabled at that point in time is selected to start but the
processor waits with serving the task until the running task is �nished. The
consequence is that tasks also can be delayed by lower priority tasks.

A task can maximally be blocked by one lower priority task. The maximum
time that a task has to wait for lower priority to �nish occurs when that lower
priority task starts an in�nitesimally small amount of time before the task itself
is enabled. The maximum time the task is blocked, Ξi , is thus equal to time it
takes to �nish the longest lower priority task and is de�ned in Equation (5.6). We
use lp (i ) as the set of tasks running on the same processor as task τi and which
have a lower priority than τi .

Ξi = max
j ∈lp (i )

Cj (5.6)

Furthermore, during the execution of the task, no other task can interfere. The
time it takes to �nish to �nish q executions and the corresponding response time
is thus equal to [DBBL07, NE12]:

wi (q) = Ci +w
′
i (q) (5.7)

w ′i (q) = (q − 1) ·Ci + Ξi +
∑

j ∈hp (i )
η̂j (wi (q)) ·Cj (5.8)

5.4.3 Round-Robin Scheduling
A round-robin scheduler activates the tasks one after each other and does not
preempt the execution of a task. A round-robin scheduler is starvation-free
because the interference of other tasks can be bounded when only the execution
times of the other tasks are known. However, the accuracy of the temporal
analysis results, of a system with a round-robin scheduler, can be improved by
taking the actual tra�c of the application into account.

A round-robin scheduler ensures that during q executions of a task τi , max-
imally q executions of each of the other tasks can interfere. With this extra
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information we can re�ne the maximum number of activations of a task τi in an
interval ∆t given maximally q activations to:

η̂′i (q,∆t ) =min (q, η̂i (∆t )) (5.9)

The busy period of task τi given round-robin scheduling can now, similarly as
for SPP scheduling, be calculated with Equation 5.10 whereT (i ) is the set of tasks
running on the same processor as task τi without task τi itself. Again iterative
�xed-point computation is used to compute wi (q).

wi (q) = q ·Ci +
∑

j ∈T (i )

η̂′j (q,wi (q)) ·Cj (5.10)

5.4.4 Time-Division Multiplexing Scheduling
A TDM scheduler belongs to the class of budget schedulers and guarantees every
task a minimum time budget in a maximum replenishment interval. Despite the
fact that TDM schedulers belong to the class of starvation-free schedulers the
temporal analysis results might bene�t from the analysis methods of this chapter.

We consider a TDM scheduler as described in [SBW09] where the tasks use a
cooperative yield mechanism. Such a yield mechanism implies that when a task
does not have su�cient data or space available, it stops its execution and allows
other tasks to execute. Because of this mechanism, better temporal analysis
results than for example [WBS07b] can be obtained when it is known when and
how often tasks execute.

Identical to the method of [WBS07b] we use the fact that a task has a guar-
anteed time budget. A task τi receives every interval Qi at least Si budget. The
interval Qi is called the replenishment interval. To receive ∆t processing time,
a task τi requires maximally

⌈
∆t
Si

⌉
times its budgets. In the worst-case situation,

task τi has to wait (Qi − Si ) time to receive its budget once. The maximum time
that the task thus has to wait for ∆t processing time is equal to

⌈
∆t
Si

⌉
· (Qi − Si ).

This upper bound on the waiting time can be combined with information on
the interference from other task to obtain a tighter response time. We use T (i )
for the set of tasks running on the same processor as task τi without task τi itself.
Again iterative �xed-point computation is used to compute wi (q).

wi (q) = q ·Ci +min *.
,

∑

j ∈T (i )

η̂j (wi (q)) ·Cj ,

⌈
q ·Ci

Si

⌉
· (Qi − Si )+/

-
(5.11)

5.5 Temporal Analysis

This section provides a method to determine enabling characterizations of tasks
based on data�ow analysis techniques. This method is used to update the en-
abling characterizations in each iteration of the analysis �ow until the results
have converged.
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We use an SDF model for which we show that it is a temporally conservative
abstraction of the task graphs of an application. The analysis method uses a
conversion from the SDF model to an equivalent HSDF model [LM87, SB00]. We
use the structure of this conversion to derive the enabling characterization for
each task.

The idea of the analysis method is as follows. We use a conformance relation
between task graphs and data�ow models as presented in Chapter 2 to de�ne
a data�ow model of a task graph (Section 5.5.2). We use the busy periods and
response times of tasks to de�ne this data�ow model. These busy periods and
response times are updated in each iteration of the analysis �ow and the data�ow
model is thus also updated in each iteration of the analysis �ow. The data�ow
model is de�ned in such a way that with the assumed periodic schedule of tasks,
an upperbound on the worst-case temporal behavior of tasks is determined, see
Section 5.5.3.

We use two variants of the data�ow model. The �rst variant forms a lower
bound on the best-case temporal behavior of the task graph. The second variant
forms an upper bound on the worst-case temporal behavior of the task graph.
With these two variants of the data�ow model, we determine lower and upper
bounds on the so-called external enablings and �nishes of tasks. These enablings
and �nishes of tasks are then used to update the enabling characterizations of
tasks (Section 5.5.4).

5.5.1 Analysis Model
We use the SDF model as the temporal analysis model in this chapter. We use the
same de�nition of an SDF model as in Chapter 2 and shortly repeat its properties
in this section.

Functionally deterministic timed data�ow graphs, such as SDF graphs, have a
monotonic temporal behavior. This means that increasing the �ring duration of
one actor in the graph can never lead to an earlier enabling of any of the actors in
the graph and also, decreasing the �ring durations of one of the actors can never
lead to any later enabling. Similarly, increasing the amount of initial tokens in
the graph can never lead to a later enabling of any of the actors in the graph and
the opposite, decreasing the amount of initial tokens can never lead to any earlier
enabling. Modifying the number of tokens on an edge is only allowed when this
modi�cation does not change the functional behavior. See Section 2.5.3 for more
details on monotonicity of SDF graphs.

Also consistency of an SDF model is an important property. For an inconsis-
tent SDF model, either no schedule is deadlock-free or there is an unbounded
accumulation of tokens.

For consistent SDF models a repetition vector q can be determined. This repe-
tition vector contains the relative �ring frequencies between the actors. We use
qi for the repetition factor of actor vi where qi is the ith component of q If each
actor vi in the SDF model �res exactly qi times then it holds for each edge in
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vj,0vi,1vi,0 vj,1

ψ (ci j ) χ (ci j )

π (ei j ) γ (ei j ) π (eji )γ (eji )

δ (ei j )δ (eji )

δ (ei j )

δ (eji )

π (ei j ) = γ (eji ) = ψ (ci j ) γ (ei j ) = π (eji ) = χ (ci j )

Figure 5.2: Conformance relation between the SDF model and the task graph.

the SDF model that the number of tokens produced on an edge is equal to the
number of consumed tokens from that edge. See Section 2.3.2 for more details
on consistency of SDF graphs.

The average period at which a task executes is di�erent than the period of the
source in the task graph, Ps . The period of a task can be computed by using the
relative �ring frequencies. The average rate at which tasks consume data should
also be equal to the rate at which the source produces data. The average period of
a task is equal to the period of its corresponding SDF actor and can be calculated
with Equation (5.12).

∀vi ∈V : Pi =
qs
qi
· Ps (5.12)

5.5.2 Relation between SDF model and task graph
Figure 5.2 illustrates the conformance relation between the SDF model and the
task graph. This relation adheres to the conformance relation between actor
components and tasks as presented in Chapter 2. A task τi in the task graph
corresponds to an actor component consisting of two unique actors, vi,0 andvi,1,
in the �gure. One token is produced/consumed per �ring on the edge from vi,0
to vi,1 which is thus homogeneous. Furthermore, vi,1 has a self-edge with one
token to denote that its �rings may not overlap. Actor vi,1 models the maximum
rate at which the actor component can transfer tokens and actors vi,0 and vi,1
together, model the latency introduced by the actor component.

As presented in in Chapter 2 we have that a FIFO bu�er ci j is modeled using
two oppositely directed edges. The �rst edge, edge ei j , connects actor vi,1 to vj,0.
The second edge, edge eji , is directed from vj,1 to vi,0. The forward edge, ei j ,
models the �ow of full containers and contains initially δ (ei j ) tokens. Similarly,
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êi f̂i

ρ̂i,0 =max (0, R̂i − Pi ) ρ̂i,1 =min(R̂i , Pi )

1

vi,1vi,0

Figure 5.3: Actor component for modeling the worst-case behavior of task τi .

the backwards edge, eji , models the �ow of empty containers and has initially
δ (eji ) tokens. The number of tokens that are produced and consumed on these
edges is equal to the number of released and acquired containers as speci�ed in
Section 5.3, i.e., π (ei j ) = γ (eji ) = ψ (ci j ) and π (eji ) = γ (ei j ) = χ (ci j ). The source
τs is modeled with a single actor vs which starts �ring at the start time of τs :
s (vs ) = s (τs ).

The size of the FIFO from task τi to τj is equal to δ (ei j ) + δ (eji ). If only a max-
imum size for this FIFO bu�er is speci�ed, the number of tokens on eji is chosen
to be equal to the maximum bu�er size. This allows the maximum scheduling
freedom. Furthermore, as shown in Chapter 2 increasing the amount of tokens
on eji is a valid re�nement because this edge models the �ow of empty containers
for which the value of the tokens is unde�ned, i.e., the value is equal to ∅.

5.5.3 Temporally conservative modeling
A data�ow model is temporally conservative to a task graph if the temporal
behavior of the task graph is captured conservatively by the data�ow model. As
shown in Chapter 2 this can be proven for a complete task graph and data�ow
model by proving for each pair of a task and corresponding actor component the
following:

∀k ∈N : e〈k〉 v ê〈k〉 =⇒ f 〈k〉 v f̂ 〈k〉 (5.13)

Where e〈k〉 is the sequence of enabling times up to execution k of a task and
ê〈k〉 the enabling sequence of the corresponding actor component �ring up to
�ring k . The �nish times of the task are denoted with f and f̂ represents the
�nish times of the �rings of the corresponding actor component.

The best-case behavior of the task graph can be bounded similarly as is shown
in Chapter 2. For each pair of a task and the corresponding actor component the
following property needs to hold.

∀k ∈N : e〈k〉 w ê〈k〉 =⇒ f 〈k〉 w f̂ 〈k〉 (5.14)

The worst-case behavior of task τi is modeled with the actor component of
Figure 5.3. We now prove that this actor component is conservative given the
de�nition of response times of Section 5.4.
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Without loss of generality we can state that execution k of task τi belongs to a
consecutive execution that starts at execution n ≤ k . Furthermore, the function
wi (q) is de�ned as the maximum amount of time it takes to �nish q executions
of task τi . The �nish time of an execution k of task τi is thus bounded by:

fi (k ) ≤ max
n≤j≤k

(ei (j ) +wi (k − j + 1))

Furthermore, given the de�nition of response times of Equation (5.4) we know
that:

∀q : wi (q) ≤ R̂i + (q − 1) · Pi
When the begin of the consecutive execution (n) is known and by using the

maximum response time of τi we can de�ne an upper bound, f ui (k ), on the �nish
time of execution k of task τi with Equation (5.15).

fi (k ) ≤ f ui (k ) = max
n≤j≤k

(ei (j ) + R̂i + (k − j ) · Pi ) (5.15)

However, during analysis it is unknown at which execution a consecutive
execution starts. Therefore, we derive an additional upper bound, f wi (k ), on
f ui (k ) which is independent of this start of the consecutive execution. After this
derivation it is shown with this new upper bound that the actor component of
Figure 5.3 is conservative to the corresponding task.

Theorem 5.1. An upper bound on the �nish time of execution k of task τi is given
by:

fi (k ) ≤ f wi (k ) =max (ei (k ) +max (0, R̂i − Pi ), f wi (k − 1)) +min(R̂i , Pi ) (5.16)

Proof. We can distinguish two cases: either R̂i ≤ Pi or R̂i > Pi holds.
Case R̂i ≤ Pi : when R̂i ≤ Pi then f wi (k ) = max (ei (k ), f

w (k − 1)) + R̂i .
Using the de�nition of enabling and response times of tasks it holds that: fi (k ) ≤
max (ei (k ), fi (k−1))+R̂i . With induction on k it can be shown that fi (k ) ≤ f wi (k )
holds.
Case R̂i > Pi : to prove this case, the upper bound function f ui from Equa-

tion (5.15) is used. If R̂i > Pi , then f wi (k ) =max (ei (k ) + R̂i − Pi , f wi (k − 1)) + Pi .
If for f ui (k ), j = k gives the maximum value then f ui (k ) = ei (k ) + R̂i and thus
f ui (k ) ≤ f wi (k ).

Otherwise, j = k does not give the maximum value and then we have f ui (k ) =

maxn≤j≤k−1 (ei (j )+ R̂i + (k − j ) ·Pi ). Because j , k we have that execution k does
not start a new consecutive execution and thus f ui (k − 1) =maxn≤j≤k−1 (ei (j ) +

R̂i+(k−1−j ) ·Pi ). By subtracting f ui (k−1) from f ui (k ) we get: f ui (k )− f ui (k−1) =
Pi and thus f ui (k ) = f ui (k −1)+Pi . We had f wi (k ) =max (ei (k )+ R̂i −Pi , f wi (k −

1)) + Pi and thus by induction it can be showed that ∀k : f ui (k ) ≤ f wi (k ) holds.
Combining the cases j = k and j , k proofs that f ui (k ) ≤ f wi (k ). Because

fi (k ) ≤ f ui (k ) holds, see Equation (5.15), also fi (k ) ≤ f wi (k ) holds. �
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Using max-plus algebra [BCOQ92] on the actor component of Figure 5.3 it can
be shown that:

f̂i (k ) =max (êi (k ) +max (0, R̂i − Pi ), f̂i (k − 1)) +min(R̂i , Pi ) (5.17)

With these derived equations we show that the actor component as shown in
Figure 5.3 is conservative to its corresponding task τ .

Lemma 5.1. Equation (5.13) holds for the conformance relation between a task
and an actor component if the actor component is chosen as is shown in Figure 5.3.

Proof. With (5.16) and (5.17) and assuming f w (−1) ≤ f̂ (−1) we can prove with
induction on the execution number that e〈i〉 v ê〈i〉 =⇒ f w 〈i〉 v f̂ 〈i〉 holds for
every execution i of task τ . This is su�cient to prove Equation (5.13) because
∀i : f (i ) ≤ f w (i ) holds.

Base: When e (0) ≤ ê (0) and because f w (−1) ≤ f̂ (−1) we have that:

max (ei (0) +max (0, R̂i − Pi ), f wi (−1)) +min(R̂i , Pi ) ≤
max (êi (0) +max (0, R̂i − Pi ), f̂i (−1)) +min(R̂i , Pi )

And thus f w (0) ≤ f̂ (0). Therefore, we have e〈0〉 v ê〈0〉 =⇒ f u 〈0〉 v f̂ 〈0〉.
Step: Given that e〈i − 1〉 v ê〈i − 1〉 =⇒ f w 〈i − 1〉 v f̂ 〈i − 1〉 holds we need to
show that e〈i〉 v ê〈i〉 =⇒ f w 〈i〉 v f̂ 〈i〉 holds.

When e〈i〉 v ê〈i〉 holds we also have e〈i −1〉 v ê〈i −1〉 and given the induction
hypothesis we can conclude f w 〈i − 1〉 v f̂ 〈i − 1〉. We have that f w 〈i〉 v f̂ 〈i〉
is equivalent to f w 〈i − 1〉 v f̂ 〈i − 1〉 ∧ f w (i ) ≤ f̂ (i ) which means that we only
have to prove f w (i ) ≤ f̂ (i ).

Given e〈i〉 v ê〈i〉 and f w 〈i − 1〉 v f̂ 〈i − 1〉 we conclude e (i ) ≤ ê (i ) and
f w (i − 1) ≤ f̂ (i − 1) and thus:

max (e (i ) +max (0, R̂i − Pi ), f w (i − 1)) +min(R̂i , Pi ) ≤
max (ê (i ) +max (0, R̂i − Pi ), f̂ (i−1)) +min(R̂i , Pi )

Which means that f w (i ) ≤ f̂ (i ). �

It is shown in the next section that the schedule of the used two-actor SDF com-
ponent is multi-dimensional periodic. The average period of this SDF component
is equal to the average period of the corresponding task but the time between
two consecutive �rings of the SDF component can be di�erent. The response
time de�nition of task τi that is used requires a minimal distance of Pi which is,
as we proved, ensured by the two-actor SDF component of Figure 5.3.

The best-case behavior of task τi is modeled by choosing the �ring duration
of actor vi,0 equal to 0, ρ̌i,0 = 0, and the �ring duration of actor vi,1 equal to Ři ,
ρ̌i,1 = Ři . This is illustrated in Figure 5.4. Because actorvi,0 has a �ring duration
equal to 0 we have that the actor component is actually a one-actor component
consisting of actor vi,1. With this model, Equation (5.14) can be proven similarly.
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ěi f̌i

ρ̌i,0 = 0 ρ̌i,1 = Ři

1

vi,1vi,0

Figure 5.4: Actor component for modeling the best-case behavior of task τi .

5.5.4 Determine Enabling Characterizations
To determine the enabling characterization of tasks, we �rst transform the SDF
models for the best- and worst-case behavior into equivalent HSDF models using
the method of [LM87, SB00]. This conversion transforms each SDF actor va of
the SDF model into qa actors in the HSDF model. Each of these qa actors model
a certain �ring of the SDF actor va and each of these �rings can cause di�erent
enablings of other actors in the SDF model. After qa �rings of actor va , all the
di�erent enablings have occurred. We call this the repetition period of an actor.

We number the actors in the HSDF model asv0
a . . .v

qa−1
a wherev0

a corresponds
to the �rst �ring in the repetition period of actor va and vqa−1

a to the last �ring
in this repetition period. Furthermore, we use VH as the set of HSDF actors and
EH as the set of edges in the HSDF graph.

Each SDF actor va has an average period Pa as de�ned in Equation (5.12).
Because each SDF actor is split in qa actors in the HSDF graph, on average, each
of these HSDF actors have to �re once per qa · Pa . We use Pi for the period of
HSDF actor vi . As can be seen with Equation (5.12), the periods of all the HSDF
actors in the HSDF model are identical and are in fact equal to qs · Ps . We thus
have that for a pair of actors vi and vj holds that Pi = Pj .

Also the SDF actor vs , corresponding to the the source task τs , is modeled
using qs actors. Each of these actors should �re periodically with a period equal
to qs · Ps . Actor v0

s corresponds to the �rst �ring of actor vs and therefore starts
at time s (τs ). Each next �ring corresponds to a new execution of the source and
thus is de�ned to start exactly Ps time later: s (vks ) = s (vk−1

s ) + Ps .
With the HSDF models for the best- and the worst-case behavior and the de-

rived constraints we can determine periodic lower and upper bound schedules
for the actors. The determined HSDF schedules bound the self-timed schedule
of the SDF actors from below and from above respectively. Recall that in such
a self-timed schedule of a data�ow model, each actor starts its �ring as soon as
it is enabled. The start time of an actor is thus equal to its enabling time. Fur-
thermore, we know that for HSDF graphs a periodic schedule exists which is
rate-optimal [MB07].

Linear Programming (LP) Algorithm 1 determines the earliest possible start
times of the �rst �ring of the HSDF actors of the best-case HSDF model. The
algorithm has a polynomial time-complexity.
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We have that edges that initially contain tokens are omitted because they will
not impose a precedence constraint on the �rst �ring and thus do not in�uence the
enabling time of the �rst �ring. Constraint-wise this corresponds with assuming
an in�nite number of tokens on the edges that initially contain at least one token.
Because all the actors are enabled by a source, the earliest possible schedule after
the �rst �ring of an HSDF actor that corresponds to SDF actor va , is a periodic
schedule with period qa · Pa . Thus, by omitting the edges that initially contain
tokens and by determining the earliest possible schedule for the actors such that
all the constraints of the data�ow model are met, a safe lower bound on the
schedule of each actor is found.

We determine an admissible schedule. A schedule is admissible when all the
tokens are consumed from an edge after they are produced on that edge. This
can be ensured by adhering to the precedence constraint imposed by each edge
ei j [MB07]. We use ši for the earliest start time of the �rst �ring of HSDF actor
vi and ši (k ) for the start time of �ring k of HSDF actorvi . Each �ring of an actor
vi �nishes ρ̌i after its start and we thus have an admissible schedule when for
each edge ei j holds that:

∀k ∈N : šj (k + δ (ei j )) ≥ ši (k ) + ρ̌i (5.18)

We have that δ (ei j ) is equal to zero for each edge. Furthermore, we have
that the schedule of the HSDF actors is strictly periodic and that the period
of each HSDF actor is equal. We thus have that Constraint 5.20 ensures that
Equation 5.18 holds for each edge. Furthermore, the periodic schedule of the
actors corresponding to the source task is enforced by Constraint 5.19.

Algorithm 1

Minimize ∑

vi ∈VH
ši

Subject to

∀0≤k<qs : šsk = s (τs ) + k · Ps (5.19)
∀ei j ∈EH ′ : šj − ši ≥ ρ̌i (5.20)

with EH ′ = {ei j | ei j ∈ EH ∧ δ (ei j ) = 0}

The worst-case enabling times of the HSDF actors in the worst-case HSDF
model are determined with LP Algorithm 2. Start times are calculated such that
all the precedence constraints are satis�ed and such that the number of initial
tokens allows a periodic schedule that starts at the determined enabling time. We
use ŝi for the latest possible moment in time after which an HSDF actor vi can
start a strictly periodic with a period Pi . We use ŝi (k ) for the start time of �ring
k of HSDF actor vi in this periodic schedule.
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We again determine an admissible schedule and thus for each edge ei j in the
HSDF graph it should hold that:

∀k ∈N : ŝj (k + δ (ei j )) ≥ ŝi (k ) + ρ̂i (5.21)

We have that the schedule of each HSDF actor vi is strictly periodic with a
period equal to Pi . We thus have that the start time of �ring k of HSDF actor vi
in the worst-case model is equal to:

ŝi (k ) = ŝi + k · Pi

With this periodic schedule we have that Equation 5.21 is ensured when the
following holds:

∀k ∈N : ŝj + (k + δ (ei j )) · Pj ≥ ŝi + k · Pi + ρ̂i

Because for each edge ei j holds that Pi = Pj , we have that Equation 5.5.4 is
ensured by Constraint 5.23 of Algorithm 2. The periodic schedule of the actors
corresponding to the source task is enforced by Constraint 5.22. If Algorithm 2
returns infeasible, a schedule with the required throughput does not exists, i.e.,
the period is too small or not enough initial tokens are present.

Algorithm 2

Minimize ∑

vi ∈VH
ŝi

Subject to

∀0≤k<qs : ŝsk = s (τs ) + k · Ps (5.22)
∀ei j ∈EH : ŝj − ŝi ≥ ρ̂i − δ (ei j ) · Pi (5.23)

Algorithm 2 as well as Algorithm 1 can be written as a dual of the uncapacitated
network �ow problem which can be solved e�ciently [BT97]. In fact it can even
be written as a shortest path problem that can be solved using the Bellman-
Ford algorithm. The Bellman-Ford algorithm can detect negative cycles and the
detection of such a negative cycle indicates infeasibility of the speci�ed temporal
constraints.

The determined schedules give for each of the HSDF actors strictly periodic
enabling times of the actors. Although the schedule for every HSDF actor vi
is periodic (with a period Pi ), they are not necessarily strictly periodic for the
schedule of the corresponding SDF actor. The time between two consecutive
enablings of the SDF actorva can be di�erent than Pa . The only information that



132

Ch
ap

te
r

5.
D

at
af

lo
w

A
na

ly
si

s
fo

r
N

on
-S

ta
rv

at
io

n-
Fr

ee
Sc

he
du

le
rs

is known is that the schedules are periodic over qa �rings. The SDF schedules
are thus multi-dimensional periodic.

Using the best-case schedules for the HSDF actor components, we de�ne a
lower bound, ša,1, on the enabling times of an SDF actor va,1 in Equation (5.24).
Note that ša,1 (i ) is de�ned recursively and makes use of the periodicity (period
qa · Pa ) of the schedules of the HSDF actors. We use š (via,1) for the start time of
the periodic schedule of HSDF actor via,1 as is determined by Algorithm 1.

ša,1 (i ) =



š (via,1) if 0 ≤ i < qa

ša,1 (i − qa ) + qa · Pa otherwise
(5.24)

An SDF actor component in the best-case model consists of only actor va,1
and it thus holds that this lower bound is also a lower bound on the external
enabling times of task τa . We have that the �ring duration of this actor is smaller
or equal than period Pa otherwise the task would not be schedulable by de�nition.
Therefore, the actual enabling time of task τa is equal to its external enabling
time. We use ε̌a for the lower bound on the actual enabling times of task τa :

ε̌a (i ) = ša,1 (i ) (5.25)

We de�ne the upper bound on the enabling time of task τa by using the maxi-
mum �nish time, f̂a,1, of the SDF actor component and the worst-case external
enabling time of the SDF actor component. The maximum �nish time is de�ned
in Equation (5.26) using the �nish times of the HSDF actor components which
are equal to the worst-case start times of actors via,1 plus their �ring durations.
We de�ne the �nish time of non existing �rings to be equal to −∞ to ease the
de�nition of the enabling times of the tasks. We use ŝ (via,1) for the start time of
the periodic schedule of HSDF actor via,1 as is determined by Algorithm 2.

f̂a,1 (i ) =




−∞ if i < 0
ŝ (via,1) + ρ (va,1) if 0 ≤ i < qa

f̂a,1 (i − qa ) + qa · Pa otherwise
(5.26)

Task τa always �nishes its execution i earlier than SDF actor va,1 �nishes its
�ring i (see Section 5.5.3). Furthermore, the external enabling time of SDF actor
va,0 forms an upper bound on the time that task τa can acquire the required
number of containers, i.e., the external enabling time (see Section 5.5.3). This
external enabling time of SDF actor va,0, ŝa,0, is recursively de�ned using the
HSDF schedule as follows:

ŝa,0 (i ) =



ŝ (via,0) if 0 ≤ i < qa

ŝa,0 (i − qa ) + qa · Pa otherwise
(5.27)
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As de�ned in Section 5.3, an execution of a task is enabled when the previous
execution is �nished and when it can acquire the required number of containers
from the bu�ers. Therefore, the actual enabling of task τa is never later than:

ε̂a (i ) =max
(
f̂a,1 (i − 1), ŝa,0 (i )

)
(5.28)

With these earliest and latest enabling times of the tasks, the distance between
n ≥ 2 consecutive enablings, θ̌a (n), can be determined. The smallest distance
between n enablings can be computed as follows:

ι̌a (n ≥ 2) = min
0≤k≤qa

(
ε̌a (k + n − 1) − ε̂a (k )

) (5.29)

θ̌a (n ≥ 2) =max (0, ι̌a (n)) (5.30)

Note that the bounded domain of the min term in Equation (5.29) is a direct
result of the periodic nature of Equations (5.24), (5.26) and (5.27). For k > qa we
indeed have:

ε̂a (k ) =max
(
f̂a,1 (k − 1), ŝa,0 (k )

)

=max
(
f̂a,1 (k − 1 − qa ), ŝa,0 (k − qa )

)
+ qa · Pa

= ε̂a (k − qa ) + qa · Pa

It also holds that ε̌a (k ) = ε̌a (k − qa ) + qa · Pa and thus values k > qa can not
result in smaller distances in the function ι̌a . Furthermore, it can be shown that
ι̌a is periodic:

Lemma 5.2. ι̌a (n + qa ) = ι̌a (n) + qa · Pa

Proof. For i ≥ qa we have ε̌a (i ) = ε̌a (i − qa ) + qa · Pa and thus:

ι̌a (n + qa ) = min
0≤k≤qa

(
ε̌a (k + n + qa − 1) − ε̂a (k )

)

= min
0≤k≤qa

(
ε̌a (k + n − 1) − ε̂a (k )

)
+ qa · Pa

�

Because ι̌a is periodic, θ̌a will eventually also be periodic and θ̌a thus has a
�nite length.

The function θ̌a (n) can be transformed into η̂a (∆t ) by using Equation (5.1) to
�nd the new enabling characterizations for each task.

The used derivation of the maximum number of enablings of a task ensures
that the analysis �ow is monotone.

Lemma 5.3 (Monotonicity of the analysis �ow). The response times of tasks
monotonically increase in each iteration of the analysis �ow of Figure 5.1.
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Proof. Because of monotonicity of functional deterministic timed data�ow mod-
els we know that increasing the �ring duration of an actor can never result in
an earlier enabling of one of the actors in the data�ow model. Now assume that
none of the maximum response times is decreased in an iteration of the analysis
�ow. Then the �ring durations of the actors in the worst-case analysis model do
not decrease. Because of monotonicity of data�ow models we know that then
also the worst-case enabling times of all the actors in the graph do not decrease.
When these enabling times do not decrease, then it can easily be veri�ed that the
minimum distances as derived in Equation 5.30 do not increase. The maximum
numbers of enablings of tasks do therefore also not decrease. Then also the re-
sponse times of tasks that are used in the next iteration of the analysis �ow do
not decrease which ensures the monotonicity of the analysis �ow. �

5.5.5 Enabling Jitter
Also the enabling jitter based characterization of a task can be derived. Such
an enabling jitter characterization can be useful because it belongs to the class
of standard event models [HHJ+05]. Furthermore, the enabling characterization
of applications that can be modeled using an HSDF model can be accurately
described by using such an enabling jitter characterization [HGWB13a]. In Sec-
tion 5.6 we show that we can also use this enabling jitter characterization to
linearize response times and de�ne a conservative analysis �ow with a polyno-
mial time-complexity. And, �nally, we use this enabling jitter characterization to
compare its accuracy with the accuracy of the more general enabling character-
ization which is derived in the previous section. This comparison is performed
in Section 5.9.

As show in Section 5.4, the minimal distances between enablings of a task
τa is conservatively expressed by its enabling jitter Ja and its period Pa with
Equation (5.31).

θ̌ ja (n) =max (0, (n − 1) · Pa − Ja ) with n ≥ 2 (5.31)

With this expression we can derive an enabling jitter such that the minimal
distances are conservative (smaller) to the minimal distances that are derived in
the previous section.

Lemma 5.4. The enabling jitter of task τa is conservative when we choose:

Ja = max
2≤n< (qa+2)

((n − 1) · Pa − ι̌a (n))

Proof. From Lemma 5.2 we know that ι̌a (n) has a periodic behavior. For n ≥ 2 it
holds that ι̌a (n+qa ) = ι̌a (n) +qa · Pa . Therefore, when we calculate the enabling
jitter as above we have:

∀n≥2 : (n − 1) · Pa − ι̌a (n) ≤ Ja
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This can be rewritten to show that the obtained minimal distances are smaller,
and thus conservative, when the enabling jitter based characterization is used:

∀n≥2 : (n − 1) · Pa − Ja ≤ ι̌a (n)

∀n≥2 : max (0, (n − 1) · Pa − Ja ) ≤ max (0, ι̌a (n))
∀n≥2 : θ̌ ja (n) ≤ θ̌a (n)

�

HSDF model As is shown in [HGWB13a], an enabling jitter characterization
is accurate for HSDF models. However, the results obtained in [HGWB13a] are
potentially optimistic. The derived maximum enabling time does not take into
account that a task can be blocked by itself, it only uses the latest time at which
the task can acquire the containers from the bu�ers, i.e., the external enabling
time of a task. In this section we solve this optimism by also taking the �nish
time of the previous execution into account. Furthermore, we derive the enabling
jitter characterization for HSDF models by rewriting the corresponding formulas.

As is already mentioned, for HSDF graphs there exists a periodic schedule
which is rate-optimal [MB07]. With this additional information, the derived
formulas of the previous sections can be simpli�ed and a closed-form expression
for the enabling jitter of a task can be derived.

The best-case enabling time of a taskτa is as derived in Section 5.5.4. The worst-
case enabling time of task τa will be simpli�ed. By using a strict periodic schedule
for each actor, the equations for the enabling times can also be formulated strict
periodically.

Furthermore, in an HSDF model with strict periodic schedules for each actor
we know that the enabling of actorva,1 of each actor component does only depend
on the �nish of actor va,0. The self-edge is not limiting the schedule because its
�ring duration is always smaller or equal than the period of the used schedule.
The latest enabling time of actor va,1 is thus equal to:

ŝa,1 (i ) = ŝa,0 (i ) + ρ (va,0) (5.32)

We know from Section 5.5.4 that task τa is always enabled earlier than:

ε̂a (i ) =max
(
f̂a,1 (i − 1), ŝa,0 (i )

)
(5.33)

Using the additional information about the strict periodic schedules of the
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HSDF model we rewrite this maximum enabling time to:

ε̂a (i ) =max
(
f̂a,1 (i − 1), ŝa,0 (i )

)

=max
(
ŝa,1 (i − 1) + ρ (va,1), ŝa,0 (i )

)

=max
(
ŝa,1 (i − 1) + ρ (va,1), ŝa,1 (i ) − ρ (va,0)

)

=max
(
ŝa,1 (0) + (i − 1) · Pa + ρ (va,1), ŝa,1 (0) + i · Pa − ρ (va,0)

)

= ŝa,1 (0) + i · Pa +max
(
ρ (va,1) − Pa ,−ρ (va,0)

)

= ŝa,1 (0) + i · Pa +max
(
ρ (va,0) + ρ (va,1) − Pa , 0

)
− ρ (va,0)

We know that: ρ (va,0) + ρ (va,1) = R̂a and

ρ (va,0) =max
(
0, R̂a − Pa

)
and thus:

= ŝa,1 (0) + i · Pa +max
(
R̂a − Pa , 0

)
−max

(
0, R̂a − Pa

)

= ŝa,1 (0) + i · Pa (5.34)

This simpli�ed equation for the maximum enabling time of a task can now be
used to formulate the smallest distance between n enablings of task τa easier:

ι̌a (n ≥ 2) = min
0≤k≤1

(
ε̌a (k + n − 1) − ε̂a (k )

)

= min
0≤k≤1

(
ša,1 (0) + (k + n − 1) · Pa −

(
ŝa,1 (0) + k · Pa

))

= min
0≤k≤1

(
ša,1 (0) + (n − 1) · Pa − ŝa,1a(0)

)

= (n − 1) · Pa + ša,1 (0) − ŝa,1 (0) (5.35)

With these derived equations we now are able to derive a closed-form expres-
sion for the enabling jitter of tasks. The enabling jitter of task τa is equal to:

Ja = max
2≤n< (qa+2)

((n − 1) · Pa − ι̌a (n))

Ja = max
2≤n< (qa+2)

(
(n − 1) · Pa − ((n − 1) · Pa + ša,1 (0) − ŝa,1 (0))

)

Ja = ŝa,1 (0) − ša,1 (0) (5.36)

5.6 Linearized Response Time

In this section we provide a temporally conservative abstraction of the steps 1, 2,
3 and 4 of the analysis �ow of Figure 5.1. This conservative analysis �ow has a
polynomial time-complexity which is accomplished by linearizing the response
times and by using the enabling jitter characterization of a task. We present this
conservative analysis �ow for HSDF models.

The enabling jitter characterization for HSDF models is linear in the enabling
times of a task and can therefore be used to make the response time of tasks
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linear in the start times of the tasks [HGWB13a]. However, the enabling jitter
characterization of a task modeled with an SDF actor is not linear in the enabling
times of that task. To de�ne a linear relation between the enabling times of a task
and the response time of that task, strict periodic abstractions of the schedules
of the corresponding SDF actors can be used. With such periodic schedules,
the enabling jitter characterization becomes linear in the enabling times. This
approach is similar to the approach used by temporal analysis methods based
on linear bounds of the schedules [WBS07a, WBJS07]. For SDF models we only
present how to determine these strict periodic schedules and for simplicity focus
on HSDF models in the remainder of this section.

We de�ne a strict periodic upper bound, ŝpa,1, on the maximum start times of
actor va,1 and a strict periodic lower bound, špa,1, on the minimum start times of
actor va,1. We have ŝpa,1 (k ) = ŝ

p
a,1 + k · Pa and š

p
a,1 (k ) = š

p
a,1 + k · Pa in which ŝ

p
a,1

and š
p
a,1 are de�ned as follows:

ŝ
p
a,1 = max

0≤k<qa

(
ŝa,1 (k ) − k · Pa

)

š
p
a,1 = min

0≤k<qa

(
ša,1 (k ) − k · Pa

)

Or equivalently by directly using the enabling times of the HSDF actors:

ŝ
p
a,1 = max

0≤k<qa

(
ŝ (vka,1) − k · Pa

)

š
p
a,1 = max

0≤k<qa

(
š (vka,1) − k · Pa

)

With these de�nitions we have periodic upper and lower bounds on the sched-
ules: ∀k ∈N : ŝpa,1 (k ) ≥ ŝa,1 (k ) and ∀k ∈N : špa,1 (k ) ≤ ša,1 (k ). We can then use a
derivation of the enabling jitter of tasks which is similar to the derivation pre-
sented in Section 5.5.5 for HSDF models. The enabling jitter of task τa would
then be equal to:

Ja = ŝ
p
a,1 − špa,1 (5.37)

The main idea of the conservative analysis �ow is that the computation of the
linearized response times does not require iterative �xed point computation. The
linearized response time of a task is linear in its enabling jitter which means that,
together with the linear relation between the enabling jitter and the enabling
times, we can combine it with Algorithms 2 and 1 to obtain an algorithm that
calculates the complete �ow using an LP algorithm which has a polynomial time-
complexity.

In this chapter we provide this linearization for a system with an SPP scheduler:

R̂i =max
q∈N

(wi (q) − (q − 1) · Pi ) with (5.38)

wi (q) = q ·Ci +
∑

j ∈hp (i )

⌈
Jj +wi (q)

Pj

⌉
·Cj (5.39)
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f̃ (x ) f (x )

a

ã

a = f (a) ≤ ã = f̃ (ã) when ∀x : f (x ) ≤ f̃ (x ) ∧ f (0) > 0

Figure 5.5: Comparison of the �xed-points of two monotonic increasing functions
f (x ) and f̃ (x ).

We use the fact that an over-approximation of the interference caused by higher
tasks leads to a conservative upper bound w̃i (q) on wi (q). As is illustrated in
Figure 5.5, then also the �xed-point calculated for w̃i (q) is conservative to the
�xed-point of wi (q).

We �rst de�ne this upper bound w̃i (q) on wi (q) by bounding dxe with (x + 1):

∀q∈N wi (q) ≤ w̃i (q) with

w̃i (q) = q ·Ci +
∑

j ∈hp (i )

(
Jj + w̃i (q)

Pj
+ 1

)
·Cj

(5.40)

This upper bound w̃i (q) can be written as an equation linear in q and linear
in the enabling jitters of the tasks. We use αi =

∑
m∈hp (i )

Cm
Pm

as a shorthand
notation.

w̃i (q) = q ·Ci +
∑

j ∈hp (i )

(
Jj

Pj
+ 1

)
·Cj + w̃i (q) · αi

w̃i (q)· (1 − αi ) = q ·Ci +
∑

j ∈hp (i )

(
Jj

Pj
+ 1

)
·Cj

w̃i (q) =
q ·Ci +

∑
j ∈hp (i )

(
Jj
Pj
+ 1

)
·Cj

1 − αi

w̃i (q) = q · Ci

1 − αi +
∑

j ∈hp (i )

Jj · Cj
Pj
+Cj

1 − αi (5.41)

We can substitute this upper bound w̃i (q) in Equation 5.4 to de�ne and upper
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bound R̃i on the maximum response time of task τi :

R̃i =max
q∈N

(w̃i (q) − (q − 1) · Pi )

R̃i =max
q∈N

*.
,
q · Ci

1 − αi +
∑

j ∈hp (i )

Jj · Cj
Pj
+Cj

1 − αi − (q − 1) · Pi+/
-

R̃i =max
q∈N

*.
,
q ·

(
Ci

1 − αi − Pi
)
+

∑

j ∈hp (i )

Jj · Cj
Pj
+Cj

1 − αi + Pi
+/
-

(5.42)

The equation inside themax expression of Equation (5.42) is strictly increasing
in q if:

Ci

1 − αi > Pi (5.43)

If Equation 5.43 holds, R̃i thus would become in�nite. This means that τi is
not schedulable. If Equation 5.43 does not hold, the equation inside the max
expression of Equation (5.42) is non-increasing which means that the response
time is �nite and can be found by choosing q equal to 1. In fact the upper bound
on the response time ofτi is in that case equal to w̃i (1) and no iterative �xed-point
computation is required to determine it. This removes the inner iteration loop of
the analysis �ow as de�ned in Figure 5.1. The upper bound on the response time
which we use in the remainder of this section, is linear in the enabling jitters of
the task and is de�ned as follows.

R̃i =
∑

j ∈hp (i )
Jj ·

Cj
Pj

1 − αi +
Ci +

∑
j ∈hp (i ) Cj

1 − αi (5.44)

To determine if a task set is schedulable, it is su�cient to verify whether Equa-
tion 5.43 does not hold for every lowest priority task on each processor. If the
task set is schedulable we can use the upper bounds on the response times of
tasks to de�ne an analysis algorithm with a polynomial time complexity. We use
R̃i as de�ned in Equation 5.44 as the maximum response time of task τi and Bi
as the minimum response time of task τi .

Similarly as the method described in Section 5.5.4 we use two instances of the
data�ow model of the application, a best-case data�ow model and a worst-case
data�ow model. We use the minimum and maximum response times of task τi as
the �ring durations of actor vi in the best and worst-case schedule respectively.

We again use an LP algorithm to calculate the start times of the best- and worst-
case schedule. The chosen minimum response time of a task does not dependent
on the jitters of tasks. We can therefore use Algorithm 1 to compute the minimum
start times of the tasks which are constant throughout the remainder of this
section. If a minimum response time is used that is dependent on the jitters of
tasks we could have linearized it similarly as the maximum response time and
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we could include the determination of the minimum schedule in the algorithm
below. However, this is out of the scope for this chapter.

We use a similar algorithm as Algorithm 2 to calculate the maximum start
time of tasks. However, we use the fact that R̃i is linear in the jitters of the
tasks. Because of this linearity we can include the jitters in the LP algorithm
which makes the outer iteration loop of the analysis �ow, as de�ned in Figure 5.1,
redundant.

Algorithm 3 is used to compute the start times of the upper bound on the
worst-case schedule. Compared to Algorithm 2, constraint (5.23) is changed to
constraint (5.46) by using Equation (5.44) and moving the part of the equation
that is dependent on the jitter to the left side of the constraint. Furthermore,
constraint (5.47) is added. Note that the helper functions, β and φ, do not contain
any variable and thus are constant.

Algorithm 3

Minimize ∑

vi ∈V
ŝi

Subject to

ŝs = s (τs ) (5.45)

∀ei j ∈E : ŝj − ŝi −
∑

k ∈hp (i )
Jk · β (i,k ) ≥ φ (i ) − δ (ei j ) · Pi (5.46)

∀vi ∈V : Ji = ŝi − ši (5.47)

With β (i,k ) =
Ck
Pk

1−αi and φ (i ) =
Ci+

∑
k∈hp (i ) Ck
1−αi

5.7 Buffer Sizing

In this section we provide methods to determine the sizes of the bu�ers such that
the temporal constraints can be met. These bu�er sizes are determined after the
enabling characterizations of the tasks have converged. Existing bu�er sizing
algorithms for data�ow graphs, such as [MBGS10], can not be applied because
they choose arbitrary start times for the actors such the bu�ers are minimal.
These arbitrary start times can lead to changes in the enabling characterizations
compared to the characterizations that are calculated in steps 1, 2, 3 and 4 of
the analysis �ow. These changes can potentially lead to increased interferences
which invalidates the temporal results that are obtained with the analysis �ow.
This is of course not allowed.

We �rst present a method to determine su�cient bu�er sizes which do not
invalidate the temporal results. This method chooses the bu�ers such that the
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periodic schedules as de�ned in step 3 in the analysis �ow remain admissible.
Second, we present a bu�er minimization algorithm similar to the algorithm
of [MBGS10]. This algorithm is possible because we base it on the linearized
version of the analysis �ow as presented in Section 5.6.

5.7.1 Sufficient Buffer Sizes
Because of monotonicity of functional deterministic timed data�ow graphs, we
know that a larger number of tokens can never lead to later enabling times of
actors. This holds also the other way around; a smaller number of tokens can
never lead to earlier enabling times of actors. The lower bound on the best-case
schedule as de�ned in Section 5.5.4 basically assumes an in�nite number of tokens
on each edge that may contain initial tokens. Lowering this number of initial
tokens can never lead to earlier enabling times. This means that the determined
periodic lower bound is still a lower bound on the best-case scheduling of the
SDF model after choosing a number of initial tokens that is smaller than in�nity.

Therefore, for each edge ei j in the SDF model, the number of tokens δ (ei j ) is
su�cient if it does not delay the periodic upper bound on the worst-case schedule
of the data�ow model. This can be ensured by determining the amount of tokens
such that the maximum start times as calculated with Algorithm 2 are feasible.
We have to guarantee that for the determined start times it holds that for each
SDF edge ei j the following constraint is true:

∀k ∈N : ŝj (k + δ (ei j )) ≥ ŝi (k ) + ρ̂i (5.48)

The start time of an SDF actorvi is periodic in qi �rings. We can therefore use
the least common multiple, lcm, of the repetition factors of the actors on an edge
to �nd the possible interleavings. When we consider lcm

(
qi ,qj

)
�rings of actors

vi and vj on edge ei j , we have that all the possible interleavings are considered.
We can thus ensure Equation 5.48 by choosing δ (ei j ) equal to:

δ (ei j ) =min
({
δ ∈ N | ∀0≤k<lcm (qi ,qj ) : ŝj (k + δ ) ≥ ŝi (k ) + ρ̂i

})
(5.49)

When the task graph can be modeled using an HSDF model, we can simplify
this method. For HSDF models we know that the repetition factor qi of each
actor vi is equal to 1. Furthermore, the actors in the HSDF model �re strictly
periodic and thus: ŝi (k ) = ŝi (0) + k · Pi . These properties can be used to simplify
Equation 5.49 for HSDF models to:

δ (ei j ) =min
({
δ ∈ N | ŝj (δ ) ≥ ŝi (0) + ρ̂i

})

=min
({
δ ∈ N | ŝj (0) + δ · Pj ≥ ŝi (0) + ρ̂i

})

=min *
,



δ ∈ N | δ ≥

ŝi (0) + ρ̂i − ŝj (0)
Pj




+
-

=



ŝi (0) + ρ̂i − ŝj (0)
Pj


(5.50)
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5.7.2 Buffer Minimization
The linearized analysis �ow as presented in Section 5.6 can be used to calculate
minimum su�cient bu�er capacities when the task graph can be modeled using
an HSDF model. We again choose the best-case schedule independent of the
jitter of the tasks by only using the BCET of tasks. The earliest start times of the
�rst �rings can be calculated using Algorithm 1. Algorithm 4 is used to calculate
minimum sizes for the bu�ers which do ensure that a periodic schedule exists.

Minimizing the amount of tokens does not lead to the smallest possible maxi-
mum start times and does also not lead to minimum jitters. However, Algorithm 4
takes the e�ect that increasing jitters has on the maximum response time of tasks,
into account and uses the available freedom to �nd a minimum amount of tokens
that ensures the temporal constraints.

The number of tokens δ , should be integer. If this is enforced in the algorithm,
Algorithm 4 becomes an ILP algorithm which has a worst-case non-polynomial
time-complexity. Thanks to the monotonicity property of data�ow graphs, su�-
cient bu�er sizes can also be found by keeping δ (e ) a real-value and by rounding
δ (e ) up to nearest integer value after the execution of the algorithm �nishes. This
potentially leads to pessimistic bu�er sizes however they can be determined with
a polynomial time-complexity.

Algorithm 4

Minimize ∑

ei j ∈E
δ (ei j )

Subject to
ŝs = s (τs ) (5.51)

∀ei j ∈E : ŝj − ŝi −
∑

k ∈hp (i )
Jk · β (i,k ) ≥ φ (i ) − δ (ei j ) · Pi (5.52)

∀vi ∈V : Ji = ŝi − ši (5.53)

With β (i,k ) =
Ck
Pk

1−αi and φ (i ) =
Ci+

∑
k∈hp (i ) Ck
1−αi

Example 5.1:
Figure 5.6(a) shows the task graph of an application which consists of four tasks.
The application is executed on two processors which both have a Static Priority
Preemptive scheduler. The �rst processor executes tasks τa (with the highest priority)
and τd (lowest priority). The other processor executes the other two tasks. Task τc
has the highest priority on this processor and task τd the lowest priority. Tasks τa , τc
and τd have a constant execution time of 1 time unit and task τb has an execution
time between 2 and 4 time units. The objective is to �nd minimum bu�er sizes
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6
x

τd

1 y 1

τc

τb

[2..4]

τa

1

(a) task graph

6
1 1

[2..4]

va vd vc

vb

x y

1

(b) data�ow graph

Figure 5.6: Bu�er minimization example.

for the bu�ers cad (denoted with x) and cdc (denoted with y) which guarantee the
throughput constraint imposed by the period of 6 time units of task τa .
The data�ow graph thatmodels the temporal behavior of the application is shown

in Figure 5.6(b). The number of required initial tokens on edge eda (denoted with
x) corresponds with the required size of cad . The number of initial tokens on ecd
(denoted with y) corresponds with the size of cdc We �rst use this data�ow model
with the analysis method presented in Section 5.2 to �nd bounds on the possible
schedules of the tasks. After convergence of the analysis �ow we �nd the following
start times, jitters and response times:

va vb vc vd
š 0 1 3 1
ŝ 0 1 7 1
J 0 0 4 0
R̂ 1 6 1 2

Using these start times and response times we can compute su�cient bu�er sizes
with Equation 5.50: x = 1 and y = 2.
When we use the method of section 5.7.2 we compute the following start times,

jitters and response times:

va vb vc vd
š 0 1 3 1
ŝ 0 1 8 3
J 0 0 5 2
R̂ 1 7 1 12

5

With Algorithm 4 we compute that a size of 1 location is su�cient for both the
bu�ers cad and cdc (x = 1 and y = 1). Despite of the fact that the jitters and worst-
case response times are over-approximated, the computed bu�er sizes are less. Note
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τa

τb

10

100

5

10

Figure 5.7: Two streams scheduled with a round robin scheduler.

that the algorithm uses the freedom in the worst-case start time of actor vd to �nd
smaller bu�ers.

5.8 Evaluation

In this section we evaluate the presented analysis approach. We give four ex-
amples of the use of the analysis approach and show some of the consequences
regarding the di�erences with other temporal analysis methods.

The �rst example is shown in Figure 5.7. It shows a snippet of an application
which contains two tasks, τa and τb . Both these tasks process a periodic stream
of data with a di�erent period (10 and 100 time units respectively). The tasks
share a resource which is scheduled using a round-robin scheduler. The WCET
of each task is shown above the vertex. Traditional data�ow analysis would use a
response time for a task equal to the sum of the WCETs. Using this analysis, the
actor corresponding to a task can only �re once per response time. The response
time of τa is equal to 15 time units which means that its throughput constraint
(execute once per 10 time units) cannot be met.

If we use the analysis method provided in this chapter, we will �nd maximum
response times for both the tasks equal to 15 time units. The analysis method uses
the fact that the interference of τb on τa is sporadic and that on average τa can
execute with a period of 10 time units. With the analysis method of this chapter
we thus can conclude that the throughput constraints can be met. Note that to
determine the response time of task τb the structure of the round-robin scheduler
is used. We use the in Section 5.4.3 presented bound on the interference of tasks
to �nd out that task τa can interfere only once during an execution of task τb .

The second example considers the linearization approach presented in this
chapter. This linearization can be used to speed up the temporal analysis of
applications. However, it over-approximates jitter which can in some cases result
in very conservative results. This is because jitter is also used in the de�nition
of busy periods and thus also in response times of the tasks. An increase in the
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LP HP

5 5

2

(a)

P 25 20 15 14
R̂LP 10 10 10 15
R̂LP (l ) 15 17.5 25 X

(b)

Figure 5.8: Example of a topology for which linearization of the response time can
become problematic 5.8(a) and corresponding normal and linearized maximum
response times of the low-priority task 5.8(b).

response time of a task can again lead to an increase of the jitters which can
result in additional over-approximations.

Figure 5.8(a) illustrates this issue. The interference from the high-priority task
(HP ) on the low-priority task (LP ) is over-approximated when linearization is
used. Figure 5.8(b) shows the response times of the LP task for di�erent periods
of the source. Decreasing the period leads to a larger di�erence between the
normal maximum response time (R̂LP ) and the linearized maximum response
time (R̂LP (l )) and eventually leads to an unnecessary conclusion of infeasibility.
Note that this e�ect does not occur in the case of starvation-free schedulers. This
is because when such a scheduler is used, the response time of tasks can be
de�ned independent of the execution rate of the other tasks [WBS09]. Therefore,
no circular resource dependencies between tasks have to be taken into account
which prevents high inaccuracies in case of linearized response times.

The next example considers bursts in the application. Such bursts can lead
to inaccurate temporal analysis results. The end-to-end latency is in fact often
computed using a notion of response time that next to the processing time also
includes the time that data resides in the queues, i.e., the queuing time. Because
in a path, often a burst can happen at the input of each task, the local worst-case
response time of each of the tasks in the path becomes large due to the worst-case
queuing time in each queue. However, in case of a burst, the same event that
gets processed along a path does not experience this delay at each task.

The temporal analysis method we propose uses data�ow analysis techniques.
Therefore, the correlation of events is preserved and the time that data resides
in the bu�er is analyzed using the data�ow model and does therefore not need
to be taken into account in the response time of a task. The end-to-end latency
can be calculated using the schedules of the data�ow graph which use the actual
enablings of actors. This means that we do not accumulate times that data resides
in the di�erent bu�ers. Only the bu�er time at the beginning of the path needs to
be taken into account. This means that our analysis method thus has the property
that bursts only have to be taken into account once for the latency of a path. This
phenomenon is known as the pay-bursts-only-once property [BT01].
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[0...5]

τa τb

5
3

(a) task graph with a burst of 3 events before task τa

va

vb

0 5 10 15 20

0

(b) worst-case schedule

va

vb

(2 ↓, 3 ↑)

0 5 10 15 20
(c) schedule with burst on eab

Figure 5.9: Illustration of burst in an application.

An example of burst in an application is illustrated in Figure 5.9. The graph
consists of two tasks, τa and τb . The incoming queue of task τa contains 3 tokens
to indicate that a burst of 3 events occurred. Task τa has a response time between
0 and 5 time units and task τb has a constant response time equal to 5 time
units. The worst-case schedule of this task graph is shown in Figure 5.9(b). The
downward-pointing arrows indicate the start of executions and the �nish of an
execution is indicated with an arrow pointing upwards. A simultaneous start
and �nish of two executions is depicted by a bidirectional arrow. In the schedule
of Figure 5.9(c) the second and third executions of task τa are assumed to take 0
time units, equal to the minimum response time of the task. The tuple above the
arrow at time 5 indicates the amount of executions that are started and �nished
respectively at time 5. In this schedule, a burst of 3 events happens at cab because
3 tokens are produced at time 5. However, despite of this burst at cab , the worst-
case production times of τb are in Figure 5.9(c) equal to the production times in
Figure 5.9(b). The worst-case latency from begin to end is thus not in�uenced
by the presence of burst behavior on cab . In fact, the worst-case latency of a
path can be determined using the worst-case schedule only. This is because
of monotonicity of data�ow graphs which are used during the analysis. This
monotonicity tells us that producing tokens earlier can never lead to any later
�nish time of any actor in the graph.

When the end-to-end latency is determined using response times that include
the queuing time, the burst of 3 events was included in the response times of both
tasks τa and τb . It would then thus be added to the end-to-end latency, twice.

The fourth example is shown in Figure 5.10. This �gure shows an example
of a topology for which the temporal analysis su�ers from inaccuracies if the
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20 τa

τb

τc

[0...5]

[5]

Figure 5.10: Example of inaccuracy in the temporal analysis if the correlation
between cac and cbc is lost.

correlation between streams is lost. The example has three tasks and a periodic
source. Task τa has a response time between 0 and 5 time units and task τb has a
constant response time equal to 5 time units. With our analysis �ow we conclude
that task τc has a minimum start time equal to its maximum start time. The
enabling jitter of task τc is thus equal to 0. Methods which can not correlate
streams use the maximum of the arrival jitters on the di�erent incoming edges as
the enabling jitter [HHJ+05]. In this case they would conclude that the enabling
jitter of task τc is equal to 5 which is inaccurate.

5.9 Case-Study

The temporal analysis �ow of this chapter is demonstrated using two case-studies.
In the �rst case-study we analyze the �ne frequency tracking loop of a radio

processing applications. This �ne frequency tracking loop contains a cyclic data
dependency in the form of a feedback loop as well as a cyclic resource dependency.
Furthermore, this case-study compares the in this chapter used generic enabling
characterization with an enabling jitter based characterization.

The second case-study contains a Frequency Modulation (FM) receiver and a
Digital Audio Broadcasting (DAB) receiver which share resource with the periods
of the sources of the two receivers being di�erent. We demonstrate that by
using the analysis �ow of this chapter, the di�erence in periods can be modeled
accurately. The shared resource is scheduled using a starvation-free run-time
scheduler. Therefore, this case-study also shows that the temporal analysis results
of systems with starvation-free run-time schedulers can be improved with the
temporal analysis �ow of this chapter.

5.9.1 Fine Freqency Tracking Loop
Radio processing applications often have feedback loops such as time and fre-
quency synchronization loops, automatic gain control loops and loops for re-
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Figure 5.11: Task graph of a radio processing application with a �ne frequency
tracking loop.

encoding and adaptive channel equalization. These feedback loops add cyclic
constraints which complicates the analysis of such applications.

Figure 5.11 contains the task graph of an example of a radio processing ap-
plication with a �ne frequency tracking loop. The feedback loop is formed by
the demodulation task and the mixer task. The demodulation task determines
the amount of frequency o�set and the mixer task compensates for this o�set.
The tokens in the feedback loop behave as delays which means that more tokens
in this loop result in a reduced adaptation speed of the tracking loop which is
undesirable. To illustrate the e�ect of multi-rate behavior we choose a con�g-
urable block size of k items that are processed at once by the mixer task. The
ADC source task also produces the same amount of items at once. The period of
the ADC source also depends on the block size and is equal to k · 16 time units.

The radio processing application is executed on a MPSoC. The processors of
this MPSoC use Static Priority Preemptive schedulers to schedule the tasks. The
ADC source does have dedicated hardware support in the MPSoC. The red tasks
(mixer and demodulation) are mapped to one processor of the MPSoC and the blue
tasks (deinterleaving and frame-formatting) are mapped to another processor.
The channel decoding task is mapped to a dedicated hardware accelerator. The
demodulation, deinterleaving and frame-formatting all process at a granularity
of one item. The channel decoding task uses redundancy in the bit stream to
correct errors caused by a noisy channel. For example the Viterbi algorithm can
be used to decode the input stream. For this case-study the redundancy in the
bit stream has a ratio of two to one which means that the channel decoding task
produces one corrected item per two consumed items.

In this case-study we focus on the most interesting part of this application,
namely, the �ne frequency tracking loop. The mixer task and the demodulation
task share one processor and the demodulation task is con�gured with the highest
priority. The mixer task has the lowest priority. Due to the priorities of the tasks,
this part of the radio processing application has a cyclic resource dependency, i.e.,
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the mixer task delays the demodulation task which in turn preempts the mixer
task. Because of the feedback loop, this part of the application thus has both a
cyclic resource as well as a cyclic data dependency.

Figure 5.12(a) shows the SDF model of the part of the application on which we
focus. The ADC source is modeled with actorvs and the mixer and demodulation
tasks are modeled with actor components (va,0, va,1) and (vb,0, vb,1) respectively.
The BCET and the WCET of the demodulation task are equal to k · 2 and k · 4
time units respectively and the BCET and WCET of the mixer task are equal to 4
and 6 time units respectively. The source is assumed to produce instantaneously.
Figure 5.12(a) shows the �ring durations belonging to the worst-case temporal
model of the application.

The equivalent HSDF model of the SDF model is shown in Figure 5.12(b) for
which the block size, k , is chosen to be equal to 3. The repetition factors of the
SDF actor component vs , va and vb are then equal to 1, 1 and 3 respectively.
Therefore, vb is modeled with 3 HSDF actor components and the other two SDF
actor components are both modeled with one HSDF actor component. The period
of the source actor, vs , is equal to 16 · 3 = 48 time units. The periods of va and
vb are thus equal to 48 and 16 time units respectively.

After three iterations of the analysis �ow, the enabling characterizations have
converged and the analysis �ow ends. The conclusion is that the number of tokens
in the feedback loop, 6 when k equals 3, are su�cient to meet the throughput, i.e.,
the ADC source can execute once per 48 time units. If less tokens are chosen in the
feedback loop, the accuracy of the frequency compensation is better. However,
from the analysis �ow we conclude that with less than 6 tokens, the throughput
cannot be met. The response time of the mixer task is after the �rst iteration of
the �ow equal to 30 time units, after the second iteration 42 time units and it
converges in the third iteration to 48 time units.

Each iteration of the analysis �ow determines the schedules of the HSDF model.
Figure 5.12(d) shows these schedules of actor vb,1 in the last iteration of the anal-
ysis �ow when k is equal to 3. With the schedules, the enabling characterization
is determined using Equations (5.30) and (5.1). This enabling characterization,
η̂b , is shown in Figure 5.12(d) for task τb (the demodulation task) with the red
solid line. Note that this enabling characterization is multi-dimensional periodic
which cannot be expressed with a period and jitter characterization accurately.
The blue dashed line in Figure 5.12(d) illustrates the jitter based enabling char-
acterization from Section 5.5.5, denoted by η̂ jb . The drawn characterization is
obtained by using the jitter based enabling characterization in all of the itera-
tions of the analysis �ow. As is shown in Figure 5.12(d), the interference is higher
according to this jitter based enabling characterization which results in larger
response times.

Table 5.1 illustrates this in more detail. It contains the di�erent worst-case re-
sponse times of the mixer task given di�erent block sizes k . The second column
contains the response times obtained by using the proposed enabling characteri-
zation. The third column shows the converged response times when an enabling
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ŝ (vb )š (vb )
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Figure 5.12: Simpli�ed SDF model and corresponding HSDF model of a radio
processing application with a �ne frequency tracking loop. The analysis results
are shown for actor vb .
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Table 5.1: Comparison between the worst-case response times of the mixer task
obtained by the proposed enabling characterization and the jitter based charac-
terization.

k R̂mixer R̂ j
mixer di�erence

1 16 16 + 0.0%
2 32 44 + 37.5%
3 48 78 + 62.5%
4 64 106 + 65.6%
8 128 230 + 79.7%

16 256 472 + 84.4%
32 512 956 + 86.7%

characterization based on enabling jitters is used and the fourth shows the dif-
ference between the two. When the block size is equal to 1, the results obtained
with the enabling jitter characterization are equal to the results obtained with the
proposed enabling jitter. However, for larger block sizes the di�erence rapidly
increases. For a block size of 32 items, the worst-case response time obtained
with the enabling jitter characterization is 86.7% larger than the response time
that is calculated by using the proposed enabling characterization.

Over-approximating the worst-case response times by using an enabling jitter
based characterization can be even less desirable because it can also have an
e�ect on the temporal results of the other tasks in the application. The tasks
later in the pipeline than the mixer task, for example the deinterleaving task, will
observe a larger di�erence between the best-case and the worst-case schedule
when the worst-case response time of the mixer task is larger. With a larger
di�erence between the best-case and the worst-case schedule, the interference
bounds will also increase. This can again lead to larger response times of the
tasks that share a processor with such a task.

5.9.2 FM and DAB receiver
Figure 5.13 shows the task graphs of two applications, a FM receiver and a DAB
receiver. Both applications share one DSP core which executes both demodu-
lation stages. This DSP uses a round-robin scheduler to schedule the tasks at
run-time. For simplicity, the DAB demodulation task and the Data Out task are
always scheduled together. For clarity we only present the demodulation stage
of the applications.

The sample rates of the Analog-to-Digital Converters (ADCs) di�er in both
applications because the bandwidth requirements are di�erent (sample rate of
2048kHz for DAB and 320kHz for FM). Furthermore, the demodulation task in
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Figure 5.13: Example of an FM and a DAB application sharing one DSP.

the DAB application performs an FFT of size 2048 which means that the DAB
demodulation task uses blocks of 2048 samples while the FM demodulation uses
much smaller blocks of 8 samples.

These di�erences in the sample rates and the block sizes result in a di�erent
enabling rate of the two demodulation tasks. The FM demodulation task gets
enabled with a period of blocksize

320kHz = 25µs . The DAB demodulation tasks is enabled
with a period of 1.246ms which includes the symbol period of blocksize

2048kHz = 1ms
plus the guard interval of 0.246ms for DAB Transmission Mode I [ETS06]. The
execution times of the tasks are assumed to be constant. The FM demodulation
takes 15µs and DAB demodulation and Data Out task together take 450µs .

We now want to verify whether both applications meet their throughput con-
straint and how much bu�ering is required between the ADCs and the demodu-
lation tasks. Traditional methods for analyzing systems with round-robin sched-
ulers use the fact that for one execution of a task, the task has to wait for at most
one execution of all the other tasks. However because no tra�c characterization
is taken into account, they assume that this interference of other tasks happens
during all executions. In that case, one would conclude that the FM demodulation
can only execute once per 465µs which means that it can not meet its throughput
constraint.

The �x for this problem that is currently used, is executing the FM demodu-
lation task 50 times in a row. 50 Executions of the FM demodulation task are
grouped together which means that the DAB demodulation task interferes at
most once per 50 executions. The 50 executions take 750µs and have a period
of 1250µs . With this grouping, the traditional analysis method concludes that
both the applications can meet their throughput. The response time of the FM
demodulation task is equal to 1.2ms and also the response time of the DAB de-
modulation and Data Out task together is equal to 1.2ms . The FM demodulation
can start after the corresponding ADC has produced 50 · 8 samples, 1.25ms after
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the source starts. Using the method of Section 5.7 we conclude that a bu�er size
of 2 · 50 times the blocksize is su�cient for the bu�er between the FM ADC and
the FM demodulation task (2 · 50 · 8 samples). The DAB demodulation starts after
the ADC has produced 2048 samples, 1ms after the sources starts. Two times
the blocksize (2 · 2048 samples) is thus su�cient for the bu�er between the DAB
ADC and the DAB demodulation task.

The problem can be solved more accurately and elegantly with the analysis
method that is described in this chapter. With this analysis method it is not
needed to group the executions of the FM demodulation task together because
the actual enablings are taken into account. The analysis methods described in
Section 5.2 conclude that the throughput constraints can be met. The worst-case
response times of both the demodulation tasks are equal to 465µs which is much
less than the response times of the grouping solution (61.25% less). The bu�er
sizes can be determined using the method presented in Section 5.7.1. The FM
demodulation task can start 25µs after the source starts (8 samples) and using
Equation 5.50 we conclude that the size of the bu�er between the FM ADC and
FM demodulation needs to be larger than 25+465−0

25 times the blocksize. A bu�er
size of 20 times the blocksize (20 · 8 samples) is thus su�cient for this bu�er.
This is a reduction of 80% compared to the solution of the previous paragraph.
The bu�er between the DAB ADC and the DAB demodulation task needs to be
larger than 1000+465−0

1246 times the blocksize. A size of 2 times the blocksize (2 · 2048
samples) is thus su�cient for this bu�er. The size of this bu�er is equal to the
bu�er size that was determined in the previous paragraph.

5.10 Conclusion

In this chapter we introduced a temporal analysis method which can be used
to analyze systems with non-starvation-free schedulers using data�ow analysis
techniques for SDF graphs. Single processor as well as multiprocessor systems
can bene�t from the methods presented in this chapter. Because the actual data
dependencies between tasks are used, a higher accuracy of the analysis results
can be obtained than is possible when tasks are assumed to be independent.

The presented analysis techniques do not make assumptions on the graph
topology and do therefore allow cyclic graph topologies. Also the combination
between cyclic resource dependencies and cyclic data dependencies is supported
which is unique. Next to that, the correlation between di�erent event streams is
preserved which can lead to accuracy improvements compared to related analysis
approaches. Furthermore, the analysis method allows to take bu�er capacity con-
straints into account during the analysis and can be used to determine su�cient
bu�er capacities afterwards.

Upper and lower bound schedules are used to determine enabling character-
izations. The enabling characterization allows more modeling freedom than
characterizations based on periods and enabling jitters. This is illustrated in the
case-study. Also a linearized variant of the analysis �ow is presented. This linear
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variant does use the enabling jitter of tasks and an upper bound on their response
times to enable an analysis �ow that has a polynomial time-complexity for HSDF
graphs. This conservative analysis method can therefore be used to explore the
design space faster. Next to that, it can be used to minimize bu�er capacities.

We expect that the presented throughput analysis approach based on enabling
characterizations can be generalized, enabling the accurate analysis of systems
with non-starvation-free schedulers in combination with more expressive data-
�ow models, such as CSDF [BELP96] and VRDF [WBS08a] models.



CHAPTER 6
Compositional Temporal

Analysis Model

Abstract – The incremental design and analysis of parallel hard real-time
stream processing applications is hampered by the lack of an intuitive compo-
sitional temporal analysis model that supports arbitrary cyclic dependencies
between tasks.

This chapter introduces a compositional temporal analysis model for hard
real-time systems, called the Compositional Temporal Analysis (CTA) model.
In the CTA model, arbitrary cyclic dependencies can be speci�ed. The CTA
model also supports hierarchical composition and incremental design of timed
components. Hiding the internal structure of components without changing
the temporal properties is also possible. Furthermore, we show in this chapter
that the CTA model can be used as an abstraction of timed data�ow models
and that e�cient analysis algorithms exist for the CTA model.

The previous chapters discussed abstractions for aperiodic multiprocessor sys-
tems based on data�ow analysis models. These abstractions focus mainly on
accurate and broadly applicable methods for the temporal analysis of stream
processing applications. Methods that give insight in the temporal behavior of
these applications are very important. However, the design and veri�cation of
such stream processing applications is currently hampered by the lack of suitable
compositional temporal analysis models. As a result, an incremental design style
to reduce the complexity of the design and the analysis of these systems is hard
to apply. Ideally, such an incremental design style would allow the grouping of

The material in this chapter is based on work presented in [HGWB12].
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Figure 6.1: Composition of SDF actors.

components into subsystems that are characterized in isolation without loss of
accuracy.

A limitation of data�ow models is that they are not compositional in general.
A model is compositional if the properties of a composition of components can
be deduced from the properties of the individual components without knowing
their internal hierarchy. In the SDF model for example, composition is not always
possible [JSL95, TBG+13] because deadlock freedom and token rate consistency
of an SDF graph can only be checked if the SDF graph contains no hierarchy.

Figure 6.1, taken from [TBG+13], illustrates that the SDF model is not composi-
tional. In Figure 6.1(a) an SDF graph is shown that is deadlock free because there
are always su�cient tokens in one of the queues to �re one of the actors. How-
ever, when actors A and B are composed into an actor P , an issue with de�ning
the rate at which actor P transfers tokens arises. Using consistent rates, which
guarantee that there is no in�nite accumulation of tokens on the edges, gives the
SDF graph shown in Figure 6.1(b). However, this graph deadlocks because the
numbers of initial tokens are insu�cient. Even initially, no actor is enabled.

In this chapter we introduce the CTA model. We show that an abstraction can
be made from an SDF graph to a CTA model in which hierarchical composition
of components can be performed and incremental design is supported. It is also
shown that the CTA model can model latency constraints and strictly periodic
sources and sinks. The CTA model also supports arbitrary cyclic dependencies
between components.

The outline of this chapter is as follows. The basic idea behind the CTA model
is presented in Section 6.1. Section 6.2 describes the CTA component model in
detail. Composition of CTA components is discussed in Section 6.3. The use of the
CTA model is illustrated in Section 6.4. Related work is discussed in Section 6.5
and the conclusions are presented in Section 6.6.

6.1 Basic Idea

In this section we provide an informal introduction to the CTA model which is
formalized in subsequent sections.
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Figure 6.2: Example of a CTA component.

Components in the CTA model consist of ports and directed connections be-
tween ports. Ports transfer data at a current rate r which is bounded by a max-
imum rate r̂ . Connections introduce a total delay of ∆ which depends on the
current transfer rate of the connection. This delay speci�es the time it takes for
data to go through the connection. When ports are connected, their transfer rates
are coupled by a �xed ratio which is speci�ed by the connection. An example
of such a component in the CTA model can be found in Figure 6.2. The example
contains a CTA component A that consists of three ports which are connected
by two connections. With the proposed CTA component description, we can
conservatively model the periodic temporal behavior of data�ow graphs.

In Chapter 2 it has been shown that data�ow graphs can conservatively model
the temporal behavior of streaming applications. Thanks to the monotonicity
property of data�ow graphs, earlier production times, can not lead to worse
temporal results. Therefore, these production times can be chosen conservatively.
Furthermore, we call a data�ow graph to be temporally conservative to a task
graph when every data item arrives earlier in the bu�er than the corresponding
token arrives in the queue of the data�ow graph.

We propose the CTA model as an additional level of abstraction in which the
arrival of data is modeled temporally conservative (pessimistic) to the arrival of
tokens in the data�ow graph by bounding a possible schedule of the data�ow
graph with linear bounds. The CTA model is then temporally conservative to an
application if the data�ow graph is also temporally conservative to the applica-
tion. It is guaranteed that in the application data arrives earlier than is assumed
during the temporal analysis of the CTA model. Furthermore, compared to tem-
poral analysis of data�ow graphs, the CTA model adds composition and hiding
possibilities.

Figure 6.3(a) contains a data�ow graph and Figure 6.3(c) shows the CTA model
that corresponds to this graph. An actor in the data�ow graph is translated to
a component where each incoming or outgoing queue of the actor becomes a
port. Inside the component, all ports corresponding to an incoming queue are
connected to all ports corresponding to an outgoing queue. The queues between
actors in the data�ow graphs correspond with connections between components
in the CTA model. In this example, the delays of the internal connections of
the CTA components correspond with the �ring durations of the corresponding
actors. Initial tokens on a queue correspond with a negative, rate dependent,
delay on the corresponding connection. This negative delay ∆ represents data
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Figure 6.3: Data�ow graph and the corresponding CTA model with the schedules
used for temporal analysis.

that can initially be used, i.e. data can be used∆ time units before data is produced
on the connection. For illustration we have chosen a transfer rate of 1

4 token per
time unit in Figure 6.3.

Figures 6.3(b) and 6.3(d) show that the delays of the CTA model in Figure 6.3(c),
model the temporal behavior of the data�ow graph in Figure 6.3(a) conservatively.
Figure 6.3(b) contains periodic schedules of actors E and F . The circles mark
the consumption times of tokens and the squares mark the production times of
tokens. On a queue, tokens can only be consumed after they are produced, which
means that all the consumptions (circles) of F need to take place at a later time
stamp than the corresponding productions (squares) of E. Purely for illustration
purposes we have added time between these production and consumption times
while they could occur at the same time.

The periodic schedules as shown in Figure 6.3(b) can be bounded by linear
bounds which are illustrated with dashed and solid lines. Figure 6.3(d) contains
only these linear bounds. The bound on the consumptions (dashed line) assumes
earlier (or equal) consumption times of tokens and the production bound (solid
line) assumes later (or equal) production times of tokens. We can use these linear
bounds in the analysis because they assume later production times of data which
leads to a conservative temporal analysis result (see Chapter 2). The CTA model
of a data�ow graph is based on these linear bounds.

In the CTA model, periodic event sequences are used to express constraints.
Such a periodic event sequence is an event sequence as used in Chapter 2 in which
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the distance between each event is equal. These periodic event sequences are
speci�ed using an o�set and a distance between events. The delays in the CTA
model shift such a periodic event sequence over the time axis and thus change
the o�set. The delays in the CTA model are therefore chosen to be equal to the
horizontal di�erence between the linear consumption and production bound on
the schedules of the corresponding data�ow actors. This represents the maximum
time between the consumption of data on one port and the production on the
other port. The delay on the connection from F ′ to E ′ speci�es the amount of
initially available data, which can be computed with the number of initial tokens
on the corresponding queue in the data�ow model. The time it takes to produce
x tokens on a queue is in fact equal to x divided by the transfer rate of data on the
connection. Actor E can transfer one token per four time units, i.e. the transfer
rate is maximally 1

4 , and thus, component E ′ can start consuming events −2
1/4 time

before F ′ starts producing events.
Connections in the CTA model can change the transfer rate with a �xed ratio.

This can be seen as increasing or decreasing the distance between events of the
periodic event sequence with a �xed amount of time.

Composition and hiding Figure 6.4(a) shows two CTA components, A and
B. The ports of the components are drawn as small circles and are named px .
The maximum rates of the ports are shown in the table below the components
and are denoted by r̂ . When composing components, connections are added
between the ports of the components. Arrows in this �gure denote connections
and the numbers written next to these arrows represent the delay introduced
on the connection. The current rates of the ports connected by connections are
coupled with a �xed transfer rate ratio which means that the maximum current
rates of ports are adapted to the slowest port in the chain of connected ports.
This transfer rate ratio is not shown in the �gure, but can be found by dividing
the maximum transfer rates (r̂ ) from the table in Figure 6.4(a). Between p1 and
p3 the transfer rate ratio is equal to r̂ (p3 )

r̂ (p1 )
= 2 which means that the transfer rate

is doubled. The transfer rate ratios of the other connections in Figure 6.4(a) are
equal to 1.

Figure 6.4(b) shows the composition of components A and B into a component
C where the connections between p2 and p4 and between p3 and p5 are added in
the composition. The maximum current rates that are possible given the transfer
rate ratios of the connections are shown in the table denoted by r̄ . As shown in
this �gure, the composition of components is again a component.

The ports that are connected in the composition can also be hidden without
changing the characteristics of the component. This can be done by iteratively
removing an internal port and creating a connection for each pair of ports which
had a connection via this port. The delays of these new connections can be found
by adding the delays of the original two connections together. The result of
hiding all the internal ports of the composition of Figure 6.4(b) is component D
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(a) Two components with two new connections that will be
added

p1 p2 p3 p4 p5 p6 p7

2 2 4 1 2 1 2
1 1 2 1 2 1 2

r̂
r̄

CC

2

2

1

3
p1

p4

p7

p6
p2

p3 p5

3

3

(b) Result of composition

p1 p6 p7

2 1 2
1 1 2

r̂
r̄

D

6

8
p6

p7
p1

(c) Result of hiding

Figure 6.4: Components, composition and hiding in the CTA model. The tables
below the models contain the visible ports, their maximum rates r̂ and their
maximum current rates r̄ .

which is shown in Figure 6.4(c). The delays of the resulting connections are equal
to the sum of the delays of the original connections.

Consistency Not all compositions are possible. A composition must be con-
sistent, which means that it must be able to meet the constraints imposed on
the resulting component. Adding connections can have the result that a port
is connected by multiple connections which means that there can be a con�ict
in the ratios enforced by the di�erent connections. This type of consistency is
similar to the consistency check for SDF graphs and it indicates accumulation of
data at a lower level of abstraction.

It must be enforced that data becomes available in time. The delay of a connec-
tion speci�es the time it takes for data to go through the connection. There can
be cyclic connections between ports. This means that if the total time it takes
for data to travel through such a cycle of connections is positive, data arrives too
late. Because delays can be rate dependent, we can calculate maximum transfer
rates for which all cycles have a negative cumulative delay. If such rates can
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not be found, the composition is inconsistent. If a CTA model corresponds to
an SDF graph, inconsistency of a composition usually indicates deadlock in that
SDF graph.

6.2 Component model

A component in the CTA model is de�ned as a tupleV = (P, r̂,C, λ,ϕ, ϵ). The ports
of the component are speci�ed by P. Each port has a strictly positive maximum
transfer rate which is speci�ed by r̂ : P → R+. We use r (p) ≤ r̂ (p) as the current
rate at which port p transfer data.

The set of connections between ports of the component is de�ned byC ⊆ P×P.
A connection (p,q) ∈ C is directed from port p to port q and we use cpq as a
shorthand for (p,q). For each connection in the component, a speci�cation of
the delay introduced on the connection is given by ϕ and ϵ, where ϵ : C → R
speci�es a constant delay on a connection and ϕ : C → R a rate dependent delay.

The transfer rates of ports of a connection (p,q) are coupled with a �xed ratio.
This ratio is speci�ed by λ : C → R+. The current rate of port q of a connection
(p,q) is coupled to the current rate of port p: r (q) = λ(cpq ) · r (p).

We de�ne the transfer rate on a connection (p,q) to be equal to the transfer
rate of the sending port: rc (cpq ) = r (p). The time that data is delayed over a
connection (p,q) depends on the transfer rate of the connection and is equal
to: ∆(cpq ) = ϵ(cpq ) +

ϕ(cpq )
rc (cpq )

. The total delay of a connection can be negative to
specify that when the corresponding application starts, data is available at the
connection.

We introduce periodic event sequences as the unit of computation in the CTA
model. Such a periodic event sequence is an event sequence as used in Chapter 2
in which the distance between each event is equal. A periodic event sequence
can be speci�ed as a tuple (o, `). With o the o�set of the event sequence and ` the
distance between events. The time at which event n occurs in an event sequence
(o, `) is then equal to τ (n) = o+n · `. The rate r of such a periodic event sequence
is equal to 1

` .
The semantics of ports in the CTA model can be formalized using such periodic

event sequences. A port p can produce event n on its outgoing connections at
the moment that event n is available at all of its incoming connections. The
moment at which the �rst event can be produced is called the start time s (p) of
port p. This moment is larger than or equal to the maximum of the o�sets of
the incoming periodic event sequences. The maximum rate at which port p can
produce data from that moment on is equal to the minimum of the rates of the
incoming periodic event sequences.

A connection in the CTA model can also be formalized using periodic event
sequences. A connection is always directed from one port to another. Thus a
connection (p,q) receives one periodic event sequence from port p and produces
a periodic event sequence on port q. The semantics of the connection can be
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p q

(
λ(cpq ), ϵ (cpq ),ϕ (cpq )

)

(
op , `p

) (
oq , `q

)

Figure 6.5: Periodic event sequences of a connection.

formalized as a transformation of the parameters of the incoming periodic event
sequence. Consider the situation illustrated in Figure 6.5. Given a periodic event
sequence (op , `p ) at port p the periodic event sequence on port q is constrained
by connection (p,q). The event sequence at port q is then equal to (oq , `q ) with
oq ≥ op + ϵ(cpq ) + `p · ϕ (cpq ) and `q = 1

λ(cpq )
· `p .

6.3 Composition

In this chapter we use the following de�nition for compositionality which is
taken from [Ost95]:

De�nition 6.1:
A system is called compositional, if the properties of a complex system can be de-
duced from the speci�cations of its component modules, without any further infor-
mation about the exact internal structure of these modules.

In this section such a composition function is de�ned for the CTA model. The
composition of components is again a component and the properties of this new
component can be deduced from the individual components of the composition
and the added connections between the components. Only consistent compo-
sitions are allowed as will be de�ned in subsequent sections. Furthermore, the
connections between the external ports of a component, including their proper-
ties su�ces for making a valid composition.

In Section 6.3.1 we describe the composition function itself. In Section 6.3.2 the
consistency of a composition is discussed. Associativity of the composition func-
tion of the CTA model is presented in Section 6.3.3. The last section, Section 6.3.4,
de�nes a function which can hide ports from the speci�cation of a component
without losing any information on the resulting ports of the component.

6.3.1 Specification
Composing two components in the CTA model adds connections between
the two components. Consider two components A = (PA , r̂A ,CA , λA ,ϕA , ϵA ) and
B = (PB , r̂B ,CB , λB ,ϕB , ϵB ) where PA and PB are disjoint sets of ports. The result of
the composition D = A⊕B is a new component which is speci�ed by A, B and ⊕.
The compose function ⊕ adds connectionsC⊕ between components A and B with
C⊕ ⊆ (PA ∪PB ) × (PA ∪PB ). The ratio between the rates on the added connections
is speci�ed by the function λ⊕ : C⊕ → R, the rate dependent delay introduced
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on the new connections by the function ϕ⊕ : C⊕ → R and the constant delay by
ϵ⊕ : C⊕ → R.

The result of the composition D = A⊕B, is formalized as the component
speci�cation D = (PD , r̂D ,CD , λD ,ϕD , ϵD ). The ports of D are equal to the union of
the ports of A and B, i.e. PD = PA ∪ PB . The maximum rates r̂D are de�ned using
the maximum transfer rates of A and B:

r̂D (p) = r̂x (p) for all p ∈ Px , with x ∈ {A,B}

The set of connections between the ports of component D is speci�ed by
CD = CA ∪ CB ∪ C⊕ . For each of these connections the rate ratio λD , the rate
dependent delay ϕD , and the constant delay ϵD , are speci�ed as follows:

λD (c ) = λx (c ) for all c ∈ Cx , with x ∈ {A,B, ⊕}

ϕD (c ) = ϕx (c ) for all c ∈ Cx , with x ∈ {A,B, ⊕}
ϵD (c ) = ϵx (c ) for all c ∈ Cx , with x ∈ {A,B, ⊕}

6.3.2 Consistency
A CTA component needs to meet a certain number of constrains. Rates of ports
are coupled by connections between ports and the constraints imposed on the
start times of ports, needs to be met. Because a port can be connected by multiple
in- and/or outgoing connections, multiple constraints must be met for a port. We
call a CTA component consistent if all the constraints for all the ports can be met.

Composing two consistent components can lead to inconsistencies because
cyclic constraints that can not be met can be created between the two components.
This section presents a method to verify the consistency of a component. This
method can obviously also be used to check if a composition (which itself is also
a component) is consistent. Inconsistent compositions and components are not
allowed in the CTA model because they have ports on which it is not possible to
transfer any data or connections on which data is accumulated.

A CTA component V = (P, r̂,C, λ,ϕ, ϵ) describes the following set of con-
straints: The transfer rates of ports connected by connections are coupled:

∀ci j ∈ C : r (j ) = λ(ci j ) · r (i )

Furthermore, the start time s (p) of a port p needs to be larger or equal than
the o�sets of all the periodic event sequences on the incoming connections. The
o�set on an incoming connection can be speci�ed using the start time of the
other port of the connection and the delay of the connection. The start time
constraint for all the ports can thus be enforced with:

∀ci j ∈ C : s (j ) ≥ s (i ) + ϵ(ci j ) +
ϕ (ci j )

r (i )
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Next to that we have that the transfer rate of ports is larger than 0 and smaller
or equal than its maximum rate:

∀p ∈ P : 0 < r (p) ≤ r̂ (p)

We now de�ne a component to be consistent if a solution exist for the LP
program, de�ned in Algorithm 5, in which we have substituted r (p) by 1/ ¯̀(p).
Note that LP programs can be solved in polynomial time and thus checking the
consistency of a component has a polynomial time-complexity.

Algorithm 5 : Consistency

Minimize
∑

p∈P
¯̀(p)

Subject to

∀ci j ∈ C : ¯̀(j ) = 1
λ(ci j )

· ¯̀(i ) (6.1)

∀ci j ∈ C : s (j ) ≥ s (i ) + ϵ(ci j ) + ϕ (ci j ) · ¯̀(i ) (6.2)

∀p ∈ P : ¯̀(p) ≥ 1
r̂ (p)

(6.3)

Algorithm 5 not only checks consistency but also calculates for each port the
minimum event distance. This corresponds with calculating for each port p the
maximum possible transfer rate r̄ (p) = 1/ ¯̀(p) for which the component is con-
sistent. These maximum possible transfer rates can be useful if one is interested
in the temporal properties of the component.

The set of constraints imposed by the composition of components A and B is
equal to the union of the set of constraints that describes A, the set of constraints
that describes B, and the set of constraints that describes the connections between
A and B.

The solution of LP programs is exact in the sense that there is no smaller
solution for the LP for which the constraints are satis�ed. Furthermore, we show
that for each p ∈ P the optimal value is unique, i.e., there can be only one value
for ¯̀(p) for which the solution of the LP is optimal. This is shown as follows:
a CTA component can be seen as a directed graph made by the ports and the
connections of the component. This directed graph is split in k weakly connected
subgraphs. Such a weakly connected subgraph can be seen as a set of ports and
connections between these ports such that there exists a path between each pair
of ports of the subgraph. The subgraph is called weakly connected because the
paths between the ports which make the subgraph weakly connected do not need
to follow the directions of the connections. Note that there exist no connections
between the di�erent weakly connected subgraphs.

Because each pair of ports in a weakly connected subgraphs are connected,
the distances between the events of all the ports in a weakly connected subgraph
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are coupled, i.e. ¯̀(q) = ξ · ¯̀(p) with ξ a constant and ports q and p belonging
to the same weakly connected subgraph. We call the ports of a subgraph i , Pi ,
and use |Pi | for the number of ports of subgraph i . Because of the coupled event
distances, we can write the sum of minimum distances between events of each
port in subgraph i as follows:

∑

p∈Pi
¯̀(p) = ¯̀(p0 ) + ξ1 · ¯̀(p0 ) + . . . + ξ |Pi |−1 · ¯̀(p0 )

= ¯̀(p0 ) ·
(1 + ξ1 + . . . + ξ |Pi |−1

) (6.4)

Minimizing ∑
p∈Pi is thus equivalent to minimizing ¯̀(p0 ) for which one unique

and exact minimum solution exists. There can thus be only one assignment to
the individual values for ¯̀(p) that leads to the optimal solution for the minimum
distances between events of a subgraph. Because the di�erent weakly connected
subgraphs are not connected, the optimal solution for a subgraph can not in-
�uence the minimal distances of other subgraphs, i.e., smaller minimum event
distances for one weakly connected subgraph can not result in larger distances
between events of another subgraphs. The minimum event distances calculated
with Algorithm 5 are thus optimal and unique for each port p ∈ P.

6.3.3 Associativity
This section shows that the composition operation is associative. This means
that the resulting CTA model, after performing multiple compositions, does not
depend on the order in which these compositions take place. This allows for
incremental design because the consistency of compositions can be checked even
if not all components are fully speci�ed. The consistency of a subsystem can thus
be checked separately from the complete system because composing the complete
system does not depend on the order in which the di�erent compositions are
done.

Consider two compositions of three components: A⊕0 (B ⊕1C ) and (A⊕2B) ⊕3C .
We require that the set of added connections and the corresponding functions,
i.e., λ, ϵ and ϕ, of ⊕0 ∪ ⊕1 are equal to the connections and functions added by
⊕2 ∪ ⊕3 . We use the notation ⊕0 ∪ ⊕1 = ⊕2 ∪ ⊕3 for this.

With this requirement we prove the associativity of the composition operation
for the CTA model with the following proposition:

Proposition 6.1:
If ⊕0 ∪ ⊕1 = ⊕2 ∪ ⊕3 then also A⊕0 (B ⊕1C ) = (A⊕2B) ⊕3C .

Proof. With composition, the ports, their connections and the delays on the con-
nections of the components are not changed, see Section 6.3.1. Because also the
added connections are equal for both compositions the resulting components are
indeed equal.
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(a) CTA model before hiding

x z

(b) CTA model after hiding port y

Figure 6.6: Example of a CTA component where port y is hidden.

As discussed in Section 6.3.2, composition of components is equal to taking
the union of the constraints of the components with the added constraints for the
connections between the components. Union of sets is an associative operation
so the constraints imposed by both the compositions are also equal. Because
the constraints are equal also the possible solutions are equal. As shown in
Section 6.3.2 solving the consistency algorithm always results in the exact and
unique solution. No intermediate approximations are done which means that the
composition operation is associative. �

6.3.4 Hiding

Ports of a component that do not need to be connected from outside the compo-
nent can be hidden from the component description. Hiding removes the port
while maintaining the same constraints between the remaining ports of the com-
ponent. It is therefore an exact operation in the sense that it does not change the
temporal properties of the remaining ports. The transformation of Figure 6.4(b)
into Figure 6.4(c) shows an example of hiding.

Often, when applying the compose function ⊕ on two components A and B,
the ports that become connected by the added connections C⊕ , do not need to
be visible to the outside anymore. These ports can be hidden from the interface
description of a component with the method presented in this section. This leads
to a smaller description of the component. Next to that, it enables hierarchy and
it enables the creation of valid black-box components for which only the external
ports together with the connections between these external ports are known.

The idea of hiding a port p is that all the indirect constraints between ports
which follow from connections from and to p are replaced by direct constraints.
This is done by adding connections from all the ports with a connection to p to
all the ports with a connection from p. We illustrate this with the example shown
in Figure 6.6. Port y is hidden from the component description and the indirect
constraints imposed by port y need to be redistributed. This is done by removing
the two connections (x ,y) and (y, z) and adding a new connection (x , z). The
characterization of this new connection is as follows.

We have that r (y) = λ(cxy ) · r (x ) and r (z) = λ(cyz ) · r (y) and thus we have
r (z) = λ(cxy ) · λ(cyz ) · r (x ). When we choose λ(cxz ) = λ(cxy ) · λ(cyz ) we have
r (z) = λ(cxz ) · r (x ).
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Next to that, the total delay of the two connections is equal to:
∆(cxz ) = ∆(cxy ) + ∆(cyz ) = ϵ(cxy ) +

ϕ(cxy )
r (x ) + ϵ(cyz ) +

ϕ(cyz )
r (y ) .

Because r (y) = λ(cxy ) · r (x ) we have that ϕ(cyz )
r (y ) =

ϕ(cyz )

λ(cxy )

r (x ) and thus:

∆(cxz ) = ϵ(cxz ) +
ϕ(cxz )
r (x ) with ϵ(cxz ) = ϵ(cxy ) + ϵ(cyz ) and ϕ (cxz ) = ϕ (cxy ) +

ϕ(cyz )
λ(cxy )

.

We can generalize this approach to the following method in which we hide
a port p ∈ P from a component V = (P, r̂,C, λ,ϕ, ϵ) such that a new component
V ′ = (P ′, r̂ ′,C ′, λ′,ϕ ′, ϵ ′) is created. We have P ′ = P \ {p} and r̂ ′(p) = r̂ (p) for
every port p ∈ P ′

We �rst add the following direct connections to bypass the indirect connections
via p:

C ′ = C ∪ Cn with
Cn = {(i, j ) | (i,p) ∈ C ∧ (p, j ) ∈ C}

The values for λ′(c ), ϵ ′(c ) and ϕ ′(c ) for connections c ∈ C are equal to λ(c ),
ϵ(c ) and ϕ (c ) respectively. The values for connections c ∈ Cn are as follows:

λ′(ci j ) = λ(cip ) · λ(cpj ) with cip , cpj ∈ C
ϵ ′(ci j ) = ϵ(cip ) + ϵ(cpj ) with cip , cpj ∈ C

ϕ ′(ci j ) = ϕ (cip ) +
ϕ (cpj )

λ(cip )
with cip , cpj ∈ C

A number of constraints imposed by port p remain. Self connections from port
p back to itself need to be redirected and also the maximum rate constraint of
port p needs to be moved. We �rst calculate the maximum and minimum rate
that is enforced by the constraints on port p and then move these maximum and
minimum rate constraints to the ports which originally had a connection to port
p.

A self connection of port p imposes a maximum rate constraint when it has a
positive constant delay. In that case it also does have a negative delay otherwise
the CTA component would not be consistent. The maximum rate that is enforced
by such a connection is equal to −ϕ

ϵ . For example if a self connection has a
constant delay of ϵ = 3 and a variable delay of ϕ = −5 we have: 3 + −5

r ≤ 0 and
thus r ≤ 5

3 with r the transfer rate of the port.
The maximum rate imposed by self connections and the maximum rate speci-

�cation is thus equal to:

rmax (p) =min

(
r̂p , min

c ∈Cmax

(−ϕ (c )
ϵ(c )

))

with Cmax =
{
c | c ∈ C ∧ c = (p,p) ∧ ϵ(c ) > 0}

(6.5)
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When the constant delay of a self connection of port p is negative, a minimum
rate constraint can be speci�ed. Consider a self connection with a constant delay
of ϵ = −3 and a variable delay of ϕ = 5. The rate constraint imposed by this
connection is: −3 + 5

r ≤ 0 and thus r ≥ 5
3 with r again the transfer rate of the

port.
The minimum rate imposed by self connections can be determined similarly

as the maximum rate constraint:

rmin (p) = max
c ∈Cmin

(
ϕ (c )

−ϵ(c )
)

with Cmin =
{
c | c ∈ C ∧ c = (p,p) ∧ ϵ(c ) < 0}

(6.6)

Now we add these constraints to each of the ports which originally had a
connection to port p. We add one self connection to model the maximum transfer
rate constraint and if the minimum rate constraint is de�ned, we add another
self connection to model this minimum transfer rate.

We �rst add the self connection toC ′ on a port i to model the maximum transfer
rate. This port i has in the original CTA model a connection cip to port p. This
new self connection has a transfer ratio of λ = 1, a constant delay of ϵ = 1 and a
variable delay of ϕ = −rmax (p).

If a minimum rate constraint on port p was de�ned, we add a self connection
to C ′ on every port i for which a connection cip existed in the original CTA
component. This self connection has a transfer ratio of λ = 1, a constant delay
of ϵ = −1 and a variable delay of ϕ = rmin (p).

Now all the constraint on and via port p are redirected. As a last step, the
connections to and from port p can safely be removed from C ′.

The presented method for hiding a port only redistributes constraints between
the remaining ports and does not add or remove constraints. Hiding a port
thus does not in�uence the consistency of the component and also the temporal
properties of the component do not change.

6.4 Practical applications of the CTA model

An analysis model becomes useful if it can be derived from a di�erent level of
abstraction. In this section we illustrate some of the applications of the CTA
model and give some examples of how the CTA model can be used as an extra
level of abstraction.

In Chapter 2 it has been shown that di�erent types of data�ow models can be
used to model the temporal behavior of real-time applications. In Section 6.4.1
we give an example of how an SDF graph can be temporally analyzed with a
conservative CTA model. This conservative CTA modeling is enabled by an
extension of research performed on the linearized analysis of SDF graphs.

There are di�culties with expressing periodic sources and sinks in data�ow
graphs. Section 6.4.2 shows how to include such periodic sources and sinks in
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(a) SDF actor

r̂c =
γ
ρ r̂p =

π
ρλ = π

γ , ϵ = ρ, ϕ = γ − 1

(b) CTA component

Figure 6.7: Translation of an SDF actor to a CTA component.

the analysis of CTA models. Furthermore, we illustrate in Section 6.4.3 how the
CTA model can be used to calculate the sizes of bu�ers of applications. Adding
latency constraints to data�ow graphs is in general also di�cult. In Section 6.4.4
we show that latency constraints can be analyzed with the CTA model.

This section is concluded with a case-study in which the CTA model is used
to model the temporal behavior of a car-radio application.

6.4.1 CTA abstraction of SDF graphs
This section shows that the CTA model can be used as an abstraction of SDF
graphs. Exact analysis of SDF graphs often uses a transformation from the SDF
graph to a corresponding HSDF graph. This transformation has a worst-case
exponential blowup in the number of nodes and connections [JSL95]. By using
linear bounds to conservatively bound schedules of the SDF graph, the transfor-
mation to an HSDF becomes redundant. The abstraction from an SDF graph to a
CTA model uses these linear bounds and thus results in an analysis method in
which the transformation to an HSDF graph is super�uous. The analysis algo-
rithms de�ned for the CTA model have a polynomial computational complexity
which means that using the CTA model as an abstraction for an SDF graph, the
SDF graph can be conservatively analyzed in polynomial time.

Given that a periodic schedule exists between such linear bounds, and given
that the self-timed execution of SDF graphs has a monotonic temporal behavior,
it can be concluded that tokens are produced earlier than in the periodic schedule,
see Chapter 2. Using linear bounds only leads to conservative analysis results
because the bound on the production of tokens assumes later production times
than the periodic schedule.

Figure 6.7 shows the abstraction of an SDF actor to a CTA component. Every
incoming and every outgoing edge of the SDF actor corresponds to one port of
the CTA component. Figure 6.7(a) illustrates the case for one incoming and one
outgoing edge of the actor. The corresponding CTA component in Figure 6.7(b)
has two ports. Every �ring of the actor in Figure 6.7(a) takes ρ time and every
�ring γ tokens are consumed from the incoming edge and π tokens produced
on the outgoing edge. The actor has a self-edge with one token to denote that
its �rings may not overlap which means that it can �re maximally once every ρ
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α̂c = rc · t + (γ − 1)

α̌p = rp · (t − ρ)

1−γ
rc

ρ time

cumulative
token transfer

Figure 6.8: Linear bounds on a schedule for the actor shown in Figure 6.7(a) with
γ = 3, π = 2 and ρ = 3.

time units. The maximum transfer rates of the actor are thus equal to γ
ρ for the

incoming edge and π
ρ for the outgoing edge. These transfer rates are used as the

maximum rates of the corresponding ports in the CTA component. Note that if
an actor does not have a self-edge, its maximum transfer rate would be equal to
in�nity. This can still be analyzed using a CTA component that does not have
constraints on the maximum transfer rates of its ports.

The connections of the CTA component are as follows. For every port of
the CTA component that corresponds to an incoming edge of the SDF actor,
connections are added to every port that corresponds to an outgoing edge of the
SDF actor. For example, if the SDF actor has 2 incoming edges and 3 outgoing
edges, then the corresponding CTA component will consist of �ve ports and six
connections between these ports.

Figure 6.7(b) shows the typical characterization of a connection in the created
CTA component. The transfer rate ratio of the connection is equal to the number
of tokens produced on the corresponding outgoing edge divided by the number of
tokens consumed on the corresponding incoming edge. For the CTA component
illustrated in Figure 6.7(b) this ratio is equal to π

γ .
For the calculation of the delay on the connection, we use the discussed linear

bounds. Figure 6.8 shows a periodic schedule for the actor of Figure 6.7(a). The
vertical axis shows the cumulative token transfer and the horizontal axis the
elapsed time. The consumptions of tokens is visualized with circles and every
�ring,γ = 3, tokens are consumed at the beginning of that �ring. The productions
of tokens are visualized with squares. The number of produced tokens in every
�ring equals π = 2 and the tokens are produced at the end of the �ring. The
duration of a �ring is ρ = 3.

We have drawn the schedule with a consumption rate of rc = 3
6 and a pro-

duction rate of rp = 2
6 . The start time of each �ring f is de�ned as: s ( f ) = f ·γ

rc
.

The tokens of �ring f are consumed at time s ( f ) and produced at time s ( f ) + ρ.
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We start numbering tokens with token number 0. The token with the maximum
token number that is consumed at time s ( f ) is thus token ( f + 1) · γ − 1. The
token with the lowest token number that is produced at time s ( f ) + ρ is token
f · π .

An upper bound on the consumption of tokens can be de�ned with the formula
α̂c = rc · t + (γ − 1) and a lower bound on the production of tokens can be de�ned
as α̌p = rp · (t − ρ). This is illustrated in Figure 6.8.

The delay of a connection can then be seen as the horizontal di�erence between
the production bound, α̌p , and the consumption bound, α̂c , on the x-axis (α̌p = 0
and α̂c = 0). This corresponds to the di�erence in start times and is, as shown
in Figure 6.8, equal to ρ − 1−γ

rc
. The constant delay of the connection in the CTA

component is thus ρ and the rate dependent delay of the connection is γ − 1.
These delays can also be derived algebraically using the knowledge about the

consumption and production quanta of the SDF actor and using information
about the periodic schedule of the �rings. We use the notation of Chapter 2 for
event sequences. We call the event sequence on the incoming queue of the SDF
actor of Figure 6.7(a), sequence c , and the event sequence on the outgoing queue,
sequence p. The event sequence on the incoming connection of the correspond-
ing CTA component in Figure 6.7(b) is called c ′ and the event sequence on the
outgoing connection p′ .

Using the delays derived with the linear bounds of Figure 6.8, we have
p′ (0) = c ′ (0) + ρ + γ−1

rc′
andp′ (i ) = p′ (0)+ i

rp
. We show that these delays can also

be derived algebraically by conservatively approximating the periodic schedule
of the SDF actor. With this algebraic derivation we also show that the SDF actor
re�nes the corresponding CTA model, i.e., ∀i ∈N : c〈i〉 v c ′ 〈i〉 =⇒ p〈i〉 v p′ 〈i〉.

We �rst formalize the periodic schedule of the SDF actor and its enabling based
on its �ring rule. With this schedule and this enabling we derive conservative
bounds on the token production times.

Given a periodic schedule of the SDF actor we have that �ring j of the SDF
actor starts γ

rc
time units after �ring j − 1 of the SDF actor. With rc the rate of

the event sequence on the incoming queue. This is equal to what we used in the
delay derivation using the linear bounds.

Given the �ring rule of SDF actors, we know that �ring f of the SDF actor of
Figure 6.8 can start when token ( f +1) ·γ −1 can be consumed from the incoming
queue of Figure 6.8. Equivalently we know that token i is consumed from the
incoming queue in �ring

⌊
i
γ

⌋
. Given the periodic schedule of the SDF actor it

holds that token i is consumed at time stamp c (i ) = c (0) +
⌊
i
γ

⌋
· γrc .

Furthermore, token i is produced at the end of �ring
⌊
i
π

⌋
of the SDF actor.

This �ring is �nished ρ time units after it is started. Combining the information
about consumed and produced tokens we know that token i is produced at the
time stamp at which token

(⌊
i
π

⌋
+ 1

)
·γ − 1 is consumed plus the �ring duration

of the SDF actor, ρ:
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p (i ) = c
((⌊ i

π

⌋
+ 1

)
· γ − 1

)
+ ρ

Using the information about the periodic schedule we have:

= c (0) +

⌊
(b iπ c+1) ·γ−1

γ

⌋
· γ

rc
+ ρ

= c (0) +

⌊ ⌊
i
π

⌋
+ 1 − 1

γ

⌋
· γ

rc
+ ρ

We now use twice that ∀a∈R : bac ≤ a:

≤ c (0) +

⌊
i
π

⌋
· γ + γ − 1
rc

+ ρ

≤ c (0) + γ − 1
rc
+
i · γπ
rc
+ ρ

Using rp = λ(ccp ) · rc =
π

γ
· rc we obtain:

= c (0) + γ − 1
rc
+

i

rp
+ ρ

≤ c ′ (0) + γ − 1
rc
+

i

rp
+ ρ

= p′ (i ) (6.7)

Given c (0) ≤ c ′ (0) we thus have ∀i ∈N : p (i ) ≤ p′ (i ). The SDF model thus
re�nes the corresponding CTA model: ∀i ∈N : c〈i〉 v c ′ 〈i〉 =⇒ p〈i〉 v p′ 〈i〉.

An edge in an SDF graph is formed by connecting an outgoing edge from an
actor to an incoming edge of an actor. Such an edge can be abstracted in a CTA
model with a connection from the port corresponding to the outgoing edge to
the port corresponding to the incoming edge. The transfer rate ratio on such a
connection is equal to 1 and the delay of the connection can be calculated by using
the number of initial tokens on the corresponding edge. Initial tokens allow the
consuming actor to start consuming tokens before the producing actor produces
tokens. For δ initial tokens and a transfer rate r on the edge, the consuming
actor can start δ

r time before the �rst token is produced. This can be modeled
in the CTA model with a delay of −δr . The value −δ can thus be used as the rate
dependent delay ϕ of the connection in the CTA model.

Example 6.1:
Figure 6.9 shows an SDF graph and the corresponding CTA model. Given the seven
initial tokens of the SDF graph we can transform the SDF graph in an equivalent
HSDF graph, see Chapter 2. On this HSDF graph it can be computed with an MCM
algorithm [Das04, SB00] that actor va can �re on average twice every seven time
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(a) SDF graph
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1

1 1

1
A B

2 + 1
r3 + 2

r

(b) CTA model

Figure 6.9: SDF to CTA example.

units. Because actor va consumes and produces 3 tokens per �ring the average
transfer rate is equal to 3 · 2

7 =
6
7 tokens/time unit. Furthermore, all the rates in the

data�ow are equal and are called r . With Algorithm 5 we can calculate that r = 4
5

is the maximum transfer rate that ensures consistency. The calculated maximum
transfer rate using the abstraction to the CTA model is thus slightly less accurate
than the exact calculated transfer rate of the SDF model. This inaccuracy is the
result of using conservative linear bounds.

6.4.2 Periodic sources and sinks

Periodic sources are elements in an application that deliver data at a �xed transfer
rate, they can not be delayed. Similarly, periodic sinks are elements that require
data with a �xed transfer rate and can not be delayed too. Normal components
in the CTA model are characterized with maximum transfer rates in contrast to
what periodic sources and sinks require. If a periodic source or sink is composed
with other components, the rate of the ports connected to this source or sink
must adapt their transfer to this �xed rate to ensure that the components can
keep up with the source or sink. To enforce this �xed rate, extra constraints can
be added for periodic sources and sinks.

Sources and sinks can be expressed in the CTA model by modeling it as a
normal component with a maximum transfer rate for each port equal to its �xed
transfer rate. This �xed transfer rate can then be enforced in the consistency
algorithm, as de�ned in Algorithm 5, by adding an extra constraint that states
that for each port p of the source or sink, `p is equal to 1

rs
with rs the �xed

transfer rate of the source or sink. This is equivalent to adding two connection
from and to each port p of the source or sink. By choosing the delay on these
two connections correctly, the �xed transfer rate can be enforced. The rate ratio
of both these connections is equal to 1, the constant delay is equal to 1 and −1
respectively and the variable delay is equal to −rs and rs respectively.

The rate constraints imposed by these two connections are then as follows.
The �rst connection enforces: 1 + −rsr ≤ 0, which is equivalent to:

r ≤ rs
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The second connection enforces: −1 + rs
r ≤ 0, which is equivalent to:

rs ≤ r

Both connection together model thus the constraint:

r = rs

6.4.3 Buffer sizing
The CTA model can be used to calculate the required sizes of bu�ers in an appli-
cation. In this section we show how this can be done if the CTA model is used
as an abstraction for an SDF graph.

A bu�er with δ locations can be modeled in an SDF graph with two oppositely
directed edges. One edge modeling the �ow of empty locations and one modeling
the �ow of �lled locations. A token corresponds to a location in the bu�er so the
sum of the number of tokens on the two edges always needs to be less or equal
to δ tokens, to take the size of the bu�er conservatively into account. The two
edges in the middle of Figure 6.9(a) model for example a bu�er with 7, initially
empty, locations.

Typically, real-time stream processing applications have a throughput con-
straint. For example because they need to process values from a periodic source.
This throughput constraint imposed by for example a periodic source can be
included in the CTA model with the method discussed in Section 6.4.2. The
throughput which the application can meet, depends, among other things, on the
sizes of the bu�ers. Therefore, correct sizes of the bu�ers need to be calculated
to ensure that the throughput constraint can be met.

As we have seen in Section 6.4.1, the variable delay ϕ of a connection that
corresponds to an edge in an SDF graph is equal to −δ with δ the number of
tokens on the edge. If the size of the bu�er is not �xed, this number of tokens δ is
also variable. We can use the CTA model of an SDF graph to �nd su�cient values
for δ such that the throughput constraint can be met. Finding the smallest bu�er
sizes for which the throughput constraint can be met is equivalent to �nding the
maximum possible variable delays given the constraints.

For simplicity we assume a fully connected SDF graph which means that the
corresponding CTA model is also fully connected. Therefore, adding one source
or sink in the model immediately leads to �xed transfer rates of all the ports in
the CTA model. This allows us to de�ne an algorithm which calculates the values
for the variable delays for which the transfer rates can be met.

Because all the ports of the CTA model are connected, we can assume that
there is one port which de�nes the throughput constraint. We call this port pτ
with the throughput constraint 1

τ which can be enforced by enforcing that ¯̀(pτ )
is equal to τ . Next to that, we introduce a set of connections Cv which contains
all the connections for which we need to compute the variable delay. Because
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Algorithm 6 Bu�er sizing

Maximize
∑

c ∈Cv
ϕ (c )

Subject to

∀ci j ∈ C : ¯̀(j ) = 1
λ(ci j )

· ¯̀(i ) (6.8)

∀ci j ∈ C : s (j ) ≥ s (i ) + ϵ(ci j ) + ϕ (ci j ) · ¯̀(i ) (6.9)

∀p ∈ P : ¯̀(p) ≥ 1
r̂ (p)

(6.10)

∀c ∈ Cv : ϕ (c ) ≤ 0 (6.11)
¯̀(pτ ) = τ (6.12)

the numbers of tokens on the edges corresponding to these connections can only
be positive we have a constraint on the variable delay on these edges: ϕ (c ) ≤ 0.

Su�cient variable delays can now be computed with Algorithm 6. Algorithm 6
can be solved with an LP solver because the given constraints can be simpli�ed
using the fact that all the ¯̀(p) variables are constants. Because ¯̀(p) is a constant,
Equation 6.9 also forms a linear constraint. Furthermore, because all the ¯̀(p)
variables are constant, Equations 6.8, 6.10 and 6.12 can be checked locally and
can be removed from the algorithm.

The algorithm �nds assignments to the variable delays on connections such
that the throughput constraint of the corresponding application can be met. With
these variable delays, su�cient numbers of tokens can be computed. The variable
delay ϕc of a connection c is equal to −δ with δ the number of tokens on the
corresponding edge in the data�ow graph. The number of tokens on an edge is
thus equal to −ϕc with c the connection corresponding to the edge.

However, tokens in SDF graphs are integers while the solution of an LP algo-
rithm is in general a set of real values. To solve this issue we can make use of the
monotonicity property of SDF graphs as discussed in Chapter 2. This property
tells us that increasing the number of tokens on an edge cannot lead to worse
temporal results. We therefore know that the throughput constraint of the appli-
cation can still be met even if we increase the numbers of tokens in the graph.
We choose the number of tokens on an edge corresponding to a connection c
equal to ⌈−ϕc

⌉.

Example 6.2:
For the SDF graph shown in Figure 6.10(a) we want to compute the number of tokens
δ such that a throughput requirement of r = 1

2 tokens/time unit can be met. We
�rst generate the conservative CTA model shown in Figure 6.10(b) with the method
presented in Section 6.4.1. We now use Algorithm 6 on this CTA model to compute
ϕ such that ` = 1

r = 2 can be achieved. The algorithm tells us that ϕ = −2.5 is
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1 1
δ2

2 1

1
va vb

ρ (va ) = 2 ρ (vb ) = 1

(a) SDF graph with number of tokens δ to be deter-
mined

ϕ
r

A B

12 + 1
r

(b) CTA model to determine δ by
computing ϕ

Figure 6.10: Bu�er sizing example for an SDF graph with a conservative CTA
model.

B

−Lmax

Lmin

A
p1 p0

M
i o

p2 p3

Figure 6.11: A CTA model with latency constrained connections.

the largest value that can achieve a transfer rate of 1
2 . Thus with δ = d2.5e = 3

the data�ow graph should be able to meet its throughput constraint. Applying an
MCM [Rei68] algorithm on the equivalent HSDF graph indeed tells us that this is
the case.

6.4.4 Latency constraints

In the CTA model it is also possible to take latency constraints into account. Two
components that have latency constraints, should provide ports on which the la-
tency constraint can be set. These ports should internally be correctly connected
to the other ports of the component to enforce that these ports also adhere to the
latency constraints. Adding a latency constraint can then be done by adding a
connection between two such latency constraint ports of the components.

Figure 6.11 shows how this can be done in the CTA model. In the model, the
ports p0 , p1 , p2 and p3 are added to specify a maximum and a minimum latency
constraint. The connection (p0 ,p1 ) speci�es a maximum latency constraint of
Lmax time units between port o and port i and the connection (p2 ,p3 ) speci�es a
minimum latency constraint of Lmin time units between o and i .

For the maximum latency constraint, internal connections (p1 , i ) and (o,p0 )
are added such that together with (p0 ,p1 ) a delay constraint is created on ports
i and o. The connections (p1 , i ) and (o,p0 ) do not contain any delay. The start
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OUT AEC
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DAC

44.1kHz

ADC

8kHz

Figure 6.12: Block diagram of an audio echo cancellation application.

time constraint on ports enforces that data arrives at port i , maximally Lmax time
units before it arrives at o:

s (i ) ≥ s (o) − Lmax

Or equivalent:
s (o) ≤ s (i ) + Lmax

The minimal latency constraint, imposed by the path through the connections
(i,p2 ), (p2 ,p3 ) and (p3 ,o), speci�es a minimal delay between the ports i and o.
The connections (i,p2 ) and (p3 ,o) do again not contain any delay. The start time
constraint on ports ensures that data arrives at least Lmin time units later at port
o than it arrives at port i:

s (o) ≥ s (i ) + Lmin

The other connections between components A and B now need to have delays
such that the maximum and minimum latency constraints can be met.

6.4.5 Case-Study
In this section we use the CTA model to analyze the temporal behavior of a
car-radio application. The application is the audio echo cancellation application
which is also used in one of the case studies of Chapter 4. In Chapter 4 the
application is modeled using an SDF model. We show that with the CTA model
this application and its constraints can be modeled more accurately than with SDF
graphs. The application can also be analyzed, and thus designed, incrementally.

Figure 6.12 shows the block diagram of this application. A phone call can
be handled using a Bluetooth (BT ) device simultaneous with playing music at a
lower volume. To prevent the howling e�ect and to cancel the sound from the
speaker, audio echo cancellation is used. This ensures that only the speech of the



178

Ch
ap

te
r

6.
Co

m
po

si
ti

on
al

Te
m

po
ra

l
A

na
ly

si
s

M
od

el

OUT AEC
δ01

1

80

80

δ1
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ADC
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SRC
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1

80 80

δ2

Figure 6.13: SDF model of the AEC task together with its adjacent tasks.

user is sent via the BT device. The latency between the microphone and BT may
be at most 26ms .

Similar as in Chapter 4, we focus in this case-study on the Audio Echo Can-
cellation (AEC) task and its adjacent tasks. The OUT and ADC task execute
periodically at a frequency of exactly 8kHz. The adjacent Sample Rate Conver-
sion (SRC) task transforms a 44.1kHz stream to a 8kHz stream. Consistency is
ensured when the AEC task can achieve a transfer rate higher or equal to 8kHz.

Figure 6.13 contains an SDF graph of the AEC task together with its adjacent
tasks. The self-edges of all actors are omitted for clarity. The AEC actor processes
blocks of 80 samples to reduce the synchronization and scheduler overhead. The
�ring durations of the SRC, ADC and OUT actors are 1

8ms such that they can �re
at a rate of 8kHz. The �ring duration of the AEC actor is de�ned in [WBJS07]
as 9.091ms which means that its maximum transfer rate is 80 samples

9.091ms > 8kHz.
However, as discussed in Chapter 4, the AEC task contains a 48 taps �lter which
causes the �rst 48 samples to be used only for �lling the taps. Therefore, the
AEC task has an additional algorithmic delay of 48 samples

8kHz = 6ms . An actor in
the SDF graph can only model this delay inaccurately, which would lead to the
conclusion that the maximum transfer rate of AEC is less than 8kHz. Another
option would be to not model the algorithmic delay and to subtract it from the
latency constraint as is done in Chapter 4. However, this should be done carefully
because then the analysis model is only conservative when the latency constraint
is taken into account. Also the actual worst-case temporal behavior of the tasks
is then not directly included in the analysis model.

The SDF graph can be analyzed using a CTA model that can be found with the
technique presented in Section 6.4.1. Because the CTA model decouples the delay
from the transfer rate of a component, we can model the additional algorithmic
delay more accurately. The CTA model in which the AEC task is modeled with
the algorithmic delay is shown in Figure 6.14. Each port in the CTA model has a
transfer rate of 8kHz, except the port denoted by 44.1kHz which has a transfer
rate of 44.1kHz. The delays of the blue connections inside SRC, ADC and OUT
are all equal to 1

8ms . The orange connection denoted by b in SRC has a delay that
is larger than 1

8ms and we assume it to be equal to 2
8ms . Furthermore, the green
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8ms
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= 15.091 + 79
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Figure 6.14: CTA model corresponding to the SDF model of Figure 6.13.

OUT ADC

−δ0
8

−δ1
8

c

b

44.1kHz

−26

= 1
8ms

Delays:

= 9.091 + 79
8 ms

d

= 9.091 + 81
8 ms

= 15.091 + 81
8 ms

= 15.091 + 79
8 ms

AEC

Figure 6.15: The resulting CTA model after the SRC component is hidden from
the CTA model of Figure 6.14.

connections inside AEC have a delay equal to 9.091+ 79
8 ms . The red connections

which are denoted by a include the algorithmic delay and have a delay equal to
15.091 + 79

8 ms . We also modeled the maximum latency constraint between the
microphone and BT with the connection denoted by −26. This latency constraint
can be directly speci�ed in the CTA. As is shown in Chapter 4, in the SDF model
this latency can only be modeled indirectly by using for example tokens. These
tokens together with the rate of the ADC, then model the latency constraint.
However, this is only possible when the latency constraint is a multiple of the
period of the ADC.

The presented CTA model is consistent if the 158 initial tokens from [WBJS07]
are used for δ0, δ1 and δ2. With these initial tokens, the delays on the correspond-
ing three connections in the CTA model are equal to −158

8 ms with which all the
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delay constraints can be satis�ed. The maximum delay between the microphone
and BT is equal to 15.091 + 81

8 ms which is less than 26ms .
Hiding can be applied to the ports of the SRC component. This will result

in the CTA model shown in Figure 6.15. A new component AEC’ is formed
which now also does sample rate conversion on one of its inputs. The delay of
the SRC is moved inside the AEC’. This results in the change of the delay of
two internal connections compared to the delays of AEC. These connection are
colored orange and purple and are denoted by c and d respectively. The orange
connection has a delay equal to 15.091 + 81

8 ms and the purple connection has a
delay equal to 9.091 + 81

8 . Hiding the ports of the SRC component would also
add a cyclic constraint from the port denoted by 44.1kHz back to itself. Given
the chosen initial tokens, the delay on this connection would always be negative
and is therefore left out of the �gure. From the obtained model we conclude that
there is no loss of accuracy when applying hiding because the end-to-end delays
do not change.

6.5 Related work

A compositional analysis method for real-time systems is presented in [TWS06].
It de�nes adaptive interfaces of components to enable the validation of system
constraints and introduces properties like re�nement and independent imple-
mentability. The methods presented in [LPT09, PLT11] extend this analysis
method with a uniform interface, based on arrival curves. This allows the compo-
sition of di�erent types of modeling and analysis methods. However, the use of
communication bu�ers with a �nite capacity result in cyclic dependencies. Such
cyclic dependencies result in an exponential worst-case computational complex-
ity of the analysis algorithms while the presented analysis algorithms for the
CTA model have a polynomial computational complexity. Furthermore, bu�er
sizing for cyclic task graphs is not addressed.

A formal algebra for the analysis of temporal properties is presented in [HM06].
It de�nes an algebra for composing components based on the description of their
interface. These interfaces are characterized similarly as the interfaces of our
components, with an arrival rate function for ports and a latency speci�cation
for tasks. It supports both incremental design and independent re�nement of
components but does not support cyclic dependencies between tasks.

To support hierarchical composition of actors in untimed SDF graphs, non-
monolithic pro�les are introduced in [TBG+13]. These pro�les consist of SDF
graphs extended with shared FIFOs. The focus of [TBG+13] is on the functional
behavior of applications whereas the CTA model focuses on the compositional
analysis of the temporal behavior of applications.

An analysis method which uses transfer rates of SDF actors to calculate sched-
ules is introduced in [WBJS06]. This method is extended in [WBS07a] for
CSDF [BELP96] graphs. The CTA model also uses transfer rates and can be seen



181

6.6.
Conclusion

as a generalization of these works because it supports compositionality. Further-
more, the inclusion of the e�ects of run-time scheduling in data�ow graphs has
been presented in [WBS09]. This run-time scheduling is restricted to the use of
starvation free schedulers.

In [GHB14a] the CTA model is used to hierarchically analyze the temporal
behavior of applications with data-dependent execution behavior.

6.6 Conclusion

In this chapter we have introduced a compositional temporal analysis model in
which components are characterized using ports with maximum transfer rates
and connections with delays. This CTA model can be used to analyze applica-
tions with arbitrary cyclic dependencies, periodic sources and sinks and can take
latency constraints into account. Furthermore, the analysis algorithms de�ned
for the CTA model have a polynomial time-complexity.

We also provided an abstraction from an SDF graph to a conservative CTA
model on which the analysis can be performed. With the CTA model more
pessimistic results are usually obtained than when using SDF graphs. However,
unlike the SDF model, the CTA model has compositional analysis properties.

We have also shown that the analysis with the CTA model supports indepen-
dent implementability which helps to reduce the complexity when designing and
developing stream processing applications. We furthermore presented a method
for hiding the internal connections of a composition. This results in components
which are only speci�ed by their external ports with maximum transfer rates and
connections between these ports containing delays.

The practical applicability of the CTA model has been illustrated with an audio
echo cancellation application.





CHAPTER 7
Conclusion

This thesis introduced new abstractions and improved existing abstractions for
real-time stream processing applications executed on aperiodic multiprocessor
systems. Compared to state of the art, results are obtained in both broadening
the applicability of abstractions as well as improving the accuracy of existing
abstractions.

The dynamic behavior of stream processing applications requires �exible mul-
tiprocessor systems. Tasks of the stream processing applications are therefore ex-
ecuted data-driven on run-time scheduled resources. Furthermore, the schedules
of the tasks are aperiodic to allow for the varying and potentially data-dependent
execution rates of tasks.

Because of the nature of stream processing applications, the existence of strict
performance constraints is apparent. Violating these performance constraints
leads to a major reduction of the quality of service of the applications. Therefore,
analysis methods are used to ensure that the temporal constraints of applications
are met.

These analysis methods rely on accurate abstractions of the applications to
provide useful estimates of the temporal behavior of applications. Successively
applying such abstractions allows to provide guarantees on the temporal behavior
of the analyzed stream processing applications. However, current abstractions
have limitations and do therefore not always su�ce.

The temporal behavior of stream processing applications can intuitively and
accurately be modeled using timed data�ow models. These data�ow models can
be used to verify temporal constraints and to optimize the applications. However,
current abstractions based on data�ow models have a limited scope and a limited
accuracy. As a result, the dynamism that is supported by the used multiprocessor
systems can not be analyzed properly. Furthermore, hierarchical composition
and incremental design is not supported and next to that, the current class of
supported run-time schedulers is limited.



184

Ch
ap

te
r

7.
Co

nc
lu

si
on

In this thesis we introduced new abstractions for stream processing applica-
tions based on data�ow analysis techniques which alleviate these shortcomings.
The introduced abstractions broaden the scope of data�ow analysis techniques,
improve their accuracy and provide an additional level of abstractions which is
compositional.

We continue this chapter with a summary of the results of the di�erent chap-
ters of this thesis. We then discuss the actual contributions in more detail in
Section 7.2 and conclude this chapter with an indication of possible future re-
search directions in Section 7.3.

7.1 Summary

In Chapter 1 we have shown that aperiodic multiprocessor systems in combi-
nation with data-driven scheduling have big advantages over other types of
multiprocessor systems. The realization of such an aperiodic multiprocessor
system requires less constraints than a periodic multiprocessor system. The
use of data-driven scheduling allows to cope with for example varying execu-
tion times, starting and stopping of applications and dynamic behavior of tasks.
Methods to provide guarantees on the temporal behavior of these systems also
exist. The most applicable analysis method for stream processing applications
is the data�ow analysis method. Abstractions using data�ow models are often
intuitive and allow to model a wide range of applications. For example cyclic
applications are typically supported.

Abstractions are only meaningful if the conclusions which can be drawn from
an abstraction also hold for the actual realization. In Chapter 2 an abstraction/re-
�nement relation is introduced which can be used to de�ne abstractions on the
temporal behavior of stream processing applications. The re�nement relation
can be used hierarchically to obtain (easier) analyzable models. With respect to
alternative re�nement relations, a coupling of the functional behavior is added.
This coupling of the functional behavior ensures that the temporal results ob-
tained by using abstractions, can be correlated to the actual temporal behavior
of the realization. Furthermore, we introduced a subset of data�ow models for
which the re�nement can be applied more easily because the functional behavior
is by de�nition coupled correctly to the realization. For this subset the functional
behavior of an application is orthogonal to its temporal behavior.

Where most data�ow analysis techniques focus on pipeline parallelism, few
cover also data parallelism. As we showed in Chapter 3 the combination of
pipeline and data parallelism is promising. The introduced method allows to
model data parallelism accurately without having to replicate data�ow actors.
The number of tokens on the self-edge of an actor is used to model the amount
of replication of the corresponding task. A new transformation of an SDF model
to an equivalent HSDF model is introduced to show that the used parameterized
data�ow model is both conservative and accurate. With the presented data�ow
model it is possible to determine data and pipeline parallelism and the required
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bu�er sizes simultaneously which makes the trade-o� between them explicit.
The analysis method is enabled by a new type of circular bu�er with which the
communication between tasks is implemented. The introduced circular bu�er
has support for multiple (data parallel) producers and multiple (data parallel)
consumers. Furthermore, the bu�er can be implemented such that the amount of
synchronization operations are not dependent on the amount of data parallelism
that is used.

In Chapter 4, a data�ow modeling technique is presented which exploits knowl-
edge about the variation of execution times of tasks. The (σ , ρ) workload charac-
terization is introduced to enable this data�ow analysis technique. This workload
characterization forms an upper bound on the cumulative execution time of con-
secutive executions of a task. We showed that the (σ , ρ) characterization can
be used to model the temporal behavior of tasks conservatively, by using an ac-
tor component consisting of two actors. We furthermore showed that the (σ , ρ)
characterization can be combined with the temporal analysis of tasks that are
scheduled by budget run-time schedulers. Also the combination of cyclic behav-
ior of tasks with the (σ , ρ) characterization is supported. Next to that, a technique
is presented which can derive a (σ , ρ) workload characterization from temporal
information on a �nite number of consecutive executions. The (σ , ρ) charac-
terization makes explicit how much additional bu�er locations are required to
compensate for a maximum deviation from the average execution time of a task.

The scope of existing data�ow analysis techniques is limited to starvation-free
schedulers. In Chapter 5 a new data�ow analysis technique is presented which
broadens this scope to non-starvation-free schedulers. The method de�nes a
data�ow analysis based alternative to existing analysis methods such as SymTA/S
and MPA-RTC. The presented analysis techniques do not make assumptions on
the graph topology and do therefore support cyclic graph topologies. The analysis
method from Chapter 5 is the only method for data-driven multiprocessor systems
which supports the combination of cyclic resource dependencies and cyclic data
dependencies. Also, the analysis method can be used to achieve more accurate
analysis results than other data�ow analysis techniques when multiprocessor
systems with starvation-free schedulers are analyzed. Because of the support
of cyclic graph topologies, bu�er capacity constraints can be taken into account
during the analysis and su�cient bu�er sizes can be determined after the analysis.
Finally, a linearized variant of the analysis �ow is presented. This linear variant
has a polynomial time-complexity and can therefore be used to explore the design
space faster. Next to that, it allows to de�ne a bu�er sizing algorithm which can
minimize bu�er sizes by making the trade-o� between the enabling jitter of tasks
and the bu�er sizes.

The last limitation of data�ow models that is addressed in this thesis concerns
the compositionality of data�ow modeling techniques. Data�ow models are not
compositional in general. The properties of compositions of components can in
general only be deduced from the properties of the individual components, when
their exact internal hierarchy is known. The lack of such a compositionality char-
acteristic hampers the design and analysis of real-time applications. In Chapter 6
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we have introduced the CTA model. This CTA model has strong hierarchical
compositionality characteristics and can be used to model and analyze applica-
tions with arbitrary cyclic dependencies between components, periodic sources
and sinks and latency constraints. The CTA model supports incremental design
and independent implementability which helps to simplify the design and devel-
opment of stream processing applications. Furthermore, the internal connections
of a component can be hidden without worsening its temporal properties. Hiding
can be used to obtain components of which only the external properties need
to be known to a designer. We also provided an abstraction from an SDF graph
to a conservative CTA model. With the obtained CTA model more pessimistic
results are usually obtained than when using SDF graphs. However, unlike the
SDF model, the CTA model has compositional temporal analysis properties.

7.2 Contributions

The main contributions of this thesis are:

• A new re�nement relation to enable the abstractions as de�ned in this thesis.
In contrast to other re�nement relations, also a conformance relation be-
tween the functional behavior of di�erent abstractions is speci�ed. This
added conformance relation of the functional behavior ensures that events
on the di�erent abstractions levels can be correlated. Furthermore, it makes
explicit under what conditions re�nement is allowed. This new re�ne-
ment relation can be used as a formal base for existing abstractions using
data�ow models and it is also used as the formal base of the abstractions
presented in this thesis. (Chapter 2)

• A new analysis method to model and determine data parallelism. This anal-
ysis method can be used to determine the required amount of data paral-
lelism and make the trade-o� between pipeline and data parallelism. Fur-
thermore, a new type of bu�er is introduced which enables the introduced
modeling and corresponding implementation of data parallelism. This
bu�er is shared by the data parallel replications and thereby enables the
combination of pipeline parallelism with data parallelism. (Chapter 3)

• The (σ , ρ) workload characterization and corresponding analysis method.
The (σ , ρ) workload characterization contains information about the cu-
mulative execution time of consecutive executions of a task and is a gen-
eralization of the WCET workload characterization. This new workload
characterization can be used to combine knowledge about varying execu-
tion times of a task with existing data�ow analysis techniques. (Chapter 4)

• A new analysis method for the analysis of systems with non-starvation-
free run-time schedulers. This new analysis method broadens the scope
of data�ow analysis techniques to support non-starvation-free schedulers
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such as static priority (non-)pre-emptive schedulers. Such non-starvation-
free run-time schedulers complicate the analysis because the enablings of
interfering tasks need to be known. The introduced analysis method for sys-
tems with non-starvation-free schedulers is the �rst analysis method that
supports the combination of cyclic data dependencies and cyclic resource
dependencies of applications that are executed data-driven. The introduced
analysis �ow can also be used to achieve an accuracy improvement over
existing data�ow analysis methods when starvation-free schedulers are
used. (Chapter 5)

• The Compositional Temporal Analysis (CTA) model. The CTA model has
strong compositional properties regarding the temporal behavior of appli-
cations and can therefore be used to support incremental design of appli-
cations. The CTA model can serve as a higher abstraction level on top of
data�ow models and allows to model latency and throughput constraints
accurately. (Chapter 6)

7.3 Possible Future Directions

The new abstractions de�ned in this thesis can be extended in numerous direc-
tions. Possible future research directions are:

• The introduced analysis for systems with non-starvation-free schedulers
opens a new �eld of research with a lot of opportunities to achieve more
accurate analysis results than is possible with competitive analysis ap-
proaches. The accuracy as well as the applicability of the approach can be
further improved. Furthermore, the combination with existing data�ow
analysis methods is still limited. Optimizations regarding the response
times of tasks as for example discussed in [RRE03] are possible. But also
methods which exploit the properties of the used data�ow models to a
larger extent have great potential [WHGB14, WHGB15]. We also expect
that the used enabling characterization enables the analysis of systems
with non-starvation-free schedulers in combination with more expressive
data�ow models, such as CSDF [BELP96] and VRDF [WBS08a].

• The (σ , ρ) workload characterization is used to model variation of execu-
tion times of tasks. Another possible application of the (σ , ρ) workload
characterization that is not yet explored can lie in the context of robustness.
The (σ , ρ) workload characterization can be used to model and analyze the
case in which the, for example measured, WCET of a task was optimistic.
The data�ow model of the (σ , ρ) characterization can be used to determine
the required bu�er sizes which allow to recover from rare overshoots of
the execution time of a task.

• The introduced re�nement relation includes a relation with the functional
behavior of the actual realization. Currently, this relation between the dif-
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ferent levels of abstractions is fairly strict. An interesting direction would
be to broaden and relax this coupling of the functional behavior without
loosing the required coupling of the temporal behavior. Furthermore, it is
not yet explored to what extent the re�nement relation holds in the domain
of non-starvation-free schedulers.

• The data parallelism approach is an interesting new step in determining
parallelism of applications. In the future it would be very interesting if the
results of the trade-o� between pipeline and data parallelism can be com-
bined with the mapping of tasks to processors. This mapping is currently
seen as input to the analysis methods but can potentially in�uence the
results signi�cantly. Furthermore, currently only the combination with
budget based run-time schedulers is supported. Combining data paral-
lelism with other types of run-time schedulers is an open issue.

• The CTA model is in this thesis used as a model that can serve as an abstrac-
tion on top of SDF models. It would be interesting to know if the CTA model
can als be used as an abstraction of applications with data-dependent and or
conditional behavior. The combination with the VRDF [WBS08a, WBS08b]
and or VPDF [WBS10] model is a potentially interesting direction. An ex-
tension of the CTA model might be required to support varying execution
rates of tasks. A �rst attempt to use the CTA model for the hierarchical
analysis of data-dependent applications can be found in [Geu15].

We believe that the in this thesis used data�ow analysis techniques have a good
intuitive and strong analytical potential for the temporal analysis of aperiodic
multiprocessor systems. We hope that the introduced abstractions emphasize
the potential of data�ow analysis techniques. Furthermore, we hope that the
newly identi�ed research directions inspire researchers to work in the domain
of real-time analysis of aperiodic multiprocessor systems and make use of these
data�ow analysis techniques.
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1 — Bestaande data�ow ver�jningstheorieën hebben belangrijke tekortkomingen
waardoor ze in de praktijk niet toepasbaar zijn. (Hoofdstuk 2)

2 — Door gebruik te maken van aperiodieke schedules is het mogelijk om real-time
garanties te geven zonder dat er gebruik wordt gemaakt van alleen de maximale
uitvoeringstijden van taken. (Hoofdstuk 4)

3 — In een typisch embedded multiprocessor systeem wordt momenteel gebruik ge-
maakt van non-starvation-free schedulers terwijl alles erop wijst dat dit type
scheduler de analyse aanzienlijk compliceert en maar weinig voordeel oplevert.

(Hoofdstuk 1 en 5)

4 — Het is mogelijk om periodieke abstracties met krachtige compositionele en wis-
kundige eigenschapen te maken van aperiodieke multiprocessor schedules.

(Hoofdstuk 6)

5 — Wetenschap vereist het maken van abstracties.

6 — De intuïtie van een oplossing is minstens zo belangrijk als de formele uitwerking
ervan.

7 — Controverse stimuleert wetenschappelijke vooruitgang.

8 — Iets moeilijks eenvoudiger maken is gewoonlijk veel moeilijker dan iets eenvou-
digs moeilijker maken.

9 — Creativiteit kan niet geleerd worden, alleen gestimuleerd.

10 — Het belang van muziek, cultuur en kunst kan niet gekwanti�ceerd worden.



Propositions
accompanying the thesis

Abstractions for Aperiodic Multiprocessor Scheduling
of Real-Time Stream Processing Applications

by Joost P.H.M. Hausmans,
to be defended on Friday 24th April, 2015

1 — Existing data�ow re�nement theories have important shortcomings that make
them inapplicable in practice. (Chapter 2)

2 — By making use of aperiodic schedules it is possible to give real-time guarantees
without having to use only the worst-case execution times of tasks.

(Chapter 4)

3 — A typical embedded multiprocessor system currently uses non-starvation-free
schedulers while there are indications that this type of scheduler complicates the
analysis signi�cantly and the advantages are limited. (Chapter 1 and 5)

4 — It is possible to make periodic abstractions with powerful compositional and
mathematical features from aperiodic multiprocessor schedules.

(Chapter 6)

5 — Science requires the use of abstractions.

6 — The intuition of a solution is at least as important as its formal derivation.

7 — Controversy stimulates scienti�c progress.

8 — Simplifying something di�cult is in general much harder than complicating so-
mething simple.

9 — Creativity can not be taught, only stimulated.

10 — The importance of music, culture and art can not be quanti�ed.
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