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Abstract

The usage of information technology implies the replacement of physical sys-
tems with digital systems: we use information technology because some proper-
ties of software, such as high speed, low cost and high accuracy, are more desir-
able than the corresponding properties of physical systems.

Unfortunately, digital systems are not uniformly more secure than physical
systems and automation can have a negative effect on the confidentiality, integrity
and availability of information. Specifically, the Internet helps to spread infor-
mation, which makes it harder to keep it confidential. The increased connectivity
caused by the Internet makes organizations become “de-perimeterized”: the phys-
ical barriers that once separated them are breaking down.

We observe however that there is no extensive and structured body of knowl-
edge on the differences between physical and digital systems and the way that
de-perimeterization takes place. Obtaining this knowledge becomes more impor-
tant now that physical and digital systems are merging in the Internet of Things:
only when we understand the differences between physical and digital systems
can we truly design secure combinations such as smart buildings with cameras
and door locks operable by mobile phone.

Developing this knowledge starts with a simple conceptual framework: sys-
tems range from being completely physical to completely automated. The former
only use physical security mechanisms, whereas the latter only use digital secu-
rity mechanisms. In between these lies a mixed category of hybrid systems, which
can use both digital and physical security mechanisms. Following this framework
we study the security of physical, digital and hybrid systems in four domains:
access control, voting in elections, IT infrastructure and rights management. We
begin with investigating the underlying properties of physical and digital systems:
characteristics of a physical or digital object that, under specific conditions, have
positive or negative effects on security. In total we present twenty physical and
five digital security properties. These properties are then used to identify the dif-
ferences between physical and digital security in each case. Next we examine
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hybrid systems to understand how to combine physical and digital security, and
what the trade-offs are between these two. Finally, these results are used to create
two methods that help improve information security:

• A method for assessing security risks of physical, digital and hybrid sys-
tems. This method is built around security properties: they are used to
understand the security of existing systems (by identifying the properties
and how they could change) or to design new systems (by building in those
properties and conditions that have positive effects on security).

• A method for assessing the security of hybrid systems through security pat-
terns. These patterns are reusable designs that show how to combine physi-
cal and digital security optimally. We present a total of thirteen patterns that
are useful both to design and to evaluate the security of hybrid systems.

Both methods were tested successfully in a focus group meeting with security
experts.
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Chapter 1
Introduction

The proliferation of IT in the past decades has been accompanied with an
increase in information security risks. These risks affect a large number of peo-
ple. Consumers can have their identity and credit card details stolen by criminals.
Governments can lose secret data, either intentionally due to theft by insiders or
by accident such as when USB sticks are lost. Enterprises experience constant
attacks by hackers that impact the availability of the infrastructure on which they
depend.

Why does the usage of IT go together with so many security risks? We pro-
vide a first answer to this question by explaining the concepts in a standard threat
model [91]. First, there is the continued existence of vulnerabilities in IT systems.
We do not really know how to build secure software, and when we can, it is not
economically worth it to put effective safeguards. Second, even if the software
is potentially secure, it is difficult and expensive to configure and manage it ad-
equately, and to understand what the necessary protection requirements actually
are. Third, there is the presence of threats created by adversaries, people who
are motivated and creative enough to seek out and exploit these vulnerabilities.
Fourth, the increased usage of IT makes it more tempting for adversaries to attack
systems for their own benefit; there are more assets and their value has grown
over time. Criminals simply go where people are, and if people are on the Internet
the criminals will go with them. Thus, the risks of IT increase.

However this is only a partial answer. What we have witnessed in the past
decades is not only the existence and exploitation of flaws in an ever larger set of
IT systems. The nature of IT itself has also changed as systems are increasingly
becoming interconnected and it is this change that is one of the major underlying
causes of the increased vulnerability of IT systems.

In order to collaborate more with businesses partners, customers and clients,
organizations expose larger parts of their processes to the outside world. Naturally

3
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this exposure leads to an increase in information security risks as more data and
more vulnerabilities are exposed to outsiders. As the security barriers between
organizations break down, the differences between insiders and outsiders blur.
This phenomenon is called de-perimeterization. In this thesis, we will explore
this phenomenon, examine possible treatments for the problems caused by it, and
particularly zoom in on one of them: namely exploiting the security-relevant dif-
ferences between physical and digital components. This chapter sets the stage for
this research.

1.1 Research Motivation

The motivation for our research lies in the identification of two knowledge
gaps:

1. De-perimeterization has not been defined clearly.

2. Most solutions for it are digital but ignore the physical aspects of it.

Regarding the first gap, although the concept of de-perimeterization is widely
used it has not been thoroughly defined, and neither have the possible treatments
of the problems caused by de-perimeterization. The term de-perimeterization was
originally coined by Measham [60], and subsequently made popular by the Jeri-
cho Forum, an industrial consortium part of the Open Group. The main mission
of the Jericho Forum is to help develop security standards that address the chal-
lenges of de-perimeterization. Since its conception in 2004, the Jericho Forum
has published an extensive list of papers about the topic. This includes a list of
commandments (security principles) [104], and a brief overview of their solution
called the Collaboration-Oriented Architecture (COA) [107]. More recently they
have also spoken out about cloud-computing [108] and explained their view on
benefits and limitations of this computing model. Outside of the Jericho Forum,
the concept of de-perimeterization has gained some attention from the scientific
community as well.1

Not surprisingly, our own investigation of de-perimeterization revealed a sec-
ond research gap. The problem definition by the Jericho Forum is such that the
emphasis is on technical and especially on digital solutions. However, outside
of the digital domain, there are other solutions possible that are not explored.
Especially, we take the view that de-perimeterization is enabled by the replace-
ment of physical connections with digital connections. Physical connections are
roads and doors that keep a physical distance or barrier intact. Digital connec-
tions break through these physical barriers, so that everything is connected, and

1A search on the Scopus bibliographic database in 2011 revealed 10 entries.
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traditional boundaries disappear. Thus, the security problems of de-perimeteriza-
tion can be understood in terms of the differences between physical and digital
connections. An effective treatment of de-perimeterization might very well lie in
reapplying physical security techniques and making smarter choices (trade-offs)
between physical and digital components, combining those properties of both do-
mains that are most beneficial to security.

1.2 Research Questions

Having outlined the motivation for our research, we are now able to define the
research questions. Our overall aim is to deliver results that help professionals and
researchers improve information security in a de-perimeterized world by exploi-
ting both physical and digital security mechanisms. This leads to the following
research objective:

Understanding how system security can be improved by exploi-
ting the differences between physical and digital security mechanisms.

To this end, we research first how IT systems cause security problems, or
positively formulated, how and to what extent they can realize security goals. We
then investigate physical system security. Finally, we examine physical and digital
security together to understand their differences and how they can be combined
optimally. Physical System DigitalSystemHybridSystemTypes of Hybrid Systems(Q4)Comparison (Q3)Trade-offs (Q5)

Physical Properties (Q1) Digital Properties(Q2)
Figure 1.1: Simple conceptual framework about physical and digital systems in
relation to the first five research questions.

Figure 1.1 shows a simple conceptual framework together with the first five
research questions. In the figure all possible systems are being depicted on a hor-
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izontal bar, ranging from “completely physical” to “completely digital”.2 In the
middle there is a category of mixed systems that we call “hybrid”. As an illus-
tration we consider voting in an election: a completely physical system is paper
voting, with paper ballots and ballot boxes, whereas electronic (digital) voting re-
places all of these by computers. In the middle of these two are hybrid systems
such as computers printing paper ballots that voters deposit in ballot boxes.

From this framework, the research questions are derived:

RQ1: What are the properties of physical entities that physical security mecha-
nisms depend upon?

RQ2: What are the properties of digital entities that digital security mechanisms
depend upon?

RQ3: What are the key differences between physical and digital security mecha-
nisms?

RQ4: How can physical and digital security mechanisms be combined?

RQ5: What are the trade-offs between physical and digital mechanisms?

RQ6: How can we apply the knowledge about physical and digital properties,
combinations and trade-offs to improve security in an integrated way?

1.3 Research Scope

Having just defined the research questions, we will now consider the scope of
our research and consider the limitations of our research. These limitations might
not be apparent at first and to manage expectations of our results, we summarize
them here.

A first issue is that as we compare physical and digital processes, we also
compare situations before and after automation. Because automation is a historic
trend, our research can be misunderstood as either a historical comparison or a
study on the effects of automation. However it is not our intention to make a
comparison between for example an office in the 1910s and one in the 2010s.
To begin, much more has changed than automation between these two eras; The
structure of organizations and the educational level of employees are very different
and these differences would have to be included in the research to make a proper
historical comparison. We are only interested in direct effects of automation on
security. Our scope is thus limited to examining the differences of physical and
digital systems concerning information security in the present.

2Naturally IT systems also have a physical basis, we will elaborate on this in Chapter 2.
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Second, we have to consider the breadth of our research concerning these
security-relevant differences. There are many different types of physical and digi-
tal systems in use. A priori, we deem it infeasible to research all types of systems,
or to deliver results that apply to all of them. We cannot create an exhaustive list
of physical and digital security mechanisms and their differences: compiling such
a body of knowledge would require an enormous amount of time, and we do not
see any option for proving that such a list is actually complete, nor do we know of
any utility for such a list. Instead, we will examine a number of existing processes
that are difficult to implement securely and that are realizable both physically and
digitally. From these cases we try to extract mechanisms, which can be freed from
a particular context and so generalized to a similar context, where this similarity
should be operationalized.

Third, concerning the depth of our research, it is also impossible to consider
the detailed workings of physical mechanisms down to the application of physical
laws of nature. In fact, such research would also be difficult to utilize for infor-
mation security practitioners, which is one of our objectives. The same holds true
for digital systems that we cannot examine in detail down to the exact bits and
bytes that are being processed or that constitute the computer program itself. We
must base our investigation about the physical and digital domain on relatively
simple mechanisms and properties. (See also Chapter 2 where we further explain
the relation between high-level policies and low-level mechanisms.)

Fourth, as a person is also a physical entity, her behavior, both as an indi-
vidual as a member of a group can potentially be placed under physical security.
Social processes can also be relevant for digital security mechanisms, for exam-
ple concerning monitoring activities that would trigger a response from an analyst
working in a security operations center. When relevant, we will discuss how per-
sons collaborate together on security relevant tasks, but we define psychological
processes or the dynamics of social systems to be out of scope.

1.4 Research Design and Methods

With the scope defined, we can provide an overview of the research design
and methods, which are explained in more detail in Chapter 5. To begin, the
design consists of nested case studies. At the top level we investigate four partic-
ular types of systems, namely access control, voting, IT infrastructure and rights
management. These systems have either known security problems (voting, IT in-
frastructure or rights management) or are used to secure other systems (access
control). Within each such case we have three sub-cases:

• physical systems

• digital systems
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• hybrid systems (systems that combine physical and digital components)

We will now explain the data collection, representation and analysis methods
bottom up. First, within each sub-case, data collection is done using literature
studies, the study of primary documents, and interviews on-site. Regarding lit-
erature studies, we base our approach on the method described by Webster and
Watson [223]. Here, literature is retrieved from well-known sources such as lead-
ing journals and additional literature is found by tracing back the cited papers and
forward towards conference papers. The findings are presented concept-centric,
meaning that all literature on a certain concept is discussed in one section.

Second, we performed an inquiry into selecting a way to represent systems in
a uniform way across all case studies. In the end we chose KAOS because it has
four important elements:

E1 Relate low-level system structures to business goals.
We related specific entities and process steps to business goals.

E2 Reason about social and physical system context.
This concerns the domain properties (digital and physical) that are identi-
fied in the case studies.

E3 Express violations of security goals.
This concerns the actual attacks that can take place.

E4 Express multi-step attacks.
This concerns series of steps that an attacker executes to attack a system.

Third, within each top-level case, data from the physical, digital and hybrid
systems is compared in a cross-case study analysis. The results of this analysis
answer the research questions on the differences of physical and digital system
(RQ3) and their trade-offs (RQ5).

Fourth, throughout the case studies, data is analyzed in a step-wise fashion,
where an initial hypothesis is checked against all available data. If the hypothesis
does not fit the new data it is changed, particularly by altering the conditions under
which it holds true. This is important because the effects of security mechanisms
in a system can depend on specific conditions, either contextual or as part of the
system. This approach is similar to analytical induction [180] and is used for the
case studies. Thus at the end of case study four all knowledge developed from the
case studies is codified.

After completion of the case studies, the results are used to construct two
methods that can be used directly by practitioners (RQ6):

1. Method for analyzing the security of existing systems.
We present a method for using the identified physical and digital properties
to identify threats and vulnerabilities.



Contribution to Knowledge 9

2. Method for designing new systems.
We present means to integrate physical and digital security mechanisms (the
hybrid systems) as security patterns [51], based on the taxonomy developed
in answer to (RQ4).

These results are then validated in a focus group meeting [138]. Figure 1.2 illus-
trates the research design and validation.Case IVCase IIICase IICase IPhysical Systems- Literature study- Primary document study- InterviewsDigital systemsHybrid systems Layer II Analytical Induction
Layer ICross-Case Analysis 

System Analysis MethodSystem DesignMethod Validation in Focus Group
Figure 1.2: Research design with layered case studies.

1.5 Contribution to Knowledge

Our research contributes to knowledge in several ways:

• We provide a deeper understanding of the concept of de-perimeterization,
what it is and what possible solutions are.

• We present mechanisms for analyzing, explaining and predicting the work-
ings of physical and digital security.

• We present a set of properties of physical and digital entities that physical
security depends upon.

• We present a taxonomy of hybrid systems, which combine physical and
digital components.

• We present insight into the physical-digital security trade-offs for the goals
of confidentiality, integrity and availability.
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1.6 Implications for Practice

The knowledge that results from this is useful for information security practi-
tioners in three ways:

• We provide conceptual solutions for designing systems to minimize the se-
curity impact of de-perimeterization.

• We provide a method for analyzing the security of systems with digital and
physical components based on security properties.

• We provide a method for designing secure systems with digital and physical
components based on patterns.

Part III: Conclusions
Part I: Problem Investigation and Research DesignIntroduction (Chapter 1) Terminology(Chapter 2) Historical Background(Chapter 3) Related Work (Chapter 4) Method(Chapter 5)Part II: Case Studies

Application of Results (Chapter 11)
Voting(Chapter 6) IT Infrastructure(Chapter 7) Access Control(Chapter 8) Rights Management(Chapter 9)Conclusions (Chapter 13)Validation in Focus Group Meeting(Chapter 12)Conceptual Model of Integrated Physical and Digital Security(Chapter 10)

Figure 1.3: Outline of the thesis.

1.7 Outline of the Dissertation

Finally, we show the outline of the thesis in Figure 1.3. The thesis consists of
three parts. In Part I, we introduce the context of our research. Part II contains the
detailed methods and research findings, and Part III holds the system analysis and
design methods, validation and conclusions.

1.8 Summary

In this chapter, we gave an introduction to our research, which concerns the
security problems caused by de-perimeterization. We briefly explained the de-pe-
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rimeterization concept, outlined our research motivation and listed the research
questions. Next we discussed our methodology and explained our terminology.
Furthermore we explained the usefulness of our findings for exploiting the security-
relevant differences between physical and digital components. In the next chapter,
we will further investigate terminology regarding information security as well as
the physical and digital world.
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Chapter 2
Terminology

2.1 The Physical and the Digital World

Previously, in our comparison of physical and digital processes we implicitly
assumed that the physical and the digital world are clearly separated. That is not
strictly true as everything in the digital world is ultimately physical. Computing
is physical because without a physical processing unit, without electric current,
there can be no digital world. All digital systems are thus physical-digital sys-
tems. However, there is a need to reason about the digital world independently
from the physical world. The digital world concerns the storage, processing and
communication of information represented in bits and bytes and the understanding
of this does not usually require knowledge of the physical world, which concerns
physical matter. (Exceptions where the digital world does require physical knowl-
edge are related to for example energy usage, user interfaces and printers.)

Properties of the digital world are imposed on it rather than derived from the
physical world. The physical and the digital world are domains: parts of the
world that are convenient to treat as a whole [226]. Underlying the convenience
to speak about the digital domain are several assumptions about the physical im-
plementation. First, the physical implementation should not break down. Second,
the physical implementation should be powerful enough for the system that exe-
cutes on top of it (for example in terms of processing speed or storage capacity).
A complication arises when the digital system does not simply use the physical
world but is designed to interact with it. For example in an industrial processing
system, a digital system controls a physical pump and it monitors the physical
flow through a pipe. In such cases the digital and the physical domain are difficult
to treat conveniently as separate worlds, because the understanding of the entire
system requires knowledge of both domains.

13
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This also depends on how one defines the boundaries of a digital system; the
larger the system is defined to be, the more likely it is to have interactions with
the physical domain. In the example of the industrial processing system, a narrow
system definition would include only the software communicating with the pump
process, whereas a wider definition could include the pump itself as well as the
person operating it.

Figure 2.1 illustrates the relations between the physical and digital domain.Physical domainDigital domain Physical implementationPhysical systemDigital system Executes on top ofInteractswith
Figure 2.1: The relations between the physical and digital domain.

Concerning the research question about the trade-offs between physical and
digital systems (RQ5), what does it mean to choose between a physical and a
digital implementation? This is a choice between a system that can be understood
purely in terms of its physical behavior and a system that can partly be under-
stood by its digital behavior, which is made possible by the underlying physical
system. For example we have the choice between protecting a secret by storing it
in print inside physical vault (a physical security mechanism), or by storing it as
an encrypted file on a computer system (a digital security mechanism).

2.2 Digital Systems

We will now consider terminology related to the digital domain. This is nec-
essary, as our research concerns several areas in which different terms are used.
A first set of terms is closely related to “digital” and consists of the adjectives
logical, electronic and cyber. Originally these terms have different meanings:

• “Digital” emphasizes the discrete properties of a system, in contrast to con-
tinuous or analogue properties. (digital sound processing, digital rights
management)

• “Electronic” (or “electric” or “e”) emphasizes the fact that electrons play a
role in a system, such as in electric current. (e-mail, electronic voting)

• “Logical” emphasizes the formality or the manipulation rules of a system.
(logical security mechanisms, logical access control)
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• “Cyber” emphasizes the control of a system. A cyber-physical system is a
controlled physical system.

Although related, these terms do not necessarily refer to the same. For example, a
digital system does not have to be electronic because we can transfer data through
optical fiber rather than through a copper wire. Likewise, there are electronics that
are not digital, such as for receiving FM radio signals. A cyber-physical system
can be controlled through analogue rather than digital electronics. In colloquial
speech, the distinctions blur: e-mail is e-mail regardless of the medium through
which it is transferred or on which it is stored. We will consider all of these
terms as equivalents of “digital”. In the remainder of this thesis, we simply use
the most appropriate terms for each case, such as “electronic voting”, or “digital
rights management”. If however there is a choice we will use the term “digital”.

A second set of terms (related to research question RQ4 about trade-offs)
concerns three types of system transformations from physical to digital.

• “Automation” involves replacing a physical system with a digital system.

• “Virtualization” concerns the construction of a system using software from
underlying physical resources. For example a virtual private network (VPN)
is a private network created from the shared resource Internet.

• “Simulation” concerns the imitation of an existing process using software.

Again being aware of these differences and similarities, we will use the most
appropriate term for each case study in our research.

2.3 Information Security

It is necessary to investigate information security as it is the subject of our
research. We examine two things:

• the embedding of security goals in an organizational context

• the operationalization of security goals themselves

2.3.1 Embedding of Security Goals in an Organizational Context

Ensuring security should be a top down process, where business requirements
determine how assets should be secured. The motivation for this is that budgets are
always finite, and the importance of an information asset should determine how
much effort is put in protecting it. If the information asset is critical to the organi-
zation, it should be better secured than if it is unimportant. This top-down process
begins with establishing broad, organization-wide information security policies
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(for example based on ISO 27001) that link information security to business re-
quirements - the “why” of information security. Next, for each system or type
of data, more detailed policies are established, which specify how they should be
handled. In turn, these are translated into lower level policies (passwords should
expire after 6 months), down to procedures (make a list of non-expiring pass-
words every 6 months) and technical implementations (the actual configuration
of an identity and access management system). These implementations are the
“how” part of information security. In Chapter 5, we will explain the focus our
the research regarding the “why” and the “how”.

2.3.2 Operationalization of Security Goals

Whereas terminology about physical and digital systems is ambiguous, the
operationalization of information security goals is more straightforward because
ISO standards offer precise definitions for information security. To begin, ISO
defines information security as the preservation of confidentiality, integrity and
availability of information [92].1 Other concerns include authenticity, accounta-
bility, non-repudiation and reliability.

Confidentiality, integrity and availability (abbreviated the CIA properties) are
defined in ISO standard 7498-2:1989 [90]:

• Confidentiality: the property that information is not made available or dis-
closed to unauthorized individuals, entities, or processes.

• Integrity: the property that information has not been altered or destroyed in
an unauthorized manner.

• Availability: the property of information being accessible and usable upon
demand by an authorized entity.

Information security has other aspects that are not directly related to data [91]:

• Authenticity: the property that ensures that the identity of a subject or re-
source is the one claimed.

• Accountability: the property that ensures that the actions of an entity may
be traced uniquely to the entity.

• Non-repudiation: the ability to prove that an action or event has taken place,
so that this event or action cannot be repudiated later. [90].

• Reliability: the property of consistent intended behavior and results [94].

1Cf. Avizienis et al. [9] for a taxonomy of security properties.
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A meta-goal that can be added is assurance, the confidence of actors that these
properties actually hold.

Authenticity, accountability and non-repudiation are of especially great im-
portance in a de-perimeterized world, where it is difficult to assess identities of
systems and individuals, hold them accountable and prevent them from denying
their involvement in transactions.

As for privacy, this is a goal related to confidentiality. We define privacy as
“ownership and control of personal information” [76]. In this view, we see privacy
as one specific type of confidentiality, when it concerns a specific person that is
interested in owning and controlling access to information about her. As such,
the concept of privacy has no meaning for a corporation, we can only speak of
company confidentiality, and not of company privacy.

2.3.3 Differences between Security Properties

Turning back to security properties, it is important to realize that these prop-
erties are very different, especially when considering trade-offs between physical
and digital security mechanisms: we cannot perform trade-off analysis with the
objective to optimize the general effect on information security, without detailing
which properties are concerned. Without discussing technicalities, we will con-
sider three such differences for the CIA properties, related to (i) realizing these
security goals, (ii) detecting violations of these goals and (iii) recovering from
violations.

Goal Realization Concerning the realization of these goals, ensuring confiden-
tiality of data implies limiting the number of copies in circulation, as even one
stolen copy is sufficient to cause a confidentiality breach. Alternative approaches
are to spread partial copies between different systems to prevent a single malicious
entity from retrieving the whole, or to encrypt the data and distribute the storage
of data and the key management over different systems to prevent collusion. In-
tegrity is realized by many different techniques in use for transaction systems,
such as double record keeping and checkpointing (keeping parts of a transaction
log and validating series of transactions to prevent a system to enter an invalid
state). In contrast to confidentiality, availability is realized by keeping as many
copies as feasible, and separating them as much as possible.

Detecting Violations As for the detection of violations of these goals, the confi-
dentiality of information is hard to prove by itself. Simply by having access to the
raw information we cannot know, by looking at this information, who else might
have had prior access to it. Rather, we require contextual information such as logs
about the live system handing the information. Alternatively, we can use a secu-
rity proof that the software handling the information satisfies our confidentiality
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goals (Cf. Jacobs et al. [100]). Reading data does not alter its state, therefore we
never know if someone accessed it (unless other mechanisms are put in place).
It can be disproven easily; When someone knows something she is not entitled
to, it is clear there is a breach of confidentiality. The difficulty of proving and
disproving the integrity of data is entirely context dependent: a draft email can be
easily changed without this being detected, whereas manipulation of a photo or a
bank account is detectable in many cases. Availability is the easiest to prove and
disprove, as we can simply try to access the information.

Recovery Recovery is also different for the three properties. Unless in specific
situations, recovering from a confidentiality breach is impossible as data can be
published on the entire Internet and cannot be removed thereafter. Recovery of a
breach of integrity is only possible when there is a prior version or a transaction
log that is known to be correct. Loss of availability of data at a certain moment
can be undone through restoring a backup.

2.3.4 Dependencies

Although distinct, the CIA properties are dependent in real systems. First
there is a logical dependency: before integrity and confidentiality of information
are of concern it must be available in the first place. Second, attacks can involve
violation of different CIA properties for different types of information. For ex-
ample an administrative password must remain confidential, because with it the
access records can be changed (violating the integrity of the access control sys-
tem), so that someone can access specific data that she would not be allowed to
normally (confidentiality). After the attack, the hacker removes any traces from
the system log (violating integrity). Whenever possible, we will constrain our-
selves to a first order analysis of security impacts and exclude long chains of
attacks from our results. With this in mind, we continue to the next chapter about
the historical background of de-perimeterization.



Chapter 3
Historical Background

3.1 Introduction

In 2010 two landmark events showed how incredibly difficult it is to protect
information systems.1 Below, we will give an overview of what occurred, analyze
these events in further detail and place them in the context of de-perimeterization.2

The first event was the publication of over 250,000 diplomatic messages from
US Embassies by the Wikileaks organization [202]. Reportedly, an US army sol-
dier named Bradley Manning stole these documents from SIPRNet, a closed net-
work maintained by the US Department of Defense.

The second landmark event was the Stuxnet computer attack on Iranian nu-
clear installations [201], specifically on the Bushehr nuclear plant. Reportedly, a
sophisticated software program, attacked the software controlling the centrifuges
needed by Iran to enrich uranium. This resulted in the destruction of about a fifth
of these devices.

These events show the extraordinary weakness of information systems and
networks. First, even the United States, one of the most technologically advanced
nations, was found to be incapable of keeping its secrets. Second, Iran, being
well aware of the likelihood of attacks on its nuclear facilities, could not protect
its computers. These are extreme cases that we can use to generalize: both the
United States and Iran had a tremendous interest in protecting their systems, and
especially the United States should have had enough resources to accomplish this.
Following this line of reasoning, because they both failed, it is unlikely that any
other nation (or enterprise) can succeed in keeping information secure when faced

1This chapter is based on Van Cleeff and Wieringa [211]
2Given the enormous interests of parties involved, we cannot know for certain that these events

exactly took place in the way we describe. The accounts given here are based on public sources that
we deem credible.

19



20 Historical Background

with a determined and resourceful adversary. Is it then impossible to protect se-
crets in the digital age? There may be specific factors involved in both cases,
which are not present in other situations. In the next sections, we will further ana-
lyze these events in an attempt to uncover the underlying mechanisms that caused
them and find potential solutions for these and other security incidents.

3.2 De-perimeterization

Our analysis starts with the observation that in both cases the boundaries be-
tween organizations, and between organizations and persons had broken down.
As for Wikileaks, this event was precluded by the analysis that after the 9/11 at-
tacks, the US intelligence agencies were not sharing enough data with each other
to prevent terrorist attacks. To “mitigate” this lack of information sharing, an ar-
chitecture was designed to facilitate information exchange between several orga-
nizations, including the US Department of Defense and the US State Department.
The risk that this sharing would cause confidentiality breaches was well known,
and was simply the “cost of doing business” [14]. Crumbling security perimeters
(this time being unable to keep attackers outside) were also present in the case of
Stuxnet. A likely source of the infection were Russian consultants from contractor
Atomstroyexport, who were involved in the construction of Iran’s nuclear power-
plant [229]. Even without being aware of it, the consultants could easily have
infected the plant’s computer systems because the virus spread via USB sticks.

Thus, these security breaches can be placed under the umbrella of what Bruce
Schneier called the ugliest word in IT [190]: de-perimeterization, or the disso-
lution of the boundaries between an organization’s internal and external network.
This term was made popular by the Jericho Forum - an industry consortium part of
the Open Group, who defined it as “the erosion of the network perimeter” [106].3

In 2004, the Jericho Forum observed that security approaches made two assump-
tions about their environment that were increasingly becoming invalid [103]:

• Organizations own, control and are accountable for the IT systems they use.

• Every individual is employed by exactly one organization.

To better understand the problem, we examine the history of de-perimete-
rization and Figure 3.1 shows the Jericho Forum’s view of its historical devel-
opment [105]. According to this model, the trend is toward more connectivity.
Technologies and business processes changed and increased collaboration led to
more sharing of information. In a networked world “inside” and “outside” could

3 In other cases, members of the Jericho Forum have also defined de-perimeterization as a
potential solution. For an overview of terminology and definitions we refer to Walker [221] and the
Forum itself [59], [103], [196].
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no longer be clearly distinguished. Connectivity between systems increased, be-
came more flexible and harder to track and understand.
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Figure 3.1: The Jericho Forum’s view on de-perimeterization [103].

Negating the aforementioned two assumptions, we can state that de-perimete-
rization occurs when (i) an organization does not own or control its IT infrastruc-
ture or is not accountable for it, or (ii) when individuals are either self-employed
or hired by more than one organization. We distill two essential elements of de-
perimeterization as explained by the Jericho Forum:

• There is increased system connectivity between organizations. The reason
is that de-perimeterization involves multiple legal entities that jointly own,
control or are accountable for information systems.

• The security effects of the increased system connectivity (and possibly even
the connection themselves) are unknown. This is caused by the shared re-
sponsibilities between organizations for systems.

We will illustrate this by several examples. First, a classic example of de-perime-
terization occurs when organizations outsource part of their IT infrastructure. In
such a case, there are people in the outsourcing provider that have access to the
servers and the data of the outsourcing client. These people are thus neither com-
pletely inside or outside the outsourcing client, and we can call them “external
insiders” [61] of the client, or persons with specialized access. In an outsourcing



22 Historical Background

situation, both the outsourcing client and outsourcing provider have partial access
to each other’s systems. Of course, each of their systems is in turn connected to
other systems and neither the outsourcing client nor the outsourcing provider has
a complete overview of these connections. Second, a recent phenomenon is cloud
computing [83], where an IT service provider shares its IT resources among cus-
tomers. As such cloud computing is different from traditional outsourcing situa-
tions where each customer has dedicated and tailored systems. As in outsourcing,
the cloud provider has full access to the data stored by these customers. Addi-
tionally, in case of security flaws, customers can also have access to each other’s
data. For example, customers from Amazon’s EC2 cloud computing platform
were able to map Amazon’s internal network and detect the presence of other
customers [176].

3.3 Analysis of De-perimeterization

De-perimeterization threatens organizations in several ways. First, the un-
known dependencies can be the source of new security problems. In a networked
world, it is not hard to create very complex systems of systems, which work flaw-
lessly for some time. However, these systems have structural dependencies that
only become apparent when something goes wrong. For example, in 2007, the
Skype communication service went offline for some time after its users massively
rebooted their Microsoft Windows machines on which they had installed Skype,
following the release of a Windows update [186]. In this case, the perimeters of
Skype users, Skype itself and Microsoft clearly blurred. Obviously, Skype was
dependent on the patching process of Windows, but this was unknown before the
event. As de-perimeterization continues, such events become more likely.

Second, assessing security risks becomes harder. At the technical level, we
want to assess the security of IT products, and this is possible using the ISO/IEC
15408 framework, also known as the Common Criteria (CC) [38]. The CC as-
sumes that there is an identifiable product or system to be evaluated, called the
Target Of Evaluation (TOE). Once evaluated, the product can receive a certifica-
tion that it has certain desirable security properties. Potential customers can then
check whether their own requirements can be satisfied with the product. Unfor-
tunately, this approach is undermined by the fact that the benefits of a certified
product are less clear in a networks of systems: a composition of certain security
products is not necessarily secure itself, and networks are likely unique and dy-
namic. For example, an IT service provider might want to change its employee
authentication mechanisms, but fail to understand the impact of this for its cus-
tomers, to which its employees have access. Additionally, the customers will
also change their systems over time about which the service provider has little
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knowledge. Thus, unknowingly, the authentication service’s effectiveness might
be reduced.

A similar problem is faced when certifying organizations. For example the
ISO 2700x series [92]–[94] specify a long list of security requirements that an
organization should meet in order to be “in control” of its information security.
This requires a wide range of technical and organizational controls, such as au-
thorization procedures and hiring practices. One of these concerns the assessment
of connections with third parties (Section 6.2 in ISO 27002:2005), but the stan-
dard does not specify in great detail what the requirements should be for these
organizations. In a de-perimeterized world, it is therefore questionable that an or-
ganization that has an ISO 27001 certificate is really in control, as it may depend
on many other organizations for this, and it might not even know these dependen-
cies.4

In order to effectively secure today’s information systems and build the next
generation securely, we need to understand better how de-perimeterization occurs.
Our view differs from the Jericho Forum’s view. First, we believe that de-peri-
meterization is not a linear trend towards more connectivity but rather a cyclic
process of connecting and disconnecting systems. Second, de-perimeterization
cannot be understood as a pure digital phenomenon, as it essentially entails the
exchange of physical connections for digital connections. Digital networks break
down boundaries between systems that were once isolated. We next substantiate
these claims.

If we examine the history of the Internet, we can indeed find that once phys-
ically isolated systems of universities and businesses were connected. But this
brought along security problems, and the networks were subsequently separated
using firewalls. This process took over two decades, as the Internet started in
the 1960s and the first commercial firewalls (that separated organizations from
each other) appeared in 1989 [179]. Over time, the internal organizational net-
works themselves grew until they were too big to be secure: they had to be com-
partmentalized again. Finally, new technologies such as mobile devices and the
service-oriented-architecture led to new connections, and we can expect new se-
curity perimeters to be established for these in the future.

In contrast with the view of the Jericho Forum, we believe thus that de-peri-
meterization is not a straightforward cumulative process towards more connected
systems, which ultimately become completely de-perimeterized. Instead, as con-
nectivity increases, we observe a cyclic process in which the basic trade-off be-
tween accountability and business opportunities are balanced based on risk as-
sessments. Our version of events is depicted in Figure 3.2. The drivers towards

4 ISO is currently working on a standard about information security for supplier relationships,
ISO/IEC 27036-3 [95].
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de-perimeterization replace physical by digital connections, whereas the drivers
limiting de-perimeterization replace digital by physical connections.
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Figure 3.2: Alternative view on de-perimeterization.

The oscillation is due to the interplay of two sets of opposing forces, one in
the direction of connectivity (de-perimeterization), and one in the direction of re-
perimeterization. The forces in the direction of connectivity include the desire
for cost reduction, flexibility and speed of business, facilitated by technological
developments. Enterprises see the advantages of e-business and open up their
networks. Universities want to develop and utilize the new infrastructures for their
own research. For many new technologies, their impact on security is not clear.
Organizations and individuals that are not aware of this, or do not consider it a
problem (such as consumers), will take the risk and adopt the technologies. IT is
first made to work and there is no incentive to invest early on in security features.
(Recent technologies that drive de-perimeterization include smartphones, tablets
as well as virtualization and cloud computing.)

Once technologies become mainstream, different forces come into play, lead-
ing to re-perimeterization. Vulnerabilities will be found, risks will increase and
potential users will demand security features to be fitted to the new technology,
before integrating it in their systems. Additional forces for re-perimeterization
thus include the need for accountability, proper allocation of benefits in a business
network, privacy, safety and reliability and company confidentiality. Then the in-
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dustry creates a new wave of products and services and the cycle starts again. Our
prediction is that this oscillatory trend, rather than the linear Jericho trend, will
continue because none of these forces in play will go away.

Even though we cannot “solve” de-perimeterization, we might still be able to
manage it. In the next section, we will examine several approaches for dealing
with de-perimeterization, and select one of these to investigate in more detail in
the remaining chapters.

3.4 Treatment of De-perimeterization

To manage de-perimeterization, the Jericho Forum initially published a set of
eleven “commandments” [104] or principles, shown in Figure 3.3.

Category # Description

Fundamentals 1 The scope and level of protection should be specific and
appropriate to the asset at risk.

2 Security mechanisms must be pervasive, simple, scalable,
and easy to manage.

3 Assume context at your peril.
Surviving in a
Hostile World

4 Devices and applications must communicate using open,
secure protocols.

5 All devices must be capable of maintaining their security
policy on an un-trusted network.

The Need for Trust 6 All people, processes, and technology must have declared
and transparent levels of trust for any transaction to take
place.

7 Mutual trust assurance levels must be determinable.
Identity,
Management, and
Federation

8 Authentication, authorization, and accountability must
interoperate/exchange outside of your locus/area of con-
trol.

Access to Data 9 Access to data should be controlled by security attributes
of the data itself.

10 Data privacy (and security of any asset of sufficiently
high value) requires a segregation of duties/privileges.

11 By default, data must be appropriately secured when
stored, in transit, and in use.

Figure 3.3: Jericho Forum Commandments [104].

Next, they provided a solution framework called the “Collaboration-Oriented
Architecture” (COA) [107]. The COA framework consists again of set of prin-
ciples, as well as key processes to be managed, services that must be offered,
attributes to be measured (KPIs) and finally supporting technologies. For the de-
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tails we refer to the white papers of the Jericho Forum. As a general direction, the
Jericho Forum emphasizes protection of the smaller and more valuable units of IT
systems. In the information age, this means a focus on data security rather than
network security. The final phase of de-perimeterization is thus accompanied by
data level authentication, where “data is inherently secured and will only operate
in validated secure environments by authorized people” [196].

There is no proof whether the COA will actually help to manage de-perime-
terization, in the first place because parts of it are still in the conceptual phase,
and second because it too broad to be validated as a whole. Concerning technical
(IT) solutions, we will therefore focus on the possibilities for perimeter placement
and especially the options for data-centric security (Section 3.4.1), as this solution
would be used in the last phase of de-perimeterization.

In addition to providing definitions of what de-perimeterization entails, we
will also examine potential treatments. This leads to a total of three conceptual
solutions in the digital, legal and physical domain. Concerning the digital domain,
apart from perimeters around an organization’s own IT infrastructure, there are
many other places to put perimeters, for example at an Internet Service Provider
(ISP) or around individual devices. As for the legal domain, de-perimeterization
involves different legal entities. By changing organizational boundaries of respon-
sibility, accountability, and right to know we can thus also influence de-perimete-
rization. For example if two organizations require access to each other’s systems
(and are thus de-perimeterized) we can create a new legal entity that encompasses
these systems and is not de-perimeterized, or to a lesser extent. Finally, we can
view de-perimeterization as a trend enabled by automation, which is the replace-
ment of physical processes and entities by digital processes and entities. To limit
de-perimeterization we can therefore also de-automate some of these processes
and entities. Next we will discuss these and other treatments in further detail,
remaining at the conceptual level.

3.4.1 Digital Domain

Data-centric Security

The Jericho forum has proposed to go with the flow of de-perimeterization by
placing a perimeter around the data, rather than around the entire infrastructure
of the organization ( [104], [158]).5 Agrawal et al. [1] and Grandison et al. [75]
propose several technical mechanisms to realize data-centric security. There are
various arguments for implementing security on the data itself. Firstly, as stated
by Grandison et al., security must be data-centric because only the data has real
business value: the IT infrastructure of an organization is of limited value if there
is no sensitive data on it (meaning data of which the loss of confidentiality, in-

5The Jericho Forum has now renamed data-centric security to “micro perimeterization” [109].
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tegrity or availability would cause serious problems). Secondly, it does not make
sense to have a security perimeter include more than is strictly necessary. In gen-
eral, perimeters do not scale. If a system grows, the difference in security levels
between the inside and the outside diminishes. On a network of ten servers all of
them could possibly be trusted, but this is not the case if the network is expanded
to include a thousand servers. Thirdly, business opportunities must be considered.
The Jericho Forum argued that organization-level security perimeters actually hin-
der business rather than facilitate it. To enable cooperation with other organiza-
tions it makes sense to facilitate access to IT assets at the lowest possible level,
and use these assets as building blocks for new business constellations. Fourthly,
there are many situations in which organizations change shape, whereas the data
will remain relatively stable. For example, a hospital might be reorganized and
restructured many times, whereas there will be little need to change existing data
about patients. Placing security policies at the data level can be a form of future-
proofing security. Wherever the data will be in the future - it will be known how
it should be secured. We identified two main types data-level security.

Database-centric The illustrative example here is the Hippocratic database [1],
which takes its name from the Hippocratic oath that doctors must take to protect
their patients and keep their information confidential. Aided by strong security
policies and mechanisms, a database should adhere to the same principles. On
top of it, other applications can be built. Because they derive their data from the
Hippocratic database, they automatically adhere to the database’s policies. The
principle is used in client-server solutions where valuable data is stored at the
server that enforces the security policies.

Free-flow In contrast to the Hippocratic database, where the data is stored cen-
trally, we can associate a data item with “sticky policies” [10] that cannot be
separated from the data, no matter where it goes. Sticky policies require a trusted
environment in which the data can flow; provided by special hardware (trusted
platform modules or TPM), or more general by encrypting data. Attribute Based
Encryption (ABE) schemes allow data to be encrypted in such a way that specific
policies are automatically enforced (Cf. Cheung and Newport [31]).

Limitations of Data-centric Security We identify four main issues with data-
level security:

1. Accountability checks at the organizational level remain necessary.
Even though information flows freely between organizations, organizatio-
nal accountability still exists: an individual organization, as a distinct legal
entity, has to pay tax over its assets and receives accreditations and certifi-
cations. These activities require knowledge about what is inside and what is
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outside of the organization and who owns which data. For example, a bank
is accredited as a whole for performing financial transactions and it will be
required to prove its performance at the organization level. Some form of
organizational perimeter should always exist.

2. The security of data itself cannot be assessed at face value.
Data is always generated by applications and by users, whose interactions
can be very complex. If we can only study the end result, we cannot as-
sess its confidentiality or integrity. We need to understand the computa-
tional and business processes that created the data. As a practical example,
consider the security mechanisms for a banking application: first, observe
that data integrity cannot be determined at the level of individual bank ac-
counts: if a sum of money is transferred, integrity is at least determined at
the level of those accounts involved: the total amount of money before and
after the transactions should be the same. In fact the expected level will be
higher because we also must consider the interest that is generated by the
two accounts and the time it takes to transfer the money between the two
accounts. Thus, accounting principles such as double-entry bookkeeping
should be incorporated in data-centric security, leading to coarser grained
security mechanisms.

3. Data needs to be exchanged with other systems.
Even if we can store data securely in a Hippocratic database or in a trusted
environment, we will still need to export it at some time: in a networked
world, communication of data with other organizations and individuals is
a necessity and not everything can be placed under control of one agency.
Again considering the example of banks, we must be able to transfer money
between different banks. However, assessing the security measures of the
other parties is beyond the capabilities of any database. Thus the problem
of maintaining a secure data exchange cannot be addressed at the data level.

4. Encryption is not a panacea.
Encryption of data in the centralized or free-flow model cannot fully protect
data. A first problem is that encryption requires key management, and thus
shifts the problem to managing key data [21] (something the Jericho Forum
also observed). For individuals key management is relatively easy. For ex-
ample, they can encrypt their entire laptop hard disk using one passphrase.
This is however in stark contrast with the situation for enterprises: espe-
cially in an environment where multiple parties must have access to the data,
key management can be challenging as they must consider how trustwor-
thy each party is and incorporate this knowledge into the key management
structure. Second, in spite of advances in cryptography [70] it is still infea-
sible to perform extensive computations on encrypted data. Thus for any
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computation to be done, the data must be decrypted, which leaves the data
exposed to attacks. As an example, PCI-DSS (the Payment Card Industry
Data Security Standard) requires that credit card numbers are stored in en-
crypted form in a database [37]. However, it does not consider in detail how
the decryption keys should be managed that are necessary for processing.

Change Perimeter Placement

Next to data-centric security, another option is to shift the placement of exist-
ing organizational network perimeters, First we will show options for making the
set of systems that the organizational perimeter encloses smaller, and then we dis-
cuss options for perimeters around different organizations, or crossing organizati-
onal boundaries. The Jericho Forum calls these latter “macro perimeters” [109].

End Point Perimeters The end point security principle dictates that each device
must be responsible for maintaining its own security. Forms of end point security
are server and client firewalls, anti-virus software and intrusion detection systems
on laptops. In case the network infrastructure is fragmented and communications
between devices are ad-hoc, end point perimeters can be used to ensure security:
the network does not need to contain any security mechanisms, it simply must be
available. End points can then simply encrypt their communication using Virtual
Private Network (VPN) technology or transport layer security (TLS). Ideally, each
end point is a very simple system that is easy to secure. Unfortunately, an end
point is often a complex system, for example a laptop or tablet with dozens of
installed programs that all require Internet access. In such a situation it can be
difficult to secure it adequately. In any case, end point security can also be a
single point of failure: if the security of one device is breached there is no fall-
back security mechanism.

Zoning Some have argued that security can only be achieved by partitioning
an organization’s information systems into different zones, each having different
security levels, allowing for a defense in-depth. Typically, the inner-most part is
the best secured part. In situations where services are outsourced, this model can
be extended to include an extended security perimeter [221]. The reason for using
multi-layer security is that there are distinct parts of a system or organization that
need to be better secured than others; while the parts that surround it are also
under the control of the organization. As such, it allows for defense-in-depth. The
drawback of zones is that their design can become very complicated, especially
when a layer has to be partitioned itself, for example because each business partner
requires its own environment. Furthermore, the classification of which system is
most important is a challenge in itself.



30 Historical Background

Cloud Perimeters With the rise of cloud computing, a new option are perime-
ters around clouds. The cloud provides a form of security-as-a-service. For ex-
ample, cloud service provider Amazon has a tight control over its own infrastruc-
ture and can offer a strictly regulated working environment inside its own cloud,
which is shared by multiple customers at the same time. A disadvantage of clouds
is that they can also be used as resources by criminals. So far, clouds have been
used for activities such as cracking passwords, controlling botnets and deliver-
ing malware [130]. Strong separation between processes of different customers is
required to prevent criminals from accessing customer data.

Country Perimeters Nations also are involved in the creation of their own
perimeters. For example China has a extensive firewall system around its sys-
tems [45]. The United States is also examining options, for example to implement
an Internet kill switch in case of foreign attacks [121]. Concerning the effec-
tiveness, these country perimeters can offer limited protection against attacks. A
potential ethical issue is whether such perimeters are desirable, as they can impede
the free flow of information (and thus of free speech).

ISP Perimeters Internet service providers can also create perimeters by filtering
traffic [159]. They can filter out malicious traffic for their customers, or remove
viruses from emails. ISP perimeters are easier to implement and control than
country perimeters, as users of ISPs typically have a control panel to enable or
disable certain security features. Drawbacks again include the option to limit the
free flow of information.

Internet Perimeter Security A more radical (and currently only hypothetical)
approach is to put a perimeter around the entire Internet. Such an approach is
foreseen by Lessig [129]. “Ideally”, Internet access is restricted to those systems
and individuals that have identified themselves properly. With a functioning iden-
tity layer, trust becomes easier to organize, as organizations do not have to build
the trust network themselves. There have been a number of initiatives that would
support such an architecture but so far, attempts to create even limited forms of
identity layers (for example Microsoft Passport [135]) have failed. The draw-
backs are also clear: the entire infrastructure of the Internet would need to be
changed, and privacy would be lost if everyone and every device is identified.

3.4.2 Legal Domain

In the previous section, we discussed technical solutions to vulnerabilities cre-
ated by de-perimeterization, and their applications and limitations. These are not
the only mechanisms for re-perimeterization: because de-perimeterization is a
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phenomenon that involves blurring boundaries between organizations, the solu-
tions can also involve the restructuring of the perimeters between organizations,
and between organizations and individuals.

Organizational Re-perimeterization

With organization re-perimeterization, we try to reverse de-perimeterization.
For example, when the management of applications was outsourced, it can be
insourced again, and placed under control of the organization. The main advan-
tage of this approach is that it reduces the number of legal parties involved. This
perimeter type is typically used in financial institutions and governments. An im-
portant motivation for this approach is that certain risks are simply unacceptable
and must always be prevented, and cost is less of an issue. For example an in-
telligence agency cannot outsource its data center and have it hosted in a foreign
country. Organizational re-perimeterization can be done on the condition that
the organization has control over its network and has the available expertise to
maintain it. The largest problems with this solution are cost and lost business op-
portunities: it is very difficult to manage applications properly; it requires highly
trained and expensive personnel.

Individual Perimeters

An alternative to organization level security is to make every individual re-
sponsible for keeping herself and her own devices secure. A system uses “in-
dividual-centric” security if the burden of maintaining security is put down on
individual users. If a person works on her own laptop on her own project, on her
own document, in her own free time, there is no organizational security perimeter
needed and de-perimeterization cannot occur.

Examples of individual-centric security are the usage of individual laptops
and mobile phones: rather than having a uniform set of desktops in place, where
everyone can login at any system, organizations are now shifting towards a con-
cept where users all have their own dedicated devices. Some systems that store
medical information also use individual-centric solutions, for example Microsoft
Healthvault [134] or the now defunct Google Health [74]. Here individuals can
manage their own medical information and decide themselves who will get access
to these records (for example which doctor or which family member).

The concept is not always applicable as it can be at odds with organizational
alignment. Organizations are a natural way to structure economic activity (Cf.
Coase [34]) and not every transaction occurs between individuals, or can be de-
signed in such a way. In the aforementioned healthcare domain, a medical file
could be controlled by one patient, but she still has to give some authorizations
to a hospital, because she cannot authorize all nurses individually. The need for
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organizational alignment is clearly visible in individual-centric systems such as
the online social network Facebook, where ”business accounts” appear. For ex-
ample, Warner Bros, a multi-billion dollar company, has its own “user” account
on YouTube called “warnerbrosrecords”. This leads to the conceptual problem of
which employee (or employees) of Warner Bros has access to this account, and
whether user rights are managed by either Warner Bros or by YouTube. A similar
problem is currently occuring on the microblog service of Twitter, where “users”
are actually company employees who have full access to a corporate account,
without any restrictions imposed on them. In these cases, de-perimeterization
does occur and individual perimeters cannot solve the problem.

A final issue is that users can be incapable of securing their systems. This
limits corporations tolerance for allowing employees to use their own devices, the
so-called Bring-Your-Own Device (BYOD) phenomenon [6]. It is already hard
for a healthy individual to maintain her own laptop, install patches and configure
the firewall, but it is even harder for an ill person to manage the authorizations to
her medical file. One approach to deal with user-owned devices is virtualization.
The phone then runs two separate virtual machines, one for accessing personal
data and one for accessing corporate systems, the latter being managed by the
corporation itself [13].

Virtual Organization Perimeters

Concerning organizational perimeters, we can also create new organizational
structures, or so called virtual organizations [139], entities comprised of members
of other organizations that work together on goals important to each participat-
ing organization. (In the context of cloud computing, this is called a “community
cloud” [131]) These effectively reduce the number of connections between differ-
ent legal entities. Virtual organizations are extensively used in grid computing,
where separate institutions use resources from yet other organizations or even in-
dividuals. By combining the institutions into one virtual organization, the resource
owners only need to deal with one entity. Another typical case is in outsourcing
relations, where a separate unit is created to monitor a service-level agreement.
On the downside, virtual organizations require trust in the other parties and a vir-
tual organization is still yet another organization, and can thus also introduce new
complexity, because employees become a member of two organizations rather
than just one.

Federated Perimeters

A final legal solution direction is to use federated systems [68]. If security
cannot be addressed on the organizational level, maybe it could be implemented
at the inter-organizational level, by putting a security perimeter around multiple
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organizations. In a federated solution, several organizations agree to use a shared
security solution, the features of which can be used by all participating organiza-
tions. Federated systems can especially help with identification and authorization.
If someone is identified at one organization, she can use his credentials at another
organization. Just as with virtual organizations, the advantage of federated secu-
rity is that the number of connections between organizations can be reduced dras-
tically. An example of a solution that supports federation is Eduroam, a roaming
service that allows users from higher education institutions to use each others’
Internet connections.6 For federations to work, multiple organizations must come
to some form of agreement and sometimes legal problems prevent information
sharing.

3.4.3 Physical Domain

Underlying the previously proposed treatments were the assumptions that
by applying existing digital security mechanisms, or rearranging organizational
structures, we can reduce the problems of de-perimeterization. However, as men-
tioned in Section 3.3, de-perimeterization is the replacement of physical by digital
connections. Thus, outside of the legal and digital domain solutions might exist
in another domain, namely in the physical domain. Information technology has
both benefits and deficiencies, and after decades of automation, we can assume
that some of these are innate: a business process realized in IT fundamentally dif-
fers from a process realized in the physical world. Taking this view, the question
arises if a re-introduction of physical processes can improve information security.
There are three conceptual strategies for this re-introduction.

De-automation

First is a defensive strategy that we call “de-automation” where the emphasis
is on reducing the harmful impacts of IT. Such a strategy might be expensive
from a business opportunities point of view, but in some cases the loss of business
opportunity is outweighed by the gain in security.

One specific case where business processes could not be realized easily by IT
is democratic voting. After adopting electronic voting systems, both the Nether-
lands and Germany banned these machines for being insecure, finding that the
opportunities of e-voting (such as timely results) did not outweigh the threats to
democracy (fraud and violations of vote secrecy). Thus they switched back to a
physical, paper-based approach [228].

6www.eduroam.org

www.eduroam.org
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Recombination

Second is an offensive strategy that we call “recombination”, where the ob-
jective is to combine physical and digital mechanisms to improve information
security, rather then discontinuing the use of IT.

However, combinations are not always more secure. We observe that digi-
tal systems are actually becoming more intertwined with the physical environ-
ment, and this actually creates new security threats. For example, smartphones
and tablets are becoming increasingly resourceful, and use motion sensors and
cameras to observe their environment. These systems thus threaten existing se-
curity mechanisms by combining physical and digital attacks in new ways. A
smartphone with camera can be used to identify the password as it is typed by a
user on the screen of another device [133]. RFID chips allow information pro-
cessing capacities to be embedded into everything physical, leading to a whole
new range of privacy threats, as they can be used to track physical items [63].

Simulation

Third is a strategy that we call “simulation”. Rather than de-automatic IT
systems, we can simulate the positive aspects of physical security, while we can
reduce the negative consequences of de-automation. For example if we are con-
cerned about data leakage there is no need to go back to paper: instead we can
reduce the transmission speed of our systems so that no more than a couple of
pages of text can be transfered at a time. The obvious drawback of this approach
is that such simulations are less “hard” than real physical security. A hacker would
be able to break them more easily.

3.5 Conclusion

We derived the essential characteristics of the de-perimeterization trend. In
our view, this trend is not linear but cyclic, and entails the replacement of phys-
ical by digital connections. Next, we listed several treatments for it. We found
that data-centric security, one of the cornerstones of the Jericho Forum’s solution
called the collaboration-oriented architecture, suffers from several problems. Al-
though it can be a partial solution for security problems, it cannot be the logical
conclusion of de-perimeterization.

Can we actually re-engineer ourselves out of the current-day security prob-
lems with legal or digital solutions? Obviously, de-perimeterization is brought
about by IT, as it played a crucial role in the case of both Wikileaks and Stuxnet.
Without IT it would never have been possible to share so many documents so eas-
ily with so many people, or attack a nuclear facility remotely. Maybe the lesson
from the Wikileaks case is that secure and digital sharing of so many secrets is
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impossible. and - benefits set aside - they would have been more secure printed
on paper and kept in a vault.

To improve system security, we should therefore understand the different ca-
pabilities of both physical and digital systems such that we know how to combine
them securely and how to perform trade-off analysis between security and busi-
ness opportunity. This knowledge is even more important because digital systems
are merging more and more with their physical environment. In the remaining
chapters we will try to build up this knowledge about physical and digital secu-
rity.
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Chapter 4
Related Work

In this chapter we will discuss related work about physical and digital secu-
rity. The purpose is to investigate what is already know about this topic and to find
approaches that can be used for our own research. First we examine broad-range
theories about the effects of automation and security. Next we consider integrated
security mechanisms, IT architecture frameworks and formal models about phys-
ical and digital security. Once this information is gathered we can perform a gap
analysis: what knowledge is missing to answer our research questions?

4.1 Broad-Range Theories

Sieghart was one of the first researchers to consider the security consequences
of automation. In 1976 he noted a potentially negative impact of automation on
privacy. [194]

More transactions will tend to be recorded; the records will tend
to be kept longer; information will tend to be given to more people;
more data will tend to be transmitted over public communications
channels; fewer people will know what is happening to the data; the
data will tend to be more easily accessible; and data can be manip-
ulated, combined, correlated, associated and analyzed to yield infor-
mation which could not have been obtained without the use of com-
puters.

Expressed in terms of the security properties of Chapter 2, Sieghart claims that
IT causes a decrease in the confidentiality of information and an increase in avail-
ability.

For Floridi [58], the starting point for understanding the impact of IT is the
“2P2Q hypothesis”, which encompasses widely held beliefs. First, automation
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make it easier to process data at a faster pace (the two P”s), and second it increases
the quantity and quality of that data (the 2 Q”s). Thus, IT leads to increased
integrity (quality), availability (quantity) at the expense of privacy and thus of
confidentiality.

This view is not universally valid as there are exceptions to it; some specific
tasks are not faster in IT and not everything can be done better by computers. For
example human vision is far superior to digital cameras in daily life. Furthermore
the “pace” of computers makes them also susceptible to making mistakes at a
much larger scale than persons. Floridi too argues that IT causes both a decrease
and an increase in informational privacy. One specific way in which automation
reduces privacy is because it reduces the difference between processors and the
processed: digital programs can easily deal with digital data, whereas physical
manipulations are more cumbersome. Alternatively, IT offers the opportunity for
privacy enhancing technologies as well.

Yet another viewpoint is given by Blakley, who sees physical and digital se-
curity (not only privacy) as a difference between inherent and imposed proper-
ties [21]. Physical systems have inherent properties, whereas logical systems have
imposed properties. He gives the example of cash: in physical form it is hard to
steal millions of dollars because their combined weight and size make them hard
to carry. By contrast, theft in digital form can mean as little as swapping several
bits.

Thus security in the digital domain is “inherently” more brittle than in the
physical domain. Blakley further argues that integrity and confidentiality are hard
to achieve. First integrity requires almost perfect security itself, as any security
gap threatens it. Second it has been demonstrated that keys (both passwords and
cryptographic) are hard to keep secret.

From the legal domain, Lessig discusses digital rights management systems
in his book CodeV2, and how they evolved after technology made it easier to
copy [129]. One specific effect of automation is easy copyability. The actual
effect of IT depends on laws and policies, which can be codified in software and
run at little effort. For example, code allows corporations and governments to
monitor and restrict actions of citizens. Thus, Lessig also observes an increase in
availability and integrity and a reduction of confidentiality and privacy. 1

Analysis The aforementioned theories point in the general direction of increased
availability and reduced confidentiality. Although the theories are backed up by
evidence (IT causes privacy violations), the mechanisms that lead to increased
availability and decreased confidentiality are not explained clearly by them, and
the possibility remains (motivated later in this thesis) that other outcomes are pos-
sible with these mechanisms or that other mechanisms might exist. Concerning

1Cf. Chapter 9 for a more detailed explanation of Lessig’s theories.
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the difference between inherent physical and imposed digital properties that Blak-
ley observed, the same information can also be used to conclude that there actually
are specific properties of digital systems, namely that they have the inherent prop-
erty of malleability, which is not always a desirable property.

4.2 Integrated Security Mechanisms

Location-based Access Control Denning and MacDoran (1996) advocated the
“anchoring” of IT systems to the physical environment. They see IT systems as
too volatile and they must be “grounded” into physical processes, forcing them
to go through a specific physical location or device [47]. One specific example
of grounding is Location-Based Access Control (LBAC). This is a form of ac-
cess control that takes the user’s physical location as input for its access control
decisions. For example, an LBAC system can ensure that a user only gets ac-
cess to a document if she is physically present in a certain office (ignoring any
vulnerabilities that might be present in this system).

Physical Captchas To make sure a physical person is in the loop, captchas are
a well-known method. Captchas are digital puzzles given to users to provide evi-
dence that they are human, for example by identifying difficult-to-read letters in an
image. Golle and Ducheneaut propose “physical captchas” as an extension [72]:
tests that differentiate between humans and bots based on person’s capabilities to
interact with the physical world. For example to ensure that only real persons
play in online games, users can be asked to perform physical actions on a device,
such as moving fingers on a touch screen. Hardware that can mimic and auto-
mate such tasks is difficult and expensive to design and the device thus serves as
a physical captcha. (Two requirements are that the device that delivers the output
is tamper-proof and that the output itself is authenticated).

Server Virtualization Server virtualization, turning physical servers into vir-
tual machines, brings along a new set of attacks and defenses [84], [118], [215].
Apart from scientific studies, virtualization software vendors such as VMware
have also written extensively on virtualization security, guiding enterprises on
how to perform infrastructure hardening [216] and server configuration [219]. A
general advice is that virtual machines should be secured as physical machines,
and be equipped with intrusion detection systems and anti-virus. To further im-
prove security, Perez et al., combine virtualization with hardware-based Trusted
Platform Module (TPM) chips [166]. They use the TPM chip in two ways. First,
the TPM can check the security status of a virtual machine, serving as a root of
trust. Second, virtual machines can also invoke the TPM to run security checks.
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For this the TPM chip itself must be virtualized (meaning: shared between differ-
ent virtual machines), resulting in a complicated mixture of physical and digital
security.

Analysis Obviously, the usefulness of location-based access control depends on
the environment in which the users are present, but researchers do not clearly
explain the role of the environment and what the benefits are over normal logical
access control [33]. As for physical captchas, it is not clear how much security is
actually increased, compared to logical security mechanisms.

If we consider virtualization security, the advice to employ the same secu-
rity mechanisms for a virtual machine as for a physical machine is sound if we
consider that their value (consisting of the live processes involved in business pro-
cesses and the data stored on it) is similar. However at a more conceptual level,
a VM cannot be secured in the same way, because there are differences between
physical and logical security. The threats are different and we must understand
what physical properties are important to security and how they differ from logi-
cal properties.

4.3 IT Architecture Frameworks

Enterprise Architecture Design Normal business process design methodolo-
gies abstract from the physical world and place an emphasis on the digital do-
main. If we consider any design method for enterprise architecture (the structure
of an enterprise and the relationships of units inside the enterprise) we would find
a common division of domains [77]:

1. business processes and activities

2. applications that implement business processes and process information

3. technology that supports the applications

Designing an enterprise is seen as a top-down process where the emphasis is on
realizing goals with IT. First we design a conceptual business process, second we
select and configure the applications to execute it, and third we consider how to
implement it technically (and physically).

Cyber-Physical System Design In contrast to enterprise architecture design
that was discussed in the previous paragraph, the physical domain is of much
more importance for the design of cyber-physical systems (CPS), which regulate
physical processes, such as engines in cars or industrial manufacturing processes.
CPS are specifically designed to interact with and/or control the physical environ-
ment. Security challenges are discussed in the context of cyber-physical system
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research [4], [123]. Security problems include privacy, as CPS typically gather
data from sensors that can be traced back to individual users, the availability of
network communications (risk of jamming) and trust issues. It is necessary to
understand how to compose CPS, taking into account their physical and computa-
tional properties. [150] Concerning security, Cárdenas et al. investigate points of
attack in a typical CPS, consisting of a physical system and a controller with feed-
back loop. [26] Partial solution designs are proposed by Zimmer at al. [232], who
propose time-based intrusion detection for CPS, especially for embedded systems.

Analysis The aforementioned enterprise design method is only rational if the
lower levels can indeed realize the designed business processes securely. How-
ever, it is also common knowledge that security is an aspect (a cross-cutting con-
cern that is hard to isolate) and therefore security should be an integral part of
system design and is difficult to implement afterwards [191]. If some security
properties can only be realized in a specific physical way, this complicates the
top-down approach. As for CPS, integrated design methodologies are lacking as
well. Solutions are only partial and realized in the digital domain, and do not
actually combine physical and digital security mechanisms.

4.4 Formal Models and Simulations

Models A first body of related work on physical security concerns modeling
procedures that span across the physical, digital and social domain. In these mod-
els security is determined by all these domains: physical and digital security are
mutually dependent. Probst et al. [168] and Dimkov et al. [48] have developed
such models. Threats can span different domains, for example an employee re-
ceives an USB stick from a friend (social domain), and plugs it into a computer
(physical domain), causing a security breach in the server (digital domain). The
models allow formal verification of certain security characteristics, to determine
if certain attacks are possible, taking into account existing security policies.

Weldemariam and Villafiorita propose a method for analyzing procedural se-
curity [225]. Procedures are actions executed by agents on assets that can belong
to both the digital and the physical domain. To this effect, they create UML activ-
ity models to represent procedures and describe possible actions on assets, either
digital or physical. They define threat actions such as replacement and removal on
these assets. Next, they extend the model with threats and asset flows and define
the security objectives. A model checking approach is used to assess the security
of the procedures.

In a similar approach, Bryl et al. evaluate procedural alternatives concern-
ing the introduction of e-voting [23]. They combine process modeling in UML
(use case, activity and object diagrams) with goal-driven reasoning in the agent-
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oriented modeling tool Tropos. In particular, UML is used to model both existing
“as is” and proposed “to be” processes, and they use Tropos to reason about de-
sign alternatives and investigate security issues. Finally the Tropos model is trans-
formed into a formal Datalog model to automatically verify model properties. If
different models where security is realized in both digital and physical ways are
available, the procedural analysis approach could help to perform physical and
digital trade-off analysis.

Simulations A different approach to understand physical and digital security is
to simulate systems. Rather than proving (im)possibilities, events with probabil-
ities are simulated. This approach is proposed by Pardue et al. in the context of
e-voting. They advocate using simulation methods to determine the security of
voting systems [160], both electronic and paper-based. The first step is to create a
threat tree: a hierarchical structure that expresses how (starting with the leaves of
the three) a threat (the root node) can be realized. Nodes are connected by special
AND nodes (all leaves must be realized) or OR nodes (one of the leaves must be
realized). Experts then estimate the likelihood of the leaves (called TERMINAL

nodes), which are tied to the motivation of attackers and the complexity of the
attack itself. In turn, this information is used to run simulations with a Monte
Carlo method, which is input for a risk assessment and trade-off analysis between
specific systems, both paper and electronic.

Analysis There are two assumptions underlying the previous models and sim-
ulations. First, security is always a mixture of physical of digital security and
second, improving security is possible by developing fine-grained representations
of existing situations, and analyzing them for security weaknesses. Even though
they are fine-grained, these representations are also abstractions and idealizations
from the enormous complexity of physical processes. Whether these models are
useful depends in part on the validity of the abstractions they make. However
these key design decisions are not made explicit. We do not know from which
properties we can safely abstract away while still deriving meaningful results, and
which properties are important and must be expressed in the models.

4.5 Summary

In this chapter related work about the differences between physical and digi-
tal security is investigated. Literature concerning broad-range theories, integrated
security mechanisms, IT architecture frameworks and formal models and simula-
tions were all examined for knowledge about these differences. This investigation
did not lead to clear detailed knowledge about these differences. In fact, our
investigation leads us to conclude that the answers are so “obvious” that there
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is limited scientific literature on the subject. Knowledge about the differences
between physical and digital security is only partially available, and is scattered
across various branches of computer science. Integrated design methods and mod-
eling tools are based on insufficient problem understanding and are therefore not
sufficient for a good trade-off analysis. Thus, we are in need of more knowledge
on this topic, and a method to derive this and perform trade-off analysis. This
will method will be presented in the next chapter, where we explain our research
approach.
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Chapter 5
Method

5.1 Introduction

In the previous chapter we examined what is currently known about physi-
cal and digital security and concluded that more knowledge is required to make
a trade-off analysis. We will now develop our research method for deriving this
knowledge. The first section explains the overall research design, which is ex-
plained in more detail in the next sections. The chapter finishes with an investiga-
tion of the validity of this research design.

5.2 Research Design

Given the lack of usable information about the differences between physical
and digital security found in the related work, we chose to take a “greenfield”
approach and create theories bottom-up from case studies, discover heuristics
and solution concepts. Such an approach requires the study of multiple cases of
systems that involve physical and/or digital security, from which we can extract
mechanisms at work. As such, our research design is that of a multiple case-study.
A case study is defined here as the analysis of a class of systems as a whole. Anal-
ysis can be performed through a variety of methods including literature studies,
interviews and reviews of primary documents.

There are two levels of case studies. At the highest level, there are four cases
that each concern a specific business process, for example voting or rights man-
agement. Each of these case studies has its own chapter. Within each of those
chapters, there are three sub-cases: physical, digital, and hybrid systems, which
are implementation of the business process. First, we studied one or more cases
of systems that were maximally physical. Second we examined cases where the
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systems were maximally automated. Third, we investigated cases that were for a
large part both digital and physical. We call these hybrid systems.

In each sub case study, we extracted information about the threats that de-
perimeterization causes, the physical and digital means to mitigate those threats
and the combinations that can be made. Between every two sub case studies, we
performed a cross-case analysis (Cf. Eisenhardt [53] to understand the differences
between physical and digital systems as well as their trade-offs. We compare:

1. Physical vs. Digital systems

2. Hybrid vs. Physical systems

3. Hybrid vs. Digital systems

Data from multiple high level cases is put together in a step-wise fashion,
where an initial hypothesis is checked against all available data. If the hypothesis
does not fit the new data it is changed, particularly by altering the conditions
under which it holds true. This approach is similar to analytical induction [180]
and is used for the case studies. Thus at the end of case study four, all knowledge
developed from the case studies is codified.

After completion of all the case studies, this knowledge is used to construct
two methods that can be used directly by practitioners:

1. Method for analyzing the security of existing systems.
We present a method for using the identified physical and digital properties
to identify threats and vulnerabilities.

2. Method for designing new systems.
We present means to integrate physical and digital security mechanisms (the
hybrid systems) as security patterns [51], based on the taxonomy developed
in answer to (RQ4).

These results are then validated in a focus group meeting (Cf. Morgan [138]).
Figure 5.1 illustrates the research design. In the next sections we will explain the
research design in more detail.

5.3 Case Selection

A multiple case study design requires criteria for which cases to include and
for deciding how many cases are needed to understand the differences between
physical and digital security. First, as to what constitutes a case, we defined a case
loosely as a class of systems used for the same purpose.

Cases were selected through theoretical sampling [145]: we selected hetero-
geneous cases in which trade-offs between digital and physical security mitiga-
tions have been made, to identify the recurring patterns in these trade-offs. This
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Figure 5.1: Research design with layered case studies.

enhances the generalizability of our findings. If a new case did not yield new
patterns of trade-offs, this increased the support for the claim that we had found
the most important patterns in these trade-offs that would occur in different cases
where such trade-offs have to be made.

Case-based reasoning aims at identifying structures in a case that produced
phenomena observed in the case, and that are likely to produce similar phenom-
ena in similar cases. The structures we focused on concern the architecture of
a case, meaning the composition of a case in terms of entities and their possible
interactions, and the mechanisms of these interactions.

At the top level, we tried to apply the following criteria for selecting cases:

1. The systems should have different but equivalent physical and digital real-
izations, or consist of a combination of physical and digital components.

2. The systems should have known security problems or should be used to
secure other systems themselves.

3. The classes of systems that we investigate should be heterogeneous, to
achieve a good theoretical spread.

We will now examine our top-level cases in more detail. To begin, Figure 5.2
gives an overview of the cases in our study. This shows that criterion 1 is satis-
fied. Security problems of these systems (criterion 2) will be discussed in each
individual case study chapter. As for criterion 3, this is discussed in Section 5.13
on Validity.
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Case Chapter Physical Digital Hybrid

Access control 6 Locks and
doors

Logical
access control

LBAC

Voting 7 Paper voting E-voting VVPAT
Vote printer
Optical scan

IT infrastructure 8 Physical
servers

Virtual
servers

Partial
virtualization

Rights management 9 Paper books Watermarking Software
activation

Figure 5.2: List of case studies.

• Access Control Systems (Chapter 6)
We examined means to control user access to digital and/or physical re-
sources, and combinations thereof. Specific attention is given to a com-
bination of logical and physical access control based on a user’s location:
Location-Based Access Control (LBAC).

• Voting Systems (Chapter 7)
We examined different means for democratic voting, including paper voting
and electronic voting. Hybrid systems include those that allow the voter to
check a printed audit trail (Voter-Verified Paper Audit Trail or VVPAT),
those that print votes or that scan the votes optically.

• IT Infrastructure (Chapter 8)
We examined means to arrange IT infrastructures and examine the im-
pact of virtualization technologies on security, which decouple applica-
tions from the underlying hardware. Hybrid systems include virtualized
servers, hardware-enabled security mechanisms using Trusted Platform or
Hardware Security Modules (TPMs, HSMs).

• Rights Management Systems (Chapter 9)
We examined systems that limit what end-users can do with content, such
as movies and music. Such limitations are “automatically” realized in the
physical domain, but are more difficult to replicate in the digital domain,
where a wide range of Digital Rights Management (DRM) systems have
been developed, for example to secure PDF files. Hybrid systems include
game consoles and E-books that are only readable on specific E-readers.
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5.4 System Representation

In order to answer the research questions we need to represent physical and
digital systems. We list what we view to be four core requirements for these
representations. Any approach should minimally incorporate four elements:

E1: argument structures that can relate low-level system structures to business
goals

E2: ability to reason about social and physical system context

E3: means to express violations of security goals

E4: means to express multi-step attacks

First, hierarchical arguments are necessary to indicate how, in complex enter-
prise systems, low-level system structures contribute to higher level business goals
such as confidentiality. Second, contextual factors are required because systems
achieve security in cooperation with the social and physical environment, and this
dependency should be made explicit. Third, no security argument is complete
without considering how attacks might violate security goals by bypassing secu-
rity mechanisms. Fourth, attacks can take multiple steps: steal a smartcard, gain
access to a webserver and copy sensitive data from a patent application database.
Such steps must be represented as well.

Ideally, such an approach should be formal, to allow security proofs, simula-
tions and probabilistic risk management. However, formalization of social, digi-
tal and physical structures requires abstractions and assumptions that are at least
partly motivated by the capabilities and limitations of the formal system. Our goal
in this thesis is to avoid such abstractions and assumptions, and be able to express
properties of the physical, digital and social worlds, that are relevant for security
trade-offs, without being limited by the properties of a specific formal reasoning
system. Below we explore several generic methods that can realize one ore more
of these requirements and assess their capabilities in more detail.

5.4.1 Toulmin Arguments

One means of reasoning is through so-called Toulmin arguments [146]. A
Toulmin argument begins with a specific claim, which is supported on certain
grounds, preceded by a modal qualifier (always, possibly) about the strength of
the claim. A warrant provides further arguments about the support of the grounds
to the claim. In turn warrants themselves can have backing. Finally rebuttals
describe what could invalidate the claim. Toulmin arguments have been used for
security requirements engineering by Haley et al. [80] By constructing Toulmin
arguments, architects can investigate the security of a system, hypothesizing about
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potential threats (rebuttals) and mitigations (new grounds or warrants) until they
have assessed the security in sufficient detail. Figure 5.3 shows the structure of a
Toulmin argument.1

Note that Toulmin arguments are static structures and do not represent se-
quential steps that an attacker or defender executes. A potential workaround is to
represent attack steps as rebuttals and mitigations as new grounds or warrants in a
long chain, but this representation can easily become very complicated.

Toulmin arguments thus satisfy the requirement E1 concerning the hierarchi-
cal structures and E3, the means for expressing the violation of goals. Toulmin
arguments do not have an explicit way to reason about the social and physical
context E2 and neither can they properly express multi-step attacks E4.Grounds Qualifier ClaimWarrant RebuttalBacking

Figure 5.3: Schematic overview of a Toulmin argument.

5.4.2 The Systems Engineering Argument

Systems do not realize security goals in a vacuum. Rather, security is realized
in collaboration with the environment on which it depends. The logical expression
for this is the system engineering argument:

a system in a certain context that satisfies assumptions will produce
emergent properties [2], [226].

If the emergent properties are desired, we can also designate them as goals.
Thus, when designing systems, it is important to understand the assumptions that
are made about the context. (Cf. Section 1.4) Thus, the system engineering argu-
ment offers a means to consider the context in which physical or digital security
is most effective and why this is the case. Systems engineering thus satisfies re-
quirement E2 but not the other requirements.

1 There are various ways in which a rebuttal can be connected to an argument [146]. We
describe it here as the conditions under which a warrant no longer holds.
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5.4.3 Attack Trees

In the previous sections we examined approaches for understanding the impact
of a system, by examining its structures and the contributions of the environment
or, in the case of Toulmin arguments, examining reasons (rebuttals) why it would
be insecure. One potential rebuttal is an attack, but the problem is that such at-
tacks can require a series of steps, which are not originally represented in Toulmin
arguments. However, they can be represented with attack trees. Attack trees are
diagrams that model the various ways in which an attack can be realized [132].
The final step in the attack is the root node, whereas the child nodes contribute
directly to realizing their parents.

Attack trees can thus directly represent cause and effect relations necessary
for our analysis (R4) but cannot satisfy the other requirements.

5.4.4 KAOS

The KAOS requirements engineering method [214] satisfies all our require-
ments as follows: concerning the context (E2), KAOS has the notion of domain
properties, characteristics of the environment such as invariants (for example
physical laws) or hypotheses that contribute to goal realization. As for the hi-
erarchical structure (E1) and chains of events (R4), a goal is achieved in KAOS
if all its subgoals are achieved. Decomposition of a goal into subgoals is possible
on various grounds, among those definitions (for example: security is defined as
confidentiality, integrity and availability) but also process steps that need to take
place to reach the parent goal. Typically the higher level goal decompositions are
based on definitions, while lower level goals involve particular operations taken in
a certain order. Threats can also be expressed in KAOS, and thus it satisfies also
(E3). This makes KAOS the only approach that satisfies all the requirements and
it is thus the method we will use in the case studies. KAOS concepts are defined
in Figure 5.4.

A KAOS requirements model starts from goals, the objectives that need to be
achieved. Goals can be decomposed into subgoals, resulting in a tree-structure.2

By definition, a goal is achieved if either all subgoals are achieved (AND decom-
position) or one subgoal is achieved (OR decomposition). In some cases, goal
realization also depends on the aid of the environment, which has certain essen-
tial characteristics called domain properties. Goals conflict when the achievement
of one goal makes the realization of another goal harder. Obstacles hinder the
realization of goals and can be resolved by setting other goals that prevent obsta-
cles from occurring, which is called resolution. (In security terminology, the term
threat is somewhat similar to obstacle, and the term mitigation to resolution.) Fi-
nally, agents execute operations on entities that contribute to the realization of the

2For brevity, we will not elaborate on the distinction between KAOS goals and requirements.
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KAOS term Explanation

Object Thing of interest in a composite system.
Entity Identifiable and independent object.
Agent Active participant in a process (an agent is a special type of

entity).
Conflict Situation when the realization of one goal hinders another

goal’s realization.
Domain Property Descriptive assertion about objects in the environment of the

system.
Goal Objective to be met by cooperation of agents.

Obstacle Condition (other than a goal) of which satisfaction may prevent
another goal.

Operation State transitions of objects performed by agents.

Figure 5.4: KAOS terminology with explanations (adapted from Van Lam-
sweerde [214]).

goals. For future reference, we here present four elements of KAOS that we will
use in several case studies in this thesis.

(i) {Subgoals,DomainProperties} |= Goal

This model expresses the role of the context (domain properties) in realizing se-
curity goals. For example in the physical world, the secrecy of the vote in a voting
process is realized by the ability of the paper ballot to be folded (which is a domain
property).

Actors (persons, software programs) execute operations that contribute to the
realization of the goals:

(ii) {Specifications(Operations)} |= Goal

This model expresses that operations should be specified and contribute to
the realization of goals. We can use this in two ways, first top-down to check
whether all goals are operationalized, and second bottom-up to investigate which
operations contribute to which goals. For example, in a voting process we can
first investigate to what goals the folding of a paper ballot contributes. Second,
we can list all security goals and find out if our specification of operations is
precise enough to realizes these goals.

KAOS has two representations of negative impacts on goal realization. First,
goals can conflict, when “under some boundary condition the goals cannot be
achieved altogether” [174, p.46]. Second, obstacles can threaten the realization of
goals. Obstacles can be resolved by setting goals that prevent them from taking
place, which is called resolution. For a given goal, the list of obstacles is complete
when their absence, together with the domain properties, realizes the goal:
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(iii) {¬Obstacles,DomainProperties} |= Goal

We use this model to search for possible ways in which obstacles can be prevented
and thus to investigate how security goals are realized. For example in a voting
process we can search for ways to prevent the stealing of ballots.

An obstacle is simply the negation of a subgoal:

(iv) {¬¬Subgoals,DomainProperties} |= Goal

This property gives insight into the structure of the KAOS tree as every nega-
tion of a goal is a potential obstacle. We can use this model to search for obstacles:
if in a voting process the secrecy of the vote is a goal, then we can search for ob-
stacles that threaten this secrecy, such that we can include them in the KAOS
tree. Thus, having shown how KAOS can fulfill the requirements listed above, we
choose the KAOS requirements engineering method for our own research.

5.5 System Data Collection

Data collection within each (sub-)case was done using literature studies, but
also included the study of primary documents, and interviews on-site. Regarding
literature studies, we based our approach on the method described by Webster and
Watson [223]. Here, literature is retrieved from well-known sources such as lead-
ing journals and additional literature is found by tracing back the cited papers and
forward toward other journal papers, as well as more recent conference papers.
Literature studies are used in two ways: first they are a source of background
knowledge on the case study. Second, they are one of the methods for gathering
data about the case itself. For example, we gathered data about electronic voting
through a literature study. In addition, we studied primary documents, which are
documents such as audit reports used in the primary processes being studied. Fi-
nally we interviewed stakeholders in organizations that contained the systems or
processes studied in the case. For example, we interviewed an employee of the
municipality of Enschede for the case study on voting, and a system administrator
for the case study on virtualization of IT infrastructure.

Regarding the differences between security policies and mechanisms discussed
in Chapter 2, we chose to focus on low-level “how” mechanisms, the building
blocks that help to realize higher level policies and implementations. These mech-
anisms do not necessarily have to be specified by system architects: they can be
implicitly assumed. For example, as we will see in Chapter 7, the inertness of pa-
per plays an important role in paper voting, even though the inertness mechanism
is not explicitly addresses in many voting regulations. It is the objective of this
thesis to discover such mechanisms, and we will thus not focus on high level poli-
cies: we construct KAOS models of low-level operations and explain how they
relate to security goals. Exceptions can be made for low-level policies that are
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directly connected to mechanisms, such as in the case of location-based access
control (Chapter 6).

The findings are presented concept-centric, meaning that all literature on a
certain concept is discussed in one section. Further detail about which data was
collected can be found in the method sections of the case studies (Sections 6.3,7.3,8.3,
and 9.3).

5.6 Outline for Each Case Study

Having presented the overall research design and the cases to be examined,
we will now zoom in to the outline for each individual case study. This is shown
in Figure 5.5.

(9) Comparison between Physical and Digital (RQ3)
(1)Introduction (2)Conceptual Framework (3)Method (4)Goals(5) Physical System(6) Physical Properties (RQ1)

(12) Conclusion
(10) Hybrid System (RQ4)(7) Digital System

(11) Trade-off Analysis (RQ5)(8) Digital Properties (RQ2)
Figure 5.5: Outline for each case study. Numbers indicate the sections.

For readability, we do not present the output (the KAOS tree) as a whole.
Instead we structure each case chapter as a running example and present parts of
the tree when needed, throughout the chapter (even though it actually is a case
study). Every case begins with an introduction of the topic and an investigation
of the related work (1, 2). Next we discuss how we performed the research in
the method section (3). We begin to create the KAOS model starting with goals,
which are independent of the realization (physical, digital or hybrid) (4). Having
identified the goals, we create the first KAOS model for a given physical system
(5) and elicit the properties of physical entities (RQ1) (6). Next we examine a
particular digital system (7), elicit the properties of digital entities (RQ2) (8) and
compare this to the physical system (RQ3) (9). The final system to be researched
is given hybrid system (10), after which we elicit different types of combinations
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of physical and digital security (RQ4). Finally we perform the trade-off analysis
between physical and digital mechanisms (RQ5) (11).

Figure 5.6 shows in which parts we build the KAOS graph in most of the case
studies, and Figure 5.7 shows how these parts connect to each other in a small
example KAOS tree.

Part Representation Object Types

Goals Tree Goals, Goal conflicts
Entities Table Entities
Operations Table Operation, Goal, Agent, Entities
Threats Table Threat, Goal
Properties Table Entity, Property, Threat

Figure 5.6: Parts used in constructing the KAOS tree.Part Goals Goal G1Goal G2 Goal G3Operation P2Operation P1 Conflict C1
Obstacle/Threat T1Entity E1 Entity E2

Resolution /Mitigation M1
Agent A1

(Domain)PropertyD1

Part Threats
Part Entities

Part Operations

Part Properties
Figure 5.7: Example KAOS tree, showing individual parts of its construction.

We thus split the tree into five parts: to begin, we present the goals, where
we show the relations between different goals, as well as goal conflicts. Next,
we list the entities. After that, we show a list of operations, to which goals they
contribute, who executes them (the agent) and what entities are involved. We
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continue with a list threats to the goals. Finally, we show how properties of entities
contribute to goal realization (or the mitigation of threats to these goals).

5.7 Analysis of Multiple Cases

Combining data from multiple case studies can be done in two ways:

• by analyzing and integrating all data after completion of all cases

• by analyzing and integrating data after each case study

The first approach is typical for a cross-case analysis (Cf. Eisenhardt [53]).
Here cases are compared to find similarities and differences between them. For
similar cases, we examine differences, whereas for different cases we attempt to
discover similarities. From this analysis arise categories, concepts and constructs,
which after a series of iterations are further refined.

The second approach is taken by analytical induction (Cf. Robinson [180]).
This methods concerns the study of a phenomenon and the conditions under which
it occurs. The researcher starts with an initial hypothesis and then checks that
information against the data that is available. When new data does not support the
hypothesis two approaches can be taken:

• Redefine phenomenon.
This can mean the exclusion of cases, such that the hypothesis holds for a
smaller set of situations.

• Modify existing hypothesis.
Change the hypothesis in such a way that it fits all the evidence.

At the highest level, we choose to perform analytical induction rather than
cross-case analysis afterward. The reason is that cross-case analysis is most suit-
able for a situation where the phenomenon is not well understood in terms of
concepts and categories and hypothesis: these are developed during the cross-
case analysis. However, in this research, the structure of the hypotheses that is
developed is already clear at the beginning of the research: namely a physical
or digital property has a positive or negative effect on information security. (See
Section 5.8.3.) Analytical induction allows us to take full advantage of this, by
testing these hypothesis directly and in detail. We will however deviate from the
normal approach of analytical induction in two ways:

• We do not a-priori select cases in which a phenomenon has occurred. (See
Section 5.3.) Because the cases are selected from the entire population
rather than from a subset this improves the external validity.
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• We do not start with an initial hypothesis; rather we create the first hypothe-
ses after the first case study. The reason is that, as the related work shows,
there are few theories about physical and digital security that can serve as a
source for the initial hypotheses.

Thus, rather than presenting a cross case analysis at the end, we will therefore
analyze the data case after each case, and check whether previous hypotheses
(impact of physical properties on security goals, differences between physical and
digital security and hybrid types) fit the data of the new case.

5.8 Properties

In this section we will explain how properties of physical and digital entities
are derived. As for the goal, we stress that this is not to create a complete ontology
of properties. Instead, the objective is more limited, namely identifying recurring
characteristics of entities in order to understand more about how physical and
digital security works. We will now begin to explain what we define as properties.

5.8.1 Characteristics of Properties

As mentioned in Section 5.4.4 KAOS defined domain properties as descrip-
tive assertion about objects in the environment of the system. In this section we
will further refine this definition, such that the analysis will yield structured re-
sults: properties are characteristics of entities that are represented in the form of
adjectives.

For physical security, examples are “movable”, “visible”, “identifiable”, “in-
ert”. Physical properties relevant for security relate to capabilities of persons: an
object is “movable” because a person can move it. Likewise, an object is “identi-
fiable” because a person has the capability to identify it. We chose to focus on the
properties of physical and digital entities, and not on the capabilities of persons to
observe these properties. Therefore we do not say that a person has the property
“capable to see” but rather that an object is “visible”.

For digital security, similarly to the way in which physical properties are tied
to physical objects in the physical domain, digital properties are tied to the digi-
tal domain, which has conceptual entities such as files, data, processes, and net-
work packets. Thus, even though identifying entities in the digital domain is less
straightforward than in the physical domain, it is possible to understand specific
characteristics that entities in it exhibit.3 Concerning the method of identifying
and defining digital properties, we must point out that often characteristics of the

3We start with the assumption that there actually are such digital properties - and take a different
viewpoint than Blakley, who argued that digital systems are so malleable that they don’t have fixed
ways of behaving: in our view malleability could be a digital property as well.
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digital domain (RQ2) are actually described in terms of the differences (RQ3) be-
tween the digital and the physical domain. For example Floridi’s 2P2Q hypothesis
(see Chapter 4) states that the pace, processing, quality and quantity of informa-
tion have increased with digital systems. As such this hypothesis says as much
about the physical domain as it says about the digital domain. We will approach
properties and differences strictly separate.

5.8.2 Discovering Properties

Having defined what properties are, a systematic method is necessary to find
the relevant domain properties that play a role in realizing the security goals. As
we assume that domain properties affect security through the entities, we therefore
investigate the role of each of each entity, how properties

1. determine its possible states;

2. help to realize operations on the entity;

3. contribute to realizing security goals;

4. help to resolve related conflicts between security goals;

5. play a part in the occurrence of threats;

6. contribute to the mitigation of threats.

This is illustrated in Figure 5.8, which shows a schematic overview of a simple
KAOS model, which has one instance of each object type. The connectors be-
tween the objects (lines, triangles) are specific for connecting different types of
objects. However, they do not convey any special meaning and they will not be
discussed further here. ResolutionObstacleGoalOperationEntity Finding related model elements for each entity

Conflicting GoalAgent
Figure 5.8: Finding related model elements for an entity.
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5.8.3 Creating and Updating Hypotheses

After having created a method how to find domain properties, it is necessary
to explain the definition of the hypotheses that can be built from these, and how
they can be updated.

To begin, each hypothesis consists of a property of a physical or digital en-
tity, which has a specific impact on security under certain conditions. Security is
here defined as confidentiality, integrity and availability (see Section 2.3) of in-
formation and each impact can be either negative or positive. The hypotheses are
therefore of the following form:

Hx : physical security property has {positive|negative} impact on
security {confidentiality, integrity, availability} under conditions {C}

To ensure that each hypothesis is consistent with all case study data, they
must be changed when new contradictory data becomes available. In our case,
this occurs in two steps:

1. The hypothesis’ conditions are changed, such that certain situations are ex-
cluded.

2. A new hypothesis is formulated that is consistent with all cases analyzed so
far, to be used for the next cases.

Example Consider that there is evidence that visibility allows to detect theft,
so that it contributes to confidentiality. This leads to the following hypothesis,
unbounded by any conditions:

H1 : Visibility has a positive impact on confidentiality.

However, in another case study a counter example is found: in an election
someone can observe the voter when he puts the mark on the paper, which is a
threat to confidentiality. Thus the conditions of H1 must change, such that it only
holds for entities that do not directly display confidential information, leading to
hypothesis H1’.

H1’ : Visibility has a positive impact on confidentiality under the con-
dition that entities do not directly display confidential information.

In addition to that, we have a new hypothesis:

H2 : Visibility has a negative impact on confidentiality for objects
that display confidential information openly.



60 Method

In each of the case studies we document this process with two types of tables:

1. First we explain the newly found properties, their effects on security, as well
as counterexamples and conditions.

2. Second we examine the support for hypothesis found in previous cases,
again including counterexamples and conditions.

5.8.4 Relation between Positive and Negative Effects

As mentioned, a property can improve or reduce security. In both cases, a
counterexample to the hypothesis can spawn a new hypothesis about an opposite
effect. A counterexample to the hypothesis that a property improves security, can
lead to a second hypothesis that the property also reduces some aspect of security.
This dual nature of effects is not absolute: not all counterexamples lead to a new
hypotheses, and not all hypotheses have opposite relations:

• Whether a counterexample leads to the creation of a new hypothesis is de-
pendent on the domain: as mentioned we will not investigate the social
domain in detail and focus on the physical and digital domain. Only if the
conditions remain into the domain of physical security can it lead to a new
hypothesis.

• It can also be that a hypothesis simply does not hold under certain condi-
tions, but that these conditions do not lead to the opposite effect —in that
case no new hypothesis is added, but instead the current hypothesis is re-
fined by adding conditions to it.

5.8.5 Inverse Properties

Some properties are the inverse of other properties, for example visibility and
invisibility. The relation is indicated in the cluster: thus both properties “visible”
and “invisible” belong to “visual” cluster.

5.8.6 Data Structure

Each property is represented in two parts:

• A general part, which lists the general characteristics of the property:

– Property name: the name of the property

– Cluster: a collection of hypotheses concerning one concept (such as
visibility)

– Effect: the impact on confidentiality, integrity and availability
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– Hypothesis: explanation why the property produces the effect

– Conditions: the conditions under which the hypothesis is claimed to
hold

– Case first observed: the case study in which the property was first
observed

• A case study part, which lists relevant observations from the case studies.
In the case study part, we distinguish between three types of observations:

– The first (initial) observation of the effect in a case study.

– Observations supporting the initial hypothesis.

– Counterexamples that contradict the original hypothesis.

In turn, each observation has the following form:

• Example: an observation of the effect in the case study.

• Effect: the impact of the observed property on confidentiality, integrity and
availability in this example.

• Conditions: conditions under which the hypothesis is true. In the case the
observation is a counterexample, this concerns the conditions that exclude
the counterexample, under which the hypothesis is true and the factors that
contribute to the effect.

Ideally, the final case studies would not introduce any new conditions or contribu-
tions, indicating theoretical saturation.

5.9 Comparison

For each case, physical and digital systems are compared regarding how they
realize security goals. Such a comparison is challenging and it is not possible
to give a final verdict on which approach to security is best, physical or digital;
the effectiveness of each approach is context-dependent and we try to identify the
context-sensitive arguments that can be used to make this trade-off. Physical and
digital systems can have strengths and weaknesses that are difficult to compare.
We cannot simply count threats and mitigations, nor can we do a risk assessment
(based on likelihoods and impacts) because in our cases, and in many real-world
case similar to them, there is a lack of information to base such a judgment on.
For the comparison, the assumption is made that both digital and physical sys-
tems are adequately designed and managed; no meaningful results can come from
comparing a badly designed digital system with a sophisticated physical system,
or a sophisticated digital system with a badly designed physical system.
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Our reasoning is therefore primarily analytical and begins by listing the secu-
rity goals and consider for physical and digital systems the hypotheses (hereafter
called mechanisms) that impact each security goal.

The results of this analysis are tables with a structure like that in Figure 5.9.

Goal Physical System Digital System

Confidentiality + Physical Mechanism M1 + Digital Mechanism M3
Integrity ± Physical Mechanism M2 + Digital Mechanism M4
Availability − Physical Mechanism M3 + Digital Mechanism M5

Figure 5.9: Example comparison of physical and digital systems. Effects of the
mechanisms can be positive (+), negative (−), or both depending on the context
(±).

5.10 Combinations

Concerning the combinations of physical and digital security mechanisms
(RQ4), we analyzed the different types of hybrid systems in the case study. These
combinations are represented in the form of a taxonomy with possibilities to inte-
grate physical and digital security. One combination does not represent one type
of system but rather one aspect of it, and multiple combinations can be combined
into one system, for example for different components. Thus, these combinations
are in effect design patterns [51] that are used for the application of results by
practitioners. The construction of design patterns is explained in Section 5.12.

5.11 Trade-off Analysis

We will now further analyze the concept of trade-off analysis that is used to as-
sess the benefits and limitations of physical, digital and hybrid systems. To begin,
in a trade-off analysis options are evaluated based on their desired properties, with
the objective to find the option that most adheres to the desired properties. For ex-
ample for the development of different types of power plants, their construction
cost and environmental pollution would be examined with the objective to find a
power plant that has both a low cost and little environmental pollution. Such an
analysis is often done when desired properties are known to conflict, meaning that
achievement of one goal makes the realization of another goal more difficult.

In the case of security goals, we already observed in Section 2.3 that these
goals can be realized in mutually conflicting ways and thus conflicts are to be
expected. Therefore, the trade-off analysis in this research concerns a situation
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Goal Hybrid Compared to Physical Hybrid Compared to Digital

Confidentiality ++ +
Integrity – =
Availability - =/+

Figure 5.10: Example table structure for the comparison of hybrid with physical
and digital systems. (The example is not based on any real data.)

where the desired system properties are security goals, and the possible options
are determined by the part of the system that is digital or physical.

The objective is then to find those combinations of physical and digital sys-
tems and security mechanisms that best realize security goals. In this situation
it is not clear what the problem structure is as both physical and logical security
mechanisms have strengths and weaknesses. For example it is possible that com-
binations of physical and digital security amplify each other’s weaknesses, but
it is also possible that they compensate for each other. A priori we have three
hypotheses about these combinations.

H1 Accumulation of negative properties:
A combination amplifies the worst properties of physical and digital sys-
tems. For example the attack surface may be increased if a system has both
physical and logical components.

H2 Compensation:
Negative properties are limited by a positive property or vice versa. For ex-
ample a physical security weakness can be compensated by stronger digital
security, or a physical security strength can be reduced because of a digital
security weakness.

H3 Accumulation of positive properties:
A combination amplifies the best properties of physical and digital systems.
For example an attacker may have to hack both the physical and the digital
system to mount a successful attack.

To test these hypotheses we compare hybrid systems to digital and physical
systems. For each case this is done using a table of the structure shown in Fig-
ure 5.10.

In essence we look at every hybrid system and assess for each goal if it per-
forms better or worse than a physical system (Column 2) or a digital system (Col-
umn 3). The assessment is based on the effects of the properties on the hybrid
system. For example, a physical system will be affected by properties that have
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Score Definition Operationalization

++ Hybrid is much
better

The physical or digital system cannot adequately
satisfy the goal, whereas hybrid can.

+ Hybrid is better Most arguments are in favor of hybrid.
= /+ Hybrid is equal or

better
Logically, hybrid cannot be worse than physical or
digital, and there are arguments in favor of it.

= Hybrid is equivalent Arguments of hybrid and physical or digital security
are similar.

± Depends on
circumstances

There are strong arguments in favor of hybrid, but
also against hybrid.

= /− Hybrid is equal or
worse

Logically, hybrid cannot be better than physical or
digital, and there are arguments against it.

− Hybrid is worse Most arguments are against hybrid.
−− Hybrid is much

worse
The physical or digital system can adequately satisfy
the goal, whereas hybrid cannot.

Figure 5.11: Assessment scores of comparing hybrid with physical and digital
systems.

both positive and negative effects. The hybrid system can be subject to the same
effects and we assess which of the following possibilities is applicable:

• Positive effects of physical properties are not or to a lesser extent present in
the hybrid system as compared to physical systems. In this case the hybrid
system is worse.

• Negative effects of physical properties are not or to a lesser extent present in
the hybrid system as compared to physical systems. In this case the hybrid
system is better.

Next, the results of this comparison are aggregated, and Figure 5.11 shows
the values of assessments, how they are defined and operationalized. It must be
stressed though that, even though it was attempted to provide clear guidelines,
these elements will remain expert judgments based on the data in the case studies,
and future research may give reasons to improve these judgments. For each table
presented in the case studies, we indicate the section in which the motivations for
each assessment can be found.

5.12 Application of Results

The results of the case studies are applied in two methods for the assessment
of existing systems and for the design of new systems. The analysis method for the
first follows the identification of the relevant properties for that system that was
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explained in Section 5.8. The foundation of the design method is the taxonomy
of hybrid systems, which are presented as security patterns. In presenting the
patterns, we will follow the notation by Gamma et al. [110](Figure 5.12).

Element Description

Intent The problem solved by the design pattern and its general
rationale and purpose.

Also Known As Other names for the pattern, if any are known.
Example A real-world example demonstrating the existence of the

problem and the need for the pattern.
Motivation A description of situations in which the pattern may apply and a

more detailed description of the problem that the pattern is
intended to solve.

Applicability A general description of the characteristics a program must
have for the pattern to be useful in its design or implementation.

Structure A textual or graphical description of the relationship between
the various participants in the pattern.

Participants The entities involved in the pattern.
Consequences The benefits the pattern provides and any potential liabilities.
Implementation Guidelines for implementing the pattern.
Example Resolved An example of how a problem described in the Example section

may be resolved through the use of the pattern.
Known Uses Examples of the use of the pattern, taken from existing systems.

Figure 5.12: Elements of a design pattern (adapted from Dougherty et al. [51])

The applicability of the two methods (which build on other results of the the-
sis) is tested in a focus group meeting [138] with security experts. Several security
experts from academia and industry were invited to discuss the findings. In the
meeting, participants received a presentation about these results, tried to apply
these and debated the outcomes in a discussion led by the facilitator.

5.13 Validity

Having explained the research methods and designs in the previous sections,
the overall validity of the thesis is discussed below. We will begin to explain the
different types of validity. In overall, we consider four types 4:

1. Construct validity concerns justification of the conceptual framework and
the constructs that were measured or identified in this thesis, and whether
they could be different.

4C.f. Wieringa, 2004 [227] Part V
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2. Conclusion validity concerns whether the conclusions reached are supported
by evidence, i.e. can be traced back to the evidence.

3. Internal validity concerns the validity of causal explanations of the obser-
vations and whether alternative explanations are possible.

4. External validity concerns the issue whether the results can be generalized
to other cases.

Validity is addressed in several locations in the thesis.

1. First in this section, we discuss how the four types of validity apply to the
results.

2. Second, each of the four cases has a separate method section. Here the
selection of sub-cases (physical, digital and hybrid) is considered, as well as
the method of data collection and the scope of the research, and its possible
limitations.

3. Third, in the Chapter 10, we look back at all the case studies and again
consider the validity of the first five research questions: the properties, the
combinations of physical and digital systems (hybrid systems), their com-
parison and the trade-offs.

4. Fourth, the validity of the results of the focus group meeting is discussed in
Chapter 12.

We will now discuss each type of validity in more detail.

5.13.1 Construct Validity

Throughout the research, we use several basic constructs:

1. security goals

2. physical, digital and hybrid systems

The security goals of confidentiality, integrity, and availability mentioned are ex-
plained in Chapter 2. This operationalization is incomplete (as there are other
aspects of security) but is widely accepted and has been found to be sufficient for
security assessments. Physical, digital and hybrid systems are operationalized in
this thesis itself. First, in Chapter 2 the meaning of “physical” and “digital” sys-
tems were discussed. A physical system can be understood by understanding its
physical behavior, whereas a digital system can be understood by its digital behav-
ior (even though it is running on physical hardware). Hybrid systems were earlier
explained as those systems that combine both digital and physical components
and must be understood through both their physical and digital behavior.
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5.13.2 Conclusion Validity

Regarding conclusion validity, there are four main conclusions that each an-
swer one of the four research questions: (1) about the properties of physical and
digital entities, (2) the combinations of physical and digital systems, (3) the com-
parison between physical and digital systems and the (4) trade-offs between them.
Conclusion validity is dependent on the soundness of the research design (the
traceability of the data used in the study until the conclusions are reached) and
on the execution of that design, namely whether errors were made during the data
processing steps (the “coding”). Through the research, data is collected from case
studies in a KAOS tree. This is then analyzed. Because KAOS is used, the data is
structured in a uniform format, which allows defining a uniform way of process-
ing that data, which is described in Section 5.6. For the properties, combinations
and trade-offs this method has been discussed in the Sections 5.8, 5.9, and 5.11.
This reduces the chances that the conclusions are not supported by the evidence.
The chance of errors in data processing are further reduced by triangulation (us-
ing a variety of research methods such as interviews and literature studies) and
by carefully verifying the results. For example, after interviews were taken, the
stakeholders were asked to comment on the results. A large portion of the actual
results was loaded in a special database for consistency checking. This made it
also possible to autogenerate many tables, reducing the chances of errors in the
final thesis and improving consistency of result reporting in all four main case
studies.

Furthermore, much data was collected from the four case studies, and this
makes it less likely that individual errors or omissions would have had a great
impact on the results. If we for example consider a list of operations for paper
voting (Figure 7.3), we find many different threats, of which the omission of one
would not severely impact the end result.

5.13.3 Internal Validity

Internal validity is the degree of support for a causal explanation of a phe-
nomenon. This translates into three requirements:

1. There is temporal precedence between the “cause” and the “effect”.

2. The cause and effect are related.

3. There are no other plausible explanations for the observed relation.

In a randomized controlled trial internal validity can be managed using sampling
techniques and a research design with control and treatment groups. However,
this is not possible in a case study, because this has a sample of one and we cannot
calculate a difference between the difference of getting a treatment or not. Instead
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we can consider the relation between system architecture and security. Thus we
investigate the architecture of systems and how components interact to realize
security goals. For example we could identify a system architecture that depends
on interactions with persons and observe that in such a case it is more difficult
for an attacker to launch fully automated attacks, which has a positive effect on
security. We will consider internal validity for such arguments in each of the case
studies.

5.13.4 External Validity

As for our combined case studies and the goal of theoretical sampling, not
in all cases did we succeed to apply the case criterion of independence of other
case studies. IT infrastructure management depends on access control systems.
Furthermore, access control systems and rights management systems are specific
variants of what is called ”Usage Control” [128]. Finally we have to consider the
limited number of cases that we examined. Given time and budget constraints,
we researched as many cases as possible, but possibly additional cases could have
resulted in different conclusions in the cross-case analysis. The likelihood of this
can be assessed with the concept of “theoretical saturation” associated with theo-
retical sampling. As more cases are added, the amount of new information found
in each subsequent case diminishes [53] until saturation occurs. We will return to
this issue in Chapter 10, and examine if theoretical saturation has occurred.

Returning to our limited goals for generalizability and our objective of useful-
ness, our objective was not universal validity, but rather usability of the findings
through the aforementioned case-based reasoning (identifying structures in a case
that produced phenomena observed in the case, and that are likely to produce
similar phenomena in similar cases). Specific generalizable features include the
properties of physical entities and the types of hybrid systems as well as their ef-
fects on information security. Each of these constructs is different with respect to
how it can be validated and this will also be considered in Chapter 10. In addition
to that, once we have analyzed the architecture in the cases and have discovered
components with specific capabilities and limitations, we have found generaliz-
able components:

• The components can also occur in other cases, where they can have the
same capabilities and limitations.

• The architecture can (with other components) also occur elsewhere, where
it is possible to reason in the same way about architecture.

The usefulness of the results is explicitly examined in the focus group meeting,
on which we report at the end of the thesis in Chapter 12.
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Chapter 6
Access Control Systems

6.1 Introduction

In this chapter1 we will examine several types of access control systems with
the purpose of understanding physical and digital security mechanisms. Access
control is defined as “the means to ensure that access to assets is authorized and
restricted based on business and security requirements” [94]. An asset can be any-
thing of value, even intangible such as company reputation. However, as we are
investigating information security, we will assume that the assets to which access
must be restricted are information assets. Information assets can be physical (pa-
per) or digital (database records), and access control mechanisms can be realized
both in the physical and in the digital domain. As our objective is also to under-
stand combinations of physical and digital security, we will also investigate hybrid
access controls. Figure 6.1 shows several examples of how different mechanisms
can protect assets.

Domain Security Mechanisms

Physical Vault, lock
Digital Encryption, password
Hybrid Digital door lock

Figure 6.1: Security mechanisms in different domains.

Physical access control is commonly understood to be the physical protection
of physical assets. For example, documents stored in a vault are protected by a
lock. Sometimes a physical mechanism can also secure a digital asset, such as

1This chapter is based on Van Cleeff et al. [209].
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when a vault secures an USB stick. Similarly, logical access control typically
protects digital assets. For example, digital files are protected by encryption.
A logical asset can also secure a physical asset, for example when a password-
protected web interface controls access to the remotely controlled pumps of a
water treatment plant. Hybrid security mechanisms are mixtures of physical and
digital protection mechanisms. An example of a hybrid mechanism is a digital
door lock that can be opened using a smartphone.

The primary motivation for investigating access control is that it is a core
technology for information security: without restricting access and the operations
that can be done on information, security cannot be realized. With respect to the
standard security properties of confidentiality, integrity and availability, it is clear
that especially confidentiality and integrity require restrictions on who accesses
data.

A specific focus of this chapter is a form of hybrid access control called
“location-based access control”. Here a user is granted access based on her lo-
cation. It is intuitively clear that it should improve logical access control, because
a user’s location is correlated to the access rights she is entitled to. For example,
an HR manager typically has no need for confidential employee data outside of
her office and home. Any access to this data from other locations is likely mali-
cious. In addition, location information can help with the authentication of users,
because for example a user located in Russia is unlikely to be an employee of
an US governmental organization.2 However, although the benefits of LBAC are
intuitively understood, its research and application are hindered by the fact that
there is no clear theory that explains how precisely LBAC integrates with and de-
pends on the physical environment [42]. Hulsebosch et al. [88] argue that benefits
mainly depend on the value of the resources that LBAC protects, but no general
framework exists for deciding which LBAC model is more suitable in which con-
text or for which resource, or in fact, explaining why LBAC actually improves
access control at all. We are thus interested in determining its potential, assessing
how the integration with physical locations can strengthen logical access control.

The outline of this chapter (and of all subsequent case studies) is straightfor-
ward: we begin with an examination of the background and related work, plac-
ing the case study into context. Next we discuss our research method, including
the selection of sub case studies and data collection methods. We then build up
reverse-engineered KAOS models of the systems that were studied, starting with
the goals and the systems themselves. We also consider threats to goal realization
and potential mitigations. This is done for each type of system: physical, digital
and hybrid. After the study of physical systems we answer RQ1 about prop-
erties of physical entities. Next we investigate the properties of digital entities
(RQ2). Once we understand logical systems we can compare physical and logical

2Cf. Denning and MacDoran for an early proposal for location-based authentication [47].
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access controls (RQ3). A subquestion (RQ3AccessControl) concerns how physical
and logical access control systems make access control decisions. Having reverse
engineered a hybrid system, we list possible types of combinations of physical
and digital mechanisms (RQ4) and do a trade-off analysis (RQ5). Here we are
particularly interested in the benefits of LBAC and its integration with the context
(RQ5AccessControl).

6.2 Conceptual Framework

We will now discuss related work concerning access control systems. Al-
though the literature mainly concerns logical access control, the presented con-
cepts are generally applicable, and we will also use them for physical and hybrid
forms of access control. After the introduction of several definitions and concepts
we explain how we will use these in our research.

6.2.1 Definition and Concepts

Reference Monitor

To begin, the archetypical design for a (logical) access control mechanism
is a reference monitor, which mediates between access control requests and the
requested objects. Figure 6.2 shows the archetypical reference monitor design. A
security administrator manages a database with user authorizations. When users
try to access an object, their access requests are sent to the reference monitor.
Using the authorization database, the reference monitor makes an access control
decision. Optionally, access to objects is logged and can be audited later.

Users Reference monitor ObjectsAuthentication Access Control
Authorization DatabaseSecurity Administrator

Auditing
Figure 6.2: A typical reference monitor (adopted from Sandhu and Sama-
rati [185]).
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Usage Control

Park and Sandhu [161] place access control in the context of usage control
(UCON), a broad framework for controlling access to resources. UCON divides
access control in two dimensions: payment dissemination and the location of ref-
erence monitors (Figure 6.3).

Server-Side Reference
Monitor

Client-Side Reference
Monitor

Payment-based
Dissemination

DRM

Payment-free
Dissemination

Traditional Access
Control

Figure 6.3: UCON dimensions.

Traditional access control models (role-based, mandatory and discretionary)
are placed in the quadrant of free dissemination and server-side reference moni-
tors. DRM (see also Chapter 9) is associated with paid dissemination and client-
side reference monitors. Access control is split into four hierarchical layers [128]:

1. objectives

2. models

3. architectures

4. mechanisms

First, objectives include general access control objectives related to confidential-
ity, integrity and availability of information, as well as flexibility and the extent to
which these controls are fine grained. Second, models specify how decisions are
made. Traditionally, access control determines access to a resource (object) by a
particular entity (subject). UCON extends this model with authorizations, obliga-
tions and conditions. Third, the technical architecture of the enforcement is based
around the concept of a reference monitor, which intercepts access requests of
subjects. Fourth, access control must be enforced by security mechanisms, which
are discussed by Lazouski et al. [128].

Access Control Services

Examining access control in more detail, we find that it is comprised of four
services or steps [82]:

• identification: uniquely identifying principals
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• authentication: verifying the identity of a principal

• authorization: determining if a principal has access rights

• accountability: auditing access logs to check compliance with security poli-
cies

These services depend on each other: without managing identities, one cannot au-
thenticate a principal, and checking authorizations requires knowledge and proof
of her identity.

Most access control types in IT systems are logical, and have an authorization
function, with inputs Subject, Object and Action and a boolean output: a subject
requests permission to perform an action3 on an object. Inside the function the
decision making takes place.

XACML

A detailed model for access control is XACML [175]. It is comprised of two
parts. The first part is a language implemented in XML that describes the access
control policies. The second part is a processing model that describes how to
make access control decisions based on these policies. XACML defines several
“policy points” that each have a distinct task in access control. Each policy point
performs a specific function regarding authorization decisions. In total there are
four types of policy points:

• policy information point (PIP): the subsystem storing the information nec-
essary for making an access control decision

• policy decision point (PDP): the subsystem making the actual decision

• policy enforcement point (PEP): the subsystem enforcing the decision

• policy administration point (PAP): the subsystem managing the information
stored in the PIP

The functions of these policy points are universal, meaning that any access control
system must fulfill these functions. For example we cannot make policy decisions
without some form of policy being available, and thus each system must have
a form of policy information point to provide this information. Combined, the
policy points serve as a reference monitor that intercept actual access requests to
perform operations.

3The term operation instead of action is also used.
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6.2.2 Summary and Implications for Case Study

Challenges in access control typically focus on authentication, but other func-
tions include identification, authorization and accountability. (In Section 6.3 we
consider in how far we include these services.) The reference monitor concept
is central to access control as it decides which user is granted access, and we
therefore include this concept in the research.

From the UCON framework we learn that there are two main positions for the
reference monitor depending on who controls it: either centralized (the system
owner) or decentralized (the user). Because this location influences threats and
mitigations we specifically examine its location in our research.

A functional decomposition of how access control decisions are made (the
model level of UCON) is put forward in the XACML model, which defines policy
points with specific functions. As these functions are limited in number (four)
and technology neutral, they can be used as operations for the KAOS models
constructed in this chapter; using the same basic operations for different systems
allows an easy comparison between physical and digital systems.

6.3 Method

As outlined in Chapter 5 we will perform case studies on three types of sys-
tems: physical, digital and hybrid systems. First, we examine a general synthetic
case of completely physical access control, where locks and doors are used. Sec-
ond, we research a typical case of completely logical access control, where access
control is implemented by a software program. Third, we investigate a hybrid
case, which is (as already mentioned) “location-based access control” (LBAC).
We will now describe our cases in further detail.

6.3.1 Case Study Selection and Method

Physical Access Control

We will begin to investigate a typical physical access control system and deter-
mine how it realizes security goals. To achieve a high contrast with logical access
control, our system is completely physical, without any logical or electronic com-
ponents. In our case, we consider an access control mechanism consisting of locks
and doors, which protects information assets stored in offices that are located in-
side a facility. Locks and doors are widely used physical security mechanisms, to
be found in every home or office.
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Logical Access Control

There are several variants of logical access control, including discretionary
and mandatory access control. In discretionary access control, a user has the
option to change access control rights of objects, such as files in a file system.
By contrast, in mandatory access control, access rules are centrally decided and
enforced. In our case study, we will use another form called role-based access
control (RBAC), as it is one of the most widely researched and applied access
control mechanisms.

Hybrid Access Control

There are many hybrid cases of access control, for example smartcards used to
open physical doors. An LBAC system infers the location of a principal through
sensors and takes it as input for access control decisions [8]. This allows for the
specification and enforcement of location-specific security policies, for example
restricting access to sensitive information to a specific room. LBAC is part of
the family of context-sensitive access control systems [88], which take all sorts of
contextual information as input.4

Our main reason for selecting LBAC is that it is a relatively recent innovation,
of which researchers claim that it has the potential to improve security, but this
has never been substantiated in practice. As such, we are interested in finding
out what precisely LBAC can add to existing physical and logical access control
mechanisms and the emphasis in this chapter is therefore on LBAC.

Literature Study Selecting literature on LBAC was done in three steps. First,
we identified relevant keywords to search for, starting with an initial search for
“Location-Based Access Control” in titles, abstracts and keywords of papers.
Similar terms can be split in two parts: a part on context (such as “spatio-temporal”),
and one part on identity and access control (such as “role-based access control”).
This is shown in Figure 6.4. In total we created 7×5 = 35 keyword combinations.

In the second step, we searched literature using these keywords. We applied
the review method of Webster and Watson [224], except for the literature search
itself. Rather than examining journal papers and moving backwards to the refer-
ences, and forward to citations in conferences and workshops, we applied straight-
forward keyword search criteria, as the scope of our research was well-defined
and the set of papers found was relatively small. Concerning the presentation of
results, we did follow the approach from Webster and Watson to categorize the
results by concept rather than by author, to identify strengths and weaknesses (for
example research gaps) in the existing research.

4There are many terms for these types of systems, which are all put under the “flag” of LBAC,
because this term is most widely used and covers our research best.
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Context Term Access Control Term

Context-sensitive Authentication
Context-aware Authori(s/z)ation
Context-dependent Access control
Location-based Role-based access control
Location-aware RBAC
Spatio(-)temporal
Proximity-based

Figure 6.4: Search terms used in the literature study.

In total we found 159 papers with these keywords, which were retrieved in
the third step using Google Scholar5. We excluded non-retrievable or irrelevant
papers (meaning relevant to our topic), resulting in 99 full papers. In our initial
investigation of LBAC, we noticed that most papers did not present any clear mo-
tivation for LBAC usage. Instead, they presented LBAC models and examples
of their usage. To include literature lacking explicit motivations, we attempted
to derive these by following the grounded theory method [35], which allows the
development of a theory based on collected data in a structured manner. We col-
lected two types of information:

1. Models of LBAC, how the authors conceptualized relevant events and prop-
erties of space-time.

2. Motivating examples on LBAC usage. In total 91 motivational examples
were found.

6.3.2 Limitations and Scope

Concerning the different access control services outlined in Section 6.2 (iden-
tification, authentication, authorization and accountability), we focus on autho-
rizations and pay only limited attention to the identification and authentication of
users, assuming that these already have occurred.

Our study of physical access control is confined to a select list of literature.
Most of the material used was found in Harris [82] and Anderson [5]. Another
source of literature are models of physical protection mechanisms for securing
sensitive information inside a facility, as described by Probst et al. [168] and
Dimkov et al. [48].

Concerning logical access control, we limited ourselves to investigating stan-
dard role-based access control, as it is the most widely used and researched means
to assign authorizations to users. (Ferraiolo et al. [57]) We did not thoroughly

5http://scholar.google.com

http://scholar.google.com
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investigate security threats to logical access control nor their mitigations. The
reason is that security threats to logical access control are generic and applicable
to any IT system: software has vulnerabilities which can be exploited by hackers
using specific tools, and errors and flaws in its design and maintenance can also
impact security negatively.

As for LBAC, we exclude particular implementations and their specific vul-
nerabilities from our research. This is not to say that these are trivial. For example
when a smartphone serves as a proxy for a person, and is granted permissions, it
can still be stolen, no longer signaling the location of the owner. One specific
implementation problem for LBAC systems is preserving the privacy of users:
determining who has access to the context of the user [88]. Without denying the
complexity of these problems, we assume that this problem can be solved satis-
factorily. Regarding the literature study, this was limited to scientific literature
found on Scopus6, including the majority of IEEE, ACM, Springer and Elsevier
publications in conferences and journals.

6.4 Goals

We will now consider goals for access control. As mentioned in Chapter 2,
information security goals primarily relate to confidentiality, integrity and avail-
ability of data. These are in turn realized by security services, such as access
control. Access control protects resources against inappropriate or undesired user
access. This requires selective sharing of information [87]: neither granting nor
denying access to everyone leads to a useful access control system.

As for access control goals, Sandhu et al. specifically mention the principles
of least privilege and separation of duty [184], whereas Hu et al. state that there
are no well-accepted metrics regarding the goals and desirable features of access
control [87]. Instead usefulness depends on the context and the needs of the or-
ganization using it. In total, Hu et al. list 14 specific criteria for evaluating access
control systems, including the aforementioned two principles. We therefore in-
clude these in our study, as being widely accepted access control goals.

Concerning LBAC, one specific goal on which LBAC is assumed to score well
is usability [187]. To test if this is the case, we will include this goal in our study.
One goal that has not been addressed in great detail but should deserve further
study is maintainability [41], and we also include it. Finally we include the goal
of accountability in our study, as it is a known problem of pervasive systems [204]
that are a specific application for LBAC.

In total we select five main access control goals in additition to the standard
security goals of confidentiality, integrity and availability:

6http://www.scopus.com

http://www.scopus.com


80 Access Control Systems

1. principle of least privilege

2. principle of separation of duty

3. maintainability

4. accountability

5. usability

Figure 6.5 shows the goals in relation to each other inside a KAOS goal tree.G1. Confidentiality, integrity and availability of information

G11. AuthenticationG10. Maintainability G12. Identification

G2. Selective sharing of information

G9. Usability

G3. AccountabilityG5. Least privilegeG4. Separation of duty G6. Only access by authorized users G8. Only known usersG7. Practical authorization system
Figure 6.5: Goals of access control.

The top-level goal is to ensure the confidentiality, integrity, availability of in-
formation (G1). This is realized by making sure that not everyone has complete
access to all information (selective sharing of information, G2), and holding users
accountable for their actions (G3). Selective sharing of information means im-
plementing two principles: those of separation of duty (G4) and of least privilege
(G5). This requires authorizations to be set (G6), and for these users must be
known (G8), meaning they are identified (G12) and authenticated (G11) first.
Finally, an authorization systems works only if it is usable (G9) and maintain-
able (G10). There is one goal conflict, namely between “selective sharing of
information” and “practical authorization system” (G7); the more information is
shared selectively the more complicated and less practical the system will be and
vice versa. We will now discuss the five top-level goals and their goal conflicts,
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because we will use these goals to evaluate physical, digital and hybrid access
control systems in the coming sections.

6.4.1 Principle of Separation of Duty

Because principals are not always trustworthy, actions must be split between
users, allowing each one to verify the other, or depend on the other for execution.
Separation of duty (SoD) is possible in time (workflow), or using a two-man or
dual control policy, which requires multiple persons to approve an action. Toah-
choodee and Ray [203] list two types of SoD: static SoD means that users do
not have conflicting roles or permissions, dynamic SoD means that users cannot
activate conflicting roles during the same session.

6.4.2 Principle of Least Privilege

In theory, access control allows the implementation of the principle of least
privilege [182]: access to resources should only be granted when necessary for
legitimate purposes. Implementation of this principle limits the risks. First, it
prevents actors from making mistakes when they have too many authorizations.
Secondly, it prevents malicious actors from abuse, as they cannot access every-
thing. Third, it prevents anyone impersonating the actor (for example because of
password theft) from accessing more data than the actor was entitled to access.

6.4.3 Accountability

In practice, the principle of least privilege is hard to implement, because in the
interconnected dynamic world of today, no one knows precisely what access rights
are necessary for legitimate purposes. Instead, users should be held accountable
for their actions [27]. This is done by logging and monitoring these actions. It
can also act as a deterrence, and in some case even allow recovery from illegal
actions.

6.4.4 Maintainability

The problem of adherence to the principle of least privilege leads to a fourth
goal, namely maintainability. Administrators must keep track of what users are
authorized to do, and keep authorizations synchronized to their job descriptions.
One of the problems of access control concerns the management: the policy en-
forcement point can enforce the general policies, but at some point these policies
will be subjected to change. (In XACML terms, the policy administration point
must take care of this, and this leads to the question of how the access to the PAP
itself is managed.)



82 Access Control Systems

6.4.5 Usability

Finally, an access control system that puts a heavy burden on its users in-
creases the chance of being circumvented and defeats its own purpose. For exam-
ple users faced with a system that requires many role changes and passwords will
write them down because they cannot remember them.

6.4.6 Goal Conflicts

The goal of “selective sharing of information” implies a fine-grained access
control mechanism, implemented through the principles of separation of duty and
least privilege. However, fine-grained mechanisms have a negative impact on usa-
bility and maintainability: the more options and configurations the access control
mechanism requires, the more difficult it will be to use and maintain. Likewise,
the easier the access control system is to maintain and use, the less fine-grained
and selective it will be. We will return to this conflict later in our assessment of
physical and digital access control mechanisms, to find out how different access
control mechanisms handle this conflict.

6.5 Physical Access Control

We will begin the study of access control mechanisms with a physical system
and relate its operations and entities to the goals described in Section 6.4. Also,
we investigate threats (obstacles in KAOS terms) against physical access control,
and consider mitigations (resolutions in KAOS terms) of them.

Figure 6.6 shows an archetypical layout of a facility, similar to other models
used in physical security modeling such as by Probst et al. [168]). This facility
is equipped with a physical access control system consisting of locks and doors.
After entering through several offices, employees can get physical access to the
servers.

Figure 6.6: Typical layout of a facility.
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The facility consists of basic physical structures such as walls, corridors and
doors. The entrance is protected by guards. Employees work in offices, which
have doors with locks. There are thus several entities of interest in both the context
and the system shown in Figure 6.7.

For this system (as for the other logical and hybrid systems) we list the enti-
ties and the operations performed on them. The XACML standard discussed in
Section 6.2 helps us to find the operations for access control, as each policy point
performs one operation:

• PIP: store policy information

• PDP: determine access rights

• PEP: enforcing policies

• PAP: manage the policies

In an addition to these operations, a user also sends access requests to the access
control system itself. This is the fifth operation. Figure 6.8 lists the operations in
physical access control.

ID Name ID Name

E1 Employee E5 Key
E2 Manager E6 Office
E3 Door E7 Hallway
E4 Lock

Figure 6.7: Entities used in physical access control.

To begin, there is the storage of policy information (P1): the lock stores the
policy information such that the door can be opened with the appropriate key. The
lock determines the access rights (P2): if the key fits the lock, the person holding
the key can open it. Furthermore, the lock enforces the policies. (P3). Next is
the management (P4), which involves (i) changing the lock, (ii) handing in and
handing out keys to employees, and (iii) moving assets to a different location.
Finally there is the actual usage (P5): the employee walks to the door and enters
the key into the lock.

6.5.1 Threats and Mitigations

We will now examine the threats against physical access control mechanisms
and how to mitigate these. Figure 6.9 shows the list of threats. Each “X” indicates
that the treat impacts a specific goal. We explain the threats further below.
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ID Operation Goal Agent Entities

P1 Store Policy Information (PIP) G1 Lock
P2 Determine Access Rights (PDP) G2 Lock
P3 Enforce Policies (PEP) G2 Lock, door
P4 Manage the Policies (PAP) G6, G10 Manager Key
P5 Send Access Requests G2, G9 Employee Key

Figure 6.8: Operations used in physical access control.
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T1 Key duplication X X X
T2 Key theft or loss X X X X
T3 Direct attacks on locks X X X X X
T4 Attacks on persons X X X
T5 Tailgating X X X

Figure 6.9: Threats to physical access control goals.

Key Duplication As the shape of the key expresses the information needed to
duplicate it, one attack is to copy the shape (T1). This can be done when the key
is under the attacker’s control (simply copying it at the locksmith), but also at a
distance by making a photograph and extracting the key shape from it. Laxton et
al. demonstrate the practical feasibility of this [127]. A wide range of techniques
exist to duplicate the key, but 3D printers which can create physical structures
make the process very easy [163]. (This is an example of digital attacks against
a physical system, we will return to this later.) To prevent duplication, Patel pro-
poses to hide the shape of the key, but conclude that ultimately the security should
be based on an invisible secret, such as an RFID chip. This might lead to the
conclusion that physical security with standard keys is essentially broken, but in
practice these attacks are rare. The practicality of such attacks depends on three
factors:

• Can an attacker observe the keys in sufficient detail?

• Does the attacker (or an accomplice) have access to material to generate the
keys?

• Can the attacker (or an accomplice) actually use the key?
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If we consider a prison, then prisoners might be able to observe the keys, but not
be able to photograph them. Even if they would be able to retain the image, the
prisoners still must manufacture the key, or smuggle it inside. Finally, they would
also need access to the door itself. If these activities are very costly or impossible
to perform in practice, a physical key system can be still be quite secure.

Key Theft or Loss Regardless of whether a key is duplicated, a key can be
stolen from the user, or she can lose it (T2) and it can be used by the attacker,
because the lock cannot check who holds the keys.

A mitigation is that the rightful owner can detect the loss because it is a phys-
ical item. If policies are strict, the user must carry many keys which complicates
key management for a person and increases the likelihood of loss. A hierarchi-
cal key system (where a key can open many doors up to a certain security level)
requires fewer keys and can mitigate this problem.

Many organizations also have a need for master keys, which are then kept at
“secret” locations, only known to some, and this system is prone to abuse as keys
are no longer personal and the goal of accountability is violated.

Direct Attacks on Locks Locks themselves can also be attacked as they can be
forced (T3). Although the lock does not have any access log, the attack might
leave detectable, visible traces that can alert persons that a security breach has
taken place.

Attacks on Persons Persons in the facility are also vulnerable to attacks. They
can either knowingly (for example by bribing) or unknowingly (after social engi-
neering) help the attacker (T4). In our system, an employee can aid the attacker
in four ways:

• hand out keys

• open doors, or fail to close them

• ignore attacks

• move sensitive documents

Tailgating A weakness in lock security mechanisms is that a door cannot con-
trol what happens after the door is opened, for example how many people enter.
This is the threat of tailgating: multiple persons getting through a door while only
the first person is allowed to do this (T5). Mitigations include monitoring and turn
stiles.
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Property Effect Hypothesis

Decaying IA- A decaying object becomes damaged and unusable.
Dense CIA+ A dense physical object acts as a barrier for persons who

cannot get inside.
Easily
manufacturable

CI- If an object is easy to manufacture this reduces its
uniqueness and threatens any process that depends on it.

Invisible C+ Invisible information cannot be stolen without attacking
the object that contains it.

Limited spacious CIA+ The small size of a location reduces the opportunities for
an attacker to hide herself.

Slow CIA+ Slow objects remain close to their intended location,
requiring an attacker to travel.

Strong CIA+ A strong physical object protects confidential
information.

Strong CIA- A strong physical object is useful to break a security
mechanism.

Visible C- An attacker obtains information when it is visible to her.
Visible CIA+ An object’s visibility allows a defender to deter, detect

and respond to threats.
Visible CIA- An attacker observes a system and uses this information

to attack it.
Weak CIA+ An attacker cannot bypass security mechanisms because

she lacks physical strength.

Figure 6.10: New hypotheses from the access control case study about the security
effects of physical properties of entities. Each row represents either positive or
negative effects. Multiple letters indicate an effect on multiple security goals. For
example CIA- means a negative effect on confidentiality, integrity and availability.

6.6 Properties of Physical Entities

Having investigated how physical access control can realize goals, we are
ready to assess how properties of physical entities help realize these goals (RQ1).
This is done through the method discussed in Chapter 5. First, Figure 6.10 shows
the list of newly discovered properties and their impacts. In the next paragraphs,
each property is described in more detail.

Decaying Wear damages physical items, changes them and makes them unus-
able. An example specific to this case is that wear damages keys, changes them
(integrity) and makes them unusable (availability).

Dense A physical object acts as a barrier for persons to get in and attack a sys-
tem. An example specific to this case is that a wall protects documents inside a
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facility. A person cannot walk through walls and therefore walls improve security.
A counterexample is that a person already has access through a key. This leads to
one condition:

• The attacker has no alternative means to obtain access.

Easily Manufacturable Manufacturing an object threatens the confidential in-
formation of the object itself and the confidential information to which it gives
access. Therefore objects that are easy to be manufactured have a negative impact
on the confidentiality and integrity of a system. An example specific to this case
is that copying a capability such as a key threatens the confidential information
to which that capability gives access. Also an attacker that copies a key threatens
the confidentiality of documents inside a location. A counterexample is that an
attacker lacks the ability to copy the key. The object is not a capability to access
something. This leads to two conditions:

• The attacker has the capability to reproduce the object.

• The objects act as a capability to access something.

Invisible Invisibility has a positive effect on confidentiality because informa-
tion that is not visible cannot be stolen without attacking the physical item that
contains it. An example specific to this case is that a lock hides the key structure
that it accepts. A counterexample is that the object does not hold confidential
information. This leads to two conditions:

• No confidential information is stored.

• There is a physical object that contains confidential information.

Limited Spacious Locations that are small in size offer limited opportunities to
attackers to hide themselves or their equipment because they are easily detected.
An example specific to this case is that attackers and equipment can be found
easily in a small room. A counterexample is that the facility is large and cannot
be overseen. This leads to one condition:

• The location in which a process takes place is small in size.

Slow Physical objects cannot move very fast, and are thus likely to remain close
to their intended location (availability and confidentiality) and also remain un-
changed (integrity). Thus it requires effort by an attacker to travel to the facility
where the attack takes place and bring the necessary tools. An example specific to
this case is that an attacker must travel to the facility. A counterexample is that the
attacker is already present, for example as an insider. This leads to two conditions:
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• There are no insiders.

• The attacker is external and located somewhere else.

Strong The strength of an object protects its integrity, availability and the con-
fidentiality of its contents. Similarly, but slightly different is the situation when a
physical object does not hold confidential information itself, but merely acts as a
barrier to the information. For example, a door protects the security of documents
inside a location. A contributing factor is when this door is actually monitored
by a guard. An example specific to this case is that a door protects the security
of documents inside a facility. The strength of the lock protects its integrity and
availability and the confidentiality of its confidential internal shape. A counterex-
ample is that the object does not hold confidential information. Also an attacker
can break the lock. This leads to two conditions:

• A physical object contains confidential information.

• The physical protection is strong enough to withstand attack.

Strength can also negatively impact security when a strong physical object is used
to break a security mechanism. An example specific to this case is that a physical
object is used to attack a security mechanism. A lock picker has tools to open
locks.

Visible A negative aspect of visibility is that an attacker can observe a business
process (or a specific security process to protect it) and use this information to
attack it. For example, an attacker observes in which locations confidential data
is stored and how it is secured, and uses that information to attack when there is
the least chance of detection. An example specific to this case is that an attacker
obtains confidential information when it is visible to her, for example a physical
key. Also an attacker takes a picture of the physical key and duplicates it. A
counterexample is that an attacker cannot remember or photograph a key. This
leads to two conditions:

• There is a physical object that displays confidential information.

• The attacker should have the means to copy or remember the data: for ex-
ample a physical key must be copied or photographed with a camera.

The visibility of an object allows a defender to deter, detect and respond to secu-
rity threats because these threats manifest themselves visibly, which has a positive
aspect on all aspects of security. An example specific to this case is that an em-
ployee notices the theft of key. A counterexample is that the visibility of the key
also has a negative effect on confidentiality. This leads to one condition:
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• The physical object does not expose confidential information itself.

Another negative aspect of visibility is that an attacker can observe a business
process (or a specific security process to protect it) and use this information to at-
tack it, which has a negative effect on all aspects of security. An example specific
to this case is that an attacker can observe how a process is secured and use that
information to attack when there is less chance of detection. A counterexample is
that an attacker is not capable of observing the process (for example she is outside
of the facility). The attacker has no capabilities to exploit her knowledge because
example she cannot duplicate a key. This leads to two conditions:

• An attacker observes the process.

• An attacker exploits weaknesses in the security mechanisms.

Weak In contrast to the positive effects of strength, weakness can also have
a positive effect on security. This is the case when persons cannot easily bypass
security mechanisms such as doors, locks and walls because they lack the physical
strength. An example specific to this case is that an attacker cannot easily break
down a wall.

6.7 Logical Access Control

We will now move on from physical system to logical systems and research
role-based access control. RBAC assumes that access must be constrained for
certain operations on objects by users [57]. To prevent defining the association
between users and operations for each user individually, users are placed into roles
that are in turn associated with operations (Figure 6.11)

User

Subject

Role

Operation

Object

Figure 6.11: The RBAC model.
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In this way, a security administrator only has to associate roles with opera-
tions once, after which she can simply place users into roles. For further ease of
use, roles can form hierarchies, where roles contain each other: for example in a
laboratory, anyone in the role of “lab analyst” can enter lab results, and the role
“head of the laboratory” contains the role of analyst, such that she can also enter
results, with an additional operation of signing off lab reports. In RBAC, a sub-
ject represents an active user process, and each subject has a number of authorized
roles at a given time.

As is clear from Figure 6.2, there are several entities involved in logical access
control. For reference these are listed again in Figure 6.12. Figure 6.13 shows the
operations for logical access control.

ID Name

E01 Reference monitor
E02 Authorization database
E03 Objects to be secured

Figure 6.12: Entities used for logical access control.

To begin, a reference monitor stores the policy information in a datastore P1.
The decision making process (P2) for whether a user can perform an operation is
straightforward: (i) Find the roles that a subject is in, (ii) find the corresponding set
of operations, and (iii) check if the operation is contained within this set. Policy
enforcement (P3) is done by the reference monitor and an administrator manages
the policies (P4). It consists of three activities: (i) changing the authorization
policies, (ii) changing the authentication policies, and (iii) relabeling the assets.
Finally users send access requests to the reference monitor (P5).

As explained in Section 6.3.2, we do not consider threats to logical access
control. Thus, we directly continue with the next section, where we investigate
the digital security properties of logical access control (RQ2).

6.8 Properties of Digital Entities

Figure 6.14 shows the digital property that was identified in the access control
case.

Accurate Data Storage, Transportation And Processing Given the fact that
no threats were investigated in this case, there is only a positive contribution,
namely that accurate handling of data has a positive effect on information se-
curity. An example specific to this case study is that accuracy helps to define
access control policies in detail, and implement them correctly without errors. A
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ID Operation Goal Agent Entities

P1 Store Policy Information (PIP) G1 Reference
monitor

Authorization
database

P2 Determine Access Rights (PDP) G2 Reference
monitor

Authorization
database

P3 Enforce Policies (PEP) G2 Reference
monitor

Authorization
database

P4 Manage the Policies (PAP) G6, G10 Manager Authorization
database

P5 Send Access Requests G2, G9 Employee Authorization
database

Figure 6.13: Operations used in logical access control.

Property Effect Hypothesis

Accurate Data Storage,
Transportation and Processing

CIA+ Accuracy of IT increases security.

Figure 6.14: New hypotheses from the access control case study about the security
effects of digital properties of entities. Each row represents either positive or
negative effects. Multiple letters indicate an effect on multiple security goals. For
example CIA- means a negative effect on confidentiality, integrity and availability.

counterexample is that the system that is compromised is vulnerable because the
property is used against the system by the attacker, having a negative impact on
security. This leads to one condition:

• The system is not compromisable (controlled by the organization setting the
policies that are accurate and complete).

6.9 Comparison between Physical and Logical Access Con-
trol

This section compares physical and logical access control. The analysis con-
sists of two parts:

• A comparison of the impact of physical and digital properties regarding
confidentiality, integrity and availability, as is done for each case study.

• A comparison between physical and digital access control concerning their
ability to realize the specific access control goals from Section 6.4.
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Security Goal Effect Physical Property Digital Property

All + Dense, Limited spacious,
Slow, Strong, Visible, Weak

Accurate Data Storage,
Transportation and
Processing

- Strong, Visible N/A
Confidentiality + Invisible N/A

- Easily manufacturable,
Visible

N/A

Integrity - Decaying, Easily
manufacturable

N/A

Availability - Decaying N/A

Figure 6.15: Comparison of physical and digital properties on their ability to real-
ize security goals for the access control case study. This table is constructed from
data presented in Figures 6.10 and 6.14.

6.9.1 Comparison of Properties

Figure 6.15 combines the results from Sections 6.6 and 6.8 and compares
physical and digital properties on the realization of security goals.

In this case study, many properties were identified for the physical system but
only one for the digital system. (This can be partially due to the fact that we did
not investigate threats in this case study, and will change in the next case study
in Chapter 7). For physical systems, specific properties can have positive and
negative effects. We will now continue with a comparison on specific goals and
on decision making.

6.9.2 Comparison for Least Privilege

Compared to physical access control, digital access control can be much more
fine grained, as it is much easier to create new roles than it is to create new physical
structures or physically move assets.

For logical access control, the principle of least privilege is realized by only
granting those roles that are necessary to users. As users cannot change roles
themselves, this is in principle easily enforced by an administrator. The fact that
they are fine-grained has a positive effect on the enforcement of least privilege in
digital systems.

Concerning coarse grained physical security, one important contextual factor
is the classification of information. If the information is classified hierarchically
(from public to secret to top-secret), both the facility and the key system can
match this hierarchical classification. The user must move from the outside (pub-
lic) to the inside of the facility (top-secret) to access more sensitive information,
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demonstrating access at each locked door. Key management is eased if the keys
have the same hierarchy, and can open doors up to a certain classification level.
For example with classifications top-secret, secret and confidential there are only
three types of keys:

• A top-secret key can open doors for top-secret, secret and confidential as-
sets.

• A secret key can open doors for secret and confidential assets.

• A confidential key can open doors for confidential only assets.

In such a case, a coarse-grained access control system is a natural fit for the infor-
mation and has a positive effect on least privilege.

If the information is not classified hierarchically, least privilege can only be
realized by limiting the amount of information stored in each office, such that no
person can obtain more then she is entitled to. The administrator then must en-
force the policy such that each user only has the necessary key. This complexity
and the difficulty to create separate physical spaces have the consequence that se-
curity is harder to ensure with a coarse-grained access control system. Combined,
the property that a system is coarse grained has a mixed impact on least privilege
in a physical system.

6.9.3 Comparison for Separation of Duty

The same effects of coarse grained physical security and fine grained digital
security found for least privilege are relevant for separation of duty. For physical
access control, separation of duty is realized by the physical architecture of the
facility that should be split in several offices, which each store different informa-
tion. Next each individual must be granted access (be given a key) only to the
offices that she is allowed to. If a person should be allowed access to location A
and denied access to location B, this can be realized by only giving that person
a key to A. There is no automatic mechanism to detect violations of separation
of duty. If the person would get a key to B this would not invalidate her access
to location A. This coarse-graininess has thus a negative effect on separation of
duty in a physical system.

For logical access control, separation of duty is easily achieved by granting
each person different roles that have different privileges. As role creation is easy,
this can lead to very fine-grained access control mechanisms which make it easier
to enforce separation of duty. Standard RBAC has no specific construction for
conflicting roles (only allow access to A if not access to B). However, the roles
are stored centrally and the administrator can audit the allocated roles by checking
the RBAC authorization database, which as a positive effect on separation of duty.
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Policy Change Level Physical Access Control Digital Access Control

Roles Change locks
change physical layout

Change role capabilities

Persons Change key distribution Change user role assignment
Assets Move assets Relabel assets

Figure 6.16: Comparison of maintainability for physical and digital access con-
trol: Steps that are needed to change policies in physical and logical access con-
trol.

6.9.4 Comparison for Accountability

In a purely physical system, accountability concerns knowing which person
has which keys and when they were used. Complete accountability is hard to
achieve in a physical system, as the doors (which are the policy decision points)
do not register their decisions. Information necessary for deciding access is stored
decentrally (in keys and doors) and this makes it difficult to enforce access control
because there is no overview of the rules that are in place. Accountability can be
improved by strict procedures, for example by handing out keys only for a short
period of time, and logging who has access to them. The fact that access is hard to
log has a negative impact on accountability. A positive impact on accountability
is that users are visible when they access a resource.

In a logical system, accountability is realizable by implementing four policies:

1. Each user should have a unique account such that she is discernible from
other users.

2. Users should not share accounts (for example by giving passwords to each
other).

3. Users’ access should be logged.

4. An administrator should audit the logs regularly.

In contrast to physical security, information about these policies can be stored
centrally, and is easier to check, leading to a positive effect on accountability.

6.9.5 Comparison for Maintainability

Figure 6.16 directly compares the steps that are needed to change policies in
physical and logical access control. For physical access control, maintainability
first concerns knowing which keys belong to which users, and what information
is stored where. This information is not automatically recorded, and this limits
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maintainability. Second, maintainability is limited because keys are invariably
lost: then the keys or the locks must be replaced, or more drastically - the office
must be emptied. If only the keys themselves are replaced, the enforcement of
access control policies such as separation of duty and least privilege gradually
decreases: keys can be momentarily lost and then found again, which might not
be logged by the administrator, leading to illegal accumulations of privilege. Fur-
thermore, one option that is not easily available to the administrator is changing
the building layout.

For logical access control, maintainability of an RBAC system is helped by
the fact that permissions are connected to roles and thus do not have to be associ-
ated to each individual separately, and are centrally stored for easy management.
However, in large organizations, there are often as many roles as functions, and
thus roles do not add as much benefit as can be expected. As this complexity in-
creases the real difficulty in large complex systems is understanding what assets
persons actually need access to (implementing the principle of least privilege). As
systems become complex users can also accumulate more privileges over time.

6.9.6 Comparison for Usability

For physical access control, usability of a physical key system is problematic,
especially because of the difficulties associated with transporting keys. First, if
users manage their own keys they must remember to bring them when they require
access. If a manager hands out keys on a temporary basis, users must return
these keys, which is also a burden. Second, strict access control policies can
require persons to carry many different keys, further increasing the problems. A
hierarchical key system (discussed in the section above on least privilege) can
significantly improve usability for keys: in the best case users need only one key.

For logical access control, if each system has a separate user database, the
users must remember different user accounts and passwords, which is burden-
some. More positive is that systems can help a user switch automatically between
roles, such that her only task is to authenticate herself.

6.9.7 Comparison for Decision Making

We will answer our research question RQ3AccessControl (How do physical and
logical access control systems make access control decisions?). This is done by
examining the location of the reference monitors and the XACML policy points. If
we constrain the analysis to locks and doors, we find that PIP, PDP and PEP are all
located inside the lock. The PAP has limited control: a facility manager changes
the policies, either by replacing the lock itself or by changing the distribution
of the keys. However the employees inside the facility also have a weak role
in policy administration and enforcement, as they can detect or violate policies
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with their own keys by observing the people inside. In contrast, for logical access
control, the location of the policy points is free - they can be either centralized
in one system or distributed. However, the setting is such that there is only one
type of policy point per system: there is only one PDP, whereas in physical access
control there is one in each lock. As such, physical access control tends to be
more decentralized than logical access control.

6.10 Location-Based Access Control

We will now examine the benefits of location based access control, a hybrid
form of access control that was introduced in Section 6.1. For this we construct a
similar KAOS model as for physical and logical access control. However we do
not create the figures with lists of operations and entities: these are very similar
to those in logical access control. To explain the workings of LBAC, we examine
the operations below.

Store Policy Information LBAC systems are a form of context-sensitive access
control and thus must store information about the context. Context is defined as
“any information that is useful for characterizing the state or the activity of an
entity or the world in which this entity operates” [204]. Basic context information
is first read from sensors and these inputs can be used to infer high-level con-
text [19]. For example, social behavior of subjects (such as a doctor accompany-
ing a patient), can be inferred from observing the locations of individuals [153].

Low-level context consists of Cartesian (x,y), (x,y,z) or GPS coordinates.
These coordinates are then translated to logical positions (addresses and facili-
ties) by LBAC systems such as GEO-RBAC [40] or STRBAC [125]. A specific
logical location type is a country, which has specific legislation [198]. Next to
locations, objects are also defined, either physical or logical [173]. On top of logi-
cal locations, Zhang et al. [231] also model the hierarchical containment relations
between locations, as well as their proximity.

Higher-level context includes history, trajectory of entities, and their close-
ness, legal status and social behavior. Several authors model position, movement
and/or interaction between entities [8], [40], [102]. Ardagna et al. use five pred-
icates to define the context status: disjoint, distance, velocity, density, location
density [8].

Determine Access Rights For most LBAC systems, the decision making model
is a form of RBAC [43], [115], [140], [171], [173]. Apart from having a certain
role, a user then also needs to be in a certain location to perform an action, or ac-
tivating roles is only possible in a certain location. Authorizations can be revoked
if users leave a location. As entities move, access decisions also depend on time,
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it does not only matter where an entity is but also when, for example restricting
employees to access data only on the premises of a facility and during working
hours. These models can also be extended with specific time restrictions, leading
to spatial and temporal access control [18], [28], [125], [172]. Spatio-Temporal
RBAC is formalized by Toahchoodee and Ray [203].

An alternative for RBAC schemes is to use mandatory access control (MAC)
[170]: objects and locations have certain security levels. Here, moving a highly
sensitive device (object) into a low level security zone will disable its features. For
example, a computer with top secret information will not work in a public place.
Ray and Yu [173] restrict access to location information using a MAC model.
Objects must be contained by locations with higher clearance levels. Apart from
role-based and mandatory access control decision models, state checking matrices
(SCM) [119], predicates [193], and automata [30] are also proposed.

In most models we investigated, only the subject’s location is considered be-
cause in many cases, the object location is static [198]. However, for example
in case of providing passengers in a moving train with Internet access, the object
accessed is also moving [88]. Another exception is mentioned by Park et al., who
motivate the inclusion of object location in LBAC for safety reasons [162]. LBAC
models can thus use different types of locations [43]: in most cases, the subjects
are persons and the objects consist of data or systems at a remote location. An
example of an LBAC system that directly impacts the user’s device is given by
Schmidt et al. [188], who propose to disable a camera in a sensitive location.

Obviously, access control rules based on location of subjects and objects can
be extremely fine-grained, for example only allowing access to a medical file when
a doctor and a patient are in the same consulting room [153].

Enforcing Policies In LBAC, policy enforcement is done centrally based on the
particular access control model. This model bases its decisions on the policies
in its database, as well as on the information it receives about the location of the
users.

Manage the Policies In LBAC, management of policies is done centrally inside
the LBAC system by an administrator. The physical structure remains unchanged,
management concerns only logical changes about the applicable policies in each
location and for each user.

The maintainability aspect of management is mostly ignored in the litera-
ture [41]. An exception is GEO-RBAC where maintenance is split between spe-
cific spatial domains and subdomains. The resulting problems are similar to those
in inter-organizational context, where organizations use (logical) federated iden-
tity and access control systems. LBAC does not solve these problems, but adds
a layer of complexity, namely managing physical spaces. Hulsebosch et al. [88]
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state that in any context-sensitive access control system, many different parties
will control a part of the context.

Sending Access Requests Depending on the particular LBAC model used, the
user either sends an explicit request to the access control system, or is implicitly
granted access based on her location or context.

Concerning the usability aspects of this, Sastry et al. [187] argue that LBAC is
easy, natural, and familiar in the physical world. They give the example of turning
on or off lights in a room: this requires being physically present in the room.
As such, LBAC can make access control easier and more natural. Because the
location is correlated with a user’s identity, LBAC can lower the requirements for
authentication. This makes LBAC systems easier to use, especially for always-on
systems, such as in hospitals: simply by being close to the system, a doctor can
authenticate herself without having to type a long password.7

A drawback of LBAC is that it requires persons to move from one location to
the other for performing different tasks. During the course of the normal activities
(such as meeting a patient) this is acceptable, but it otherwise hinders usability.
Damiani et al. [41] discuss the problem of “domain awareness”, similar to the
problem of accidental access mentioned earlier by Gupta et al.: a traveler might
connect to many different systems and must be made aware of this, without being
bothered too much.8 To solve this, Kirkpatrick and Bertino [120] propose to use
enabled and activated roles: the first are always possible, and the latter can only be
used when the user has visited a specific location or performed a specific action.
Furthermore, we consider the problem of transparency: Kirkpatrick and Bertino
state that contextual factors include facts that the user cannot (or does not always)
know. For example a person might not be aware of the exact security level of a
room and what documents she can access there. If that is the case, this certainly
reduces usability.

6.10.1 Threats and Mitigations

As mentioned in Section 6.3, we exclude software vulnerability threats from
the analysis. It is clear that an LBAC software system can have the same vulner-
abilities as any other logical system. As for physical threats, changes in physical
access control mechanisms can also affect LBAC indirectly, as these serve as an
additional security mechanism. For example a person has to be in a particular
office to access data, and this is enforced by a physical mechanism (a key) and a
logical mechanism (LBAC). We will also not consider these, as they were covered
in Section 6.5. Figure 6.17 shows the remaining list of threats to LBAC.

7Cf. continuous authentication systems [195]
8Cf. the problems of notifying travelers of changes in roaming fees of mobile phone networks.
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Figure 6.17: Threats to location-based access control goals.

Impersonation Attacks There are two types of impersonation attacks, depend-
ing on the particular LBAC system in use. First, an attacker can steal the device
that a user carries for location measurement, and thus impersonate the user (T1).
Second, if the LBAC systems identify the users with other means such as finger-
prints or gait, the attacker could thwart these authentication mechanisms (T2).

Location Measurement Attacks The assumption behind LBAC is that the lo-
cation of the user can be measured correctly. If this does not happen, the system
cannot enforce the policies. Attacks against these measurements can prevent en-
forcement (T3). For example an LBAC system using GPS is vulnerable to trans-
mitting fake GPS signals [47].

Automatically Granting Access One particular problem with LBAC is auto-
matically granting access to resources. Gupta et al. mention proximity-based
access control, and the problem of accidentally granted access [79] (T4): as a
user passes by a resource, and is automatically granted access, this violates the
principle of least privilege.

6.10.2 Types of Hybrid Systems

We are interested in generalizing LBAC system types to other hybrid systems
(RQ4). Based on the material presented before, we generalize LBAC as a logical
system that takes reliable measurements from the physical environment (or infer
information about it) to make security-relevant decisions (Figure 6.18). This holds
true for all LBAC systems, regardless of the implementation.
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# Explanation Example

S01 Logical system sampling the
physical environment.

LBAC

Figure 6.18: Types of hybrid systems in the access control case study.

6.11 Trade-off Analysis

We will now assess the potential for hybrid mechanisms (RQ5 - What are the
trade-offs between physical and digital mechanisms?), starting with the depen-
dencies and main use cases of LBAC (RQ5AccessControl).

6.11.1 Dependencies and Main Use Cases of LBAC

Context can be split in legal, IT and social contexts and we discuss these first,
before enumerating the main use cases.

Dependencies on Context

Legal Context Although not widely discussed in the literature, the legal con-
text provides an important motivation for LBAC [198]. Different countries have
different regulations in place, and LBAC can restrict access from specific coun-
tries. For example, with a properly secured implementation of LBAC, access
from specific countries could be restricted if this would violate company policies
or governmental regulations.

IT Context Pervasive or ubiquitous systems, which use sensors, wireless trans-
missions and/or movable devices, differ from normal systems in their access con-
trol requirements. For example if a person walks through a building she should be
able to switch on the lights at the place where she is. In such situations, the per-
mission of the person to access objects can strongly depend on the location [86],
and this provides a motivation for LBAC.

Hulsebosch et al. argue that in ad-hoc collaborations between users and de-
vices, access control depends more on the context (such as location), and less
on identity [88]. Here LBAC can reduce for example the dependency on long
passwords. In pervasive systems, identities are either unknown a priori or untrust-
worthy and cannot be used for standard RBAC [204]: access control should adapt
itself to the context.

Social Organization LBAC is aided by the organization of work, especially
the specialization of labor: working activities repeatedly take place in the same
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locations and time periods. Jobs can be limited to specific hours [17] and such
facts can be used by LBAC mechanisms to implement space and time constraints.
The proximity of persons to each other also impacts the need-to-know and need-
to-do:

• Being alone can improve confidentiality of data, such as in a voting pro-
cess, where a voter has to fill in a ballot herself, without anyone else being
present.

• Being together can make actions more secure because there is more over-
sight, such as in a “no-lone zone”. For example, in an election, the voter
must cast the ballot in presence of observers, to make sure that she puts only
one ballot in the ballot box.9

In other situations, social collaborations are ad hoc, and users do not have
a specific identity known to the system or each other, or are unauthorized for a
specific task. For example in a conference room, participants can send questions to
a panel, which has not authorized the participants individually. An LBAC system
that only allows those participants inside the conference room access is useful for
three reasons. First, it improves the accountability of persons, who need to be in
the room to ask questions and can be identified more easily. Second, it limits the
chance of denial-of-service attacks because users must be in the conference room
to disrupt the service. Third, it is easy to maintain and use, there is no specific
authentication and authorization process necessary as everyone inside the room
has automatic access.

Combined, we see four main use cases of LBAC:

1. dynamic or pervasive systems with few security requirements, such as used
in conferences or public places

2. static high-security environments with high privacy requirements such as
hospitals

3. normal business environments that require a safety net for compliance pur-
poses

4. static high-security environments with physical access control (PAC) such
as military facilities

For each of these scenarios, Figure 6.19 shows the typical IT applications, the
main goals that can be achieved, the specific LBAC variant that is most applicable
and finally the relation to the context.

9Cf. the concept of natural surveillance [39]
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Use case 1: Open
systems

2: Hospitals 3: Enterprises 4:
High-security
facilities

Typical
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Main goals usability least privilege accountability,
maintainability,
usability

separation of
duty

main LBAC
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proximity RBAC safety net MAC
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buildings,
countries
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- - -
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collaboration

known workforce known
workforce,
close
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Legal context - compliance
with privacy
regulations

compliance with
business rules
and data
protection

-

Figure 6.19: Overview of the four main use cases for LBAC.
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Hypothesis LBAC Explanation

Decaying IA- =/+ LBAC devices do not wear physically.
Dense CIA+ = Persons remain dense.
Easily manufacturable CI- =/+ LBAC devices are harder to manufacture than

keys.
Invisible C+ =/+ Secrets in LBAC devices are not visible.
Limited spacious CIA+ = Locations have the same capacity.
Slow CIA+ =/+ LBAC can use slowness as input for policies.
Strong CIA+ = Walls remain strong, locks remain strong.
Strong CIA- =/+ Strength might not be sufficient to steal secret

from LBAC device.
Visible C- =/+ LBAC devices do not show confidential

information like keys do.
Visible CIA+ = All entities remain visible.
Visible CIA- + Observations have less impact because. LBAC

device is needed to gain access.
Weak CIA+ = Persons have the same strength.

Figure 6.20: Trade-off analysis on the impact of properties between hybrid and
physical for the access control case study. Positive scores indicate that the hybrid
system is more secure than the physical system, negative scores that it is not.
N/A means that the effect was not observed in the case study. (For the exact
operationalization details, see Figure 5.11 in Chapter 5.) The full explanations of
the scores for each goal are Section 6.11.

6.11.2 Trade-off Analysis on Properties

Figure 6.20 and 6.21 show the trade-off analysis on the effect of physical and
digital properties. To keep the table small in size, the properties and effects (that
were put in separate columns in earlier tables) are put together under one column
“Hypothesis”. The figures show that in most cases, LBAC reduces the negative
impact of security properties and enhances their positive impact. This supports
hypotheses H2 (Compensation) and H3 (Accumulation of positive properties) that
were formulated in Chapter 5.

6.11.3 Trade-off Analysis on Goals

Figure 6.22 gives an overview of the trade-offs between physical, digital and
location-based access control.

Note that apart from the five specific access control goals, the figure also
shows the three generic security goals. The reason is that we will use these in
other case studies and we need to compare results between them. The relation
between the specific and the generic goals these was shown earlier in Figure 6.5:
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Hypothesis LBAC Explanation

Accurate Data Storage,
Transportation and
Processing CIA+

= LBAC systems remain accurate.

Figure 6.21: Trade-off analysis on the impact of properties between hybrid and
digital for the access control case study. Positive scores indicate that the hybrid
system is more secure than the digital system, negative scores that it is not. N/A
means that the effect was not observed in the case study. (For the exact opera-
tionalization details, see Figure 5.11 in Chapter 5.) The full explanations of the
scores for each goal are Section 6.11.

Goal LBAC Compared to Physical LBAC Compared to Logical

Separation of duty + +
Least privilege + +
Accountability + +
Maintainability ± ±
Usability ± ±
Confidentiality + +
Integrity + +
Availability + +

Figure 6.22: Comparison of LBAC with physical and logical access control on
goal realization. A ‘+’ indicates that most arguments are in favor of hybrid. A
“±” indicates that there are strong arguments in favor of hybrid, but also against
hybrid. (For the exact operationalization details, see Figure 5.11 in Chapter 5.)
The explanation of the scores for each goal is given in Section 6.11.
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There is a contribution relation between the five specific access control goals and
the generic goals of confidentiality, integrity and availability. Because for most
specific access control goals LBAC scores better than physical and digital access
control, LBAC also scores better for confidentiality, integrity and availability. The
results for the five specific access control goals are further explained below.

Separation of Duty

Previously we observed that physical access control is coarse grained, and
logical access control is more fine grained. This does not mean however that
LBAC is between these two extremes. An LBAC system can enforce both logical
and physical forms of separation of duty. First, it can enforce physical separation
between users, so that they cannot collude directly. Secondly, LBAC can also re-
quire the opposite: two users need to be in the same room to supervise each other.
Thus LBAC systems have the potential to be more secure than either physical or
logical access control and it is scored more positive than both.

Least Privilege

Similar to separation of duty, LBAC has benefits over physical and digital ac-
cess control, and can increase adherence to the principle of least privilege, as sev-
eral LBAC models are very fine-grained, allowing a user access only in a specific
data in a specific physical room or while being in proximity of specific people.

Accountability

Concerning accountability, the problem of physical systems is the lack of an
infrastructure for logging, which is present in logical systems. LBAC as a form of
logical access control allows logging, but can also make use of physical security
mechanisms. LBAC can require a user to be in a certain location to use her autho-
rizations, improving accountability. Malicious usage is detectable when someone
visits a location she normally does not, and identity theft is deterred because ac-
cess requires an attacker to physically visit a location herself, risking detection.
Thus LBAC can also improve accountability over both purely physical and logical
access control.

Maintainability

Physical maintainability is hindered by the impossibility to redesign physical
structures and the inevitable loss of physical keys. For maintainability of logical
systems complexity is a factor as each individual must be granted detailed access
rights.
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Given the fact that LBAC adds a layer of complexity to logical access con-
trol, namely managing physical spaces, there is a priori little reason to believe
that LBAC systems are easier to maintain than their logical or physical counter-
parts. However, similar to RBAC where permissions are given to roles rather than
to individual users, LBAC can improve maintainability by granting permissions
to locations rather than to individual users. It can also save administrators time
when users and devices in dynamic environments can automatically determine au-
thorizations based on their location. For these reasons, LBAC receives a mixed
judgment on maintainability.

Usability

Different arguments can be put forward about the usability of LBAC; it can be
considered a natural way of access control that is also present in the physical world
(for example with a light switch), and it can lower the authentication requirements
for users. However, it can also be seen as cumbersome, as it forces persons to
move between different locations, and it is not always intuitive for a user to what
system she connects to, when moving around a building (domain awareness).

Thus, the problems of LBAC usability are different compared to purely phys-
ical (carrying keys) or logical access control (switching roles and remembering
passwords). Concerning physical access control, it is not clear if LBAC is an im-
provement, but it can be argued that LBAC is more natural and easier than pure
logical access control. As a whole, LBAC therefore receives a mixed score on
usability, as compared to physical or digital access control.

6.12 Conclusion

6.12.1 Physical and Digital Properties

From our analysis, we derive several important properties of physical entities
which lead to twelve hypotheses about their impact.

• Visible: Persons and keys are visible.

• Invisible: A door lock does not show which keys it accepts.

• Easily manufacturable: Objects such as keys can be copied.

• Strong: Objects can be strong enough to withstand attacks.

• Weak: Persons lack the strength to break security mechanisms such as
walls.

• Slow: Persons move relatively slow, and thus physical access control natu-
rally limits the ability of persons to access unauthorized.
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• Limited spacious: Locations have a limited capacity which helps to discover
attackers.

• Dense: Persons are bounded by physical restrictions such as walls.

• Decaying: Items such as keys wear down.

One digital property was discovered, namely “Accurate data storage, transporta-
tion and processing”, which aids overall security.

6.12.2 Comparison between Physical and Logical Access Control

Our investigation in Section 6.9 shows that physical access control, as realized
by keys and doors, has inherent strengths and weaknesses. A physical security
architecture can be layered, such that it cannot be breached in one step. Indeed a
user can make a copy of a key, but this takes time, and the user must access the
room herself, risking detection. A (physical) thief must be physically present to
access assets. It is also evident that an administrator does not have full control over
a physical access control system, as all the policy points are spread over a facility.
Physical access control using keys is discretionary. The enforcement is distributed
over many doors and locks, and the constructions are such that violations are
always possible. Once someone has a key (or access to a room) she can access
everything inside the room, and give the key to another person. Still, physical
access control allows partial realization of the access control goals specified in
Section 6.4.

By comparison, logical access control is very precise, and much simpler to
understand. Compared to physical access control, logical access control is less
layered: either a person has access or she does not. The reference monitor is a
form of mandatory access control and must function perfectly, or else the system’s
security is completely breached.

Concerning goal realization, logical security has three main advantages. First,
management is centralized, and an administrator can uniformly configure access.
Second, access by users can be logged and this increases accountability. Third,
logical security policies are much more expressive. For example we cannot spec-
ify that a standard physical lock can only be opened during office hours, but logical
access control can realize such policies easily.

6.12.3 Types of Combinations

Concerning the possible types of combinations of physical and digital sys-
tems, we can generalize LBAC as a logical system that takes reliable measure-
ments from the physical environment (or infer information about it) to make
security-relevant decisions (Figure 6.18).
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6.12.4 Trade-off Analysis

LBAC is vulnerable to the same weaknesses as any software-based access
control system (Section 6.11). In how far does LBAC, as a hybrid form then
improve security? We can answer this question by seeing LBAC simply as logical
access control “plus”. An LBAC system makes exactly the same decisions as a
logical system, with the addition that it also adds requirements for the location of
the user. With this additional requirement, security can certainly be improved, as
the attacker must be in a specific - possibly hard to achieve or fake - physical state.

Concerning the goals of separation of duty, least privilege and accountabi-
lity, we observed that LBAC can improve on both physical and logical security
mechanisms. It can make use of the best aspects of both systems. The goal of
maintainability does not clearly favor one particular form of system.

As for usability, we can see LBAC as an opportunity for changing logical ac-
cess control itself, for example allowing authentication and authorization require-
ments to be lowered. For example, there is no specific authorization necessary to
access a resource, the user only needs to be in a certain location.

When the impact of physical and digital properties is considered, it becomes
clear that LBAC can improve security over purely physical and digital systems.

Challenges Also, challenges for LBAC remain: how to inform users of appli-
cable policies, and how to do the trade-off analysis between usability and security
with respect to automatic activation of authorizations. Furthermore, the existing
literature assumes that LBAC is applied in an existing site, but it is not clear how a
physical and social structure of a facility should be designed with LBAC in mind.

6.12.5 LBAC in Context

We identified four relations between LBAC and its context (Section 6.11.1:

1. context as represented inside LBAC

2. IT and legal context as a source of requirements for LBAC

3. physical context as a source of dependencies for LBAC

4. social context as a contributing factor to achieving goals of LBAC

We found four usage scenarios for LBAC: open systems, hospitals, enterprises,
and finally high-security facilities such as data centers and military installations.



Chapter 7
Voting Systems

7.1 Introduction

In this chapter1 we examine systems that enable citizens to participate in a
democratic election. We will call these systems “voting systems”. There are
many types of voting systems, ranging from completely physical voting systems
to fully automated electronic systems that allow voting over the Internet. Com-
pletely physical systems typically employ paper ballots that a voter must deposit
in a ballot box. Fully automated systems use a voting machine: the voter simply
presses a button after which the machine stores her vote. Hybrid systems use both
physical and digital techniques in realizing the voting process. For example voting
is done with paper ballots, but these are counted using an optical scan machine.

Voting systems are particularly good case studies for three reasons: first the
security requirements are high, especially for nation-wide elections. Obviously,
there can be no democracy without a proper election process. Second, although
the security of electronic voting (also known as “e-voting”) is widely discussed in
the scientific community, there is little scientific knowledge regarding the security
of paper voting [230]. It is difficult to experiment with voting systems and much
knowledge is only tacitly present in handbooks and laws. Thus, we have the ironic
situation that the “gold standard” of paper voting is less well understood than its
intended replacement e-voting, so that claims of superiority of one over the other
are hard to substantiate. Third, in spite of all research, opinions still widely differ
on the security of electronic voting. For example, after adopting electronic voting
systems, both the Netherlands and Germany banned these machines because they
could not comply with security requirements such as vote secrecy. As these two
countries switched back to a paper-based approach [228], other countries such
as Estonia still consider e-voting systems to be secure and continue to use them.

1This chapter is based on Van Cleeff et al [207].
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Computer society ACM took an intermediate position and stated in its commu-
nications that electronic voting machines should minimally be equipped with a
paper audit trail to meet security requirements [78].

To understand the possibilities for automating voting, we will investigate the
security characteristics of digital and physical voting processes further. Given the
state of the debate, this chapter has two focus points. First, we intend to reverse-
engineer the physical voting process, and understand how it realizes security goals
aided by the context. Second, we examine how far automation can be pushed to
realize secure electronic voting.

We begin to examine background and related work in Section 7.2. Then Sec-
tion 7.3 discusses our research method. Similar to the other case studies, we then
perform reverse requirements engineering and extract security goals of voting in
Section 7.4. We analyze how the steps in a different voting processes (paper,
electronic and hybrid) contribute to or detract from these goals and investigate
how to mitigate these obstacles in Sections 7.5, 7.7, 7.10 respectively. In between
we answer our research questions. First in Section 7.6 and 7.8 we present an
investigation of the role of the physical and digital entities in and we develop a
typology of physical and digital entities with specific properties, and show how
these contribute to security goals (RQ1 and RQ2). Using the requirements model,
we compare electronic and paper voting in Section 7.9 (RQ3) and investigate the
different types of hybrid voting systems (RQ4). We then consider the potential
for hybrid voting systems in Section 7.11 (RQ5) . Given the controversy around
electronic voting, we add a specific subquestion (RQ5Voting) concerning whether
some for of electronic voting can be superior to the physical voting process. This
is addressed in the last Section 7.12.

7.2 Conceptual Framework

7.2.1 Definition and Concepts

Regardless of whether the voting is automated, there are two basic types of
voting: kiosk voting and remote voting. In kiosk voting, the voter makes her
choice inside a specific voting booth, typically located inside a polling station.
In remote voting, the voter casts her vote outside of a polling station. A specific
type of remote voting is proxy voting, where the voter authorizes someone to cast
the vote because she is unable to do it herself (for example because of travel or
illness). Other types of remote voting include sending one’s vote by e-mail, fax or
paper mail (also known as postal voting).
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7.2.2 Security Assessment Methods

Given the focus of this chapter on paper voting, we will now give a small
overview of methods for investigating the security of physical voting processes, to
place our own research into context.2 First, formal methods exist that researchers
can use to build models of physical processes, of which they can prove certain
properties. Secondly, if exact modeling is not possible, simulations can be per-
formed, taking into account the uncertainty that comes along with physical pro-
cesses. Third, actual elections can be studied for strength and weaknesses, and
these results can be generalized to other cases. We first summarize this literature
and then comment on it in Section 7.2.3.

Formal Models

In the area of e-voting security, Weldemariam and Villafiorita propose a meth-
od for analyzing procedural security [225]. Procedures are actions executed by
agents on assets that can belong to both to the digital and the physical domains. To
this effect, they create UML activity models to represent procedures and describe
possible actions on assets. These assets are classified according to their mobility,
evolution and number of instances, and can be either digital or physical. They
define threat actions such as replacement and removal on these assets. Next, they
extend the model with threats and asset flows and define the security objectives.
Finally, a model checker (NuSMV) is used to assess the security of the procedures.

In a similar approach, Bryl et al. evaluate procedural alternatives concerning
the introduction of e-voting in Trentino, Italy [23]. Their objective is to mitigate
the risk of introducing new security threats in newly developed electronic proce-
dures, and use the existing paper procedures as a point of departure. To this end,
they combine process modeling in UML (use case, activity and object diagrams)
with goal-driven reasoning in the agent-oriented modeling tool Tropos. In par-
ticular, UML is applied for modeling both existing “as is” and proposed “to be”
processes, while Tropos is used in between to assess the security of design alter-
natives, which the authors find hard to do in UML, both for providing a rationale
for the chosen solutions, and for investigating security issues. The Tropos model
is then transformed into a formal Datalog model, to automatically verify model
properties.

Simulations

Pardue et al. advocate using simulation methods to determine the security of
voting systems [160]. The first step is to create a threat tree: a hierarchical struc-
ture displaying the various means (starting with the leaves of the tree) that a threat

2This is an elaboration of the models discussed in Chapter 4.
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(the root node) can be realized. Nodes are connected by special AND nodes (all
leaves must be realized) or OR nodes (one of the leaves must be realized). Experts
then estimate the likelihood of the leaves (called TERMINAL nodes), which are
tied to the motivation of attackers and the complexity of the attack itself. Finally,
Monte Carlo simulations can be used for doing risk assessment and performing
trade-off analysis between specific systems, both paper and electronic.

Election Observation

Another source of information is rooted in the observation of existing (paper-
based) elections and the study of actual attacks that took place, and the defenses
that election officials implement to mitigate these threats. A very thorough dis-
cussion of paper voting was made by Harris [81] in his book on election admin-
istration in the United States. Knowledge about real elections is also codified in
manuals for election observers, such as in use by the OSCE (Organization for
Security and Co-operation in Europe). These typically follow a checklisting ap-
proach, where officials assess the security of an election process checking the
status a long list of variables [155]–[157].

7.2.3 Summary and Implications for Case Study

As we already discussed in Chapter 4 on related work, model checking and
simulation provide insight in the properties of election procedures, but in order
to do so they abstract away from the enormous complexity of physical processes.
It is not known which physical properties we can safely abstract away from for a
security analysis, and which are important. Election observers also make abstrac-
tions, because they typically list the threats and mitigations, but fail to explain
why these threats are actually possible, and therefore what can be done against
them. What is missing is a systematic investigation of what physical properties
are important to the voting process.

As an example, ballot theft is a well-known security problem of paper voting,
as these ballots can be used to stuff the ballot box. Monitoring of the ballot box
as well as strict voting ballot security can prevent this attack. However, this does
not explain why such an attack is possible. Intuitively the attack is explainable by
pointing out that the ballots must be manufactured prior to the voting, and lack
any form of access control on them. In this chapter we will apply a more precise
form of argumentation, to arrive at more well-founded conclusions.
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7.3 Method

Similar to our case studies on access control in Chapter 6, we will research
three types of voting systems: digital systems, physical systems and hybrid sys-
tems and compare these concerning their ability to realize security goals.

7.3.1 Case Study Selection and Method

Physical System

For the physical system, we investigate the Dutch election for the European
Parliament in 2009, in which 4.5 million people voted. The analysis is based on
three sources:

• material from Dutch Election Council3 including legislation

• an interview with a Dutch election official

• the manual for election officials [137]

The interview took place on November 26th, 2009 and was held with the elec-
tion coordinator of the municipality of Enschede. The interviewee was involved
in organizing the European Elections that took place earlier that year on June 4th.
During the interview, which was held at the city hall, in about one hour several
topics were discussed:

• the exact procedures that took place during the election process

• the process of aggregating the results from different municipalities (this was
not used for this research)

• the official’s view on the overall security and complexity of the process

During this research, we were also given the aforementioned manual that was used
for the election officials in the polling station, which exactly prescribed how the
election should be held.

We had three reasons for choosing this case: the voting process was nation-
wide (with correspondingly high security requirements), it was completely paper-
based, and data about the process was easily accessible.

3http://www.kiesraad.nl
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Electronic System

In our search for a purely electronic voting machine, we found two well
documented-cases of electronic voting machines, namely the AccuVote-TS Vot-
ing Machine [55] and the ES3B [73], [143], [144]. Developed by Diebold, the
AccuVote-TS has been widely used in the United States, with more than 33,000
machines being in service. The ES3B was developed by Nedap / Groenendaal and
was used in the Netherlands, where 8000 machines served over 90% of voters in
the 2006 local election. These cases suffer from two drawbacks. The first is that
these machines still use physical procedures: the Diebold machine requires that
the user physically inputs a smartcard before voting and the Nedap/Groenendaal
machine uses a printed layout of the candidates rather than a monitor. Second,
the design of both machines is outdated and proven to be insecure, and potentially
newer and more secure machines exist. For example, Paul and Tanenbaum pro-
posed a new voting machine based on TPM hardware [164] (this is thus actually
a hybrid system). To compensate for these problems we synthesize these cases in
an idealized voting machine, that is completely electronic and has been equipped
with extensive security mechanisms.

Hybrid System

As hybrid cases, we consider several implementations, which each highlight
specific security solutions as well as threats:

• ballot printer

• optical scan machine

• redundant system

• Scantegrity II (a hybrid system that uses invisible ink)

• pen system

Ballot printers translate the voter’s push of a button or touchscreen into a
precise mark on a paper ballot. These machines can thus eliminate some of the
problems with traditional ballots, which users can fill in erroneously [99]. Optical
scan machines can scan ballots automatically, and reduce the chance of human
error during the counting process [44], [167]. Furthermore, redundant systems are
possible: any step in the voting process can be complemented with a redundant
electronic or physical process step. First, the paper ballots can be used to test
the accuracy of the electronic voting machine. Second, electronic records can be
used to verify that the paper records were counted correctly. The former are also
called voter-verified paper audit trails (VVPAT) [71]. We also discuss a system
using invisible ink called Scantegrity II [29]. Scantegrity II is also an example of
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an end-to-end (E2E) voting system. E2E systems allow voters to check whether
their vote was included in the vote tally. This is not trivial, as the voter should
not be able to prove her vote directly, as this would facilitate vote buying. Finally
we examine a pen system. This system consists of a pen equipped with a small
scanning device. Voters can mark their vote on the paper ballot as usual, but in
addition to that the vote is also scanned and stored in a tallying machine [220].

7.3.2 Limitations and Scope

As for the types of voting, we limit our research by focusing on kiosk vot-
ing: democratic voting inside a polling station using a voting booth. First, this
excludes remote voting, such as postal voting from the research. For a detailed
investigation of such methods we refer to Puiggali and Morales-Rocha [169] and
Krimmer and Volkamer [122]. Second, this excludes events not taking place on
Election Day, such as the printing of ballots. Third, concerning electronic voting,
we did not perform an in-depth investigation of systems that apply cryptographi-
cal solutions such as mix-nets for keeping votes secret. The main reason is that in
our view, cryptographic solutions suffer from the same problems as the other elec-
tronic systems in this chapter: they rely on governments or other organizations to
manage cryptographic keys and hardware and it is difficult to assure other parties
that these systems are running as intended. Thus we chose not to investigate these
systems further, also given our limited research budget.

7.4 Goals

Our case study of voting begins with the goals that a voting process should
realize. Many different sets of goals have been put forward [114], [116], [169].
We include all of these goals and group them by information security properties:
confidentiality, integrity and availability. Added to these we also add the goal of
assurance, the confidence that these properties actually hold, which we believe to
be crucial for accepting the election result.

Figure 7.1 shows the resulting goal tree. We will use this tree to explain pre-
cisely what security goals the operations in the voting process can help realize.
Ultimately, voting processes (with their specific security goals) contribute to the
top-level goal of allowing citizens with the right to vote to take part in the govern-
ment, either directly or by being represented through a representative (T1) [155].
Two subgoals realize this: an election that satisfies all security goals (T2) and
eligible voters actually voting in the election (T3). Except for the assurance goal
(S1), all goal decompositions are AND decompositions. Below, we explain the
goals in the tree in further detail.
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Figure 7.1: Top-level goal tree. The lightning symbol indicates a goal conflict.
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7.4.1 Availability

To allow voters to cast their vote, resources such as the ballot box and the
voting booth need to be available (A1). Availability also entails that people with
disabilities should be able to vote; this is the accessibility goal (A2). The proce-
dures and resources used should be scalable (A3), as integrity is hard to achieve
when the process takes longer [230], both regarding the voting itself (A4) and the
counting (A5).

7.4.2 Integrity

The process between the start of the election and the announcement of the
results must be executed correctly, such that all legitimate votes are represented in
the end result. This is the goal of integrity (I1).

First, integrity requires legitimate votes (I4): only registered voters can vote
(I5) and they vote only once (I6). Second, once votes are cast, it is impossible to
add, change or delete votes (I3). Legitimacy is realized by a registration procedure
before the voting (I7), in which voters are authenticated (I8) and their eligibility
to vote is determined (I9). A separate goal is that of accuracy (I2): the extent to
which the transformation of votes into final results occurs without errors.

7.4.3 Confidentiality

There are many possible ways to phrase the secrecy of the vote including “vote
secrecy”, “confidentiality of the vote”, “voting by secret ballot”. To be precise,
what must remain confidential is not the vote itself but the relation between the
voter and the vote. Obviously the vote must be counted in the end, and is not
a secret itself. Thus we have the goal of Confidentiality (C1), which requires
that the link between the vote and the voter is secret, and cannot be revealed by
anyone, not even the voter herself. Confidentiality is realized in two ways: first,
voters should keep their vote private, so that others cannot buy their votes, or can
coerce them to vote for a particular candidate. We call this “receipt-freeness of
the vote” (C3), i.e. the voter does not have a “receipt” to show how she voted.
Second, others should not be able to deduce that a voter voted in a particular way.
We call this “untraceability of the vote” (C2).

7.4.4 Assurance

All agents in the process (voters, candidates and election officials) must have
confidence in the election outcome. Thus the goal of assurance must be realized
(S1), which is the confidence that the election achieves the security goals. Achiev-
ing assurance is possible in two different ways (OR decomposition).
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The first approach is by ensuring confidence in each step:

• Legitimate voters: only eligible voters can vote (I4).

• Cast as intended: the votes are not changed after the moment of casting.
(S4)

• Counted as cast: the vote count reflects all votes cast (S5) and the counting
is accurate (I2).

The second approach is to ensure that results accounts for one’s own vote (S2)
and for all votes cast (S3).

7.4.5 Goal Conflicts

Solving goal conflicts is not trivial, as one goal’s realization makes it more
difficult to satisfy another goal. Thus, studying their mitigation yields important
information. In our requirements model, the goal of confidentiality (C1) is at odds
with the goals of integrity (I1) and assurance (S1) of the vote. The more strict
the confidentiality goal is adhered to, the less data is available for checking the
integrity of the entire process and vice versa. In one extreme case: if each voter
gets a signed receipt of his vote, and these receipts are publicly made available,
the integrity of the election is easily assured, at the cost of a complete loss of
confdentiality.

Having establishing the goals in Section 7.4, we now examine physical, hy-
brid and electronic voting systems. For each, this results in a list of entities and
operations, which contribute to the voting goals. All the models listed below pass
the completeness checks in KAOS for a model: (i) all goals are supported by op-
erations, and (ii) all operations should contribute to a goal. We begin to create the
detailed KAOS model for the paper voting process.

7.5 Paper Voting

7.5.1 Entities

Figure 7.2 shows all the relevant entities in the election process such as ballots
and pencils.

7.5.2 Operations

Figure 7.3 shows all the steps in the voting process as operations in KAOS,
how they contribute to security, and their relations to the actors and entities. The
next paragraphs describe the operations that take place in further detail.



Paper Voting 119

ID Name ID Name

E1 Voter E11 Election report
E2 Election official E12 Applicable laws
E3 Polling station E13 Brochure valid IDs
E4 Voting booths E14 Voting manuals
E5 Ballot box E15 Packages with seals
E6 Red pencil E16 Register cancelled vote cards
E7 Pen E17 Candidate list
E8 Stamp E18 Voter IDs
E9 Ballots E19 Vote cards

E10 Papers for tally marking

Figure 7.2: Entities used in paper voting (E1 and E2 are also agents).

ID Operation Goal Agent Entities

P1 Open polling station S1, A2 Election official Polling
station

P2 Open and close
ballot box

I3 Election official Ballot box

P3 Seal ballot box S1, I3 Election official Ballot box
P4 Open ballot box S1, T3 Election official Ballot box
P5 Close polling station S1 Election official Polling

station
P6 Seal election

material
I3, S3, S5 Election official Vote cards,

ballots
P7 Count ballots cast A5, I1 Election official Ballot
P8 Write down election

result
S1, I1 Election official Election

report
P9 Enter polling station T3, S1 Voter Polling

station
P10 Hand over ID I8 Voter Voter ID
P11 Hand over vote card I9, I6 Voter Vote card,

register
cancelled
vote cards

P12 Authenticate voter I8 Election official Voter ID
P13 Authorize voter I9 Election official Vote card
P14 Take in vote card I9, I6 Election official Vote card
P15 Receive ballot T3, C3 Voter Ballot
P16 Enter voting booth C2 Voter Voting booth
P17 Inscribe ballot T3 Voter Ballot
P18 Fold ballot C1 Voter Ballot
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ID Operation Goal Agent Entities

P19 Deposit ballot T3, S4 Voter Ballot
P20 Exit voting booth T3 Voter Voting booth

Figure 7.3: Operations performed by agents on entities, and their contribution to
goals.

The Election Day The Election Day starts with the arrival of the election offi-
cials (E2). Before opening of the polling station (E3), the chair of the committee
checks the arrangement of the polling station, which must satisfy five require-
ments:

• No one can see someone marking her vote.

• Access to booths is visible for voters and officials.

• Voters are able to see the actions of officials.

• Voters (who are standing in line before voting) do not obstruct the view on
other voters.

• The ballot box is within reach of an official that checks whether the voter
casts his ballot.

Specific documents should be present: including copies of applicable laws (E12),
a brochure on how to recognize valid IDs (E13), manuals for the voters (E14), the
list of candidates (E17), the ballots and the election report that has to be filled in
during the day. The officials verify that the ballot box is empty, closed and sealed
(P2,P3,P4). Next, they count the available ballots (E15) and put the number in
the election report.

Actual Voting Procedure The voter (E1) enters the polling station (P9), iden-
tifies herself with an ID (such as a driver’s license) to the election officials (P10)
and hands over the vote card (P11,E19), a unique paper card with water mark that
is distributed to the voters prior to the elections.

Next, the election officials check the voter’s ID (E18), whether it is still valid
(E16), and whether it corresponds to the voter’s appearance. The officials check
the vote card for its authenticity (P12) and put a stamp (E8) on it, so that it is
invalid for other voters (P14). They then remove a ballot (E9) from a stack of
ballots and hand it out to the voter (P13,P15), tallying how many are handed out.

The voter subsequently enters the voting booth (P16,E4) and uses a red pencil
(E6) to choose a candidate (P17), folds the ballot (P18), exits the voting booth
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(P20) and puts the ballot into the box (P19,E5). All voter actions are done in
plain sight of the officials, who keep track of how many ballots are deposited.
Finally, the voter leaves the polling station.

When the voting period is over, the officials close the ballot box and write
down the number of votes cast and the number of ballots handed out in the elec-
tion report using a pen (P5,E7). Vote cards, unused ballots and returned (invali-
dated ballots) are put into separate packages which are sealed (P6). The officials
open the ballot box and tally the ballots (P7,E10). The number of ballots counted
should be equal to the number of vote cards minus the ballots that were not de-
posited by the voters. Again, the numbers are written down and announced in
public. If the numbers do not match the ballots are counted again; if necessary the
packages are opened.

Next the ballots are unfolded and sorted by political party, separating blanks
and invalid ballots. The officials show invalid ballots to observers present in the
polling station. The final count is done by candidate. Any complaints are noted
in the report and the packages with the votes are sealed (P8). Finally, the officials
sign the election report (E11) and deliver it to the municipality.

7.5.3 Threats and Mitigations

Threats against the paper voting process can be found in many sources, among
those literature on e-voting [25], [113], [149], [213], and election manuals [137],
[157]. Specific paper voting threats are listed by Jones [113] and Harris [81]. We
select threats on the basis of three criteria: (i) they occur on Election Day, (ii)
they are relevant for the paper voting process, and (iii) threats are non-violent.
Similarly to the goal tree, we group these threats based on the top-level security
properties. The main threats are summarized in Figure 7.4.

Confidentiality Threats

The first threat to the confidentiality of the vote is to mark the ballots (T1)
such that they are traceable to the voter, for example by leaving fingerprints. This
is mitigated by securely storing and destroying the ballots. Still, voters can either
mark the ballots themselves (such as by voting in a unique pattern [29]), or others
can pre-mark ballots, such as by having unique serial numbers.

The voting itself can also be recorded (T2), for example by using a smartphone
camera [113] or by forcing voters to accept “assistance” in the voting booth. The
voter can also simply show his ballot in public before casting it. Regulation can
mitigate these threats by forbidding such actions, or declaring such votes to be
invalid. Chain voting (T3) is a specific threat in which a vote buyer hands a pre-
filled ballot over to a voter, who casts it and delivers the blank ballot (which the
voter received from the officials) in return, allowing the vote buyer to continue
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ID Threat Threat to Goal

T1 Marking ballots C3
T2 Recording the vote C2
T3 Chain voting C2
T4 Unauthorized voting I8, I9
T5 Adding, removing and changing ballots I2, I3
T6 Improper counting I2, I3
T7 Incorrect proclamation of results I2, I3
T8 Improper or chaotic procedures I2, I3
T9 Denying possibility to vote A3

T10 Inability to observe the process S1
T11 Inability to interpret the process S2, S3, S5
T12 Inadequate management of complaints S2, S3, S5

Figure 7.4: Threats to voting goals for paper voting.

the “chain” [111]. Mitigating chain voting is done by marking ballots on handout
and checking the mark on deposit. Other mitigations are to allow the ballots to be
spoiled, and to enforce strict ballot security.

Integrity Threats

A general integrity threat is chaotic or improper bookkeeping and logistics
(T8). For example, ballot box stuffing is made easier by not keeping track of how
many ballots are cast. Procedures should define exactly where and how many
ballots are stored and how the voting process occurs. Threats against integrity
occur at each step:

During the Authentication and Authorization of the Voters Threats in-
clude tampering with the vote registry, not performing authentication and autho-
rization and not keeping track of who voted (T4). Mitigations include distributing
unique authorization documents to voters, which are taken in by the officials on
ballot handout.

During the Voting Itself Two threats are stuffing the ballot box with votes,
or even swapping the whole box for another one (T5). Other threats are that voters
receive more than one ballot, that cast votes are altered or that votes are removed
from the ballot box, or substituted by others. Sealing the votes, having observers
in the polling station and comparing records (how many people registered, how
many voted) mitigate these threats.
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During the Counting of the Votes Votes can be miscounted (or not count-
ing at all) (T6). Prevention includes counting the votes in public, and having
clear rules for invalidating or judging ballots. Because ballots are touched during
counting, officials can change them, which is hard to detect.4 As counting usually
takes place in multiple stages, it can be checked whether the totals for each stage
are equal. If they are not, that is an indication of fraud. [112]

During the Proclamation of the Results Threats include not announcing
an official and public notice of the final results (T7) [157, p.64]. Alternatively,
there can be a final result, which is altered later, for example by filling an election
report by pencil instead of pen. Delays in the proclamation of the results give the
opportunity to falsify election data: the threat is mitigated when the results are
available as soon as the counting is finished.

Availability Threats

If the polling station is not available and people cannot vote, the election is
unfair. Threats to the ability to vote (T9) are long waiting queues, insufficient
ballots or an early closure of the polling station.

Assurance Threats

Observing the election process gives confidence in the election result. This
leads to three categories of threats:

First there is the inability to observe the voting process (T10) by being denied
access to the polling station, being unable to observer the voting, counting, or
oppositely, or because activities such as finalizing the results are done outside the
polling station.

Secondly, participants need to be able to interpret the voting process (T11).
If the protocol is not available to the observers, is incomplete, inconsistent or is
changed the observers lack assurance. This is also the case if the observers miss
the necessary expertise to understand the protocol.

Thirdly, observations of problems need to be managed properly (T12). The
election process must be able to deal with small problems that arise, or make
corrections, without discrediting the whole election.

7.6 Properties of Physical Entities

We will now attempt to discover general physical domain properties contribut-
ing to security, using the method explained in Chapter 5. First Figure 7.5 shows

4Counters can put a small piece of pencil lead (“short pencil”) under a fingernail [192].
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the support for the existing hypothesis in the voting case study. After that, we
explain the new hypothesis that were identified (Figure 7.6).

Property and Effect Details

Decaying IA- Mechanism not observed (physical items in the voting
processed are not used long enough to experience wear).
Counterexample: Ballots and ballot boxes are not used long
enough to experience wear.
Conditions: Objects are frequently used.

Dense CIA+ Ballot box is protected.
Easily
manufacturable CI-

Attacker using chain voting requires an extra ballot.
Counterexample: Attacker cannot bring item into the voting
process for example she cannot replace ballot boxes
because they are observed all the time.
Conditions: The attacker has the opportunity to use the
object in the process.

Invisible C+ Folded paper and voting booth hide the vote.
Counterexample: Structure of opening is important - access
is needed and should be physically restricted (booth, ballot
box, lock).
Conditions: Access is physically restricted.

Limited spacious
CIA+

Polling station is small enough to detect attackers.

Slow CIA+ An attacker must travel to the polling station.
Counterexample: Attacker is already present, for example as
an insider.
Conditions: Attacker is already present.

Strong CIA- An attacker destroys a lock of a ballot box.
Counterexample: Protection relies mainly on observation
rather than strength.
Conditions: There is no monitoring in place.

Strong CIA+ Ballot box can be physically secured by a lock. The ballot
box cannot be opened easily. Destroying ballots would
impact integrity of process, but they are not hard to destroy.
Counterexample: The effect of the hypothesis is less
important in voting, because protection relies mainly on
observation of the ballot box and ballots.
Conditions: Defenders observe the physical object.

Visible C- An attacker can observe the paper ballot of a voter.
Visible CIA- An attacker who is not clearly visible can reduce

confidentiality and integrity, by adding ballots or retrieving
them.

Visible CIA+ Officials see the replacement of the ballot box.
Counterexample: Officials are not paying attention, which
has a negative effect on security.
Conditions: Officials must pay attention.
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Property and Effect Details

Weak CIA+ Attacker cannot easily open a ballot box.
Counterexample: Attacker can unfold ballot, as this is
observed.
Conditions: Physical barrier is present.

Figure 7.5: Support for existing hypotheses (consisting of properties and their
effects) in the voting case study. If counterexamples lead to new hypotheses they
are listed individually in Figure 7.6.

Active A person executes a process with security tasks and intervenes when
something goes wrong, improving overall security. An example specific to this
case is that a person votes. A counterexample is that an attacker opens the ballot
box. This leads to one condition:

• The person is malicious.

This leads to the alternative hypothesis namely that an active person can also have
a negative effect on overall security. An example specific to this case is that an
attacker steals ballots. A counterexample is that the person is not malicious. This
leads to one condition:

• The person is not malicious.

Difficultly Manufacturable When objects are difficult to manufacture this in-
creases the confidentiality and integrity of these objects. A contributing factor
is when these entities are used in a controlled space such that no manufacturing
equipment or raw materials can be brought in without detection. An example spe-
cific to this case is that it is not possible to simply create a new paper, or ballot or
filled in ballot.

Enclosed With Opening A closed physical structure with an opening creates an
opportunity for confidentiality because a person can enter it and perform actions
inside without being observed inside. An example specific to this case is that a
voting booth shields voter and ballot against attackers looking at them. A coun-
terexample is that the voter can execute illicit tasks such as chain voting because
she is not observed inside the voting booth. This leads to two conditions:

• Person is not malicious.

• Persons are screened for reliability.
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Property Effect Hypothesis

Active CIA+ A person intervenes in a process to increase its security.
Active CIA- An attacker disrupts a process.
Difficultly
manufacturable

CI+ A difficultly manufacturable object is hard to create or
alter precisely.

Enclosed with
opening

C+ An enclosure with opening allows unobserved access to
the confidential information stored inside.

Inert CIA+ An inert object cannot alter or expose itself or make
itself unusable.

Large I+ An attacker cannot hide a large object.
Modifiable CI+ Persons modify entities as part of the normal business

processes.
Modifiable CI- An attacker modifies entities and changes their state.
Movable CIA+ Movement of persons and objects is necessary for

executing a process.
Movable CIA- An attacker disrupts a process by moving objects.

Figure 7.6: New hypotheses from the voting case study about the security effects
of physical properties of entities. Each row represents either positive or negative
effects. Multiple letters indicate an effect on multiple security goals. For example
CIA- means a negative effect on confidentiality, integrity and availability.

Inert An inert object by itself cannot steal or reveal information (confidential-
ity), nor alter its state (integrity), nor change into an unusable form (availability)
without another actor such as a person being involved. An example specific to this
case is that a ballot box remains unchanged and the ballots inside it cannot change
by themselves. There are two conditions:

• There is no wear.

• The object does not have autonomous capabilities.

Large It is difficult to smuggle a large object because it is observable and diffi-
cult to carry. Thus the large size of an object has a positive effect on integrity. An
example specific to this case is that smuggling of ballots is necessary to realize
the threat of chain voting. A counterexample is that other items than ballots can
be brought in the process but these are not used or are not limited and therefore
do not impact security. This leads to two conditions:

• The object is used in the process.

• The process depends on unique objects.
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Modifiable Normal modification is part of a business process and helps confi-
dentiality and integrity. An example specific to this case is that a person can fold
a ballot and write on it. However modification also allows attacker to execute
attacks against the integrity and confidentiality of an object. An example specific
to this case is that modification of ballots is easy (changing the ballot and mark-
ing it). A counterexample is that the attacker is observed while performing the
modifications. This leads to one condition:

• The attacker is able to modify objects unobserved.

Movable Movement of persons and items is part of the process, contributing
to security in general. An example specific to this case is that a person moves
a ballot. A counterexample is that the attacker steals a ballot. This leads to one
condition:

• The person is not malicious.

However an attacker can also move objects, impacting security negatively. An
example specific to this case is an attacker that puts an extra ballot in the ballot
box.

7.7 Electronic Voting

Figure 7.7 shows the new entities (compared to paper voting) that are neces-
sary in our ideal model of electronic voting. Note that some entities for the paper
voting such as red pencils are no longer necessary.

7.7.1 Entities

The actual voting takes place on the voting machine, which is equipped with
a display and a touch screen. Inside our ideal e-voting machine is a processor and
flash memory from which the system is booted. The poll workers have access to
the voting server, which has a small display and a button interface. On the voting
server runs software that can collect the information from the different voting
machines and print the results. A printer will output the final results. All systems
are connected via cables. Removable memory cartridges are used for installation
of the voting machine software and for the definition of the election.

7.7.2 Operations

We will now briefly describe the procedure for our idealized electronic voting
machine, which is primarily based on the AccuVote-TS Voting Machine [55]. The
description concentrates on the interaction with the voting machine and leaves out
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ID Name

E6 Red pencil
E9 Ballots

E10 Papers for tally marking
E15 Packages with seals
E20 Voting machine
E21 Voting server
E22 Printer
E23 Cables
E24 Memory cartridges
E25 Voting machine software
E26 Voting server software

Figure 7.7: Additional entities used for electronic voting.

details that were presented earlier for the paper voting case. For example we will
not re-explain the opening and closing of the polling station and the sealing of
election material. The steps are shown as KAOS operations in Figure 7.8. On
Election Day, an empty memory cartridge is placed into the voting machine and it
is booted (P1). The machine is now in PreDownload mode and the poll workers
insert the memory cartridge with the election definition (P2). The machine enters
the PreElectionTesting mode and the poll workers test the working of the machine
(P3). Next the poll-workers configure the machine to be in Election mode (P4).
On the screen the totals are displayed, which are all zero (P5). The voting can
now begin.

The voter first identifies herself as described in the paper voting section (P6).
Next the chairman of the election committee releases the machine for voting by
clicking a button (P7). After entering the voting booth the voter selects a candidate
on the screen (P8). The machine gives off a beep (P9). Next, she clicks the vote
button (P10) and the voting machine stores the votes (P11). In her display the
voter receives the message that she has voted, and the same message appears on
the server (P12). After the election, the committee closes the election by inserting
another cartridge (P13). The machine is now in PostElection mode. It transfers
the results to the server (P14), which prints the election results (P15).

7.7.3 Threats and Mitigations

For electronic voting, we first list all threats found, and then return to potential
mitigations to these threats.

Threats Figure 7.9 shows a high-level list of threats and we explain them in
detail below.
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ID Operation Goal Agent Entities

P1 Place empty cartridge in
machine

A Election official Voting machine,
cartridge

P2 Insert cartridge with
election definition

A Election official Voting machine,
cartridge

P3 Do logical and accuracy
testing

I Election official Voting machine

P4 Set machine in Election
mode

A Election official Voting machine

P5 Display initial totals A Voting machine
P6 Authenticate and authorize

voter
I Voter Election official

P7 Release machine for voting A Election official Voting server, voting
machine

P8 Selects candidate A Voter Voting machine
P9 Sound beep A Voting machine

P10 Click vote button A Voter Election official
P11 Store vote CIA Voting machine
P12 Display “voted”’ A Voting machine Voting server
P13 Inserting end cartridge A Election official Voting machine,

cartridge
P14 Transfer results to voting

server
A Voting machine Voting server

P15 Print election results A Voting server Printer

Figure 7.8: Operations performed by agents and their contribution to goals.

Replace Software A first attack is to replace the software with a malicious
version (T13). There are three main ways to realize this. The first is to open the
machine and replace the flash memory inside it. This requires bypassing phys-
ical security, removing screws and replacing the chips containing the software.
The second is to simply reprogram the machine by putting it on and inserting
a cartridge that can update the software. This does not need to be done by the
attacker herself, as the cartridge could contain a virus that can propagate along
voting machines, as each of them are subsequently updated with the new election
files. Replacing the software affects all security properties.

Misuse Existing Software It can also be possible to misuse the software
[144], if a bug is present (T14). In our case, the attacker is an official who changes
the mode of the machine back to Maintenance. Just before the voter casts the vote
(selecting a candidate is accompanied by an audible beep), the attacker briefly puts
the machine into maintenance mode by pressing a button on the server. After that,
the vote is not recorded but the voter sees a message that her vote has been cast.
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ID Threat Goal

T13 Replace software CIAS
T14 Misuse existing software I
T15 Use faulty software CIAS
T16 Recover forensic data C
T17 Tamper with seals and locks AS
T18 Monitor radio emanations C

Figure 7.9: Threats to voting goals for electronic voting.

At the end of Election Day, the attacker casts as many votes herself as necessary
to make the records correct. This is an attack against the integrity of the system.

Use Faulty Software Another threat is that the official voting software itself
has bugs, which might prevent a correct counting of the results (T15). Experi-
ments have shown that even simple election software programs can have behavior
that is hard to understand. Bugs can threaten the integrity of the election and also
availability of the result: if the results are visibly incorrect (the numbers do not
add up) then the election result is declared invalid.

Recover Forensic Data Inside the machine, the votes should be stored in
such a way that an attacker cannot determine at what time the vote was cast.
Thus, the ballots must be stored in random memory locations. If this is not done
properly, an attack with access to the voting machines memory can deduce the
time of the vote and correlate this with the voter’s entrance in the voting booth
(T16).

Tamper with Seals and Locks To prevent tampering with the machine,
seals and locks can be put on the voting machine. This also implies that a bro-
ken seal or lock requires action from the election officials, who must test whether
the machine’s security has not been breached. Thus tampering with seals is an
effective denial-of service attack (T17).

Monitor Radio Emanations As any electronic device, a voting computer
sends out radio emanations. An attacker can use these to reconstruct the activities
of the voting machine, and thus violate the secrecy of the vote (T18).

Mitigations We will now list mitigations for the threats listed before and explain
their strengths and weaknesses.
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Physical and Procedural Security Physical security is the first defense
against accessing modifying the machine’s hardware and software. First the ma-
chine can be equipped with seals and locks. In practice these seals are often
broken and the locks are easily circumvented. Furthermore, after a seal is placed,
no further checks can be done, which requires absolute trust into the person that
places the seal. Second the machine should be placed in a secured location and
poll workers must secure all components of the voting machine, ensuring a proper
chain of custody. However, in practice poll workers have unsupervised access to
the machine, for example they are stored in the poll worker’s home (a so-called
“sleepover”).

Software Testing Software testing can be used to find bugs in the voting
software. There are two particular problems with software testing. The first is that
software correctness is hard to ensure. Experiments have demonstrated this [11].
Second, the software verification is done by third parties but the independence of
these investigations is questionable, as these parties (independent test authorities)
are paid for and report to the machine’s manufacturer.

Secure Booting To ensure that the correct software is running, the voting
machine should check the signature of the programs at boot time. TPM (trusted
platform module) hardware exists for this purpose. A potential circumvention is
to replace the chip that contains the program with a programmable emulator: at
boot time it will output the correct program, but the contents will change when an
actual election is run.

A TPM-enabled voting machine is proposed by Paul and Tanenbaum [164].
This solution requires full trust in the TPM hardware manufacturer. Especially if
this is a foreign company this might be unacceptable. Furthermore, their solution
is still vulnerable to an attacker that adds hardware. When a user attempts to
verify that a specific software is running on the machine, she can actually only
verify that this software is running on hardware that is present in or connected to
the machine. She cannot verify the absence of other hardware or software using
this procedure. This leads to the issue of assuring that voting machine has the
right hardware:

• Is the required hardware present on the machine? TPM solutions can assure
this, if we trust the manufacturer.

• Is no other hardware running on the machine? This requires a detailed
physical examination of the device.

One partial solution is to use transparent casing; any addition to the required hard-
ware would then be easier to detect. In some cases this is more difficult because
an attacker can for example add hardware under a touch screen.
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Parallel Testing Prior to an election, election officials can test the voting
machines using so-called parallel testing: they simulate that an election is running
on a number of voting machines and test these simultaneously. If the results are
correct, the machines are expected to work properly. However, this mitigation can
be circumvented, because the malicious software can distinguish a test (where it
should function honestly) from the actual election (that should be rigged):

• The election will likely take much longer than the testing.

• The testing procedure will likely not be a random distribution of votes as in
a real election.

• The malicious code is not running unless activated (for example, in an actual
election, the attacker will tap on the device’s input in a specific way, a so-
called “secret knock”).

Forensic Analysis In case the machine keeps multiple records and audit trails,
forensic analysis might yield additional information beyond the votes themselves
that can be used to find signs of malicious software activity. However, if a mali-
cious program has access to all records, it might escape detection. Furthermore,
forensic analysis of the records might leave additional hardware undetected, as it
is transparent to both the system and the user.

Monitor Radio Emanations Mitigations against radio emanations include
shielding the equipment by special cables and casings. The drawback is that these
must be tested and can become very large and heavy.

7.8 Properties of Digital Entities

Figure 7.10 shows the support for the existing hypothesis, and Figure 7.11
lists the new hypothesis about the impact of digital properties on security.
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Property and Effect Details

Accurate Data Storage,
Transportation and Processing
CIA+

Accuracy helps to ensure that the votes are
correctly captured and counted and not lost.
Counterexample: Accuracy of storage and
processing makes it easy to forge votes (lack of
uniqueness), having a negative impact on
integrity.

Figure 7.10: Support for existing hypotheses (consisting of properties and their
effects) in the voting case study. If counterexamples lead to new hypotheses they
are listed individually in Figure 7.11.

Accurate Data Storage, Transportation And Processing Accuracy storage,
transportation and processing of data makes it easier for an attacker to forge
records and thus threatens integrity. An example specific to this case study is
that digital records of votes can be changed very precisely such that they are in-
distinguishable from the original records.

Fast Data Processing Fast processing of data makes abuse fast, having a neg-
ative effect on data availability because the attacker can alter and destroy it. An
example specific to this case study is that a system can be stopped easily. There is
one condition:

• The system is compromised or compromisable.

Fast Data Storage Fast data storage makes it easy to share confidential infor-
mation. An example specific to this case study is a system that can store more
data than it is supposed to, saving confidential information that was not supposed
to be stored. There is one condition:

• The system is compromised or compromisable.

Program Computational Complexity The computational complexity of pro-
grams increases the chance of errors and abuse thus having a negative impact on
security in general. Specifically, understanding what software exactly does is dif-
ficult. An example specific to this case study is that understanding what software
exactly does is difficult (for example changing votes, or exposing voters), and
small mistakes can lead to large errors or vulnerabilities.
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Property Effect Hypothesis

Accurate Data Storage,
Transportation and Processing

I- Accuracy makes record forgery
easy.

Fast Data Processing A- Fast modification of data makes
abuse easy.

Fast Data Storage C- Fast data storage makes sharing
confidential information easy.

Program Computational
Complexity

CIA- System complexity increases the
chance of errors and abuse.

Figure 7.11: New hypotheses from the voting case study about the security effects
of digital properties of entities. Each row represents either positive or negative
effects. Multiple letters indicate an effect on multiple security goals. For example
CIA- means a negative effect on confidentiality, integrity and availability.

7.9 Comparison between Paper and Electronic Voting

We will now compare physical and electronic forms of voting to find similar-
ities and differences. To begin, we investigate the differences between physical
and electronic entities. Next we compare physical and electronic systems as a
whole on their ability to realize security goals.

7.9.1 Comparison between Entities

First, we compare the properties of a digital ballot to those of a paper ballot.
On analysis, a paper ballot serves several functions:

• It presents the candidates to the voters (that are printed on the paper).

• It stores the voter’s choice (the mark on the paper).

• It masks the voter’s choice by the folding.

It is clear that the voting machine is an intermediate in every step of the interac-
tion: electronic ballots are presented on a screen, manipulated via a touch inter-
face, stored inside the voting machine and counted by the voting machine. As
such the electronic entity of ballot does not exist individually.

Second, we compare the ballot boxes. The deposit into the ballot box of the
ballot is not observable in electronic voting. Furthermore, the bandwidth of a
physical ballot box is inherently limited (due to its size, it is not possible to add
100 ballots at the same time). By contrast, the electronic ballot box has no such
restriction. Attack software can write thousands of votes to the storage location
instantly [73].
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Security Goal Effect Physical Property Digital Property

All + Active, Dense, Inert,
Limited spacious, Movable,
Slow, Strong, Visible, Weak

Accurate Data Storage,
Transportation and
Processing

- Active, Movable, Strong,
Visible

Program Computational
Complexity

Confidentiality + Difficultly manufacturable,
Enclosed with opening,
Invisible, Modifiable

N/A

- Easily manufacturable,
Modifiable, Visible

Fast Data Storage

Integrity + Difficultly manufacturable,
Large, Modifiable

N/A

- Easily manufacturable,
Modifiable

Accurate Data Storage,
Transportation and
Processing

Availability - N/A Fast Data Processing

Figure 7.12: Comparison of physical and digital properties on their ability to re-
alize security goals for the voting case study. This table is constructed from data
presented in Figures 7.5, 7.6, 7.10 and 7.11.

7.9.2 Comparison Concerning Goal Realization

Figures 7.12 and 7.13 summarize the mechanisms present in physical and
digital voting. These are explained below.

Confidentiality For paper voting, confidentiality is realized because the enti-
ties are inert. This is not the case for an electronic voting system that is actively
running software and can keep track of the history of events that can be used to
link vote and voter. For electronic voting, a positive contribution is that attack-
ers cannot easily observe votes, as they are stored hidden inside the machine’s
memory.

Integrity Paper voting integrity is realized because voting processes are slow.
Therefore errors are detectable by persons inside the polling station. Furthermore,
this slowness also limits the speed at which an attack can take place. For electronic
voting, the precision made possible by the voting machine has a positive effect on
integrity. At the same time, it is hard to ensure that the correct program is running
on that machine, due its volatile nature. This has a negative impact on integrity.
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Goal Physical Voting System Electronic Voting
System

Confidentiality + inertness of entities + hidden storage of
information
- possibility to keep
track of history

Integrity + slowness of process + precision of
processing
- volatility of software
and data

Availability + inertness of entities - volatility of software
and data

Assurance + inertness of entities
+ visibility of process

- volatility of software
and data

Figure 7.13: Comparison between physical and digital voting systems. “+” and
“-” indicate positive and negative effects. The explanation of the scores for each
goal and system is given in Section 7.9.2.

Availability Also availability benefits from the inertness of entities in paper vot-
ing, and again by contrast entities in electronic voting are volatile. This volatility
has a negative impact on availability, as a voting machine can become unavailable
due to a software or hardware error or attack.

Assurance In paper voting, the lack of trust between participants (officials, vot-
ers) is solved by using physical entities, not because these act trustworthily, but
because they are inert: they do not act at all. Also, the spatial architecture of the
polling station, the voting booth and ballot box determine a certain workflow by
their inertness, which provides assurance.

Participating agents (that are not inert) are kept in check due to their limited
capacities: most attacks are visible and require equipment and closeness to alter
entities such as ballots. Attacking paper voting is akin to violating the assump-
tions behind it - hiding entities such as ballots violates their visibility property
and camera usage violates the inertness property. Security goals are satisfied by
providing access control for these entities, by keeping a distance between them
and the participants, by observations and limiting the available equipment.

By contrast, completely electronic voting cannot depend on the physical en-
vironment for realizing security goals. Ballots can be changed inside the voting
machine by the software running inside it. Likewise, the one-way deposit of bal-
lots into the ballot box and the randomization on counting depend on that same
software agent. The volatile nature of the software and the votes stored in the
machine has a negative impact on assurance.
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7.9.3 Conflict between Confidentiality and Integrity

In physical voting, the conflict between confidentiality on the one hand, and
integrity and assurance on the other is solved through the limited observation ca-
pacities of participants; they can observe enough to detect integrity violations,
but not enough to violate confidentiality. Such a mechanisms is not possible for
electronic voting: from the perspective of participants many events are invisible,
as they occur inside the machine, which gives the software agent control over the
outcome of the voting process. Thus electronic voting is unlikely to strike a good
balance between realizing the goals of confidentiality and integrity.

7.10 Hybrid Voting

We will now investigate four hybrid voting systems and explain the operations
and entities used in each of these.

Ballot Printer The ballot printer has a similar user interface as the e-voting
machine described earlier, on which the voter can make her choice for a candidate.
However, it will print a record of the vote on a paper sheet, and it will not store it
in a file.

Optical Scan Machine An optical scan machine consists of a device that scans
the ballots and determines the tally, and possible prints it. There are two main
ways of operation: the first is that the user scans her own ballot directly after
filling in the ballot. The second is that she deposits the ballot in a normal ballot
box. After the closure of the election, election officials then insert the ballots into
the scanner, potentially with the aid of a device that automatically feeds the ballots
to the scanner.

Redundant System There are two types of redundant systems. The first type
stores a redundant paper record in addition to the primary electronic procedure.
The second type has a redundant electronic process next to the primary paper-
based process. Both systems are combinations of a fully electronic system and
a vote printer. In the simplest case, the voter will determine her choice on the
machine and deposit the print in a separate ballot box.

Scantegrity II The Scantegrity II voting system is a normal paper voting system
complemented with extra entities:

• an optical scan machine for the tallying

• a secured computer that generates and stores all the ballot information
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ID Threat Voting system Goal

T19 Print wrong vote Vote printer I
T20 Add additional information on the paper Vote printer C
T21 Introduce inconsistencies between paper

and electronic voting
Redundant system IAS

T22 Change patterns on the paper Pen system I

Figure 7.14: Threats to voting goals for hybrid voting.

• a printing device for generating ballots

• an online bulletin board where partial results are published

• a special marker pen

The ballots used in Scantegrity II have confirmation codes printed with “invisible
ink”. Once the user marks a candidate with the special pen, she will see a con-
firmation code appear on the ballot. She can write this down, together with the
ballot ID and check that this result is included in the final tally. (For details we
refer to the original paper [29].

Pen System A pen system consists of three parts:

• A pen equipped with a special camera and a cable

• A docking station (connected to the pen) that stores the vote, similar to an
electronic voting machine

• Special ballot sheets with small dots in a unique pattern

When the user marks her choice on the ballot, the pen identifies the position on
the paper based on the dots that it scanned. This position is then translated to a
vote for a particular candidate and stored in the docking station.

7.10.1 Threats and Mitigations

Figure 7.14 shows a list of hybrid voting threats, and we explain these further
below.

Ballot Printer Ballot printers face similar problems as electronic voting ma-
chines: first, they are vulnerable to software and hardware attacks. For example
they could alter the vote while printing the ballot (T19), or add additional in-
formation on the paper (T20). Second, the emanations can be received by other
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devices. An advantage over electronic voting is that the ballots can be inspected
by the user. Compared to normal paper voting, ballot printers can inscribe the
ballots more accurate than voters themselves.

Optical Scan Machine Optical scan machines also run software and can thus
be made to count the ballots wrongly. Similar to electronic voting, this is hard
to detect. However, it is always possible to count the ballots by hand. If the
voter scans her own ballot, the optical scan machine can also store additional
information such as the time of the vote, thus threatening the confidentiality of the
vote.

Redundant System The advantage of redundant systems is that paper and elec-
tronic systems have “independent failure modes”: if one fails (or is attacked) this
does not necessarily threaten the other. This however introduces a new threat:
the record must match and discrepancies exist that are not easily solved, casting
doubts on the final election outcome (T21). Counting by hand of receipts might
be both slow and error-prone [71].

Scantegrity II The threats to Scantegrity II are similar to that of other electronic
and optical systems, with additional mitigations that make it more difficult for an
attacker to modify the election result, cast doubt on the election amount, or cause
a denial-of-service attack. By publishing partial results, voters can be assured that
their vote is included in the tally. Data that links the confirmation codes to the
final result must be kept secret - if not properly secured, an attacker could steal
this information and check the receipts of user, allowing vote buying.

Pen System The pen system also uses software, with the attacks as outlined
for e-voting. Furthermore, all ballots must be identical - if the dot patterns are
different this would result in different counts (T22).

7.10.2 Types of Hybrid Systems

Four out of the five hybrid systems are change digital information to physical
form or vice versa.

• The pen system and optical scan machine transform information from phys-
ical to digital;

• Scantegrity II and the ballot printer transform information from digital to
physical.
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# Explanation Example

S02 Parallel system Electronic voting next to digital voting
S03 Serial system Vote printer

Figure 7.15: Types of hybrid systems in the voting case study.

Transformation serves two purposes: first the physical step in each process creates
an opportunity for verification because paper is inert. Second the transformation
step can improve certain weaknesses in the normal physical process and prevent
errors that occur while filling in a ballot, or while counting it. We will call these
“serial” systems as physical and digital components are used sequentially in the
voting process.

We categorize the remaining redundant system as a “parallelization system”
of physical and digital mechanisms as it can perform each step independently.

7.11 Combinations and Trade-off Analysis

In this section we compare the hybrid cases to standard paper voting and elec-
tronic voting, to assess the benefits of hybrid systems. Figure 7.18 shows a com-
parison of hybrid systems with completely physical and digital systems. The sys-
tems are scored on three goals, confidentiality, integrity and availability.

7.11.1 Trade-off Analysis on Properties

Figure 7.16 and 7.17 show the trade-off analysis on the effect of physical and
digital properties. Regarding physical properties in some cases negative effects
are amplified (active), positive effects are negated (slow, visible) and in yet an-
other case a positive effect is reinforced (difficulty manufacturable). For digital
properties most evidence points in the direction that negative effects are reduced
and positive effects are reinforced. The only exception is accuracy: hybrid sys-
tems are deemed less accurate than their digital counterparts.

7.11.2 Trade-off Analysis on Goals

Figure 7.18 shows a direct comparison between hybrid, physical and digital
systems on confidentiality, integrity and availability. The results for each system
are explained in the next paragraphs.

Ballot Printer Ballot printers improve the integrity of the system compared to
paper voting, because they can record the vote more accurately than a person
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em

Active CIA+ = = = = =
Active CIA- - - - - -
Decaying IA- N/A N/A N/A N/A N/A
Dense CIA+ = = = = =
Difficultly manufacturable
CI+

=/+ =/+ =/+ =/+ =/+

Easily manufacturable CI- = = = = =
Enclosed with opening C+ = = = = =
Inert CIA+ - - - - -
Invisible C+ = = = = =
Large I+ = = = = =
Limited spacious CIA+ = = = = =
Modifiable CI+ = = = = =
Modifiable CI- = = = = =
Movable CIA+ = = = = =
Movable CIA- = = = = =
Slow CIA+ =/- =/- =/- =/- =/-
Strong CIA+ = = = = =
Strong CIA- = = = = =
Visible C- = = = = =
Visible CIA+ =/- =/- =/- =/- =/-
Visible CIA- = = = = =
Weak CIA+ = = = = =

Figure 7.16: Trade-off analysis on the impact of properties between hybrid and
physical for the voting case study. Positive scores indicate that the hybrid system
is more secure than the physical system, negative scores that it is not. N/A means
that the effect was not observed in the case study. (For the exact operationalization
details, see Figure 5.11 in Chapter 5.) The full explanations of the scores for each
goal are Section 7.11.
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Hypothesis Ball
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Accurate Data Storage,
Transportation and
Processing CIA+

=/- =/- = =/- =

Accurate Data Storage,
Transportation and
Processing I-

+ + + + +

Fast Data Processing A- + + =/+ + =/+
Fast Data Storage C- = + = = =
Program Computational
Complexity CIA-

=/+ =/+ =/+ =/+ =/+

Figure 7.17: Trade-off analysis on the impact of properties between hybrid and
digital for the voting case study. Positive scores indicate that the hybrid system is
more secure than the digital system, negative scores that it is not. N/A means that
the effect was not observed in the case study. (For the exact operationalization
details, see Figure 5.11 in Chapter 5.) The full explanations of the scores for each
goal are Section 7.11.
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tem

Confidentiality Physical −− − −− − −−
Digital ± ++ = /− + ±

Integrity Physical + + + + +
Digital + + + + +

Availability Physical − ± − − −
Digital + + = /− + = /+

Figure 7.18: Comparison of hybrid voting systems with physical and electronic
systems. Each column compares a hybrid system. For example a ballot printer
is compared to the pure physical or electronic system discussed before. (For the
exact operationalization details, see Figure 5.11 in Chapter 5.) The explanation of
the scores for each goal is given in Section 7.11.
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could. Compared to electronic voting, the advantage of a ballot printer is that the
ballot can be visually inspected and is more difficult to change.

Because ballot printers are electronic, their software is vulnerable to attacks.
As the ballot printer “knows” the vote it is threatening to the confidentiality. It can
either record the vote internally or print hidden information on the ballot that can
be used later to identify the voter. Because of this possibility, ensuring confiden-
tiality with a ballot printer is very difficult. One advantage compared to electronic
voting is that the ballot printer delivers a tangible result that can be deposited.

Regarding availability, a ballot printer is less reliable than a paper voting sys-
tem, because the hardware and the software can always break down. Compared
to a digital system, a ballot printer can however be more easily replaced in case of
failures, and hardware failure also does not hinder the storage of the votes.

Optical Scan Machine Regarding integrity, the advantage of an optical scan
machine over a physical process is that it has the potential to count votes more
accurate and allow for quick recounts as well. Additionally, the scans can be
stored for analysis to check the integrity of the process. Compared to electronic
voting, the advantage is that the counting process can be verified by a person.

As for availability, the same arguments hold as for the ballot printer: first an
optical scan machine can break down, is this less reliable than a physical process.
Second, it can be replaced easier than an electronic voting system.

Also similar to the ballot printer, the software of the optical scan machine is
vulnerable to attacks and can be used to produce a wrong count or to identify
voters, either because the ballots are scanned directly after the person fills in the
ballot, or afterwards [24]. This has a negative impact on confidentiality. However,
an optical scan machine can offer more guarantees for the confidentiality of the
data compared to an electronic voting machine, because there does not have to be
a direct connection (in time and space) between the machine and the voter.

Redundant System A parallel redundant digital and physical system inherits all
the confidentiality problems of a digital system and scores thus negative compare
to a pure physical system. Compared to a digital system, a redundant system can
have the additional problem that it threatens confidentiality if paper records are not
randomized (in case of a continuous audit trail). Integrity can be improved over
both paper and e-voting, because the vote is stored in multiple ways, which makes
manipulation more difficult. Again because of failures in hardware and software,
a redundant system (that requires both the physical system and the digital system
to be active) scores negative on availability compared to paper voting. Availability
would be equal or less than a digital system, because of possible failures in the
paper system.
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Scantegrity II As each ballot is unique and the user receives a receipt, there is
a bigger potential threat of confidentiality loss compared to a physical system, but
because the carrier is physical, it scores better than a digital system.

The integrity of the vote is aided by the invisible ink system described earlier,
which is a clear improvement over paper voting. Again, because the vote is stored
on paper, the integrity is also better compared to electronic voting.

Also hardware and software failures have a negative impact on the availability
of Scantegrity II compared to a physical system, but because a physical carrier is
used, the availability is high than that of a pure electronic system.

Pen System Regarding confidentiality, similar arguments hold for the ballot
printer and the pen system: they both capture the vote electronically and threaten
confidentiality, whereas the advantages over a pure digital system are less clear.
Integrity is improved over both electronic and paper voting, because as the vote
is stored electronically and on paper. Hardware and software faults make the pen
system less available as a paper system. Because of the simplicity of the system it
is likely better than that of a purely digital system.

7.12 Conclusion

7.12.1 Properties

Paper voting mainly works through two properties: first, persons have limited
visibility of all entities: they can observe enough to be assured of the integrity
of the process, but not as much to threaten the confidentiality. Inertness also has
a positive effect on assurance. There is a lack of trust between all parties (and
thus of trusted third parties) However all participants trust the polling station, and
its contents, such as ballot boxes and ballots to be inert, not under active control
by another participant. Thus, the polling station functions as a neutral terrain, a
“trusted third space”, which solves the trust problem. Digital technology such
as smartphones with cameras violate the inertness property of the voting booth,
allowing a recording of the vote.

7.12.2 Comparison

In the absence of high-tech equipment such as cameras and sensors, the phys-
ical paper voting process can ensure adequate confidentiality and integrity. A
direct comparison between completely electronic voting and paper voting leads to
the conclusion that electronic voting scores less on all security goals.
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7.12.3 Types of Combinations

Two types of combinations were discovered in this chapter: transformation
systems, which transform information from digital to physical form (or vice versa)
or parallelization systems that execute a physical and a digital process simultane-
ously.

7.12.4 Trade-off Analysis

For each piece of hardware or software added to a paper voting process, doubts
increase about the confidentiality of the vote because each component can poten-
tially record the voting process. It is impossible to guarantee that these do not
violate vote secrecy or improve the ability of other actors to do so. However
adding hardware and software can improve the integrity of the vote. This is true
for optical scanners, ballot printers and pens.

7.12.5 Possibilities for Electronic Voting

We will now answer question RQ5Voting about the possibilities for electronic
voting. A completely digital voting system that is designed to maximally satisfy
the confidentiality requirement (meaning, it does not offer any evidence to the
voter that her vote is counted) is flawed: its integrity is not beyond doubt, and the
lack of integrity paradoxically casts doubts about the confidentiality. Adding more
digital components decreases confidentiality. However, up to a certain point, they
can improve integrity because the digital components can compensate for errors
in the physical process (for example marking a ballot or counting the votes). This
is quantitatively illustrated in Figure 7.19.

DigitalizeConfidentiality /Integrity Confidentiality
Integrity

Figure 7.19: Trade-off between confidentiality and integrity for voting systems.
As a voting system becomes more digital, the confidentiality, decreases. Up to a
point, the integrity is increased but then drops as the system becomes fully elec-
tronic.
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DigitalizeConfidentiality /Integrity Confidentiality
Figure 7.20: Effect of automation on integrity, if the confidentiality requirement
is dropped. As a voting system becomes more digital, the integrity steadily in-
creases.

However, another trade-off is possible, namely to drop the confidentiality re-
quirement of the design of the voting system a-priori, and aim for a higher as-
surance of the integrity of the vote.5 Adding more digital systems then improves
integrity, and a completely digital system can assure almost complete integrity.
Such a system is conceptually simple: we can record the procedures of the polling
station, have the vote take place in public and publish all results on the Internet
for everyone to verify. This trade-off is illustrated in Figure 7.20. The more com-
ponents are automated, the more the system’s integrity increases, as it becomes
easier to verify the results.

5 Cf. the term software independence as proposed by Rivest [178]: “An undetected change
error in software should not cause an undetected change in election outcome.” This term is about
assurance of the integrity of the result, and not about confidentiality. Rivest considers software
independence to be a good thing, as it allows independent verification.



Chapter 8
IT Infrastructure

8.1 Introduction

In this chapter1 we will investigate physical and digital security in the con-
text of IT infrastructure. IT infrastructure is operationalized here as the hardware
and software on which business applications are run.2 Physical security used to
play an important role in IT infrastructure security: engineers had to be physically
present in the data center to perform certain tasks, and applications running on one
physical machine could not be easily transferred to other machines. However vir-
tualization (the construction of a system using software from underlying physical
resources, see Chapter 2) has become a key technology in today’s data centers.
It turned once dedicated physical computing resources such as servers into dig-
ital resources that can be provisioned on demand without the need of a human
presence inside the data center. Virtualization is also one of the enabling tech-
nologies of cloud computing. As in all our case studies, we investigate security
characteristics of physical, digital and hybrid systems.

We define physical infrastructures as those systems that do not have a virtua-
lization layer. Virtualized infrastructures are those systems that are completely
virtualized and hybrid infrastructures are only partially virtualized.

Our main motivation for researching the virtualization of IT infrastructures is
that in spite of its widespread usage, the security impact of virtualization is not
completely clear. The opinions in the scientific community on virtualization are
diverse, as the technology contains both strengths and weaknesses. Claimed secu-
rity improvements of virtualization are the increased availability of applications

1 This chapter is based on Van Cleeff et al. [210] and Van Cleeff et al. [208].
2COBIT defines IT infrastructure as [sic] the technology and facilities (hardware, operating

systems, database management systems, networking, multimedia, and the environment that houses
and supports them) that enable the processing of the applications [96].
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and the isolation of processes [22]. Virtualization also has security drawbacks,
such as exploitable weaknesses in virtualization software, the existence of covert
channels and the possibility of new types of malware [52]. Researchers are also
investigating means to improve cloud security in the data center itself through
specific hardware solutions [16]. The deficiencies of logical authentication ser-
vices, such as password reset via email, have also led cloud vendors to provide
their users with hardware tokens [3]. VMM vendors such as VMware have writ-
ten extensively on virtualization security, guiding enterprises on how to perform
infrastructure hardening [216] and server configuration [219]. General advice is
that virtual machines should be secured as if they were physical machines, and be
equipped with intrusion detection systems and anti-virus.

Section 8.2 contains a short introduction to virtualization and cloud secu-
rity. Next Section 8.3 explains our data collection methods. In Section 8.4 the
goals are presented. Section 8.5 starts the investigation of the infrastructures
with an examination of physical systems. Next the properties of physical enti-
ties are derived in Section 8.6, answering RQ1. We continue with virtualized
infrastructures (Section 8.7) and the investigation of digital properties in Sec-
tion 8.8 (RQ2), after which we compare physical and hybrid systems (RQ3) in
Section 8.9. Section 8.10 analyzes types of combinations of virtual and non-
virtual systems (RQ4). Finally we perform a trade-off analysis in Section 8.11
(RQ5). A specific question we intend to answer is (RQ5infra): are there limits to
what can be securely virtualized? Given an existing data center, we would like
to understand whether is it possible to virtualize all servers and yet maintain an
adequate level of security. This issue is especially relevant as virtualization is one
of the enabling technologies of cloud computing, which tends to replace physical
with digital security controls on an unprecedented scale.

8.2 Conceptual Framework

8.2.1 Definition and Concepts

We will start with explaining the concept of virtualization, which we define
as a software layer that implements a physical architecture [210]. The layer ex-
poses an interface to other systems, effectively decoupling these systems from
the hardware. The systems running on top of the virtualization layer depend less
on hardware specific implementations, and virtualization can therefore improve
portability, resource sharing and management.

We can categorize virtualization by the state of the data that is affected: data in
transit (network virtualization), data at rest (storage virtualization) and data in pro-
cessing (server virtualization). Network virtualization is possibly the most com-
mon type of virtualization: instead of placing individual cables between servers,
cables are connected to central switches, where digital separations are made be-



Method 149

tween network sections. The second type of virtualization is storage virtualiza-
tion. Each physical server no longer stores data on its individual hard disks but
in a centrally managed storage array network (SAN), of which each server re-
ceives a part. Finally with server (or machine) virtualization, operating systems
are presented with a virtual CPU and memory.3

Regarding the management and control of virtualized infrastructures, the soft-
ware layer exposing this CPU is called the virtual machine monitor (VMM) or hy-
pervisor. The VMM allows the physical server to be shared between multiple op-
erating systems at the same time. Multiple physical servers equipped with VMMs
can be bundled together to form virtualization clusters, and virtual machines can
migrate between these servers, to optimize server load and maintenance sched-
ules. Currently, this layer does not have a widely accepted name (the term “cloud
OS” is a potential candidate). To emphasize that this layer controls the VMMs, we
call this infrastructure and its management the “VMMM”, an acronym for virtual
machine monitors’ management.

8.2.2 Summary and Implications for Case Study

The investigation of virtualization technologies resulted in a typology of types
of virtualization (network, storage and processing). Figure 8.1 shows these types
together with the corresponding physical and digital entities.

Virtualization Type Original Physical Entity Virtualized Entity

Storage Virtualization Hard disk SAN
Network Virtualization Cross-cable Switch
Machine Virtualization Rack server VMM/Hypervisor

Figure 8.1: Virtualization types and corresponding physical and virtualized enti-
ties.

A picture of the different virtualization management levels (VM, VMM and
VMMM) is shown in Figure 8.2. It shows virtualization-capable hardware, several
VMs run on top of a group of VMMs and VMMs being managed by a VMMM.
We will use this typology to assess the threats of virtualization in Section 8.7.1.

8.3 Method

Our study of IT infrastructures diverts from the approach in the other case
studies, as there is no specific physical, digital or hybrid system to be studied.

3For a taxonomy of server virtualization we refer to Smith and Nair [197].



150 IT Infrastructure

VMM VMMVMMVMMMVM VMHardware VM VMHardwareHardware
Figure 8.2: Virtualization entities.

Instead we did a literature study on virtualization and then performed case stu-
dies at three organizations that each used hybrid IT infrastructures, meaning that
they were partially virtualized. The focus of the chapter is thus on virtualization
security and less on physical system security.

8.3.1 Case Study Selection and Method

In this case study, we collected data through two means. First a literature study
was done on what is known about virtualization. Second we performed interviews
at several organizations that were using virtualization. Figure 8.3 explains which
data source is used for which subsequent section.

Section Source

8.4 Goals Literature study
8.5 Physical IT Infrastructure Interviews
8.6 Properties of Physical Entities Derived from 8.5
8.7 Virtualized IT Infrastructure - opera-
tions

Interviews

8.7 Virtualized IT Infrastructure - threat
model

Literature study

8.9 Comparison between Physical and Vir-
tualized Infrastructure

Derived from previous sec-
tions and interviews

8.10 Hybrid Infrastructure Interviews
8.11 Combinations and Trade-off Analysis Derived from previous sec-

tions

Figure 8.3: Data sources for sections.
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Literature Study

For this study, we began with a literature search on Scopus4, using keywords
“virtualization” and “security”. This yielded a total of 151 papers of which 46
were relevant. Literature from other sources was also examined, including datasheets
from virtualization product vendors such as VMware. We chose to present the re-
sults centered around specific features of virtualization. Obviously, a complex
technology such as virtualization can be split up in many ways, and each choice
is to some extent arbitrary. For this model, we used the following guidelines:

1. A feature represents a distinct piece of functionality, characteristic or archi-
tecture, having a unique impact on security.

2. Existing decompositions found in the literature should be used as much as
possible.

3. A feature should be widely used, not just being implemented by one vendor
in one product.

For each feature, we present the security effects, together with a key reference.
When no direct security effects were found, we added analytical claims based on
the literature studied. Apart from clearly identifiable features of virtualization, we
also examine features arising from unintended interactions between features. We
will call these “emergent features”.

Case Studies

Aided by the results of the literature study, we then performed three case stu-
dies of private clouds5 that use virtualization technology. These clouds employ a
mixture of physical and digital security mechanisms and we investigate the secu-
rity impact of replacing the former with the latter as well as possible combinations.

Sampling and Data Collection From 2009 to 2010 we performed case studies
at three organizations. These are:

• X, an organization servicing over 5000 internal and external customers;

• Y, a financial service provider with over 100 million Euros in assets;

• Z, a payment service provider.

4http://www.scopus.com
5 A private cloud is a cloud specially dedicated for one organization.

http://www.scopus.com
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These organizations were selected based on expressed interest in participation and
accessibility, and range from having a very limited interest in security (X) to being
extremely concerned about security (Z). (See section 8.3.2 for a discussion of the
validity of the results.)

We developed a case study protocol with detailed questions, and we performed
in-depth interviews with administrators and risk managers, and obtained docu-
mentation concerning the architecture and management of the organizations’ data
centers. Research was done under NDA, after which participants received draft
publications, checked for errors and approved the publication.6 Typically we met
with our case study partner once, except for case X where three interviews were
done (Figure 8.4).

Regarding case study partner X , interviews were held on-site on the 11th,
18th and 26th of May 2010. During the first interview, we discussed the design
of the virtualization infrastructure. In the second meeting, we zoomed in on the
physical boundaries of the data centers, and in the last meeting we explored the
organization’s virtualized file storage system.

As for case study partner Y , an interview was organized through the com-
pany’s IT security auditor. This took place on October 8th, 2010. Prior to this,
we received documents about the audit results, which were discussed during the
interview. Given the level of detail in the report, the interview focused on issues
that were out of scope for the audit.

The interview with participant Z was the most broad, and focused on the
differences between physical and digital security. It took also place on site, at
June 26th, 2009. In a session of about two hours, four questions were discussed
with the participants:

Q1 : Which procedures for management of hardware and software have digital
and physical equivalents?

Q2 : For each type of procedure, which differences are there between the phys-
ical and the digital variants?

Q3 : From these differences, what underlying physical and digital properties
can we distill?

Q4 : Knowing these differences, how should we design systems and procedures
for optimal security?

Figure 8.5 shows which types of data were obtained for each case. The amount
of data that could be collected varied from case to case, depending on time con-

6The consequence of the NDA’s is that it is not possible here to add potentially interesting
information that was left out of the earlier publications, because this would have to be approved
once more prior to publication of this thesis.
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straints of IT staff, third parties involved, and concerns over the security conse-
quences of the research itself.

Interview X Y Z

Interviews with administrators 3x 1x 1x
Interview with IT risk managers - - 1x

Figure 8.4: Interviews for case studies.

Data Obtained X Y Z

Network architectures D D I
List of physical servers D D I
Data center layout D D I
Security audit results - D -
Installation procedures for servers D D I

Figure 8.5: Data collected from case studies. D = primary documents, I = inter-
view.

Data Analysis In Chapter 2 we already stated that digital processes always have
a physical basis. For our study of IT infrastructures this means that when we
investigate a virtualized system it will already have been installed on hardware.
However, for digital procedures, hardware installation is a one-time event, after
which everything can be done digitally, without modifying the hardware. Thus,
in effect, we compare physical procedures with digital procedures after hardware
has been installed.

8.3.2 Limitations and Scope

Virtualization can be used for many purposes, for example software testing
or providing uniform desktops to end-users (desktop virtualization). Obviously,
the security effects differ for each type of usage. We concentrate on the security
effects for running production applications, where a business’s applications are
placed inside VMs. The reason for this choice is that compared to other usage
scenarios, business applications are more business critical with correspondingly
high security requirements.

Validity Concerning the case studies, we guarded the internal validity of our
study by sending our initial results to each participant and made several correc-
tions or additions hereafter.
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Regarding the external validity, our sampling method was theoretical, mean-
ing that we selected heterogeneous cases which each could highlight different as-
pects of the digital-physical trade-off in different organizational settings. We espe-
cially took effort to include an organization that was extremely security-conscious,
because we anticipated that important security problems of virtualization might
only be noticeable in such a situation. With a theoretical sampling method, results
are generalizable, not because of statistical sampling techniques, but because the
mechanisms identified in these case studies are generalizable for the entire popu-
lation of cases. Translated to our study, this means for example that the entities
and operations are present in any organization that uses virtualization technology.
Regarding the systems studied, all our participants used variants of VMware’s
ESX, which is the market leader for virtualization software.

8.4 Goals

We now begin to construct the KAOS tree, starting with the goals. For IT
infrastructures, COBIT [96] provides a framework for managing the IT processes
that realize these properties. In a top-down approach, an enterprise must state its
business and IT goals, the processes that contribute to these goals, and the con-
trol objectives for these processes. Controls are the business processes (policies,
procedures, practices) that provide assurance that business objectives are achieved
and if not, that undesired events are prevented and/or detected.

In this case study, we will use COBIT as a source of relevant security objec-
tives or goals. Similar frameworks include ITIL and ISO 27002:2005, and map-
pings exist between goals listed in these three frameworks [97]. Thus, by using
COBIT, the results are also linked to these frameworks. What is important is not
the exact chosen framework, but rather that through this link, the relevance of the
results presented in this chapter is more obvious for enterprises, as they have to
implement these control objectives. As for the choice of controls, there are many
more options (for example, ISO 27002 has 133 security controls). In this case
study, we focus on controls directly relevant for IT infrastructure management,
and especially those for which it can be expected that there are major differences
between physical, digital and hybrid systems.

Of the available control objectives defined in COBIT, we selected six control
objectives that were relevant to security. These goals are further explained in
Figure 8.6. For easier understanding, we place the goals into the six categories
and use these throughout this chapter, instead of the COBIT names.

Figure 8.7 shows all the goals that will specifically used in this case study, in-
dependent of their digital, physical or hybrid realization. Thus, we chose “support
business objectives” (G1) as the top goal for this IT infrastructure case study. This
goal has two subgoals.
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Goal Explanation COBIT Control
Objectives

Redundancy (G11) Ensure that there is no
single point of failure.

DS4 Ensure Continuous
Service

Partitioning (G9) Separate systems to limit
propagation of undesired
events.

DS5.10 Network Security

Access control (G13) Ensure that only authorized
personnel has access.

DS5.3 Identity
Management,
DS5.4 User Account
Management

Work instructions (G10) Provide detailed and precise
instructions so that changes
are executed correctly.

DS5.2 IT Security Plan

Monitoring (G12) Log system events and
check for undesired events.

DS5.5 Security Testing,
Surveillance and
Monitoring

Implementation (G3) Actually build the IT
systems.

AI7 Install and Accredit
Solutions and Changes

Figure 8.6: Control categories in relation to COBIT definitions.

The first sub-goal is security (G2): we examine whether systems can realize
the common security goals of confidentiality, integrity, availability (G4, G5, G6).
We add to this also the goals of non-repudiation (G7) and authenticity (G8) from
Chapter 2. These are important security goals, and the case study participants and
our literature study indicated that virtualized systems have difficulty in achieving
them; by listing them individually it becomes easier to highlight these challenges.

The second sub-goal is the actual installation of IT resources (G3): without
any implementation it is impossible to support any business process. (This situ-
ation is similar to the voting case study from Chapter 7 where we added the the
goal that eligible voters actually vote in the election.)

As mentioned earlier in Chapter 2, the standard security goals of confidential-
ity and availability conflict: ensuring confidentiality of data implies limiting the
number of copies in circulation, as even one stolen copy is sufficient to cause a
confidentiality breach. By contrast, availability requires more copies (and more
system connectivity). This is visible in the goal tree, where the goals of DS4
(Redundancy or Continuous Service) and DS5.10 (Partitioning or Network Secu-
rity) conflict. In the next sections we examine how different types of systems the
aforementioned goals and in how far they can solve this goal conflict.
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G13. Access controlG9. Partitioning G11. Redundancy

G3. Implementation
G10. Work instructions G12. Monitoring

G4. Confidentiality G5. Integrity G6. Availability G7. Non-repudiation G8. AuthenticityG2. Security

Figure 8.7: IT Infrastructure goal tree.

8.5 Physical IT Infrastructure

ID Name ID Name ID Name

E1 Hard disk E5 Engineer E9 Keys
E2 (Cross-)cable E6 Switch E10 Data center
E3 Rack server E7 Server cabinets
E4 Surveillance cameras E8 Locks

Figure 8.8: Selected entities used in physical IT Infrastructures.

Having presented the technology independent goals for IT infrastructure, we
now begin the specific physical part on infrastructures with a list of entities, as
shown in Figure 8.8. (Obviously this list can be extend with other entities, such
as doors and rooms, in this case study we focus primarily on entities that did not
already occur in the voting case study of Chapter 7.) We will now discuss the
operations (or procedures) that can be executed on physical systems. Figure 8.9
lists procedures found through one or more of our interviews and relates them
to the goals from Section 8.4. (Again, this list can be extended to include more
procedures, we focus here on those procedures that were discussed during the
interviews.)
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ID Operation Goal Agent Entities

P1 Connect/disconnect
switches and servers

Implementation Engineer Cable, switch,
server

P2 Add/remove disks Implementation Engineer Hard disk
P3 Add/remove CPUs,

memory, motherboards
Implementation Engineer Server

P4 Install software Implementation Engineer Server
P5 Surveillance of persons Monitoring Engineer Surveillance

cameras
P6 Visual inspections Monitoring Engineer Server,

switch, cable
P7 Accompany visitors Monitoring Engineer

Figure 8.9: Physical operations and their contributions to goals.

The first three (P1, P2 and P3) concern infrastructure implementation at the
network, storage and processing levels. The fourth operation (P4 is application
management, the installation and configuration of applications. This done directly
onto the server, using monitor, keyboard and mouse. Also listed are specific oper-
ations for the goal of monitoring (P5, P6 and P7).

We now briefly consider threats against physical infrastructure, based on inter-
views with our case study participants. Our analysis yields three types of threats
shown in Figure 8.10. A major threat is that the wrong component are connected
or disconnected (T1), either maliciously or by accident. Sometimes inspections
can detect these errors, but these can also fail (T3). Finally during the changes
themselves direct oversight of the engineers can fail as well (T2).

8.6 Properties of Physical Entities

We will now investigate the security properties of physical security mecha-
nisms (RQ1). This is done based on the data from the previous section, about the
roles that entities and procedures play in realizing security goals. This is done
through the method discussed in Chapter 5. Figure 8.11 shows the updates to the

ID Threat Threat to Goal

T1 Connect/disconnect wrong components Redundancy, partitioning, access
control

T2 Do not monitor engineers Monitoring
T3 Do not detect configuration errors Monitoring

Figure 8.10: Threats to goals for physical IT infrastructure.
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existing hypotheses from the earlier case study. Most earlier hypothesis are sup-
ported and additional conditions have been added. Next, Figure 8.12 shows the
list of newly discovered properties and their impacts. In the next paragraphs, each
property is described in more detail.

Property and Effect Details

Active CIA- Attacker connects the wrong servers.
Active CIA+ Person installs cables.
Decaying IA- Not observed.
Dense CIA+ Data center has strong physical protection.
Difficultly
manufacturable CI+

Manufacturing servers is complicated.
Counterexample: Cables are easy to obtain but cannot easily
impact the business process unless not observed.
Conditions: Business process depends on limited and/or
unique items.

Easily
manufacturable CI-

Not observed: unique objects are hard to manufacture and
simpler objects such as cables are not expected to be unique.

Enclosed with
opening C+

Actions inside the data center are confidential.

Inert CIA+ Cables cannot change place by themselves.
Invisible C+ Confidential contents of a SAN is not visible.
Large I+ Cables are too large to be smuggled.
Limited spacious
CIA+

Rack space is limited and therefore it is difficult to hide a
server without being detected.

Modifiable CI- Not observed.
Counterexample: An attacker can modify objects but the
effect is damage, not a threat to confidentiality or integrity.
Conditions: The attacker precisely modifies objects.

Modifiable CI+ Not observed (objects are not modified, only moved,
connected and disconnected.)

Movable CIA- Attacker connects a cable incorrectly.
Movable CIA+ Person moves a cable.
Slow CIA+ An attacker must travel to the data center.

Counterexample: Attacker is already present, for example as
an insider.
Conditions: Attacker is already present.

Strong CIA- An attacker damages the physical server infrastructure.
Counterexample: Protection relies mainly on strong
physical protection and monitoring.
Conditions: The security mechanism is physically weak.

Strong CIA+ Data center walls are difficult to destroy.
Counterexample: Secrets cannot be read easily from a
Storage Array Network (SAN).
Conditions: The attacker does not have the capability to
retrieve the confidential information.

Visible C- Not observed (no confidential information is displayed).
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Property and Effect Details

Visible CIA- An attacker waits until she is alone.
Visible CIA+ Guards detect changes in arrangement of hardware and

observe the actions of malicious engineers.
Counterexample: Cables are hard to trace so that the impact
of actions is not always clear, causing a negative impact on
security.
Conditions: Defenders understand the security effects of
(attacker) actions.

Weak CIA+ Attacker cannot easily intrude into a data center.

Figure 8.11: Support for existing hypotheses (consisting of properties and their
effects) in the IT infrastructure case study. If counterexamples lead to new hy-
potheses they are listed individually in Figure 8.12.

Cohesive Object cannot be used to hide other objects. An attacker cannot smug-
gle things easily and this has a positive effect on information security. An example
specific to this case is that it is difficult to hide a cable.

Identifiable A defender must understand the physical status of the process that
depends on the presence or absence of specific items and detect items that are
necessary (and not there) or forbidden (but are present) or changed (not allowed).
Thus entities must be identifiable, which positively impacts security. An example
specific to this case is that items in a server room should be identifiable.

Property Effect Hypothesis

Cohesive CIA+ An attacker cannot use a cohesive object to hide other
objects inside it.

Identifiable CIA+ A defender identifies objects to understand the security
status of the process.

Figure 8.12: New hypotheses from the IT infrastructure case study about the secu-
rity effects of physical properties of entities. Each row represents either positive or
negative effects. Multiple letters indicate an effect on multiple security goals. For
example CIA- means a negative effect on confidentiality, integrity and availability.



160 IT Infrastructure

8.7 Virtualized IT Infrastructure

Based on our analysis in Section 8.2, we identify six new entities for virtuali-
zation. shown in Figure 8.13.

ID Entity Virtualization Type

E1 SAN Storage
E2 Switch Network
E3 Virtualization-capable hardware Machine
E4 Virtual machines (VM) Machine
E5 Virtual machine monitor (VMM) Machine
E6 Virtual machine monitor management layer (VMMM) Machine

Figure 8.13: Overview of virtualization entities.

We will now discuss the operations (or procedures) that can be executed on
virtualized systems. In Figure 8.14, we list procedures found in one or more of
our case studies. (Contrary to other cases, no further explanation is given, as we
assume these operations to be self-explanatory.)

ID Operation Agent Goal Entities

P1 Configure switches, VMM,
operating system, firewall

Engineer Implementation VMM,
switch

P2 Configure SAN, VMM, operating
system

Engineer Implementation VMM,
SAN

P3 Configure VMM, operating system Engineer Implementation VMM
P4 Install from remote console or

VMM
Engineer Implementation VMM

P5 Create snapshots, dynamically
migrate machines

Engineer Redundancy VMM,
VM

P6 Configure firewalls and switches Engineer Partitioning VMM
P7 Limit snapshots and replication Engineer Partitioning VMMM
P8 Implement separation of duty in

access control
Engineer Partitioning VMMM

P9 Digital access control Engineer Access control VMMM
P10 Script changes Engineer Work instructions VMMM
P11 Establish naming conventions Engineer Work instructions
P12 Logging, monitoring, auditing Engineer Monitoring VMMM
P13 Dual control Engineer Monitoring VMMM

Figure 8.14: Digital operations and their contribution to goals.
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8.7.1 Threats and Mitigations

Having explain how entities and operations help to realize goals, we can now
research threats to the realization of these goals, as well as potential mitigations.

Threat Model

The threat model used in this chapter is essentially a white box, assuming no
trusted entities of the virtualization technology. As such, we depart from earlier
threat models created by Vaarela [206] and VMware [36]. Since we are con-
sidering production applications, the ultimate security objective is to protect the
security of the application running inside a VM (its confidentiality, integrity, avail-
ability, non-repudiation and authenticity). In our model, threats to this application
can originate from five different entities: (i) hardware, (ii) other VMs, (iii) VMMs,
(iv) VMMMs and (v) network.

Hardware threats are not discussed in this chapter, because these are mostly
generic threats such as theft that are not specifically relevant to virtualization.
More technical information on virtualization hardware is available from Perez et
al [166]. Combined, this leads to the model of threats depicted in Figure 8.15.

Security claims in the literature are split over three categories: (i) analytical

Threat Source Explanation

Network � VMMM An outsider attacks the VMMM
Network � VMM An outsider attacks the VMM
Network � VM An outsider attacks the VM
VMMM � VMM A VMMM attacks a VMM
VMM � VM A VMM attacks a VM
VM � VMM A VM attacks a VMM
VM � VM A VM attacks another VM

Figure 8.15: Virtualization threats.

claims, based on logical arguments, (ii) empirical claims, based on experiments
and (iii) claims based on mathematical models. The first category was dominant.
Of our literature study, only one paper fitted into the third category, calculating
the reliability of different virtualization architectures [101].

Figure 8.16 shows a summary of all features and their effect on security. For
each feature, we show its known effect on all five security properties. A + sign
indicates that the functionality provided by the feature has a positive effect on
security (compared to a non-virtualized situation), without placing high demands
on the environment regarding management, whereas a − indicates the opposite:
the feature is technically vulnerable or can be easily misused. Furthermore a ±
indicates that the security effect depends on the particular implementation or the
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circumstances, or that the literature indicates both positive and negative effects.
Finally an empty cell indicates that we could not find or deduce an effect on a
security property. In the threats column of Figure 8.16 we can find which feature
requires strict management because it has a potentially negative impact on security
goals. Also listed are the “emergent features” (see Section 8.3.1), those features
arising from unintended interactions.

The dependencies shown in Figure 8.17 shed light on which features are an
essential part of the virtualization technology, and which features can be excluded
in practice. As for the precise meaning of feature dependencies, we take the prac-
tical approach that given two features A and B, A depends on B when logically it
cannot function independently from B without duplicating part of B’s function-
ality. For example, the feature “Introspection” is dependent on the feature “Store
VM as image”. To keep the diagram clear, the dependencies of the management
features are not shown, but obviously, these depend on the other features in the
VMM and VMMM layer respectively.

A technological weakness can be mitigated by strong procedural security, and
vice versa can a secure technology be misused in practice. Taking this into ac-
count, we have attempted to present the overall security impact of virtualization,
as can be expected in practice for each of the five security properties in the next
sections.
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Figure 8.16: Overview of the impact of virtualization features. (X � Y indicates
an attack on Y from X.) The explanation of the scores for each goal is given in
Section 8.7.1.
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Hardware Features and Threats

We list two important hardware features below. For more detailed information
on other virtualization hardware issues, we refer to Uhlig et al. [205] and Van
Doorn [212].

Trap Program Execution The essential hardware feature enabling virtualiza-
tion (present in all modern x86 hardware) is the ability to trap the execution of a
running process and hand over control of the CPU to the VMM [22]. This allows
the VMM to intervene in the execution of the process. In such a way, the VMM
can perform two critical tasks: (i) emulate certain hardware and (ii) isolate the
virtual machine from other running processes. This feature is an enabler for both
OS and VMM security, and we consider it to have a positive effect on all security
goals.

Trusted Platform Module An optional hardware feature is the Trusted Plat-
form Module (TPM) chip, which can be used to verify that the proper VMM is
indeed running, as opposed to an insecure version installed by an attacker [166].
This feature has thus a positive effect on all security goals.

VM Features and Threats

Store VM as Image VMs consist of files, holding the machine’s own data, as
well as some metadata (amount of memory used, number of CPUs).7 This ap-
proach allows easy copying and modification of the VM by a VMM (improving
availability), at the cost of possible confidentiality, integrity non-repudiation and
authenticity problems (T1).

Modified VM Software The software running inside VMs can be equipped with
so-called hooks that can be used to contact the VMM in order to execute security
checks [165]. Alternative these hooks can be used to attack the VMM (T2). We
consider the likelihood of such an attack small, and thus consider this feature to
have a positive effect on all security goals.

VMM Features and Threats

Small Footprint Generally, the number of exploitable vulnerabilities is pro-
portional to the amount of code. VMMs are notably smaller than the previous
hardware interface layer, the operating system (OS) and are therefore deemed to
be more secure [117], having a positive effect on all security goals.

7An overview of common VM data elements was created by the Distributed Management Task
Force (DMTF), an IT industry consortium [49].
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Hierarchical Control The VMM layer is designed to control the VMs using the
underlying hardware. Therefore it should not be possible for code running inside
the VM to “escape” (T4) to the VMM and gain control over it. However, such
escapes are possible, both in laboratory experiments [154] as well as in production
environments [148]. Furthermore, the VMM is assumed to be trusted, but it also
offers a layer to place a rootkit (T3). We assess that this feature has a positive
effect on security because the control of the VM is given to a system with a small
footprint.

Isolation Between Processes VMMs provide better isolation between virtual
machines than an operating system, in which applications can normally inter-
act [67]. However, covert channels are still an issue in existing VMM implemen-
tations [117]. Isolation between processes has a positive effect on all security
goals.

Logging Virtualization can help to implement secure logging: during the execu-
tion of the VM, the VMM collects data and stores it in a place outside of the VM.
Therefore it cannot be altered by an exploit that is contained inside the VM. Such
a feature is implemented in ReVirt [52]. This has a positive effect on integrity and
non-repudiation (while not impacting the other security goals).

Load Balancing VMMs can determine (and limit) the CPU cycles and disk
space that a VM uses. This prevents a VM from starving the other VMs of re-
sources and improves availability, without having an impact on the other security
goals.

Copy and Backup VMs Making backups and copies of VMs is easier than
making copies of data on physical machines. Therefore, a defective VM can be
easily replaced by a working backup, improving availability. The downside is that
this can lead to many different branches of VMs, which each have their own state
(T6), causing integrity problems.

Introspection Since the VMM is placed at a lower level than the VM, it has
the ability to “look inside the VM”, to see its data and monitor its execution.
This process is called virtual machine introspection [142]. The functionality can
be used to run security applications such as virus scanners, intrusion detection
systems such as Livewire [65], and policy checkers. Because these are outside of
the VM, the VM cannot interfere with them. However, this feature also provides
a new location for installing malware (T7). Therefore we assess that this feature
has a mixed effect on confidentiality and integrity.
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Attestation If an inspection of a VM is performed, the VMM can send the re-
sults (the attestation) to another party. Based on the results, the receiving party
can authenticate the VM, and decide whether to trust it. For optimal confidence,
this function is best used in combination with trusted hardware (as in the Terra
VMM [64]). This has a positive effect on confidentiality, integrity, non-repudiation
and authenticity, while not impacting availability.

Interference In some cases intrusions cannot just be detected, but intervention
may be possible: once the VMM detects a malicious program running inside a
VM, its memory can be altered, preventing its execution [142]. Obviously this
feature can also be abused by a malicious VMM (T7), and flaws in the interference
mechanism could impact the VM negatively. Therefore we estimate this feature
to have a mixed effect on all security goals.

Power Functions VMMs control the execution of a VM, as if it would have
a virtual power button. Commonly, several functions are provided: start/power
on, stop/power off, pause/suspend and reboot/reset. These functions are useful to
increase availability, without impacting the other security goals. For example if
a VM crashes, it can be more easily rebooted than if it were a physical machine,
and it is also easier to limit resource usage by simply pausing VMs that are not
needed. A danger is that VMs remain inactive for a long time and are not patched:
once they are started they are vulnerable (T8).

Networking VMMs can configure the network, so that a VM only communi-
cates with predefined VMs, forming a virtual network that does not require hard-
ware changes. The networking functions can also be used to monitor traffic, for
example running an intrusion detection system. Also this feature can be abused,
for example to snoop network traffic (T9). This feature therefore has a mixed
effect on all security goals.

Rollback Another feature that can be provided by a VMM is to rollback actions
of a VM [66]. For example Microsoft Hyper-V has a feature to create a snap-
shot [136]. If a problem is detected, the VM can be restored to an earlier state,
which improves availability. The danger of this feature is that patches can also be
rolled back (T10), threatening the other security goals.

VM Management In order to manage the previously described features, a user
interface has to be provided to control the VMM and the VMs that it runs. The
management can be done from another machine (virtual or physical). For example
Xen is designed to use a specific VM (“Dom0”) for its management [117]. Obvi-
ously, this enlarges the small footprint that was supposed to be a strong asset of
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the VMM (T11). Management has thus a positive effect on availability (making
it easier to utilize the aforementioned features), while having a mixed impact on
the other security goals.

VMMM Features and Threats

Transfer VMMM can transfer (“migrate”) running virtual machines between
physical servers [32], [217]. This feature can be useful if a physical machine has
to undergo maintenance, improving availability. Unfortunately, the feature also
creates an identity problem (authenticity), for example when the network ID (of-
ten the MAC address) is reassigned randomly after the transfer [66]. Some VMMs
can retain the MAC address during a live transfer [217]. If the transfer channel is
not secure, the VM can be modified while in transit (T12) [151]. Improper man-
agement can also lead to the transfer of VMs to unsecure hosts (T13), to breaches
of confidentiality and to denial-of-service (DOS) attacks if too many virtual ma-
chines are migrated to one VMM host (T5). As a whole, we thus estimate that
the transfer function improves availability, but has a negative effect on the other
security goals.

Replication Apart from being transferred, VMs can also be replicated on differ-
ent physical servers [181]. This is useful to ward off a DOS attack, to distribute
workload and to cope with hardware failures. At the downside, replication can be
used to have VMs run on less secure locations, as was the case for the transfer
feature (T14). Obviously, the security of a VM is determined by all the physi-
cal hosts it has run on. Concerning security, replication is similar to the transfer
feature: it positively impacts availability while hindering the other security goals.

Load Balancing Features such as transfer and replication can be used for load
balancing across different physical machines, increasing the availability of appli-
cations. Also this feature can be abused (T5), causing a denial of service attack.
Again, moving virtual machines negatively impacts the other security goals.

Patching A benefit of VMMs is that they can contain software to ease the pro-
cess of patching, such as VMware’s vCenter Update Manager [218]. This soft-
ware inspects VMs to check for missing patches. Before patching, a snapshot
is made of the system. If the patching fails, the VM can revert to the snapshot.
Thus VMMs make it extremely easy to rollback patches, making patching a non-
monotonic process [66].

An additional issue is that VMMs themselves also have to be patched [69],
and this is more critical - if a VMM is breached, the breach might be impossible
to detect because the VMM is the lowest layer of the IT stack. Patching allows to
change the state of the VM, and this has a mixed effect on all security goals.
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VMM Management If several VMMs are linked together, their work needs to
be coordinated from a special server, such as vCenter from VMware [218]. This
gives the administrators enormous power, since they can control any VMM and
any VM running on it from a single point. Another side effect is that the trusted
code base is increased (similar to the management domain for a single VMM).
This feature allows easier usage of the underlying functions, and we score it as
having a mixed effect on all security goals, except availability, which is improved.

Aggregated Features and Threats

In the past sections, we have discussed many virtualization features, some of
which have a positive effect on security, whereas others have a negative impact. In
this section, we aggregate these into three emerging features that were not explic-
itly designed, but rather evolved from the interaction between existing features
and which can be aggravated by T15: mismanagement. This high-level clustering
helps to understand the effects. In total we identified three emerging features.

Loss of Uniqueness of Machines and Data In a non-virtualized server envi-
ronment, applications, servers and data are to a great extent unique. However,
the replication and copy/backup features reduce the uniqueness of these (im-
proving availability), and thus having a negative impact on confidentiality, non-
repudiation, and authenticity.

Loss of Location-boundedness It is difficult to ascertain the location of a cer-
tain VM [215], since it can move between different physical servers, due to fea-
tures such as transfer, replication and backup. In fact this also holds for the virtual
location of a VM: if the networks are also virtualized, a VM can be accidentally
dragged-and-dropped outside of a DMZ. Again, loss of location-boundedness im-
proves availability and has a negative impact on the other security goals.

Loss of Monotonicity of Program Execution Virtualization technology causes
a server’s history to stop being a straight line [66]. Instead it becomes a graph,
where branches are made on replication and copy operations, and a previous state
can be reached when a restore is performed. Data is hard to delete as there are
potentially many copies and the VM can be restored to an earlier version [66].
This threatens integrity, non-repudiation and authenticity.

Summary of Threats

Confidentiality Virtualization threatens confidentiality in several ways. First,
the introspection feature gives the VMM the ability to look inside the VM. This
feature can be misused or attacked. The problem is aggravated by the fact that
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VMs can be transferred between different physical servers. Obviously, replication
features only increase the problem.

Integrity Together with the features of intervention and rollback comes the abil-
ity to manipulate the state of a VM, which threatens the integrity of the transac-
tions done on a VM.

Availability The availability of applications running on VMs will most likely
improve: VMs can be transferred for maintenance purposes, restored when a fail-
ure occurs and replicated if the workload requires it (Cf. Jansen et al [101].).
However it must be noted that virtualization is not without availability risks, as
was demonstrated by an attack on the virtualization infrastructure of the web host-
ing company VAServe, where 100,000 sites were deleted [200].

Non-repudiation Since virtual machines can be duplicated, rolled back and re-
stored, there seems to be a fundamental problem regarding non-repudiation. If
evidence of transactions is stored in a VM in the form of a transaction log, this
can be lost if the state of a VM is restored. If transactions are signed, the key with
which this is done is also stored on the VM, and can thus be copied.

Authenticity Virtualization creates identification problems. If a VM is dupli-
cated there no longer is one original machine. Also, the identity of the machine
used for communications (such as the MAC address) might change during a trans-
fer. This ends the literature review. We will now use the framework of Fig-
ures 8.16 and 8.17 to compare digital and physical security in our case studies of
virtualization.

8.8 Properties of Digital Entities

Figure 8.18 lists the support for the existing hypothesis and Figure 8.19 the
new hypotheses discovered in the IT infrastructure case.

Property and Effect Details

Accurate Data Storage,
Transportation and Processing
CIA+

Accuracy is a precondition for virtualization.
Accuracy helps to configure the system without
errors (switches, SAN, VMM).
Counterexample: Data can be transported
accurately outside of the system which decreases
confidentiality.
Conditions: Data cannot be transported out of the
system.
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Property and Effect Details

Accurate Data Storage,
Transportation and Processing I-

Attacker forges system logs.

Fast Data Processing A- The VMMM infrastructure and VM images can
be changed fast.

Fast Data Storage C- Not observed.
Program Computational
Complexity CIA-

Small errors impact the entire infrastructure
through the VMMM.

Figure 8.18: Support for existing hypotheses (consisting of properties and their
effects) in the IT infrastructure case study. If counterexamples lead to new hy-
potheses they are listed individually in Figure 8.19.

Accurate Data Storage, Transportation And Processing Accuracy increases
the possibility for data transfer outside of the system or abuse by an attacker,
negatively impacting confidentiality. An example specific to this case study is
that data can be transported accurately which decreases confidentiality. There is
one condition:

• The system is connected.

Fast Data Processing Fast data processing makes it easy for an attacker to ex-
amine and steal confidential data. An example specific to this case study is that a
VMM can observe what is inside a VM. There is one condition:

• The system is compromised or compromisable.

In addition, fast data processing makes it easy to change a system’s state and
threatens integrity. An example specific to this case study is that data processing
makes it easy to move between different system states (roll back and restart).
There is one condition:

• The system is compromised or compromisable.

Fast Data Storage Fast data storage makes it easy to keep data available. An
example specific to this case study is that easy storage on different locations in-
creases availability. In addition to that, it makes it possible for a defender to record
logs of activities that can be used to check for integrity errors and attacks, which
increases integrity. An example specific to this case study is that activities for IT
infrastructure management can be logged.
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Property Effect Hypothesis

Accurate Data Storage,
Transportation and Processing

C- Accuracy increases possibility for
transfer of data outside of system
or abuse by an attacker.

Fast Data Processing C- Fast data processing makes
examining and stealing confidential
data easy.

Fast Data Processing I- Fast data processing makes
changing a system’s state easy.

Fast Data Storage A+ Fast data storage makes it easy to
keep data available.

Fast Data Storage I+ Fast data storage allows a defender
to record logs of activities and use
them to check for integrity errors
and attacks.

Fast Data Transportation A+ Fast data transportation makes it
easy to store data at a remote site.

Fast Data Transportation C- Fast data transportation makes it
easy to store confidential data at a
remote, uncontrolled site.

Figure 8.19: New hypotheses from the IT infrastructure case study about the secu-
rity effects of digital properties of entities. Each row represents either positive or
negative effects. Multiple letters indicate an effect on multiple security goals. For
example CIA- means a negative effect on confidentiality, integrity and availability.
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Fast Data Transportation Fast data transportation makes it easy to store data
at a remote site, increasing availability. An example specific to this case study it
that a system can transfer VM images off-site to increase availability. For example
VM images can be transferred to other locations. This leads to one condition:

• The system is connected.

However, fast data transportation makes it also easy to store confidential data at
a remote, uncontrolled site. An example specific to this case is an attacker that
transfers images to other locations.

8.9 Comparison between Physical and Virtualized IT In-
frastructure

First, we present the evaluation of physical and digital systems based on in-
terviews with our case study participants. With these results, we contrast their
security, to find the main differences and properties. We then use these properties
to explain the different effects of physical and digital security.

In general, case study participants have a mixed view on physical security
mechanisms. Physical security is seen as “harder” than digital security and also
more static, being more difficult to change. Good physical separation requires
different physical locations or rooms. However, even though separation through
cables is possible, assessing if this is done properly is difficult because cables
can be very long. Physical security is best for ensuring that critical data such as
passwords or cryptographic keys cannot leak. Physical procedures are visible and
are executed and verified by persons on location in the data center. Participants
also point out that sending someone into a data center has inherent risks, as she
can physically do more than she is entitled to, and this cannot always be observed
easily.

In contrast digital security is considered to be “neater”: it gives more control
and precision for granting authorizations, and digital changes are executed directly
and uniformly and can be scripted remotely. Furthermore, it allows better logging
and auditing. In fact continuous monitoring is a necessity: if monitoring is not in
place, virtualization causes extra risks, because the infrastructure is much more
volatile, a configuration found at one time can easily have been different before,
or be altered after. A drawback of digital security is also that it is not visible.

Physical controls depend on the inertness of physical systems - if untouched
they remain intact. Also, physical systems can be visually inspected. By contrast,
digital systems are volatile by nature; systems can reconfigure themselves to im-
prove security, but the state itself cannot be observed directly. Physical and digital
systems also differ concerning the execution of changes: physical changes require
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Security Goal Effect Physical Property Digital Property

All + Active, Cohesive, Dense,
Identifiable, Inert, Limited
spacious, Movable, Slow,
Strong, Visible, Weak

Accurate Data Storage,
Transportation and
Processing

- Active, Movable, Strong,
Visible

Program Computational
Complexity

Confidentiality + Difficultly manufacturable,
Enclosed with opening,
Invisible

N/A

- Visible Accurate Data Storage,
Transportation and
Processing, Fast Data
Processing, Fast Data
Transportation

Integrity + Difficultly manufacturable,
Large

Fast Data Storage

- N/A Accurate Data Storage,
Transportation and
Processing, Fast Data
Processing

Availability + N/A Fast Data Storage, Fast Data
Transportation

- N/A Fast Data Processing

Figure 8.20: Comparison of physical and digital properties on their ability to re-
alize security goals for the IT infrastructure case study. This table is constructed
from data presented in Figures 8.11, 8.12, 8.18 and 8.19.
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force and are less precise than digital changes, and history of changes is harder to
track than that of digital systems.

8.9.1 Comparison Concerning Goal Realization

We will now use the framework of Figures 8.16 and 8.17 to compare digital
and physical security in our case studies of virtualization.

Our overall conclusion is that redundancy and partitioning are both good con-
trol strategies in the physical and digital world, but that access control can be more
precisely regulated in the digital world than in the physical world. This confirms
our conclusion from Chapter 6 that physical access control is more coarse-grained.
Work instructions are not a reliable control strategy in the physical world. Mon-
itoring is more effective in the digital world and actions can be logged easier.
Figure 8.21 presents an overview of the differences with respect to goal realiza-
tion. Below we explore these differences further in relation to the main security
goals.

Goal Physical IT Infrastructure Virtualized IT
Infrastructure

Confidentiality + inertness of entities − easy introspection
− volatility of system
configurations

Integrity − imprecision of changes + precision of changes
− volatility of system
configurations

Availability + inertness of entities +/− volatility of system
configurations

Non-Repudiation − do not keep track of
history

+ keep track of history
− volatility of system
configurations

Authenticity + changes require force − volatility of system
configurations
+ controlled changes

Figure 8.21: Comparison between physical and virtualized IT infrastructure. “+”
and “-” indicate positive and negative effects. The explanation of the scores for
each goal and system is given in Section 8.9.1.

Of these differences, the differences for confidentiality, availability and non-
repudiation are based on the literature review, whereas the differences for integrity
and authenticity come from the interviews.
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Confidentiality The inertness of physical infrastructures aids confidentiality.
By contrast the volatile nature of virtualized infrastructure threatens confiden-
tiality as VMs can be transferred easily between different physical servers with
different security levels. Also, replication features increase the chance of confi-
dentiality leaks. Furthermore, the introspection feature gives the VMM the ability
to look inside the VM. This feature can be misused or attacked on a much larger
scale than is possible with similar features in the operating system layer on phys-
ical servers.

Integrity Together with the features of intervention and rollback comes the abil-
ity to manipulate the state and the configuration of a VM, which threatens the
integrity of the transactions done on a VM. A strong point is that changes on a
digital system can be made very precise. By contrast, precision is a weak point of
physical IT infrastructures, as for example changing cables can be error-prone.

Availability The volatile nature of virtualizd infrastructure can have a positive
effect on the availability of applications running on VMs: VMs can be trans-
ferred for maintenance purposes, restored when a failure occurs and replicated
if the workload requires it (Cf. Jansen et al [101].). However it must be noted
that virtualization is not without availability risks, as was demonstrated by the
aforementioned attack on the virtualization infrastructure of the web hosting com-
pany VAServe. A completely virtualized infrastructure can be brought down very
quickly. By contrast, the inertness of the physical components has a positive effect
on the availability of physical IT infrastructures.

Non-repudiation The volatile nature of virtualized infrastructures ( the ability
to duplicate, roll back and restore virtual machines) causes a fundamental problem
regarding non-repudiation. If evidence of transactions is stored in a VM in the
form of a transaction log, this can be lost if the state of a VM is restored. If
transactions are signed, the key with which this is done is also stored on the VM,
and can thus be copied. this negative impact can be offset by the fact that the
history of digital changes is easy to keep track of. By contrast in a physical system,
keeping track of physical changes cannot automatically lead to keeping track of a
system’s history.

Authenticity The volatile nature of virtualized infrastructures causes identifi-
cation problems for the machines running on top of it. If a VM is duplicated
there no longer is one original machine. Also, the identity of the machine used
for communications (such as the MAC address) might change during a transfer.
A positive aspect of virtualized infrastructures is that they can control changes
very precisely, potentially making it less likely that the identity of the machines
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changes. In a physical IT infrastructure, authenticity is inherent, as changes to
systems require physical force.

8.10 Hybrid IT Infrastructure

We now examine hybrid IT infrastructures. Contrary to the previous chapters
on access control and voting, there are no specific types of systems to examine
such as “location-based access control” or “optical scanners”. Instead, hybrid
infrastructures are simply systems that are partially virtualized. Our method to
study these systems was through our case studies, and we report on the types of
hybrid infrastructures that were in use there. No lists of operations or entities
are given here, as these are very similar to those already shown for physical and
virtualized IT infrastructure.

8.10.1 Hybrid Systems from Case Studies

To understand the hybrid nature of security at the case study participants, we
first explain how data centers are implemented. To begin, the data center is phys-
ically divided into zones with different security levels. These zones sometimes
also have different physical access controls, for example a server cabinet with a
lock. Virtual machines are then only capable of migrating to and from physical
servers in these zones. Within each zone, servers are physically installed and con-
nected using cables. Administrators logically separate the systems using firewalls,
and enable the necessary connections between the servers. In the products used
by our participants, this is done through the definition and connection of virtual
switches to different virtual machines. Management can be done using special
“out-of-band channels” for remote console access. In the case of VMM servers,
the management interface is digitally connected to a specific physical network
card, which is then linked to the maintenance domain, routing the traffic over a
specific physical network cable. Ideally, out of band access is only possible from
physically secured locations.

The order of changes is significant: digital changes do normally not require
physical changes, whereas a physical change would require digital reconfigura-
tion. For example swapping a cable would require a reconfiguration of the virtual
switches and firewalls. Thus, actions such as a change in the firewall policy do
not require data center access, but can be done remotely. Figure 8.22 shows a part
of a typical setup as found in our case studies.

Figure 8.22 shows a simplified configuration of virtualized servers as we en-
countered in our case studies. We have two physical servers 01 and 02 equipped
with several physical network connections (NIC 01 through 05). The servers are
connected through two physical switches 1 and 2. On the physical server 01, three
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Figure 8.22: Physical and virtual connections.

virtual machines are running. Virtual machines are also connected to the network
via virtual switches (vSwitch 1 through 3). Also shown is a VM that is connected
to a hardware security module (HSM). These machines are of specific concern
for case study participant Z and used for storage of cryptographic keys and the
encryption and decryption of data using these keys. To prevent tampering, they
are physically secured by motion detectors and light sensors. As such, a hardware
security itself is a combination of hybrid security mechanisms, resulting in very
tight security mechanism for storing cryptographic keys, and executing operations
with these.

8.10.2 Threats

The results of our case studies show that the hybrid systems are not as secure
as the combination might be expected to be. In fact, they are potentially less secure
than normal physical IT infrastructures. If we look at Figure 8.22, we see that the
system is digitally configured such that the management console is only accessible
from the management server via physical switch 1. Thus the management network
traffic is physically separated, as the normal VM traffic occurs via physical switch
1. However if the virtual switches 1 and 2 are merged by a digital change caused
by an attack or human error, the management traffic can also occur via physical
switch 2 and physical separation loses its value.

A similar weakness is also possible in the case of HSMs. Normally HSMs
are connected to a physical server that can request the HSM to perform operations
such as signing and decryption. If this is replaced by a virtualized infrastructure,
as shown in Figure 8.22, the HSM has less certainty about its communication
partner, as it could be any virtual machine in the network. This increases the risks
for confidentiality and integrity.
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# Explanation Example

S04 Processing separation Virtual machines running on different
processors

S05 Storage separation Virtual machines storing data on
different physical systems

S06 Network separation Virtual machines running on
physically separated servers

Figure 8.23: Types of hybrid systems in the IT infrastructure case study.

8.10.3 Types of Hybrid Systems

We now answer RQ3 about the possible types of hybrid systems. Concerning
VMs running in an infrastructure, we see three different ways to separate them
physically:

• processing separation: preventing VMs running on different processors from
interacting with each other.

• storage separation: preventing VMs from reading each other’s data by keep-
ing that data on separate disks or storage systems.

• network separation: preventing communication between VMs by logically
keeping them on different physical servers.

8.11 Combinations and Trade-off Analysis

8.11.1 Trade-off Analysis on Properties

Having investigated all the evidence about physical, virtualized and hybrid se-
curity mechanisms, we can consider RQ4 about the trade-off analysis. Figure 8.24
and 8.25 show the trade-off analysis on the effect of physical and digital proper-
ties. For physical properties the results are mixed but for most properties there are
no differences between their effects on physical and hybrid systems. Regarding
digital properties, the hybrid systems can better cope with their negative effects.

8.11.2 Trade-off Analysis on Goals

Figure 8.26 compares hybrid systems to physical and virtualized alternatives.
The results from the physical column are derived from our analysis from Sec-
tion 8.7, and the virtual column from Section 8.10.
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Active CIA+ = = =
Active CIA- - - -
Cohesive CIA+ =/+ =/+ =/+
Decaying IA- N/A N/A N/A
Dense CIA+ = = =
Difficultly manufacturable
CI+

= = =

Easily manufacturable CI- N/A N/A N/A
Enclosed with opening C+ = = =
Identifiable CIA+ - - -
Inert CIA+ - - -
Invisible C+ = = =
Large I+ = = =
Limited spacious CIA+ = = =
Modifiable CI+ = = =
Modifiable CI- = = =
Movable CIA+ =/- =/- =/-
Movable CIA- =/+ =/+ =/+
Slow CIA+ =/- =/- =/-
Strong CIA+ =/+ =/+ =/+
Strong CIA- =/+ =/+ =/+
Visible C- N/A N/A N/A
Visible CIA+ - - -
Visible CIA- - - -
Weak CIA+ = = =

Figure 8.24: Trade-off analysis on the impact of properties between hybrid and
physical for the IT infrastructure case study. Positive scores indicate that the hy-
brid system is more secure than the physical system, negative scores that it is not.
N/A means that the effect was not observed in the case study. (For the exact oper-
ationalization details, see Figure 5.11 in Chapter 5.) The full explanations of the
scores for each goal are Section 8.11.
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Figure 8.25: Trade-off analysis on the impact of properties between hybrid and
digital for the IT infrastructure case study. Positive scores indicate that the hybrid
system is more secure than the digital system, negative scores that it is not. N/A
means that the effect was not observed in the case study. (For the exact opera-
tionalization details, see Figure 5.11 in Chapter 5.) The full explanations of the
scores for each goal are Section 8.11.

Goal Hybrid Compared to Physical Hybrid Compared to Virtual

Confidentiality − = /+
Integrity ± = /+
Availability + = /+
Non-repudiation − = /+
Authenticity − = /+

Figure 8.26: Comparison of hybrid with physical and virtualized systems. (For the
exact operationalization details, see Figure 5.11 in Chapter 5.) The explanation of
the scores for each goal is given in Section 8.11.
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Hybrid systems score as good as fully virtualized systems on all security prop-
erties, and likely better, because they can make use of the advantages of both phys-
ical and digital systems. Compared to physical systems, hybrid systems score
worse on the goals of confidentiality, non-repudiation and authenticity because
they are more volatile and their configuration is less stable and can easier expose
data. For integrity, the advantages are less clear: hybrid systems can improve
integrity, because changes are executed more precise, but they can also be nega-
tively affected by the fact that they are more volatile. Finally the availability of a
hybrid system is better than that of a physical system, because data and systems
can be more easily replicated and migrated.

8.12 Conclusion

8.12.1 Physical and Digital Properties

There are three relevant properties of physical entities. First, physical infras-
tructure is visible and inspectable by persons. This provides assurance about the
system’s configuration. Second, the inertness property assures that a given config-
uration remains in place after inspection. Third, persons configuring infrastruc-
ture are slow, and this adds confidence that IT system configurations remain in
place (even if they are incorrect). As for digital properties, they allow for accurate
changes but also for flexibility that can be used against the system.

8.12.2 Comparison between Physical and Virtualized IT Infrastructure

Concerning trade-offs, physical mechanisms are especially beneficial when
few changes are made to systems, whereas digital mechanisms are preferred when
systems are very dynamic. However, digital misconfigurations are always possi-
ble, and for every physical security mechanism to be replaced by a digital mech-
anism, the monitoring and auditing requirements increase substantially.

8.12.3 Types of Combinations

Regarding the combinations of physical and digital security, we learned that
existing technology limits effective combinations of physical and digital security
mechanisms. Currently, these combinations lead to an overly heavy reliance on
digital security mechanisms, negating positive effects of physical security. For
example, even if traffic is initially routed over different physical networks, the
VMM (a software component) can undo this security measure and change the
routing.
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8.12.4 Trade-off Analysis

As for trade-off analysis, hybrid systems are as good as completely virtualized
systems (or better). Compare to physical systems, their availability is improved,
at the expense of confidentiality and integrity.

8.12.5 Security Impact of Complete Virtualization

Finally we answer the specific research question RQ5infra about the impact
of complete virtualization. From the comparison in Section 8.9, we believe that
there is a fundamental limit as to what safely can be virtualized. A network where
the audit trails of the VMMs, the identity of the administrators, and the DNS
servers are all virtualized, lacks a single system from which to build trust as all
systems becomes fluid. The more systems are virtualized, the more they are to lose
properties such as uniqueness, location boundedness and monotonicity, which are
important to security.

As for the underlying physical properties that affect security, we found that
virtualization security depends heavily on the ability to trap program execution
and hierarchical control of the VMM. Digital security mechanisms facilitate (but
also require) monitoring and auditing. Core features of virtualization (isolation
between processes and small footprint) have clear positive effects on most secu-
rity goals, but it is clear that these effects are mitigated by newer features built on
top of these. They make the VMM layer bloated [22], increasing the likelihood of
bugs, giving much more control to the administrators. As a whole, virtualization
has a positive effect on availability but threatens confidentiality, integrity, authen-
ticity and non-repudiation, even though many features are designed with these
goals in mind. These findings have consequences for our view on cloud comput-
ing, which depends heavily on virtualization technology; Ensuring confidentiality
in a cloud environment requires more effort compared to a non-virtualized envi-
ronment.

If we consider the HSMs from Section 8.10, we can hypothesize about the
security if such systems were virtualized themselves. How secure would data in
a virtualized HSM be? Given the volatility of virtual machines, the consequence
of HSM virtualization would be that the secrets enclosed in them could be spread
over the entire data center. Therefore the strict security requirements that are
placed on the HSM must be extended beyond the original HSM to the entire data
center. Obviously, a HSM is easier to manage and this indicates a limit of the
benefits of virtualization.

A more fundamental argument to the question of virtualization’s limits can
be given by observing that both availability and confidentiality have their roots
in the physical environment: confidentiality as in the case of HSMs data depends
on keys (which must be physically and digitally confined). By contrast, availabil-
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ity of data requires multiple data centers in different locations and connections
between them, to ensure continuous operation. As such there is an inherent con-
flict between these two, and virtualization (connecting and integrating systems)
naturally favors availability over confidentiality.



Chapter 9
Rights Management Systems

9.1 Introduction

This chapter covers the cases concerning systems that limit the usage of con-
tent, for example music or written text. We call the systems that enforce copyright
or limit content usage “rights management systems”. There are several reasons
why this is an interesting class of systems to study in the context of our investiga-
tion of physical and digital security mechanisms.

A first reason is that the same types of content (movies, documents, games)
are often available in both digital and physical form. For example, a movie can
exist on celluloid or as bits on a computer hard disk. This allows us to compare
goal realization between physical and digital systems. Digital Rights Manage-
ment (DRM) systems are commonly understood to be those systems that limit the
usage of digital content, such as music in MP3 form, a movie available on a web-
site or an e-book. Similarly, physical or analog types of content also exist such
as printed books, and the difficulties to make good copies of them helps to reduce
piracy. Hybrid protection mechanisms also exist, which employ a combination
of physical and digital security mechanisms. For example an e-book can be en-
crypted such that it can only be rendered on a specific physical device. (We will
return to the definitions of DRM and hybrid mechanisms in Section 9.2.)

A second reason why rights management systems are a particularly good case
study is because they have been plagued by security problems. Many DRM so-
lutions have failed in the past, and the effectiveness of DRM is constantly ques-
tioned [54]. Schneier (2001) summed up the arguments against DRM as follows:
“Digital files cannot be made uncopyable, any more than water can be made not
wet” [189]. However, since then, many new DRM solutions have been devised to
do just that, and recreate the limitations that exist in the physical world for mak-
ing copies. For example the IEEE workgroup has proposed the P1817 Standard
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for Consumer-ownable Digital Personal Property [89]. The special hardware pro-
posed by this standard does not prevent copying of the contents itself, but allows
only one copy to be used at the same time. Apple’s DRM solutions for applica-
tions running on the iPad and iPhone have been very successful as its “App Store”
generated billions of dollars in revenue [7].

Still, the analog hole represents a fundamental limitation of DRM techniques.
All digital content is ultimately presented to persons in an analog form and this
representation can always be copied. For example a digital movie can be secured
through various DRM techniques that only allow it to be played on specific de-
vices. However, these devices must eventually show the movie on a screen from
which it can be recorded by a video camera.

Our approach to understanding physical and digital security for content is sim-
ilar to that of the other case studies: we will start to create the KAOS tree by listing
the technology independent goals of RM (rights management). Next we discuss
the physical, digital and hybrid systems implementations. In between these sec-
tions the research questions are answered about physical and digital properties
(RQ1 and RQ2), the comparison between physical and digital (RQ3), the types
of hybrid systems (RQ4) and finally the trade-off analysis (RQ5). Contrary to
the previous case study in Chapter 8, this study is meta research: we only study
literature and do not visit any particular organization.

A specific topic of interest in this chapter is music: both researchers and the
content industry have spent a significant effort in attempting to develop RM sys-
tems that protect it, but so far these efforts have failed. Therefore we also attempt
to answer special research question RQ4RM: can hybrid methods effectively re-
strict the usage of music?

9.2 Conceptual Framework

9.2.1 Definition and Concepts

Every word in the acronym “DRM” is subject to discussion [124]. First, con-
cerning “digital”, there is discussion about whether “digital” concerns the man-
agement or the rights. In other words, is DRM “digital management of rights”
or “management of digital rights”? In this chapter, and in line with the earlier
chapters where physical, digital and hybrid systems were discussed, we consider
DRM to be the intersection of these two definitions: DRM is the “digital man-
agement” of “digital content”, it protects for example MP3 files and computer
games through digital means. Vice versa, PRM (Physical Rights Management) is
the management of physical (or analog) content such as a printed book or music
on an LP through physical means. This leaves a third category of HRM (Hybrid
Rights Management): the combination of physical and digital means to either
secure digital or physical content.
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A second topic of discussion concerns the meaning of the “rights” of DRM.
DRM is often described as protecting “content” or “intellectual property” (IP).
However, the terms content and IP are not equal terms, as IP also can also refer
to patents. We view DRM as protecting content, and interpret content in a wide
sense, also including products and services such as video games.

Third, one can argue that the term “management” in DRM is too narrow,
as DRM systems not only concern managing but also enforcing rights to con-
tent [124]. We agree with this, and view enforcement as necessary part of any
RM system. Thus, Figure 9.1 illustrates our point of view and shows the types of
RM systems in relation to the types of contents.

RM System Content Mechanism

Physical RM Physical Physical
Digital RM Digital Digital
Hybrid RM Physical Physical and digital

Digital Physical and digital

Figure 9.1: Physical, digital and hybrid rights management systems.

Having discussed the meaning of “DRM”, we now investigate its technologi-
cal aspects. Ku and Chi performed a detailed survey on these and identified five
components [124]:

1. unique identifiers and meta-data

2. digital watermarks

3. digital fingerprints

4. secure containers

5. rights expression languages

To begin, unique identifiers are necessary to identify the content itself, such as
an ISBN number for a book, as well as users. Whereas digital watermarks are
inserted purposely into the content to identify it at a later stage, fingerprinting is a
technique to identify content without such watermarks being present. For exam-
ple a bootleg video of a live concert is placed on a website, and a fingerprinting
algorithm determines that it is a recording of a specific song from an artist. A
well-known example of fingerprinting is the service Shazam [222], which allows
users to send a short recording of a song via their mobile phone, and receive in-
formation about the song such as the artist’s name. DRM also requires secure
containers that store and process the content while enforcing the rights. These are
realizable using a Trusted Computing Base (TCB) that integrates cryptographic
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controls and mechanisms on a special hardware chip. Finally rights expression
languages are necessary to define how the content usage should be restricted.
Of these components, only secure containers has a clear link with hybrid rights
management (Section 9.10), whereas the other components are digital protection
mechanisms (Section 9.7). As for the UCON framework presented in Chapter 6,
(1) is used by models, architectures and mechanisms. (2), (3) and (4) clearly fit
into the UCON mechanism category. Finally, (5) fits into the model category.

9.2.2 History and Context of Rights Management Systems

Rights Management, Reproduction and Authenticity

A RM system is used to control access to content, such as books or music.
This implies limiting the options for their reproduction. Benjamin (1936) placed
reproductive capabilities of art (and more general of content) in historical per-
spective [15]. Works of art are valuable objects, and this has stimulated technical
innovations that give more people access to them. Thus, subsequent technologies
such as founding, stamping, printing, etching, photography and film have made
it easier to reproduce works of art, even before the introduction of digital media.
Rather than visiting a museum to view a painting, we can observe a photo of it
instead. The increase in reproductive capabilities has several important conse-
quences:

first, the increase in reproductive capabilities, especially with respect to the
shift from physical to digital content, has threatened the authenticity of art. If a
perfect copy can be made through the same technical process that created the orig-
inal, the original loses its value. For example, all photos created from the same
negative are considered to be identical and this diminishes their value. The prob-
lem of authenticity becomes clear if we consider an auction of private letters. We
can auction letters written on paper by a famous writer because they are unique.
By contrast, auctioning her emails would clearly raise questions: as there are no
original emails, how can they be sold? What is the original, the email in the sent
items box of the author or the one in the inbox of the receiver? Surely the emails
only have value insofar as there is no other copy available to the public. By con-
trast, detailed knowledge about a painting (such as the high resolution scans from
the Google Art Project1) cannot cause any loss of authenticity.

As for information security, authenticity is one of the security goals mentioned
in ISO 13335 [91] (Cf. Chapter 2), defined as [sic] the property that ensures that
the identity of a subject or resource is the one claimed. For a digital resource,
authenticity has been given a different meaning: it is now best understood as
“unaltered after the creation by a certain subject”, regardless of the number of
copies in existence. As such authenticity is strongly related to integrity:

1http://www.googleartproject.com

http://www.googleartproject.com
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• A digital photo is authentic to the extent that it has not been tampered with
after the camera saved it.

• A digitally signed PDF document is authentic to extent that it is created by
the author and was unaltered after that.

Second, with the loss of authenticity, the concept of forgery also changes: a
painting made by Picasso can by definition not be copied perfectly, it can only
be forged. Only an original Picasso painting is painted by his hand, and is now
on display in a museum. By contrast, a technical reproduction of a photo from a
negative is simply the same photo. The claim that a perfect copy of a digital file is
a forgery is absurd. Similar to the change in the meaning of authenticity, a digital
forgery can now be understood as a secret alteration of an existing file.

Third, new technology has resulted in the creation of new types of art. For ex-
ample, a photo of a painting is a reproduction, but photography itself is also a new
art form. In turn, the invention of newer art forms that are less authentic and easier
to reproduce created a demand for controlling technologies. As digital forms of
art (such as computer games) are the easiest to reproduce, digital technologies led
to digital rights management.

Forces Affecting Human Behavior in Cyberspace and Real Space

Concerning the reproductive capabilities, Lessig shares Benjamin’s analysis
of the past technological developments, but argues that the first breakthrough did
not arrive until the introduction of digital audio technology (DAT) tapes in the
1970s [129]. The contents of a DAT tape is perfectly copyable, whereas a copy of
an analog tape always has a lesser quality than the “original”. In the United States,
pressure from the music industry led to legislation and imposition of technical
limits. First a tax on blank tapes was introduced and second the number of copies
that could be made from one tape was limited through a hardware solution.

In a crude way, the latter thus recreated the imperfections that existed in the
physical world. However, the physical architecture of space still limited the phys-
ical distribution of DAT tapes and this hindered the actual ability of persons to
copy them. This changed with the Internet, which allowed easy distribution of the
digital content.

Concerning the differences between control in cyberspace and physical space
(our research question RQ2), Lessig’s thesis is that human behavior is influenced
by four forces (laws, architecture, markets and norms) and that these forces work
differently in each space. We will now explain these forces for rights management.

• Architecture makes certain actions possible or impossible. In the terms of
Chapter 5 (concerning the interaction of a system with the context), we de-
fine architecture as a collection of components with capabilities connected
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through interaction mechanisms. These components can be either physical,
hybrid or digital.

For example, in “real space” it is impossible to steal a skyscraper because
of its size. By contrast the basic architecture of cyberspace is such that
reproduction is easy. Implementing DRM into this architecture can how-
ever limit copying, but yet other forms of architecture (or code) can negate
DRM. For example P2P filesharing protocols facilitate copying even in the
presence of DRM.

• Regulation is also a factor in copyright protection, for example the Digital
Millennium Copyright Act (DMCA) adopted by the United States in 1998,
criminalizes the reverse engineering of copyright protection schemes.

• Market forces, the decisions that corporations make about their products,
also influence the enforcement of copyright. For example low-priced con-
tent is a stimulus for consumers to accept DRM systems.

• Social norms about copyright also play a role. The idea of ownership is
deeply embedded in society (at least in the developed world), and this idea
relates strongly to the belief that persons can do with their belongings as
they see fit. Regardless of any contractual obligations, persons feel thus
free to distribute content further, once they “own” it.

Lessig is not convinced that technological development will continue to make
copying and distribution easier. Architecture (physical, digital or both), regu-
lation, market forces and social norms can all change. Particularly concerning
architecture, new technologies are being developed under the name of “trusted
systems”: system that use a combination of physical and digital protection mech-
anisms (hybrid mechanisms in our terms) to regulate user behavior with great
precision and limit the usage of copyrighted works of art. In this chapter, we will
concentrate on architectures.

9.2.3 Summary and Implications for Case Study

We investigated the meaning of DRM and presented physical and hybrid coun-
terparts to it. The related work discussed before places DRM systems in historical
perspective and explains the context in which they function. We discovered the
importance of authenticity in relation to content protection, as well as its differ-
ent meaning for physical and digital content. Furthermore, technology is not the
only determinant concerning the effectiveness of rights management systems, and
a choice must be made concerning the scope of the study. This is done in the next
section, where we explain our research method.
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9.3 Method

9.3.1 Case Study Selection and Method

Similar to our other case studies, we examine digital, physical and hybrid
rights management systems. We perform a multiple case study on a variety of
systems for four types of content: text, music, games and sports matches. These
cases vary widely in the types of rights management that are used, as well as
their success in protecting rights, thus achieving a good theoretical spread. Some
of the investigated systems (such as games) can be physical, digital or hybrid.
Others, such as live events only fall in one category (in this case physical rights
management). Figure 9.2 summarizes our cases. Each case study consists of a
literature study, with data found through a search on Scopus based on keywords
searches of “DRM” and “rights management”. We now explain our cases in more
detail.

Content Physical System Digital System Hybrid System

Text S1. Book S2. PDF S3. E-reader and e-book
Music S4. Live music

S5. Tape recorder
S6. Radio broadcast

S7. Internet radio
S8. PC and MP3 player

S9. Portable media player

Game S10. Board game S11. PC game S12. Online console game
Sports
match

S13. Live match
S14. Video recorder
S15. TV broadcast

S16. Live stream
S17. Video-sharing site

S18. Pay-per-view

Figure 9.2: Overview of cases.

• Texts: Our first case concerns IP in the form of text. We begin with tra-
ditional literature in book form, PDF documents and end with hybrid e-
readers and e-books, such as the Amazon Kindle2.

• Music: Our second case involves music. Again, we start with original re-
production from music sheets by an orchestra (a live event), to modern ways
of reproduction via MP3 files.

• Games: The third case study concerns gaming. Traditionally, IP protected
games were played on a board, such as Monopoly or Risk. Board games
were partially replaced by computer games, distributed via floppy disks,
CDROMs or special cartridges. Games are now increasingly played over
the Internet, connecting to servers of the game developing companies. Some

2http://kindle.amazon.com

http://kindle.amazon.com
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online games are only playable using special consoles, such as the Sony
Playstation that connects to the Sony Playstation Network.

• Sports Matches: The fourth case is sports matches. Before broadcasting
technology was available, the only means to observe a live event was to
witness it at the same location: one had to be in the stadium to watch a
football match. Next, these events were broadcast over the air, on radio
or TV channels. Currently, broadcasting is also done via the Internet and
with specific rights management mechanisms, such as Eredivisie Live3, the
pay-tv channel of the Dutch national football division.

Another categorization is possible by distinguishing between the types of in-
teraction that the consumer has with the systems, because this determines their
security. We can thus group the systems from Figure 9.2 in the following four
categories.

• Live event: includes all cases where a person creates content live for an
audience at the same location. (S4, S13)

• Recording: includes all cases where content is recorded on a medium. (S1,
S2, S3, S5, S8, S9, S14, S17)

• Game: includes the case where consumers play a game. (S10, S11, S12)

• Broadcast: includes cases where consumers receive content passively. (S6,
S7, S15, S16, S18)

9.3.2 Limitations and Scope

Our research subject of rights management systems is very large and has many
related areas of research, all of which could yield potentially interesting informa-
tion. As explained by Lessig (Section 9.2) RM involves legal, social and technical
issues. We cannot explore all of these in-depth. Below we summarize the limits
of the scope of our research, and consider unexplored opportunities.

First, as our research does not focus on law, we will not elaborate on the differ-
ent issues concerning copyright protection, patents, intellectual property. Neither
will we investigate different business models for generating revenue from con-
tent, and compare these to the effectiveness of DRM: our focus is on technical
mechanisms to protect content.

Second, there is a substantial body of work in closely related areas. To begin,
DRM techniques have similarities with data-loss prevention techniques (DLP)
[126] used to prevent sensitive data from leaving an enterprise’s systems. How-
ever, we will not investigate DLP in this chapter as we examine content protection

3www.eredivisielive.nl

www.eredivisielive.nl
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for consumers. Furthermore, the goals of DRM of retaining control over data are
similar to those of individuals who wish to protect their data and their privacy [5].
Nevertheless, we will not include privacy enhancing technologies (PET) in our
research.

Third, as we mentioned in Section 9.2, hybrid systems are those that use a
combination of physical and digital mechanisms to either secure physical or digi-
tal content. In this chapter we will however not examine the protection of physical
content through digital means, but rather focus on digital content and how phys-
ical mechanisms can improve its security. The reason for this choice is that the
latter has been the focus of existing DRM research to which we hope to contribute.

9.4 Goals

We will now explore how the goals of rights management fit in our conceptual
framework from Chapter 2 and begin to build the KAOS model. Figure 9.3 shows
a high-level breakdown of the goals of a content producer.G1. Profit from content

G8. Control copying / piracyG9. Limit piracy -preventive G10. Limit piracy -detective
G5. Confidentiality

G11. Limit piracy -deterrence
G4. Control supply chain G3. Have content consumed 

G6. Integrity G7. Availability
G2. Charge for content

Figure 9.3: Top-level goal tree for rights management.

The goal tree is based on our literature study [129], [141], [152], [161]. We
explain the structure in more detail below. To begin, for a content producer us-
ing rights management, the top level goal is to maximize revenues from contents
(G1) by charging for it (G2) and making sure it is actually consumed (G3) (As
mentioned in Section 9.3 we exclude other revenue models from our analysis.)
Charging content is only possible if the supply chain is controlled (G4) and all
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its security aspects of confidentiality, integrity and availability (G5, G6 and G7).
The most important goal conflict is between confidentiality and availability: in
order to maximize revenue from content it must be made available, and this im-
plies some loss of confidentiality. Note that confidentiality in the context of rights
management does not mean that information is secret. A movie is not secret, the
distributer simply wants to be paid for someone viewing it. Thus confidentiality is
best understood as limited availability, similar to the definition of confidentiality
in ISO 7498 (Chapter 2): the property that information is not made available or
disclosed to unauthorized individuals, entities, or processes.

Important for rights management is that integrity has a positive effect on con-
fidentiality: when content is kept in a specific format it is easier to control (for
example through water marking). As for the security goal of authenticity men-
tioned in Section 9.2, we do not see this as a being goal of rights management,
instead it is a property of content; we cannot make content authentic - either it is
authentic or it is not. Moving further down the goal tree, the goal of confidential-
ity is realized by controlling copying/privacy (G18), which is split in preventive,
detective and deterrence controls (G9, G10, G11).

9.5 Physical Rights Management

Having presented the technology independent goals, we now examine how
they can be realized, starting with physical systems. Figure 9.4 lists the different
entities for each case. These will later be used to find the physical properties
(RQ1) relevant for RM.

Figure 9.5 shows the operations. The operations are divided between the oper-
ations performed by the producer (goals beginning with “P”) and by the consumer
(“C”). The producer’s operations consist of a pattern with five general operations:
create content, protect content, distribute content, monitor usage and receive pay-
ments. The consumer’s pattern is to buy content, prepare it for usage and finally
consume it.
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Entity Type ID Entity Case (System)

Medium E1 Book Text (S1)
E2 Tape Music (S5)
E3 Board game Games (S10)

Player E4 Tape recorder Music (S5, S14)
E5 Radio Music (S6)
E6 TV Sports match (S15)

Recorder E7 Tape recorder Music (S5, S14)
Performers E8 Singer Music (S4)

E9 Soccer team Sport match (S13)
E10 Soccer player Game (S10)

Location E11 Music hall Music (S4)
E12 Stadium Sports match (S13)
E13 Home Text, Music, Game, Sports match

(S1, S5, S6, S10, S14, S15)
Consumer E14 Consumer Text, Music, Game, Sports match (all)
Ticket E15 Entry ticket Music, Sports match (S13)

Figure 9.4: Entities in physical rights management systems.

ID Operation Live Event Recording Game Broadcast Goals

P1 Create Perform Create
recording

Design game Create
content

G4

P2 Protect Fence site Manufacture
recording

Manufacture
game

- G5,
G6

P3 Distribute Travel to
site

Distribute
record

Distribute
game

Broadcast
content

G3,
G7

P4 Monitor
usage

Guard site - - - G9,
G10,
G11

P5 Receive
payment

Receive
payments

Receive
payments

Receive
payments

Receive
payments

G2

C1 Buy Buy ticket Buy
recording

Buy game Buy
receiver

G2

C2 Prepare Travel to
site

Place
recording in
player

Unpackage
game

Tune in on
transmitter

G3

C3 Consume Observe
event

Consume
recording

Play game Receive
broadcast

G3

Figure 9.5: Operations of physical rights management systems and their contribu-
tions to goals.
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9.5.1 Threats and Mitigations

Figure 9.6 shows the threats to physical systems. Live events such as sports
matches link the content consumption to a particular location. This allows the
usage of the content to be controlled, by ensuring that persons pay at the en-
trance. Physical access protection mechanisms (walls, fences, turnstiles) can help
to prevent people from sneaking inside (T2). (See also Chapter 6 on Access Con-
trol.) Still, ticket forgery remains possible (T1). Furthermore, visitors can record
content (T3). Specific for live events this used to be difficult because recording
equipment was very large (tape recorders etc.) and easily detectable. However this
has become easier as these devices have become smaller. A broadcast of music
or sports matches can also be recorded. In contrast to recordings of a live event,
it is more difficult to prevent this copying, because the content producer cannot
monitor the consumer’s behavior. Another threat is rebroadcasting of content, a
pirate radio station can broadcast music without permission (T4). Specific for
recordings, content recorded on a medium can be stolen (T5), leading to a loss of
control over the supply chain.

Content can also be copied (T6). As for music on tape and printed books, they
can be copied on paper by reprinting them. This can be cumbersome and require a
copy of the book itself. Copy machines provide further automation of the copying
process [129, p. 172], although the copies are of lower quality than the original.

A board game requires physical manufacturing in a factory. An attacker would
have to recreate the board, the board pieces and the manuals (T7), requiring a com-
plicated machine, limiting the opportunity for end-users. Large scale manufacture
is detectable because the board games require transportation. For example checks
at customs can find counterfeit products.

ID Threat System Category Threat to Goal

T1 Forge tickets Live event Confidentiality, integrity
T2 Sneak inside Live event Confidentiality
T3 Record content Broadcast, Live event Confidentiality, integrity
T4 Broadcast content Live event, Recording Confidentiality, integrity
T5 Steal recording Recording Confidentiality
T6 Copy content Recording Confidentiality
T7 Manufacture board

game
Game Confidentiality, integrity

Figure 9.6: Threats to physical rights management.
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9.6 Properties of Physical Entities

In this section, we try to account for the possibilities of threats by defining
the properties of entities involved in the process (RQ1). First, Figure 9.7 shows
the suport for the exising hypotheses. Second, Figure 9.8 shows the list of newly
discovered properties and their impacts. In the next paragraphs, each property is
described in more detail.

Property and Effect Details

Active CIA- Attacker copies a board game.
Active CIA+ Person enters a stadium.
Cohesive CIA+ It is difficult to smuggle a person inside a stadium by hiding

her.
Decaying IA- Board game will wear down over time.
Dense CIA+ Walls of a stadium protect the inside.
Difficultly
manufacturable CI+

Board games can be difficult to manufacture.

Easily
manufacturable CI-

Attacker copies a board game.

Enclosed with
opening C+

Concert inside a stadium is confidential.

Identifiable CIA+ Tickets to access stadium are identified.
Inert CIA+ Book does not change place.
Invisible C+ Stadium protects confidential information inside.
Large I+ Not observed.
Limited spacious
CIA+

Not observed (the stadium is too large).

Modifiable CI- Not observed.
Modifiable CI+ Not observed.
Movable CIA- Attacker steals media.
Movable CIA+ Person moves a board game.
Slow CIA+ An attacker must travel to the stadium.

Counterexample: Attacker is already present, for example as
an insider.
Conditions: Attacker is already present.

Strong CIA- An attacker can damage the stadium infrastructure.
Strong CIA+ The walls of a stadium protect the inside.
Visible C- Board games are vulnerable to copying because they are

visible.
Visible CIA- An attacker studies all the physical items of a board game

top copy them.
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Property and Effect Details

Visible CIA+ Guards spot someone entering a stadium without
permission.
Conditions: There is a central policy enforcement point
such as a gate.

Weak CIA+ Attacker cannot break through the wall of a stadium.

Figure 9.7: Support for existing hypotheses (consisting of properties and their
effects) in the rights management case study. If counterexamples lead to new
hypotheses they are listed individually in Figure 9.8.

Decaying Wear diminishes the chances of distributing confidential information.
An example specific to this case is that a physical medium such as a tape wears
down when it is being played on a tape recorder. A counterexample is a physical
object that is only used for a short time. This leads to one condition:

• The object is used long enough to experience wear.

Sound Producing An attacker can record sounds which limits their confiden-
tiality. An example specific to this case study is that music can be recorded. A
counterexample is that other sounds can be recorded but are not a threat to confi-
dentiality. This leads to one condition:

• Sounds are confidential.

Uncopyable A person cannot be copied or manufactured which has a positive
effect on confidentiality. An example specific to this case study is that a singer
cannot be copied.

Property Effect Hypothesis

Decaying C+ A decaying object contains only inaccurate confidential
information.

Sound producing C- An attacker records sounds.
Uncopyable C+ Persons cannot be copied or manufactured.

Figure 9.8: New hypotheses from the rights management case study about the
security effects of physical properties of entities. Each row represents either pos-
itive or negative effects. Multiple letters indicate an effect on multiple security
goals. For example CIA- means a negative effect on confidentiality, integrity and
availability.
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9.7 Digital Rights Management

Next, we collect data about digital systems to compare them to physical sys-
tems later (RQ2). Note that because we focus on digital systems, we exclude
certain systems that also use physical mechanisms; these are described later in
Section 9.10. Figure 9.9 shows the different entities for each digital case.

Entity Type ID Entity Case (System)

Content D1 Online video Music (S17)
D2 PC game Game (S11)
D3 PDF Text (S2)
D4 MP3 Music (S8)
D5 Live stream Sports match (S16)

Medium D6 CD (S11)
Player D7 PC Music, Sports match (S7, S8, S11, S16, S17)
Recorder D8 CD writer Game (S11)
Webserver D9 Media server Music, Sports match (S7, S16, S17)
Consumer D10 User (all)

Figure 9.9: Entities in digital rights management systems.

Figure 9.10 shows the operations. As in Section 9.5, the operations are di-
vided between the operations performed by the producer and by the consumer.
The second column indicates the generalized operation and is explained for each
system in more detail.

9.7.1 Threats and Mitigations

We will now discuss several threats and mitigations concerning digital rights
management. A first basic threat is to copy digital content (T1). CDs, PC games
and MP3 files are all encoded as digital content and easily copied onto other me-
dia.

The Internet added a new threat to this, by making the distribution of content
very easy (T2), such as the notorious case of the Napster website, where users
could search for and download MP3 files [129]. A measure that is both preventive
and detective is to add watermarks: “unremovable” information that is encoded
into content, which can be used to identify the user that bought the content. The
difficulty of removing watermarks (T3) is dependent on the scheme used [141].

Even if content copying cannot be prevented, it can still be possible to prevent
its consumption. In the case of computer games, protection came from special
software components that required the user to fill in license numbers. Only some-
one with a valid license number could use the software. The easiest attack is
to reuse license numbers (T4). Another technique used for music and video is
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ID Operation Recording Game Broadcast Goals

P1 Create Create
recording

Develop
game

Create
content

G6

P2 Protect Manufacture
CD

Add
activation
component

Encrypt
content

G2, G6,
G8, G10

P3 Distribute Distribute CD Publish game
online

Stream
content

G3, G7

P4 Monitor
usage

- Game
connects to
server

Monitor
download
streams

G10, G11,
G12

P5 Receive
payment

Receive
payments

Receive
payments

Receive
payments

G1

C1 Buy Buy
recording

Buy game,
PC

Buy stream,
PC

G4

C2 Prepare Place
recording in
CD player

Install game Open browser G4

C3 Consume Listen to
recording

Play game Watch, listen G4

Figure 9.10: Operations of digital rights management systems and their contribu-
tions to goals.

encryption, such as DVDs using the CSS system, and play it using special soft-
ware. An old approach used for the Commodore 64 home computer was to use
non-documented ways of formatting disks [177].

However, it proved to be impossible to obfuscate the software to the extent that
it could not be reverse engineered [12]. Through studying the runtime behavior
of the software it is possible to understand its behavior and remove code that
executes license number checks or to find the key that decrypts the media (T5).
The latter happened with the CSS software for DVDs [183]) Furthermore, because
the content such as music and video must be rendered to the user, the output can
also be recorded from the computer’s memory.

Web servers are a new defense mechanism. They can be first used for software
activation: in order to use a license number the software must connect to the
server of the producer, which can check if the software has been activated too
many times. While this component can still be removed, it complicates the reverse
engineering, as it makes it harder to study the code independently. Furthermore, in
the case of music distribution, a site such as YouTube can perform fingerprinting
on uploaded files, such that illegal files can be removed. A specific threat to live
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ID Threat System Category Threat to Goal

T1 Copy content Broadcast,
Recording, Game

Confidentiality

T2 Distribute content Recording, Game Control distribution
T3 Remove watermarks Recording Limit piracy - detective,

Limit piracy - deterrence
T4 Reuse license numbers Game Limit piracy - preventive
T5 Decrypt media Recording Limit piracy - preventive
T6 Rebroadcast Broadcast Control distribution

Figure 9.11: Threats to digital rights management.

streams is rebroadcasting: once a user has payed for the content, it can be shared
with other users (T6).

9.8 Properties of Digital Entities

Figure 9.12 shows the updates to the existing hypotheses from the earlier case
studies. Most earlier hypothesis are supported and additional conditions have been
added. Figure 9.13 lists the new hypotheses discovered in the IT infrastructure
case.

Property and Effect Details

Accurate Data Storage,
Transportation and Processing C-

Data such as music can be transported accurately
which decreases confidentiality.

Accurate Data Storage,
Transportation and Processing
CIA+

Digital media can be transmitted without failure.

Accurate Data Storage,
Transportation and Processing I-

Not observed.

Fast Data Processing A- Not observed.
Fast Data Processing C- Not observed.
Fast Data Processing I- Not observed.

Counterexample: Monitoring can increase
integrity as well for remote systems (games,
always-on mode).

Fast Data Storage A+ Easy storage on different locations increases
availability.

Fast Data Storage C- Attacker can easily store data on other systems,
reducing confidentiality.

Fast Data Storage I+ Usage of digital material can be logged, if
centralized.
Conditions: The system is isolated.
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Property and Effect Details

Fast Data Transportation A+ System transfers music files to other locations
over the Internet.

Fast Data Transportation C- Someone transfers music files to other locations
over the Internet.

Program Computational
Complexity CIA-

Errors in rights management software are difficult
to prevent.

Figure 9.12: Support for existing hypotheses (consisting of properties and their
effects) in the rights management case study. If counterexamples lead to new
hypotheses they are listed individually in Figure 9.13.

Fast Data Processing Fast processing of data increases integrity because it
makes it easier to monitor systems and detect errors and attacks. An example
specific to this case study is that a central system keeps track of what’s happening
at remote locations and ensures integrity there. There are two conditions:

• There is a remote site.

• The system is distributed.

Program Computational Complexity Cryptographic functions help keep data
confidential by encrypting data. Thus content is kept confidential and copying
plain data is prevented. An example specific to this case study is that cryptography
keeps music data confidential.

Property Effect Hypothesis

Fast Data Processing I+ System monitoring increases
integrity because it detects errors
and attacks.

Program Computational
Complexity

CI+ Cryptographic functions keep data
confidential.

Figure 9.13: New hypotheses from the rights management case study about the
security effects of digital properties of entities. Each row represents either pos-
itive or negative effects. Multiple letters indicate an effect on multiple security
goals. For example CIA- means a negative effect on confidentiality, integrity and
availability.
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9.9 Comparison between Physical and Digital Rights Man-
agement

We will now compare purely physical and digital rights management systems.
Figure 9.14 lists the cases that are compared and the comparison between phys-
ical and digital properties is shown in Figure 9.15. From the figure it shows that
in some cases we can easily compare physical and digital content management
systems, such as a printed book versus a PDF. However in others a comparison is
not possible: a live event is inherently physical and there is no digital substitute
for being at a certain place. Broadcasting is possible, but this falls in a different
category altogether as there are both digital and analog broadcasts. Furthermore
the differences vary for each type of content: the physical - digital comparison for
a text differs from that of a game.

• Recordings
Non-digital content (completely physical or analog) is not perfectly copy-
able. Content can be tied to a physical medium that must be copied along
with the content. These mediums require space, have weight and deteriorate
over time, such that they cannot be copied and/or transported easily. Fur-
thermore, to make a copy, a user requires access to the medium first, which
creates additional challenges such as that the user must be physically close
to the medium. By contrast digital content allows for perfect copies that are
transportable over a distance with little effort, via the Internet and consumed
somewhere else. Thus it is much harder to enforce rights management for
recordings in a digital way.

• Broadcasts
Analog broadcasts are less easy to record and distribute then digital broad-
casts.

Content Type Physical System Digital System

Text S1. Book S2. PDF
Music S4. Live music

S5. Tape recorder
S6. Radio broadcast

-
S8. PC and MP3 player
S7. Internet radio

Game S10. Board game S11. PC game
Sports match S13. Live match

S14. Video recorder
S15. TV broadcast

-
S17. Video-sharing site
S16. Live stream

Figure 9.14: Cases for comparison.
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Security Goal Effect Physical Property Digital Property

All + Active, Cohesive, Dense,
Identifiable, Inert, Movable,
Slow, Strong, Visible, Weak

Accurate Data Storage,
Transportation and
Processing

- Active, Movable, Strong,
Visible

Program Computational
Complexity

Confidentiality + Decaying, Difficultly
manufacturable, Enclosed
with opening, Invisible,
Uncopyable

Program Computational
Complexity

- Easily manufacturable,
Sound producing, Visible

Accurate Data Storage,
Transportation and
Processing, Fast Data
Storage, Fast Data
Transportation

Integrity + Difficultly manufacturable Fast Data Processing, Fast
Data Storage, Program
Computational Complexity

- Decaying, Easily
manufacturable

N/A

Availability + N/A Fast Data Storage, Fast Data
Transportation

- Decaying N/A

Figure 9.15: Comparison of physical and digital properties on their ability to real-
ize security goals for the rights management case study. This table is constructed
from data presented in Figures 9.7, 9.8, 9.12 and 9.13.
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Goals Physical Rights Management Digital Rights Management

Confidentiality + content requires
manufacturing effort
+ content requires distribution
effort
+ content is place and time
bound
+ can monitor usage locally

- content requires no
manufacturing effort
- content is non-local
+ can monitor usage remotely

Distribution - requires distribution effort + requires no distribution effort

Figure 9.16: Comparison between physical and digital rights management sys-
tem. “+” and “-” indicate positive and negative effects, whereas ± indicates a
mixed effect. The explanation of the scores for each goal and system is given in
Section 9.9.

• Games
The comparison for games yields a classical comparison between physical
and digital goods: physical games require manufacturing equipment and
raw materials to copy. By contrast, copying a PC game only requires a
computer and storage space. As for transportation of physical games, this
requires time and money, whereas distribution over the Internet is almost
instantaneous and free.

• Live events
As noted before, live events are a separate category that do not have a clear
digital equivalent. The manufacture, distribution and consumption all take
place at the same physical location. This location is physically secured, and
we can control who receives access to it. Usage is also instantaneous, we
cannot store an orchestra to use for a later time. A sports match cannot
be copied, in the sense that the players and the stadium themselves cannot
be copied. Recording a live event is possible, but this requires equipment,
which is detectable.

We will now show the aggregated differences of all cases in Figure 9.16, and
then explain the differences for each category. In the physical world, two basic
mechanisms help to ensure confidentiality: the difficulty to manufacture goods
and the difficulty of distributing them. For live events - it is also their place
and time-boundedness: persons have to be present at a location to consume the
content. While they are at that location, or try to enter, they can be monitored
to ensure that only authorized persons have access to the content. By contrast,
digital manufacturing and distribution require little effort, and this makes it easy
to consume them remotely, which limits confidentiality. However, digital systems
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have the option to monitor consumers remotely, and control confidentiality in this
way. Regarding distribution, the distribution effort for physical and digital content
is clearly opposite.

9.10 Hybrid Rights Management

In all our case studies we investigated the possibilities and strengths of hybrid
rights management. As discussed in Section 9.2, hybrid systems concern systems
that use a combination of physical and digital enforcement techniques to secure
content. In this section we are especially interested in protection for digital con-
tent.

Figure 9.17 shows the entities used in hybrid rights management systems.
Operations are listed in Figure 9.18. The operations are divided between the oper-
ations performed by the producer and by the consumer. The producer’s operations
consist of a pattern with four main operations: create content, manufacture con-
tent, distribute content and receive payments. The consumer’s pattern is to buy
content, ready it for usage and finally consume it.

Entity Type ID Entity Case (System)

File E1 E-book Text (S3)
E2 Encrypted Music file Music (S9)
E3 Game Game (S12)

Broadcast E4 Encrypted live stream Sports match (18)
Player (content) E5 E-reader (Kindle) Text (S3)

E6 Portable music player Music (S9)
E7 Game Console Game (S12)
E8 TV and Set-top box Sports match (S18)

Server E9 Digital music store Music (S9)
E10 Digital book store Text (S3)
E11 Computer game server Game (S12)
E12 Live stream server Sports match (S18)

Consumer E13 Consumer

Figure 9.17: Entities in hybrid rights management systems.

9.10.1 Threats and Mitigations

In contrast to the earlier sections we begin with the mitigations and then ex-
plain threats to these. In total we see four mitigation strategies (Figure 9.19) that
link digital content tighter with physical phenomena.
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ID Operation Recording Online Game Pay-per-view Goals

P1 Create Create recording Develop game Play match G6
P2 Protect Encrypt contents,

protect keys
On-line
activation

Encrypt
contents,
protect keys

G2,G6,
G8,G10

P3 Distribute Sell player and
content

Publish online Stream G3,G7

P4 Monitor
usage

Connect to server Connect to server - G10,G11,
G12

P5 Receive
payment

Receive
payments

Receive
payments

Receive
payments

G1

C1 Buy Buy player and
content

Buy game,
console

Buy set-top
box, keys

G4

C2 Prepare Download
content

Install game Install codes G4

C3 Consume Listen, read
recording

Play game Watch G4

Figure 9.18: Operations of hybrid rights management systems and their contribu-
tions to goals.

ID Threat System Category Goal

M1 Explicit Grounding to End-user Devices All Confidentiality
M2 Implicit Grounding to End-user Devices All ,,
M3 Grounding to a Centralized Server All ,,
M4 Grounding to Individuals Live event, Game ,,

Figure 9.19: Specific mitigations for hybrid rights management.

Explicit Grounding to End-user Devices The first mitigation strategy M1 is
to explicitly tie content to particular end-user devices. Traditionally, this means
using a specific device meant for copyright purposes, such as a dongle that must be
present on the PC running a software program, or a set-top box that is connected
to a tv. These devices can perform simple computations and store data. In the case
of dongles, the software running on the PC can then check for the presence of the
dongle (with attacks against code obfuscation as described before in Section 9.7).
Another option is to physically tie encryption and decryption keys to the hardware,
such that the system is harder to crack. This strategy can be applied to all types of
content. Sometimes however, these chips can be removed, so called “modding”, in
other cases it turns out to be possible to recover the keys. One particular problem
that content producers face is that the device is physically accessible to the end-
user, and thus relatively easy to modify or reverse engineer.
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Implicit Grounding to End-user Devices The second mitigation strategy M2
is not to use explicit but rather implicit mechanisms to tie content to hardware.
These implicit mechanisms assure that, although attacks remain technically pos-
sible, the consumer can only easily use the content on a particular device, and
is thus inclined to accept the restrictions. Once the content is tied to the device,
other strategies (including digital mechanisms) can be used to secure the content
further. There are three main ways to realize implicit grounding:

• Required Data Processing Power
Content can be created such that it cannot be executed unless specific com-
puting power is available. For example, computer games cannot be played
unless a high performance graphical chip is present. This property ties the
content closer to specific hardware.

• Required Data Storage
Content that requires a lot of data storage is harder to copy. This is par-
ticularly true for high resolution content such as used in movies. A hard
drive can hold tens of thousands of songs, but storing tens of thousands of
movies is much more difficult. One reason why music is hard to secure is
that the files are relatively small and it is not possible to increase their size
in a meaningful way, for example by offering superior sound quality.

• Required Data Visualization or Interactivity
Content can be created and optimized for a specific display mechanism
(such as an iPhone screen). It can technically be used on another device,
but the content is less enjoyable because of conversion problems such as
different screen sizes.

Interactive content requires active participation from the user, such as in a
video game that reacts to the user. For example, the Nintendo Wii4 has a
controller equipped with a movement sensor that the user must use. Copy-
ing a game is not useful unless the user also copies the controller (has the
manufacturing capabilities to do this) or already has a similar (likely ex-
pensive) controller. By contrast, listening to music does not require such
interaction.

Grounding to a Centralized Server A third mitigation strategy is to use cen-
tralized servers (M3). This strategy can be used for computer games, which must
connect to these servers in order to run properly. It is difficult to circumvent the
usage control of such games, because we cannot reverse engineer and recreated
it; Several physical mechanisms are at work to prevent this:

4http://www.nintendo.com/wii

http://www.nintendo.com/wii
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first, a server used in a game is physically remote from the users, and thus
inaccessible, except through the Internet. Thus, not all software is available for
copying as the central server connecting all users is not public. This makes it more
difficult to steal, modify, copy or reverse engineer.

Second, the bandwidth and computing requirements can be large if the game
is played by hundreds of thousands of users. In spite of gains in network speed.
Internet connections still have a limited physical bandwidth and this can act as a
natural DRM [20].

Grounding to Individuals The fourth mitigation strategy M4 is to ground con-
tent usage to users. Even if all the content and necessary hardware can be copied,
users remain physically uncopyable and their behavior can be difficult to influ-
ence. This strategy works when content is used by thousands of other people over
the Internet using a central server. If a user decides to setup her own networked
game, she still has to contact and convince all these users to shift from the original
server to a pirated one. This can be so cumbersome that piracy is ineffective. This
strategy requires of course that the content is shared between users - which is the
case for games, but less so for music and text.

9.10.2 Types of Hybrid Systems

The previous section listed four ways to ground content to physical phenom-
ena, and we can use these to build four types of hybrid systems (Q3). They can
be dependent on

• IT resources (implicitly): we can design content (especially games) that re-
quires special data processing power, storage, visualization or interactivity,
and thus can only be played on certain devices.

• IT resources (explicitly): often in combination with the latter, physical hard-
ware can be used to store cryptographic keys securely and prevent piracy.

• Centralized server: a server accessible via the Internet grounds in three
ways:

– As it is in a physically remote location, it cannot easily be stolen.

– The bandwidth and server resources needed for its operation are diffi-
cult and/or costly to duplicate.

– The consumers using the server (and interacting with other users) are
uncopyable.

• Persons: we can design content (especially games) such that they need
many users that cannot shift to pirated versions easily.
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# Explanation Example

S07 Implicit dependent on data
processing

CPU power

S08 Implicit dependent on data storage Large data storage
S09 Implicit dependent on data

visualization
Specific visualizations

S10 Implicit dependent on data
interactivity

Specific user interactions

S11 Explicit dependent on hardware Specific hardware or network
S12 Person dependent Person

Figure 9.20: Types of hybrid systems in the rights management case study.

9.11 Combinations and Trade-off Analysis

9.11.1 Trade-off Analysis on Properties

Figure 9.21 and 9.22 show the trade-off analysis on the effect of physical and
digital properties. Regarding physical properties the results are mixed, with four
properties having no significant effect on either physical or hybrid systems. As
for digital properties, the hybrid systems can cancel out their negative effects.

9.11.2 Trade-off Analysis on Goals

Figure 9.23 shows the trade-off analysis done for the individual cases, specific
for confidentiality, as this is the main security goal for rights management. The
results are explained in the next paragraphs.

First, compared to physical solutions, our analysis indicates that the results
depend on the type of content to be protected. For text and music, hybrid systems
are inferior in terms of confidentiality, because content to the physical part of a
hybrid system is challenging, as discussed in the previous section. Hybrid systems
that serve games and sports matches are better at securing content, because they
can tie it more easily to a physical resource, or monitor user behavior.

Regarding the comparison of hybrid to digital systems: hybrid systems do
offer advantages over them, again because they can make use of the hybrid secu-
rity mechanisms outlined before. The exception is music: no known mechanism
exists that ties music to a hybrid system.
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Active CIA+ + + + +
Active CIA- + + + +
Cohesive CIA+ = = = =
Decaying C+ - - - -
Decaying IA- + + + +
Dense CIA+ = =/- = =/-
Difficultly manufacturable
CI+

+/- +/- +/- +/-

Easily manufacturable CI- +/- = + =
Enclosed with opening C+ = =/- = =/-
Identifiable CIA+ = = =/+ =/+
Inert CIA+ - - - -
Invisible C+ =/+ =/+ =/+ =/+
Large I+ N/A N/A N/A N/A
Limited spacious CIA+ N/A N/A N/A N/A
Modifiable CI+ N/A N/A N/A N/A
Modifiable CI- N/A N/A N/A N/A
Movable CIA+ = = = =
Movable CIA- = = = =
Slow CIA+ =/- =/- =/- =/-
Sound producing C- = = = =
Strong CIA+ =/+ =/+ =/+ =/+
Strong CIA- = = = =
Uncopyable C+ - +/- +/- +/-
Visible C- = = =/+ =
Visible CIA+ = =/- - =/-
Visible CIA- = = =/+ =
Weak CIA+ = = = =

Figure 9.21: Trade-off analysis on the impact of properties between hybrid and
physical for the rights management case study. Positive scores indicate that the
hybrid system is more secure than the physical system, negative scores that it is
not. N/A means that the effect was not observed in the case study. (For the exact
operationalization details, see Figure 5.11 in Chapter 5.) The full explanations of
the scores for each goal are Section 9.11.
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Accurate Data Storage,
Transportation and
Processing C-

=/+ =/+ =/+ =/+

Accurate Data Storage,
Transportation and
Processing CIA+

= = = =

Accurate Data Storage,
Transportation and
Processing I-

N/A N/A N/A N/A

Fast Data Processing A- N/A N/A N/A N/A
Fast Data Processing C- N/A N/A N/A N/A
Fast Data Processing I+ =/+ =/+ =/+ =/+
Fast Data Processing I- N/A N/A N/A N/A
Fast Data Storage A+ = = = =
Fast Data Storage C- =/+ =/+ =/+ =/+
Fast Data Storage I+ =/+ =/+ =/+ =/+
Fast Data Transportation A+ = = = =
Fast Data Transportation C- =/+ =/+ =/+ =/+
Program Computational
Complexity CI+

=/+ =/+ =/+ =/+

Program Computational
Complexity CIA-

=/+ =/+ =/+ =/+

Figure 9.22: Trade-off analysis on the impact of properties between hybrid and
digital for the rights management case study. Positive scores indicate that the
hybrid system is more secure than the digital system, negative scores that it is
not. N/A means that the effect was not observed in the case study. (For the exact
operationalization details, see Figure 5.11 in Chapter 5.) The full explanations of
the scores for each goal are Section 9.11.
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System Type Text Music Game Sports Match

Hybrid E-reader and
E-book (S3)

Portable media
player (S9)

Online console
game (S12)

Pay-per-view
(S18)

Physical Book (S1) Tape recorder
(S5)

Board game
(S10)

TV broadcast
(S15)

Digital PDF (S2) PC and MP3
player (S8)

PC game (S11) Live stream
(S16)

Compared to
physical

− − + +

Compared to
digital

+ = + +

Figure 9.23: Comparison of hybrid with physical and digital rights management
systems on confidentiality. (For the exact operationalization details, see Fig-
ure 5.11 in Chapter 5.) The explanation of the scores for each goal is given in
Section 9.11.

9.12 Conclusion

In the last section, we summarize the answers on our general research ques-
tions, and also attempt to answer RQ4RM about the possibility of building a work-
ing RM system for music.

First, concerning (RQ1) about physical properties: we conclude that the effec-
tiveness of physical rights management heavily depends on the properties of the
physical medium. First, physical media require space, have weight and deteriorate
over time, such that they cannot be copied and/or transported easily. Furthermore,
to make a copy, a user requires access to the medium first, which creates additional
challenges such as that the user must be physically close to the medium. By con-
tract, an analog broadcast cannot be easily grounded to a physical phenomenon.
In other cases, visibility also plays a role, for example in the context of live events,
where consumers have to pay at the entrance.

Live events are very effective in enforcing confidentiality. To begin, they are
dependent on time. Static content, such as a board game does not change form
and it therefore relatively easy to copy and the copy has a more lasting value.
By contrast, content that is of a perishable nature such as a live football match
diminishes in value quickly after its creation. Furthermore, they are tied to a
particular location where it can be consumed. Usage control is possible due to the
spatial architecture, which limits the observation of the performance by persons,
who need to enter through a specific entrance. Because of their size and visibility,
persons must pay at this entrance, and this secures the revenue stream. As for



214 Rights Management Systems

copying, performances can be recorded but they cannot be recreated because the
persons doing the performance cannot be recreated.

Second, the comparison of physical and digital rights management (Q2) shows
the main differences to be that physical systems are secure because of local inter-
action, whereas digital systems can be monitored remotely. Monitoring can be
used by some forms of content (live music events) but makes much less sense for
books, which persons read without interacting. A well-known weakness of digi-
tal systems compared to physical ones is that the distribution and manufacture of
digital content is much easier.

We attempted to find different ways of constructing hybrid systems (Q3). We
found four main types of hybrid rights management systems: which tie content to
IT resources (either implicitly or explicitly), to centralized servers or to individu-
als.

Fourth, the trade-off analysis (RQ4) indicates that the effectiveness of solu-
tions depends on the particular content type, but that hybrid solutions are generally
better than digital ones.

9.12.1 Possibility of a Working RM System for Music

Our findings challenge the existing problem definitions concerning DRM. In
DRM research, the objectives are to find adequate and generic protection mech-
anisms for existing digital content. Mechanisms such as secure containers and
watermarking can then be implemented into any digital content. Another problem
definition that has emerged is that DRM is fundamentally flawed because copy-
ing digital content cannot be prevented, any more than water can be made dry.
Indeed, in our research, we have not encountered any system used by consumers
that actually offered a truly secure container. All containers that are in use today
can be breached with some effort after some time. Both problem definitions are
inadequate for understanding the challenges of DRM.

The activity to improve RM systems is best understood not as a quest for
adequate protection mechanisms for existing content, as this content will always
be easier to copy in the future. Rather, it is a search for new content types that
are hard to copy. (Or in Benjamin’s terms, a search for new types of art.) This
search is not futile, as the existence of online games demonstrates. We are far
from locked in a trend of increasing copyability.

Effective rights management always requires a complicated and expensive
physical manufacturing process to create, copy, distribute and/or use it. Content
that requires specific capabilities of hardware such as processing power, storage
or communication has a natural form of DRM. Even without any copy protec-
tion, the content requires specific hardware. An example is a computer game
that required a high performance graphical processing unit. Once the content is
tied to hardware, the hardware can be used for further security, but this is not the
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main copyright protection mechanism. Interactivity with persons further improves
copyright protection.

Our results thus offer a simple explanation for the failure to protect digital
music. The reason that music is easy to copy is not because of lack of secure con-
tainers, rather it is a consequence of the content type of music itself. Regarding
all content protection mechanisms, music scores low in terms of content protec-
tion: It is not physical, not time-bounded, not location-dependent and not inter-
active. Concerning computing capabilities, it requires little storage, processing,
communication and neither is visualization required: general purpose hardware
has sufficed for the past decades. This view also explains why devices such as
the Amazon Kindle are profitable (at least for today): as the hardware to display
E-books is not widely available in other devices, it grounds the E-books to the
Kindle. New types of content are easier to protect and they indeed utilize more
physical protection mechanisms. Internet games playable via a physical console
are a good example of this.

This concludes the last case study of Part II. In the next part we will summarize
and discuss the results from all of the case studies.
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Chapter 10
Conceptual Model of Integrated
Physical and Digital Security

10.1 Introduction

This thesis began with the objective of delivering results to help professionals
and researchers improve information security in a de-perimeterized world. To
this end, we examined different physical and digital security mechanisms and
combinations thereof. This chapter integrates the results from the case studies
into one conceptual model and answers the research questions RQ1-RQ5.

We will do this in the similar approach that we followed in the previous sec-
tions, taking all the results from these case studies into account. We list all the
properties of physical entities that were found in the four case studies in Sec-
tion 10.3. This answers question RQ1: What are the properties of physical enti-
ties that physical security mechanisms depend upon? Next Section 10.4 lists the
digital properties. This answers question RQ2: What are the properties of digital
entities that digital security mechanisms depend upon? We then compare physi-
cal and digital security mechanisms in Section 10.5. This answers question RQ3.
What are the key differences between physical and digital security mechanisms?
Next, we categorize different types of combinations of physical and digital secu-
rity mechanisms, answering question RQ4. How can physical and digital security
mechanisms be combined? Following this, we assess how hybrid solutions can
improve security in Section 10.6, answering question RQ5. What are the trade-
offs between physical and digital mechanisms? Finally we discuss the validity of
the results in Section 10.8.

But first the methods for analyzing the four case studies are presented.

219
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10.2 Method

As stated in Chapter 5 the main method to process the case study results is
analytical induction: analyzing the results step by step and building up knowl-
edge with each new case [180]. As such, this chapter simply presents a summary,
specifically for the main results which are the hypothesis about the impact of dig-
ital and physical properties (RQ1 and RQ2). However, for the other research
questions about differences, combinations and trade-offs, we do analyze the data
further to find more meaning in them. For this we followed the method presented
by Eisenhardt [53]. The idea behind cross-case study analysis is that by con-
stantly comparing the researcher’s preliminary theories with data it is possible to
construct theories that are tightly linked to that data. This tight integration should
result in conclusions with support in the data. (Note that this does not give 100%
certainty - to provide more support, more research is always possible.) No data
should be thrown away just because it does not suit a preliminary theory. Rather,
the data should be studied in various ways: cases should be compared to find sim-
ilarities and differences between them. For similar cases, we examine differences,
whereas for different cases we attempt to discover similarities. From this analy-
sis arise categories, concepts and constructs, which after a series of iterations are
further refined. The cross-examination of data is split across the earlier division
that we made: first we construct a coherent set of properties of physical and digi-
tal properties from all of our case studies. Second, we compare physical systems
with other physical systems, and digital with digital systems. Third, we compare
hybrid systems with physical and digital systems.

10.3 Properties of Physical Entities

Figure 10.1 lists all the physical properties that we have found and their impact
on security, together with the conditions under which these effects hold true.

Property Effect Hypothesis Conditions

Active CIA- An attacker disrupts a process. The person is not malicious.
Active CIA+ A person intervenes in a

process to increase its security.
The person is malicious.

Cohesive CIA+ An attacker cannot use a
cohesive object to hide other
objects inside it.

The process is observed by a
defender.
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Property Effect Hypothesis Conditions

Decaying C+ A decaying object contains
only inaccurate confidential
information.

The object contains confidential
information.
The object is used long enough
to experience wear.
The object should not act as a
capability itself.

Decaying IA- A decaying object becomes
damaged and unusable.

Objects are frequently used.

Dense CIA+ A dense physical object acts as
a barrier for persons who
cannot get inside.

The attacker has no alternative
means to obtain access.

Difficultly
manufac-
turable

CI+ A difficultly manufacturable
object is hard to create or alter
precisely.

Business process depends on
limited and/or unique items.

Easily manu-
facturable

CI- If an object is easy to
manufacture this reduces its
uniqueness and threatens any
process that depends on it.

The attacker has the capability
to reproduce the object.
The objects act as a capability
to access something.
The attacker has the
opportunity to use the object in
the process.

Enclosed with
opening

C+ An enclosure with opening
allows unobserved access to the
confidential information stored
inside.

Person is not malicious.
Persons are screened for
reliability.

Identifiable CIA+ A defender identifies objects to
understand the security status
of the process.

Inert CIA+ An inert object cannot alter or
expose itself or make itself
unusable.

There is no wear.
The object does not have
autonomous capabilities.

Invisible C+ Invisible information cannot be
stolen without attacking the
object that contains it.

Access is physically restricted.
No confidential information is
stored.
There is a physical object that
contains confidential
information.

Large I+ An attacker cannot hide a large
object.

The object is used in the
process.
The process depends on unique
objects.

Limited
spacious

CIA+ The small size of a location
reduces the opportunities for an
attacker to hide herself.

The location in which a process
takes place is small in size.
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Property Effect Hypothesis Conditions

Modifiable CI- An attacker modifies entities
and changes their state.

The attacker is able to modify
objects unobserved.
The attacker precisely modifies
objects.

Modifiable CI+ Persons modify entities as part
of the normal business
processes.

Physical objects are modified in
the process.

Movable CIA- An attacker disrupts a process
by moving objects.

Movable CIA+ Movement of persons and
objects is necessary for
executing a process.

The person is not malicious.

Slow CIA+ Slow objects remain close to
their intended location,
requiring an attacker to travel.

Attacker is already present.
There are no insiders.
The attacker is external and
located somewhere else.

Sound
producing

C- An attacker records sounds. Sounds are confidential.

Strong CIA- A strong physical object is
useful to break a security
mechanism.

The security mechanism is
physically weak.
There is no monitoring in place.

Strong CIA+ A strong physical object
protects confidential
information.

A physical object contains
confidential information.
The physical protection is
strong enough to withstand
attack.
Defenders observe the physical
object.
The attacker does not have the
capability to retrieve the
confidential information.

Uncopyable C+ Persons cannot be copied or
manufactured.

Visible C- An attacker obtains information
when it is visible to her.

There is a physical object that
displays confidential
information.
The attacker should have the
means to copy or remember the
data: for example a physical
key must be copied or
photographed with a camera.
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Property Effect Hypothesis Conditions

Visible CIA- An attacker observes a system
and uses this information to
attack it.

An attacker observes the
process.
An attacker exploits
weaknesses in the security
mechanisms.

Visible CIA+ An object’s visibility allows a
defender to deter, detect and
respond to threats.

Defenders understand the
security effects of (attacker)
actions.
Officials must pay attention.
The physical object does not
expose confidential information
itself.
There is a central policy
enforcement point such as a
gate.

Weak CIA+ An attacker cannot bypass
security mechanisms because
she lacks physical strength.

Physical barrier is present.

Figure 10.1: Complete list of physical properties and their effects.
With these results, we performed a careful study of all properties found in the

case studies. Analyzing their differences and similarities led to the identification
of different clusters of properties (Figure 10.2). Each cluster represents a related
set of properties that are relevant for security.

• The architectural cluster shows that spaces plays a great role in provid-
ing security. Physical entities such as servers are secure because they are
locked inside a data center. A ballot box does not provide enough space to
hold thousands of ballots, and this limits the options for voting fraud. The
opening of the ballot box only allows the deposit of at most one or two bal-
lots at a time. Thus architecture provides assurance of the confidentiality,
availability and integrity of information.

• Audible entities impact security because the sounds they produce might be
confidential. Apart from the case study on rights management it was not
encountered in other case studies as having a specific effect.

• Independence concerns the ability of entities to act or to resist action from
others. Physical structures are resistant to change and do not act: persons
cannot walk through walls, paper does not monitor the writer, keys do not
alter shape, and persons need physical force to break open a lock. Inertness
provides assurance that a system configured in a particular way will be the
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Cluster Property

Architectural Dense
Enclosed with opening
Limited spacious

Audible Sound producing
Independence Active

Inert
Movable
Slow

Material Cohesive
Decaying
Difficultly manufacturable
Easily manufacturable
Modifiable
Strong
Uncopyable
Weak

Visual Identifiable
Invisible
Large
Visible

Figure 10.2: Clusters of physical properties.

same in the next moment, even if no one is observing it. Our analysis
indicates that inertness has two distinct tasks in promoting security.

First, physical security mechanisms are often inert themselves - walls, locks,
ballot boxes are in a low energy state and cannot change themselves and
they resist change from outside. These physical security mechanisms pro-
tect a space.

Second, their inertness also provides assurance of the inertness of the space
inside it and the entities that must be protected. As an example: because the
ballot box is inert and the ballots are inert, we are sure that the votes remain
the same. The same holds true for a data center: because of physical secu-
rity, we are certain that the inert cables do not change position. By contrast,
in an open environment inertness does not provide guarantees. For example
voting ballots on a desk can be changed by the people sitting behind them.

In contrast to inertness is transportation and the ability to move. Transporta-
tion of physical entities is limited by cost and time. To execute a physical
attack, the attacker has to move herself physically to the spot, together with
all the equipment that she needs:
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– In order to break a lock one has to travel to the lock itself.

– To commit voting fraud by impersonating a voter, one has to go to the
polling station.

Transportation costs limit user’s ability to transport entities such as books,
enabling physical rights management. In addition to these, the attacker risks
detection on the location of the attack, because she is visible.

• The material complexity of entities varies: some objects are easier to man-
ufacture than others. Physical security would be radically different if per-
sons could manufacture all physical entities easily. However, this requires
physical equipment, which is visible and slow to transport. Thus we can
be assured that the number of ballot boxes does not double suddenly, or
that someone cannot create a network cable out of nothing. Rights man-
agement works because the manufacturing capabilities of individuals are
limited. The most complex physical entities are persons: an underlying as-
sumption behind most security systems is that persons cannot be duplicated.
If this property would not hold, identification of persons through visibility
would fail and no one could be held accountable.

• The last properties are contained in the visual cluster. Visibility of enti-
ties is determined by the properties entities themselves, such as size and
shape, as well as by the observation capabilities of the persons looking at
them. Concerning security, visibility gives assurance that entities are in a
specific state and location. If this information confirms to a particular se-
curity goal, this gives assurance in the security of a system; if this is not
the case, corrective action can be taken. Visibility is not always a positive
contribution to security: several physical processes require invisibility or -
in information security terms - confidentiality. Examples of these are secu-
rity implemented with locks and keys, paper containing votes and persons
entering passwords on keyboards. Thus, it is limited visibility that enables
most security processes: there is enough visibility to realize confidentiality,
but not enough to reduce assurance.

Candidate clusters that were left out of the final results include “persons”,
“identities” and ”transportation” and we chose to explain their properties in terms
of other clusters. First, persons play a role in moving and modifying physical
entities and conveying information to each other. Their location (or “presence”)
is important for live performances. Also persons are “non-deterministic”. This
characteristic makes it more difficult to script persons. Whereas a virus attack
would work on any computer with a specific software program, a social engineer-
ing attack does not work in the same way every time it is attempted. However
as the social domain is mostly excluded from the research as we focus on low
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level physical mechanisms this property is left out. Second, there is the concept
of “identifiability”. We see this as an emergent property of visibility, inertness and
manufacturing capabilities: to identify something in the physical world requires it
to be visible and in a steady shape, which is related to the inertness property. Fi-
nally manufacturing capabilities impact identification - easy copying casts doubt
about the identification of entities. Third there is ”transportation”. We see this as
included in the concept of independence, whether entities are capable of moving
themselves or being moved by others.

This answers question RQ1 about the security relevant properties of physical
entities.

10.4 Properties of Digital Entities

Figure 10.3 lists all the digital properties and their impact on security, together
with the conditions under which these effects hold true.

Property Effect Hypothesis Conditions

Accurate Data
Storage,
Transportation and
Processing

C- Accuracy increases
possibility for transfer of
data outside of system or
abuse by an attacker.

The system is compromised
or compromisable.
The system is connected.

Accurate Data
Storage,
Transportation and
Processing

CIA+ Accuracy of IT increases
security.

Data cannot be transported
out of the system.
The system is not
compromisable (controlled
by the organization setting
the policies that are accurate
and complete).

Accurate Data
Storage,
Transportation and
Processing

I- Accuracy makes record
forgery easy.

Fast Data Processing A- Fast modification of data
makes abuse easy.

The system is compromised
or compromisable.

Fast Data Processing C- Fast data processing makes
examining and stealing
confidential data easy.

The system is compromised
or compromisable.

Fast Data Processing I- Fast data processing makes
changing a system’s state
easy.

The system is compromised
or compromisable.
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Property Effect Hypothesis Conditions

Fast Data Processing I+ System monitoring
increases integrity because
it detects errors and attacks.

There is a remote site.
The system is distributed.
There is a trusted system
base that monitors the
system.

Fast Data Storage A+ Fast data storage makes it
easy to keep data available.

Fast Data Storage C- Fast data storage makes
sharing confidential
information easy.

The system is compromised
or compromisable.

Fast Data Storage I+ Fast data storage allows a
defender to record logs of
activities and use them to
check for integrity errors
and attacks.

The system is isolated.

Fast Data
Transportation

A+ Fast data transportation
makes it easy to store data
at a remote site.

The system is connected.

Fast Data
Transportation

C- Fast data transportation
makes it easy to store
confidential data at a
remote, uncontrolled site.

Program
Computational
Complexity

CI+ Cryptographic functions
keep data confidential.

Program
Computational
Complexity

CIA- System complexity
increases the chance of
errors and abuse.

Figure 10.3: Complete list of digital properties and their effects.

We observe three clusters of digital properties (Figure 10.4). Each cluster
represents a related set of properties that are relevant for security. A general char-
acterization - in line with earlier theories about the impact of automation - is that
digital systems work fast and accurate but are complex. All of the underlying
properties can be used by both attackers (having a negative effect on security) or
by defenders (having a positive effect on security). If we consider the conditions
under which these have a positive effect are that the initial system or a part of
it can be trusted and is isolated or disconnected from other systems. Program
complexity works asymmetric: for defenders, complexity allows for data encryp-
tion whereas complexity is also conducive to errors that help the attackers. This
answers question RQ2 about the security relevant properties of digital entities.
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Cluster Property

Accuracy Accurate Data Storage, Transportation and
Processing

Complexity Program Computational Complexity
Speed Fast Data Processing

Fast Data Storage
Fast Data Transportation

Figure 10.4: Clusters of digital properties.

10.5 Comparison between Physical and Digital Systems

10.5.1 Comparison on Goal Realization through Properties

We now compare physical and digital security mechanisms on goal realiza-
tion. As we already mentioned in Chapter 5 on Methods, results depend on goals,
context and mechanisms. It is hard to come to universal conclusions as to whether
physical or digital security is better in realizing security goals. They are differ-
ent, and in this section we compare the physical and digital security mechanisms
on goal realization. Figure 10.5 aggregates the results from all the case studies
(Figures 6.15, 7.12, 8.20, and 9.15).

• First, for general security impact, we notice there are many more distinct
security properties identified for physical security (both positive and nega-
tive) than for digital security. (This is also true for the specific security goals
of confidentiality, integrity and availability discussed below.) The general
defense mechanism in the digital domain is accuracy, which is offset by
complexity: if systems accurately work as designed (including their pro-
grammed response attacks) they are secure. However system complexity
leads to errors that can be exploited by attackers.

• Second, for confidentiality there is a positive effect of the environment
through material properties, and (in)visibly, whereas digital systems mainly
depend on complexity through cryptographic functions. Negative physical
effects are present through weaknesses in the material properties and visi-
bility, whereas digital effects mainly concern the capabilities of the attacker
in terms of speed and accuracy of her tools.

• Third, for data integrity, integrity is positively impact by material properties
and capabilities of the defender to monitor the system. In the physical world
integrity is limited by decay and easy means to create objects; in the digital
world it is affected by the capabilities of the attacker.
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Security Goal Effect Physical Property Digital Property

All + Active, Cohesive, Dense,
Identifiable, Inert, Limited
spacious, Movable, Slow,
Strong, Visible, Weak

Accurate Data Storage,
Transportation and
Processing

- Active, Movable, Strong,
Visible

Program Computational
Complexity

Confidentiality + Decaying, Difficultly
manufacturable, Enclosed
with opening, Invisible,
Modifiable, Uncopyable

Program Computational
Complexity

- Easily manufacturable,
Modifiable, Sound
producing, Visible

Accurate Data Storage,
Transportation and
Processing, Fast Data
Processing, Fast Data
Storage, Fast Data
Transportation

Integrity + Difficultly manufacturable,
Large, Modifiable

Fast Data Processing, Fast
Data Storage, Program
Computational Complexity

- Decaying, Easily
manufacturable, Modifiable

Accurate Data Storage,
Transportation and
Processing, Fast Data
Processing

Availability + N/A Fast Data Storage, Fast Data
Transportation

- Decaying Fast Data Processing

Figure 10.5: Comparison of all physical and digital properties on their ability to
realize security goals.

• Fourth, availability in the physical domain does not have a specific property
that has a positive effect (this is aided by general impact of security prop-
erties in the first bullet). In the digital domain availability of data is aided
by rapid distribution of data. Finally, availability in the physical domain
is reduced by decay, and in the digital domain it is reduced by fast data
processing by attackers who can rapidly delete data.

10.5.2 Comparison for Case Studies

We will now look deeper into the findings for our individual case studies.
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Access Control First, for access control, we concluded that physical access con-
trol is not fool-proof, attacks take time, and attackers risk detection. Physical
security is layered and discretionary. The enforcement is distributed over many
doors and locks, and the constructions are such that violations are always possi-
ble. By comparison, logical access control is very precise and less layered: either
a person has access to an object or she does not. The reference monitor is a form of
mandatory access control and must function perfectly, or else the system’s secu-
rity is completely breached. However logical security has three main advantages:
first, management is centralized, and an administrator can uniformly configure
access. Second, access by users can be logged and this increases accountability.
Third, logical security policies are much more expressive. For example we cannot
create a standard physical lock that can only be opened during office hours, but
such fine-grained policies can be expressed in logical systems. These differences
are explainable by the physical property clusters of inertness, transportation and
architecture that slow down actions by both attackers and defenders, in contrast to
the volatility and precision of digital systems.

Voting Second, for voting systems, we concluded that in the absence of high-
tech equipment such as cameras and sensors, the physical paper voting process can
ensure adequate confidentiality and integrity. A direct comparison between com-
pletely electronic voting and paper voting leads to the conclusion that electronic
voting systems score less on all security goals, because they cannot be inspected
easily.

IT Infrastructure Third, for IT infrastructure, we concluded that physical mech-
anisms are especially beneficial when few changes are made to systems, whereas
digital mechanisms are preferred when systems are very dynamic. The cost of
changes (time, effort) for digital systems is much lower than for physical systems.
However, because misconfigurations are always possible, the monitoring and au-
diting effort increase substantially for every physical security mechanism that is
replaced by a digital mechanism.

Rights Management Fourth, for rights management, the effectiveness of mech-
anisms depends on the form of content. Digitally restricted music files are hard to
secure, even using physical mechanisms, whereas access to music performances
is easy to control physically.

This answers question RQ3.
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# Explanation Example Place in Taxonomy

S01 Logical system
sampling the
physical
environment.

LBAC Location Dependent

S02 Parallel system Electronic voting next to digital
voting

Parallel

S03 Serial system Vote printer Serial
S04 Processing

separation
Virtual machines running on
different processors

Isolated

S05 Storage separation Virtual machines storing data on
different physical systems

Isolated

S06 Network separation Virtual machines running on
physically separated servers

Isolated

S07 Implicit dependent
on data processing

CPU power Processing Power
Dependent

S08 Implicit dependent
on data storage

Large data storage Data Storage
Dependeny

S09 Implicit dependent
on data visualization

Specific visualizations Visualization
Dependeny

S10 Implicit dependent
on data interactivity

Specific user interactions Interactivity
Dependency

S11 Explicit dependent
on hardware

Specific hardware or network Explicit Dependency

S12 Person dependent Person Person Dependent

Figure 10.6: Summary of hybrid system types. The last column lists the name in
the taxonomy in Figure 10.7

10.6 Combinations

Figure 10.6 shows the list of hybrid systems that we encountered in the four
case studies (Figures 6.18, 7.15, 8.23 and 9.20). We analyze these hybrid combi-
nations to cluster these. At first, we observe very different patterns of integrating
physical and digital security. In the case of access control, the integration takes
the form of location-based access control, which ties access control decisions to
the location of the user (and sometimes of the artifact she intends to manipulate).
For voting, integration means automating only specific parts of the election pro-
cess. For example, ballot counting is automated whereas vote casting is still done
by hand. As for IT infrastructure, integration means using both physical and log-
ical mechanisms for separating systems. For rights management, the possibility
of combining physical and digital mechanisms depends on the type of contents.
For digital content, integration means having it depend on physical limitations of
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hardware (such as processing speed) or on the availability of persons that use it
(for online console games). Repeated analysis of these combinations and the secu-
rity mechanisms discovered in the case studies led to the taxonomy in Figure 10.7.
Hybrid systems are split into three types:

HybridSystem
DigitalizedPhysical system made more digital

PhysicalizedDigital system made more physical IsolatedPhysically separatedcomponentsDependent on PhysicalPhenomenon PersonDependent ExplicitDependencyParallelProcess with physical and digital workflows
Digital Monitoring of Physical SystemDigital Validation of Physical StructureAutomation of Physical Process Steps

Pure HybridSeparate physical and digital proces SerialSequential process with physical and digital steps
LocationDependentHardwareDependent Interactivity Dependent

Processing PowerDependentData StorageDependentVisualizationDependentImplicitDependency

Figure 10.7: Taxonomy of hybrid systems.

1. physicalized systems that use physical protection mechanisms

2. pure hybrid systems, which combine physical and digital process steps

3. digitalized systems that use digital protection mechanisms

For physicalized systems there are two main hybrid forms: first there is isolation,
found in the IT Infrastructure case study: processing, storage and communication.
Second is dependence: grounding digital systems to physical phenomena. There
are three main forms of dependencies:

1. location dependence (from case study on access control)

2. hardware dependence (from case study on rights management)

3. person dependence (from case study on rights management)
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Hardware dependence can further be split in explicit dependencies (hardware en-
cryption such as TPMs and HSMs) or implicit dependencies, for example neces-
sary storage, processing and communication. Dependencies on persons include
all methods to keep a person in the loop, including strong authentication methods
such as iris scanners and captchas.

There are also pure hybrid systems, which are derived from the voting case
study:

1. parallel systems that execute physical and digital processes in parallel

2. serial systems that execute physical and digital steps consecutively

The principle behind parallelization is that each process is independent and dis-
tinct and have orthogonal failure modes or vulnerabilities to attacks. Serial sys-
tems are maybe best understood as the creation of composite materials: rather
than using one type of material, multiple different layers are combined, resulting
in a stronger overall process or structure.

Finally there are digitalized systems, and these form the counterpart of the first
category: physical systems that are made more digital. To begin, there are exist-
ing monitoring solutions such as digital cameras in data centers and other types
of sensors to detect activity. Cameras combine the physical property of visibility
with the digital ability to monitor at a distance. The next two system types (vali-
dation and physical automation) are more speculative. The first system type arises
out of our discussions with the partners from our virtualization case study. It could
be possible to audit the IT structure inside a data center, by checking the physi-
cal connections between the components digitally. For example, if each cable
and switch is equipped with RFID tags an engineer can scan the location of these
tags and check if they are in the right place. This could greatly simplify auditing
procedures and improve assurance. The second system type concerns physical
automation and arises out of the case study on voting. Rather than making paper
ballots digital and having a computer process them internally, we propose using
techniques from industrial manufacturing to reduce errors in ballot transportation
and counting. This “physical automation” could be useful for other situations as
well and we will further explore this idea in Section 13.5 on Future Work.

Figure 10.8 extends the information in the taxonomy. For each node, an ex-
planation is given, together with an explanation of the requirements as well as an
example. This answers research question RQ4.

Name Explanation Requirements Example

Physicalized Digital system made more
physical

See Isolation and
Dependence

-

Isolation Physically separated
components

Different pieces of
hardware

Separate server racks in
data center
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Name Explanation Requirements Example

Dependence Dependence on physical
phenomenon

See Location,
Hardware and Person

-

Location Dependence on specific
location

No specific
requirements

Location-based access
control

Hardware Dependence on specific
hardware

See Implicit and
Explicit

DRM

Person Dependence on specific
person

Person is in the
transaction loop

Captcha

Implicit Hardware implicitly
required

Process is hardware
intensive

Apple iPad

Explicit Hardware explicitly
required

Hardware can be
secured

TPM, HSM

Processing
Power

Processing power required Process is computation
intensive

3D rendering software

Data storage Data storage required Process is storage
intensive

Google search engine
database

Interactivity Interactivity required Process requires
special user interaction

Sony Playstation game
console

Visualization Visualization required Process outputs to
specific screen format

iPhone

Pure hybrid Separate physical and
digital processes

Transactions do not
have to occur
instantaneously

-

Parallel Parallel process with
physical and digital work
flows

Process has limited
number of transactions

Two voting processes,
one electronic, one
physical

Serial Sequential process with
physical and digital steps

Process has limited
number of transactions

Voting process with
printer and scanner

Digitalized Physical system made
more digital

See Monitoring,
Validation and Physical
automation

-

Monitoring Monitoring added Process should be
visible

Voting process
monitored by camera

Validation Validation of physical
structure

Hardware should have
digital network

Self auditing server
rack

Physical
automation

Automation of physical
process steps

Transactions do not
have to occur
instantaneously

Automatic unloading
of ships with robots

Figure 10.8: Explanation of hybrid system taxonomy with examples of applica-
tions.
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10.7 Trade-off Analysis

10.7.1 Trade-off Analysis on Properties

Figure 10.9 and 10.10 show the trade-off analysis on the effect of physical and
digital properties. The entries of the table are qualitative judgments based on our
analysis of the case studies. Figure 10.11 aggregates the results of all case studies
(Figures 6.22, 7.18, 8.26, and 9.23). Again, for the exact operationalization details
used in the case studies, we refer to Figure 5.11 in Chapter 5.
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Hypothesis LBAC
Ball

ot
Prin

ter

Optic
al

Sca
n M

ac
hine

Red
undan

t Syst
em

Sca
nteg

rit
y II

Pen
Syst

em

Pro
ces

sin
g

Stor
ag

e

Netw
or

k

E-re
ad

er
an

d E-boo
k

Por
tab

le
M

ed
ia

Play
er

Onlin
e Con

sol
e Gam

e

Pay
-per-

vie
w

Active CIA+ = = = = = = = = + + + +
Active CIA- - - - - - - - - + + + +
Cohesive CIA+ =/+ =/+ =/+ = = = =
Decaying C+ N/A N/A N/A - - - -
Decaying IA- =/+ N/A N/A N/A N/A N/A N/A N/A N/A + + + +
Dense CIA+ = = = = = = = = = = =/- = =/-
Difficultly
manufacturable
CI+

=/+ =/+ =/+ =/+ =/+ = = = +/- +/- +/- +/-

Easily
manufacturable CI-

=/+ = = = = = N/A N/A N/A +/- = + =

Enclosed with
opening C+

= = = = = = = = = =/- = =/-

Identifiable CIA+ - - - = = =/+ =/+
Inert CIA+ - - - - - - - - - - - -
Invisible C+ =/+ = = = = = = = = =/+ =/+ =/+ =/+
Large I+ = = = = = = = = N/A N/A N/A N/A
Limited spacious
CIA+

= = = = = = = = = N/A N/A N/A N/A

Modifiable CI+ = = = = = = = = N/A N/A N/A N/A
Modifiable CI- = = = = = = = = N/A N/A N/A N/A
Movable CIA+ = = = = = =/- =/- =/- = = = =
Movable CIA- = = = = = =/+ =/+ =/+ = = = =
Slow CIA+ =/+ =/- =/- =/- =/- =/- =/- =/- =/- =/- =/- =/- =/-
Sound producing
C-

= = = =

Strong CIA+ = = = = = = =/+ =/+ =/+ =/+ =/+ =/+ =/+
Strong CIA- =/+ = = = = = =/+ =/+ =/+ = = = =
Uncopyable C+ N/A N/A N/A - +/- +/- +/-
Visible C- =/+ = = = = = N/A N/A N/A = = =/+ =
Visible CIA+ = =/- =/- =/- =/- =/- - - - = =/- - =/-
Visible CIA- + = = = = = - - - = = =/+ =
Weak CIA+ = = = = = = = = = = = = =

Figure 10.9: Trade-off analysis on the impact of properties between hybrid and
physical. Positive scores indicate that the hybrid system is more secure than the
physical system, negative scores that it is not. N/A means that the effect was not
observed in the case study. Empty cells indicate the property was not identified
yet.(For the exact operationalization details, see Figure 5.11 in Chapter 5.)
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Accurate Data
Storage,
Transportation and
Processing C-

= = = =/+ =/+ =/+ =/+

Accurate Data
Storage,
Transportation and
Processing CIA+

= =/- =/- = =/- = = = = = = = =

Accurate Data
Storage,
Transportation and
Processing I-

+ + + + + =/+ =/+ =/+ N/A N/A N/A N/A

Fast Data
Processing A-

+ + =/+ + =/+ =/+ =/+ =/+ N/A N/A N/A N/A

Fast Data
Processing C-

= = = N/A N/A N/A N/A

Fast Data
Processing I+

N/A N/A N/A =/+ =/+ =/+ =/+

Fast Data
Processing I-

= = = N/A N/A N/A N/A

Fast Data Storage
A+

= = = = = = =

Fast Data Storage
C-

= + = = = = =/+ =/+ =/+ =/+ =/+ =/+

Fast Data Storage
I+

= = = =/+ =/+ =/+ =/+

Fast Data
Transportation A+

= = = = = = =

Fast Data
Transportation C-

= = =/+ =/+ =/+ =/+ =/+

Program
Computational
Complexity CI+

N/A N/A N/A =/+ =/+ =/+ =/+

Program
Computational
Complexity CIA-

=/+ =/+ =/+ =/+ =/+ =/+ =/+ =/+ =/+ =/+ =/+ =/+

Figure 10.10: Trade-off analysis on the impact of properties between hybrid and
digital. Positive scores indicate that the hybrid system is more secure than the
digital system, negative scores that it is not. N/A means that the effect was not
observed in the case study. Empty cells indicate the property was not identified
yet.(For the exact operationalization details, see Figure 5.11 in Chapter 5.)
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10.7.2 Trade-off Analysis on Goals

• Confidentiality Regarding confidentiality, we see that most hybrid systems
score worse than physical systems, with the exceptions of access control
and some rights management systems. The positive estimation for hybrid
access control (LBAC) can be explained by the fact that the system as a
whole works better whereas the security of data inside the system itself has
not been considered. For the rights management systems, this can be at-
tributed to a slightly different application of confidentiality: as mentioned
for rights management systems confidentiality is better understood as lim-
ited availability. (See also Section 9.4.) Compared to digital systems, the
evidence is clearer: hybrid systems score better on confidentiality.

• Integrity Regarding integrity, we see that hybrid systems score better than
both physical and digital systems. The only ± score comes from the com-
parison of hybrid IT infrastructure with physical infrastructure. This is
caused by the fact that a hybrid system can easily be misconfigured such
that it becomes as much volatile as a purely digital system.

• Availability Regarding availability, there is no clear winner if we decide
between physical and hybrid systems. Hybrid systems for voting can score
worse because they need both the physical and digital components to work.
Otherwise LBAC can help to ensure security goals better than pure physical
access control, and hybrid infrastructures replicate data better across differ-
ent sites, while not becoming too volatile as some parts remain physical.
The volatility of hybrid systems is also relevant if we compare them to dig-
ital systems: hybrid scores mostly better than pure digital systems because
digital systems can be brought down more easily.

Figure 10.12 presents the conclusions in a qualitative way.
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Digital
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Figure 10.11: Hybrid systems compared to physical and digital systems.

DigitalizeConfidentiality DigitalizeIntegrity DigitalizeAvailability
Figure 10.12: Qualitative representation of trade-offs for realizing security goals
in physical, hybrid and digital systems, based on findings in Section 10.7.

10.7.3 Testing of Hypothesis for Hybrid Systems

We will now also test the hypotheses posed in Chapter 5 about the benefits of
hybrid systems using the results from Figure 10.11.

H1 Accumulation of negative properties: a combination amplifies the worst
properties of physical and digital systems.
For H1 to be accepted, the hybrid system should be worse than either a
physical or digital system for a given goal. This hypothesis is clearly re-
futed: almost all hybrid systems score as good or better than their digital
counterparts.

H2 Compensation: negative properties are limited by a positive property or vice
versa.
For H2 to be accepted, the hybrid system’s security should be between that
of the related physical and digital system. (For a given goal it should score
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better than a digital system, but worse than a physical system or vice versa.)
This hypothesis is supported by most of the cases shown in Figure 10.11.

H3 Accumulation of positive properties: a combination amplifies the best prop-
erties of physical and digital systems.
For H3 to be accepted, the hybrid system should score better than both the
physical and the digital system. Figure 10.11 shows some support for this
hypothesis as well, especially for integrity.

10.8 Validity

Now that the results to the first five research questions have been presented,
we can examine their validity. This is done by returning to the issues posed in
Chapter 5: whether individual constructs are valid, and whether theoretical sat-
uration has occurred, meaning if there is evidence that after adding information
from each case, the amount of new information found in each subsequent case is
diminished. This requires us first to define the constructs that form the results. In
this thesis we have three types of results:

1. Properties of physical and digital entities

2. Taxonomy of hybrid systems

3. Comparison of physical and digital systems

Each of these constructs is different, and therefore we will also examine validity
for each construct individually.

Properties of Physical and Digital Entities First, the hypotheses, namely the
effects of the properties have all been demonstrated in the four case studies; they
are analytically correct. If we consider the property of inertness, we can find all
references to this property in the case studies. Second, the question can be posed
whether there are other properties that have not been discovered in this research.
This is again the issue of theoretical saturation. We examine this in Figure 10.13,
which shows how many new hypothesis were identified in each case study.

If we consider the total number of new hypotheses for both the digital and
physical domain, we observe a small increase in the number of new properties
from the access control case to the voting case, after which the number of new
properties decreases significantly. A likely explanation for initial increase is that
there were no digital threats examined in access control. Had this been the case,
there likely would have been no initial increase.

This gives some evidence that the hypotheses identified are capable to explain
a large part of physical and digital security. However, the possibility exists that
new properties and hypothesis can be found in future case studies.
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Case Study # New Physical
Hypotheses

# New Digital
Hypotheses

Total

Access Control 12 1 13
Voting 10 4 14
IT Infrastructure 2 7 9
Rights Management 3 2 5

Figure 10.13: Newly discovered hypothesis in each subsequent case study.

Taxonomy of Hybrid Systems Concerning the taxonomy, we can observe the
different types of hybrid combinations. Items in the taxonomy can be traced back
to the case studies. New case studies could potentially add more detail to the
taxonomy (or possibly restructure it), but the taxonomy as it has been presented
here is a valid for the case studies.

Comparison of Physical and Digital Systems Regarding the comparison, this
constitutes a summary of the differences between physical and digital properties.
Hence the same comments apply for the comparison.

Trade-off Analysis Trade-off analysis between digital and hybrid systems and
between physical and hybrid systems is done transparently, and the rationale for
each data point is explained. As such the conclusions are traceable from the evi-
dence. Based on this evidence and argumentation, we conclude that there is suffi-
cient evidence available to establish positive support of the three types of results.

10.9 Conclusion

In this chapter we integrated the results from the four case studies in a cross-
case analysis. This allowed us to answered the first five the research questions:

RQ1: What are the properties of physical entities that physical security mecha-
nisms depend upon?

Concerning the first research question, five clusters of physical security
properties were discovered, namely the architectural, audible, independent,
material and visual cluster. Properties are applicable (i) as requirements for
physical security modeling, (ii) to construct security arguments and (iii) as
targets for enhancement of security mechanisms. For example, now that it
is known that inertness, visibility and other properties have a positive effect
on security, engineers can develop systems that amplify those properties.
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RQ2: What are the properties of digital entities that digital security mechanisms
depend upon?
As for the second research question, we identified five properties of digi-
tal systems: program computational complexity, Fast data processing, Fast
data storage, Fast data transportation and finally Accurate data storage,
transportation and processing. Similar to physical properties, we can de-
sign systems that enhance the positive effects of these properties.

RQ3: What are the key differences between physical and digital security mecha-
nisms?
Regarding the third research question, we found that security goals are not
uniformly better satisfied by either digital or physical systems. The exact
security goals (confidentiality, integrity, availability) should be taken into
account, as well as the particular context in which the system is function-
ing. Specific security-relevant characteristics of digital systems (as opposed
to physical systems) include their volatility and their ability to monitor and
keep track of history. These results are applicable for the prediction of the
effect of automation, which is the removal of physical strength and weak-
nesses (the properties from the first research question) and the introduction
of digital strengths and weaknesses. Second, engineers can use the knowl-
edge to create stronger security mechanisms that embody strengths from
both types.

RQ4: How can physical and digital security mechanisms be combined?
The answer of the fourth question is a taxonomy of possible types of hybrid
systems. These are applicable as design patterns: generic solutions that
engineers can apply in their system design. Vice versa, they are also useful
to evaluate the security of existing systems. The relative security of hybrid
systems compared to purely physical or digital systems is the answer to
question four and it provides condensed advice to system architects:

– Purely digital systems should be avoided.

– Hybrid systems have better integrity than physical systems.

– The more important confidentiality is, the more physical mechanisms
should be applied.

RQ5: What are the trade-offs between physical and digital mechanisms?
The answer to the fifth question about the trade-offs is shows in Figure 10.12.
Confidentiality clearly requires systems to be more physical. Integrity is
best aided by a hybrid system. Availability of a purely digital system is
tends to be worse than that of a pure physical or hybrid system.
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In the remaining chapters, we will answer RQ6 (How can we apply the knowl-
edge about physical and digital properties, combinations and trade-offs to improve
security in an integrated way?) and reflect on the complete results.
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Chapter 11
Application of Results

11.1 Introduction

With the main analytical results of the thesis being presented in Chapter 10,
we now turn to their practical application and answer the last research question
(RQ6): How can we apply the knowledge about physical and digital properties,
combinations and trade-offs to improve security in an integrated way? We do this
in three steps. First, Section 11.2 explains how the answers to the research ques-
tion can be applied. Second, Section 11.3 shows the implications of the research
results to the four case studies: how we can improve on access control, voting sys-
tems, IT infrastructure and rights management. Fourth, Section 11.4 presents two
new methods that can be used by practitioners, which can be used to apply the re-
search results. The first, the “Integrated Risk Assessment Method” is intended for
assessing the security of existing systems and uses the knowledge about security
properties. The second, the “Pattern Library for Integrated Security Design” can
be used for designing integrated secure systems. This method extends the results
from RQ4 about types of hybrid systems by creating security patterns from them.

11.2 Application per Research Question

11.2.1 Physical and Digital Properties

First, the security properties listed earlier are requirements for physical secu-
rity modeling. It has been demonstrated that they have an impact on security, and
therefore every comprehensive physical security model should minimally incor-
porate these properties in order to produce meaningful results.

Second, the properties are useful to construct security arguments. (“Because
a system uses certain properties, it is more secure.”) Third, these properties are

245
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targets for enhancement of security mechanisms. Now that it is known that inert-
ness, visibility and other properties have a positive effect on security, engineers
can develop systems that amplify those properties or stimulate the conditions un-
der which they are effective. For example to thwart off attackers who turn on
cell phone cameras remotely, a small physical switch can be designed that can
disconnect the power cable of a camera, rendering it inert, but also makes this
disconnect visible through transparent plastic. If the user wants to ensure that her
phone cannot take any pictures, she simply flips the switch. The need for such
a mechanism is underscored by the fact that researchers are currently exploring
malware that can even create a 3D model of the smartphone’s environment [199].

11.2.2 Comparison between Physical and Digital Systems

First, knowledge of physical and digital security’s strengths and weaknesses
can be used to predict effects of automation: for example the Dutch public trans-
port system, which was using paper tickets, has been automated and travelers now
use contactless smart cards as payment method and ticket1. This automation has
led to a number of surprises, which in retrospect were perfectly predictable using
our results. We give two examples of these.

• When travelers pay in the old-fashioned way, the result is an inert and visi-
ble entity: the paper ticket. In the automated system, the payment becomes
a dynamic and volatile process under the influence of the fast data process-
ing property. First a traveler checks in using her smart card, and when she
is finished with her journey she checks out. This flexible system introduces
possible errors such as travelers checking in twice or forgetting to check
out. A digital system can compensate for this using monitoring and audit-
ing. However these mechanisms are cumbersome and ineffective for the
user as she cannot easily check the card herself for errors (the visibility
property is lost), and the public transport operators only refund a part of the
money. With these differences in mind, the system architects could have
realized the need for improved auditing and offered simple solutions to the
users.

• The contactless smartcard turned out to be easily hacked, leading to pub-
lic outrage. In retrospect this could have been foreseen by security experts
simply applying logical thinking: IT systems have flaws and weaknesses (in
this case weak, out-of-date, proprietary cryptography) which allows them
to be hacked. Automation replaces ticket forgery (manufacturing property)
with other types of fraud. However, the central transaction processing sys-
tem that is available to the operators is capable of monitoring abuse and

1http://www.ovchipcard.nl
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limiting its impact, similar to banks monitoring transactions for indications
of fraud. This feature was not known to the general public and this was one
of the main reasons for outrage as they saw the systems as having failed
completely. If instead it had been known earlier, the public’s opinion might
not have been so negative.

Second, engineers can use knowledge of physical and digital security strengths
and weaknesses to create stronger security mechanisms. As an example we con-
sider the problem of proving the absence or presence of network connections, out-
lined in Chapter 8.2 With existing technology, network connections can be either
configured digitally (through a switch) or physically (through a patch cabinet).
The former has the disadvantage of being changeable easily, as digital configura-
tions are volatile, and the latter has the disadvantage of being hard to audit because
cables need to be traced.

However with the knowledge of physical and digital security mechanisms, we
can design a switch that is physically configurable, providing much more rigid-
ity than current digital solutions, while still allowing for auditing and monitoring.
This switch is shown in Figure 11.1. To connect different servers, the administra-
tor has to physically push a button. In this example, servers connected to patch
1 and 4, and 2 and 3 are connected, indicated by the dark color of the (enabled)
buttons on the right. Such a switch uses a new mixture of physical and digital sep-
aration, and combines the most beneficial properties of the physical and digital
domain as shown in Figure 11.2.

11.2.3 Combinations

The answer to question RQ4 is a taxonomy of possible types of hybrid sys-
tems, and an explanation of the requirements for applying each node. These are
useful as design patterns: generic solutions that engineers can apply in their sys-
tem design. Engineers can use Figure 10.8 to find the requirements for each pat-
tern. (Section 11.4 presents the specific patterns for these.)

They are also useful to evaluate the security of existing systems. For example
if experts intend to understand the security of the Dutch public transport system,
they can scan for the presence of the patterns mentioned above.

11.2.4 Trade-off Analysis

The relative security of hybrid systems compared to purely physical or digital
systems is the answer to question RQ5 and it provides condensed advice about
trade-offs for system architects:

• Purely digital systems tend to be less secure than physical or hybrid ones.
2This example based on Van Cleeff et al. [208].
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Figure 11.1: Schema of a physically configurable switch.

Domain Property Explanation

Physical Strong Changes require a physical presence.
Inert After clicking, the buttons remain in the

same position.
Visible The active network connections can be

visually inspected.
Digital Accurate Data Storage,

Transportation and
Processing

The buttons are clearly indicated, it is not
necessary to swap cables in a patch
cabinet.

Accurate Data Storage,
Transportation and
Processing

The switch can record the button clicks.

Figure 11.2: Beneficial physical and digital properties of the proposed switch.

• Hybrid systems have better integrity than physical systems.

• The more important confidentiality is, the more physical mechanisms should
be applied.

11.3 Application in Case Studies

We now explain the direct relevance of the research results to each of the case
studies.

11.3.1 Access Control

The research explains the security benefits of location-based access control,
both from a theoretical perspective as well as through the identification of several
use cases. It is one of the means to combine physical and digital security mecha-
nisms that results in better security. Even though it is difficult to quantify the exact
benefits of location-based access control, and maintenance is an issue, favoring it
over pure logical access control can be recommended.
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11.3.2 Voting

Our research explains the difficulties that researchers have had in designing
secure electronic voting systems. Paper has specific properties (inertness, visibil-
ity, foldable) that make it very suitable to solve the goal conflict between integrity
and confidentiality, and electronic systems simply do not exhibit these properties.
Governmental bodies face a choice between three options:

1. Hold completely paper-based elections. This choice is most logical if vote
secrecy is seen as the core objective of voting next to integrity.

2. Automate small parts of the process such as counting or printing. The typ-
ical result is an increase of integrity and assurance, at the expense of some
confidentiality.

3. The third option is to completely automate systems. This is possible if the
confidentiality requirement is completely relaxed. When confidentiality is
sacrificed, voting systems can be built that realize the goals of integrity and
assurance to a much larger extent than otherwise possible.

11.3.3 IT Infrastructure

As for the design of virtualization technology itself, we recommend limiting
the possibilities for introspection and intervention of VMMs, such that they can-
not affect the application (threatening integrity) and cannot steal data from them
(threatening confidentiality). If virtualization really is just an infrastructure layer,
its functionality should simply focus on availability.

For applications running on a virtualized platform, we recommend to redesign
them to facilitate batch processing and checkpointing. The problems of bookkeep-
ing in a virtualized infrastructure are significant, and security can be improved by
validating complete runs of a VM (from begin to end of a job), mitigating the
problems that occur with restores and rollback operations.

For virtualization deployment and management, we recommend organizing it
more strictly than an equivalent non-virtualized infrastructure. The virtualization
infrastructure is much more powerful and should be considered to be a complete
machine in itself, which should be put in a physically secured location, with tight
security controls.

11.3.4 Rights Management

Our research clearly demonstrates that content protection depends on tying it
to physical entities, and that in turn this ability depends on the type of content.
Thus, creating effective general-purpose rights management systems seems in-
feasible. Enterprises wishing to protect their revenue streams should seek forms
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of content that are more difficult to copy, and we show patterns to achieve this.
Live music, being authentic and time and location dependent, can be protected by
physical means such as turnstiles and ticket control at the entrance of a music hall.
However for the general content type of music, no effective rights management
system can be built: no special devices are needed to play it, and the requirements
in terms of data storage, transmission and processing (the patterns for grounding
digital content) are minimal. Furthermore, music does not diminish quickly in
value over time, and neither does it depend on any particular location where it can
be used. We also explain the effectiveness of online console games in restricting
copying: they tie the content to specific hardware, input devices and especially
to persons, and use digital monitoring and auditing mechanisms. As such, online
console games are excellent examples of combining physical and digital security
mechanisms.

11.4 Application in Risk Assessment and System Design

This Section presents two new methods to apply the results of the thesis: one
method for assessing risks and one set of security patterns for creating hybrid
systems.

11.4.1 Integrated Risk Assessment Method

Figure 11.3 gives an overview of the steps in the first method. In essence,

(4) Assess possibilities for changing - these properties- the conditions under which the hypothesis about properties’ effects are valid.
(2a) Assess which known properties are applicable to entities (3a) Identify new properties of entities(1) Model the system using KAOS including entities

(2b) Determine which hypothesis about the effects of these properties are applicable (3b) Formulate hypothesis about the effects of these properties }

}

Strengths / weaknessesOpportunities / threats
Figure 11.3: Structure of the integrated risk assessment method.
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the method constitutes a SWOT analysis.3 To begin, we determine strengths and
weaknesses in step two and three, by analyzing existing properties of entities and
their impact on security. Last, we analyze possibilities to change the properties
and their impact, resulting in an overview of opportunities and threats. We will
now describe the method in more detail.

1. First, a model of the system is made using KAOS, as was done in the pre-
vious case studies following the method. This identifies the main security
requirements that the system must fulfill and the entities that are involved
in satisfying the requirements.

2. Second, we assess the effects that entities have on security using existing
knowledge about the properties’ effects.

(a) Assess which known properties are applicable to entities.

(b) Determine which hypothesis about the effects of these properties are
applicable.

3. Third, we attempt to identify new properties and assess their effects on se-
curity. The detailed description for this is given in Sections 5.8.2 and 5.8.3.
The method consists of two steps:

(a) Identify new properties of entities. We investigate how properties af-
fect entities by considering how they (i) determine its possible states,
(ii) help to realize operations on the entity, (iii) contribute to realizing
security goals, (iv) help to resolve related conflicts between security
goals, (v) play a part in the occurrence of threats, and (vi) contribute
to the mitigation of threats.

(b) Next we create and update hypotheses about the effect of these prop-
erties, and the conditions under which these hypotheses hold, where
each hypothesis has the following form:

Hx : physical security property has {positive|negative} im-
pact on security {confidentiality, integrity, availability} un-
der conditions {C}

4. Fourth, for each entity, we assess possibilities for changing the properties
and the conditions under which the hypothesis about properties’ effects are
valid. These changes can be positive (strengthen positive effects or weaken
negative effects) or negative (weaken positive effects or strengthen negative
effects).

3Cf. Den Braber et al. [46] for an earlier application of SWOT analysis in the domain of
information security.
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5. Fifth, we create SWOT tables for each entity, using the results from step
two, three and four.

We present a first validation of this method in Chapter 12.

11.4.2 Pattern Library for Integrated Security Design

This section presents a library of security patterns that can be used to hybrid
systems. Design patterns were introduced by Gamma et al. as a means to codify
knowledge of successful software designs and facilitate their reuse [62]. Since
their introduction in 1993, design patterns have been proposed for many different
branches of computer science, including security. A summary of software secu-
rity patterns is given by Dougherty et al. [51]. Patterns have even been used in the
domains of physical security. For example Fernandez et al. presented patterns for
Physical Access Control Systems [56]. Thus, to facilitate the usage of the knowl-
edge developed in this thesis for system design, we transform the results of RQ4
(How can physical and digital security mechanisms be combined?) into a series
of patterns. This is done by creating patterns from the leaves in the taxonomy that
was the answer to this question, as illustrated in Figure 11.4. The patterns from
the taxonomy are all presented in the format shown in Figure 11.5.

In the next chapter, we present a first validation of this method.
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HybridSystem
DigitalizedPhysical system made more digital

PhysicalizedDigital system made more physical Isolated (P01)Physically separatedcomponentsDependent on PhysicalPhenomenon PersonDependent(P03) ExplicitDependency(P04)Parallel (P09)Process with physical and digital workflows
Digital Monitoring of Physical System (P11)Digital Validation of Physical Structure (P12)Automation of Physical Process Steps (P13)

Pure HybridSeparate physical and digital proces Serial (P10)Sequential process with physical and digital steps
LocationDependent (P02)HardwareDependent Interactivity Dependent (P07)

Processing PowerDependent (P05)Data StorageDependent (P06)VisualizationDependent (P08)ImplicitDependency

Figure 11.4: Taxonomy of patterns of hybrid systems. Each node lists its corre-
sponding pattern ID.
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Element Description

Explanation Explanation of the pattern.
Category Place of the pattern in the taxonomy.
Intent Which problem is solved by the pattern.
Example A real world example of the problem that can be solved by the

pattern.
Applicability Description of requirements that a system must fulfill in order

to apply the pattern.
Consequences The positive and negative effects of the pattern.
Implementation Guidelines for the implementation of the pattern.
Example Resolved Description of how the pattern solved the problem of the

example.
Known Uses Existing systems that apply the pattern.

Figure 11.5: Elements of a design pattern (adapted from Dougherty et al. [51].)

Next all patterns are further detailed in Figures 11.6-11.18.

Pattern Isolated system (P01)

Explanation Physically separated components
Category Physicalized digital system
Intent Physically isolating systems reduces the chance that an attacker

can move from system to system.
Example Attackers that have digital access to a system can use this

system as a stepping stone to attack other systems.
Applicability Different pieces of hardware
Consequences Increased confidentiality and integrity, at the expense of

availability and maintainability
Implementation Separate systems physically from each other.
Example Resolved A system is split into two or more physically isolated

components, such that an attacker can no longer move from
component to component using purely digital attack methods.

Known Uses Separate server racks in a data center

Figure 11.6: Isolated system pattern.
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Pattern Location dependent system (P02)

Explanation Process dependent on a particular location
Category Physicalized digital system - dependent on physical

phenomenon
Intent Making a system dependent on a particular location, meaning a

component or actor must be in a specific place for it to work,
increases the barrier for the attacker who cannot attack when
the component or actor is not in place.

Example Systems are accessible from anywhere in the world, which
lowers the barrier for attackers to attack.

Applicability No specific requirements
Consequences Reduces attacker surface at the expense of less ubiquitous

access by users
Implementation Ensure that important transactions can only take place when a

component or actor is at a specific location.
Example Resolved A system that allows critical transactions only to be executed in

specific locations, such that attackers cannot attack from
everywhere.

Known Uses Location-based access control

Figure 11.7: Location dependent system.

Pattern Person dependent system (P03)

Explanation Process dependent on a person or group of persons
Category Physicalized digital system - dependent on physical

phenomenon
Intent Making a system dependent on a person ensures that an attack

cannot be fully automated and thus raises the bar for an attacker.
Example An attacker can script digital attacks in advance and execute

them against thousands of targets.
Applicability Person is in the transaction loop
Consequences Reduced attacker surface at the expense of slowdown
Implementation Keep a person in the loop during transactions by asking input

that only a person can provide.
Example Resolved A system that requires a person to interact with the system that

cannot be mimicked by a digital component, such that an attack
cannot be carried out fully automated.

Known Uses Captcha

Figure 11.8: Person dependent system.
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Pattern Explicit hardware dependent system (P04)

Explanation Process explicitly dependent on specific hardware
Category Physicalized digital system - dependent on physical

phenomenon - hardware dependent
Intent Making a system explicitly dependent on specific hardware

makes it difficult for an attacker to run a program on another
system, especially when it is not physically connected to the
original system.

Example Cryptographic keys are necessary for secure operations but
must be stored closely to the system that needs them which
increases the chance of their compromise.

Applicability Hardware can be secured
Consequences Increased confidentiality and integrity at the expense of

availability and maintainability
Implementation Store specific components or data in a logically and physically

secured piece of hardware.
Example Resolved A system that securely stores cryptographic keys in hardware.
Known Uses TPM, HSM

Figure 11.9: Explicit hardware dependent system.

Pattern Processing power dependent system (P05)

Explanation Process dependent on processing power
Category Physicalized digital system - dependent on physical

phenomenon - hardware dependent - implicit hardware
dependent

Intent Making a system dependent on the processing power makes it
difficult for an attacker to run a program on another platform, as
it must minimally have the same amount of computing power.

Example Programs can be easily copied and run on thousands of systems,
even if a software license does not permit this.

Applicability Process is computation intensive
Consequences Reduced ability to copy and run a system by attackers at the

expense of expensive hardware
Implementation Design a system such that it can run only on specific high

performance hardware.
Example Resolved A system that requires substantial computing resources only

available on specific hardware.
Known Uses 3D Rendering software

Figure 11.10: Processing power dependent system.
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Pattern Data storage dependent system (P06)

Explanation Process dependent on data storage
Category Physicalized digital system - dependent on physical

phenomenon - hardware dependent - implicit hardware
dependent

Intent Making a system dependent on large data storage makes it
difficult for an attacker to move it to another system because it
must minimally have the same data storage capacity.

Example A program that requires little data storage space is very easy to
copy.

Applicability Process is storage intensive
Consequences Reduced ability to copy and run a system by attackers at the

expense of an expensive storage system
Implementation Design a system such that it can only run using a large amount

of storage with specific data.
Example Resolved A program that is dependent on a large amount of data in order

to execute.
Known Uses Google search engine database

Figure 11.11: Data storage dependent system.

Pattern Interactivity dependent system (P07)

Explanation Process dependent on interactive usage
Category Physicalized digital system - dependent on physical

phenomenon - hardware dependent - implicit hardware
dependent

Intent Making a system dependent on interaction with a person and
the environment ensures that the attacker cannot recreate the
same system using purely digital components.

Example A program that interacts only using standard means (keyboard,
mouse) can be easily ported and copied to other systems.

Applicability Process requires special user interaction
Consequences Reduced ability to copy and run a system by attackers at the

expense of a possibly complicated user interface.
Implementation Design a system such that it offers users specific devices to

provide input that are difficult to duplicate.
Example Resolved A program that is dependent on specific user interactions using

specific devices.
Known Uses Sony PlayStation game console

Figure 11.12: Interactivity dependent system.



258 Application of Results

Pattern Visualization dependent system (P08)

Explanation Process dependent on specific visualization
Category Physicalized digital system - dependent on physical

phenomenon - hardware dependent - implicit hardware
dependent

Intent Making a system dependent on specific visualization
capabilities makes it difficult for an attacker to run a program
on another platform, as it must minimally have the same
visualization capabilities.

Example A program that has no specific visualization requirements can
be easily ported and copied to other systems.

Applicability Process outputs to specific screen format
Consequences Reduced ability to copy and run a system by attackers and the

expense of portability
Implementation Design a system such that it depends on specific screens such

that displaying it on other systems causes a reduced user
experience.

Example Resolved A program that only runs in specific screen modes.
Known Uses iPhone

Figure 11.13: Visualization dependent system.

Pattern Parallel system (P09)

Explanation Process with physical and digital workflows
Category Pure hybrid system
Intent Implementing a process both physically and digitally ensures

that an attacker must break both the physical and digital
security mechanisms to attack the system successfully.

Example A pure digital or physical voting system can be attacked by
either digital or physical means.

Applicability Process has limited number of transactions
Consequences Reduced attack surface at the expense of supporting two

processing streams and reconciliation effort
Implementation Split a system in a separate physical and digital process that run

in parallel but perform the same transactions and reconcile
differences at the end.

Example Resolved A system that executes a physical and digital process in parallel.
Known Uses Two voting processes, one digital, one physical

Figure 11.14: Parallel system.
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Pattern Serial system (P10)

Explanation Sequential process with physical and digital steps
Category Pure hybrid system
Intent Implementing a process sequentially using physical and digital

steps makes it more difficult for an attacker to attack the system
using either physical or digital means.

Example A pure digital or physical voting system can be attacked by
either digital or physical means.

Applicability Process has limited number of transactions
Consequences Increased ability to detect attacks at the expense of slowdown

due to the physical process steps
Implementation Split a system in physical and digital steps using devices such

as printers and scanners.
Example Resolved A system that executes physical and digital steps subsequently.
Known Uses Voting process with printer and scanner

Figure 11.15: Serial system.

Pattern Digital monitoring of physical system (P11)

Explanation Digitally monitored physical process
Category Digitalized physical system
Intent Digitally monitoring a physical system ensures that an attacker

cannot change a physical system without this being detected
digitally.

Example A physical voting system must be monitored by persons and is
subject to their limited capabilities, increasing the chance of
errors and attacks.

Applicability Process should be visible
Consequences Increase assurance of correct process execution at the expense

of a reduction in privacy of users
Implementation Monitor a physical system using digital cameras which feed

information to a system that can detect errors or attacks.
Example Resolved A system that monitors a physical system and detects errors and

attacks.
Known Uses Voting process monitored by a camera

Figure 11.16: Digital monitoring of physical system.
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Pattern Digital validation of physical structure (P12)

Explanation Digitally validated physical system
Category Digitalized physical system
Intent Digitally validation of a physical system ensures that an

attacker cannot change a physical system without this being
detected digitally.

Example A physical system such as a server rack with servers is difficult
to audit because the physical connections are hard to trace.

Applicability Hardware should have digital network connections
Consequences Increased assurance of the correct construction of a physical

system at the expense of using more hardware
Implementation Add sensors to a physical infrastructure and let the sensors

connect to each other such that they form a network and audit
the network structure.

Example Resolved A system that validates a physical structure.
Known Uses Self-auditing server rack

Figure 11.17: Digital validation of physical structure.

Pattern Automation of physical process steps (P13)

Explanation Automated physical process
Category Digitalized physical system
Intent Automating physical process steps ensures that the process is

carried out precisely but can be audited visually, thus making it
more difficult for the attacker to change the system.

Example Executing a physical process is error prone and subject to
physical attacks by the persons involved.

Applicability Transactions do not have to occur instantaneously
Consequences Increased assurance of the correct execution of a physical

process at the expense of using more hardware
Implementation Use physical machines such as robots to automate a physical

process.
Example Resolved A system that automates a physical process by physically

manipulating objects.
Known Uses Automatic unloading of ships with cranes

Figure 11.18: Automation of physical process steps.



Chapter 12
Validation in Focus Group Meeting

12.1 Introduction

In this chapter we summarize the results of the focus group meeting, in which
the two methods presented in the previous chapter are evaluated. This is done with
three objectives in mind: the first objective is to understand the current state of the
practice regarding physical and digital security: if more is known about the state
of practice it becomes easier to assess the practical benefits of the research results
because a baseline is established. The second objective of the focus group meet-
ing was to evaluate the usefulness of the main research results, being the method
to analyze the security of systems (“method one”) and the method to design inte-
grated systems (“method two”). The third objective concerned the opportunities
for improving the research results based on the recommendations of the partici-
pants. Thus we have three objectives for the focus group meeting, construed as
empirical questions about opinions and responses of the participants:

FGRQ1 What is the state of the practice of the participants and how do they currently
deal with digital and physical security?

FGRQ2 How useful are the developed methods?

FGRQ3 How can the methods be improved?

Before answering these questions we will first explain the research methods and
the underlying conceptual framework.

261
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12.2 Method

12.2.1 Conceptual Framework

Usefulness

Following the framework that Nielsen developed for user experiences [147],
we define usefulness as a combination of utility and usability of a design for the
intended user group. Utility concerns whether the design provides the features
that are necessary, and usability is the measure how easy and pleasant the design
is to use. Usability has five quality components:

1. Learnability: How quickly users can apply the design after being exposed
to them.

2. Efficiency: How quickly users can perform tasks.

3. Memorability: How easy it is for users to remember the design and reuse it.

4. Errors: The number of errors, their severity and the possibility to recover
from them.

5. Satisfaction: The extent to which the design is pleasant to use.

Naturally this framework must be adapted and operationalized for our research
purpose. First, this concerns the object of study itself: the primary outcome is
not a web user interface design with specific features, but two methods aimed at
improving information security: the artifact to be investigated is not a design but
the research results themselves. Second, we must consider the opportunities and
limitations of a focus group design:

• Regarding utility, we operationalize it as whether the methods can help to
assess and improve information security.

• As for usability, because we limit the design to one session, we consider
memorability not measurable and will exclude it from the evaluation. As
for the other quality components, we operationalize them in the following
way:

– Learnability: the time spent on the teaching the methods to users after
which they can apply them independently.

– Efficiency: the time spent on performing the tasks.

– Errors: the number of errors users made in applying the methods.

– Satisfaction: general feedback on the research results.
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Focus Group Meetings

The main research method used is that of the focus group meeting [147]. In a
focus group meeting, several users are brought together and studied or questioned
about a particular artifact. Typically a focus group meeting takes place in the form
of discussions, however in this case we asked the participants to perform specific
exercises and studied if and how they were able to complete them.

12.2.2 Meeting Design and Preparation

Meeting Structure

As we opted for a physical meeting of the participants, there was only limited
time available for evaluation, and a balance had to be struck between sufficient
depth (attention to details) and breadth (coverage of the results). We chose there-
fore for two types of data collection:

• Survey for collecting general information (breadth)

• Exercises to collect data about the two methods (depth)

To save further time, the exercises concerned a case with which most of the
participants were likely to be familiar, namely the Dutch OV Chipcard, which is a
contactless smartcard solution in use by public transport in the Netherlands (bus,
tram, metro, train). The solution replaced older paper tickets and its security has
been widely discussed, especially after Dutch researchers managed to hack the
Mifare classic chip on the tickets [98].

The structure of the meeting was as follows:

1. Introduction: we gave a general introduction into the topic and the objec-
tives of the meeting.

2. Pretest survey: we acquired data about current practices and opinions about
physical and digital security through a survey.

3. Execution: we explained the two methods and gave exercises to the partici-
pants, after which we discussed the results.

4. Post-test survey: we explicitly tested the usefulness and usability of the
results.

5. Closure: we asked feedback and discussed three topics related to physical
and digital security that recently had been mentioned in the news:

• A heist of Bitcoins

• The possible reintroduction of electronic voting in the Netherlands
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• The advise by the Dutch police to tape off web cams to prevent being
recorded by hackers

The survey itself is listed in Appendix A.

Meeting Trial

Prior to the actual focus group meeting we held a trial at the University of
Twente on January 8th 2014. The objective of this session was to test the focus
group setup:

• Detect and correct errors in the material (presentation and questionnaire).

• Clarify issues whenever there was the chance of confusion.

• Test the feasibility of completing the exercises in the available time.

This meeting attracted three participants and finished in time. Based on the feed-
back the overall meeting outline was deemed appropriate. Changes were made
however to the material, specifically to reduce the amount of necessary reading,
and to prevent possible confusion of the participants.

Finding Participants

The objective was to gather ten to twenty information security professionals
from the industry to comment on the thesis results. To find participants, we fol-
lowed several strategies:

• LinkedIn Groups. We posted a message on LinkedIn security groups (Cyber
Security Research Platform1)

• LSEC. LSEC (“Leaders in Security”)2 is a non-profit organization consist-
ing of security professionals. On request it forwarded our invitation to its
members.

• Security mailing lists. We put out an email to the Dutch security research
mailing list Safe-nl3.

• Existing network. We contacted existing persons of our network within
the industry from earlier security research projects from the University of
Twente.

1http://www.linkedin.com/groups/Cyber-Security-Research-Platform-4362045/about
2https://leadersinsecurity.org
3Safe-nlsafe-nl@science.ru.nl
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12.2.3 Data Analysis

The raw data results of the exercises and survey were put into a spreadsheet.
Next these results were processed. Specifically actions done were:

• Correcting for spelling errors;

• Translating Dutch sentences into English;

• Harmonizing results of different participants to make them comparable.

• Interpreting the results. A specific action was the interpretation of non-
response and its effect on the results.

• Answering the research questions. (Figure A.1 in the appendix shows how
the questions relate to the research questions.)

12.3 Results

This section presents a summary of the results. (The complete results are
available in Appendix A.)

12.3.1 Meeting Attendance and Duration

The different channels that we used to attract participants had different suc-
cess rates. The most participants came from the existing network, whereas the
LinkedIn group was the least successful because the postings triggered a spam
filter after which the messages awaited moderation by the group owners. In to-
tal eleven persons participated in the meeting that was held on March 27th 2014.
Figure 12.1 shows the background of the participants.

The list shows that most of the participants were very experienced (some more
than 20 years) in information security and had a diverse background, with the
largest subgroup originating from the IT industry itself. The participants received
a presentation about the subject of about 30 minutes. This was followed by 90
minutes of exercises, and each exercise included a short explanation about 5 min-
utes. The time spent teaching (relevant for the learnability subgoal) was thus
limited as was the time spent making the exercises (efficiency goal).

12.3.2 State of the Practice

We present the answers that are relevant for the focus group first research
question FGRQ1 about the state of the practice.

To begin, we asked the participants how the perform physical and/or digital
security assessments. Most participants choose to use ISO 27001/27002 for this
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# Sector Position Experience (years)

1 Banking Information Security Officer / Adviser 13
2 Diversified Security Researcher 25
3 IT Industry Security Consultant 15
4 IT Industry Corporate Security >20
5 Chemical Industry Corporate Security Officer 9
6 Insurance Security Officer 10
7 IT Industry Software Architect / Developer 0
8 Diversified R&D Manager 15
9 Banking Security Adviser 4
10 Utility Security Consultant 3
11 Academia R&D Coordinator 18

Figure 12.1: Details of focus group meeting participants.

(6 for physical and 7 for digital security), with others being ISF (2x), ISA 99 and
Department of Homeland Security (DHS) or simply outsourcing the assessment.

Another question concerned the experience that participants had with physi-
cal and digital security. The results indicated that the participants have the most
experience in digital security (9x) with one respondent having equal experience
and one person having more experience in physical security.

We also gathered information about how participants evaluate the security of
hybrid systems or design them. ISO 27001/27002 is slightly less relevant for this:
it was mentioned five times for integrated analysis and three times for integrated
design. This is an indication that existing methods pay limited attention to hybrid
systems and their design.

Finally, participants rated the effort that is spent on physical security. On
average that was 27% of the total number, with lows of zero and a high of 80%.
This appears to be a high number, which could be due to self-selection: only
persons with an interest in physical security would participate. (We could not find
any connection with the sector in with the participants were active.)

Summarizing, participants had overall more experience with digital security
compared to physical security, and also spend more time on it. ISO 27001/27002
is not as dominant for security assessments and designs as could be expected of
the de facto security standard. Especially it does not play an important role in
evaluating the security of hybrid systems or in designing them.

12.3.3 Method 1: System Analysis

This section discusses the utility and usefulness of the first method (question
FGRQ2).
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Identifying Properties in Entities

To begin, participants were asked to identify properties in entities. Figure 12.2
shows the model answers for each entity and property. These answers have been
constructed by the author by applying the method to the example.

Property Central
Processing
System

Card
Reader

Chip
Card

Chip Bus,
Tram,
Metro

Active false false false false true
Cohesive false true true true true
Decayling false false true false true
Dense false true true true false
Difficultly manufacturable true true true true true
Easily manufacturable false false false false false
Enclosed with opening false false false false true
Identifiable possible true true true true
Inert true true true true false
Invisible false false false false false
Large true true false false true
Limited spacious false false false false true
Modifiable possible false false false true
Movable false false true true true
Slow possible false false false false
Sound producing false true false false true
Strong possible true false false true
Uncopyable true possible true true false
Visible possible true true true true
Weak possible false true true false

Figure 12.2: Model answers for identifying properties in entities. “True” indicates
that the entity has the property, “False” that it has not. “Possible” indicates that the
property can be both present and not present, depending on the particular system
that the participant is considering.

Figure 12.3 shows the correctness percentages for each property and entity
with respect to these model answers. A ’-’ indicates that this property is excluded
as both answers can considered to be correct. The last column indicates the cor-
rectness percentages for a specific property, where the number of participants is
not weighted. The bottom row sums up the percentages for each entity.
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Property Central
Processing
System

Card
Reader

Chip
Card

Chip Bus,
Tram,
Metro

Unweighted
Average

Active 100 75 22 50 0 49
Cohesive 100 63 33 50 0 49
Decayling 100 88 78 50 100 83
Dense 100 38 56 50 0 49
Difficultly
manufac-
turable

100 88 67 100 0 71

Easily manu-
facturable

100 88 78 100 100 93

Enclosed with
opening

100 88 89 100 0 75

Identifiable - 63 89 100 100 88
Inert 100 88 0 0 100 58
Invisible 100 100 100 100 100 100
Large 100 88 89 100 0 75
Limited
spacious

50 75 67 100 0 58

Modifiable - 63 33 50 0 37
Movable 100 88 89 100 0 75
Slow - 88 44 50 100 71
Sound
producing

100 63 89 100 100 90

Strong - 88 100 100 100 97
Uncopyable 100 - 22 50 100 68
Visible - 100 89 50 0 60
Weak - 100 67 50 100 79
Unweighted
Average

96 81 65 73 50 71

Figure 12.3: Correctness percentages for identifying properties. - indicates that
the property is excluded as both answers can be correct. The Unweighted Aver-
age column shows the correctness percentages for a specific property, where the
number of participants is not weighted. The bottom row sums up the percentages
for each entity.

The numbers vary for each property, but we conclude that overall, in a large
majority of the cases, participants were able to detect the properties correctly in
the entities. Non-response is not distinctly observable in this figure, because it is
the same as not identifying a property in an entity.
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Identifying Entities and Properties

Next, participants had to identify two physical entities in the system, in which
all participants succeeded. For each of these entities, they indicated which phys-
ical security properties were applicable to them, based on a short explanation of
the properties. After normalization the following entities were distilled:

• Central processing system (2x)

• Card reader (8x)

• Chipcard (9x)

• Chip (2x)

• Bus/train/metro (1x)

We checked the identified properties against the correct values. As the cor-
rectness of the answers depends on their particular line of reasoning (which is
not fully written down in this case) there is no completely accurate model answer
set. For each property and entity we determine if the presence of the property
was present, possibly present or not present. This in turn allowed us to score the
answers on a scale of false, possible, true.

Attributing Properties to Entities and Investigating Changes

Next we asked the participants to identify an entity on which the property
‘difficultly to manufacture’ was applicable. All the given answers were correct,
with one respondent not answering the questions, and one respondent given an
answer twice.

Following this, the participants had to investigate how this property could
change (more difficult or more easy to manufacture) and what the impact of that
on security could be. First, respondents gave several answers as to why their entity
would be more difficult to manufacture. All these answers were correct, with three
users not answering the question. (Figure 12.4 shows the aggregated answers.)

Figure 12.5 shows the impact that a change of the property has on security
goals. (The model answers are the same for all entities.)

We also inquired after the view of the participants regarding the usability of
the method: ten out of eleven participants felt capable to identify relevant physical
(and digital) security properties in real-life systems.

As for utility, five people believed the integrated risk assessment method could
yield more accurate results than earlier approaches; four respondents did not know
and two thought it could not.
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Entity Count More difficult to
manufacture

Less difficult to manufacture

Smart card 8x use special chip
put (more) photos
change card size

use mainstream technology
use non-electronic card (barcode)
use anonymous card
use same as chipcard or chipknip

Chip 1x use unique key use standard chip or SD card
use redundant chip

Card reader 1x - use standard components
Network 1x

Figure 12.4: Difficult entities to manufacture and ways to change this property.

Manufacture Change Impact Model Answer Correct Incorrect No Answer

More difficult Confidentiality > or = 5x 0x 6x
,,,, Integrity < 5x 0x 6x
,,,, Availability < 4x 1x 6x
Less difficult Confidentiality < 7x 1x 3x
,,,, Integrity* < 6x 0x 5x
,,,, Availability** > or = or 6x 0x 5x

Figure 12.5: Impact on security goals when the property difficultly manufac-
turable changes. *) Answer > with explanation also correct.) **) Answer <
with explanation also correct.

Conclusions about Utility and Usability

Utility From the previous section, we conclude that about half of the partici-
pants had the opinion that the method could improve information security; only
two persons believed it could not.

Usability As for the learnability component, participants were able to apply
the methods after a short training time of about five minutes per exercise. The
efficiency was similarly good, most exercises were concluded within five minutes.
Regarding errors, from the correctness scores, we conclude that the participants
were in most cases able to correctly identify properties and made a limited number
of errors. However there was a significant amount of non-response, as was shown
in the last answer. This can indicate that the respondents needed additional time
or did not fully understand the question. (They did not reach out for help during
the meeting.) As for the satisfaction component, the overall majority felt capable
of applying the methods.
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12.3.4 Method 2: System Patterns

This section discusses the utility and usefulness of the second method (ques-
tion FGRQ2). The evaluation of this method consisted of a simpler setup than the
first method. We presented the users with the aforementioned OV chipcard sys-
tem. Concerning the application of patterns, we explained three specific security
problems of the system. We then asked for each of these problems to identify pat-
terns to improve the situation. Next, participants had to identify a security pattern
used in a feature of the system. The answers were scored slightly different this
time: we identified the correct answers, and counted the correct and incorrect an-
swers across all participants. For example the participants proposed a total of 15
patterns, of which 8 were correct, leading to a score of 53 percent. We conclude
that the participants were able to use patterns more than 50% of the time correctly,
while they could identify a pattern more than 90% of the time (Figure 12.6). Non-
response is visible as a case where a participant does not fill in any pattern and is
excluded from the correctness percentages.

# Solve problem I Solve problem II Solve problem III Identify

1 4 1 11,12 2,3
2 2,10,11,14 4,5,11,12 2,12 2
3 11 9, 12 12 2
4 11 12 11, 3
5 11 12 4 2,3
6 11 4 4
7 11 12 11 2,3
8 3 4,9,11,12 4 3
9 8,2 11,12 12, 4 3
10 12 3 7 2
11 3 3,7,11 2, 3, 7
Model Answers 2,7,11,13 4,11,12 4,11,13 2,3
Correctness % 53 67 47 93

Figure 12.6: Results for patterns. The numbers correspond to the pattern IDs.
For example participant #1 proposed patterns 11 and 12 to solve problem III. The
correctness percentage is the total number of correct answers divided by the total
answers. (For example in column “Identify” there are 15 correct answers out of a
total of 16.

We also inquired after the view of the participants regarding usability and
utility:

• Nine persons had the opinion that the library of integrated security patterns
could lead to more secure systems, implying that the method had utility.
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• Nine respondents felt capable of designing systems that use these security
properties, implying that the method was usable.

Conclusions about Utility and Usability

Utility The overall majority of the participants concluded that applying the method
could lead to more secure systems.

Usability Similar to the first method, we conclude good results regarding learn-
ability and efficiency, with very limited time spent on learning and executing the
exercises. As for errors: we observed that the score for solving problem I-III range
from 47-67 percent. This is a relatively low score, apparently it was difficult for
the participants to find patterns to improve a system design. However identify-
ing patterns in existing systems was relatively easy, with a 93 percent correctness
score. We consider three possible explanations for this difference: first, the dif-
ference can be caused by challenges that the participants encountered for the first
three exercises, for example that the explanation of the patterns were not clear
enough to apply them. Second, another possible explanation is that designing
systems in inherently more difficult than identifying parts of an existing system.
Third, it could be that the first three exercises were just more difficult, but that
there is no inherent difference. (A new focus group meeting could be able to an-
swer this.) Finally, regarding satisfaction, most people felt capable of designing
systems that use a mixture of physical and digital properties.

12.3.5 Changes of Opinion and General Utility

Participants hold relatively steady view on the benefits of physical and inte-
grated security methods. Initially, four out of eleven participants believed that
more emphasis on physical security could improve overall security. After being
present in the focus group, five people believed more emphasis on physical secu-
rity could lead to better secured systems.

Nine participants initially believed that integrated methods could help to im-
prove security. At the end of the meeting, ten participants had the opinion that
integrated security could yield more secured systems.

Regarding the overall utility of both methods: asked about organizations and
systems that could benefit most from the results, the participants’ answers in-
cluded security consultants, governments, financial organizations, military, en-
gineering companies, manufacturers. Specific target systems included Industrial
Control Systems (ICS).
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12.3.6 Opportunities for Improvements

We explicitly asked the participants for ways to improve the methods (ques-
tion FGRQ3). Specific recommendations included the following:

• Extend the system with business goals.

• Develop a more visual approach.

• Use stricter definitions of properties and risks.

• Include system scope assessment.

• Include humans in the design.

A number of these recommendations can considered to be out of scope. for ex-
ample we chose to focus on physical and digital properties and less on the social
domain. Also the approach is specifically focused on the three main security goals
of confidentiality, integrity and availability. Systems like KAOS can link these to
business goals (and indeed KAOS was used in the case studies), but it is not part
of the two methods. Others, particularly the ideas to develop a more visual ap-
proach and more stricter definitions should be investigated and could likely lead
to improvements.

12.4 Discussion and Conclusions

In this chapter, the results of the focus group meeting were discussed. The
main objective of the focus group meeting was to evaluate the usefulness of the
results and specifically the two methods, which was defined and operationalized
as utility and usability. Usability was further split in learnability, efficiency, errors
and satisfaction. Based on the analysis presented, specifically on the results of
the subgoals and the results for utility, we conclude that the participants found the
method useful for their purpose.

12.4.1 Validity of the Results

We will now consider the validity of the results, using the four types of validity
mentioned in Section 5.13 (construct, conclusion, internal and external validity).
We first consider the impact of non-response, as a general threat to the validity of
the results.

Non-Response

Non-response in the focus group meeting falls into two categories.
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• Non-response on general questions. An example of such a question is:
“How many years of professional experience do you have in the area of
information security?”;

• Non-response on questions that relate to execution of the methods.

First, non-response on general questions is almost not present, so there are
no threats to the validity of the results for these questions. Second, regarding the
execution of the methods, we observed a significant amount of non-response for
specific questions. We interpreted this as a situation where the participants were
unable to formulate the correct answer, and/or potentially had insufficient time.
As this type of non-response is clearly observable, it weighed into the conclusions
that were reached and does not impact the validity.

In other cases non-response was not directly ore more difficultly observable,
as it could not be separated from a conscious decision of a participant that reached
a negative conclusion. The effects of the non-response are varied: as a first ex-
ample we consider Figure 12.3. As both negative and positive answers could
potentially be correct there is a potential negative effect on the validity of the
conclusions reached, which could either overestimate or underestimate the cor-
rectness percentages. (The number of true and false model answers are almost
equal, 45 against 48.)

As a second example we consider Figure 12.6. In the last column the patterns
identified by the participants are listed. Those participants that did not find any
pattern were counted as non-response. These could also have been counted as
errors, and thus lowering the correctness scores. (Two out of eleven participants
did not fill in any pattern.)

Construct Validity

Construct validity concerns justification of the conceptual framework and the
constructs that were measured or identified, and whether we really measured the
constructs of our framework. The main construct in this chapter was the definition
of usefulness, consisting of utility and usability, and the breakdown of usability
into the quality aspects of learnability, efficiency, errors and satisfaction. These
constructs, originating in theory on web design, represent a logical breakdown
of usefulness and are widely used in practice. As such we consider these con-
structs to be appropriate for evaluating any design, including a design for a risk
assessment method.

Conclusion Validity

Conclusion validity concerns whether the conclusions reached are supported
by evidence, meaning that can be traced back to the evidence through a sequence
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of valid reasoning steps. Conclusions can be traced back to two types of informa-
tion:

• The answers given by participants in the questionnaire

• The metadata about the focus group meeting (for example how participants
were found and the duration of the focus group meeting).

Concerning the first types of information, the answers are given in Appendix A,
Section 12.2 and 12.3 explain in detail how the conclusions were derived. Con-
sidering these, we conclude that there is almost complete traceability of the con-
clusions.

Internal Validity

Internal validity concerns the validity of causal explanations of the observa-
tions and whether alternative explanations are possible. In the focus group, we
have not directly investigated a causal relation between two variables. However,
we are interested in understanding one causal relation: does the application of the
artifacts (the methods) increase or decrease information security? Based on the
evidence generated from the focus group, we conclude that this effect is likely,
although more evidence would be needed to achieve more certainty about this
conclusion. We have no evidence that there were other artifacts introduced in the
focus group meeting that could have caused this result.

External Validity

External validity concerns the issue whether the results can be generalized
to other cases. For the focus group meeting, this concerns the issue whether the
results obtained through the participants hold for the larger population of security
experts. We used convenience sampling for the focus group: we simply used all
the means available to find participants. This means that no statistical analysis
is possible and neither can we perform a statistical generalization to the entire
population.

A specific issue is that participants selected themselves: the participants were
security experts with an interested in participating in a focus group meeting on
physical and digital security. As such they do not necessarily represent the popu-
lation of security experts but rather a subset of it. This would specifically impact
the utility of the results, as ordinary security professionals might not be interested
or able to use the results. However the number of participants that thought more
emphasis on physical security was needed was limited (four at the beginning of
the meeting and five after the exercises) so we expect this effect to be limited.

As for usability, we do not see that there should be a specific impact for usabi-
lity as the methods do not need specific expertise in the area of physical security.
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Overall we conclude that the results, given the fact that they were positive, are a
strong indication of both the utility and the usefulness in other cases too.

This provides sufficient reason to do the experiment again, and investigate
if we can generalize across different focus groups (lab to lab generalization) or
perform an actual field test, to see how the results hold out in practice.

12.4.2 Lessons Learned

Overall, the focus group was found to provide useful information for the test-
ing of the usefulness of the methods. Within a short period, we gathered a substan-
tial amount of information about how the participants applied them. In addition
to that, participants suggested many ways to improve on the methods, which can
be used to make them even more useful.



Chapter 13
Conclusions

13.1 Introduction

In this final chapter we summarize the findings, reflect upon them and provide
an outlook at current developments and present directions for future research.

13.2 Summary of Findings

Chapter 1 listed the six research questions, and we briefly list the answers to
each of them.

RQ1: What are the properties of physical entities that physical security mecha-
nisms depend upon?
In total we found twenty physical properties as listed in Section 10.3. These
were divided in five clusters of properties: the Architectural, Audible, Inde-
pendence, Material and the Visual cluster.

RQ2: What are the properties of digital entities that digital security mechanisms
depend upon?
In total we found five properties as listed in Section 10.4. These were di-
vided in three clusters: Complexity, Speed and Accuracy.

RQ3: What are the key differences between physical and digital security mecha-
nisms?
The main differences are listed in Section 10.5. Physical and digital secu-
rity are realized (and threatened) in entirely different ways, and physical
security appears to be more refined as there are significantly more physical
properties than digital properties.

277
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RQ4: How can physical and digital security mechanisms be combined?
In total we found twelve different types of hybrid systems in the case studies
(Figure 10.6). We used these to create a taxonomy in Section 10.7, with
three main branches: pure hybrid systems, physicalized systems (that use
physical protection mechanisms) and digitalized systems (that use digital
protection mechanisms).

RQ5: What are the trade-offs between physical and digital mechanisms?
The trade-offs are listed in Section 10.7. From the data we conclude that
analytically the confidentiality of a system decreases as it becomes more
digital. The same holds true for availability but in a later stage, as hybrid
systems still have good availability. Integrity in a hybrid system is higher
than in a pure physical or digital system.

RQ6: How can we apply the knowledge about physical and digital properties,
combinations and trade-offs to improve security in an integrated way?
We presented two methods to apply the results of the thesis: one method
for assessing risks and one set of security patterns for creating hybrid sys-
tems (Section 11.4). These were validated using a focus group meeting in
Chapter 12.

13.3 Reflection

13.3.1 Reflection on Systems and Their Context

In this section we reflect on the role of the context and how it affects realiza-
tion of security goals. Figure 13.1 lists the different systems we examined.

One major difference is the typical working process in the different case stu-
dies in terms of workload and duration. In general: the higher the workload and
the longer the duration, the more difficult it is to secure.

• For access control and virtualization, the transaction volume is high. These
systems are designed to be used by entire corporations or countries: no
one is expecting that a payment provider would process her payments by
hand because they should remain confidential. By contrast, paper voting is
completely feasible, as each person delivers at most one ballot per election
and the expectation that someone would count these ballots by hand is not
unreasonable.

• The process for access control and virtualization is open-ended whereas it is
finite for paper voting: the election has a clear beginning and ending point.
For rights management systems, there are different cycles: for a stadium
concert, the process lasts at most several months, from initial ticket sales to
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Access Control Voting IT Infrastructure Rights Management

Physical Keys, locks Paper voting Non-virtualized
Infrastructures

Book, Live music,
Tape recorder, Radio
broadcast, Board game,
Live match, Video
recorder, TV broadcast

Digital Logical access
control

Electronic
voting

Virtualized
Infrastructures

PDF, Internet radio, PC
and MP3 player, PC
game, Live stream,
Video-sharing site

Hybrid Location-based
access control

Ballot printer
Optical Scan
Machine
Redundant
system
Scantegrity II
Pen system

Partially virtualized
infrastructures

E-reader and e-book,
Portable media player,
Online console game,
Pay-per-view

Figure 13.1: Overview of systems.

the concert itself. Computer games have a life cycle of two to three years at
most. For on-line music usage is open ended, music sold now can still be
used decades later.

Concerning the physical context, our cases differ as to the physical security
that is in place, and the number of people that are involved. Physical and location-
based access control require the presence of people, but not necessarily in a strictly
secured environment. By contrast, virtualized infrastructures are located in tightly
controlled data centers that function best with a minimum of people inside. Vot-
ing procedures take place in a polling station that is not physically secured at all.
Rights management solutions differ: for stadiums physical access control is in
place, whereas game consoles are stored in private at users’ homes. Access con-
trol and virtualized infrastructures are typically under the control of enterprises,
whereas voting systems are controlled by governments and citizens, and RM sys-
tems by corporations and end-users.

Another major difference is the tolerance for errors and attacks. In rights man-
agement systems, one security weakness leading to content being freely available
can render it useless for that content because it will be freely available on the In-
ternet. In voting systems, one fraud case involving several hundreds of votes is not
necessarily detrimental to its goals, as the results depend on millions of votes. For
a physical access control system the effects entirely depend on the type of keys
being used and stolen; theft of the master key can have a great impact, whereas a
normal key loss may even go unnoticed. In this thesis, we implicitly aggregated
probabilities and impacts into positive and negative effects, but these are clearly
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a simplification. As already mentioned in Chapter 5 we believe that our results
(especially the properties and patterns) are helpful in constructing more refined
probabilistic models.

13.3.2 Reflection on Broad-range Theories

In Chapter 3 we presented four broad-range theories about automation and its
impact. We will now reflect on these, placing the result from our case studies into
context. First, Sieghard [194] and Floridi [58] predicted that automation causes a
decrease in the confidentiality of information. Especially with respect to confiden-
tiality, these predictions are confirmed by our results (Figure 10.11). Blakley [21]
viewed physical security as having inherent, and digital security as having im-
posed properties. Concerning the first, we have indeed found inherent properties
of physical and digital entities. Although based on different principles the digi-
tal characteristics seem similarly inherent as their physical counterparts. Finally
Lessig held the position that cyberspace is governed by code and its properties
are determined by software programs - which governments can ultimately adapt
and mandate as they see fit. We believe this is true to some extent, but copyabil-
ity seems a fixed characteristic for now; the problems of rights management are
more likely to be solved by implicit mechanisms (Section 10.7) than by explicit
methods such as TPM.

13.3.3 Reflection on Completely Automated Systems

A recurrent theme is the security of completely automated systems: what hap-
pens to security if a system is fully automated? Our evidence is very conclusive
about their security: they are less secure than hybrid systems. Vice versa, the se-
curity of completely automated systems is increased by adding physical security
mechanisms.

For access control, completely automated systems are subject to access from
everywhere. Physical constraints, such as location-based access control can im-
prove their security. For voting, we have seen that completely electronic sys-
tems have a low assurance rate concerning the confidentiality and integrity goals.
Only if we drop confidentiality we can be assured of the system’s integrity. As
for IT infrastructures, we observed that properties such as uniqueness, location-
boundedness and monotonicity are threatened when systems are completely vir-
tualized. Rights management of purely digital files, which do not depend on any
physical entities is impossible. Each security mechanism to protect content has a
physical basis.
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13.3.4 Reflection on Case Study Approach

The overarching method in the thesis was a multiple case study approach,
where we investigated the security of physical, digital and hybrid systems across
four domains. With the results having been presented, we can reflect on the ap-
proach. For this reflection, we choose to ways:

1. Explain pitfalls and challenges in executing the research.

2. Contrast the approach with a complete alternative one, namely to study
checklists and security standards regarding physical and digital security.
(for example ISO 27002, PCI-DSS, DHS etc. etc.).

(We will not discuss the validity of actual outcomes in detail, because this was
extensively evaluated in Section 10.8.)

Difficulties in the Approach

Depth of the Case Studies and Effort Involved As we studied so many sys-
tems, a very large amount of literature had to be studied to learn about existing
system designs and risks. In addition to that, actual on-site visits and interviews
took place. This approach resulted in deep case studies that took a long time to de-
velop and report on. Even though a large amount of data was collected, we would
still have preferred to include more actual site visits than were done, specifically
to have direct access to practitioners with domain expertise. This proved to be
difficult, as several organizations that were approached declined to participate or
did not have actual data available that they were able to share.

Data Processing The study of all these systems resulted in an enormous amount
of data. Investigating this data, harmonizing and checking it proved to be chal-
lenging. In the end data was loaded into a special database, which allowed con-
sistency checks with the data and automatically generating the main tables that
contained the results. Loading data, programming the scripts and validating the
results proved to be a very labor intensive process.

Alternative Approach

A completely alternative approach would have been to study what are seen
best practices, such as ISO 27001/27002 checklists. These are also concerned with
physical and digital security, and codify knowledge about threats and mitigations
in these domains. Through this study, we could also derive mechanisms about the
workings of digital and physical security. This approach would have had three
drawbacks compared to the approach taken:
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first, the consequence would have been that combinations of digital and physi-
cal security would not have been included, because hybrid systems designs and se-
curity are not considered in general checklists. A complimentary approach could
be the study of a specific class of hybrid systems, such as industrial control sys-
tems (commonly known as ICS or SCADA systems), and the checklists that are
used in that domain. However, this would make it difficult to generalize the data to
other types of hybrid systems. Second, the results would have been based on com-
mon industry best practices, which are often outdated compared to what experts
know today. Third, the results would not be grounded as much in actual systems.
The advantage of the chosen case study approach is that there is a relatively tight
integration with actual systems and their security; this would not have been the
case had we studied checklists.

Advantages of checklist investigation would be that the results are more easily
understood by practitioners, as they are derived from explicit knowledge that they
already apply. Furthermore, this would have been a relatively quick approach
because the checklists are readily available. The time saved could then be used
for further validation or experimentation.

Overall we conclude that a faster approach would have been possible, which
would have resulted in less data that would have to be complimented by other
means to achieve the same level of depth as in the case study approach.

13.4 Outlook

Ongoing technological developments weaken properties that we found to be
the cornerstones of physical security. We explain this for three clusters of proper-
ties: the visual, independence and material cluster. Concerning the visual cluster,
we explained before that limited visibility enables security. However, limited vis-
ibility is threatened:

• New devices enable us to see too much. Cameras and image processing
software are becoming better and these enable us to take pictures of locks
(Chapter 6), or observe the typing passwords from a distance with unprece-
dented precision. It cannot be expected that devices will reduce their capa-
bilities, in fact their capabilities will increase. Methods that are proposed
to limit capabilities (such as disabling cameras in sensitive locations [188])
will likely not be realized in practice because the cameras are under the
direct control of the users, and enforcement would require unprecedented
collaboration from vendors.

• Devices such as cameras are being miniaturized and can be hidden almost
anywhere. This makes it increasingly hard to be certain of the absence of
cameras as persons can no longer identify them visually. Thus security
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mechanisms that depend on limited visibility and personal inspection are
becoming outdated: we require specific devices to assess the absence of
other devices. Already smartphones can pose problems with voting pro-
cesses (Chapter 7) and movies played in cinemas can be recorded with sim-
ple digital cameras (Chapter 9).

The independence cluster, specifically the inertness property plays such an im-
portant role in assuring the confidentiality and integrity of systems is under threat
as well. With the coming Internet of Things [85], soon there will be no “trusted
third space” any more, which is not under some form of control by an agent.
Technologies such as RFID chips require little or no power, and can be embed-
ded everywhere, communicating with each other and sensing their environment.
This “activates” existing inert material: paper with RFID chips suddenly becomes
capable of storing, processing and communicating information. Thus a technol-
ogy as RFID can threaten the natural confidentiality that exists in the physical
world. Other examples include USB connections that integrate the power connec-
tion with data communication and wireless charging methods. They make it very
hard to ensure that a device is indeed switched off and does not transmit data.

Regarding the material cluster: paper voting depends on the inability of per-
sons to duplicate key voting material, access control on the impossibility of du-
plicating persons and keys, IT infrastructure on the inability to duplicate cables
and servers. The long trend of increasing manufacturing capabilities is eroding the
limits of manufacturing. For example key duplication does not require specialized
equipment, as keys can simply be printed [163]. Likewise copyright on physical
entities becomes more difficult to enforce as everyone can scan and recreate items.
3D printers such as the RepRap1 are still in their early stages of development, but
will become cheaper and more powerful over time.

The implications of these developments are that physical security as currently
in use will likely cease to work as it does now: the future will paradoxically
require digital mechanisms to ensure physical properties. For example the absence
of devices in a location will only be assured by using high-tech scanners, and
3D printers might be subjected to tight regulation to prevent undesired objects
appearing [50].

13.5 Future Work

In this section we offer promising directions for further research that so far we
were incapable of undertaking yet.

1http://reprap.org

http://reprap.org


284 Conclusions

Formalization The properties of physical and digital entities are relevant and
useful for formal modeling. As so far no such formal model has been built that
incorporates all these properties, we believe this is a very promising research di-
rection.

A good test case for such a model would be finance. Not unlike content pro-
ducers, central banks are facing counterfeiters who are forging banknotes, taking
all sorts of preventive and detective mechanisms such as watermarking and au-
diting. Furthermore, cash comes in both purely digital form (a bank account),
physical (bank account) and hybrid forms on smart cards.2

Simulations In Chapter 3 we outlined three conceptual strategies for the re-
introduction of physical processes, which could potentially improve information
security.

1. de-automation: making automated systems physical again

2. recombination: combining physical and digital mechanisms

3. simulation: simulating physical systems in IT

This thesis has primarily investigated recombination, and it has been found a good
solution for improving security. De-automation is a very strong measure but has
been applied in practice, for example for the Dutch and German elections (Chap-
ter 7). Simulation remains to be investigated.

Voting Systems In the section on applications, we outlined three strategies for
governments to ensure voting security, using existing technologies. As future
work, we believe that a fourth option can be developed based on the pattern of
“physical automation” from Section 10.6. With physical automation we mean the
usage of conveyor belts, robots and other industrial equipment that can be used to
reorganize the voting process. Citizens would still be using paper, but the actions
after the ballot deposit, including transportation and counting, would be carefully
scripted and automated. Such automation would greatly improve the integrity and
assurance of the voting process and eliminate many human errors. In addition,
the visibility of the process would not be limited (it could even be enhanced,
because the process is standardized), and the paper would still be inert. To ensure
adequate confidentiality, ballots could even be shredded on-site, automatically
after counting them.

2Even location-based access control is already applied, as the Dutch Rabobank blocks pin
transactions from outside of Europe by default.



Conclusion 285

Potential for New Mechanisms A final research direction is to simulate physi-
cal properties in IT. Our research shows the general tendencies of IT systems to be
loss of location boundedness, uniqueness and monotonicity, which are core traits
of physical security mechanisms. We are interested in IT-based methods that can
somehow recreate these properties inside IT, simulating for example the slowness
of physical transportation.

13.6 Conclusion

De-perimeterization is an ongoing problem that negatively impacts informa-
tion security. The examination of this phenomenon led us to investigate the
security-relevant differences between physical and digital security mechanisms
and the potential of combinations. Our results indicate that the outcomes depend
on context and specific security goals but clearly hybrid security mechanisms are
to be preferred over digital mechanisms. We hope that the conclusions will be
used to improve the state of information security, as well as the research thereof.
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Appendix A

Focus Group Meeting Material

This appendix presents material used in the focus group meeting. Originally
printed on A4, the layout has been modified to fit this appendix.
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A.1 Questionnaire

1 

1. Survey 
# Question Answer 

Part I (Background, experience and views) 

1.  What type of organization do 
you work for? 
(Select one or more) 

0 IT Industry 
0 Academia 
0 Government 
0 Non-profit 
0 Other … 

2.  Which position do you hold 
in this organization? 

 
………………………………….…………………………………. 

3.  How many years of 
professional experience do 
you have in the area of 
information security? 

…… years 

4.  How would you currently 
perform an assessment of 
physical security? 
(Select one or more) 

0 Generic risk assessment / threat analysis 
0 ISO 27002 checklist 
0 Own checklists 
0 Other … 
0 Don’t know 

5.  How would you currently 
perform an assessment of 
digital security? 
(Select one or more) 

0 Generic risk assessment / threat analysis 
0 ISO 27002 checklist 
0 Own checklists 
0 Other … 
0 Don’t know 

6.  In which field is your 
experience greater, in 
physical or in digital security 
mechanisms? 

0 Physical security 
0 Digital security 
0 Equal experience 

7.  How would you perform an 
analysis of a system that 
uses both physical and 
digital security mechanisms? 
(Select one or more) 

0 Generic risk assessment / threat analysis 
0 ISO 27002 checklist 
0 Own checklists 
0 Other … 
0 Don’t know 

8.  What method/approach 
would you use to design a 
system that uses both 
physical and digital security 
mechanisms? 
(Select one or more) 

0 Generic risk assessment / threat analysis 
0 Requirements engineering 
0 ISO 27002 checklist 
0 Own checklists 
0 Other … 
0 Don’t know 
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2 

9.  For all systems that you have 
analyzed or designed, how 
much effort is put in physical 
security, if the total security 
effort is 100%? 
(Given an estimation as a 
percentage) 

 
 
… … percent physical security 

10.  Could security be improved 
by putting more emphasis on 
physical security 
mechanisms? 

0 Yes 
0 No 
0 Don’t know 

11.  Could security be improved 
by tighter integrating 
physical and digital security 
mechanisms? 

0 Yes 
0 No 
0 Don’t know 

 

<< End of Survey >> 
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3 

Exercises 

The Dutch OV Chip card system uses a contactless smartcard. Persons who use 

the public transport system must swipe their card when they enter or exit the 

system, for example when boarding or off boarding a bus. (Check-in or checkout) 

The chip card holds money and the amount stored on the card is updated during 

check-in and checkout. Check-in and checkout events are sent to a central 

processing system over a mobile network. 

The next questions concern this system. 

Question 1 (Analysis Method) 

1.a list two physical entities used in this system 

Physical entity 1  
…………………………………. 

Physical entity 2  
…………………………………. 
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1.b. Identify which physical security properties apply to these entities (as many 

as possible). 

If a property applies to the entity, indicate this by placing a “X” in the cell. 

Property Explanation Example Physical  
entity 1 

Physical  
entity 2 

Active Moving, action Person ..................... ..................... 

Cohesive Tightly fit together Brick ..................... ..................... 

Decaying Wearing down Newspaper ..................... ..................... 

Dense No holes, cavities Brick ..................... ..................... 

Difficultly 
manufacturable 

Hard to create Banknote  
..................... 

 
..................... 

Easily 
manufacturable 

Easy to create A4 paper ..................... ..................... 

Enclosed with 
opening 

Hollow object with 
opening 

Wine bottle ..................... ..................... 

Identifiable Can be identified Person ..................... ..................... 

Inert Does not move Brick ..................... ..................... 

Invisible Cannot be seen Radio wave ..................... ..................... 

Large 
Difficult to hide by 
a person 

Table ..................... ..................... 

Limited 
spacious 

Space in which 
objects can still be 
tracked 

Meeting 
room 

..................... ..................... 

Modifiable Can be changed Paper ..................... ..................... 

Movable 
Can be moved by a 
person 

Brick  
..................... 

 
..................... 

Slow 
Can be intercepted 
by a person 

Person  
..................... 

 
..................... 

Sound 
producing 

Produces sound Claxon ..................... ..................... 

Strong Difficult to break Brick wall ..................... ..................... 

Uncopyable Cannot be copied Person ..................... ..................... 

Visible Can be seen Brick ..................... ..................... 

Weak 
Easy to break by a 
person 

Paper ..................... ..................... 
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5 

Consider the following physical property with a hypothesis about security 

Property Difficultly manufacturable 

Category Manufacture 

Effect Positive effect on confidentiality and integrity 

Explanation Manufacturing increases the chance of manipulating business 
process to the attacker’s advantage. When objects are difficult to 
manufacture that increases the confidentiality and integrity. 

Conditions Business process depends on limited and /or unique items. 

1.c. On which entity is this property applicable? (Name one) 

…………………………………………………………………………………………………………………………… 

1.d. For the entity identified in 1c, can this property be changed, meaning that it 

becomes more difficult to manufacture or less difficult to manufacture? What 

would be the effect of that change? 

Change If/How this could happen Effect on security 

More difficult to 
manufacture 

 
 
 
 
…………………………………… 

Confidentiality:  
………………………………………………. 
Integrity: 
………………………………………………. 
Availability: 
………………………………………………. 

Less difficult to 
manufacture 

 
 
 
…………………………………… 

Confidentiality:  
………………………………………………. 
Integrity: 
………………………………………………. 
Availability: 
………………………………………………. 
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Exercise 2: Design 

For the OV Chip card there are three specific security problems: 

I. Users forget to check-in or checkout (integrity problem) 

II. An attacker can put a nearly invisible sticker with a custom chip on the 

smartcard that can be charged by the attacker. When checking in, the 

custom chip is used rather than the original. (integrity problem) 

III. Fraud can take place by copying the chip cards (confidentiality, integrity 

problem) 

2.a. Using the security design patterns, suggest ways to change the system 

design to solve problem I. 

…………………………………………………………………………………………………………………………… 

2.b. Using the security design patterns, suggest ways to change the system 

design to solve problem II. 

…………………………………………………………………………………………………………………………… 

2.c. Using the security design patterns, suggest ways to change the system 

design to solve problem III. 

…………………………………………………………………………………………………………………………… 

Consider that at some point in time, users can order chip cards over the Internet, 

which are sent to their address by ordinary mail. This opens up opportunities of 

fraud, for example pranksters requesting cards on behalf of others. Therefore it 

is decided that users must pickup their card themselves at a railway station. 

2.d. What pattern is applied in the new situation? 

…………………………………………………………………………………………………………………………… 
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4. Evaluation 

# Question Answer 

1.  Do you feel capable of 
identifying relevant physical 
and digital security 
properties in real-life 
systems? 
(explain your answer) 

0 Yes 
0 No 
0 Don’t know 
Explanation: 
…………………………………………………………………… 

2.  Do you feel capable of 
designing systems that use 
physical and digital security 
properties? 
(explain your answer) 

0 Yes 
0 No 
0 Don’t know 
Explanation: 
…………………………………………………………………… 

3.  If you consider your past 
experiences, could the 
integrated risk assessment 
method yield more accurate 
results as compared to your 
earlier approaches / 
methods? 
(explain your answer) 

0 Yes 
0 No 
0 Don’t know 
Explanation: 
…………………………………………………………………… 

4.  If you consider your past 
experiences, could the 
library of integrated security 
design patterns yield more 
secure systems as compared 
to your earlier approaches / 
methods? 
(explain your answer) 

0 Yes 
0 No 
0 Don’t know 
Explanation: 
 
…………………………………………………………………… 

5.  Which type of organization / 
system could benefit most 
from this research? 
(explain your answer) 

 
 
…………………………………………………………………… 
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6.  After being present in the 
focus group meeting, could 
security be improved by 
putting more emphasis on 
physical security 
mechanisms? 

0 Yes 
0 No 
0 Don’t know 
…………………………………………………………………… 

7.  After being present in the 
focus group meeting, could 
security be improved by 
tighter integrating physical 
and digital security 
mechanisms? 

0 Yes 
0 No 
0 Don’t know 
…………………………………………………………………… 

8.  Do you have any 
recommendation to improve 
the integrated risk 
assessment method? 
(explain your answer) 

 
 
…………………………………………………………………… 

9.  Do you have any 
recommendation to improve 
the library of integrated 
security design patterns? 
(explain your answer) 

 
 
 
…………………………………………………………………… 

10.  Do you have any other 
recommendations to 
improve the focus group 
meeting? 
(explain your answer) 

 
 
…………………………………………………………………… 

11.  Would you like to receive 
the complete methods 
digitally? 

0 Yes 
  Name:  
0 No 

 

<< End of Evaluation >> 
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A.2 Linkage between Focus Group Questions and Re-
search Questions

Figure A.1 explains how the questions contribute to the research questions of
the survey.

Section Question Research Question Details

Survey 1-9 FGRQ1: Background -
10 FGRQ2: Usefulness-Utility Pre-test opinion physical security
11 FGRQ2: Usefulness-Utility Pre-test opinion more integration

Exercises 1a-1d OB1: Usefulness-Usability Method 1
2a-2d OB2: Usefulness-Usability Method 2

Evaluation 1 OB2: Usefulness-Usability Method 1
2 FGRQ2: Usefulness-Usability Method 2
3 FGRQ2: Usefulness-Utility Method 1
4 FGRQ2: Usefulness-Utility Method 2
5 FGRQ2: Usefulness-Utility General
6 FGRQ2: Usefulness-Utility Post test opinion physical security
7 FGRQ2: Usefulness-Utility Post test opinion more integration
8 FGRQ3: Improvement Method 1
9 FGRQ3: Improvement Method 2
10 FGRQ3: Improvement Focus group
11 FGRQ1: Background -

Figure A.1: Explanation of which survey questions yield information for which
research questions (obtain background information, test usefulness in the form of
utility and usability, and obtain recommendations for improvements).

A.3 Answers for Method One

Central Processing System Figure A.2 shows the results of the properties for
the central processing system.

Card Reader Figure A.3 shows the results of the properties for the card reader.

Chipcard Figure A.4 shows the results of the properties for the chipcard.

Chip Figure A.5 shows the results of the properties for the chip.

Bus, Train, Metro Figure A.6 shows the results of the properties for the bus,
tram or metro.
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Property #1 #2 Model Answer Correctness %

Active false 100%
Cohesive false 100%
Decaying false 100%
Dense false 100%
Difficultly manufacturable x x true 100%
Easily manufacturable false 100%
Enclosed with opening false 100%
Identifiable x possible -
Inert x x true 100%
Invisible false 100%
Large x x true 100%
Limited spacious x false 50%
Modifiable x possible -
Movable false 100%
Slow possible -
Sound producing false 100%
Strong x possible -
Uncopyable x x true 100%
Visible x possible -
Weak x possible -

Figure A.2: Central processing system properties as identified by the two partici-
pants #1 and #2. The last columns shows the percentage of participants that gave
the correct answer, except for those properties that are ambiguous.
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Property #1 #2 #3 #4 #5 #6 #7 #8 Model
Answer

Correctness
%

Active x x false 75
Cohesive x x x x x true 63
Decaying x false 88
Dense x x x true 38
Difficultly
manufacturable

x x x x x x x true 88

Easily
manufacturable

x false 88

Enclosed with
opening

x false 88

Identifiable x x x x x true 63
Inert x x x x x x x true 88
Invisible false 100
Large x x x x x x x true 88
Limited spacious x x false 75
Modifiable x x x false 63
Movable x false 88
Slow x false 88
Sound producing x x x x x true 63
Strong x x x x x x x true 88
Uncopyable x x possible -
Visible x x x x x x x x true 100
Weak false 100

Figure A.3: Card reader properties as identified by the participants.
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Property #1 #2 #3 #4 #5 #6 #7 #8 #9 Model
Answer

Correctness
%

Active x x x x x x x false 22
Cohesive x x x true 33
Decaying x x x x x x x true 78
Dense x x x x x true 56
Difficultly
manufacturable

x x x x x x true 67

Easily
manufacturable

x x false 78

Enclosed with
opening

x false 89

Identifiable x x x x x x x x true 89
Inert true 0
Invisible false 100
Large x false 89
Limited spacious x x x false 67
Modifiable x x x x x x false 33
Movable x x x x x x x x true 89
Slow x x x x x false 44
Sound producing x false 89
Strong false 100
Uncopyable x x true 22
Visible x x x x x x x x true 89
Weak x x x x x x true 67

Figure A.4: Chip card properties as identified by the participants.
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Property #1 #2 Model Answer Correctness %

Active 1 false 50
Cohesive 1 true 50
Decayling 1 false 50
Dense 1 true 50
Difficultly manufacturable 1 1 true 100
Easily manufacturable false 100
Enclosed with opening false 100
Identifiable 1 1 true 100
Inert true 0
Invisible ? false 100
Large false 100
Limited spacious false 100
Modifiable 1 false 50
Movable 1 1 true 100
Slow 1 false 50
Sound producing false 100
Strong false 100
Uncopyable ? 1 true 50
Visible 1 true 50
Weak 1 true 50

Figure A.5: Chip properties as identified by the participants.
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Property #1 Model Answer Correctness %

Active true 0
Cohesive true 0
Decayling x true 100
Dense x false 0
Difficultly manufacturable true 0
Easily manufacturable false 100
Enclosed with opening true 0
Identifiable x true 100
Inert false 100
Invisible false 100
Large true 0
Limited spacious true 0
Modifiable true 0
Movable true 0
Slow false 100
Sound producing x true 100
Strong x true 100
Uncopyable false 100
Visible true 0
Weak false 100

Figure A.6: Bus, tram or metro properties as identified by the participants.
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Samenvatting

Automatisering impliceert de vervanging van fysieke door digitale systemen:
we gebruiken informatietechnologie immers omdat sommige eigenschappen van
software, zoals hoge snelheid, lage kosten en accuratesse wenselijker zijn dan de
eigenschappen van fysieke systemen.

Helaas zijn digitale systemen niet altijd beter dan fysieke systemen. Specifiek
kan automatisering een negatief effect hebben op de beschikbaarheid, integriteit
en vertrouwelijkheid van informatie. Specifiek vergemakkelijkt het Internet de
verspreiding van informatie en het daarmee wordt het moeilijker om informatie
vertrouwelijk te houden. De toename in connectiviteit veroorzaakt door het Inter-
net leidt ertoe dat organisaties“gedeperimeteriseerd” worden, de fysieke barrières
die ze voorheen afschermden van de omgeving worden afgebroken.

We constateren niettemin dat er geen uitgebreid en gestructureerd geheel van
kennis is over de verschillen tussen fysieke en digitale systemen en de wijze
waarop deperimeterisatie plaatsvindt. Het verkrijgen van deze kennis wordt be-
langrijker nu fysieke en digitale systemen samensmelten in het Internet of Things:
alleen wanneer we de verschillen tussen fysieke en digitale systemen begrijpen
kunnen we systemen als smart buildings met camera’s en op afstand bestuurbare
deuren werkelijk veilig realiseren.

Het ontwikkelen van deze kennis begint met een simpel conceptueel raam-
werk: systemen variëren van compleet fysiek tot compleet digital. Fysieke sys-
temen gebruiken alleen fysieke beveiligingsmechanismen, en digitale systemen
gebruiken alleen digitale beveiligingsmechanismen. Hier tussenin is een catego-
rie gemengde of hybride systemen, die zowel digitale als fysieke beveiligingsme-
chanismen gebruiken. Met behulp van dit raamwerk onderzoeken we de beveili-
ging van fysieke, digitale en hybride systemen in vier domeinen: toegangsbeheer,
stemmen in verkiezingen, IT infrastructuur en copyright.

We beginnen met een onderzoek naar de onderliggende eigenschappen van fy-
sieke en digitale systemen: karakteristieken van een fysiek of digitaal object die,
onder specifieke condities, positieve of negatieve effecten hebben op de beveili-
ging. In totaal identificeren we twintig fysieke en vijf digitale beveiligingseigen-
schappen. Hiermee worden de verschillen tussen fysieke en digitale systemen
geı̈dentificeerd.
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Vervolgens onderzoeken we hybride systemen om te begrijpen hoe fysieke en
digitale beveiligingsmechanismen gecombineerd kunnen worden, en wat de trade-
offs zijn tussen deze twee. Tot slot gebruiken we deze resultaten om twee metho-
den te ontwikkelen die gebruikt kunnen worden om systemen beter te beveiligen:

• Een methode voor het inschatten van informatiebeveiligingsrisico’s van fy-
sieke, digitale en hybride systemen. Deze methode is gebaseerd op de
genoemde beveiligingseigenschappen: ze worden gebruikt om de bevei-
liging van bestaande systemen te begrijpen (door de eigenschappen te iden-
tificeren en hoe deze zouden kunnen veranderen) of om nieuwe systemen
te ontwerpen (door de eigenschappen in te bouwen die een positief effect
hebben op informatiebeveiliging).

• Een methode voor het ontwerpen en analyseren van hybride systemen met
behulp van patterns. Deze herbruikbare ontwerpen laten zien hoe fysieke
en digitale beveiliging optimaal gecombineerd kunnen worden. In totaal
presenteren we dertien patterns die zowel bruikbaar zijn voor het ontwerpen
als voor het evalueren van hybride systemen.

Beide methoden zijn met succes getest in een focus group meeting met beveili-
gingsexperts.
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