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Abstract

Over the past few decades the computing industry has gone past several mile-
stones, each of which has had a paradigm shift in the way we live our lives.
Computers were initially only confined to large corporations. With the advent
of personal computers, people started using them daily at work and also at
home. Today it is not uncommon for a person to move around with several
devices which have substantial amounts of computation power, e.g. a notebook,
mobile phone, PDA, digital camera, navigation system, etc. While one may
be inclined to feel that we are already surrounded by a huge number of em-
bedded devices, it appears that the computing industry, thanks to the further
miniaturization of electronics, might be on the verge of another paradigm shift
- one that would make computers omnipresent. The past decade has seen the
emergence of a new breed of tiny computers known as wireless sensor nodes.
These nodes, which may be battery powered, are equipped with sensors, a radio
transceiver, a CPU and some memory. They are usually networked together to
form wireless sensor networks. It is envisioned that sensor networks made up of
hundreds, thousands or probably even millions of nodes will eventually weave
into the very fabric of our lives and be present in one form or another in even
the most mundane of devices, like in a coffee mug for instance.

The enormous scale of these networks makes it impossible for them to be
managed manually by humans. In other words, the system needs to operate
autonomously and recover automatically from faults that may occur. As sensor
nodes are typically highly energy constrained devices, network lifetime is also of
paramount importance. Unlike conventional computer networks, e.g. an office
LAN, which can be used for a multitude of applications, wireless sensor networks
are generally known to be application-specific. This unique characteristic helps
save energy as it allows protocols designed for sensor networks to be optimized
for a particular application.

This thesis focuses on different techniques that may be used to extract data
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from a wireless sensor network in an energy-efficient manner. We present a
range of distributed, self-organizing and energy-efficient data management al-
gorithms that influence different components of the sensor node architecture:
MAC, routing, data aggregation and sensor sampling.

The algorithms we present are used for two different classes of applications:
(i) applications that only require a subset of all the data in the network to
be extracted using range-queries and (ii) applications that require all the data
to be extracted from all the sensors in the network at periodic intervals using
long-running queries.

For the first class of applications, we present a framework that ensures that
one-shot range queries are routed only to the relevant regions of the network
instead of carrying out flooding. The same framework is also used to assign
an appropriate amount of bandwidth to regions that are expected to generate
more data with respect to the incoming query. This allows precious energy-
resources to be spent only where gains are expected. For the second class of
applications, we have designed two algorithms that help extract raw data in an
energy-efficient manner. The first algorithm, that takes advantage of spatial
correlations that may exist between the readings of neighbouring sensor nodes,
is a scheduling algorithm which decides when a particular node should aggregate
data. The second algorithm helps save energy by sampling the sensors in an
energy-efficient manner by taking advantage of temporal correlations that may
exist between successive sensor readings. In every instance, we have illustrated
how the various algorithms can benefit by using cross-layer information.



Samenvatting

In de afgelopen decennia heeft de computer industrie enkele mijlpalen bereikt,
die elk een grote invloed hebben gehad op onze manier van leven. Eerst waren
computers alleen beschikbaar voor grote bedrijven. Met de introductie van de
PC, begonnen mensen dagelijks, zowel op het werk als thuis, de computer te
gebruiken. Vandaag de dag is het niet ongewoon dat men meerdere apparaten
op zak heeft, die elk veel rekenkracht hebben. Voorbeelden zijn een notebook,
een mobiele telefoon, een zakagenda, digitale camera, een navigatie systeem, etc.
Hoewel het lijkt dat we al door veel van dit soort apparaten worden omringd, is
de computer industrie -dankzij verdere miniaturisatie van elektronica- bezig met
de ontwikkeling van een nieuw fenomeen: de alom aanwezige computer. In de
afgelopen jaren is een nieuw soort computer ontwikkeld, bekend als draadloze
sensoren. Deze computers, die door een batterij gevoed kunnen worden, zijn
uitgerust met sensoren, een radio zender en ontvanger, een processor en wat
geheugen. Deze apparaatjes vormen normaal gesproken een draadloos sensor
netwerk met elkaar. Zulke netwerken kunnen uit honderden, duizenden of miss-
chien wel miljoenen draadloze sensoren bestaan en zullen zich mengen met onze
dagelijkse activiteiten. Zo zullen de kleine computertjes gentegreerd worden in
alledaagse dingen, zoals een koffiemok.

De gigantische schaal van deze netwerken maakt het onmogelijk om ze hand-
matig te bedienen. Met andere woorden, het systeem moet autonoom kunnen
functioneren en als er fouten optreden, moet het zichzelf kunnen herstellen.
Hoewel de draadloze sensoren een zeer beperkte energievoorraad hebben, is een
lange levensduur van het netwerk uiterst belangrijk. In tegenstelling tot conven-
tionele computer netwerken (bijvoorbeeld een LAN in een kantooromgeving),
die voor vele verschillende toepassingen kunnen worden gebruikt, zijn draad-
loze sensor netwerken applicatiespecifiek. Deze unieke eigenschap maakt het
mogelijk om energie te besparen, omdat se sensor netwerk protocollen kunnen
worden geoptimaliseerd voor de specifieke toepassing.
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Deze dissertatie richt zich op verschillende technieken, die gebruikt kun-
nen worden om op energie-efficiënte wijze data uit draadloze sensor netwerk
te verkrijgen. We presenteren verschillende gedistribueerde, zelforganiserende
en energie-efficinte data management algoritmes, die ingrijpen in verschillende
onderdelen van de draadloze sensor architectuur: MAC, routing, informatie
combinatie/representatie en sensor bemonstering.

De gepresenteerde algoritmes kunnen voor twee toepassingsklasse gebruikt
worden: (i) toepassingen die slechts een deel van alle informatie uit het netwerk
gebruiken en dat door middel van ”range-queries” opvragen en (ii) toepassin-
gen die periodiek alle informatie uit het netwerk nodig hebben en die dat met
langgeldende queries opvragen.

Voor de eerste categorie toepassingen presenteren we een architectuur waarin
eenmalige ”range-queries” alleen verstuurd worden naar relevante gebieden in
het netwerk in plaats van naar alle sensoren in het netwerk. Dezelfde methode
wordt gebruikt om de relevante gebieden in het netwerk meer bandbreedte toe
te kennen, mocht dat voor de query nodig zijn . Schaarse energie wordt op deze
manier alleen maar besteed waar het het meeste oplevert.

Voor de tweede toepassingsklasse zijn twee algoritmes ontwikkeld, die het
energie-efficint extraheren van ruwe data vergemakkelijken. Het eerste algoritme
haalt zijn voordeel uit (ruimtelijke) correlaties die kunnen bestaan uit metingen
van naburige draadloze sensoren. Het algoritme bepaalt wanneer er (gecor-
releerde) informatie door een draadloze sensor moet worden samengevoegd.
Ook kunnen er correlaties bestaan tussen opeenvolgende bemonsteringen van
een sensor. Het tweede algoritme zorgt dat er energie bespaard wordt op het
bemonsteren van sensoren door correlaties in het tijddomein uit te buiten. Bij
elk van de algoritmes tonen we aan dat het gebruik van cross-layer informatie
voordelig is.
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Chapter 1

Introduction

”I think there is a world market for maybe five computers.”

Thomas John Watson, Sr.

This is a remark that was made in 1943 by the then president of Inter-
national Business Machines (IBM), Thomas John Watson, Sr. More recently
in 2004, Forrester Research predicted that there would be around 1.3 billion
computers worldwide [69] by the year 2010. As Moore’s Law, (which states
that the number of transistors on a chip doubles every 18 months) has enabled
more computing power to be packed in within smaller devices, the basic defi-
nition of the computer has seen a phenomenal transformation over the past six
decades. This transformation was simply unimaginable in the past - even by
those considered to be the stalwarts of the computer industry.

With the advent of further miniaturization of electronics, the past decade
has seen the emergence of a new breed of tiny computers known as wireless
sensor nodes which can be networked together to form wireless sensor networks
(WSNs). This new generation of tiny computers is anticipated to cause an even
greater paradigm shift in the number of computers worldwide. This is because
unlike Microsoft’s vision of having ”a computer on every desk and in every
home” for the personal computer [107], sensor networks are envisioned to weave
into the very fabric of our daily lives and be present in one form or another
in even the most mundane of devices, like in a coffee mug for instance. Initial
deployments of sensor networks have already been made in a large variety of
applications, e.g. in buildings [142] and bridges [131] for structural monitoring,
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Figure 1.1: The µNode from Ambient Systems

in vineyards [41] and potato fields [87] to improve harvests, in unmanned aerial
vehicles (UAVs) for military applications [119] and even in the depths of the
ocean for environmental monitoring [47].

This fast-growing array of applications will result in an explosion in the num-
ber of devices which are capable of communicating with one another. Never since
the birth of computer science has the research community faced a problem of
this magnitude - making thousands or perhaps even millions of devices com-
municate seamlessly with each other without any external human intervention
whatsoever. This makes it imperative to devise new and novel solutions.

While the general line of research in the development of conventional com-
puters has been to find ways to squeeze more computation power into a smaller
form factor, WSN research may be considered to have taken a step backward
as sensor nodes typically use relatively primitive hardware that are more remi-
niscent of the early 1980s. Present day wireless sensor nodes [34, 58, 109], like
the ones shown in Figure 1.1, typically have processors which run at around
8-16MHz and only have a few kilobytes of RAM, e.g. 4-10kB. However, what
differentiates WSN research from the development of conventional computers
are the motivating factors - energy-efficiency and self-organizing operation in-
stead of increased computing power. The reason for this is that sensor nodes
are typically battery-powered devices and should be able to operate unattended
for several years.
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1.1. FOCUS AND APPROACH OF RESEARCH

1.1 Focus and approach of research

We first provide the reader with a macro perspective of some of the major
areas of research in the field of sensor networks. Since a significant proportion
of our work deals with the networking aspects of sensor networks, we go on
to elaborate how our research approach differs from the approach taken when
designing networking protocols for conventional computer networks. We finally
describe the specific areas we have focused on in this thesis.

1.1.1 Primary areas of WSN research

The broad spectrum of WSN research may be split into several categories. Be-
low, we briefly describe each category.

1. Sensing: Research in this area involves a few topics such as the sensors
themselves, packaging technologies, the sensor platform, transceiver, an-
tenna and power generation.

The sensors can vary from simple temperature or humidity sensors to
more complicated varieties which measure turbidity or dissolved oxygen.
As sensor networks are generally meant to be deployed in high spatial
densities, for long periods of time and in possibly harsh environments, the
majority of research in this domain concentrates on minimizing production
cost and power consumption and increasing durability of the sensors, e.g.
by using sophisticated packaging technologies. Before the birth of sensor
networks, the spatial granularity of monitoring was generally performed
at very coarse resolutions. Users were expected to manually recalibrate
the sensors on a periodic basis to ensure the integrity of all the collected
data. Thus apart from simply focusing on hardware, distributed algo-
rithms are also being developed to enable sensors to calibrate themselves
autonomously [42]. More recently, a new class of low-power ”camera sen-
sor networks” has emerged. Thus instead of simply transmitting numerical
sensor data, these devices actually transmit low-resolution image data [86].

The sensor platform generally consists of a micro-controller with on-chip
RAM and Flash, a transceiver, a digital and analogue I/O interface for
connecting a wide variety of sensors and actuators and in many instances
an in-built antenna. Most of the existing platforms have been created
using off-the-shelf components. Apart from using the right combination
of low-power components, emphasis is also placed on the casing that con-
tains the sensor node. The casings need to be both weather and shock
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proof to ensure that the nodes are able to survive extended periods in
harsh environmental conditions [47]. Additionally, in order to improve
communication reliability and efficiency, a significant amount of research
is being conducted in the fields of low-power transceivers [127] and antenna
design [79, 104].

While present day sensor nodes are typically battery-powered, a signifi-
cant amount of research is being dedicated to energy-harvesting [120, 123].
Nodes could make use of the very environment they are deployed in to
generate power, e.g. solar energy, vibration, wind, etc. Although these
techniques may not generate huge amounts of energy, they are still use-
ful, as compared to batteries, they provide sensor networks with a nearly
infinite source of energy.

2. Communication protocols : Communication protocols ensure that sensor
nodes distributed over a wide area are able to reliably communicate with
one another wirelessly in an energy-efficient manner. These algorithms
address issues such as Medium Access Control (MAC), routing, reliable
transport, time synchronization, clustering, etc. Depending on the appli-
cation, these algorithms may also need to support mobility.

Having a large-scale, high-density sensor network means that a lot of nodes
will have to share the wireless channel to transmit data. If two nodes that
are within transmission range decide to transmit a message to each other
at precisely the same time, both messages will get corrupted. The MAC
protocol ensures that message transmissions between nodes are scheduled
in a way such that message corruptions do not occur [77, 88]. MAC pro-
tocol research for WSNs generally focuses on striking the optimal balance
between energy-savings and latency and also deals with techniques that
ensure that nodes can automatically choose new schedules if any changes
in the network are detected (e.g. a node dies or a new node is added).

In conventional computer networks or wireless ad-hoc networks, queries
are usually routed from a source to a specific destination (or node) which
may be identified by an IP address. As users of WSNs are typically more
interested in the actual data that is being collected by a subset of the
deployed sensor nodes, rather than observing the behaviour of a specific
node, queries are routed to the set of nodes which are sensing and thus
producing the required data. In this approach, when a node receives
a query, it forwards it to another neighbour, not based on the ID of
a particular destination node but based on the data that is requested
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by the user. This is known as data-centric routing [82]. Also, rather
than performing end-to-end routing, WSNs usually rely on neighbour-to-
neighbour routing.

While traditional data collection from source to sink nodes may be toler-
ant to message loss, data dissemination from sink to source nodes (e.g. for
reprogramming nodes) is highly sensitive to message loss. For such appli-
cations, it is essential to have reliable transport protocols [100, 101]. Note
that a source node refers to a node that produces the data by sampling
its sensors and a sink node refers to the node that requests the data, i.e.
it is the final destination of the data collected by nodes in the network.

Distributed protocols for sensor networks may be heavily dependent on
time. Additionally, many applications require sensed data to be time-
stamped before being transmitted to the sink. As clock drift may be
a common phenomenon in low cost sensor nodes, it is essential to have
distributed time synchronization protocols that ensure that the clock drift
is kept within limits that would meet the requirements of the end-user and
communication protocols [66].

3. Operating systems and reprogramming: A sensor node is not simply a de-
vice that transmits sensed data. A present-day sensor node typically has
a host of resources: the processing unit, volatile and non-volatile memory,
interface resources such as DACs, ADCs, UARTs, interrupt controllers,
counters, the transceiver, and the various sensing devices. Managing
all these resources in an energy-efficient manner in a highly resource-
constrained environment requires the presence of a lightweight operating
system [65].

Efforts are also being made to ensure that the operating system is able
to adapt to the changing requirements, e.g. rather than being hard-coded
with a single routing protocol, a node may need to use different protocols
at different times in order to continue operating efficiently in any dynamic
environment. This requires nodes to be reprogrammable [68].

4. Distributed services: The computation power of individual sensor nodes
enables them to run a host of services locally. These services can then
operate in a distributed manner due to the wireless communication ca-
pability of the nodes. Some examples of distributed services are localiza-
tion [65], data aggregation, query processing, distributed data storage and
management [45], event/outlier detection and distributed actuation and
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control [152]. With the exception of localization, the remaining examples
deal with the data that is generated within the network.

In most applications, readings from a sensor node would probably be
deemed useless if the user is not aware of the location of the node. While
the Global Positioning System (GPS) is able to provide location informa-
tion, it is unsuitable for sensor networks because of its high cost and power
consumption. A GPS device also cannot work in an indoor environment.
Current localization algorithms for WSNs generally use information such
as connectivity, radio signal strength information (RSSI) or sound inten-
sity. The main issue here is to investigate algorithms that result in the
most precise location estimation without using any additional hardware
in the most energy efficient manner.

Managing the data generated by the WSN within the network itself, is a
process that is particularly unique to WSNs. In conventional networks,
intermediate nodes (i.e. nodes that lie between the source and destina-
tion) simply act as relaying nodes. These relay nodes do not read, analyse
or act upon any of the data they are forwarding. The sensor network
designer, however, takes advantage of the computation capabilities of a
node and instructs the data management layer of an intermediate node to
analyse the actual data passing through it and act upon it if necessary.
This is a strategy that is used to improve energy efficiency. As as example,
an intermediate node may refrain from transmitting duplicate data mes-
sages. The data management component may also handle issues such as
deciding when and where to perform data fusion, how to evaluate queries
that a node has received and how and where to store acquired data within
the network if required. Additionally, depending on the application re-
quirements, it might also help identify events or outliers, or help perform
distributed actuation.

5. Security: Security plays an essential role in WSNs that are deployed in
sensitive locations. WSN security can be classified into information se-
curity and operational security [89]. Information security should ensure
that confidential information is never disclosed and the integrity and and
authenticity of information is always guaranteed. Operational security
should ensure that the network continues to function even if some of its
components are attacked. Issues such as limited computational power and
memory and the open wireless medium make WSN security a non-trivial
issue.
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Application Layer
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Network Layer
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Physical Layer

Figure 1.2: The OSI Model

6. Testing and evaluation: Since WSNs are large-scale and complex systems,
it is essential to test any developed protocol or algorithm through sim-
ulations, emulations, prototyping and real large-scale deployments. Sim-
ulators and emulators help evaluate the entire system or even a subset
of the developed components [143, 90]. Simulators are used to not only
simulate the performance of protocols but are also used to simulate the
environment where a sensor network may be deployed [83, 149]. Deploy-
ment and debugging tools are required to help deploy WSNs and evaluate
their performance in real-life [125].

1.1.2 Research approach

When developing algorithms for computer communication networks, i.e. net-
working protocols, it is common practice to specify which layer of the OSI (Open
Systems Interconnection) [153] model the algorithm has been designed for. The
layered approach of the OSI model ensures that every layer operates completely
independently (Figure 1.2). Thus the operations performed within a particular
layer are not dictated by what happens within any other higher or lower layers.
This is especially advantageous for vendors creating software for personal com-
puters (PCs) as PCs are general purpose machines that are designed to be used
for a wide range of applications. For example a particular model of a desktop
PC may be used in an organization primarily for performing Matlab simulations
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Figure 1.3: Architecture of a wireless sensor node

while the same model may be used by a home user for mainly video conferencing
and playing games. As another example, a vendor designing a web browser will
not have to worry about the interface used to connect to the Internet. Following
the OSI model will ensure that the browser works whether the connection is via
Ethernet or Wireless LAN. In fact, the economic viability of a product may be
questionable if it is not designed following this modular approach as the com-
pany would have to provide complete solutions and inter-operability between
different vendors would be nearly impossible.

The situation for WSNs, however, is vastly different as WSNs are typically
application-specific networks. Thus the precise reason for deploying a particular
WSN would be known prior to deployment. Instead of placing emphasis on
inter-operability, the focus here is on energy-efficiency and ensuring that the
quality of the acquired data meets the user’s requirements. Thus the main
philosophy is to maximise information usage. As an example, if there is a
piece of information that is being used by a particular layer within a node, the
objective is to find out which other layers can utilise this same information in
order to reduce redundancy and improve energy-efficiency. We now illustrate
how we have used this philosophy for our design approach.

The data flow diagram in Figure 1.3 illustrates how the various components
in our sensor network architecture exchange information with each other. It is
immediately apparent that the level of inter-dependence between the various
components is much greater than the layered approach used in conventional
computer communication networks. For example, the localization component
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may estimate the location of a node by using connectivity information provided
by the MAC layer. This location estimate may then be used by the routing
component to perform geographic routing.

1.1.3 Focus of this thesis

This thesis primarily focuses on the following issue:

How can data be extracted from
a wireless sensor network
in an efficient manner?

The techniques we suggest can be used for two different classes of applica-
tions:

1. Applications that only require a subset of all the data in the network,
provided certain conditions are satisfied at some specified time. Data for
such applications are extracted using range queries. These queries either
provide the user with a snap-shot of the various physical parameters being
monitored or provide streaming data for a short duration.

2. Applications which require all the data (i.e. raw data) to be gathered
from all the sensors in the network at periodic intervals. Data for such
applications are extracted using long-running queries.

We provide examples of the above-mentioned classes of applications in Sec-
tion 2.3.

Our hypothesis is that regardless of the class of applications being addressed,
a cross-layered approach would help develop solutions that are efficient, adaptive
and self-organizing.

For the first class of applications, we present a framework that ensures that
one-shot range queries are routed only to the relevant regions of the network
instead of carrying out flooding. The same framework is also used to assign an
appropriate amount of bandwidth to regions that are expected to generate more
data with respect to the incoming query. This allows precious energy-resources
to be spent only where gains are expected. This part of the work covers the
following components shown in Figure 1.3: Data Management, Routing and
MAC.
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For the second class of applications, we have designed two algorithms that
help extract raw data in an energy-efficient manner. The first algorithm, that
takes advantage of spatial correlations that may exist between the readings of
neighbouring sensor nodes, is a scheduling algorithm which decides when a par-
ticular node should aggregate data. The second algorithm helps save energy
by sampling the sensors in an energy-efficient manner by taking advantage of
temporal correlations that may exist between successive sensor readings. We
have also devised a method to generate large spatially and temporally corre-
lated synthetic datasets that are suitable for testing algorithms for WSNs. This
part of the work covers the following components shown in Figure 1.3: Data
Management, Sensor and Simulation Environment.

1.2 Contributions

The major contributions in this thesis are five-fold:

• Contribution 1 : We provide a taxonomy of distributed data man-
agement techniques that are used in WSNs. The state-of-the-art in
both energy-efficient query dissemination and data acquisition are de-
scribed. We highlight the advantages and disadvantages of the various
techniques and this in turn helps us define the reasons why we have pur-
sued the areas of research that are contained in this thesis.

• Contribution 2 : We present an energy-efficient algorithm for ser-
vicing one-shot range queries. When disseminating one-shot queries,
they can either be flooded to the entire network or be directed only towards
the areas which are expected to return the required data. Performing di-
rected query dissemination would naturally result in energy-savings. Our
directed query routing strategy routes queries based on both static and
dynamic attributes. In a static network, location would be an example of
a static attribute while temperature would be an example of a dynamic
attribute. Thus as an example, a particular one-shot range query may be
directed to different parts of a network at different times of the day due
to changing temperature gradients. In order to direct the queries accu-
rately, the routing tables need to be kept updated. However, performing
excessive updates would cause the cost of directed query dissemination to
exceed that of flooding. Thus the frequency of transmission of updates
is computed based on the variation of the measured parameter and the
number of queries injected into the network. Steps are taken to ensure
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that the total cost of the whole mechanism is always kept below that of
tree-based flooding.

• Contribution 3 : We present a framework that allows a MAC pro-
tocol to adapt its operation based on the requirements of the
application. MAC protocols usually allocate the same amount of band-
width to all nodes within the network. The problem with this strategy is
that not all nodes may require the same amount of bandwidth, e.g. there
may be times when some parts of the network may generate more data
than other parts due to the requirements stated within a particular range
query injected into the network. Our framework allows individual nodes
to adapt their operation of the MAC to cope with such variations in data
traffic rates using only locally available information.

• Contribution 4 : We present a scheduling algorithm that is used
to extract data from a WSN in an energy-efficient manner. The
purpose of the algorithm is to decide when a particular node should be
in charge of aggregating data. Nodes are able to choose schedules in a
distributed manner and can adapt autonomously to topology changes by
using cross-layer information provided by the underlying MAC protocol.
The algorithm is shown to have self-stabilizing properties. Both our sim-
ulation and implementation (on actual sensor nodes) results illustrate an
80% reduction in the number of message transmissions.

• Contribution 5 : We present an adaptive algorithm for controlling
the sensor sampling frequency. The main sources of energy consump-
tion in a sensor node are the radio transceiver and the attached sensors.
This algorithm helps reduce the sampling frequency of the sensors by pre-
dicting sensor readings using time-series forecasting rather than actually
sampling the sensors. When a measured parameter varies gradually in
a predictable manner, the sampling frequency is reduced. Similarly, the
frequency is increased when the measured parameter varies rapidly and
is unpredictable. Also the sampling frequency used by a node is depen-
dent on the number of neighbours it has, i.e. the larger the number of
neighbours a node has, the lower the sampling rate. Thus every node
can autonomously change its sampling frequency if a change in the local
topology is detected.
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1.3 Structure of thesis

In the next chapter we provide the reader with an overview of sensor networks,
what they are, how they operate and where they are used. Chapter 3 provides
a taxonomy of the distributed data management techniques that are used in
WSNs and lays the foundations for the work presented in Chapters 4-6 (Con-
tribution 1). Chapter 4 illustrates how one-shot range queries can be managed
in an energy-efficient manner by performing directed query dissemination and
adapting the MAC based on the requirements of the application (Contributions
2 and 3). Chapter 5 describes the scheduling that is used to extract data in
an energy-efficient manner (Contribution 4). Chapter 6 presents material on
energy-efficient sensor sampling and synthetic data generation (Contribution
5). We conclude this thesis in Chapter 7 summarizing the key results and high-
lighting the open research areas that still need to be investigated.

1.4 Selected list of publications

Below is a selected list of publications that form the core of this thesis. We
refer the reader to the bibliography for a complete list of publications that were
made during the course of this research.

Journals

1. S. Chatterjea, T. Nieberg, N. Meratnia and P. Havinga. A Distributed
and Self-Organizing Scheduling Algorithm for Energy-Efficient Data Ag-
gregation in Wireless Sensor Networks. In ACM Transactions on Sensor
Networks, To appear. (Contributes to Chapter 5.)

2. S. Chatterjea and P. Havinga. A Taxonomy of Distributed Query Manage-
ment Techniques for Wireless Sensor Networks. In International Journal
of Communication Systems, 20 (7). pp. 889-908, Wiley, 2006. (Con-
tributes to Chapter 3.)

3. S. Chatterjea, L.F.W. van Hoesel and P. Havinga. A Framework for a
Distributed and Adaptive Query Processing Engine for Wireless Sensor
Networks. In Transactions of the Society of Instrument and Control En-
gineers, E-S-1 (1). pp. 58-67, 2006. (Contributes to Chapter 4.)
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Book chapters

1. S. Dulman, S. Chatterjea, T. Hoffmeijer, P. Havinga, and J. Hurink. Ar-
chitectures for Wireless Sensor Networks. In Embedded Systems Handbook,
(R. Zurawski ed.), CRC Press, August 2005. (Contributes to Chapter 3.)

Conferences and workshops

1. S. Chatterjea, and P. Havinga. An Adaptive and Autonomous Sensor
Sampling Frequency Control Scheme for Energy-Efficient Data Acquisi-
tion in Wireless Sensor Networks. In Proceedings of the Fourth IEEE
Conference on Distributed Computing in Sensor Systems (DCOSS), June
2008, Santorini, Greece. Pages to appear. Lecture Notes in Computer
Science. Springer Verlag. (Contributes to Chapter 6.)

2. S. Chatterjea, T. Nieberg, Y. Zhang and P. Havinga. Energy-Efficient
Data Acquisition using a Distributed and Self-organizing Scheduling Al-
gorithm for Wireless Sensor Networks. In Proceedings of the Third IEEE
Conference on Distributed Computing in Sensor Systems (DCOSS), June
2007, Santa Fe, USA. pp. 368-385. Lecture Notes in Computer Science
4549 (LNCS4549). Springer Verlag. (Contributes to Chapter 5.)

3. S. Chatterjea, S. de Luigi and P. Havinga. An Adaptive, Directed Query
Dissemination Scheme for Wireless Sensor Networks. In Proceedings of the
Thirty-Fifth IEEE Conference on Parallel Processing Workshops (ICPPW),
August 2006, Columbus, USA. pp. 181-188, IEEE Computer Society
Press. (Contributes to Chapter 4.)

4. S. Chatterjea, L.F.W. van Hoesel and P. Havinga. AI-LMAC: An adap-
tive, information-centric and lightweight MAC protocol for wireless sensor
networks. In Proceedings of the First IEEE Conference on Intelligent Sen-
sors, Sensor Networks and Information Processing (ISSNIP), December
2004, Melbourne, Australia, IEEE Computer Society Press. (Contributes
to Chapter 4.)
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Chapter 2

Background

This chapter introduces the reader to the field of wireless sensor net-
works. After presenting the functions of the various building blocks
of a sensor node platform, we describe a wide spectrum of appli-
cations to illustrate how this technology is making its presence felt
in everyday life. We then give a detailed description of three ap-
plications that are particularly relevant to this thesis as they have
provided the motivating factors behind the assumptions and design
decisions we have made in the forthcoming chapters. Based on the
requirements posed by sensor network applications, we then high-
light the main characteristics that should be present in any protocol
designed for sensor networks. As we strongly advocate using a cross-
layered approach to designing sensor network protocols, we first give
an overview of the MAC protocol our work is based on and conclude
by illustrating the benefits that can be acquired by allowing various
components of the sensor node architecture to extract information
from the underlying MAC layer.
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A common misconception is that a wireless sensor node is simply a sensor
with an attached radio transmitter. However, there are two main differences.
Firstly, the radio of a sensor node is able to both transmit and receive, i.e. it is
a transceiver. Secondly, in addition to the attached sensors and the transceiver,
the sensor node has a limited amount of built-in ”intelligence” due to its micro-
controller with on-chip RAM and Flash. It is this intelligence that allows a
sensor node to operate autonomously and in an energy-efficient manner.

The design of the architecture of the sensor node platform is not the only
aspect that revolves around energy-efficiency. The mode of communication used
in WSNs is also designed to minimise power consumption. Let us first take a
look at how some other wireless devices operate: the mobile phone and a wireless
notebook computer. In order to connect to their respective networks, both these
devices communicate directly with the base station essentially forming a single-
hop network. However, it should be noted that this is not a very energy-efficient
form of communication as according to the Friss Transmission Equation [7],
the energy-cost of radio transmission is directly proportional to the square of
the transmission distance. While mobile phones and wireless notebooks are
supposed to be energy-efficient, they are not expected to work for years without
recharging. As an example, a typical WLAN PCard can use 1.425W during the
transmit operation while the sensor node shown in Figure 1.1 would use only
16mW. This makes it essential for WSNs to use other more efficient forms of
communication. In order to reduce power consumption, WSNs use multihop
communication as it eliminates the need for long range transmission. Multihop
communication allows a message generated by a source node to be propagated
to the destination node with the help of intermediate nodes, which forward the
data in a hop-by-hop fashion. Multihop communication also enables networks
to be deployed over larger distances without increasing the power consumption
due to radio communication.

Traditionally many monitoring applications have been using data loggers [118,
114, 115] to measure various physical parameters such as temperature and hu-
midity. As data loggers are generally very expensive, most users of such systems
can only afford to use a small number of these devices for their monitoring ap-
plications thus making them impractical for fine-grained monitoring. Moreover,
the malfunction of one data logger would result in a complete loss of data for
the entire area the data logger is supposed to cover.

WSNs help eliminate many of the problems posed by such data loggers.
Firstly, since they are low in cost (the price is projected to be around $5 in
the future [71]) users should be able to afford deploying large, high density
WSNs. Such densely packed deployments will allow users to collect data at
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unprecedented fine-grained spatio-temporal resolutions that are unachievable
using conventional data loggers. The redundancy caused by such high density
deployments also ensures that the network continues to perform its task even
if a small proportion of the nodes fail. Another feature unique to WSNs is the
fact that instead of working individually, sensor nodes often collaborate with
one another to reduce power consumption and improve the quality of the data
collected.

In the following sections we first give a brief overview of the WSN platforms
that are currently available in the market. The next section provides a general
list of WSN applications that have already been deployed or are intended to be
deployed in the near future and describes a few of the applications relevant to
this thesis in greater detail. We then state the general requirements of protocols
designed for WSNs based on the foundations laid by the WSN applications
described earlier. As mentioned earlier, we have emphasized on taking the
cross-layered approach to designing WSN protocols through out this thesis. This
implies that much of our work is dependent on the operation of the underlying
MAC protocol. In this regard, the final section of this chapter first provides
the reader with a brief overview of the MAC protocol we have based most of
our work on in this thesis. We also describe the benefits obtained by using the
cross-layer information provided by the chosen MAC protocol.

2.1 WSN platforms

Sensor node platforms typically consist of a host of sensors, a microcontroller,
a transceiver and a power supply. Table 2.1 provides a summary of the var-
ious platforms currently available in the market and in academia. While the
specifications of the various components may vary from vendor to vendor a
few important characteristics of the hardware can easily be identified. All the
platforms have a slow processor, minimal storage, low bandwidth and a scarce
energy supply. We now give a brief overview of each of the components forming
the sensor node.

2.1.1 Sensors

Sensors are responsible for measuring the physical environment. There are a
wide variety of sensors available in the market that can be interfaced with
sensor nodes: ambient temperature, relative humidity, solar radiation, light,
acceleration, magnetic field, voltage, current(DC and AC), sound, ultrasound,
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Sensor node
platform

Microcontroller Transceiver

CPU Clock
freq
(MHz)

RAM
(kB)

Program
mem-
ory
(kB)

Type Freq
(MHz)

Max
data rate
(kbps)

weC [19] Atmel
AT90S8535

4 0.5 8 RFM TR1000 916.5 10

Rene
mote [19]

Atmel
AT90S8535

4 0.5 8 RFM TR1000 916.5 10

Rene2
mote [19]

Atmel AT-
mega163

4 1 16 RFM TR1000 916.5 10

MIT
µAMPS [108]

Intel Stron-
gARM SA-
1100

206 16384 512 National
Semiconduc-
tor LMX3162

2400 1024

Crossbow
MICA [6]

Atmel AT-
mega128L

4 4 128 RFM TR1000 433,
915

40

Crossbow
MICA2DOT [6]

Atmel AT-
mega128L

4 4 128 Chipcon
CC1000

315,
433,
915

38.4

Crossbow
MICA2 [6]

Atmel AT-
mega128L

7.37 4 128 Chipcon
CC1000

315,
433,
915

38.4

Crossbow MI-
CAz [6]

Atmel AT-
mega128L

4 4 128 Chipcon
CC1000

2400 250

EYES
(Nedap) [137]

TI
MP430F149

2 8 60 RFM TR1001 868.35 57.6

EYES (Infin-
ion) [73]

TI
MP430F149

2 8 60 Infinion TDA
5250

868-
870

64

BTnode
rev3 [4]

Atmel AT-
mega128L

7.37 244 128 Chipcon
CC1000

433,
915

38.4

Moteiv Tmote
Sky [109]

TI
MP430F149

8 10 48 Chipcon
CC2420

2400 250

Ambient
µNode [2]

TI MP430 4.6 10 48 Nordic
nRF9E5

868,
915

50

Ambient
SmartTag [2]

8051 16 - 4 Nordic
nRF9E5

868,
915

50

Table 2.1: A list of various sensor platforms

barometric pressure and even rainfall. The nature of these sensors not only
affects the cost and physical size of the sensor nodes but also can affect the
lifetime of the WSN. As can be seen from Table 2.2, certain sensors can consume
significant amounts of energy. This is the reason why apart from simply trying
to reduce message transmissions, we discuss techniques that may be used to
reduce the number of sensor samples acquired (Chapter 6).

2.1.2 Microcontroller

The microcontroller together with its on-board RAM, Flash and/or EEPROM
is the main contributing factor to the ”intelligence” of a node. It usually has a
low-power 8-bit or 16-bit RISC core and generally supports several sleep modes
and operates at a maximum frequency of just a few MHz. The low frequency is
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Sensor type Current (mA) Energy Per
Sample
(mJ)

Solar radiation [18] 0.350 0.525
Barometric pressure [11] 0.025 0.003
Humidity [17] 0.500 0.500
Surface temperature [13] 5.6 0.0056
Ambient temperature [13] 5.6 0.0056
Accelerometer [3] 0.6 0.0048
Magnetometer [9] 5 0.2595

Table 2.2: Power consumption of various types of sensors [95]

not considered to be a very significant detrimental factor as nodes are supposed
to process data in unison rather than individually, i.e. they should be sharing
responsibility. However, there are times when certain algorithms may have to
be optimised when dealing with large datasets in order to shorten processing
times [102]. Table 2.1 shows the microcontrollers used on the various sensor
node platforms.

2.1.3 Radio

In many applications, the radio consumes the most energy among all the com-
ponents in the sensor platform - thus the majority of algorithms deal with
minimising usage of the transceiver as much as possible. The transceiver usu-
ally has a single channel, a low data rate and operates at the unlicensed bands
at 868MHz, 902MHz and 2.4MHz depending on which country the product is
designed for. Note that the cost of transmitting one bit of data can be as much
as executing 1000 CPU cycles [96]. This is the main reason why WSN research
focuses mainly on processing data within the network rather than transmitting
it.

2.1.4 Power source

The power source is probably the main reason why sensor network research first
began. If there were no constraints on the amount of energy reserves, there
would be no need to have energy-efficient architectures and communication pro-
tocols. As an example, in a real-life experiment conducted by Cardell-Oliver et
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al. [43], using MICA2 motes running on Alkaline, NiMH and LiSO2 batteries
lasted for approximately 2, 8 and 28 days respectively. Additionally, battery
capacity has little more that doubled in 10 years from 280 Whr/l (watthours
per liter) in 1995 to 580 Whr/l in 2005 [55]. This is in stark contrast to the com-
plexities of ICs which generally doubles every 18 months. Such facts exacerbate
the need to to develop highly efficient communication and data management
protocols for WSNs.

Regardless of how energy-efficient WSNs protocols are and how technologi-
cally advanced battery technology is, a battery by itself will always represent a
finite source of energy. Thus an alternative would be to use energy harvesting
techniques. Energy harvesting enables a node to extract power from the very
environment it is monitoring. Some existing techniques in the literature can be
classified into four main categories:

• Harvesting vibrational energy: Meninger et al. describe a microelectrome-
chanical (MEMS) device that is capable of converting ambient mechanical
vibration into electrical energy [105]. The device transduces energy by
means of a variable capacitor and is capable of producing up to 8µW of
power.

• Harvesting light energy: Solar cells have been used in the PicoRadio
project to power PicoNodes. However, form factor may be a problem as
one square centimeter can only contribute around 0.15mW (cloudy day)
to 15mW (direct sunlight) of power [122].

• Harvesting thermal energy: Researchers are also investigating methods
that take advantage of thermal gradients. The general idea is to make
use of the Seebeck effect which explains the existence of a voltage between
two ends of a metal bar when a temperature difference of ∆T exists in the
bar [21].

• Harvesting wireless power : Powercast has [16] deployed a WSN using
sensor nodes that use rechargeable batteries at the Pittsburgh Zoo and
PPG Aquarium [10]. A Powercast transmitter is plugged into a permanent
power supply. This transmitter sends out a continuous, low RF signal to
all the nodes in range. The sensor nodes are equipped with a Powercast
receiver, which is the size of a fingernail and the harvested power is used
to continuously charge the batteries.

It is important to keep in mind however, that all the techniques mentioned
above are only able to generate extremely small amounts of electricity. Thus
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energy-efficient communication and data management protocols, such as the
ones described in this thesis will still be very relevant.

2.2 Applications

In order to illustrate how significant the impact of WSNs is projected to be
in the near future, we first provide the reader with a brief list of applications
areas where WSNs are or can be deployed. We then describe some specific
applications that are particularly relevant to the work presented in this thesis.

• Military & security: One of the first WSN research initiatives was funded
by the Defense Advanced Research Projects Agency (DARPA) under the
SensIT program in 1999. In an experiment funded by SensIT, at the Ma-
rine Corps Air/Ground Combat Center in Twentynine Palms, California,
researchers from UC Berkeley used an unmanned aerial vehicle (UAV) to
(i) drop sensor nodes onto a road to track vehicles on the ground, (ii)
collect the tracking information from the network and (iii) transfer the
collected information back to the base camp [1]. Apart from tracking ve-
hicles, WSNs can also be used to pinpoint the location of a sniper. The
authors in [129] describe a system which uses sensor nodes to detect the
difference in arrival times of acoustic signals when a gun is fired. The
field trials showed 3D localization accuracy of 1.3 meters and latency of
less than 2 seconds. Remote border security is another application area
where WSNs can be used to reduce manpower cost and improve the level
of security. Instead of having to place security forces to monitor any pos-
sible intrusions, WSN systems have been developed to detect such events
remotely [145, 136].

• Intelligent buildings: With the skyrocketing demands for electricity, ef-
forts are currently underway to design buildings that would minimise the
costs of space conditioning. Space conditioning refers to the artificial cool-
ing or heating of any space and is the dominant consumer of energy in the
commercial-building arena [121]. Rabaey et al. [121] claim that the use
of WSNs would reduce energy consumption by 44% due to space condi-
tioning. The ultimate purpose of intelligent buildings is not only to save
energy by using it more efficiently but also to allow buildings to carry out
their functions in a better and more efficient manner. For example, the
same WSN infrastructure used to carry out space conditioning may be
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used for informing the emergency services of the presence of a fire or for
the operation of the intelligent light control system [130].

• Precision agriculture: WSNs may be employed to ease the tasks of the
modern-day farmer by continuously monitoring parameters such as soil
temperature, moisture and salinity. This would allow the farmer to act
immediately to conditions that are adverse to the growth of crops and
thus ensure a higher yield. Experiences in deploying a real-life network
for monitoring a potato field are described in [87]. WSN applications in
agriculture are not just limited to growing crops. They are used to monitor
animals as well. The Hogthrob project [8] aims to attach sensor nodes to
sows. Currently sows are tagged. However, the farmer needs physical
contact with the tags to identify the animal. Furthermore, farmers need
to manually detect when a sow enters its heat period. Sensor nodes with
built-in accelerometers would allow farmers to track the sows remotely
and would also help identify when a sow is in heat. This is because it
is known that a correlation exists between the movement of sows and its
heat period.

• Asset tracking/monitoring: Many companies use Radio Frequency Identi-
fication (RFID) tags for monitoring their assets. However, RFID tags have
their contraints, e.g. once a tag is outside the range of the RFID reader,
the user would not be able to trace the tag. RFID tags also cannot provide
the user with any information about the conditions surrounding the tag.
WSNs, however, can not only perform the tasks of RFIDs but can do a lot
more. For example, in the Cobis project [5], British Petroleum uses WSNs
to continuously monitor containers containing hazardous chemicals. The
WSNs not only allow users to track the location of the individual con-
tainers but can also help raise the appropriate alarm if (i) the number
of containers stored in a location exceeds the maximum allowable storage
limit, (ii) the goods are stored in an area where the environmental condi-
tions do not suit the safety requirements, (iii) a container is stored next
to another container containing an incompatible substance. This clearly
demonstrates how sensor nodes can use their built-in ”intelligence” to
make autonomous decisions.

• Environmental monitoring: Large-scale environmental monitoring has usu-
ally been performed using remote sensing. Remote sensing techniques have
been traditionally relegated to the implementation of airborne or space-
borne configurations, e.g. using satellites. However, satellites do not al-
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low continuous monitoring of a particular location. The quality of images
taken by satellites are also dependent on weather conditions (i.e. cloud
cover). WSNs can be used to complement remote sensing data from satel-
lites as they can be used to observe environments at high spatio-temporal
resolutions [36].

• Disaster prediction & management : The ability to predict impending dis-
asters could have a major impact on saving lives. The continuous moni-
toring capability of WSNs, could help with making such predictions. For
example, sensor nodes equipped with seismoacoustic sensors have been
deployed in northern Ecuador to monitor the behaviour of active vol-
canoes [144]. The data collected from such networks could be used to
predict life-threatening eruptions. WSNs are also being used to comple-
ment deep-water tsunami detection buoys to help improve the detection
of tsunamis [25]. In addition to predicting disasters, WSNs can also be
used in the management of disasters after they occur. Researchers in the
RescueNet project intend to embed sensor nodes into the structures of
buildings [23]. These nodes remain dormant until a collapse is detected.
They then collaborate to help create a 3D view of the collapsed interior
identifying the structurally strong support walls and cavities. The WSN
is also able to locate survivors using heartbeat sensors. The collected
information is then propagated to the rescue team using energy-efficient
routing algorithms.

• Transportation: With a rapid increase in the number of vehicles on the
road worldwide, intelligent road management systems are seen as the key
to managing transport infrastructure efficiently. Researchers from Berke-
ley describe a WSN that uses magnetometers to detect the presence of
vehicles, speed and also detect the vehicle type, e.g. passenger, van, SUV,
etc. The prototype is able to identify vehicles with 97% accuracy [53]. The
information provided by the traffic monitoring system can subsequently be
used to optimise traffic light settings at urban intersections. Road users
can also use this information to better plan their activities and adjust
their routes.

• Health: The percentage of older people in developed countries is fast in-
creasing. As there may be a large shortage of qualified care givers, WSNs
are expected to play a crucial role in the medical sector by continuously
monitoring the vital signs of the elderly. For example, the CAALYX [26]
project aims to develop a device that can be worn by the elderly. The
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device will be able to continuously sense vital signs of life, detect falls,
and communicate automatically, in real-time with the patients’ care-giver
in case of an emergency.

2.3 Applications relevant to this thesis

In this section, we describe three applications that are of particular relevance
to this thesis. The first two applications in sections 2.3.1 and 2.3.2 are related
to the work presented in chapters 5, and 6 and focus specifically on the user
injecting long-running queries. The third application in section 2.3.3 is related
to the work presented in chapter 4 and focuses on the user injecting snap-shot
queries.

2.3.1 Sensor networking the Great Barrier Reef

The Great Barrier Reef (GBR), located along the north-east coast of Australia
is made up of over 3,200 reefs and extends over an area of 280,000km2. It is the
world’s largest coral reef system. The GBR however, is under threat due to the
following factors:

• Global warming: A temperature rise of between 2 and 3 degrees cel-
sius would result in 97% of the Great Barrier Reef being bleached every
year [84].

• Pollution: Rivers flowing into the GBR in the north-east coast of Australia
flow through large areas of farmland. Thus excess fertilisers and pesticides
flow from these farmlands into the GBR.

• Overfishing: It is quite common for fishermen to catch unwanted species
of fish, e.g. dolphins and turtles. This can cause major disruptions to the
food chain and thus eventually harm the corals in the GBR.

The impact of these threats is clearly visible as they cause coral bleaching
and also adversely affect the eco-system. Coral bleaching is a stress condition
that causes the breakdown of the symbiotic relationship between the corals and
unicellular algae known as zooxanthellae. It is these microscopic plants that
provide a coral with its normal healthy colour. When coral bleaching occurs,
the algae are expelled from the coral tissue resulting in the corals becoming
white. This is illustrated in Figure 2.1. While the corals do not initially die and

24



2.3. APPLICATIONS RELEVANT TO THIS THESIS

Before After

Figure 2.1: The effects of coral bleaching (Adapted from [28])

can recover from coral bleaching, prolonged periods of stress can result in the
eventual death of a coral.

In order to ensure the long-time survivability of the GBR, it is essential to
understand the precise impact that global warming, pollution and over-fishing
play in the destruction of the GBR. While global warming is a cause that cannot
be readily controlled, pollution and overfishing are. Being able to monitor en-
vironmental parameters such as temperature, light, salinity, level of pollutants,
etc. at real-time and at a high spatial and temporal resolution would enable
scientists to better understand the underlying complex environmental processes
that help shape the behaviour of the biological and physical characteristics of the
GBR. As an example, if high levels of pollutants (e.g. pesticides) are detected
in the GBR, farmers along the coast can be advised to reduce the amount of
pesticides that are used. Also, monitoring temperature profiles and fish species
can help identify the kind of temperatures preferred by certain fish species. This
information can then be used by fishermen to help them track down the fish they
are interested in instead of capturing large numbers of unwanted fish species.

We are currently working together with the Australian Institute of Marine
Science (AIMS) [32] to set up a large-scale wireless sensor network to monitor
various environmental parameters on the Great Barrier Reef (GBR) in Australia.
Scientists at AIMS intend to use the collected data to study coral bleaching,
reef-wide temperature fluctuations, impact of temperature on aquatic life and
pollution.

One of the reefs under study is the Davies Reef which is approximately 80km
north-east of the city of Townsville in North Queensland, Australia. Currently,
AIMS has a couple of data loggers situated on the reef that records temperature
at two separate depths once every thirty minutes. Scientists from AIMS need
to visit the reef periodically to download the data from the loggers.
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Figure 2.2: Overview of data collection system at Davies Reef

The drawback of the current system is that it only allows single-point mea-
surements. Thus it is impossible to get a true representation of the temperature
gradients spanning the entire reef which is around 7km in length. This is because
the scale of the fluctuation of environmental parameters in the GBR, ranges from
kilometre-wide oceanic mixing to millimetre-scale inter-skeletal currents. Also,
the practice of collecting the data once every few weeks makes it impossible to
study the trends of various parameters in real-time. Deploying a sensor network
would not only allow high resolution monitoring in both the spatial and tempo-
ral dimensions but would also enable scientists to improve their understanding
of the complex environmental processes by studying data streaming in from the
reef in real-time.

The new data collection system that we are deploying at Davies reef can be
broken down into three main components as shown in Figure 2.2:

• Ambient µNodes : These are the sensor nodes from Ambient Systems [34]
that will be placed in water and shock-proof canisters and then placed in
buoys around the reef.

• Embedded PC : An embedded PC will be placed on a communication tower
and will act as the sink node collecting data from all the sensors in the
reef.
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Figure 2.3: Data collected by the sensor network is transmitted to AIMS via a
microwave link (Adapted from [30])

• Microwave link This will allow data to be transmitted from the Embedded
PC to the AIMS base station 80 km away using microwave transmissions
trapped inside humidity ducts that form directly above the surface of the
sea [117]. This is illustrated in Figure 2.3.

The algorithms presented in this thesis are designed for the first component,
i.e. Ambient µNodes.

2.3.2 Space exploration

NASA was one of the first organisations to float the idea of using sensor webs [24]
to explore the environmental conditions on the surface of other planets or aster-
oids. While the idea of using wireless sensing devices for space exploration was
truly revolutionary, the basic architecture of first generation sensor webs is not
very energy efficient. A sensor web is generally made up of a large number of
pods. A pod is an enclosed casing that contains the sensors and also mechanism
for power generation, e.g. a solar panel. The main idea is for every pod to know
what is going on in every other pod throughout the sensor web in every mea-
surement cycle. While such a design can be beneficial for tracking the direction
of a plume of smoke for example, this architecture is not energy-efficient simply
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Figure 2.4: (a) Deployment process of microbots, (b) Hopping action, (c) Size
of microbot (Adapted from [14].)

because the data gathered by a single pod needs to be propagated to every other
pod in the sensor web.

We now describe a space exploration application that makes use of our
energy-efficient WSN-based approach described in this thesis instead of the ar-
chitecture proposed by NASA’s sensor webs.

NASA has already sent a number of missions to Mars where rovers have been
deployed to monitor a whole range of environmental parameters [12]. While
these missions have been successful in returning a lot of data to scientists on
Earth, having just a couple of rovers does not allow monitoring to be carried
out at a micro-scale. Long-term micro-scale monitoring can be used to study
seasonal weather patterns in certain locations on other planets or asteroids and
even help in allowing spacecrafts to carry out precision landing operations.

Unlike the GBR application mentioned earlier where sensor nodes are static,
in this application, we consider a scenario where mobile microbots are spread
over a large area on the surface of a planet [14]. As shown in Figure 2.4, a
microbot is a small spherical mobile robot that uses hopping and rolling mech-
anisms to reach scientifically interesting areas in a very rugged terrain. This
form of locomotion allows it to explore areas that are inaccessible by conven-
tional rovers that are currently in use on Mars. The device is around 10cm in
diameter and is expected to weigh less than 100 grams and will contain a host
of sensors that could measure temperature, detect chemicals or even capture
images. Also, instead of just deploying a couple of rovers, the idea is to deploy
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hundreds or maybe even thousands of microbots on the surface of the planet or
asteroid. Such a system is obviously better suited for dangerous space missions
than using rovers, as the loss of a few microbots would not hamper the entire
project. The microbots may be deployed using an airbag landing system. This
is similar to the techniques that have already been used in previous missions to
Mars. Once deployed, the microbots would create a multihop network to com-
municate and transmit all acquired data through this network to the lander.
The lander will then send the data to Earth via a satellite circling Mars.

2.3.3 Monitoring a tropical rainforest

Bukit Timah Nature Reserve (BTNR) is the only primary rainforest in Sin-
gapore, housing innumerable species of tropical trees and animals, of which a
number are in the endangered list [110]. Originally part of the larger Central
Water Catchment area, this forest was truncated from the bigger part of the
forest in 1985 when the Bukit Timah Expressway (BKE) was constructed to
run right through the heart of the forest. As a result BTNR was physically
fragmented.

Presently the Nature Reserve has a designated size of some 180 ha of land
area although the real forest is only about 75 hectares. The forest area is
bounded by newly developed urban land use such as condominiums, open ar-
eas, transport infrastructure (highways, roads, railway lines), and closed quarries
(Figure 2.5). But parts of the inner forest still maintain its primeval characteris-
tics and it offers the urban population much respite from the stresses of city life.
With initiatives from the National Parks Board which manages the forest, it has
gone through some major facelift in terms of facilities aimed at attracting visi-
tors and it sees large numbers of visitors, mostly locals from the neighbourhood
and organised groups from schools and other organisations. It also provides
opportunities for local schools, universities and other research bodies to con-
duct forest ecology related research. The forest has therefore moved from an
unknown forest to one that provides services such as recreation, education, and
research opportunities.

However, in land-starved Singapore the proximity to Nature areas is a great
attraction for residential home buyers’ market. This has created opportunities
for private land developers to develop residential properties close to the Nature
Reserve, just outside the officially designated boundary of the forest. Several
high-rise and low-rise condominiums have been developed within 200 meter
periphery of the forest. The boundaries also have other urban infrastructural
set-ups such as major roads, a railway line and even a golf course around it.
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Figure 2.5: Bukit Timah Nature Reserve (Adapted from [30].)

The granite quarry adjoining the forest has been closed and at present does not
operate but remains as an open space.

Introduction of such alien non-forested habitats around the forest has in-
troduced some environmental stresses along with the spatially divisive and en-
veloping fragmentation [116]. Apart from being separated from the bigger body
of forested land, the inhospitable surrounding environment alters the physical
conditions in the forest fringe and poses a great threat to the survival of the
only remnant primary forest that is so much an emblem of tropical Singapore.

Urban built up areas, road development, non-forest open areas around the
forest alter the peripheral environmental conditions and make the environmental
gradient between the interior and the periphery very steep. Increased exposure
to sunlight, higher temperature, wind conditions, and lower relative humidity at
the exposed peripheries impact on the soil conditions. Desiccated top soil affects
the biological environment and leads to steep gradients in the moisture status
of the soil profile at the forest edges. These extreme conditions at the periphery
make the interior to exterior environmental gradient very steep. Increasingly
such inhospitable conditions encroach into the forest inner areas as more inroads
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are made into forested areas. Extensions in such ecologically stressed areas
around the forest alter the edge/interior ratio, causing irreparable damage to
the forest interior. This makes the core of the forest vulnerable and in turn
may affect the quality of the forest itself. The elongated shape of the forest
makes it more vulnerable as edges are close to the inner core areas in places
where the width of the forested segment is less, increasing the effects of the
steep environmental gradient.

As a result of the fragmentation and intrusion of alien open environment
the forest at BTNR has become a truncated forest fragment and is in danger
of decay. The small area and dismemberment from the main forest body will
have long term adverse effect on the biological status of the forest, deteriorat-
ing the original forest conditions. Certain segments of the forest may be more
affected than others. Determination of higher stress areas are of immediate im-
portance. Truncation has also resulted in reduction of animal migration between
the severed segments of the original forest. As tropical rainforests are heavily
dependent on animals for survival, these restrictions imposed by fragmentation
are bound to affect the nature of the forest.

The deployment of a WSN at the BTNR will allow the various areas of the
forest to be monitored at high spatial and temporal resolutions. Placing sensors
along various transects throughout the forest will enable researchers to under-
stand the degree of difference between environmental conditions in the core of
the forest and in the periphery areas. They will also help identify areas that
are under extreme stress and will allow town planners to make more informed
decisions when deciding on future infrastructure development that may have a
detrimental effect on the forest reserve. Forest rangers will also be able restrict
visitors from areas of the forest that are deemed to be under stress. Sensor
networks will also be deployed to ascertain animal movement paths between
the fragmented BTNR and the central forest for creating ecological corridors
between the two separated parts of the forest. Conservation of BTNR through
management of the peripheral zones and by re-establishment of animal move-
ment pathways are crucial to the sustenance of the central forested area in Sin-
gapore, particularly since this acts as the only water catchment in water-scarce
Singapore.

The data collected using the WSN in BTNR will have multiple data con-
sumers. Firstly environmentalists will pose queries to find out the precise im-
pacts on the forest due to peripheral developments. Civil engineers will use the
network to understand the nature of slope stability both along the peripheries
and within the inner areas of the forest. Apart from the research community,
the WSN will also be accessible to students both at the tertiary and high school
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levels to help them carry out various projects on sustainable development and
provisions will also be made for the public to pose queries through the Internet.
Thus while the network will mainly be used for research, it will also be used as
an educational tool.

2.4 Essential characteristics of protocols designed

for WSNs

Based on the requirements of the applications described in Section 2.3, we now
state some of the properties that should exist in protocols designed for such
applications.

• Query processing capability: The algorithms in these applications are de-
signed for two types of querying scenarios. The first scenario refers to
long-running queries. Such queries require all nodes to sample their sen-
sors at a specified frequency. This technique can also be referred to as
raw data collection. Long running queries are used in the GBR and space
exploration applications. The second scenario refers to snap-shot range
queries. These queries require nodes to transmit data at a particular time
only if certain specified conditions have been met. The BTNR application
makes use of snap-shot range queries.

• Energy-efficient : It is obvious that all the applications mentioned earlier
require the WSN to be operational as long as possible. This makes it
essential for the nodes to operate in an energy-efficient manner. Thus the
data management and communication protocols running on a node need
to ensure that the energy consumed is kept to a minimum by minimising
the number of messages that are transmitted and also by ensuring that
the sensors are sampled in an energy-efficient manner. Also, a node should
analyse every message passing through it to see whether any appropriate
steps can be taken to improve energy-efficiency.

• Self-configuring: Sensor network applications generally involve a large
number of nodes deployed over a wide area and very often, in harsh envi-
ronments. Under such circumstances, it would be difficult or maybe even
impossible for a user to manually configure each node while starting up
the network. In certain cases, like in the space exploration application, a
user will not even be present. Thus every node should be able to configure
itself automatically.
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• Self-stabilising: Due to the harsh environmental conditions of the deploy-
ment area, a certain proportion of the nodes may fail over time. The
self-stabilising property would ensure that the WSN is able to automati-
cally recover following the occurrence of transient faults, e.g. one or more
nodes get damaged and cease to operate. In certain cases, a network may
be extended in stages by adding more nodes. Such a scenario would also
require both the old and new nodes to establish communication with each
other and operate seamlessly without any manual configuration. In the
space application, some nodes may migrate to different areas at different
times. Self-stabilising algorithms would then be required so that the nodes
are autonomously able to cope with topology changes.

• Distributed : It is essential to use distributed algorithms when dealing with
large-scale WSNs. While centralised algorithms may result in optimal
solutions as they have a global view of the network, they require a large
amount of information to be transmitted to the central node. This is not
energy-efficient and also may lead to bottlenecks within the network due
to the limited bandwidth of present day sensor nodes. Thus centralised
architectures are clearly not scalable when it comes to large networks.
Furthermore, distributed mechanisms are more robust than centralised
approaches due to the lack of a central point of failure. Thus WSNs
should aim to use distributed algorithms as far as possible.

• Adaptive: A single protocol on a sensor node cannot be suitable for all
possible WSN applications as different applications could have completely
opposite requirements. Thus protocols for WSNs are generally application
specific. However, this does not imply that the protocols should be com-
pletely rigid. Instead, in order to operate energy-efficiently, the protocols
should be able to adapt within the boundaries of the application domain.
For example, a node operating in a dormant/low power state would have
to increase its duty cycle when an interesting event has occurred.

• Small footprint : As sensor nodes have highly limited memory and compu-
tational resources, decisions should be taken only based on locally avail-
able information (e.g from a node’s immediate neighbourhood) instead of
attempting to act on data gathered from all the nodes in the network.
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2.5 The cross-layered approach

In this thesis we propose an approach that tries to maximise the benefits that
can be derived by using the information provided by a particular layer, in as
many ways as possible. More specifically, we illustrate how information pro-
vided by the MAC layer is used for the MAC, topology monitoring, routing,
localization, time synchronisation, data aggregation, and even sensor sampling.
If we followed the traditional OSI approach, every layer would operate indepen-
dently and transmit its own set of messages. In the following subsections, we
first describe the MAC protocol we have selected and then explain the benefits
derived from its usage.

2.5.1 LMAC: A Lightweight Medium Access Control Pro-
tocol

LMAC [78] is a TDMA-based lightweight medium access control protocol de-
signed specifically for wireless sensor networks. Instead of contending for the
medium like carrier-sensing based MAC protocols [148, 59], time in LMAC is
divided into frames, each of which is further divided into a fixed number of time
slots (Figure 2.6). Every node chooses its own slot using a distributed algorithm
that uses only locally available information. A node is allowed to pick any slot
as long as it is not owned by any other node within its two-hop neighborhood.
This mechanism effectively helps avoid the hidden-terminal problem as it makes
it impossible for two nodes which are two hops away from each other to trans-
mit at the same time. It also prevents all slots from being used up as LMAC
ensures that two nodes that are at least 3 hops away from each other can reuse
the same time slot.

A time slot consists of two sections, the Control Message (CM) and the
Data Message (DM). The CM, which contains control information and has a
fixed length, is broadcast by a node to its neighbors during its own time slot
once every frame irrespective of whether the node has any data to send. The
CM contains a table which indicates the slots that are occupied by itself and its
one-hop neighbors and other control information. Table 2.3 lists the fields that
are present in the CM and also mentions the number of bits taken up by each
field. Every node maintains a Neighbor Table that stores the information about
its one-hop neighbors, e.g. ID, occupied slot, number of hops to sink node, etc.
Occupied slots are marked with a 1 where as unoccupied ones are marked with
a 0. A node joining the network first listens out for the CMs of all its neighbors
and then picks one of the slots that is marked as unoccupied by performing an

34



2.5. THE CROSS-LAYERED APPROACH

..... .......... .....

time

Frame 1 Frame 3Frame 2 Frame 4Each frame
is made up
of slotsn

A node transmits its CM section during the slot it
owns, once every frame, regardless of whether
there is any data to send.

The length of the DM is
not fixed and depends on
the amount of data that
needs to be transmitted. It
can also be omitted
completely if there is no
data to transmit.

1 2 3 4 nn-
1

n-
2 1 2 3 4 nn-
1

n-
2 1 2 3 4 nn-
1

n-
2 1 2 3 4 nn-
1

n-
2

CM DM DMCM CM

Maximum
length of DM

Maximum
length of DM

Maximum
length of DMSlot 3: Slot 3: Slot 3:

Figure 2.6: Illustration of frames and slots in LMAC

OR-operation. This mechanism is illustrated in Figure 2.7.
The DM contains higher layer protocol messages. The length of the DM

can vary depending on the amount of data that a node needs to send. It does
however, have a maximum length as shown in Figure 2.6.

2.5.2 Maximising benefits by using cross-layer informa-
tion

It can be observed from Section 2.5.1 that LMAC provides four useful pieces of
information: (i) Neighbourhood information, NI, (ii) A sense of synchronised
time - due to the frames and time slots, ST, (iii) Slots assigned to immediate
neighbours, SA, (iv) Distance to gateway, DG. Let us now briefly describe how
each of these pieces of information is used in the various components of the
sensor node architecture. Table 2.4 summarises the points presented below.

• MAC : A node running LMAC uses NI, ST and SA in order to choose
an unoccupied slot.

• Routing: A node uses NI and DG when choosing a parent node.

• Scheduling for data aggregation: Chapter 5 of this thesis illustrates how
NI and SA are used to assign schedules which decide when a node should
perform aggregation.
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Description Size (bits)

Identification 16
Current slot 5

Distance to gateway 8
Occupied slots 32
Collision in slot 5
Destination ID 16

Acknowledgement 32
Total 114

Table 2.3: Contents of the Control Message (CM) - Note that we are assuming
that there are 32 time slots in a frame [138]

• Scheduling for sensor sampling: Chapter 6 of this thesis illustrates how
NI is used to assign schedules which decide when a node should sample
its sensor.

• Time synchronization: The periodic broadcast of CMs is used to ensure
that time is synchronised among all nodes in the WSN. We refer the
reader to [138] for details regarding the synchronisation mechanism as it
lies outside the scope of this thesis.

• Topology monitoring: A node uses NI and ST to detect changes in its
neighbourhood.

• Localisation: A node can estimate its location by using connectivity in-
formation, i.e. NI [65] or DG [111].

2.6 Conclusion

In this chapter we have provided the reader with a general overview of what
WSNs are. We first started off with the basic components that make up a sensor
node platform and then described where WSNs can be used in general. We
then described three specific applications that are relevant to this thesis. These
applications helped us define the essential characteristics that sensor network
protocols should have. We have ensured that these fundamental characteristics
exist in the various algorithms we present in the following chapters. Finally, as
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we strongly promote the need to follow a cross-layered approach when designing
WSN protocols, we first describe the MAC protocol which we have based most
of our work on and then highlight the motivation for following this cross-layered
strategy.
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Information from LMAC

NI ST SA DG

1. MAC × × ×
2. Routing × ×
3. Scheduling for data aggregation × ×
4. Scheduling for sensor sampling ×
5. Time synchronisation ×
6. Topology monitoring × ×
7. Localisation × ×

Table 2.4: How information in the MAC layer is used in various components
of the WSN architecture (NI : Neighbour information, ST : Synchronised time,
SA: Slot assignment, DG: Distance to gateway)
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Chapter 3

A Taxonomy of Distributed
Query Management
Techniques for Wireless
Sensor Networks

In the not too distant future, thousands or even millions of sensor
nodes may span vast geographical areas enabling various environ-
mental parameters to be monitored with significantly higher spatial
and temporal resolutions than what is achievable using existing mon-
itoring technologies. In order to manage the large amount of data
that will be generated by these numerous sensor nodes, novel query-
ing methods are needed to extract the required information in an
energy-efficient manner. This chapter studies the techniques used to
manage the queries in a distributed manner and classifies the current
state-of-the-art in this field into four main categories: in-network
processing, acquisitional query processing, cross-layer optimisation
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CHAPTER 3. A TAXONOMY OF DISTRIBUTED QUERY
MANAGEMENT TECHNIQUES FOR WIRELESS SENSOR NETWORKS

and data-centric data/query dissemination1,2. This taxonomy not
only illustrates how query management techniques have advanced
over the recent past but also allows researchers to identify the rele-
vant features when designing sensor networks for different applica-
tions.

1S. Chatterjea and P. Havinga. A Taxonomy of Distributed Query Management Techniques
for Wireless Sensor Networks. In International Journal of Communication Systems, 20 (7).
pp. 889-908, Wiley, 2006.

2S. Dulman, S. Chatterjea, T. Hoffmeijer, P. Havinga, and J. Hurink. Architectures for
Wireless Sensor Networks. In Embedded Systems Handbook, (R. Zurawski ed.), CRC Press,
August 2005.
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3.1 Introduction

The last few years have seen the field of WSNs transform into a multi-faceted
research area spanning across a wide range of disciplines within the field of
computer science. With the pioneering work focussing on the hardware aspects,
the data-centric nature of WSNs and various communication-protocol related
issues, sensor network research is gradually branching out into other diverse
fields.

Researchers from the database community have added yet another inter-
esting perspective by introducing the idea of viewing a WSN from the point
of view of a database management system. The primary motivation for this
approach is to help create an abstraction between the end-user and the sensor
nodes thus allowing the user to solely concentrate on the data that needs to be
collected rather than bothering with the intricacies of mechanisms deciding how
to extract data from a network in the most energy-efficient manner.

While there are many concepts from the field of databases that can be bene-
ficial to the area of sensor networks, the unique nature of sensor networks gives
rise to a whole new set of issues that makes it inappropriate to apply concepts
from databases directly. However, it is possible to adapt existing database so-
lutions to a certain extent to suit the requirements of WSNs.

This chapter introduces the reader to the various distributed query man-
agement techniques designed specifically for WSNs proposed thus far and clas-
sify them into specific categories. We first highlight the four essential building
blocks which constitute a distributed query management framework for WSNs
in Figure 3.1. We then go on to describe the state-of-the-art for each category
and discuss the salient points of the various query management methods. We
conclude the chapter in Section 3.3.
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Name of the project/
mechanism/ author

Essential conceptual features Platform

In-network
processing

Acquisitional query
processing

Cross-layer
optimisation

Data-centric
query/data

dissemination

Simu-
lation

Mote-
class

PDA-
class

PC-
class

Directed Diffusion,
1999

• Uses filters
• Suppression of

duplicate
messages

× × • Publish/ subscribe
API based on
named data

• Gradients used to
route data from
source to sink

X X

COUGAR, 2000 • Aggregation at
cluster leaders

• Packet merging

× × × X

TinyDB, 2002 • Evaluation of
operators such as
MIN, MAX,
COUNT,
AVERAGE, etc.

• Centralised query
optimisation
based on collected
metadata

• Priority given to
cheapest sensor
when evaluating
multiple
predicates

• Multi-query
optimisation:
Grouping of
multiple identical
events

• Communication
scheduling
primarily for
upstream data
flow

• Nodes able to
decide on schedule
themselves using
hop count

• Minimises burden
on MAC

• Scheme unusable
for multiple
concurrent queries
with different
epoch
requirements

• Semantic routing
• Designed for

range queries
• Maintenance

algorithm may be
too costly if
measured
attribute changes
too rapidly

X X

Continued on next page...
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processing
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lation

Mote-
class

PDA-
class

PC-
class

Bonfils et al., 2003 • Decentralised
query operator
placement

× × × X

TiNA, 2003 • Exploits temporal
correlations

• Readings
transmitted only
when
user-specified
threshold is
exceeded

× × × X

WaveScheduling,
2004

× × • Nodes scheduled
to minimise MAC
collisions

• Saves energy, but
increases latency

× X

Coman et al., 2005 × × × • Queries forwarded
based on spatial
and temporal
ranges

X

REED et al., 2005 • Joins between
static, external
tables and sensor
nodes

× × × X X

BBQ, 2004 × • Minimise sampling
by predicting
sensor readings
using centralised
statistical models

• Identify temporal
and spatial
correlations

× × X
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query/data
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Simu-
lation

Mote-
class

PDA-
class

PC-
class

Ken, 2006 • Nodes keep local
model
synchronised with
central model

• Able to detect
outliers

× × × X

TD-DES, 2003 × × • Event scheduler
dynamically
allocates and
multiplexes
upstream and
downstream time
slots for each
event type

• Root works out
schedule

× X

DTA, 2004 × × • DTA defines rules
controlling order
of data
transmission

• Root works out
schedule

× X X

AI-LMAC, 2004 × × • Adapts operation
of MAC based on
requirements of
application

• Distributed
bandwidth
allocation based
on expected
traffic for a
particular query

• MAC operates
with low
duty-cycle in
inactive areas of
network

• Directs queries
only to relevant
parts of the
network

• Queries directed
based on attribute
name and value

X
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class

GHT, 2002 × × × • Hashes attribute
name into
geographic
coordinates

• Nodes must be
location aware

• Uses perimeter
refresh protocol to
improve
robustness

• Uses structured
replication to
eliminate
bottlenecks during
occurrence of
multiple identical
events

X X

DIFS, 2003 × × × • Supports range
queries

• Hashes attribute
name and value
into geographic
coordinates

• Nodes must be
location aware

• Does not deal
adequately with
node failures and
packet losses

X
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Name of the project/
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Essential conceptual features Platform
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processing
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lation

Mote-
class
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DIM, 2003 × × × • Supports range
queries

• Hashes event to a
zone

• Nodes must be
location aware

• Re-assigns zones
when nodes enter
or leave

• ACK scheme
improves
robustness

X X

Table 3.1: A summary of distributed data management techniques for WSNs
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3.2 Essential conceptual building blocks

While there are a host of features that are necessary to form a full-fledged
distributed data management system for WSNs, we highlight four essential con-
ceptual building blocks in Figure 3.1 that have been widely mentioned in the
existing literature. Below, we provide a very brief overview of each building
block and describe their specific roles. This is followed by a discussion detail-
ing how the various components are related to each other thus enabling the
reader to visualise how the various components fit into the ”bigger picture”.
Table 3.1 provides a summarised comparison of the primary features of some of
the key research papers published in the field of distributed query management
for WSNs.

• In-network processing: This involves moving various types of computation
that are traditionally done on the server-side to within the sensor network
itself. It is generally used for filtering and processing of messages flow-
ing within the network thus preventing the transmission of unnecessary
information.

• Acquisitional query processing: Energy consumption in sensor nodes de-
pends on two main factors: Operation of the transceiver and operation of
the sensors. Acquisitional query processing helps to minimise energy con-
sumption by targeting the sensors, i.e. sampling of the various attached
sensors is carried out in an energy-efficient manner. For example, a user
may be presented with sensor readings generated using certain statistical
methods rather than actually sampling sensors.

• Cross-layer optimisation: Unlike conventional computer networks which
can generally be used to perform a wide variety of tasks, WSNs are usually
designed for a particular application. This makes it possible to design the
various components of the WSN architecture, e.g. the routing and MAC
protocols specifically for the application in mind. This could mean that
the MAC and routing protocols may be able to adapt to the changing
requirements of the application. This is fundamentally different from the
conventional OSI model used for typical networks such as the Internet,
where the lower-layer protocols operate completely independently from
the higher layer protocols.

• Data-centric data/query dissemination: Unlike conventional routing pro-
tocols which do not actually bother about the content of the data message
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Query Management
System for Wireless

Sensor Networks

In-network Processing

Acquisitional Query
Processing

Sensor nodes process data
internally before transmitting

Results in a reduction of the
number of messages
transmitted

Query processor indicates
how sampling of sensors
should be performed in an
energy-efficient manner

Saves energy by eliminating
unnecessary sampling of
sensors

þ

þ

Cross-Layer Optimisation
Query processor schedules
queries to allow more efficient
communication

Reduces chances of message
collisions

Reduces burden of the MAC

þ

þ

þ

Data-Centric Data/Query
Dissemination

Decides how to route data/query
to only the relevant parts of
the network

Prevents the need to flood
the entire network

þ

þ

þ

þ

Figure 3.1: Essential building blocks of a distributed query management system
for wireless sensor networks

being transmitted, the path taken by a message being routed by a data-
centric data/query dissemination protocol for a WSN is dependent on the
contents of the message. This allows messages to be routed more effi-
ciently.

While Figure 3.1 illustrates the pertinent features of every building block,
it does not illustrate the relationship between them. We present this rela-
tionship in Figure 3.2. Probably the most noticeable feature is that we have
placed Acquisitional Query Processing, Cross-layer Optimisation and Data-
Centric Data/Query Dissemination all within the class of In-Network Process-
ing. The reason for this can be traced back to the way data is usually collected
in conventional databases using the warehousing approach. Under this model,
data is initially collected from various sources (e.g. sensors with wireless trans-
mitters) and stored at a central location. The data is then processed centrally to
extract the required information. This model is highly unsuitable for WSNs as it
involves excessive transmission overhead and also prevents users from accessing
real-time, streaming data. The only viable alternative is to migrate from off-line
processing to processing the data within the network as close to the data source
as possible. The practice of processing data at the sensor nodes themselves is
known as in-network processing and can result in a significant reduction in the
number of messages transmitted. The ability to perform in-network processing
is a cornerstone of WSNs.

In order to distinguish between sensors attached with wireless transmitters
and wireless sensor nodes, which are actually capable of performing simple com-
putations within them, and also because in-network processing is a very generic
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In-Network Processing

Cross-Layer
Optimisation

Data Centric
Data/Query

Dissemination
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Figure 3.2: Relationship between the building blocks

term (i.e. it could essentially refer to any sort of processing that takes place
within a node) we have placed Acquisitional Query Processing, Cross-layer Op-
timisation and Data-Centric Data/Query Dissemination all within the class of
In-Network Processing. All these three sub-classes require a sensor node to
analyse the data it has at hand and make certain decisions based on the out-
come of the analysis instead of transmitting all the data to a central server for
offline processing or centralised decision-making. Such processing is not possi-
ble in normal sensors that only have attached wireless transmitters. The kind
of processing that can take place within a wireless sensor node varies greatly,
which is why we have these three other sub-categories.

Cross-layer optimization generally refers to schemes where the application
influences the operation of the routing or MAC layers. In the Cross-Layer Op-
timization category, we cover literature which studies the relationship between
the MAC and the application layers. Data-Centric Data/Query Dissemination
is classified as a sub-class of Cross-Layer Optimization as it involves creating
links between the application and routing layers. Acquisitional Query Process-
ing falls under Cross-Layer Optimization as it deals with schemes where sensor
sampling can be dependent on information gathered from the injected query
(i.e. application layer) or even the underlying MAC.

In order to simplify matters and also because the features present in a par-
ticular class are not present in its super class, we analyse each building block
separately in the following subsections. However, the reader should keep in mind
the existing relationships indicated in Figure 3.2. The following subsections de-
scribe each category in greater detail and illustrate the different methods that
have been employed to incorporate the various features.
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3.2.1 In-network processing

While the precise manner in which in-network processing is carried out on sen-
sor nodes may differ between various publications, the fundamental objective
is still the same - to save energy by reducing message transmissions. Directed
Diffusion [82] performs in-network processing using filters. When a node re-
ceives a message that matches its filter, the message is first handed over to the
application module within the node for processing instead of forwarding it to
the next node. For example, the application might carry out a suppression of
duplicate messages indicating the detection of the occurrence of an event so as
to prevent a sudden burst of identical messages when a bunch of nodes detect
the same event. The main drawback of Directed Diffusion, however, is that it
has a non-declarative interface and thus does not rank very highly in terms of
usability.

Cougar [147], which was one of the first projects to view a sensor network as
a distributed database with a declarative interface, uses a clustered approach to
in-network processing. A network may consist of several clusters each of which
is made up of a single leader node and a group of child sensor nodes belonging
to the leader. Child nodes periodically send their readings to the leader node
which then aggregates the received readings. The leader then forwards the
computed result toward the root of the network. Computation at the leader
only takes place once all the child nodes have responded. Additionally, since
sending multiple small packets is more expensive than sending one larger packet
(due to the packet header payload and the cost of reserving the medium) Cougar
performs packet merging by combining several packets into one. This method is
particularly beneficial when servicing queries that generate holistic aggregates
where intermediate nodes cannot perform any partial aggregation and all data
must be brought together to be aggregated by the node evaluating the query,
e.g. the Median operator or even the collection of raw sensor readings. It is
important to note, however, that while Cougar claims to be designed for WSNs,
it was deployed on PDA-class devices that had significantly larger processing
power and could even run Windows CE and Linux [95]. Their design does not
consider the impoverished power and computational constraints of conventional
sensor nodes, e.g. XML, which is known for its verbosity, is used to encode
messages. Apart from packet merging, Cougar lacks any other features that
make it energy-efficient. It also fails to address the issues of reliability and
self-organisation and relies instead on the underlying 802.11 MAC protocol.

TinyDB [95] supports a number of aggregation operations (e.g. MIN, MAX,
SUM, COUNT, AVERAGE, etc.) over certain user-specified sample intervals.
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Figure 3.3: An aggregation operation using interval-based communication sc-
heduling (Adapted from [94].)

As sensor readings flow up the communication tree, they are aggregated by
intermediate nodes that are able to meet the requirements of the query (Fig-
ure 3.3). Without aggregation, every node in the network needs to transmit
not only its own reading but also those of all its children. This causes a bot-
tleneck close to the root node and also results in unequal energy consumption,
i.e. the closer a node is to the root node, the larger the number of messages it
needs to transmit which naturally results in higher energy consumption. Thus
nodes closer to the root node die earlier. Losing nodes close to the root node
can have disastrous consequences on the network due to network partitioning.
Using in-network aggregation, however, every intermediate node aggregates its
own reading with that of its children and eventually transmits only one com-
bined result. This also naturally implies that the size of the message remains
constant as it traverses from the source nodes to the root. TinyDB also illus-
trates how aggregation can be extended to perform more complex tasks such
as vehicle tracking and isobar mapping [75]. TinyDB depends on MAC-level
acknowledgements and runs a tree-maintenance algorithm continuously in or-
der to ensure that communication between nodes can continue seamlessly at all
times.

The Temporal Coherency-Aware In-Network Aggregation (TiNA) [128] scheme
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improves upon TinyDB as it allows users to specify a threshold which in turn
is used to reduce the amount of information that is transmitted by individual
nodes. Instead of transmitting every reading at fixed intervals (like in TinyDB),
TiNA exploits temporal correlations of readings to suppress certain messages,
i.e. if the newly acquired reading differs from the previous reading by an amount
that is less than the user-specified threshold, the reading is not transmitted. In
order to ensure reliability, nodes in TiNA send periodic heartbeat messages to
their parent nodes so that the parent node knows that the child node is alive
during periods when the acquired readings are fairly constant and fall within
the user-specified threshold.

Bonfils and Bonnet [38] describe another form of in-network processing that
allows a node to run a completely localised algorithm (based on information from
one-hop neighbours) that ensures that in-network processing is carried out in an
efficient manner. This is done by placing aggregation operators such that the
amount of data that needs to be transmitted is minimised. Once the operators
have been placed on an arbitrary node, the localised algorithm ensures that the
operator progressively reaches its local optimal placement by greedily moving to
the neighbour with the lowest estimated cost. This method is particularly suited
for handling holistic aggregates. It is also useful for carrying out join operations
between tables stored on pairs of sensors in a network. While the work allows
nodes to take decisions in a decentralised manner, there is no mention of any
fault tolerant operator placement algorithms.

Rather than focussing on joins between pairs of sensors, REED (Robust,
Efficient Filtering and Event Detection in Sensor Networks) [31] concentrates
on joins between static external tables (i.e. tables stored outside the network)
storing filter conditions and sensor nodes within the network. External tables
are typically injected into the network along with the query. If a receiving node
is able to store the entire table in its limited memory, the node performs a join
operation and returns the result to the root node. In the event that the external
table is too large to be accommodated within a single node, REED partitions the
table horizontally into smaller fragments. The fragments are then disseminated
to a group of nodes (which are within close proximity of one another) such that
each node in the group stores a single fragment. The join operation is performed
within the group and the result is subsequently returned to the root. REED
can also transmit fragments of the table into the network, forcing nodes which
do not have entries in the table to be joined externally. Timeouts and periodic
advertisements are used to improve the robustness of the system.

While the majority of the literature in this category focuses on utilising dif-
ferent strategies to ensure energy-efficient operation, none of the authors inves-
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tigate the performance of unreliable message transmissions. As current sensor
nodes are known to be unreliable and the performance of the various in-network
processing schemes can change dramatically with varying degrees of reliability,
this remains as a topic which is open to further research.

3.2.2 Acquisitional query processing

In conventional database systems, when posing a query to the system, a user
need not bother about how the data should be extracted in the most efficient
way. The same concept holds true in distributed database systems where the
requested data might be stored in small fragments spanning the entire network.
In this case, the user does not require knowledge of where the data resides. In
other words, the techniques used to locate data or the methods followed to ex-
tract data in an efficient manner, are processes that are completely transparent
to the user. The user simply injects the query into the network and waits for
the result to appear. It is the responsibility of the query processing system to
handle the above-mentioned tasks and act as an interface between the user and
the data sources.

One of the tasks of a query processor for WSNs is to generate an opti-
mised query execution plan that outlines an energy-efficient strategy to execute
a query. While conventional database query optimisation techniques calculate
the cost of executing a query based on a number of parameters such as CPU
instructions, I/O operations, messages transmitted, etc. the model necessary
for WSNs is slightly different due to its unique characteristics described earlier.
The tight power constraints of WSNs have driven researchers to find novel ways
to minimise the two main sources of power consumption on a sensor node - the
operation of the radio transceiver and the sampling of the sensors to obtain
readings. The idea of managing sensor sampling as one of the tasks of the query
processor was first introduced in TinyDB [96] and was termed as acquisitional
query processing.

TinyDB carries out query optimisation at the root node. Metadata such as
the energy and time required to sample a particular sensor, information about
the costs of processing and delivering data, etc. are periodically copied from
the nodes to the root for use by the query optimiser. The optimiser also has the
task of initialising, merging and updating the final value of partial aggregate
records as they propagate through the network towards the root.

Before a query is injected into the network through the root node, the query
optimiser can optimise the query in various ways using the collected metadata.
For example, since the difference in power consumption of sampling various
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sensors on a single node can differ by several orders of magnitude, the order
in which sensors are sampled when evaluating a query can have a substantial
impact on network lifetime.

Consider the scenario where a user requires readings from a light sensor when
the temperature and humidity sensors reach thresholds t and h respectively. If
the node uses a humidity sensor that requires 100 times more energy to sample
than the temperature sensor, in most cases, it would be a lot more energy
efficient to sample the temperature sensor first to check if the threshold has been
met and proceed with the sampling of the humidity sensor only if the result of
the temperature threshold check is found to be True. In fact, in such a scenario,
sampling the humidity sensor first could be up to an order of magnitude more
expensive.

TinyDB also performs multi-query optimisation on event-based queries in
order to reduce costs due to sensor sampling and transmission. Consider a
query Q that requests temperature readings only when a certain event E occurs.
The occurrence of a string of event Es within a short time interval would trigger
multiple instances of the query to run simultaneously. This results in high energy
consumption as every instance of a query performs its own sensor sampling
and transmission of results. To alleviate this problem TinyDB optimises such
queries by rewriting them so that all occurrences of event E of the last k seconds
are buffered. When a sensor reading is obtained, it is compared against the
buffered events and the temperature readings are returned. Thus no matter
how frequently events of type E are triggered, only one query is required to run.

Deshpande et al. [60] extend the initial acquisitional query processing con-
cepts introduced in TinyDB by utilising certain statistical modelling techniques.
The Barbie-Q (BBQ) query system creates models that provide answers that
are more meaningful and also help to extend the lifetime of the network by re-
turning approximated results coupled with probabilistic confidences. There are
3 major steps involved in query processing in the BBQ architecture:

• Building the model: This involves the collection of raw data from every
node. This historical data is used to build a model based on time-varying
multivariate Gaussians and allows one to observe the correlations and
statistical relationships between sensor readings on various nodes.

• Generating an observation plan: Users inject queries that are similar to
SQL except for the fact that they are allowed to include error tolerances
and target confidence bounds that specify the degree of uncertainty a
user is willing to accept. Using the probabilistic model mentioned earlier,
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coupled with the accuracy specifications of the injected query, the system
takes the liberty of determining the most efficient way of servicing the
query and generates the corresponding observation plan. Depending on
the specified error tolerance, the observation plan may only poll a small
proportion of all the sensors that are actually capable of servicing the
query. It may even retransform a query by querying a different sensor
from the one specified in the original injected query, if it is more energy-
efficient and both sensor readings are found to be correlated.

• Updating the model: BBQ relies on Markovian models to keep the model
updated regarding changing environmental parameters and to ascertain
any temporal correlations. This helps to generate a probability density
function (pdf) of all parameters at time t+1 given the pdf at time t.

Thus unlike TinyDB and Cougar, BBQ does not interrogate all sensors
every time a query is injected into the network. Instead, sensors are used to
acquire data only when the model itself is not sufficiently rich to answer
the query with acceptable confidence. As time passes, the model may
update its approximations of sensor readings to reflect expected temporal
changes in the data.

As BBQ builds a statistical model centrally, it is unable to detect sudden
changes that may occur within the network, e.g. spikes in temperature
readings or changes in network topology. Ken [51], which is similar in
certain respects to BBQ, tackles the problem of detecting outliers, by
storing models within the sensor nodes instead of storing them centrally.
Every node also transmits its model to the central server. When a node
acquires a reading, it checks the acquired reading against the locally stored
model. If the acquired reading falls outside the reading predicted by the
model by a margin that is larger than the user-specified threshold, the
node re-computes a new model and transmits this new model together
with the newly acquired reading. Ken too, however, is unable to adapt
to changes in the network topology. It should be noted at this juncture
that Ken, however, does not actually fall in the class of Acquisitional
Query Processing. Instead it should fall in the super-class, In-Network
Processing, as Ken does not actually deal with sensor sampling. Instead, it
aims to minimise communication by making use of dynamic probabilistic
models. We have, however, mentioned it here as its operation is very
closely linked to BBQ.
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3.2.3 Cross-layer optimisation

Traditional system architectures are commonly known to adhere to the layered
protocol stack design where every layer operates in a completely independent
manner. The Internet browser on a PC, for example, does not require any
knowledge about the kind of network connectivity available. It works regard-
less of whether the user is connected via Ethernet or 802.11b. Such a layered
approach, however, is not optimal from the energy efficiency point of view espe-
cially when considering WSNs. This is because unlike the network being used
in an office LAN, WSNs are typically application-specific networks. Thus it
only makes sense to try and make the various components of the WSN archi-
tecture more application-aware by performing certain cross-layer optimisations
thereby helping to improve network lifetime. Note, however, that while the term
”cross-layer optimisation” in the field of sensor networks might refer to the op-
timisation between the application and routing layers for instance, in this case
we refer to the more radical approach where optimisation is performed between
the application and MAC layer.

As usage of the transceiver is an energy consuming task, it is imperative
that maximum benefit is derived during the time it is operational. Thus rather
than encountering energy-wasting collisions during data transmission or actively
waiting for messages that do not arrive, current cross-layer optimisation tech-
niques use a variety of methods to try and schedule tasks in an energy-efficient
manner. We now review a number of these techniques.

TinyDB [96] uses an interval-based communication scheduling protocol to
collect data where parent and child nodes receive and send data (respectively) in
the tree-based communication protocol. The cross-layer optimisation in TinyDB
involves (i) reducing the burden on the MAC using specifications from the in-
jected query and (ii) routing data from the source nodes to the root. Each node
is assumed to produce exactly one result per epoch (time between consecutive
samples), which must be forwarded all the way to the base station. As shown in
Figure 3.3, every epoch is divided into a number of fixed-length intervals which
is dependent on the depth of the tree. The intervals are numbered in reverse
order such that interval 1 is the last interval in the epoch. Every node in the
network is assigned to a specific interval which correlates to its depth in the
routing tree. Thus for instance if a particular node is two hops away from the
root node, it is assigned the second interval. During its own interval, a node
performs the necessary computation, transmits its result and goes back to sleep.
In the interval preceding its own, a node sets its radio to ”listen” mode collecting
results from its child nodes. Thus data flows up the tree in a staggered manner
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eventually reaching the root node during interval 1.
While TinyDB’s slotted scheduling protocol does help conserve energy by

keeping nodes asleep a significant proportion of time, it is primarily designed
for servicing a single query posed to the entire network. The scheme is unusable
if there are multiple concurrent queries with different epoch requirements.

WaveScheduling [133] is a scheme that helps minimise collisions at the MAC
layer by carefully scheduling nodes. While the scheme results in energy savings,
the drawback is that latency is increased. The solution is however, a bit ”rigid”
as the nodes need to be arranged in a grid in order to operate properly. This
may not be feasible in all applications.

Cetintemel et al. [44] describe Topology-Divided Dynamic Event Scheduling
(TD-DES) which is an event-based communication model for WSNs that al-
lows a node to switch its radio to a low-power standby mode when it is not
interested in certain queries/events that have been disseminated into the net-
work. However, rather than being a MAC layer itself, TD-DES is intended as
an application overlay to a CSMA/CA wireless MAC layer. TD-DES sets up a
wireless multi-hop network tree where the root node generates a data dissem-
ination schedule describing when nodes should switch on their transceivers to
capture certain events. This schedule is disseminated throughout the entire net-
work so that nodes can follow it. The schedule is divided into fixed-sized time
slots. Each slot is further divided into three sections, a control event receive
slot, a control event send slot and an event data slot.

Every node in the network has a specific subscription profile that describes
the list of measured parameters or events that the node is interested in. The
node may either be a subscriber, i.e. it is interested in a particular event or
a generator of certain events. The control event send slot holds scheduling
information of events and is transmitted to neighbouring nodes. A node listens
out for scheduling information from a neighbouring node during the control
event receive slot and the event data slot is used to transfer data regarding the
actual event. A node listens to the relevant portion of the event data slot in
receive mode only if it discovers an event that is of interest to itself or one of
the nodes in its subtree listed in the scheduling information received from a
neighbouring node in the control event receive slot.

TD-DES differs from TinyDB’s scheduling scheme in the sense that TD-DES
addresses both upstream and downstream data dissemination while TinyDB
focuses solely on upstream aggregation. Also, while TinyDB assumes that every
node in the network takes part in servicing the injected query, in TD-DES, nodes
not subscribing to an event do not own any scheduled slot.

Zadorozhny et al. [150] describe a framework that helps to extend the synergy
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between the MAC layer and query optimisation. This is achieved with the help
of a Data Transmission Algebra (DTA) that provides the semantics for defining
rules that control the order in which nodes transmit data. For example, if
there is a node that needs to perform task A and another node that needs to
perform task B and both tasks require the use of the RF medium, the DTA is
used to work out a schedule such that both tasks are performed with minimal
chance of collisions from occurring. The DTA includes three basic operations
that combine the two transmissions schedules of tasks A and B as follows:

• Either Task A is scheduled to perform before Task B or Task B before
Task A

• Task A MUST be performed before Task B

• Task A and Task B can be performed simultaneously (e.g. when nodes
involved are not within transmission range of one another)

The primary aim of this framework is for the root node to work out schedules
for all nodes in the network using the DTA scheduler. It is then up to the nodes
to decide how to behave within a set of constraint intervals specified by the
schedule. As the number of possible schedules grows exponentially with the
number of sensor nodes, heuristic-based pruning methods are used to eliminate
suboptimal alternatives.

The above-mentioned scheduling techniques clearly indicate that current
cross-layer optimisation schemes just stop short of actually altering the op-
eration of the MAC protocol itself. Instead the schemes simply employ different
strategies to turn the MAC on and off at different times therefore decreasing the
burden placed on the MAC. If collisions still do occur, it is the responsibility of
the MAC to recover from them.

Chatterjea et al. [50], however, describe an Adaptive, Information-centric
and Lightweight MAC protocol for wireless sensor networks (AI-LMAC) that
adapts its operation based on the requirements of the application. The amount
of bandwidth that is allocated to a node is proportional to the amount of data
that is expected to flow through it in response to the query it is servicing. Band-
width allocation is done in a distributed manner and is not static but changes
depending on the injected query. Information about the expected data traf-
fic through a node is obtained using a completely localised data management
framework that helps capture information about traffic patterns in the network.
A major advantage of this approach is that the MAC protocol reduces its duty
cycle on nodes that are not taking part in servicing the query, thus improving
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energy-efficiency and limiting communication activity only to areas of the net-
work where it is actually required. The data management framework is also used
for efficient query dissemination (i.e. directing queries to only the relevant parts
of the network) and query optimisation. Thus cross-layer optimisation in AI-
LMAC addresses the entire spectrum of data management issues, i.e. operation
of the MAC, routing, and query optimisation.

3.2.4 Data-centric data/query dissemination

Deciding how to route or disseminate data within a communication network
is typically performed using IP-style communication where nodes are identified
by their end-points which can be directly addressed using an address that is
unique to the entire network. Such addressing schemes are used in the Internet
or office LAN. Due to their application-specific nature however, WSNs tend
to use a data-centric addressing scheme where ”names” are used to create an
abstraction of node network addresses. For example, instead of requesting the
reading of a node with a particular ID, a typical query usually requests for
an attribute of a phenomenon instead. Data dissemination schemes generally
address three main issues:

• How queries are routed only to the relevant nodes from the node injecting
the query into the network (Flooding a query to all nodes is not energy-
efficient)

• How results are routed back to the querying node

• Robustness: how the scheme copes with dynamic network topologies, i.e.
node failures and node mobility

We review a number of data dissemination schemes which use distributed
techniques to ensure that queries only propagate towards sensors capable of
serving the injected queries.

Directed Diffusion [82] is one of the pioneering data-centric data dissem-
ination paradigms developed specifically for WSNs. It is based on a pub-
lish/subscribe API where the sink injects an interest (e.g. interest for a partic-
ular type of named data, such as the ”Detection of a bird”) into the network.
Every receiving node keeps a copy of the interest in its cache. The entry in the
cache also stores a gradient that indicates the identity of the neighbouring node
that originally sent the interest. Gradients are formed gradually at every node
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Figure 3.4: Setting up of gradients in Directed Diffusion

as the interest propagates from one node to another eventually flooding the en-
tire network (Figure 3.4). When a source node is able to service the interest, it
sends data back to the sink along the path of the gradients set up initially by the
interest. In the event data starts flowing toward the sink along multiple gradient
paths, the source node reinforces one or a subset of these paths. Reliable paths
are usually reinforced while unreliable ones are removed by expiration due to
lack of reinforcements or explicit negative reinforcements. Such gradients allow
the local repair of failed or degraded paths and do not require the re-flooding of
the interest. However, it is necessary to perform flooding when a new interest
is injected into the network.

While Directed Diffusion performs routing based on named data, TinyDB
performs routing using a Semantic Routing Tree (SRT) which is based on the
actual values of sensor readings. It is useful for servicing range queries. An SRT
is an index built over some constant attribute A and is stored locally at every
node in the network. The index at a node consists of a one-dimensional interval
representing the range of A values being generated not just by the node itself but
also by all its descendants. When a node encounters a query, it only forwards it
to its immediate children which are reported to be transmitting values matching
the required range specified in the query. The readings may have been generated
either by any of the immediate children or by any of the nodes within the sub-
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trees rooted at the immediate children. Additionally, a node executes a query
by itself if it can be serviced locally and subsequently transmits the result to its
parent. The result eventually propagates up the tree towards the root. If the
query cannot be serviced by the node or any of its children, it is dropped. The
entry of a child node expires from the SRT of a parent node if the parent node
does not receive any updates from the child within a predefined timeout period.
The parent then updates its interval information by querying its children and
also informs nodes higher up the hierarchy if any changes are detected. While
the SRT maintenance algorithm is capable of reflecting changes in the network
dynamics (e.g. death of a node), the cost of updating ranges could be prohibitive
if the value of the measured attribute changes too rapidly.

Coman et al. [54] present a framework for processing queries that specify the
spatial area and the temporal range the answers must belong to. The framework
has two phases. In the first phase, a path is searched from the query originator
to a sensor node located within the query’s spatial window. Next, the located
sensor assumes the role of query coordinator and gathers results from all the
relevant sensors from within the spatial window and transmits the results back
to the query originator. Note that it is assumed that all the nodes are location
aware.

Unlike Directed Diffusion and TinyDB’s SRT, Ratnasamy et al. [126] deal
not just with the data-centric routing aspects but integrate it with the issue of
storage within the network. They propose using Data-Centric Storage (DCS)
where all events are named. A vital assumption is that all nodes are location
aware. There are two main operations within DCS - storing and retrieving
data. When a node detects a particular event, it stores the data by name
in a node within the network. The Geographic Hash Table (GHT) scheme
performs a hashing on the name of the data into geographic coordinates thus
deciding in which part of the network data should be stored. GHT is also used
in a similar manner when retrieving data. In order to address the issue of
robustness, GHT uses the perimeter refresh protocol. This protocol replicates
the event data at nodes around the location to which the hashing was originally
made thus ensuring that queries can still be serviced even if certain nodes fail.
The occurrence of multiple identical events (i.e. events with the same name)
would all hash to the same location thus creating a bottleneck in the network
for both store and retrieve operations. In order to alleviate this problem, GHT
employs structured replication such that events hashing to the same node are
mirrored in different parts of the network.

GHT is effective in saving unnecessary transmissions by preventing the need
to flood the entire network with queries by performing hashing on an attribute.
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However, DIFS [72] achieves even greater savings by also including support for
range queries, i.e. queries where only events with attributes in a specific range
are required. This is because events defined by attributes with values that fall
within a specified range are by definition less common. For example, while
there may be many humidity sensors in a network, there may only be a small
fraction which have readings higher than a certain threshold. DIFS constructs a
multi-rooted hierarchical index where non-root nodes can have multiple parents.
Thus if a child node has p number of parents and maintains a range of values
r, each index of a parent node maintains an equal proportion of r, i.e. r/p.
However, the narrower the value range covered by a node, the wider the spatial
extent an index node knows about. In other words, higher-level nodes cover
smaller value ranges detected within large geographic regions while lower level
nodes cover a wider range of values from within a smaller geographic region.
DIFS also reduces the possibility of bottlenecks occurring close to the root node
as queries can be injected into any node in the tree. Unlike GHT which can
hash to any part of the network, the DIFS hash function restricts its output
to the area that a node in the hierarchy has to cover. The function outputs
a location upon receiving the following inputs: Event name, Event value and
Event location. DIFS however, does not deal adequately with the issue of node
failures and packet losses.

The distributed index for multi-dimensional data (DIM) [70] goes a step
further by building on top of the above-mentioned methodologies by including
support for queries that specify multiple range conditions. For example a query
might require all events to be reported that fall within a particular temperature
range and a particular humidity range. Such queries can be particularly useful
for correlating multiple events and subsequently triggering certain actions. DIM
runs a distributed algorithm on every node that eventually divides the sensor
field such that there is a single node in each zone. Next, using the values of
multiple attributes, the hashing function hashes the event to a zone. The event
is subsequently routed to the node that owns the zone and is stored there. DIMs
include the following features to address the issue of robustness:

• use of a mechanism to help re-assign zones when nodes join or leave the
network

• use of a distributed algorithm to minimise the chance of data loss by
carrying out replication of data

• an ACK scheme to improve resilience to packet loss
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Query and data dissemination schemes that prevent the need to flood the
entire network have progressed markedly in the recent past. From initially just
considering event types or ranges of actual sensor readings, they currently sup-
port multiple range queries and use various hashing functions to direct queries
to the appropriate sections of the network using the attribute types and values
as inputs. Furthermore, they incorporate in-network storage as an integral part
of the query dissemination mechanism. However, these newer schemes assume
that all nodes are location aware thus increasing the complexity of the system.

3.3 Conclusion

As time progresses, WSN deployments are gradually going to grow larger and
certain deployments may even be enlarged in stages. This makes it increasingly
necessary to improve support for heterogeneous networks, multiple roots and
optimisation of multiple simultaneous queries that may overlap partially over
sensor types, readings, and spatial and temporal parameters. Cross-layer opti-
misations from the application layer also need to dig in deeper into the network
layers and attempt to eventually influence the operation of the MAC. Query
optimisations need to be pushed into the network to prevent large amounts of
metadata being sent back to the root. An interesting observation from the sum-
mary presented in Table 3.1 shows that only a handful of the projects have actu-
ally been implemented on sensor node platforms. This clearly reflects that while
certain projects have begun making inroads into the various essential concep-
tual features mentioned in this chapter, current distributed data management
techniques only touch the tip of the iceberg.
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Chapter 4

Using Sensor Data for
Routing and MAC

This chapter describes two mechanisms using cross-layered opti-
mization strategies where sensor data is used to influence the oper-
ation of the routing and MAC layers. We first describe a directed
query dissemination scheme, DirQ that instead of flooding, routes
queries to the appropriate source nodes based on both static and
dynamic-valued attributes such as sensor types and sensor values1.
Nodes running DirQ are able to adapt autonomously to changes in
network topology due to certain cross-layer features that allow it
to exchange information with the underlying MAC protocol. DirQ
allows nodes to autonomously control the rate of sending update
messages in order to keep the routing information updated. Our
results show that DirQ spends between 45% and 55% of the cost of
tree-based flooding. The second part of the chapter introduces an
Adaptive, Information-centric and Lightweight MAC (AI-LMAC)
protocol that adapts its operation depending on the amount of data
traffic that is expected to flow through the network based on a user’s

1S. Chatterjea, S. de Luigi and P. Havinga. An Adaptive, Directed Query Dissemination
Scheme for Wireless Sensor Networks. In Proceedings of the Thirty-Fifth IEEE Conference on
Parallel Processing Workshops (ICPPW), August 2006, Columbus, USA. pp. 181-188, IEEE
Computer Society Press.
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injected query2,3. The results indicate how AI-LMAC efficiently
manages the issues of fairness and latency.

2S. Chatterjea, L.F.W. van Hoesel and P. Havinga. A Framework for a Distributed and
Adaptive Query Processing Engine for Wireless Sensor Networks. In Transactions of the
Society of Instrument and Control Engineers, E-S-1 (1). pp. 58-67, 2006.

3S. Chatterjea, L.F.W. van Hoesel and P. Havinga. AI-LMAC: An adaptive, information-
centric and lightweight MAC protocol for wireless sensor networks. In Proceedings of the
First IEEE Conference on Intelligent Sensors, Sensor Networks and Information Processing
(ISSNIP), December 2004, Melbourne, Australia, IEEE Computer Society Press.
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4.1. INTRODUCTION

4.1 Introduction

WSNs designed to service queries generally need to carry out three main tasks:

1. Disseminate the query into the network.

2. Sample the sensor specified in the query.

3. Return the acquired data to the sink that originally injected the query.

In this chapter we describe two different mechanisms. The first mechanism
which addresses Task 1, describes a Directed Query dissemination scheme, DirQ,
that routes queries to the appropriate source nodes based on both static and
dynamic-valued attributes such as sensor types and sensor values. The second
mechanism places an emphasis on Task 3 (though it actually also applies to
Task 1). It describes an Adaptive, Information-centric and Lightweight MAC
(AI-LMAC) protocol that adapts its operation depending on the amount of data
traffic that is expected to flow through the network based on a user’s injected
query.

While both DirQ and AI-LMAC could generally be used in the same appli-
cation (see Section 4.2), they are designed for slightly different scenarios. DirQ
can be used to handle one-shot queries where the user only requires a single
”snap-shot” of certain sensor readings. AI-LMAC on the other hand is used
when data needs to stream in, in response to a particular query thus allowing
the end-user to monitor parameters in close-to real time.

DirQ and AI-LMAC are ideal examples of how cross-layer information from
the application layer can be used to influence the lower layers of the WSN proto-
col stack as described in Chapter 1. Both mechanisms use a similar approach in
the sense that nodes use a framework to first locally classify the very data that
is sensed. This classified information is subsequently presented to the routing
and MAC layers so that they can operate more efficiently.

Before describing the specifics of DirQ or AI-LMAC, we first highlight the
assumptions we make based on the application that motivates our research in
this chapter. The DirQ scheme is presented in Section 4.3. Section 4.3.1 presents
current research related to the area of query dissemination in WSNs. We then
present the actual operation of DirQ in Section 4.3.2 and an analytical evalua-
tion in Section 4.3.3. Section 4.3.4 describes details of the Adaptive Threshold
Control mechanism which allows nodes to change update rates autonomously.
Simulation results are presented in Section 4.3.5. AI-MAC is presented in Sec-
tion 4.4. We first begin with current research related to the area of MAC
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protocols designed specifically for wireless sensor networks. In Section 4.4.2
we describe how the data collection framework is developed to support the re-
quirements of AI-LMAC. Section 4.4.3 explains how the MAC protocol adapts
its operation using the data collection framework presented in Section 4.4.2.
The results are presented in Section 4.4.4. Finally, the chapter is concluded in
Section 4.5.

4.2 Assumptions made based on application

The work presented in this chapter is targeted for applications such as environ-
mental monitoring where a large number of queries can be expected to be in-
jected into the network. For example, the application mentioned in Section 2.3.3
describes a sensor network laid out to monitor various physical parameters in a
forest. The WSN may be used by researchers at the university, students and the
public in general. Based on this application, we have made a few assumptions
about the queries posed to the network and about the network itself. Firstly,
due to the large variety of users, ranging from researchers to students and even
the public, the network can expect to be faced with a very large number of
queries. Queries can also be multi-dimensional in nature, e.g. while some users
might be interested in temperature data, others might be interested in humid-
ity. Users are expected to inject one-shot range queries into the network, e.g.
”Acquire all temperature readings that are currently between 22◦C and 25◦C.”
This also means that there could be some overlaps of certain parts of multiple
queries (both in the spatial and temporal sense) that may be injected into the
network at any single point of time. An implication would be that even though
data may not be generated at very high rates (e.g. certain parameters may
change very gradually) a large number of queries could be expected to be active
within the network simultaneously. Also it may be possible that certain queries
generate very high data rates in certain parts of the network while other parts
can be relatively inactive. We also assume that the server connected to the
root of the sensor network (which is in-charge of injecting queries) is capable of
predicting the number of queries that will be posed to the network in the next
hour based on historical data. The techniques used to make this prediction can
be similar to the ones used in web servers to predict web page accesses [52].

In terms of the assumptions about the network, we assume a dense network
where all node locations are fixed during deployment. The network consists of
heterogeneous nodes where different nodes may have different sensors attached
to them. Nodes (with even new sensor types) may be added to or removed from
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the network at any time. The developed system should also be able to cope
with node failures.

4.3 An Adaptive Directed Query Dissemination

Scheme

This section focuses on how to query the environmental sensor network in an
energy-efficient manner. Thus, our design describes how to accurately locate the
necessary sensor nodes to help fulfill the request specified in the query injected
by a user into the network. This section does not deal with the data extraction
mechanisms that come into play once the required data sources have been iden-
tified and located. When designing a querying scheme for WSNs, it is important
to recognize the various forms of dynamism that exist within the network due
to both extrinsic and intrinsic factors. An example of an extrinsic factor would
be the varying rate at which queries may be injected into the network while
an intrinsic factor would be the rate of variation of the physical parameter be-
ing measured or changes in network topology. Rather than designing a static
querying scheme which disregards all sources of dynamism, a protocol designer
should try to take advantage of these variations by allowing the querying scheme
to adapt accordingly. For example, nodes should spend more energy capturing
information when user demand is high or when significant changes take place
in the physical parameters being measured. Conversely, nodes should try to
conserve energy by operating more economically during periods of inactivity. In
this section we describe an adaptive directed query dissemination scheme (DirQ)
which tries to ensure that queries are only delivered to the relevant nodes in
the network. By relevant nodes, we refer to nodes that are able to service a
particular query (source nodes) and also to forwarding nodes through which a
query needs to propagate in order to reach the source nodes. The DirQ scheme
works with directed dissemination of queries in contrast to the conventional
approach of flooding the entire network every time a user poses a query. In
order to ensure accurate delivery, all nodes in the network need to store some
routing information that can eventually be used for limiting the dissemination
of a query only to the appropriate regions of the network. Instead of updating
this information on a periodic basis, DirQ adapts the update rate based on the
rate at which queries are injected into the network and the rate of variation of
the physical parameter being measured by the sensors. While DirQ is predom-
inantly designed for fixed networks, it is able to cope with changes in network
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topology caused by the addition or death or removal of sensor nodes. This is
due to the fact that DirQ incorporates certain cross-layer features which allow
it to gather information from the underlying MAC protocol [78]. It also has
a scalable architecture as it allows for the addition of new sensor types after
deployment of sensors has been completed, i.e. a user is not required to have
prior information about all the types of sensors that may be added to the net-
work after the initial deployment. Our simulations indicate that DirQ is fairly
accurate (i.e. it suffers from a maximum overshoot of only around 2%), even
though the cost of DirQ hovers between 45% and 55% of the cost of flooding.
For more details we refer the reader to Sections 4.3.4 and 4.3.5.

4.3.1 Related work

Our work focuses on directing injected one-shot range queries to the relevant
parts of the network instead of carrying out a simple flooding of the entire
network. What sets DirQ apart from the majority of the other existing schemes
for sensor networks is that queries can be directed based on a combination of
static and dynamic attributes, e.g. sensor values (dynamic), sensor types (static)
and even location (static) if it is available. Thus two identical queries could
follow two completely different paths at different times of the day. Moreover,
since DirQ can operate based on just sensor value and sensor type information,
it is not dependent on any underlying localization mechanism. Having location
information would of course extend the capabilities of DirQ. The problem of
directing queries to the appropriate section of the network has been addressed
in numerous query dissemination mechanisms. Directed diffusion [82, 81], is an
example of a data-centric routing protocol, i.e. routing is performed based on
the name of the data rather than the identity of the destination node. The
Directed diffusion substrate can route queries to specific locations. However, it
requires geographic information embedded in the query in order to do this. Our
work is closely related to Semantic Routing Trees (SRT) presented in [96]. SRT
is based on a distributed index. SRT however, only considers single attributes
where as DirQ can use multiple attributes. Also, SRT is more suited for static
attributes such as location, where as DirQ is capable of working with static
and dynamic attributes. The authors in [147] present COUGAR which views
the sensor network as a distributed database. However, the main problem with
their approach is that a large amount of meta-data needs to be transferred
to the query-processor on a periodic basis. The architecture of DirQ ensures
that nodes are able to take autonomous decisions based on locally available
information and thus adapt to changing network dynamics. There are also a
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number of data-centric storage mechanisms designed specifically for wireless
sensor networks. DCS [126] is a scheme which provides a hashing function for
mapping an event name to a specific location. DIFS [72] and DIM [70] extend
the data-centric approach to provide spatially distributed hierarchies of indexes
to data. However, DCS, DIFS and DIM all require location information and
are actually dependent on GPSR (Greedy Perimeter Stateless Routing, [85]) as
the underlying routing protocol. Additionally, these complex indexing schemes
may be too resource-hungry for sensor-class nodes as they require maintaining
significant state information and large tables. It should be noted that DIM for
example, was tested on PDA and PC platforms. The operation of DirQ on the
other hand, has been kept relatively simple as nodes only store information from
their local, one-hop neighborhood.

4.3.2 Operation of DirQ

The operation of DirQ has a number of phases. We first provide the reader
with an overview of the phases and then describe each of them in greater detail
in the following sections. Once the nodes have been placed in the network,
a spanning tree is set up. Subsequently, the root node broadcasts a message
with the estimate, EHr , of the number of queries that can be expected to be
injected into the network over the next hour. This operation is repeated by
the root periodically, e.g. once every hour. Next, a receiving node combines
the estimate received with the local conditions of the physical parameter being
measured (e.g. temperature, humidity, etc.) to decide upon a suitable threshold
value as described Section 4.3.4. A node decides whether to transmit an update
message to its parent node when the threshold value is exceeded. An update
message is made up of a tuple that consists of minimum and maximum sensor
readings and is used by nodes to maintain range information of sensor readings.
This range information is subsequently used to direct a query only to the relevant
nodes instead of flooding the entire network. Our approach of using minimum
and maximum sensor readings has been adapted from earlier work presented on
Semantic Routing Trees (SRTs) [96]. However, instead of using sensor readings,
SRTs use only static location information.

4.3.2.1 Maintaining the range table

Upon receiving an EHr message from the root, a node calculates the threshold
value, δ. (Section 4.3.4 describes how δ is calculated.) When a node acquires
a sensor reading, RAq, it sets a minimum threshold, THmin and a maximum
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Figure 4.1: Local update of range table

threshold, THmax where,

THmin = RAq − δ (4.1)

THmax = RAq + δ (4.2)

THmin and THmax are put together to form a tuple which is referred to as
a Range Message. The Range Message is then inserted into the Range Table of
the node. If a newly acquired sensor reading falls outside the range of THmin

and THmax, it is considered as the new RAq and new THmin and THmax values
are computed as shown above and inserted into the Range Table. However, if
the newly acquired reading falls within THmin and THmax, the existing range
values in the Range Table are left unchanged. Thus only major temperature
changes are reflected in the node’s Range Table. This process, that takes place
within every node, is illustrated in Figure 4.1.

Apart from storing a node’s own THmin and THmax values, the Range Table
of a node also contains all the minimum and maximum threshold values of all
its immediate child nodes (i.e. child nodes that are just one hop away). Thus
the Range Table of a node that has n child nodes one hop away contains n + 1
tuples of THmin and THmax (i.e. one tuple for a node’s own entry and one
tuple each for all n child nodes).

Every time the Range Table of a node is modified (i.e. one of the THmin

or THmax values is changed), the node parses through the table and picks
out the minimum THmin and the maximum THmax among all the entries,
i.e. min(THmin) and max(THmax) respectively. This is shown in Figure 4.2.
These values are then compared with the previously transmitted min(THmin)
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and max(THmax) values, i.e. prev min(THmin) and prev max(THmax). If
min(THmin) or max(THmax) differs from prev min(THmin) or prev max(THmax)
respectively by an amount greater than δ, then the node transmits a new Up-
date Message that contains the new min(THmin) and max(THmax) values to
its parent. Thus, only significant changes in sensor readings trigger an Update
Message that traverses upwards towards the root of the network which in turn
ensures that the range information stored in nodes en route to the root remain
updated. This helps to direct range queries more accurately to the relevant parts
of the network. This process of transmitting Update Messages is illustrated in
Figure 4.3.

Note that the δ used in Figures 4.1 and 4.3 have the same value. Let us
temporarily assume that both values are different, i.e. Figure 4.1 uses δ1 and
Figure 4.3 uses δ2. We now consider two separate cases and analyse the effects
if:

• δ1 > δ2: In this scenario, a node will only update its own Range Table if
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a newly acquired reading, RN is such that |RN − RAq| > δ1. However,
since δ2 is smaller than δ1, effectively, a node will only transmit update
messages when changes greater than δ1 occur. In other words, δ2 would
not have any role to play.

• δ2 > δ1: In this scenario, a node would frequently update its own entry
in its Range Table. But this would be a useless operation since the large
δ2 would prevent any Range Messages from being transmitted. Thus, δ1

would not have any role to play.

The above reasons clearly indicate that it would be pointless to have two
separate δs for Figures 4.1 and 4.3 thus justifying the use of just one value of δ

in both cases.

A range query indicates the range of readings a user is interested in. Thus the
range specified in the query is used in combination with the range information
stored in the Range Tables of various nodes to disseminate queries to the relevant
parts of the network. The general idea is to transmit a query to the child nodes
which have ranges which overlap with the injected range query.

Every node can contain one or more Range Tables. Each Range Table con-
tains range information for a single sensor type. As an example, Figure 4.4
shows that Node N1 maintains three separate Range Tables for sensor types A,
B and C. This is despite the fact that N1 only has sensor type C. The presence
of a particular range table within a node means that the corresponding sensor
type exists either within the node itself, or within one or more of the children
deeper within the tree structure.

Using multiple Range Tables and categorizing the incoming data according
to ranges has several advantages. Firstly, it allows the network to be made up
of heterogeneous nodes (i.e. different nodes can possess different combinations
of sensors). This is a great benefit over previous architectures such as TinyDB
which only supports homogeneous networks. Also, instead of flooding the en-
tire network with queries, it would be possible to have a directed dissemination
of queries. Thus the dissemination of queries could only be limited to certain
sections of the network. The Range Table allows more complex query dissemi-
nation schemes to be derived from queries that are injected into the network by
the end-user. These complex schemes could span across multiple Range Tables.

For example, the user could inject a query that requests for readings from
sensor A only when the readings of sensor B and C are at a particular threshold.
This would involve parsing the Range Tables of both sensors B and C. The
Range Table also allows query optimization to be performed on an incoming
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Figure 4.4: Support for multiple sensor types

query. Thus effectively, this system allows query optimization to be performed
online (i.e. within the nodes) rather than centrally which is the traditional
approach used in databases.

As can be seen from Figure 4.4, every Range Table includes a list of the
immediate neighbours that have contributed to readings that fall within a cer-
tain range. Since the information contained in every Range Table of every node
is purely based on the immediate neighbourhood, the size of the table is not
dependent on factors such as the depth of the tree or network size. It is how-
ever, dependent on the number of different types of sensors present in the child
nodes and the number of immediate child nodes a particular node has. Every
row in the range table would have a size of 48 bits (Sensor type: 8 bits, Node
ID: 16 bits, Minimum sensor reading: 12 bits, Maximum sensor reading: 12
bits). Thus if a node has up to 8 child nodes with a total of 5 different sensor
types, this would mean that the Range Table would take up 40 rows or 240
bytes. Considering the fact that typical sensor node platforms have at least
4k of RAM (Table 2.1), a sensor node should not have any problems storing a
Range Table.
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4.3.2.2 Adapting to network dynamics

The Range Tables of DirQ are able to adapt to changes within the network
topology, e.g. due to dead nodes or the addition of new nodes. This is because
of DirQ’s cross-layer interaction with LMAC [78]. When LMAC detects that a
neighboring node has died, it sends a notification to DirQ which then checks to
see how the removal of the neighboring node has affected its Range Table. Any
changes in the range information are then propagated up the tree. Similarly,
any changes in sensor types such as the addition or removal of sensors also
propagate up the tree.

4.3.3 Analytical analysis

In this section we carry out an analytical comparison of the performance of
flooding and directed query dissemination. Since the basic mechanism of DirQ
is based on a tree, we perform our analysis using a k-ary tree with depth d. We
also mention another reason for using a k-ary tree for the analytical comparison
in Section 4.3.3.2. Additionally, the cost of transmitting a message is assumed
to be one unit while the cost of receiving a message is also assumed to be one
unit.

4.3.3.1 Cost of tree-based flooding

We first assume that a tree construction protocol is used to construct a tree
rooted at the sink node. Using this protocol, every node knows the ID of its
parent and also of all its immediate (i.e. one hop) children. Before describing
how we analyze the cost of tree-based flooding (TBF), we first explain how a
TBF operation is carried out in order to justify the analysis later on. We make
the assumption that a tree building/maintenance protocol such as FixTree [106]
is used to set up a communication tree. Using this protocol in combination
with LMAC, every node would know which adjacent node is its parent node,
which adjacent nodes are child nodes and which nodes are neither parent or
child nodes. Thus when a node receives a message, it only processes the DM
section 2.5.1 if the node that has broadcast the message is a child or parent
node. If the transmitting node is not a child or parent (i.e. it is just another
neighbouring node within range, e.g. N4 and N6 in Figure 4.5), the receiving
node simply stops listening to the DM section of the incoming message.

To compute the total cost of the TBF scheme, which includes the cost of
all the transmit (CTx) and receive (CRx) operations, we consider the following.
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Figure 4.5: Nodes within radio range in a communication tree

During the flooding operation, every node in the tree, with the exception of the
leaf nodes, broadcasts the query. This broadcast message is not processed by
neighbouring nodes that are adjacent but are not a parent or child node of the
transmitting node. The total cost of a flooding operation includes the cost of
all the transmit and receive operations. Note that the number of nodes, N , in
a k-ary tree with depth d is:

N =
kd+1 − 1

k − 1
(4.3)

And the number of edges, E, is:

E = N − 1 =
kd+1 − k

k − 1
(4.4)

The leaf nodes do not carry out a broadcast. Also we disregard all trans-
mit/receive operations performed by the root since it is powered. Thus the total
number of transmit operations in a k-ary tree with depth d is as follows:

CTx =
kd − 1

k − 1
− 1 =

kd − k

k − 1
(4.5)

Recall we mentioned earlier that a node only processes the DM section of a
received message if the node that sent the message is either a child or parent
node. We also mentioned above that only broadcast operations are used. This
implies that when a node carries out a broadcast operation, both the parent and
child nodes receive the data. Thus every node in the network except the root
and leaf nodes experience two ”receive” operations. The leaf nodes experience
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only one ”receive” operation since they do not have any children. Thus, the
total number of receive operations is:

CRx = 2 ∗ (
kd − k

k − 1
) − k + kd (4.6)

Thus the total cost of a TBF operation, CFTotal, for a k-ary tree with depth
d, is the sum of Equations 4.5 and 4.6:

CFTotal =
kd+1 + 2kd − k2 − 2k

k − 1
(4.7)

4.3.3.2 Cost of directed query dissemination scheme

In a flooding operation, energy is consumed disseminating a query to the entire
network. In DirQ however, there are two sources of energy consumption - (i)
directing a query to the relevant nodes in the network and (ii) the update
mechanism to keep the minimum and maximum ranges updated. As there are
two sources of energy consumption in the directed query dissemination scheme
as opposed to only a single source in the flooding mechanism, the reader may be
inclined to think that DirQ consumes more energy than the flooding mechanism.
However, we ensure that this does not happen by adding an adaptive feature to
the second source in DirQ, i.e. the update mechanism known as the Adaptive
Threshold Control (ATC) mechanism. ATC ensures that the cost of DirQ always
remains below the cost of flooding.

The cost of function of DirQ can be defined as follows:

CTD = CQD + CUD (4.8)

where CTD is the total cost of DirQ for a single query, CQD is the cost of
disseminating one query to the relevant nodes and CUD is the cost of sending
an update message. It is important to realize that the cost of disseminating a
query to the relevant nodes, i.e. CQD, is really dependent on where the nodes
are located within the communication tree. For example, if the nodes relevant
to the query are located close to the root, the dissemination cost will be much
lower than another query whose relevant nodes might be located much deeper
within the tree. This is because the deeper the relevant nodes are within the
tree, the greater will be number of nodes involved in forwarding the query. The
spread of the relevant nodes within the tree is also another factor that affects
the cost of disseminating a particular query, i.e. the greater the spread of the
relevant nodes, the greater the dissemination cost. From these examples, it is
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apparent that the maximum cost of disseminating a query (i.e. CQDmax) will
occur only when all the leaf nodes of a tree are involved in servicing a query. This
is another reason why we use a k-ary tree (as opposed to using an incomplete
tree) to compute the maximum cost of query dissemination as this ensures that
the number of leaf nodes is maximum.

The computation of the worst case of DirQ occurs when both CQD and CUD

are maximum. CUDmax occurs when all the nodes in the network transmit an
Update Message.

Furthermore, it should be noted that when calculating the maximum query
dissemination cost, the leaf nodes do not transmit the query. This implies that
only nodes within d−1 hops from the root will be involved in query transmission.
The maximum cost of query dissemination, CQDmax is dependent on the total
number of transmit (CQDmax,Tx) and receive (CQDmax,Rx) operations. Thus,

CQDmax = CQDmax,Tx + CQDmax,Rx (4.9)

Since all nodes except the root and leaf nodes carry out one broadcast op-
eration,

CQDmax,Tx =
kd − 1

k − 1
− 1 =

kd − k

k − 1
(4.10)

The tree maintenance protocol enables a node to know its parent and child
node, i.e. the IDs of the parent/child are known. Using LMAC a receiving node
knows the ID of the sending node. A node would then know if the message
has originated from a parent or child. Thus in this case, the DM section is
not received if the message has come from a child node. In general, broadcast
messages from child nodes are ignored.

Since all nodes except the root carry out one receive operation,

CQDmax,Rx = N − 1 =
kd+1 − k

k − 1
(4.11)

Thus the maximum cost of query dissemination, CQDmax is the sum of
Equations 4.10 and 4.11:

CQDmax =
kd+1 + kd − 2k

k − 1
(4.12)

For calculating CUDmax we assume that all the nodes in the network send
one update message. Note that the update messages are aggregated as they
propagate upwards towards the root. Thus a node combines all the messages
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it receives from its immediate child nodes and transmits only one aggregated
update message. Note that messages are transmitted using unicast operations.
Since the root node is not counted, the number of transmit operations is equal
to the number of edges in the tree:

CUDmax,Tx =
(kd+1 − k)

k − 1
(4.13)

Similarly, since we do not count the root’s receive operations, the number of
receive operations is:

CUDmax,Rx =
(kd+1 − k)

k − 1
− k (4.14)

Thus the maximum cost of sending an update is the sum of Equations 4.13
and 4.14:

CUDmax =
2kd+1 − k2 − k

k − 1
(4.15)

We introduce a variable f which indicates the frequency at which updates
are received at the root. So for example, if one update is received at the root
every 10 queries, then f = 0.1. Then the maximum cost of DirQ is,

CTDmax = CQmax + f(CUDmax) =
kd+1 + kd − 2k

k − 1
+ f(

2kd+1 − k2 − k

k − 1
)

(4.16)

4.3.3.3 Keeping the cost of DirQ below that of flooding

When using DirQ, it is essential to ensure that its cost is always kept below
that of flooding. Thus we need to consider the worst case of DirQ and adapt it
to make sure that it does not exceed the cost of flooding. This is performed by
ensuring that CTDmax < CFTotal. Thus,

fMax <
kd − k2

2kd+1 − k2 − k
(4.17)

where fMax is the maximum number of updates that a node can transmit
per query to guarantee that DirQ does not surpass the cost of flooding. So as an
example, if k = 2 and d = 4, then fMax < 0.21, i.e there can be at the most 0.21
updates per query or 1 update every 4.8 queries in order for the directed query
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dissemination scheme to be more energy efficient than flooding. Note however,
that this is for the worst case. This implies for example that you could have say
0.8 updates per query (i.e. fMax = 0.8) when the query is disseminated only
to a few nodes that are close to the root or all nodes in the network are not
involved in sending update messages.

4.3.3.4 Keeping k and d values updated

It is evident from the discussion above that a node needs to know the values of
the variables k and d whenever it needs to compute fMax. The values of these
variables are computed by the nodes and the sink during initialization when the
communication tree is being built. In general, every node transmits the number
of immediate children it has unless one of its child nodes has a larger number of
children than itself. In such cases, the node forwards this larger number to the
sink. Thus ultimately, the sink gets to know the maximum number of children
that a particular node in the network has. Similarly, every node transmits its
distance from the gateway unless it has a child node that has a greater distance
than itself. In this case, the parent node forwards the larger distance to the sink.
Subsequently, the maximum number of children, k and maximum distance, d

are broadcast to the entire network.

After initialization has been completed, the nodes also retransmit values of
k and d to the sink when changes in topology are detected. Any node which
detects a greater number of children than k informs the sink of the change.
Similarly, any node originally with k children having a fewer number of children
(e.g. due to the death/removal of a node) also informs the sink. A similar
mechanism is used to keep d updated as well.

4.3.4 Adaptive threshold control

In Section 4.3.2 we described how Update Messages are transmitted only when
the new minimum or maximum threshold values exceed the threshold δ. The
precise value of δ is not hard-coded into DirQ and neither is it predefined and
fixed by the user. Instead, every node decides for itself what the threshold value
should be. The decision is based on how heavily the network is being utilized
(in terms of the rate of injection of queries) and the degree of variability of the
physical parameter that is being measured by a sensor type.

DirQ uses an Adaptive Threshold Control (ATC) mechanism which changes
the value of δ dynamically. The chosen value of δ is dependent on the number
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of queries that are expected to be injected into the network over the next hour
and also on the rate of change of the measured data.

We assume that the root node that is in-charge of injecting a query into the
network is capable of making predictions of the number of queries that will be
posed to the network during any particular hour of the day. The technique used
to do this can be similar to those used by current web servers which are able
to predict incoming hits to a particular web site based on historical data. This
estimate, QE , is then sent by the root node to all the nodes in the network.

Recall how we illustrated in Equation 4.16 that the maximum cost of DirQ
is dependent on the number of updates received at the sink per injected query.
Thus once a node computes fMax the node can use fMax in combination with
the estimated number of injected queries, QE , to compute the number of Update
Messages that it can transmit over the next hour, UMax/Hr, using,

UMax/Hr = QE × fmax (4.18)

Note that UMax/Hr is the maximum number of Update Messages that can
be transmitted per hour given the current hourly estimate of the number of
injected queries to ensure that DirQ does not surpass the cost of TBF.

A node uses then uses the computed UMax/Hr to calculate the maximum
number of Update Messages that can be transmitted over the next 10 minutes,
i.e. UMax/10mins.

The next part of the problem is to see how δ can be locally adjusted by
every node to ensure that the rate of transmitting Update Messages follows
UMax/Hr closely. A node initially uses a predefined (usually large) value of δ

to start off with. After the first 10 minutes, the node checks the number of
Update Messages that were transmitted. If it is less than x1% × UMax/10mins,
the value of δ is reduced by α. However, the value of δ never reduces beyond
a user-defined δmin. This ensures that unnecessary Update Messages are not
transmitted when the sampled sensor readings are relatively constant.

Conversely, if the number of transmitted Update Messages is greater than
x2% × UMax/10mins, the value of δ is increased by α. This process of adjusting
δ is carried out every ten minutes to ensure that the number of transmitted
Update Messages lies between x1% and x2% of the TBF scenario. The greater
the value of α, the greater is the impact in the change of the number of update
messages transmitted in every ten minute block. However, we do not investigate
the precise effect of the value of α in this thesis and leave this for future work.

In our simulations described in Section 4.3.5, we set x1% and x2% to 45% and
55% respectively. Generally, the smaller the values of x1% and x2%, the lesser
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will be the number of transmitted Update Messages. This will lead to more
inaccurate routing of range queries due to the less accurate range information
stored in the nodes. Conversely, larger values of x1% and x2% will lead to more
accurate routing at the cost of increased transmission of Update Messages. The
value of δmin is set to 1 unit and α is set to 0.2 units.

4.3.5 Simulation results

In this section, we evaluate the performance of DirQ using simulations and com-
pare its performance in relation to tree-based flooding (TBF). Our simulations
intend to highlight the strengths of DirQ in terms of energy savings and also in
terms of the accuracy of our directed query dissemination scheme. The primary
objective of the simulations is to illustrate how DirQ maintains a cost below
that of flooding and yet attains a high level of accuracy for the current network
and environmental conditions completely autonomously. We initially examine
the effects of accuracy and efficiency of query dissemination when using fixed
thresholds (i.e. fixed values of δ). We then illustrate how the ATC mechanism
curbs the total cost such that it is below flooding and yet maintains an accept-
able level of accuracy. The simulation is performed using OMNeT++ which is a
discrete event simulator [15]. The results are based on a network topology of 50
nodes which includes one root where k = 8 and d = 10. DirQ was implemented
on top of the LMAC protocol. A synthetic dataset with 4 sensor types has
been generated (with sensor values 0 to 100 units) where sensor values of nodes
located close to one another are spatially related. The generated sensor data
is also related in the temporal dimension. Each sensor node acquires a reading
every time unit for a period of 20,000 time units. We refer to each time unit as
an epoch. Random queries which covered 20%, 40% and 60% of the nodes are
generated every 20 epochs.

4.3.5.1 Using fixed threshold values

We initially perform simulations to investigate the effects when fixed threshold
values were used. Threshold values are fixed at δ= 0.5 units, 1 unit and 3 units.
For every value of δ we also examined how the percentage of nodes involved
in responding to a query would affect the results. Note that the percentage of
nodes involved in a query is not directly dependent on the selectivity of the
query itself. As an example, even if the selectivity of a particular query is
very high (i.e. only a small number of nodes are involved) the percentage of
nodes involved in answering the query is highly dependent on the location of the
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relevant nodes within the communication tree. If the relevant nodes are located
very close to the root, the selectivity would be proportional to the number of
nodes involved in the query. However, if the nodes are located deep within
the network, propagating the query to the relevant nodes would be a lot more
expensive due to the large number of intermediate forwarding nodes involved.
Thus our definition of ”percentage of nodes involved in responding to a query”
involves not only the relevant nodes but also the intermediate forwarding nodes.

Our first result studies how the accuracy of the directed query dissemination
scheme is affected using various levels of δ. Let us first state how we define the
term accuracy. When a query is injected, ideally it should be directed only to
the relevant nodes in the network. However, this does not happen in reality due
to the threshold levels used in the network. Since the transmission of updates is
dependent on the value of δ and the rate of change of the measured parameters,
the range values maintained by the nodes is not always accurate. Thus in
certain instances, queries could be routed to nodes which are not relevant to
a particular query. Naturally, routing queries to the non-relevant nodes, also
consumes energy. We measure accuracy by computing the proportion of nodes
that are being reached in response to a query to nodes that should be reached.
Nodes that ”should” be reached refer to both source nodes and intermediate
forwarding nodes.

The results in Figure 4.6 indicate that as the threshold increases (i.e. value
of δ) the difference between the percentage of nodes that receive a query and
the percentage of nodes that should receive the query increases. This is because
as δ increases, the range information becomes more inaccurate. This effect is
less pronounced as the percentage of relevant nodes increases. This is because
when more nodes are involved in servicing a particular query, the probability of
routing queries to wrong nodes diminishes greatly. The value of δ clearly plays
a more significant role for queries with high selectivity.

4.3.5.2 Using the adaptive threshold control

We now describe the effects of the Adaptive Threshold Control (ATC) scheme.
ATC enables individual nodes to autonomously adjust the value of δ. The main
drawback of using a fixed threshold is that there is a possibility that the cost
of the directed dissemination scheme may exceed the cost of TBF. Having a
fixed threshold makes the system completely dependent on the parameter being
measured. Figure 4.7 shows the total number of Update Messages that are
transmitted by all the nodes in the network every 100 epochs over a period of
20,000 epochs. It can be seen that the ATC is successfully able to adapt the

84



4.3. AN ADAPTIVE DIRECTED QUERY DISSEMINATION SCHEME

Threshold, Delta (Units)

(c) Percentage of relevant nodes = 60%

10
0

20

40

60

80

100

2 3 4

P
e
rc

e
n
ta

g
e
 o

f 
N

o
d
e
s

Nodes that SHOULD receive a query

Nodes receive a query

Threshold, Delta (Units)

(b) Percentage of relevant nodes = 40%

10
0

20

40

60

80

100

2 3 4

P
e
rc

e
n
ta

g
e
 o

f 
N

o
d
e
s

Nodes that SHOULD receive a query

Nodes receive a query

Threshold, Delta (Units)

(a) Percentage of relevant nodes = 20%

10
0

20

40

60

80

100

2 3 4

P
e
rc

e
n
ta

g
e
 o

f 
N

o
d
e
s

Nodes that SHOULD receive a query

Nodes receive a query

Figure 4.6: Effect of delta on accuracy (Percentage of relevant nodes: (a)20%,
(b)40%, (c)60%)

transmission rate such that its cost lies around the region where the cost is
roughly around 45-55% the cost of TBF.

Figure 4.6 has shown that the danger of increasing δ results in the query
dissemination scheme becoming less accurate especially for queries with high
selectivity. The main idea of having the ATC is to ensure that while the number
of updates transmitted is limited, the accuracy (i.e. overshoot) should not
decrease significantly. Figure 4.8 shows that the maximum overshoot when
using the ATC is only around 2%. Figure 4.9 shows that the ATC reduces
the total number of messages transmitted. It can be seen that while the ATC
transmits a larger number of updates than when δ = 3 units, the δ = 3 scenario
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Figure 4.7: Number of update messages transmitted over time using different δ

and the ATC

results in a greater number of wrong transmission of queries.

4.4 An Adaptive, Information-centric and Light-
weight MAC Protocol for Wireless Sensor

Networks

As mentioned earlier in Chapter 1, WSNs are typically application specific net-
works. Thus it is important to investigate the possibility of designing commu-
nication protocols that are specifically designed for a particular application in
order to improve its level of efficiency. In other words, a protocol should be able
to take advantage of certain inherent behavioural properties of the application
being considered.

Judging from the previous statement, the reader may be inclined to think
that following such a strict ”application-specific” approach would result in a
protocol that is completely static and is unable to adapt to any changes. We
would like to emphasize, however, that we believe it is very important to de-
sign a protocol that is dynamic. But we also feel that instead of designing a
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protocol that is able to adapt from one application to another, the developed
protocol should be able to adapt within the constraints of the application being
considered.

In this section we describe the design of an adaptive, information-centric
and lightweight medium access control (AI-LMAC) protocol for wireless sensor
networks (WSNs) that is based on the Lightweight Medium Access Protocol
(LMAC) [78]. This is very different from other existing MAC protocols for
WSNs [78, 148, 59, 92, 146, 124] that operate independently of the queries
injected into the network or the kind of data that flows within the network.
However, apart from just describing the details of a new MAC protocol we also
describe the design of a Data Distribution Table that resides on every node. This
framework helps to capture data about the data flowing through the network.
In other words, it captures network metadata. The information captured by
the framework is then utilised by the MAC protocol to adapt its operation
accordingly.
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4.4.1 Related work

There have been numerous MAC protocols developed for WSNs over the past
few years [78, 148, 59, 92, 146, 124]. We only highlight some of the more promi-
nent protocols here due to space limitation. Sensor-MAC (SMAC) [148] reduces
energy consumption by reducing the duty cycle of a sensor node. This is done
by following a periodic active/sleep schedule that is fixed. Nodes turn off their
radio during sleep periods and turn it on while receiving or transmitting. As
SMAC uses a fixed duty cycle, it is unable to adapt its operation to varying traf-
fic rates. Timeout-MAC (TMAC) [59] improves on SMAC by using an adaptive
duty cycle thus adapting automatically to traffic fluctuations. However, due to
its aggressive power-down policy, nodes often go to sleep too early, thus decreas-
ing throughput and increasing latency [88]. Data-gathering MAC (DMAC) [92]
also uses an adaptive duty cycle where the wake up schedule depends on the
depth of a node in the data gathering tree. Additionally, it provides a low
source-to-sink latency. However, it does not take fairness into account. Thus
the duty cycle assigned to a certain child node may not be proportional to the
amount of data it needs to transmit when compared to another child of its par-
ent node, i.e. a sibling node. [146] does take fairness into consideration by
introducing a rate control mechanism. It defines fairness as giving every node
in the network an equal opportunity to transmit its data. We, however, are
not interested in having all nodes transmit data simultaneously. Since we are
considering a heterogeneous network where queries injected will be distributed
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both in the spatial and temporal sense, we define fairness as follows: ”Only
nodes which are able to service an incoming query or nodes which have children
which can service a particular query should be given the chance to transmit their
data. Nodes which are not involved should be given lower priority. Thus the
priority given to a node is directly proportional to the amount of data a node is
expected to transmit.” This is only a general definition of how we interpret fair-
ness. More specifically, our mechanism uses what is known as ”2-Dimensional”
fairness. This is explained in Section 4.4.3. Unlike [146] which uses the analogy
of ”metering traffic onto a freeway where each node generating data is like cars
trying to enter”, our mechanism on the other hand dynamically changes the
”number of lanes” in the freeway to accommodate varying data traffic rates.
Like AI-LMAC, the traffic-adaptive medium access protocol (TRAMA) [124]
uses a TDMA-based communication scheme that is able to adapt to actual traf-
fic conditions. However, although TRAMA achieves high channel utilisation, it
does so at the expense of considerable latency and high algorithmic complexity.
It also fails to address the issue of fairness.

While some of the protocols mentioned above are able to adapt their oper-
ation to varying data traffic rates, none of them makes use of any knowledge
of the actual application they are being used for. In other words the MAC
layer is completely independent of the application running above it. Recently,
however, members of the database research community have realised the impor-
tance of influencing the MAC protocol using information from queries injected
into the network. TAG [97] for instance performs some sort of communication
scheduling using inputs from the query that helps to reduce the burden placed
on the underlying MAC. The scheduling mechanism decides when the MAC
should be operational, i.e. listening or transmitting. At other times the radio
is put to sleep. [150] describes a Data Transmission Algebra (DTA) that uses
query scheduling to reduce collisions at the MAC layer. However, in the event
that the schedule is unable to avoid collisions, they are handled at the MAC
layer.

In both instances, there is a scheduling mechanism based on an incoming
query or data that decides when to turn the MAC on or off. The MAC continues
its normal operation during its active period, e.g. it could still be prone to
collisions. However, the likelihood of collisions occurring is reduced. While we
have encountered communication schemes which basically only turn the MAC
on or off, we have not encountered any schemes in the current literature that
will actually modify the operation of the MAC itself.

We improve on current cross-layer optimization methods by going a step
further than simply switching the MAC on or off by allowing the MAC itself
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to adapt its own operation depending on the query and the amount of network
traffic within the network. The amount of expected network traffic is computed
using a Data Distribution Table (DDT) which is stored locally in every node in
the network. We describe how the DDT operates in the following sub-section.

4.4.2 Description of the Data Distribution Table

The Data Distribution Table or DDT is built into every node. It helps make
deductions about the amount of data traffic that can be expected to flow through
the network depending on the injected query and the distribution of the data
that is being generated by the various sensor nodes. The information provided
by the DDT helps to ensure that bandwidth is only allocated primarily to nodes
which meet the criteria specified in the query and are thus expected to generate
more traffic.

Every node maintains a DDT for every sensor type that is present in its
entire subtree. This is a characteristic that is similar to DirQ’s Range Table
previously mentioned in Section 4.3.2.1. A node keeps information about its own
sensor readings in the first row of its own DDT. It also maintains additional rows
corresponding to every one of its immediate child nodes. So for example, if a
particular node has 4 immediate child nodes, the node would have a total of 5
rows in its DDT. The contents of these additional rows depends on what has
been transmitted by the respective child nodes.

All the rows of a DDT are subdivided into a pre-defined number of columns.
Each column represents a particular range of sensor readings. Note that the
ranges do not overlap and we assume that they are either defined by the user
prior to deployment based on typical values that may be expected from the
region being monitored and the degree of selectivity of injected queries or they
may also be broadcast to the entire network as and when required. The range
of readings represented by each column need not be fixed. For example, if we
assume that the readings follow a normal distribution, the user may opt to have
narrow ranges for the middle of the curve and wide ranges for the two tail ends.
Such a scheme would also be useful if the majority of injected queries are highly
selective over a narrow range of readings that occur more frequently. While a
large number of ranges would result in more frequent transmission of update
messages, this is not considered to be a significant disadvantage as the primary
aim of AI-LMAC is to minimise the impact of data loss due to dropped messages
and latency. Figure 4.10 summarizes how the DDT functions.

When a node samples its sensor, it checks which range the acquired reading
falls in and marks the appropriate column in the first row of its own DDT with a
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Figure 4.10: How the DDT functions

1. It then sums up every column of its DDT individually, resulting in a row and
transmits this summed result to its parent node. Thus effectively, the summed
result represents the number of children the particular node has in a certain
range of readings within its entire subtree. If at any time a node detects x (e.g.
x = 5) consecutive readings that fall within a different range from its previously
transmitted range, it subtracts 1 from the column for the previous range and
adds a one to the column representing the new range. The node then once
again sums up every column of its DDT individually and transmits the result
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to its parent node. Note that we use x consecutive readings and not a single
reading so as to prevent frequent transmissions when readings oscillate about
the border of two ranges. x is a user-defined parameter. A node transmits an
updated summed result of its DDT when:

• its own newly acquired reading falls within a range that is different from
the previously transmitted range,

• it receives a new summed DDT result from a particular child node,

• when a topology change is detected, e.g. a particular child node dies/
disappears or is added to the network.

Figure 4.10 provides an overview of how the DDT functions. Once again,
as with the Range Table of DirQ, the size of the DDT is not dependent on the
number of nodes in the network since it only consists of summed values. Instead,
it depends on the number of different types of sensors used in the subtree of a
node, the number of immediate children a node has and the number of ranges
that the user wishes to use.

An additional advantage of the DDT is that when a node needs to decide how
much bandwidth to allocate to each of its immediate child nodes, the decision
is based on the net requirement of all the queries that are being executed by the
node at that point of time. Thus effectively this means that the DDT allows
query optimization to be performed in a distributed manner.

Note that although in this section we are emphasizing on how the DDT can
be used to influence the operation of the MAC, it is evident that the DDT can
also be used to direct range queries to the appropriate parts of the network due
to the range information built into the DDT.

4.4.3 Adapting AI-LMAC using the DDT

We now describe how AI-LMAC can adapt its operation using the information
provided in the DDT. Unlike LMAC, which allows every node within the network
to own only one slot [78], AI-LMAC allows a node to own multiple slots. Also,
AI-LMAC is able to vary the number of slots a particular node owns depending
on the amount of data that is expected to flow through it. This ensures fairness
in the sense that the bandwidth allocated to a node corresponds to the traffic it
is expected to encounter. For example, it would be pointless to allocate a large
number of slots to a particular node that is not generating or relaying significant
amounts of data.
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In AI-LMAC, we assume that a parent-child relationship exists between all
the nodes in the network, such that the root of the network can be considered
to be the highest parent in the hierarchy. Using the DDT, every node would
know how much ”importance” to give every one of its immediate children.

Using the DDTs a node cannot decide by itself, how much importance it
should give itself to transmit. This is because the DDTs only contain informa-
tion about a node’s child information. A node is not aware of the data generated
by the other children of its own parent node as they may not be in range. Thus,
the parent is the only node that has knowledge of the proportion of data that
will be contributed by each of its immediate children. The idea here is that
if a node realises that a subset of its immediate children is going to transmit
large quantities of data, then more attention needs to be paid to this particular
subset of child nodes. In this case, when we say more attention, we actually
refer to assigning multiple slots to a particular child.

However, even though a parent node knows which child node deserves more
slots to be assigned to it, it cannot send such a rigid instruction to its children
as in LMAC. This is because in LMAC, when a node performs slot assignment,
it has knowledge of the slot ownership of its first and second order nodes. In
this case, the parent node would not know slot ownership information about
the slot assignments of its child node’s second order nodes since they are three
hops away.

Thus, the responsibility of the parent node is simply to ”advise” the child,
i.e. the parent node sends a message to every one of its children indicating the
ideal number of slots that a particular node should take up under the current
conditions. It is then up to the child node to follow the advice as closely as
possible. This naturally depends on the number of empty slots available.

The process of giving advice starts at the root node of the tree when a
query is first injected into the network. This process then percolates down
the branches of the tree towards the leaf nodes. If, however, the process of
giving advice started at an intermediate node, this would increase the chance of
performing unfair slot allocations. This is because a node assigning slots would
not be aware of the bandwidth requirements of all its sibling nodes which are
not within its direct range. From this argument, it is obvious that if we apply
this rule repeatedly, the root node is the only node which can assign slots fairly
at the beginning. We term this as horizontal fairness as the mechanism ensures
that all sibling nodes (i.e. a the same level) under a certain parent are allocated
slots fairly.

Apart from establishing a horizontal relationship between nodes, we also
introduce a mechanism to include vertical fairness. In order to prevent buffer
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Figure 4.11: How the DDT is used to give advice

overflow problems, our mechanism ensures that that the total number of slots
assigned to the immediate children of a certain parent node, does not exceed
the number of slots owned by the parent. This reduces the likelihood of data
packets being dropped due to lack of bandwidth. Furthermore, leaf nodes are
prevented from being allocated excessive bandwidth using this mechanism.

Thus introducing two dimensional fairness ensures that the number of slots
taken up by a node does not only depend on its siblings but on its parent as
well.

Once a node has received the ideal number of slots it should take up, it
checks to see which slots are free within its 2nd order neighbourhood following
the normal protocol rules of LMAC. To ensure a balanced slot allocation between
children nodes, nodes increment the number of controlled slots in turns at a rate
of one time slot per frame. Just like in LMAC, once a node decides to take up
a certain slot, it ”marks” the slot using a ”1” to indicate that the slot has been
taken up. Figure 4.11 illustrates how a node uses its DDT to advise its child
nodes on the number of slots to occupy.

4.4.4 Experimental Analysis

Our framework provides a mechanism to assign more bandwidth to those parts
in the network that encounter more data traffic than others. In fact, the assigned
bandwidth is proportional to the expected traffic. Hence our framework is able
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Figure 4.12: Comparison of LMAC (single slot allocation) with AI-LMAC (mul-
tiple slot allocation). Note that the maximum advice scenario of 16 time slots
is not plotted as it matches the 12 time slots scenario)

to minimise the overall latency in the network and also the number of messages
which need to be buffered in the nodes.

In our simulation, the DDT is not implemented. Instead, every node uses
the total number of child nodes it has as an input parameter for computing the
advice. When all nodes are active (i.e. have at least one time slot), the gateway
node starts providing advice to its immediate children. The children follow the
advice as closely as possible and create advice for their children as described
earlier. Every node generates one message per four MAC frames. Thus the
expected data volume is proportional to the the total number of child nodes
that a node has.

Figure 4.12 compares the results for LMAC (single slot allocation) with AI-
LMAC (multiple-slot allocation). These results are obtained by simulation using
the discrete event simulator OMNeT++ [15]. The results are averaged over five
different network topologies consisting of 49 nodes and one root. Ten different
runs were carried out per topology. In AI-LMAC, the advice for the maximum
number of allowable time slots is varied from 2 to 16.

The results clearly indicate that latency is proportionally reduced with the
the maximum number of controlled slots (Figure 4.12). However, this holds
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Table 4.1: Maximum number of back logged messages (worst case)

Scenario Maximum messages

1 slot 105
2 slots 63
4 slots 34
8 slots 32
12 slots 54
16 slots 56

true only until eight slots. For the 12 and 16 slot scenarios, the number of free
slots in the network rapidly decreases with every hop from the root and thus
the nodes are not able to comply with the advice. Consequently, a bottleneck
is created at a few hops (6 to 8) from the root, resulting in higher latency for
messages created in those areas.

In this MAC protocol, nodes are able to receive up to 32 (=number of time
slots) messages per frame. The number of messages that can be transmitted
per frame is dependent on the number of time slots the node controls. When
the number of incoming messages exceeds the number of messages that can
be transmitted during a frame, the additional incoming messages have to be
buffered. For each of the scenarios, we have collected data about the maximum
number of messages back logged in the worst case (Table 4.1). These results
reflect the same trend as Figure 4.12. Note that in real-life implementations,
the capacity to hold back logged messages will be limited due to scarce memory
resources in the sensor nodes.

4.5 Conclusion

In this chapter we present two mechanisms that use sensor readings obtained
by the application layer to enable both the routing and MAC layers to operate
more efficiently. The first mechanism deals with a Directed Query Dissemination
Scheme (DirQ) which tries to ensure that queries injected into the network are
only sent to the relevant nodes instead of flooding. DirQ routes queries based
on sensor values and sensor types. It ensures that information in routing tables
is accurate by sending update messages. The rate at which update messages are
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transmitted is dependent on the level of usage of the network and the also the
rate of variation of the physical parameter being measured by the sensors. Thus
every node in the network is able to control its threshold level autonomously.
The results indicate that DirQ spends between 45% and 55% of the cost of
tree-based flooding.

The analysis we have presented for DirQ is based on the worst-case scenario.
This approach has motivated us to assume that the k-ary tree is balanced.
However, every query may not necessarily involve all the leaf nodes. Thus, it
may be necessary to devise an additional off-line mechanism that monitors the
pattern of injected queries. This can then be used to compute an average-case
”fmax” rather than the worst-case which can subsequently be injected into the
network. Nodes could then use this value to transmit updates more frequently.
Thus while additional work would need to be carried out to monitor querying
patterns centrally, the main mechanism of DirQ that runs within the network
would remain the same.

The Range Tables in DirQ are designed based on ranges (i.e. minimum
and maximum values) of sensor readings. There were several reasons for this
design option. Firstly, the injected range queries, always specify a minimum
and maximum value. These values could then be easily compared with the
ranges stored in the Range Tables. Secondly, a node does not have to carry
out extensive additional computation in order to identify the minimum and
maximum values. Finally, the idea of monitoring ranges was initiated by the
authors in [96] and the work presented in this chapter builds up on that previous
work. It might be interesting to investigate if other parameters, e.g. variance
could be monitored instead. However, this would involve more computation
and the design would definitely be a lot more complex. Further investigation is
required to see if such alternative design strategies would indeed provide better
results.

As mentioned earlier, we have not investigated the effects of using different
values of α in this chapter. Future work should include using different types of
data sets (e.g. with different levels of variability - see Chapter 6) to see how the
performance of DirQ varies when different αs are used with different data sets.

The second mechanism in this chapter describes a novel MAC protocol that
adapts its operation depending on the type of query injected into the network.
Thus unlike other conventional MAC protocols which run independently of the
application, AI-LMAC is application dependent. We have also described a data
distribution table that helps gather data about the queries and data flowing
through the network and how it is subsequently used by the MAC layer to
adjust its operation. Using a mechanism which depends on two-dimensional
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fairness, we have illustrated how AI-LMAC reduces latency and handles the
issue of fairness. Thus only parts of the network that need to respond to a
certain query increase their level of activity. Other sections of the network
remain relatively inactive. Our results show how AI-LMAC efficiently manages
the issues of fairness and latency.
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Chapter 5

A Distributed and
Self-Organizing Scheduling
Algorithm for
Energy-Efficient Data
Aggregation

In many environmental monitoring applications, environmental sci-
entists are interested in collecting raw data using long-running queries
injected into a WSN for analyzing at a later stage rather than inject-
ing snap-shot queries into the network that contain data-reducing
operators (e.g. MIN, MAX, AVG) that aggregate data. Collection
of raw data poses a challenge to WSNs as very large amounts of data
need to be transported through the network. This not only leads to
high levels of energy consumption and thus diminished network life-
time but also results in poor data quality as much of the data may
be lost due to the limited bandwidth of present-day sensor nodes.
We alleviate this problem by allowing certain nodes in the network
to aggregate data by taking advantage of spatial and temporal cor-
relations of various physical parameters and thus eliminating the
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transmission of redundant data. In this chapter we present a dis-
tributed scheduling algorithm that decides when a particular node
should perform this novel type of aggregation1,2. The scheduling
algorithm autonomously reassigns schedules when changes in net-
work topology due to failing or newly added nodes, are detected.
Such changes in topology are detected using cross-layer information
from the underlying MAC layer. We first present theoretical perfor-
mance bounds of our algorithm. We then present simulation results
which indicate a reduction in message transmissions of up to 85%
and an increase in network lifetime of up to 92% when compared
to collecting raw data. Our algorithm is also capable of completely
eliminating dropped messages due to buffer overflow.

1S. Chatterjea, T. Nieberg, N. Meratnia and P. Havinga. A Distributed and Self-Organizing
Scheduling Algorithm for Energy-Efficient Data Aggregation in Wireless Sensor Networks. In
ACM Transactions on Sensor Networks, To appear.

2S. Chatterjea, T. Nieberg, Y. Zhang and P. Havinga. Energy-Efficient Data Acquisition
using a Distributed and Self-organizing Scheduling Algorithm for Wireless Sensor Networks.
In Proceedings of the Third IEEE Conference on Distributed Computing in Sensor Systems
(DCOSS), June 2007, Santa Fe, USA. pp. 368-385. Lecture Notes in Computer Science 4549
(LNCS4549). Springer Verlag.
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5.1 Introduction

Wireless sensor networks (WSNs) are increasingly being used to carry out var-
ious forms of environmental monitoring. Monitoring vineyards [41], wildlife
habitats [98], office buildings [142], suspension bridges [131], forests [132] and
even marine environments [47] are just a few of the diverse range of sensor net-
work applications that can be found in current literature. One of the primary
motivations for using WSNs is that they allow environments to be monitored at
extremely high spatial and temporal resolutions - something that is not possi-
ble using existing monitoring technologies. This is mainly due to the fact that
sensor nodes are usually deployed in very high densities [80].

However, extracting the vast amounts of data generated by large-scale, high-
density sensor network deployments can cause a wide range of problems. The
fact that sensor nodes are typically battery powered devices makes energy re-
sources a precious commodity. Transmitting every single acquired sensor reading
would cause nodes to drain their batteries in a matter of days. WSN deploy-
ments, however, will only be practically viable if they are able to run unattended
for long durations. Furthermore, the limited bandwidth of present-day sensor
nodes prevents all the acquired readings from being propagated successfully to-
wards the sink. This results in dropped packets, which in turn has a negative
impact on the quality of data collected.

As sensor readings of adjacent nodes in a high-density network may display
a high degree of correlation, one way to reduce the amount of data that needs
to be transmitted would be to exploit the spatial correlation between adjacent
nodes. Thus instead of having every node transmit its readings, we suggest a
method that requires only a particular small subset of nodes in the network to
transmit messages that represent all the remaining nodes at any point in time.
We refer to nodes belonging to this subset as correlating nodes. Every correlat-
ing node initially transmits a message containing correlation information that
indicates how the particular node’s readings are correlated with its adjacent
neighbors. Subsequently, the correlating node continues to transmit its own
readings until a change in correlation is detected, in which case, the updated
correlation information is transmitted to the sink node. The sink node uses the
correlation information and combines it with the subsequent reading received
from a correlating node to deduce the readings of the adjacent neighbors of the
correlating node. As it would be pointless to have two adjacent nodes to act as
correlating nodes simultaneously, in this chapter we present a completely dis-
tributed and self-organizing scheduling algorithm that decides when a particular
node should act as a correlating node. Our contributions are stated as follows:
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1. We present a completely distributed scheduling algorithm that enables ev-
ery node to autonomously choose schedules based only on locally available
information.

2. We prove our algorithm possesses self-stabilizing properties that allow it to
recover within a finite time regardless of any disturbances in the network
such as topology changes or communication errors. We present theoretical
upper bounds for message transmissions and network stabilization times
when topology changes occur.

3. We illustrate how our algorithm is able to adapt quickly to topology
changes due to its close interaction with the underlying MAC layer. The
algorithm also improves energy-efficiency by taking advantage of cross-
layer information provided by the MAC.

4. We present performance estimates and theoretical upper bounds for the
performance of our algorithm. We evaluate the algorithm by presenting
simulation results which indicate a reduction in message transmissions of
up to 85% and an increase in network lifetime of up to 92% when com-
pared to collecting raw data. Our algorithm is also capable of completely
eliminating dropped messages due to buffer overflow.

A list of assumptions based on the GBR application scenario mentioned ear-
lier in Section 2.3.1 is described in the following section. It is important to
note, however, that our work is not strictly tailored for the GBR. As mentioned
later in Section 5.3, it can be used in a wide range of environmental monitoring
scenarios where fine-grained spatio-temporal resolutions are required. We have
simply chosen to use the GBR as a test bed to illustrate the feasibility of our
solution. Section 5.3 provides the motivation and focus of this chapter. An
overview of our approach is presented in Section 5.4. Section 5.5 provides back-
ground information about self-stabilization. The main scheduling algorithm
is described in Section 5.6. We evaluate the performance of our approach in
Section 5.8. Section 5.9 mentions the related work and finally the chapter is
concluded in Section 5.10.

5.2 Assumptions

Based on the GBR application scenario, we have made a few assumptions about
the data that will be collected as well as the network itself. Firstly, as there will
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Figure 5.1: Sensors deployed in Nelly Bay, Great Barrier Reef, Australia

be a very large number of sensor nodes (∼ 100) and since they may be required
to obtain readings at a high frequency, a large amount of data can be expected to
flow through the network. Given the limited bandwidth and memory capacity
of individual sensor nodes, assuming that nodes are transmitting data via a
communication tree towards the sink node, nodes that are closer to the sink
node, will be prone to buffer overflows [64]. This will result in loss of messages
and greatly reduce the quality of data collected. Secondly, as there will be a
very high density of sensor nodes, i.e. they will be placed very close to each
other, we can expect readings between neighboring nodes to be correlated during
most parts of the day. This assumption can be verified by looking at data
that has been collected from Nelly Bay in the GBR shown in Figure 5.1 [37].
Figure 5.2(a) presents a matrix that shows three characteristics of the 5 deployed
sensors: temperature readings (d), correlation between the readings of any two
sensors (c) and how correlation varies over time (b). It can be clearly seen that
the correlation remains relatively constant over a 12 day duration. Note that
temperature readings were obtained every 10 minutes.

As the sensor nodes will be placed on the reef for possibly a number of
years, we assume that the topology of the network is relatively static. We do,
however, take into consideration the fact that the network topology may change
occasionally as the nodes are prone to failure (e.g. due to the harsh environment
or dead batteries), and new nodes may be added to expand the network.
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Figure 5.2: (a) Correlation matrix, (b) Variation of correlation over time, (c)
Correlation between two sensor readings, (d) Temperature readings

5.3 Motivation and focus

Taking advantage of spatial correlations between neighboring nodes would en-
able nodes to filter out redundant data. This in turn will help reduce problems
such as excessive energy usage, buffer overflows and reduced data quality. In-
stead of transmitting every acquired sensor reading to the sink node, a node
which discovers a correlation with its neighboring nodes only transmits the cor-
relation information followed by its own readings. Thus the sink node can then
predict the readings of the neighboring nodes using the correlation information
and the transmitted readings from the node performing the correlation. This is
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Figure 5.3: Advantage of using correlation information (b) instead of transmit-
ting raw data (a)

illustrated in Figure 5.3(b).
The approach of taking advantage of spatial and temporal correlations of

sensor readings involves two issues that need to be addressed:

• Identifying correlations and keeping correlation information updated : It is
important to note that correlation is not a static attribute. Correlation
between two neighboring sensors may exist at only certain times of the
day. Thus a node needs to be able to identify when a correlation may arise
and it also needs to ensure that the correlation information it has is up-
to-date. Naturally, if trends of sensor readings change extremely rapidly,
such a scheme would incur a very high overhead that would exceed the
cost of collecting raw data from the network due to frequent updates of the
correlation information. However, preliminary readings obtained from our
four different sensor network test beds situated in diverse environments
ranging from the coral reef, to microclimates in trees and even a typical
office environment, have shown that sudden changes in trends of sensor
readings are not particularly common. This characteristic is also clearly
shown in Figure 5.2(b). In fact, during most parts of the day, sensors
placed geographically close to one another, tend to display similar behav-
ior. Our work is not designed for applications where correlations fluctuate
rapidly.

• Deciding when a node should act as a correlating node: It would not make
sense for all nodes to send correlation information to the sink node si-
multaneously as this would involve sending more information than even
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transmitting raw sensor readings. Thus when one node is transmitting cor-
relation data, the neighboring nodes should refrain from doing so. This
implies that while nodes transmitting the correlation information (i.e. cor-
relating nodes) are represented at the root node by their actual (own)
readings, their neighbors however, are represented by estimated readings
which are based on the correlation information transmitted by the correlat-
ing nodes (Figure 5.3(b)). Note that a correlating node initially transmits
the correlation information followed by its own sensor readings. Thus two
neighboring nodes should not act as correlating nodes simultaneously at
any instant of time. Furthermore, it is important to ensure that at all
times, every node in the network is represented at the sink node either by
an actual reading or an estimated reading. This in turn means that if a
node is not a correlating node at a certain time, it must be connected to
at least one neighboring correlating node.

Having a static scheduling scheme which fixes the correlating nodes for the
entire lifetime of the network is not desirable. This is because it would
mean that while there are a number of correlating nodes sending their own
sensor readings in addition to the correlation information, a significant
proportion of the nodes would always be represented at the root node by
only estimated readings. Thus such a scheme would be prone to errors in
the event that the correlating node fails for some reason and starts sending
erroneous correlation information to the sink.

Thus in order to have a more robust scheme, every node in the network
should be given an opportunity to be a correlating node. This would allow
the sink to raise an alarm in case it notices that the actual readings of a
node display a distinctly different characteristic compared to the estimated
readings of the same node.

This clearly implies that there needs to be a scheduling scheme which
decides when a certain node should be in charge of sending correlation
information in the event that a correlation exists.

The work in this chapter focuses on the second issue and presents a Dis-
tributed and self-Organizing Scheduling Algorithm (DOSA) that allows nodes
to autonomously re-assign the schedules if a change in topology is detected be
it due to the failure or addition of nodes. We make the assumption in this
chapter that correlations between neighboring sensor nodes do exist. The exact
mechanisms for identifying correlations and keeping correlation models updated
does not fall within the scope of this chapter.
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5.4 A macro perspective of the DOSA approach

As we mentioned in Section 5.3, the primary objective of DOSA is to help
decide when a particular node should act as a correlating node and thus be
put in charge of representing the sensor readings of all the nodes in its one-
hop neighborhood. Note that during the correlating node’s schedule, the node
initially transmits correlation information to the sink node followed by its own
sensor readings. All the nodes in the correlating node’s one-hop neighborhood,
do not transmit their sensor readings to the sink during this period.

Since DOSA is intended to solve a scheduling problem, we make use of a
distributed graph colouring algorithm to assign schedules to individual nodes
[93]. Thus, from a graph theoretic point of view, since no two adjacent nodes
can act as a correlating node simultaneously, all the nodes chosen by DOSA
to be correlating nodes need to form an independent set. Additionally, the
correlating nodes for a particular instant of time need to form a dominating set
since every non-correlating node must be joined to at least one correlating node
by some edge. Also note that the subset of nodes that is both independent and
dominating is known as a maximal independent set. A maximal independent set
cannot be extended further by the addition of any other nodes from the graph.

It is these requirements that help us define the constraints outlined later in
Section 5.6 that DOSA follows in order to perform its intended task.

In order to hasten the speed at which the nodes are assigned schedules,
DOSA makes use of the information provided by the underlying MAC protocol,
LMAC [78]. In other words, instead of DOSA having to colour all the nodes
from scratch, it takes advantage of the schedules (or colours) already assigned
by LMAC and subsequently builds up on that to ensure that the requirements
of DOSA are met. An added advantage of this form of cross-layer optimization
is that a lesser number of messages need to be transmitted for all the schedules
to be assigned properly as we make use of information that already exists.
Furthermore, DOSA’s dependence on LMAC makes it more reactive to changes
in topology as any changes in neighborhood detected by LMAC are immediately
filtered to DOSA.

We refer the reader to Section 2.5.1 for a brief overview of the LMAC pro-
tocol.
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5.5 Preliminaries for self-stabilization

As we later illustrate how DOSA initializes during start-up and how it is capable
of recovering from topology changes due to the addition or removal of nodes,
we take the self-stabilization [62, 63] approach to formalize the self-organizing
properties of the algorithm. Self-stabilization allows a system that enters an
illegitimate state (e.g. due to the occurrence of transient faults) to converge
back to a legitimate state within a finite time without any external intervention.
We now present some preliminaries of self-stabilization.

All nodes in the network are assumed to have unique IDs and have knowledge
of their adjacent neighbors. Each node has a state that is specified by its local
variables. The state of the entire system is called the global state or configuration
and is the union of the local states of all the nodes. The objective of the system
is to reach a desirable global final state called a legitimate state. The state of
a system can either be legitimate or illegitimate. We use S to denote the set of
all possible states. In order for the system to recover after a transient fault, all
the affected nodes repeatedly execute a piece of code consisting of a finite set
of rules having the form (label)[guard] :< statement >;. The statement part
of the rule is the description of the algorithm used to compute the new values
for local variables. A rule is enabled when its guard is true. The execution of
an enabled rule determines the new state value of a node using the algorithm
described by the statement part of the rule.

We denote the set of all legitimate states by L such that L ⊆ S. We denote
the set of rules using R where R ∈ S × S such that (si, sj) ∈ R. An execution
of e is a maximal sequence of states, e = si, si+1, ...sj such that ∀i ≥ 1, si ∈ S,
and si is reached from si−1 by executing a particular rule.

A system can be considered to be self-stabilizing if the following two condi-
tions hold:

• Closure: If s ∈ L and s → s′ then s′ ∈ L. Therefore the closure property
means that when a system is in a legitimate state, the following state is
always a legitimate state as well, regardless of the rule executed.

• Convergence: Starting from any configuration s ∈ S, every execution
reaches L within a finite number of transitions.

The preliminaries presented above are used in the following sections to il-
lustrate how DOSA is able to start-up properly and also how it is capable of
recovering when the system experiences certain transient faults.

108



5.6. DOSA: A DISTRIBUTED AND SELF-ORGANIZING SCHEDULING
ALGORITHM

5.6 DOSA: A distributed and self-organizing sc-

heduling algorithm

DOSA uses a distributed graph colouring approach to decide when a particular
node should be a correlating node. Every colour owned by a node represents
a particular frame of time during which a node is required to act as a corre-
lating node. In conventional graph colouring approaches, colours are assigned
to vertices such that adjacent vertices are assigned different colours and the
number of colours used is minimized. While DOSA’s graph colouring approach
also ensures that adjacent nodes in the network do not own the same colours it
differs in the sense that each node is allowed to own multiple colours, i.e. a node
can have multiple schedules. Moreover, the number of colours used in DOSA is
fixed and is equal to the number of slots that are assigned to an LMAC frame.

Before we proceed, we first state certain definitions that are used through
out the rest of this chapter.

We model the network topology as an undirected graph G where G = (V, E).
V represents the vertices or nodes in the network while two nodes are connected
by an edge in E if they are within radio transmission range of each other. K
represents the set of colours used to colour all the nodes. So |K| is equal to the
number of slots per frame in LMAC. Also, we denote the closed neighbourhood
of a node v ∈ V by Γ(v) i.e.

Γ(v) := {u ∈ V |(u, v) ∈ E} ∪ {v}.

Using the graph-theoretic distance dG(u, v), that denotes the number of
edges on a shortest path in G between vertices u and v, we can define the rth

neighbourhood of v as

Γr(v) := {u ∈ V |dG(u, v) ≤ r}.

Similarly, we define the open neighbourhood of a node v by Γ′(v) where:

Γ′(v) := {u ∈ V |(u, v) ∈ E}.

Given that Γ′(v) denotes the open neighbourhood of node v, we refer to Cv

as the set of colours owned by node v. Then for Cv it holds that,

0 < |Cv| < (|K| − |Γ′(v)|).
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Figure 5.4: Two independent components in G

Given that a node-induced subgraph is a subset of the nodes of a graph
G together with edges whose endpoints are both in this subset, we define a
component as a node induced subgraph of a subset of nodes. Furthermore, we
call two components independent if they are not connected by an edge. As an
example, in Figure 5.4, G′ and G′′ are two independent components in G.

Before describing the details of the operation of DOSA, we first state the
constraints derived from the requirements stated in Section 5.4, which define its
behavior. The following two constraints must be met when two nodes u and v
are adjacent to each other:

Constraint 1: Cv ∩ Cu = ∅
In other words, two adjacent nodes cannot own the same colours. This is

because two adjacent nodes should not be assigned as correlating nodes in the
same time instant.

Constraint 2: CΓ(v) = K
All colours should be present within the one-hop neighbourhood of node v,

i.e. if node v does not own a particular colour itself, the colour must be present
in one of its neighbouring nodes that is one hop away. This ensures that every
node’s readings will be represented at the sink node for every time instant either
directly or through a correlated reading.

Lemma 5.1. The combination of constraints 1 and 2 ensures that at any time
slot, ci, all nodes owning the colour ci, which correspond to that time slot, form
a maximal independent set on G.

Proof. At any time instant according to Constraint 1, two adjacent nodes will
never own the colour ci, thus resulting in an independent set I. Constraint 2
ensures that in the closed neighbourhood of every node v ∈ V , every colour is
present. This clearly results in a maximal independent set.
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5.6.1 Details of simulation setup

For the sake of easier comparison, the simulation results are presented imme-
diately after the description of the theoretical performance bounds of DOSA
in every subsection that follows. Thus we first state the salient details of our
simulation setup and then proceed with the rest of the sections.

All simulations are implemented in Matlab [103]. Simulation results (un-
less otherwise specified) are averaged out over 100 randomly generated network
topologies for a particular average node connectivity. Each topology consists of
100 nodes randomly distributed in a 100x100 unit area. The average connec-
tivity (or neighbor density) has been varied from 5 to 11 by setting different
transmission ranges for the nodes. Nodes are static and homogeneous in the
sense that all the nodes have the same transmission radii. The number of slots
per frame in the LMAC implementation is 32.

5.6.2 Dependency of DOSA on LMAC

As mentioned in Section 2.5.1, LMAC assigns a slot to every node in the net-
work. DOSA begins its distributed colouring scheme by considering the initial
slot assignment phase in LMAC as an input. Slot assignments in LMAC corre-
spond to partial colour assignments in DOSA. Thus while LMAC assigns every
node with a single colour, DOSA assigns the remaining colours that ensure the
adherence to the constraints 1 and 2 given in the previous section. We can then
state that,

Cv = CvLMAC
∪ CvDOSA

where CvLMAC
refers to the colour corresponding to the LMAC slot owned

by node v and CvDOSA
refers to the colours assigned to node v by DOSA.

Similarly, the colours owned by the nodes adjacent to node v, CΓ′(v), are
also made up of LMAC and DOSA colours. Thus we can state,

CΓ′(v) = CΓ′(v)LMAC
∪ CΓ′(v)DOSA

.

The dependency of DOSA on LMAC allows nodes to adapt autonomously
and immediately to changes in network topology. For example, the addition or
removal of a node results in the change being reflected in the LMAC Neighbour
Tables of all other neighbouring nodes within range. DOSA detects changes in
LMAC’s Neighbour Table and performs a re-assignment of schedules if any of
the neighbouring nodes do not meet the constraints mentioned above. Utilizing
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such cross-layer information from LMAC ensures that DOSA does not spend
additional resources trying to detect topology changes itself.

We also make the assumption that the maximum degree (i.e. number of
adjacent nodes) of a single node in the network is always known prior to de-
ployment. This information is used to choose the appropriate number of slots
in a particular frame in LMAC. In case the maximal degree of the nodes can-
not be bounded accurately enough, LMAC also offers functionality to operate
nodes passively, i.e. without owning a time-slot, when the network gets (locally)
dense (see cf. [112]). However, for ease of notation and argumentation, we only
consider active nodes that are assumed to acquire a free slot when carrying out
slot assignment. The proper operation of LMAC also guarantees the proper
operation of DOSA.

5.6.3 General operation of DOSA
DOSA uses a greedy approach to assign colours to nodes. Colouring is per-
formed using two types of colours: LMAC Colours and DOSA Colours. LMAC
Colours refer to the colours that have been assigned by LMAC - due to the slot
assignment. DOSA Colours refer to the additional colours that are assigned
by DOSA to ensure that constraints 1 and 2 are met. This occurs after the
LMAC colours have been assigned. DOSA does not have any control over the
LMAC Colour of a node as it depends purely on the slot assignment performed
by LMAC. In fact, such control is also not required. Therefore, in the following,
we refer to DOSA Colours simply as colours unless otherwise indicated.

Colours are acquired based on a calculated priority. A node computes its
priority within its one-hop neighborhood based on its degree and node ID. The
higher the degree of a node, the higher its priority. If two neighboring nodes have
the same degree, priority is calculated based on the unique node ID; the node
with the larger node ID will have the higher priority. This priority computation
is performed in Line 4 of Algorithm 1.

Once all nodes have acquired their LMAC slots, a BeginSecondPhase mes-
sage is injected into the network through the sink node requesting the nodes to
begin the DOSA colouring phase. At this stage, every node receiving the Begin-
SecondPhase message only has an LMAC Colour and does not satisfy the con-
straints mentioned earlier. Thus these nodes mark themselves as Unsatisfied.
A node only attains the Satisfied status when it satisfies the two constraints
mentioned in Section 5.6. Upon receiving the BeginSecondPhase message, a
node broadcasts the NodeStatus message. This message contains information
about the node’s degree, status (i.e. Satisfied/Unsatisfied) and the list of colours
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Algorithm 1 DOSA - Normal Initialization
Input: NodeStatusMSG(Degree, SatisfiedStatus(TRUE/FALSE),ColoursOwned)
Output: NodeStatusMSG(Degree,SatisfiedStatus(TRUE),ColoursOwned)/NIL
1: Update(LocalInfoTable, v)
2: if LocalInfoTable contains entries from ALL adjacent nodes then

3: if SatisfiedStatus(v)=FALSE then

4: Compute Priority(v)
5: if Priority(v)=Highest then

6: Cv ← K\CΓ′(v)

7: ColoursOwned← Cv

8: SatisfiedStatus← TRUE

9: Update(LocalInfoTable, v)
10: Broadcast NodeStatusMSG(Degree, SatisfiedStatus, ColoursOwned)
11: end if

12: end if

13: end if

owned. The ColoursOwned field is a string of |K| bits where every colour owned
by a node is marked with a 1. The rest of the bits are marked with a 0. Ini-
tially, a node only marks its own LMAC Colour as 1 due to the initial LMAC
slot assignment. A neighboring node that receives the NodeStatus message
then performs colouring using DOSA as outlined in Algorithm 1. Note that
the NodeStatus message is the only message that is used for the operation of
DOSA.

We now briefly describe the operation of DOSA outlined in Algorithm 1.
Upon receiving a NodeStatus message, a node first updates its LocalInfoTable
(Line 1). This table stores all the information contained in the NodeStatus
messages that are received from all the adjacent nodes. Once a node has received
NodeStatus messages from all its immediate neighbors (Line 2), and if its status
is Unsatisfied(Line 3), the node proceeds to compute its priority. Priority

computes the priority of a node only among its unsatisfied neighbors (Line 4),
i.e. as time progresses and more nodes attain the Satisfied status, Priority

needs to consider a smaller number of neighboring nodes. The highest priority
is given to the node with the largest degree among its adjacent Unsatisfied

neighbors. If more than one node has the same degree, then the highest priority
is given to the Unsatisfied node with the largest NodeID.

The node that has the highest priority among all its immediate unsatisfied
neighbors, acquires all the colours that are not owned by any of its adjacent
neighbors (Line 7). As the node has then satisfied both constraints of DOSA,
it switches to the Satisfied state, updates its own LocalInfoTable and informs
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all its neighbors through a broadcast operation (Lines 8-10). Note that this
technique corresponds to a highest degree greedy approach.

Figure 5.5 provides a step-by-step example of how the DOSA algorithm
assigns colours to the nodes in a network. We make the assumption in the
example that LMAC uses 16 slots.

5.6.3.1 Correctness of DOSA
In this section we illustrate how DOSA is able to successfully carry out initial-
ization within a finite time given any arbitrary network. We initially assume
that no transmission errors occur throughout the initialization phase but sub-
sequently describe how such issues are handled in Section 5.6.3.2.

In order for DOSA to operate properly, it is absolutely imperative that
every node always has up-to-date state information of its immediate neighbors.
If a node n experiences a certain change in state (e.g. change from Satisfied

to Unsatisfied) and fails to inform an adjacent neighbor of the change, this
neighbor node might execute certain inappropriate steps based on its outdated
state information of n. This error may prevent DOSA from stabilizing within
a finite time. Thus it is essential for DOSA to possess the cache coherence
property [76].

Let each node v ∈ V in the sensor network have a variable, Cv indicating
the colours owned by node v. For each (u, v) ∈ E, let u have a variable �uCv

which denotes a cached version of Cv. We can call a system cache coherent at
significant points in time, t, when at time t, ∀u, v : (u, v) ∈ E : �uCv = Cv [76].
This means that whenever v assigns a value to Cv, node v also broadcasts the
new value to all its neighbors. The moment a node u receives an updated value
of Cv, it instantaneously (and atomically) updates �uCv.

If we consider the operation of LMAC alone, the cache coherency property
does not hold. Let us consider the case where two adjacent nodes v and u

own the slots i and j respectively where j > i. Suppose v first broadcasts its
updated state information to u during its own slot i. Now consider the case
where the state of v changes in slot l where i < l < j. In this case, v will be
unable to broadcast its newly updated status to u as the earliest time when it
can transmit will be in slot i+n where n is the number of slots in a single frame,
i.e. v would have to wait one entire frame. This delay in transmission prevents
the cache coherence property from existing. Nevertheless, for DOSA we have
the following lemma:

Lemma 5.2. Assuming no errors occur, nodes executing the DOSA algorithm
on top of the LMAC protocol are all cache coherent.
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Proof sketch. In order to ensure cache coherence, DOSA carries out pre-trans-
mission state information processing or PSIP. PSIP ensures that while a node
updates its cache information the moment it receives updated state information
from any adjacent neighbor, the node blocks any processing of the information
in its cache until the point just before it transmits during its own slot. In
other words, when a node receives updated state information from a neighboring
node, it simply saves it. The node delays the processing of all the received state
information till the point when the node is just about to transmit during its own
slot. This effectively means that a node broadcasts any updated state change
the moment it is detected and a node cannot experience a change in state at any
time other than during its own slot. Thus while LMAC alone does not support
cache coherence, PSIP guarantees that the state information used by DOSA is
always cache coherent.

There are a few properties that DOSA possesses that ensure that it stabilizes
within a finite time: (i)Cache coherence (Shown in Lemma 5.2), (ii)Closure
property, (iii)Convergence property. We describe the convergence and closure
properties in greater detail below.

Lemma 5.3. DOSA demonstrates both the closure and convergence properties.

Proof. As we assume that no communication errors or topology changes oc-
cur during the initialization process, a node that acquires the Satisfied state,
remains in that state forever, regardless of the messages received. This is syn-
onymous to the closure property.

Recall from Section 5.5 that S denotes the set of all possible states. Let
M ∈ S (i.e. S\M = L) denote the set of all illegitimate states. In DOSA, we
consider all the nodes in the network that are not in the Satisfied state to
belong to the set M. Similarly, L represents all the nodes that have acquired
the Satisfied state. DOSA’s prioritization scheme, which is based on the
combination of degree and ID of a node implies that a node can always compute
a unique priority. This ensures that as long as |M| > 0, in every atomic step, at
least one node is enabled and thus attains the Satisfied state, i.e. if n ∈ M,
|M| = i and |L| = j in step r, then at step r + 1, n ∈ L, |M| = i − k and
|L| = j + k where k > 0. Thus over a finite number of steps, all nodes in M
eventually converge towards L.

Lemma 5.4. Assuming no transmission errors or topology changes occur, given
that d is the number of nodes in G′

max, which is the largest independent compo-
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nent in G, the time taken for all nodes in G to attain the Satisfied state, ts
(in frames) in DOSA during the initialization is such that d + 1 ≤ ts ≤ 2d− 1.

Proof. As the DOSA initialization phase can run in parallel in separate in-
dependent components within a single graph G, and since the time taken for
initialization to complete is dependent on the number of nodes, we can conclude
that given a graph G, the initialization time is dependent on the cardinality of
the largest independent component in G, i.e. G′

max.

From Figure 5.6(a) it can be seen that initialization takes the longest time
when nodes in G′

max are arranged such that the smaller the hop count from the
sink node, the smaller the node ID. In this example, node n − 1 will have the
highest priority and so all the nodes will reach the legitimate state only when
node 1 receives the NodeStatus message from node 2. Given that there are d

nodes in all, this occurs in frame 2d− 1 assuming that the sink node transmits
the BeginSecondPhase message to node 1 in frame 1.

From Figure 5.6(b) it can be seen that initialization takes the shortest time
when nodes in G′

max are arranged such that the larger the hop count from the
sink node, the smaller the node ID. Thus a node at hop count d only acquires
the Satisfied state when it receives the NodeStatus message from its adjacent
neighbor at hop count d + 1. This occurs in frame d + 1.

The node priorities which are computed locally by DOSA can be improved.
Note that the greedy approach presented here works with any locally unique set
of priorities. Especially in WSNs, where a sink node is present in the network,
additional information based on distance to the sink can be exploited to obtain
improved initialization times. For example, when two nodes have the same
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degree, the one with the smallest hop count is given a higher priority. The
idea behind this new prioritization is to ensure that nodes closer to the sink
acquire the Satisfied status more quickly. In Figure 5.7, the effects of this
optimized prioritization scheme are presented for different topologies based on
simulations. These simulation results indicate that the average initialization
times when varying the average connectivity from 5 to 11 can increase by up to
12%.

From the graphs in Figure 5.7 it can also be observed that DOSA initializes
faster when the average connectivity (or network density) is smaller. Recall
that in our simulations, we vary the average connectivity by increasing the
transmission range of the nodes - not by increasing the number of nodes in
the given area. Thus as the transmission range is increased, every node gets
connected to a larger proportion of the nodes in the network. If we extrapolate
this trend, i.e. set the transmission range to the length of the diagonal of
the square area where the nodes are deployed, every node in the network can
reach every other node within a single hop. In other words, this results in a
complete graph. Note that in a complete graph, all the nodes would have the
same degree, thus the prioritization scheme of DOSA would have to resort to
using the NodeIDs to decide which node should be given the highest priority.
This situation is similar to the scenario illustrated in Figure 5.6 since the entire
process is serialized, i.e. a node with a smaller NodeID can only acquire colours
once its adjacent neighbor with the next largest NodeID attains the Satisfied

status. As we reduce the transmission range of the nodes, any single node would
only be able to hear a subset of all the nodes in the entire network. In such
instances, the DOSA initialization scheme may run in parallel in these separate
subsets of nodes. This is the reason why the initialization of DOSA is faster
when the average connectivity is smaller.

The graphs in Figure 5.7 also illustrate that the timing difference between the
two prioritization schemes for a particular average connectivity reduces as the
average connectivity reduces. As mentioned earlier, a reduction in the average
connectivity means that the transmission range has been reduced. This in turn
causes the diameter of the network in terms of hop counts to increase. Since
there is a greater probability of having a small number of nodes with node IDs
increasing in a linearly manner, and a smaller probability of having a large
number of nodes with node IDs increasing linearly, the impact of the optimized
prioritization scheme (i.e. including hop count when computing the priority)
has a larger effect on the topologies with higher average connectivity.

Lemma 5.5. During the initialization of DOSA, every node in the network
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transmits a total of 3 messages.

Proof. For the DOSA initialization to complete, every node in the network
needs to broadcast a BeginSecondPhase message, a NodeStatus message with
the SatisfiedStatus field set to FALSE (broadcast when a BeginSecondPhase
message is received) and finally a NodeStatus message with the SatisfiedStatus
field set to TRUE when a node attains the Satisfied state. Note that the
number of messages transmitted by a single node is independent of the size of
the network.

5.6.3.2 Handling message corruption

Up to now, we have assumed that all communication is error free. However,
to make our analysis realistic, we now describe the steps taken by DOSA to
ensure that it continues to operate normally even when transmission errors due
to poor link quality or topology changes do occur.
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A node uses the Acknowledgement field in the CM section of a slot in LMAC
to indicate whether it has successfully received an incoming message. Recall
that since this field is in the CM section, every node transmits it once every
frame. The number of bits in the Acknowledgement field corresponds to the
total number of slots used in a frame. Thus if a node n receives a message
successfully from a particular neighbor m in slot i, a ’1’ is placed in the ith bit
of the Acknowledgement field in the CM section. Similarly, a ’0’ is placed in
the ith bit if the incoming message received in slot i becomes corrupt. Node m

can resend the message if it notices a ’0’ in the ith bit of the Acknowledgement
field of the CM received from node n.

Formally we state that every node n uses a boolean bn(m) for each neighbor
m. For moving from a statement G to A in DOSA (Refer to Section 5.5 for
definition of statement.), we can then state (∀m : (n, m) ∈ E : bn(m))∧G → A.

If n receives a message correctly from a neighbor m, n assigns bn(m) := true.
If the message gets corrupted, bn(m) := false for every m. Thus n blocks
the execution of DOSA the moment it receives a corrupt message and only
continues executing the program once it has correctly received messages from
all the neighbors.

Additionally, up to this point we have assumed that no topology changes
occur during the initialization process. We would like to point out that this as-
sumption was made simply to allow the initialization mechanism to be explained
in a simpler manner. If a topology change does occur, e.g. a node disappears
or reappears, DOSA makes use of the algorithms described in Sections 5.7.3
and 5.7.4 (which handle node removal and addition respectively) in order to
ensure that the system continues to operate properly and eventually completes
the initialization phase.

5.7 Performance of DOSA
In this section we initially investigate the effectiveness of DOSA in several ways.
First we observe the reduction in the number of nodes generating readings as
compared to raw data collection. We also illustrate through simulations, how
this reduction in message transmissions translates into longer network lifetime
and also improved data quality.

Following this, we describe the behavior of DOSA when a node dies or is
added to the network.
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Figure 5.8: Impact of cardinality of maximal independent set

5.7.1 Effectiveness of DOSA in terms of message genera-
tion

The effectiveness of DOSA can be evaluated by observing the number of corre-
lating nodes at any point of time and comparing it against the case of raw data
collection where every node will be involved in transmitting raw sensor read-
ings, Figure 5.8(a). Let us consider the two graphs in Figure 5.8(b) and (c).
The black nodes, representing correlating nodes in both graphs form maximal
independent sets. However, it can be seen that the cardinality of the maximal
independent set can vary greatly depending on the set of chosen nodes. This
results in varying degrees of energy efficiency since a larger cardinality means
lower efficiency as compared to raw data collection.

This then leads us to the following question: Given a particular graph, what
is the maximum cardinality of the maximal independent set formed by DOSA?
This would essentially give us an estimation or bound on the worst case perfor-
mance of DOSA. Since computing the maximum maximal independent set of
a given graph is NP-hard [56], we take a ”covering” approach to give a bound
on the worst case performance of DOSA.

Lemma 5.6. The worst case performance of DOSA can be guaranteed to result
in a message reduction of at least (1 − xy

2nr2 ) × 100% compared to raw data
collection when n nodes are uniformly distributed in an area of dimensions x×y

and every node has a circular transmission radius of r.

Proof. Let us divide the area x × y into m squares where,

m =
xy

2r2
(5.1)
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Since the nodes are assumed to be randomly distributed, we may reasonably
assume that nodes are present in all m squares, Figure 5.9. Note that this results
in a worst-case estimation. Furthermore, we assume that exactly one node in
every square forms part of a maximal independent set. We immediately see
that it is not possible to have more than one node which is part of the maximal
independent set in a single square as these ‘extra’ nodes would be in range of
the first chosen node. Thus this consequently implies that the cardinality of
the maximal independent set would be m. It would be impossible to increase
the size any further by adding any more nodes. We can then conclude that
the maximum cardinality of the maximal independent set created by DOSA
is m. Thus the percentage in message reduction of DOSA compared to the
collection of raw data would then be, n−m

n × 100. This can then be simplified
to (1 − xy

2nr2 ) × 100%.

As stated in [40], network density, µ can be defined as follows:

µ =
nπr2

xy
(5.2)

Using equations 5.1 and 5.2, we can then state,

|I| ≤ nπ

2µ
(5.3)

where I is any independent set also including the one computed by DOSA.
We would like to indicate however, that network density is approximately equal
to average connectivity such that,
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Figure 5.10: (a) Impact of average connectivity on the number of correlating
nodes at a particular instant (Total number of nodes in the network = 100), (b)
Effect of prioritization scheme on cardinality of maximum independent set

nπ

2µ
≈ nπ

2(ρ + 1)
(5.4)

where ρ is the average connectivity. This result is used to plot the graph in
Figure 5.10(b) which estimates the cardinality of DOSA as the average connec-
tivity is varied.

The simulation results presented in Figure 5.10(a), show that even for a high
cardinality, the number of correlating nodes is never greater than around 31%
thus resulting in a reduction of message transmissions of around 69% compared
to collecting raw data from every node in the network. This is of course for
the cases where the average connectivity of the network is very low. As can be
observed from Figure 5.10(a), the cardinality of the maximal independent set
reduces further as the average connectivity of the network is increased. This
is quite intuitive as a node can be used to represent a larger number of adja-
cent neighbors as the connectivity increases. The average reduction in message
transmissions due to DOSA compared to raw data collection goes up to around
85% when the connectivity is increased to 11.

The prioritization scheme used in DOSA also has a large impact on the
performance of the algorithm. We can observe two characteristics from the fact
that DOSA gives the highest priority to the nodes with the largest connectivity.
First, as nodes which have the highest degree in their local 1-hop neighborhood
acquire the colours first following a greedy approach, the cardinality of the
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maximal independent set tends towards the minimum maximal independent set.
In Figure 5.10(b) we illustrate the effects of using 3 different priority schemes:
(i) Highest priority given to the node with largest degree, (ii) Highest priority
given to the node with largest node ID, (iii) Highest priority given to the node
with smallest degree. By following the same argument as scheme (i), scheme (iii)
results in a maximal independent set which has a cardinality that is closer to the
cardinality of the maximum maximal independent set. Scheme (ii), however, due
to its random nature, still results in a maximal independent set, but does not
tend towards the minimum or maximum cardinality. Note that the difference
between the estimated cardinality and the actual results can be attributed to
boundary effects.

It is important to note, however, that while the minimum maximal indepen-
dent set would result in an optimal solution (i.e. smallest number of correlating
nodes), and thus appear to be the most efficient in terms of energy efficiency,
it is not something that DOSA strives to attain. At this point, we would like
to remark that computing an optimal, i.e. minimum cardinality maximal in-
dependent set is NP-hard [57]. Therefore given the scarce resource limitations
of WSNs, we resort to the presented, faster approach. However, in [112] it is
shown that for wireless communication networks the greedy strategy of DOSA
results in a constant-factor approximation with respect to the cardinality of an
optimal solution.

5.7.2 Effectiveness of DOSA in terms of network lifetime
and data quality

As mentioned previously, the transmission of raw sensor readings has a detri-
mental impact on network lifetime and also on data quality. The reduction
in message generation described in the previous sub-section naturally leads to
improvements in both these factors.

In this subsection, we have carried out simulations to illustrate the benefits
of DOSA in terms of network lifetime and data quality. Note that we define
network lifetime as the total time taken before the death of the first node in
the network. In the simulations, LMAC uses a frame length of 8 seconds. We
use the following specifications based on the RFM TR1001 [27] transceiver:
Transmit - 36mW, Receive - 11.4mW and Standby - 0.7µW to compute net-
work lifetime. We also assume that correlations between sensor readings remain
constant during this interval. All results have been collected over 10 minutes
and have been averaged over 100 topologies where each topology consists of 100
nodes. Readings for the various graphs have been collected at the following
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Figure 5.11: (a) Total number of messages generated, (b) Total number of
transmit operations, (c) Network lifetime, (d) Percentage of uncovered epochs

epochs (in seconds): 10, 20, 30, 60, 120, 180, 300.

Figure 5.11(a) shows the total number of sensor readings that are generated
during a 10 minute interval using both data collection techniques. Figure 5.11(b)
shows the total number of transmit operations performed by all the nodes in
the network for the entire duration of the simulation. One can clearly see that
Figures 5.11(a) and 5.11(b) do not have similar shapes. This is primarily because
both raw data collection and DOSA experience heavy message losses for high
sampling rates. The left hand side of the graphs in Figure 5.11(b) tend towards
each other as the limit of the maximum throughput of LMAC is nearly reached.
It is this same characteristic that gives the shape of the network lifetime graph
in Figure 5.11(c). Since the total number of message transmissions are nearly
the same for both data collection methods at high sampling rates, the network
lifetime is also quite similar. It can be seen from Figure 5.11(c) that DOSA can
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help network lifetime improve by up to 83.5% (Epoch = 120s) as compared to
raw data collection.

Apart from helping to improve network lifetime, DOSA also has a signifi-
cant positive impact on the quality of data collected. When analyzing dropped
messages for both data collection scenarios, it is important to realize that ev-
ery message generated under the DOSA scheme carries a lot more weight than
a single message in the raw data collection process. This is because a single
sensor reading transmitted by a node n under the DOSA scheme represents
not only the reading of n but also those of its adjacent neighbors. Due to this
reason, we analyze data quality by observing the number of epochs which are
not represented at the sink instead of simply counting the number of dropped
messages. As an example, suppose a message generated by node n representing
its own reading and its neighbors, q, r, and s for the epoch E is lost on the
way to the sink due to a buffer overflow event. This would mean that during
epoch E, the sink would not have any readings for nodes n,q, r, and s. Based on
this example, we present the results of data quality in Figure 5.11(d). At high
sampling rates e.g. when the Epoch is 10s, raw data collection results in around
75% of uncovered epochs while DOSA results in only 30% uncovered epochs.
Uncovered epochs under DOSA quickly reduces to 0 and remains there as the
sampling frequency is reduced. For raw data collection however, the percentage
of uncovered epochs levels off at around 10%. We now explain this leveling off
characteristic.

Usually a node drops messages when its buffers get filled up. Thus the
higher the sampling rate, (i.e. the smaller the value of the Epoch) the larger
the proportion of nodes in the network that experience buffer overflows. This
naturally also increases the number of lost messages and in turn the percentage
of uncovered epochs. However, as the sampling rate is reduced, the number
of nodes experiencing buffer overflows may not keep on decreasing to zero. In
most topologies, due to the simultaneous generation of messages by all nodes
in the network, there will be a certain set of nodes that will always experience
buffer overflows and will only allow a fixed number of messages to successfully
traverse towards the root. Thus for low sampling rates, in every epoch, only a
fixed number of messages will reach the root regardless of the chosen epoch. It
is this characteristic that causes the percentage of uncovered epochs to level off
for low sampling rates.

One may assume that the results from the graphs shown in Figures 5.11(a)-
(d) clearly show that DOSA has a benefit only for applications that require low
sampling rates. However, this is not the case. For applications that require high
sampling rates and therefore high data rates, LMAC can easily be tuned such
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Figure 5.12: (a) Network lifetime, (b) Percentage of uncovered epochs

that one frame has a length of 2 seconds instead of 8 seconds. We illustrate the
results of network lifetime and percentage of uncovered epochs in Figures 5.12(a)
and (b). Note that these graphs also display the same characteristics mentioned
above.

5.7.3 Coping with a dead node

As the death of a node could be a common occurrence in WSNs, it is important
that any algorithm designed for WSNs is able to cope with such events. DOSA
ensures that a node is able to reorganize the scheduling algorithm within a finite
time autonomously the moment a neighboring node disappears from the network
by retrieving cross-layer information from the underlying LMAC protocol, i.e.
the death of a node triggers an update in the LMAC Neighbor Table.
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Figure 5.13: Two possible scenarios when a node dies

The death of a node leads to the disappearance of the colours that were
owned by the dead node. This can lead to two possible scenarios. Firstly, it
may be possible that one or more neighbors of the dead node still satisfy con-
straints 1 and 2 as the colours that have disappeared with the dead node are also
present in its neighboring nodes. This is shown in Figure 5.13(a). In this case,
the Satisfied neighboring nodes continue to maintain their existing schedules
and do not transmit any messages. Note however, that while their colour assign-
ments are invariant, the degree of the neighbors of the dead node does reduce
by one. It is important that nodes that are one hop away from the neighbor
of the dead node are informed about this change of degree as this information
would be required in case any schedules need to be reassigned in the future
due to certain network perturbations. However, as our design takes advantage
of cross-layer information from LMAC, explicit message transmissions are not
required to relay information regarding a change of degree of a node. This in-
formation is instead automatically disseminated through the periodic broadcast
of the CM section of the LMAC protocol. Recall that the CM section transmit-
ted by a node contains an Occupied Slot list which lists the slots occupied by
the node and its one hop neighbors. Thus this information can also be used to
deduce the degree of a node.

In the second scenario, shown in Figure 5.13(b), the death of a node may
result in one or more neighboring nodes ending up with certain missing colours.
As these nodes no longer satisfy constraints 1 and 2, the nodes switch to the
Unsatisfied state and broadcast this change in status to their immediate one-
hop neighborhood. A node then waits for one frame to see if there are any other
neighboring nodes that are also in the Unsatisfied state. Note that waiting
for one frame allows the node to hear from all its neighbors in case they have
any status change to report. After waiting one frame, the node with the missing
colour(s) acquires all the colours it lacks if it has the highest priority among all
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Algorithm 2 DOSA - Coping with the loss of a node
Input: LMAC Neighbor Table indicates at least one missing node
Output: NodeStatusMSG(Degree, SatisfiedStatus(FALSE & TRUE), ColoursOwned)/NIL
1: Update(LocalInfoTable, v)
2: if MissingColours(v) = TRUE (i.e. SatisfiedStatus(v)=FALSE) then

3: Broadcast NodeStatusMSG(Degree,SatisfiedStatus(FALSE), ColoursOwned)
4: WAIT one frame
5: Compute Priority(v)
6: if Priority(v)=Highest then

7: Cv ← K\CΓ′(v)

8: ColoursOwned← Cv

9: SatisfiedStatus← TRUE

10: Update(LocalInfoTable, v)
11: Broadcast NodeStatusMSG(Degree, SatisfiedStatus(TRUE), ColoursOwned)
12: end if

13: end if

the unsatisfied nodes. This whole process is described in Algorithm 2. If a node
lacks a colour but does not have the highest priority, it continues to wait until all
its higher priority unsatisfied neighbors have become satisfied. In other words
the node continues to execute Algorithm 1 every time it receives a NodeStatus
message until it finally acquires the Satisfied state.

In order to explain the timing bounds of DOSA when a node dies, we use
the same argument as in the proof of Lemma 5.4. We can extend this lemma
as follows:

Lemma 5.7. When a node v with x neighbors dies, the maximum time taken
for all nodes to converge towards the Satisfied state is x + 1 frames where
x ≤ |K| − 1.

Proof. In the worst case, all the nodes of a dead neighbor switch to the Unsatisfied
status and broadcast this change of state. Every Unsatisfied neighbor then
waits for its higher priority Unsatisfied neighbor to switch to the Satisfied

state before acquiring the Satisfied state itself. This situation is then iden-
tical to situation mentioned in Lemma 5.4 and thus the same timing bounds
apply.

We carried out simulations to compare typical network stabilization times
when a node is removed with the bounds presented above. For every topology
with 100 nodes (including one sink node), we first removed one node, waited for
the network to stabilize (i.e. for all nodes to reacquire the Satisfied state) and
then added it back to the network. This operation was carried out for all the
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Figure 5.14: Time taken for a network to stabilize once a node has been removed
from the network

99 nodes in every topology. Thus there were 9900 node removal and addition
cycles. The results presented in the following sections have been obtained over
these 9900 cycles. Note that the average connectivity of the nodes in every
topology is 8.

Figure 5.14 presents the times taken for the network to stabilize once a node
was removed from the network. Generally, the average stabilization time in-
creases with the number of neighbors of the dead node. This is also true for
both the maximum stabilization times and the theoretical upper bound pre-
sented above. However, as the number of neighbors of the dead node increases,
the rate of increase of the average and maximum times decreases. This is be-
cause the probability of having a large number of nodes arranged in an increasing
manner (e.g. Figure 5.6(b)) reduces as the number of neighbors increases. Thus
in real life settings, a higher density network may not necessarily mean that the
network would recover more slowly when a node is removed. In fact, according
to the simulation results, the worst case recorded during simulation when the
dead node has 12 neighbors is around 50% of the theoretical upper bound.

Lemma 5.8. When a node v with x neighbors dies, the maximum possible
number of messages that may be transmitted is 2x where x ≤ |K| − 1.

Proof. As stated in Lemma 5.7 in the worst case, all x neighbors may become
Unsatisfied when node v dies. Generally, every affected node (i.e. node with
missing colours) initially transmits one NodeStatus message with the status set
to Unsatisfied the moment node v dies. Finally, when a node acquires the
Satisfied state, it transmits another NodeStatus message reflecting this change.
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Figure 5.15: (a) Number of messages transmitted in order to stabilize the net-
work once a node dies (b) Number of messages transmitted over 9900 runs with
and without cross-layer information

Note that once a particular node acquires the Satisfied state, it remains there
indefinitely. Thus the maximum possible number of messages that may be
transmitted is 2x.

Figure 5.15(a) shows the average number of messages transmitted when a
node with a particular number of neighbors is killed. Note that if all the neigh-
bors become Unsatisfied due to the death of the node, every single neigh-
bor will need to transmit 2 messages as explained earlier. In random network
topologies however, the average number of messages transmitted when a node
dies is less than 50% of the maximum theoretical upper bound indicated in
Lemma 5.7.3.

The simulation results presented in Figure 5.15(b) show the benefit of having
DOSA use underlying cross-layer information from LMAC. The total number
of messages transmitted by all the nodes was compared over 9900 node deletions
with and without cross-layer information being used. When it is not used, every
neighbor of the dead node has to transmit a NodeStatus message regardless of its
status. The results indicate a savings of up to 42% when cross layer information
is used.

Lemma 5.9. When a node v dies, only its first order neighbors may be affected,
i.e. may switch from the Satisfied to the Unsatisfied state.

Proof. The death of a node v can only result in the adjacent nodes experi-
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encing missing colours and subsequently switching to the Unsatisfied state.
Unsatisfied nodes then occupy colours they are lacking and thus ensure that
their choice of colours will not cause any colour collisions with their neighbors.
Also, any node that is Satisfied and receives a NodeStatus message, does not
switch its status as long as Constraints 1 and 2 are met. Thus nodes that are
2 and more hops away from node v cannot experience a change of state when
node v dies.

5.7.4 Coping with a new node

As we illustrated in the previous sub-section, when a node dies, DOSA can
only execute one fixed set of steps to ensure that the scheduling scheme sta-
bilizes within a finite time. The node addition operation, however, is a little
more involved as the set of steps taken by DOSA depends on the events that
occur when a new node v is added to the network. For example, the node
v may detect an LMAC collision or may cause colliding or missing colours in
neighboring nodes or may even cause a combination of these events. Different
permutations and combinations of these events can cause the network to react
in a multitude of ways. This makes it impractical to analyze the performance
bounds of every particular sequence of events that causes the network to react
in a certain manner. Instead, in order to simplify matters, we categorize all
the permutations and combinations of events depending on how far the network
disturbance propagates when a node v is added to the network. For example,
there may be a certain combination of events that would cause nodes that are
up to 2 hops away from v to switch to the Unsatisfied state. Similarly there
might be other events that would cause the network disturbance to propagate
to the 3rd order neighborhood of node v.

We first begin by listing and describing the various events that could occur
when node v is added. We have included an example in Figure 5.16 to illus-
trate how the various events might occur. (Note: The terms ”LMAC slot” and
”LMAC colour” are equivalent and thus can be used interchangeably.):

1. Collision between LMAC slots : This occurs when the new node v detects a
collision between two (or more) of its adjacent neighbors. Every colliding
neighbor then needs to give up the colliding slot and choose a new slot.

2. Collision between LMAC colour (slot) and DOSA colours : When a node
n that is d hops away from node v, chooses a new LMAC colour, it causes
a collision at an adjacent node m that is d + 1 hops away from node v if
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Figure 5.16: An example of how certain events occur when a new node is added.
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node m owns the DOSA colour that is equal to the new LMAC colour
chosen by node n. Note that if d = 0 then n = v. Also 0 ≤ d ≤ 1 since
using LMAC, node v can only detect slot collisions among its first order
neighbors.

3. Missing DOSA colours : A node m that is d + 1 hops away from the new
node v experiences missing DOSA colours if an adjacent node, n that
is d hops away from node v gives up a DOSA colour due to a colour
collision. Thus a colour collision at a node d hops from v can only cause
missing colours at adjacent neighbors which are d + 1 hops away. Since a
missing colour event at a node d + 1 hops away from v can only happen
in combination with a colour collision event at an adjacent node d hops
away from v, and since a colour collision can only occur in the 1st order
neighborhood of v, we can conclude that d ≥ 1 for a missing colour event
to occur.

4. Node obtains Highest priority (due to largest degree in local neighborhood):
A node, n that is d hops away from the new node, v realizes that it has
the highest degree in its local neighborhood after the addition of node v.
This causes node n to obtain the Highest priority and thus acquire all
colours except the LMAC colours of its adjacent neighbors. As this event
can occur either at the new node itself (i.e. d = 0 and n = v) or at a node
that is adjacent to v we can conclude that 0 ≤ d ≤ 1.

However, the addition of a node does not cause a domino effect in DOSA.
The reason for this is explained in the following lemma:

Lemma 5.10. When a node v is added, all nodes beyond the 3rd order neigh-
borhood of v can be guaranteed to be unaffected, i.e. nodes which are more
than 3 hops away will always remain in the Satisfied state regardless of the
sequence of events that occur after the addition of node v.

Proof. We know from the four events listed above that a node can switch to
the Unsatisfied state when it experiences either a colour collision or a missing
colour event. As explained above, a missing colour can only occur one hop away
from a colour collision. We also know that a colour collision can occur up to a
maximum of two hops away from v. This implies that a missing colour event
can only happen in a node that is three hops away from v. Thus nodes more
than 3 hops away from v cannot be affected by its addition.
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Figure 5.17: Simulation results showing how often a newly added node affects
neighboring nodes 1 to 3 hops away from the new node.

While Lemma 5.10 shows that a node addition cannot cause DOSA sched-
ules to be disturbed more than three hops away from the newly added node, we
also carry out simulations to analyze the actual effects of node addition.

We perform simulations over 100 topologies each consisting of 100 randomly
placed nodes. For every topology, we add a node randomly to the network and
collect the required statistics, e.g. network stabilization time, depth of network
disturbance, etc. This procedure is carried out for 100 nodes per topology.
Thus the following results presented have been averaged out over 10,000 node
additions.

Our simulations results presented in Figure 5.17 indicate that in around
92% of the cases, the network disturbance is restricted to within the second
order neighborhood of the newly added node. In 8% of the cases, none of the
neighbors are affected. Third order neighbors are only affected in less than 1%
of the cases.

Regardless of which sequence of events occurs once a new node joins the
network, initially, there are a few common steps that DOSA takes. Once these
common steps are complete, the next set of steps taken depends on how far the
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STEP 1:
STEP 2:

STEP 3:

STEP 4:

STEP 5:

Node acquires an LMAC slot.
Node detects node and adds it to its

LMAC Neighbor table. Node then unicasts a
message indicating its own

status.
Node waits to receive

messages from all its neighbors. It then acquires
colors depending on its computed priority.

Node gives up the colors which are
colliding with node .

Node detects missing colors and
broadcasts message.

After one frame, it either acquires the appropriate
colors and switches to the status, or

waits until all its higher priority neighbors have
turned . (Algorithm 2)
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Figure 5.18: Timing diagram for addition of a new node, n (Node v is adjacent
to n and node w is 2 hops from n. Note that NSM stands for NodeStatus
message.)

Algorithm 3 DOSA - Coping with a new node
Input: NodeStatusMSG(Degree,SatisfiedStatus(TRUE),ColoursOwned)
Output: NodeStatusMSG(Degree,SatisfiedStatus(TRUE),ColoursOwned)
1: Update(LocalInfoTable,n)
2: if LocalInfoTable contains entries from ALL adjacent nodes then

3: Compute Priority(n)
4: if Priority(n)=Highest then

5: Cn ← K\CΓ′
LMAC

(n)

6: else

7: Cn ← K\CΓ′(n)

8: end if

9: Update(LocalInfoTable,n)
10: Broadcast NodeStatusMSG(Degree, SatisfiedStatus(TRUE), ColoursOwned)

11: end if

network disturbance will propagate. We first explain the initial common steps
below.

When a new node, n is added to the network, LMAC ensures that the
node n occupies a slot that is not used by any other node that is within 2
hops of n, Figure 5.18, Step 1. Node n then begins broadcasting its CM section.
Neighboring nodes then detect the new node and add its entry into their LMAC
Neighbor Table, Figure 5.18, Step 2. We explain the remaining steps taken by
DOSA by referring to a neighboring node of node n as node v. It is also
explained in Algorithm 3.

The moment v, which is already in the Satisfied state, detects a new node,
n, it unicasts a NodeStatus message to node n, Figure 5.18, Step 2. Node n
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Algorithm 4 DOSA - Colliding colours due to a new node
1: Update(LocalInfoTable,n)
2: if LocalInfoTable contains entries from ALL adjacent nodes then

3: if Cn ∩ Cv 6= φ then

4: Cv ← Cv\(Cn ∩ Cv)
5: Update(LocalInfoTable, v)
6: Broadcast NodeStatusMSG(Degree, SatisfiedStatus(TRUE), ColoursOwned)
7: end if

8: end if

then waits to receive Node Status messages from all its adjacent neighbors,
Figure 5.18, Step 3. Note that by this stage, n would know about the existence
of all its adjacent neighbors as otherwise, it would not have been able to obtain
an LMAC slot.

From this point onwards, the actions taken by DOSA are dependent on
the sequence of events that occur. Once n has received NodeStatus messages
from all its adjacent neighbors, it checks if it has the highest priority within its
immediate neighborhood. If n finds that it has the highest priority, it acquires all
colours except the LMAC colours of the adjacent neighboring nodes. This helps
to ensure that over time, even if the network topology changes, the cardinality
of the maximal independent set continues to be low. In other words, the sink
node would be able to predict the readings of a larger number of nodes when a
node with a higher degree is chosen to perform the correlations rather than a
node with a very small degree. This leads to greater energy savings.

If however, node n realizes that it does not have the highest priority, it
simply acquires all the colours that it is presently lacking. As node n has now
satisfied constraints 1 and 2, it broadcasts a NodeStatus indicating that it is
Satisfied.

At this stage, a neighboring node v, that receives the NodeStatus message
from n may detect that certain colours are colliding, Algorithm 4, Line 3. This
would mean that Constraint 1 is not being met. Thus node v gives up the
colours that are colliding with node n, attains the Satisfied state, updates its
own LocalInfoTable and informs all its neighbors through a broadcast operation,
Figure 5.18, Step 4.

As v has had a change in colours, it could be possible that a node w, that
is adjacent to v but not to n (i.e. w is 2 hops away from n), may become
Unsatisfied (due to the Node Status message transmitted in Step 4 of Fig-
ure 5.18). Node w can then resolve the situation by executing Algorithm 2 which
allows it to recover when certain colours are found to be missing, Figure 5.18,
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No effect (Group 1, 8%) 1st order (Group 2, 46%)

Event type - Colour collision

Max. time (Frames) ≤ 1 ≤ 1
Max Msgs Tx = |Γ′

1(v)| + 1 ≤ 2|Γ′

1(v)|+ 1

2nd order

Event type Colour collision (Group 3, <1%) Missing colour (Group 4, 46%)

Max. time (Frames) ≤ 2 2 + |Γ′

2 \ Γ′

1|
Max Msgs Tx ≤ 2|Γ′

1(v)| + 1 + |Γ′

2 \ Γ′

1| ≤ 2|Γ′

1(v)| + 1 + 2|Γ′

2 \ Γ′

1|

3rd order

Event type Missing colour (Group 5, <1%)

Max. time (Frames) 3 + |Γ′

3 \ Γ′

2|
Max Msgs Tx ≤ 2|Γ′

1(v)| + 1 + 2|Γ′

2 \ Γ′

1|+ 2|Γ′

3 \ Γ′

2|

Table 5.1: Upper bounds for time and message transmission when a node is
added

Step 5.
Next we present the upper bounds of DOSA in terms of time taken to

stabilize the network and number of message transmissions when a new node
is added. Since the addition of a node can result in the occurrence of several
events, we breakdown the analysis into 5 possible groups, based on the depth of
propagation of the network disturbance as shown in Table 5.1. Note that these
5 groups encompass all the possible sequence of events that can happen due to
the addition of a new node, e.g. colliding LMAC slots, new node acquiring the
highest priority, etc. Thus for example, the ”3rd order, colour collision” event
is not listed in Table 5.1 as such an event cannot happen due to the reasons
stated in the list of events presented earlier in this section.

We refrain from explaining the derivations for the theoretical upper bound
times for network stabilization shown in Table 5.1 as they have been derived
using the same arguments presented earlier in Lemma 5.4. However, in order
to present a more concise explanation, we present the theoretical upper bounds
for the number of message transmissions using a set of 5 rules which are listed
below:

• Rule 1 : When a node that has already acquired DOSA colours detects a
new neighbour node, v, it unicasts one NodeStatus message to node v.

• Rule 2 : A new node, v broadcasts one NodeStatus message once it has ac-
quired its LMAC slot, resolved all LMAC collisions amongst its neighbours

138



5.7. PERFORMANCE OF DOSA

and has received NodeStatus messages from all its neighbours.

• Rule 3 : A node, that acquires a new LMAC colour that is not listed in its
existing list of DOSA colours broadcasts one NodeStatus message.

• Rule 4 : A node that experiences a colour collision event transmits one
NodeStatus message.

• Rule 5 : A node that experiences a missing colour event transmits two
NodeStatus messages - the first to indicate that the node is Unsatisfied
due to the missing colour(s) and the second to indicate the node is Satisfied
after it has acquired the appropriate colours.

We now illustrate with an example how the rules above can be used to work
out the upper bound for the number of message transmissions for the ”3rd order,
missing colour” case:

• Step 1 : First order neighbours of new node, v transmit a NodeStatus
message after detecting it. (|Γ′

1(v)| messages, Rule 1)

• Step 2 : New node transmits NodeStatus message after acquiring colours.
(1 message, Rule 2)

• Step 3 : Every first order neighbour acquires new colours and broadcasts
one NodeStatus message. (|Γ′

1(v)| messages, Rule 3)

• Step 4 : Every second order neighbour experiences a colour collision event
and broadcasts one NodeStatus message. (|Γ′

2(v) \ Γ′1(v)| messages, Rule
4)

• Step 5 : Every third order neighbour experiences a missing colour event
and broadcasts two NodeStatus messages. (2(|Γ′

3(v) \ Γ′2(v)|) messages,
Rule 5)

Thus,

Upper bound for total number of message transmissions for the ”3rd order,
missing colour” case = 2(|Γ′

1(v)|) + 1 + |Γ′

2(v) \ Γ′

1(v)| + 2(|Γ′

3(v) \ Γ′

2(v)|).

Our simulations indicate that Groups 2 and 4 of Table 5.1 occur in 92% of
all the 10,000 simulation runs while Group 1 occurs in 8% of the cases. Groups
3 and 5 however, occur in less than 1% of the cases. Thus we present the
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simulation results only for Groups 2 and 4 since they form the most significant
proportion of the various events that may occur.

We first consider the first order colour collision results. Figure 5.19(a) shows
that regardless of the number of 1st order neighbors a new node has, the network
stabilization time remains within 1 frame. This coincides with the bounds stated
in Table 5.1. Figure 5.19(b) shows that only around 1% of all the 1st order colour
collision cases resulted in scenarios where the number of messages transmitted
was around 90-100% of the upper bound for message transmissions when a new
node is added. In nearly 50% of the cases the number of messages transmitted
was around 60% of the upper bound.

Next, we consider the second order missing colour results. Figure 5.19(c)
shows that around 92% of time, the time taken for network stabilization when
the second order nodes experience a missing colour event, was less than 40% of
the upper bound. Figure 5.19(d) shows that in nearly 90% of cases, the number
of messages transmitted was less than 60% of the upper bound. Notice that the
results in Figure 5.19(b) tend closer to the upper bound than those presented in
Figure 5.19(d). This is because while the results in Figure 5.19(b) only require
the first order nodes to be affected, the results in Figure 5.19(d) involve both
the first and second order nodes. Naturally the probability of affecting nodes
both in the first and second order nodes is lower than affecting nodes in only
the first order.

The overall performance of DOSA for node addition is presented in Fig-
ures 5.19(e) and 5.19(f). Figure 5.19(e) and Figure 5.19(f) show the distribu-
tions of the number of messages transmitted and the time taken for DOSA to
stabilize once a new node is added to the network. It can be seen that in the
majority of the cases, the network stabilizes within four frames.

5.8 Implementation of DOSA
We evaluate the performance of DOSA by implementing the algorithm on 25
Ambient 2.0 µNodes [34]. While the footprint of LMAC and the AmbientRT
operating system [34] is 2782 bytes, DOSA only takes up 869 bytes. All 25 nodes
including the sink are within transmission range of each other, i.e. they form a
complete graph. However, testing DOSA ideally requires a multihop network.
As it is impractical to test a large number of different multihop topologies, we
generate the topologies randomly and broadcast this information from the sink
to the entire network. On receiving this information, each node uses it to create
a virtual set of neighbors which is obviously a subset of the actual neighbors.
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This results in a multihop topology. While LMAC uses the actual neighbors
to perform slot allocation, DOSA uses the virtual set of neighbors to operate.
We generate topologies for 5 different average connectivities ranging from 5 to
9. For each average connectivity, we create 50 random topologies and each
topology consists of 25 nodes. Thus we have 250 topologies in total.

The implementation was used to carry out exactly the same experiments
that have been described so far in the previous sections. However, as the results
obtained are nearly identical to the simulation results, we have not included the
results in this chapter. We refer the reader to [49] and [151] for the detailed
results of the implementation.

5.9 Related work

Techniques used to extract data from wireless sensor networks can be classified
into three separate categories: (1) snap-shot queries, (2) event-based queries and
(3) long-running queries. Snap-shot queries are typically used when the user
sends in a query in order to retrieve instantaneous results that reflect the state of
the sensors in the network at a certain point in time [60, 126, 72, 70, 54]. Event-
based queries on the other hand are completely dependent on the environment
that is being monitored, i.e. sensor readings are only transmitted to the sink
node if an interesting event has taken place [82, 35, 139, 140, 99]. Readings from
long-running queries are obtained using a sampling frequency specified within
a query injected into the network by the user [95, 147, 82, 128, 67, 91, 51].

Our application at AIMS specifically requires long-running queries. However,
long-running queries can be resolved in various ways. There are long-running
queries that extract every single reading acquired by all the sensors in the net-
work. We refer to this as raw data collection. This naturally is not a feasible
technique for energy-constrained WSNs due to excessive energy consumption,
bottlenecks, reduction in data quality, etc. As these problems were identified
in the earlier days of sensor network research, a greater emphasis was placed
on in-network processing, i.e. processing the acquired data within the network
before transmitting it to the sink node. For example, in Directed Diffusion [82],
a node may use a filter to prevent duplicate notifications of an event from being
reported numerous times to the sink node. TinyDB [95] and COUGAR [147]
on the other hand suggest aggregating data by executing aggregation opera-
tors (e.g. MIN, MAX, SUM, COUNT, AVERAGE, etc.) within the network.
TiNA [128] presents improvements over TinyDB and COUGAR by taking ad-
vantage of temporal correlations of sensor readings.
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However, such in-network processing techniques are not suitable for many
environmental monitoring projects in general (e.g. our example application at
the Great Barrier Reef). The main reason for this is that raw data collection
allows all the data to be captured and this data can then be analyzed in a
variety of ways at a later date. As an example, scientists at AIMS are not
interested in retrieving the average temperature readings at periodic intervals.
Additionally, snapshot queries can always be posed on the raw data that has
already been collected. Having all the data enables scientists to interpret the
data in whichever way they wish at any time in the future. Other authors in [94,
51] also describe similar scenarios where environmentalists prefer collecting only
raw data rather than data that has been manipulated within the network using
certain aggregation operators.

One of the ways to perform raw data collection is to take advantage of spatial
and temporal correlations of adjacent sensors. This has been done previously
in a number of research papers [35, 139, 140, 91]. However, it is important to
keep in mind that spatial and temporal correlations that have been identified at
time t, may not necessarily hold true at time t + x where x > 0. In fact, there
may be a situation where two neighboring nodes which usually have correlated
readings, may not have correlated readings during certain hours of the day.
Thus nodes should be able to adapt their operations accordingly. Though we
have not discussed this issue in this chapter with regards to DOSA (since this
chapter focuses only on the scheduling aspects), we would like to indicate that
nodes that are unable to find any significant correlations between their adjacent
neighbors can actually autonomously opt out of the DOSA scheduling scheme.
Thus a node that chooses to transmit correlation information, only does so if
valid correlations exist. The techniques mentioned in [139, 140, 61] are not able
to cope with sudden changes in the correlation models and also fail to recog-
nize the importance of temporal fluctuations in these models. Furthermore,
the approach presented in [139, 140] is designed for event-based queries. They
also assume that individual nodes are location aware. It is important to note
that nodes executing DOSA do not need to be location aware. This definitely
reduces the complexity of the software running on the nodes. Unlike DOSA
which is designed for multihop networks, [35, 91, 74] require all nodes in the
WSN to be in direct transmission range of the base station. Such a design con-
straint affects scalability as it prevents these solutions from being implemented
in large-scale networks. While Ken [51] takes advantage of spatial and temporal
correlations and works in a multihop environment, it does not mention any de-
tails of how to re-organize the scheduling scheme if a certain node fails or if new
nodes are added to the system. DOSA on the other hand is able to cope with
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network dynamics due to the close interaction that exists with the underlying
LMAC layer. The cross-layer optimizations we perform also enable DOSA to
operate in a more energy-efficient manner. PAQ [135] takes advantage of spa-
tial correlations between nodes to reduce transmissions. However, the cluster
heads are prone to draining their energy earlier than the cluster members as
only the cluster heads are involved in periodic transmission of readings to the
sink. While SAF [134] improves on PAQ by ensuring that nodes send ”trends”
instead of actual sensor readings, it forms clusters off-line and thus fails to take
advantage of adjacent nodes that may have correlated sensor readings. Thus all
nodes that detect a change in the trend due to some sudden event, are required
to transmit model updates to the sink. In DOSA, however, only the correlating
node would have to send a model update in such a scenario. Both SAF and PAQ
also disregard the underlying MAC completely and are thus unable to benefit
from any cross-layer optimizations. The authors of SAF and PAQ also do not
provide any theoretical bounds of the energy savings that can be gained using
their approach.

While there have been many MAC protocols designed for sensor networks,
e.g. S-MAC [148], T-MAC [59], and D-MAC [92] none of the protocols provide
neighborhood information the way LMAC does. As shown in our results in
Section 5.7.3, the cross-layer optimization we perform using the information
presented by LMAC allows us to attain savings of up to 60%. Also, the initial
assignment of LMAC slots helps in the second phase of assigning multiple DOSA
colours to a node. The fact that LMAC is a TDMA-based MAC is an added
advantage as it automatically provides a sense of time which is beneficial to
DOSA. While we have illustrated the operation of DOSA on top of LMAC it
should be possible to run it on top of other MAC protocols. However, this would
mean that an addition layer would have to be built which helps keep track of
immediate topology information. This would naturally reduce the efficiency of
the system.

5.10 Conclusion

The collection of raw sensor readings is of great importance to many appli-
cations in sensor networks. We have presented a distributed scheduling al-
gorithm, DOSA that helps collect raw data in an energy-efficient manner by
taking advantage of the spatial correlations that exist between sensor readings
of adjacent nodes. Our algorithm is completely self-organizing in the sense that
nodes are able to autonomously choose new schedules when there are topology

143



CHAPTER 5. A DISTRIBUTED AND SELF-ORGANIZING SCHEDULING
ALGORITHM FOR ENERGY-EFFICIENT DATA AGGREGATION

changes in the network. This is possible due to the close integration with the
underlying MAC protocol. This cross-layer approach also results in significant
energy savings. We have presented both the theoretical performance bounds
and simulation results. Our simulation results indicate a reduction in message
transmissions by up to 85% and an increase in network lifetime of up to 92%
when compared to collecting raw data. Our algorithm is also capable of com-
pletely eliminating dropped messages due to buffer overflow thereby improving
the quality of the collected data.
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Figure 5.19: (a) Time taken for a network to stabilize once a node has been
added to the network, (b) How often the upper bound of the number of messages
transmitted for the ”1st order colour collision” event is reached when a new
node is added, (c) How often the upper bound of the time taken for network
stabilization for the ”2nd order missing colour” event is reached when a new node
is added, (d) How often the upper bound of the number of messages transmitted
for the ”2nd order missing colour” event is reached when a new node is added,
(e) Distribution of number of messages transmitted when a new node is added
to the network, (f) Distribution of time taken to stabilize network when a new
node is added to the network
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Chapter 6

An Adaptive and
Autonomous Sensor
Sampling Frequency
Control Scheme

Collecting raw data from networks used for environmental moni-
toring can lead to excessive energy consumption. This is especially
true when the application requires specialized sensors that have very
high energy consumption, e.g. hydrological sensors for monitoring
marine environments. Unlike the solution proposed in Chapter 5,
which takes advantage of spatial correlations between adjacent sen-
sor nodes, this chapter illustrates how energy can be reduced by
taking advantage of temporal correlations between successive read-
ings within a particular sensor node. We describe an adaptive sensor
sampling scheme where nodes change their sampling frequencies au-
tonomously based on the variability of the measured parameters1.

1S. Chatterjea, and P. Havinga. An Adaptive and Autonomous Sensor Sampling Fre-
quency Control Scheme for Energy-Efficient Data Acquisition in Wireless Sensor Networks.
In Proceedings of the Fourth IEEE Conference on Distributed Computing in Sensor Systems
(DCOSS), June 2008, Santorini, Greece. Pages to appear. Lecture Notes in Computer Science.
Springer Verlag.
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The sampling scheme also meets the user’s sensing coverage require-
ments by using information provided by the underlying MAC pro-
tocol. This allows the scheme to automatically adapt to topology
changes. Our results based on real and synthetic data sets, indicate
a reduction in sensor sampling by up to 93%, reduction in message
transmissions by up to 99% and overall energy savings of up to 87%.
We also show that generally more than 90% of the collected readings
fall within the user-defined error threshold.
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6.1 Introduction

The primary source of energy consumption in a sensor node is generally at-
tributed to the operation of the radio transceiver [33]. However, certain ap-
plications require specialized sensors that have very high power consumption.
As an example, in the previously mentioned GBR application (Section 2.3.1),
scientists at AIMS require more sophisticated sensors which are capable of mon-
itoring parameters such as salinity or the level of dissolved oxygen [29]. Such
sensors can have power consumption levels ranging from 105mW to 720mW.
Thus these specialized sensors could typically consume around 30 times more
power than a standard sensor node transceiver (e.g Nordic nRF905 consumes
27mW in transmit mode [138]). Note also that these sensors commonly have
very long start-up and sampling times (e.g. around 2 seconds). Thus in such
applications, since sensor sampling operations could have a drastic impact on
network lifetime, it is essential to not only reduce usage of the transceiver but
also to reduce the number of sensor sampling operations.

In this chapter we take a two-pronged approach to reducing energy con-
sumption by not only reducing sensor sampling operations but also reducing
the number of messages transmitted. This is carried out by exploiting the tem-
poral correlations that may exist between successive sensor readings. The basic
idea is to use time-series forecasting to try and predict future sensor readings.
When the trend of a particular sensor reading is fairly constant and thus pre-
dictable, we reduce the sensor sampling frequency and message transmission
rate. However, when the trend changes, both the sampling rate and message
transmission rates are increased.

However, the lower sampling frequency used in such a sampling scheme may
result in certain important events being missed. In order to minimize the chance
of this from occurring, our sampling scheme tries to ensure an acceptable level
of coverage by allowing nodes in the network to adjust various parameters au-
tonomously rather than using fixed values that are predefined prior to deploy-
ment. This allows the nodes to operate in a more energy-efficient manner as they
are able to automatically adapt their operation to not only the variations in the
environment but also to the user-specified coverage requirements. Another novel
feature of our scheme is that nodes make use of topology information provided by
the underlying MAC protocol (LMAC [78]) in order to adjust the sampling fre-
quency. We are not aware of any existing work where cross-layer optimization is
performed between the MAC and application layers. Usually optimizations are
restricted to adjacent layers of the OSI model [46]. Our cross-layered approach
allows nodes to automatically re-adjust their sampling frequencies if topology
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changes are reported by the MAC layer.
We envision our sampling scheme to be used in non-critical applications,

e.g. monitoring various parameters in the waters in the GBR, in a coffee beans
storage warehouse, etc. This scheme is not meant for critical applications where
lives may be at risk if a particular event is missed, e.g. a nuclear plant. In order
to evaluate our scheme, we use both real-life and synthetically generated data
sets. The real-life data sets are based on temperature readings obtained from
outdoor (GBR [37]) and indoor environments (Intel Berkeley Laboratory [22]).

Our contributions are stated as follows:

1. We present a technique to generate synthetic data sets using altitude infor-
mation and then classify their behavior according to a Variability Index.
This helps us evaluate the performance of our sampling scheme under
different conditions.

2. We present a localized sensor sampling frequency control scheme that helps
reduce sampling operations by up to 93% and transmission operations by
up to 99%.

3. We illustrate how a node can adjust certain parameters autonomously in
order to ensure coverage is kept at acceptable level across different data
sets with different characteristics.

4. We show that the overall energy savings due to our adaptive sampling
scheme can be up to 87% while around 90% of the collected data falls
within the user-specified threshold.

The following section provides a brief overview of time-series forecasting.
This is followed by a description of how we use elevation data to generate syn-
thetic data sets. We then present details of our adaptive sensor sampling scheme
and provide the simulation results. Section 6.5 mentions the related work and
finally the chapter is concluded in Section 6.6.

6.2 Preliminaries of time-series forecasting

Time-series forecasting is a technique that has been used in a wide variety of
disciplines such as engineering, economics, and the natural and social sciences
to predict the outcome of a particular parameter based on a set of historical
stochastic values. These stochastic values, often referred to as a ”time series”,
are spaced equally over time and can represent anything from monthly sales
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data to temperature readings acquired periodically by sensor nodes. William
W.S. Wei [141] and Brockwell and Davis [39] provide a very good introduction
to time series forecasting.

The general approach to time-series forecasting can be described in four
main steps:

1. Analyze the data and identify the existence of a trend or a seasonal com-
ponent.

2. Remove the trend and seasonal components to get stationary (defined
below) residuals. This may be carried out by applying a transformation
to the data.

3. Choose a suitable model to fit the residuals.

4. Predict the outcome by forecasting the residuals and then inverting the
transformations described above to arrive at forecasts of the original series.

Before describing details of how we perform each of the above steps in our
data aggregation framework, we first present some basic definitions.

Definition 6.2.1. Let Xt be a time series where t = 1, 2, 3, ... We define the
mean of Xt as,

µt = E(Xt) (6.1)

Definition 6.2.2. Covariance is a measure of to what extent two variables vary
together. Thus the covariance function between Xt1 and Xt2 is defined as,

γ(t1, t2) = Cov(Xt1 , Xt2) = E[(Xt1 − µt1)(Xt2 − µt2)] (6.2)

Definition 6.2.3. We define the sample autocovariance at lag h of Xt for
h = 0, 1, 2, ..., T as

γ̂(h) =

∑T
t=h+1(Xt − X̄)(Xt−h − X̄)

T
(6.3)

where X̄ = T−1
∑T

t=1 Xt is the sample mean of the time series Xt and T refers
to the number of observations. Note that γ(0) is simply the variance of Xt.

Definition 6.2.4. The sample autocorrelation function (ACF), ρh, which in-
dicates the correlation between Xt and Xt+h, is

ρ̂(h) =
γ̂(h)

γ̂(0)
(6.4)
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Definition 6.2.5. We consider the time series Xt to be stationary if the fol-
lowing two conditions are met:

E(Xt) = µt = µt+τ∀τ ∈ R (6.5)

γ(t + h, t) = γ(t + h + τ, t + τ)∀τ ∈ R (6.6)

Equation 6.5 and Equation 6.6 imply that the mean and covariance for a
given lag h remain constant over time respectively.

Definition 6.2.6. A process is called a white noise process if it is a sequence
of uncorrelated random variables with zero mean and variance, σ2. We refer to
white noise using the notation WN(0, σ2). By definition, it immediately follows
that a white noise process is stationary with the autocovariance function,

γ(t + h, t) =

{

σ2 if h = 0,

0 if h 6= 0
(6.7)

6.2.1 Analysis of data and identification of trend

As mentioned earlier, the first step is to either identify the trend or seasonal
component. However, as we make predictions using a small number of sensor
readings taken over a relatively short period of time (e.g. 20 mins), we make
the assumption that the readings do not contain any seasonal component. In-
stead, given that t represents time, we model the sensor readings, Rt using a
slowly changing function known as the trend component, mt and an additional
stochastic component, Xt that has zero mean. Thus we use the following model:
Rt = mt + Xt.

The main idea is to eliminate the trend component, mt, from Rt so that the
behavior of Xt can be studied. There are various ways of estimating the trend
for a given data set, e.g. using polynomial fitting, moving averages, differencing,
double exponential smoothing, etc. Due to the highly limited computation and
memory resources of sensor nodes, we make use of a first degree polynomial, i.e.
mt = a0 + a1t.

The coefficients a0, and a1 can be computed by minimizing the sum of
squares, Q =

∑T
t=1(Rt − mt)

2. In order to find the values of a0 and a1 that
minimize Q, we need to solve the following equations:
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∂Q

∂a0
= −2

T
∑

t=1

(Rt − a0 − a1t) = 0 (6.8)

∂Q

∂a1
= −2

T
∑

t=1

(Rt − a0 − a1t)t = 0 (6.9)

Solving equations 6.8 and 6.9 leads to:

a0 =

∑T
t=1(t − t̄)(Rt − R̄)
∑T

t=1(t − t̄)2
(6.10)

a1 = R̄ − a0t̄ (6.11)

where t̄ and R̄ are averages of t and Rt respectively over T observations.
Eliminating the trend component from the sensor readings results in the

residuals shown in Figure 6.1(b). The residuals display two distinct character-
istics. Firstly, there is no noticeable trend and secondly there are particular
long stretches of residuals that have the same sign. This would be an un-
likely occurrence if the residuals were observations of iid noise with zero mean.
This smoothness naturally indicates a certain level of dependence between read-
ings [39]. Our aim is to study this dependence characteristic which in turn would
help understand the behavior of the residuals so that predictions can be made.

Now that a stationary time series has been obtained, the next step is to
choose an appropriate model that can adequately represent the behavior of the
time series.

Stationary processes can be modelled using autoregressive moving average
(ARMA) models. The ARMA model is a tool for understanding and subse-
quently predicting future values of a stationary series. The model consists of an
autoregressive part, AR and a moving average part, MA. It is generally referred
to as the ARMA(p, q) model where p is the order of autoregressive part and q

is the order of the moving average part. The AR(p) model is essentially a linear
regression of the current value of the series against p prior values of the series,
Xt−1, Xt−2, ..., Xt−p. The MA model on the other hand is a linear regression
of the current value of the series against the white noise of one or more prior
values of the series, Zt−1, Zt−2, ..., Zt−p. The complete ARMA(p, q) model is
defined as follows,

Xt = φ1Xt−1 + ... + φpXt−p + Zt + θ1Zt−1 + ... + θqZt−q (6.12)
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Figure 6.1: Temperature sensor readings and the corresponding residuals (Data
obtained from Nelly Bay in the GBR [37])

where Zt ∼WN(0, σ2) and φi, i = 1, 2, ..., p and θi, i = 1, 2, ..., q are con-
stants [39].

However, due to the limited computation and memory resources on a sensor
node, we use an AR(1) model instead of the full ARMA model (i.e. q = 0)
to predict the value Rt, i.e. Xt = φ1Xt−1 + Zt. The constant φ1 can now

be estimated using the Yule-Walker estimator, i.e. φ̂1 = ρ̂1 = γ̂(1)
γ̂(0) [141]. We

can then state, as shown in [141], that the general form of the minimum mean
square error m-step forecast equation is

X̂t+m = µ + φ̂m(Xt − µ), m ≥ 1 (6.13)
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Figure 6.2: Overview of how a synthetic data set is generated

6.3 Data set generation and classification

The algorithms presented in this chapter are designed specifically for sensor
networks that are deployed for environmental monitoring purposes. In order to
extensively evaluate the performance of the various algorithms, it is essential to
test them using several data sets that display different characteristics, e.g. while
the sensor readings in one data set may be relatively constant, the readings in
another data set may change rapidly. Unfortunately, due to the lack of large
scale sensor network deployments, large, real-life data sets are still not readily
available. While there are a few small real-life data sets available [22], they
do not display the wide range of characteristics that is required for having a
complete evaluation of the performance of the algorithms.

In order to circumvent this problem of the unavailability of certain types of
data sets, we now present a technique to not only generate different data sets
but also describe how the different data sets can be classified based on their
variability. The technique allows the generation of data sets that are correlated
both spatially and temporally.
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We generate synthetic sensor readings using elevation data obtained from
the Seamless Data Distribution System provided by the U.S. Geological Survey
(USGS) [20]. The site provides elevation data of the entire United States up to
a resolution of 10 meters. The first step is to choose an appropriate area on the
map. The area chosen depends on the required variability of the synthetic data
set. For example, if the synthetic data set needs to have high variability, one
may opt to choose the western part of the United States which is generally more
mountainous, i.e. the variation of elevation changes significantly within a small
distance. Conversely, if the user requires sensor readings where the changes are
fairly small, one may choose an area that lies in the central part of the map.
This is illustrated in Step 1 in Figure 6.2. Next an area is chosen within the
area selected in the previous step. This area is labeled as A in Figure 6.2. Area
A indicates the size of the deployment area of the sensor network as specified
in the simulations. Nodes are then positioned randomly within this area and
elevation readings are obtained at the location of every node. Thus if there are
100 randomly deployed nodes, a total of 100 elevation readings will be obtained
and these are taken to be the sensor readings for the first epoch. Note that
readings between nodes situated close to one another will be spatially correlated.
Next, area A is shifted one unit in a particular direction together with all the
nodes within it. New elevation readings are once again obtained at the location
of every node. These readings are assumed to be the sensor readings for the
second epoch. Thus readings of a particular node will be temporally correlated
over the various epochs. This process is repeated until readings for the required
number of epochs is obtained. The graphs in Figure 6.2 also show how the
generated synthetic data set has both spatial and temporal correlations.

Another inherent property of data sets generated using this technique is
the fact that different areas of the deployment area may have different levels
of variation over a fixed duration. This not only mimics the characteristics of
real-life data sets but is also very useful for testing the localized behavior of
nodes, e.g. while some nodes in the network may experience high variability in
the sensed readings, other nodes may experience low variability. Thus in order
to operate in an optimized manner it is essential for the algorithms running on
the nodes to adapt to the nature of the data that is being sensed. Figure 6.3
illustrates how both a real life data set (obtained from Intel Berkeley [22])and
synthetic data sets display different levels of variability in sensor readings in
different regions. Note that because the performance of the algorithms described
in this chapter depend on the rate of change of the trend of a sensor reading
and not the sensor reading itself, the contour maps in Figure 6.3 indicate how
often the trend of the sensor readings changes.
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In order to test our algorithms extensively under different conditions, we
shall use three different data sets which have varying levels of variability. The
graph in Figure 6.4 shows how we classify data based on a Variability Index
(V.I.). The V.I. shows the average rate of change of the trend of a sensor reading
per epoch per node. For the sake of comparison, we have also included data
obtained from two real life data sets: (i) temperature data from Nelly Bay in
the GBR [37] and (ii) temperature data from the Intel Berkeley Lab [22]. It can
be seen that the real-life data set clearly falls within the low variability category.
We have chosen this metric to classify different data sets as the performance of
our approach depends on how often the trend of a sensor reading changes.

6.4 Localized sensor sampling frequency control

As mentioned earlier, apart from the operation of the radio transceiver, the
sampling of the various sensors on a single node may also consume a large
amount of energy. In this section we describe a local adaptive sensor sampling
frequency mechanism where the sensor sampling frequency depends not just on
the predictability of the physical parameter being measured but also on the
user-specified error threshold.

In general terms, when the reading of a particular sensor on a node can
be predicted based on the recent past, we reduce the frequency of sampling
the sensors by skipping a number of sensor sampling operations and performing
predictions instead. However, the moment the prediction differs from the actual
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sampled reading by an amount specified by the user, the sampling frequency is
increased. This local prediction mechanism also helps reduce the number of
sensor readings that need to be transmitted to the sink node. We now describe
the precise steps in greater detail.

After all nodes in the network have acquired LMAC slots, a query is injected
into the network specifying the required time interval (e.g. t time units) between
successive sensor samples. The query also describes the error levels(±δ units)
that may be tolerated by the user. Upon receiving a query, all nodes initially
acquire the first r readings at intervals of t time units and store these readings
together with their corresponding sample times in the buffer. Note that the
maximum number of (time, sensor reading) tuples that can be stored in the
buffer is r. Once the first r readings have been acquired, the reading for epoch
(r + 1) is not only acquired but also predicted. We refer to the nth reading
acquired after the r readings in the buffer as RA(r+n) and the nth reading
predicted after the r readings in the buffer as RP (r+n). The method used to
carry out the predictions is described in Section 6.4.1.

If |RP (r+1)−RA(r+1)| ≤ δ, it means that the prediction falls within the user-
specified error margin. Since the prediction is accurate enough, we make the
assumption that the prediction accuracy will continue to hold for the following
epoch (r + 2). Thus the node skips acquiring a sample in epoch (r + 2). This
is done by setting the variable CurrentSkipSamplesLimit (CSSL) to 1. CSSL

indicates the number of samples that need to be skipped before the next sample
is taken. The variable SkipSamples (SS) is then set to the value held by CSSL.
For every sample skipped, the value of SS is decremented by 1. Every time SS

reaches a value of 0, the node samples the sensor to acquire a reading and a
prediction is also computed. Thus in this case, SS reduces to 0 in epoch (r + 3)
and a sensor reading, RA(r+3) is acquired and RP (r+3) is calculated. This time,
if |RP (r+3) − RA(r+3)| ≤ δ, CSSL is incremented by one (i.e. it is set to 2) and
SS is then set to the value held by CSSL. In other words, every time an accurate
prediction is made, CSSL is incremented by 1 and SS decreases to 0 from an
initial starting value of CSSL. If however, at any time |RP (r+3) − RA(r+3)| > δ,
i.e. the prediction made is inaccurate, both CSSL and SS are set to zero so that
no samples are skipped. Since the node samples its sensor and compares it with
the prediction based on the past r readings stored in its buffer every time CSSL

and SS are set to 0, a node can once again start skipping samples the moment
it detects that the sensor readings can be predicted accurately.

However, if a node continues to make a long line of correct predictions, there
is the possibility of CSSL increasing infinitely. This of course is undesirable as
it would mean that eventually, when a change in the measured parameter does
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Figure 6.5: Example illustrating how the values of the various variables change
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take place, it would be impossible to detect it. Thus we set a maximum limit
to the value of CSSL known as the MaximumSkipSamplesLimit (MSSL). Once
this maximum limit is reached, the variable CSSL continues to remain at that
limit even if further correct predictions are made. Figure 6.5 summarizes the
method presented above with an example illustrating how the values of CSSL
and SS vary. While we initially use static values of the various variables to
illustrate the benefits of this technique, in Section 6.4.1.3 we describe how a
node may autonomously adjust the values of the variables as the conditions in
the environment and network change.

6.4.1 Prediction of sensor readings

As mentioned earlier, we make use of time series forecasting to predict sensor
readings. In basic time series forecasting, the historical values based on which
predictions are supposed to be made, must be equally spaced. However, in the
approach presented above it is evident that sensor readings are not acquired
at regular intervals, e.g. Figure 6.5 clearly shows that an increasing number of
samples are skipped when several correct predictions are made consecutively.
While there are ways to estimate missing observations, such strategies would
not only involve additional computation but may also not be very effective. This
is because in our sampling scheme, in many instances, the majority of sensor
readings may be missing (e.g. a buffer which is capable of storing 20 readings,
may contain 18 missing readings and only 2 sampled readings).

As shown in Figure 6.6, every prediction is made based on the most recent
r readings (representing the previous r epochs) stored in the buffer. Note that
all the r readings are used regardless of whether they are sampled or predicted
readings. Since the initial prediction is made for the epoch that immediately
follows the epoch in the rth position of the buffer, the prediction is made using
Equation 6.14 and setting m to 1 (i.e. we carry out a 1-step forecast), i.e.

X̂t+1 = µ + φ(Xt − µ) (6.14)

Once the prediction is made, the first reading in the buffer is removed. The
remaining readings are then moved back one position while the newly predicted
reading (and the corresponding epoch) is placed in the rth position of the buffer.
This process is repeated for all subsequent predictions (e.g. when SS>1) until
a sample is taken. When a sample is taken, as shown in Figure 6.5, it is always
compared with a prediction. However, instead of now placing the predicted
reading in the rth position of the buffer, the actual sampled reading is placed
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STEP 1: Contents of buffer in Epoch i+r

STEP 2: Contents of buffer in Epoch i+r+1

STEP 2: Contents of buffer in Epoch i+r+1

Reading predicted in Epoch i+r+1, P , is inserted into position r of the buffer.i+r+1

Since SkipSamples=0, a sample, S , is acquired. This sample is inserted

into position r of the buffer even though a prediction is made in Epoch i+r+1.
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Figure 6.6: Updating the buffer

there instead. It is obvious that the greater the number of sampled readings,
the more accurate the predictions will be. Thus inserting every sampled reading
into the buffer ensures that the maximum possible advantage is derived from
the energy spent sampling the sensor. This is illustrated in Figure 6.6.

6.4.1.1 Transmission of model updates to sink node

The final aim of any data collection system is to transmit the requested data to
the user - who we assume in this chapter to be located at the sink node. In a
conventional data collection system, every node in the network would transmit
a reading at every epoch (specified by the user) towards the sink node. This
naturally not only results in excessive power consumption but also results in
poor data quality since nodes closer to the root node may drop messages due
to buffer overflows [48].

Our presented approach not only focuses on reducing the number of samples
acquired but also uses the same prediction mechanism described in Section 6.4.1
to reduce the number of messages that need to be transmitted to the sink node.
In short, instead of transmitting every acquired reading, or transmitting every
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Figure 6.7: Flowchart illustrating when model updates are transmitted to the
sink by node n

time there is a change greater than the user-specified δ, we only transmit when
there is a significant change in the trend of the measured parameter.

When the system first starts up, as mentioned earlier, a node n first samples
its sensor in every epoch until the buffer gets filled up. A node does not trans-
mit these readings to the sink node. As mentioned earlier, the first prediction
is made immediately after the buffer has filled up and is based on all the inputs
in the buffer. The parameters used to carry out the prediction (i.e. a0, a1,
t, φ1, Xt) are then transmitted to the sink. We refer to these model param-
eters of node n as ServerModeln. Node n also stores ServerModeln locally.
The sink node uses the received ServerModeln parameters to predict future
sensor readings of node n. At every epoch after the transmission of the first
ServerModeln, node n uses its locally saved copy of ServerModeln to compute
the sink node’s prediction of node n’s reading at the current epoch. If n com-
putes that the reading predicted by the sink node differs from n’s own reading
by an amount greater than the user-specified δ, node n then transmits an up-
dated ServerModeln to the sink. This update is based on the current contents of
node n’s buffer. In summary, node n transmits an updated ServerModeln every
time the sink node’s copy of the previously received ServerModeln is unable to
predict node n’s sensor readings accurately. This whole process of transmitting
server model updates is summarized in Figure 6.7(b).

163



CHAPTER 6. AN ADAPTIVE AND AUTONOMOUS SENSOR
SAMPLING FREQUENCY CONTROL SCHEME

Data set No.
of
nodes

No. of
epochs

V.I. Total no. of samples acquired

Without

predic-
tion

With prediction,
MIN (% reduc-

tion)

With prediction,
MAX (% reduc-

tion)

LOW 100 2880 0.0411 288000 16401 (93.4) 98101 (65.9)

MEDIUM 100 2880 0.5237 288000 101387 (64.8) 165636 (42.5)

HIGH 100 2880 3.3769 288000 217451 (24.5) 253592 (13.6)

NELLY 8 4936 0.0569 39488 2934 (92.6) 7881 (80.0)

INTEL 51 2880 0.0152 146880 10731 (92.7) 50323 (65.7)

Table 6.1: Simulation settings and summary of results (Total number of samples
acquired) for the static CurrentSkipSamplesLimit scheme (The figures in brack-
ets indicate the percentage reduction when compared to raw data collection
scheme)

6.4.1.2 Effect of buffer size and MaximumSkipSamplesLimit

Values chosen for the buffer size and the MaximumSkipSamplesLimit (MSSL)
can have a significant effect on the total number of samples acquired and model
transmissions made by a node. In this subsection, we describe the effects of these
two parameters for data sets having different V.Is. Simulations were performed
using different data sets to investigate how the nodes responded when different
values were used for the buffer size and MSSL. The simulation settings and results
are summarized in Tables 6.1 and 6.2 and the detailed results are presented in
Figures 6.8 and 6.9. It can be easily observed that the results from the real data
sets from Nelly Bay (Figure 6.9(a),(c)) and Intel (Figure 6.9(b),(d)) look very
similar to the Low V.I. results (Figure 6.8(a),(d)) since they belong to the same
class as far as the V.I. is concerned. Over the next few paragraphs we provide
a detailed explanation of the various characteristics of the graphs in Figures 6.8
and 6.9.

Generally, when the trend of the sensor reading is fairly constant or pre-
dictable (i.e. Low V.I.), the CSSL will always reach the MSSL and remain there
regardless of the value of MSSL. This is because a constant trend generally results
in a long sequence of consecutive predictions which meet the users accuracy re-
quirements. Note that MSSL can have a maximum value that is 2 less than the
size of the buffer. A large CSSL effectively means that a node will sample its
own sensor less frequently. Thus for data sets with a low V.I., only the value
of MSSL affects the number of samples a particular sensor acquires. The size of
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Data set No.
of
nodes

No. of
epochs

V.I. Total no. of transmissions made

Without

predic-
tion

With prediction,
MIN (% reduc-

tion)

With prediction,
MAX (% reduc-

tion)

LOW 100 2880 0.0411 288000 2326 (99.2) 4088 (98.6)

MEDIUM 100 2880 0.5237 288000 87170 (69.7) 150162 (47.9)

HIGH 100 2880 3.3769 288000 207896 (27.8) 241830 (16.0)

NELLY 8 4936 0.0569 39488 2629 (93.3) 7298 (81.5)

INTEL 51 2880 0.0152 146880 4667 (96.8) 12868 (91.2)

Table 6.2: Simulation settings and summary of results (Total number of trans-
missions made) for the static CurrentSkipSamplesLimit scheme (The figures in
brackets indicate the percentage reduction when compared to raw data collec-
tion scheme)

the buffer does not have any impact.

However, the situation varies for the transmission of model updates. Recall
that in the case of predicting readings used to decide on the value of CSSL, a
node uses the current contents of its own buffer, which is always up-to-date
since it relies on a sliding window containing the most recent r readings where r

is the size of the buffer. On the other hand, when deciding whether to transmit
a model update, the predictions are made using the previously transmitted
ServerModel. Thus predictions for model updates are based on ”old” data. In
this case, in addition to MSSL. the buffer size also has an impact on the number
of transmitted model updates as a larger buffer size means that there are a
larger number of ”older” readings in every transmitted ServerModel.

For data sets with a higher V.I. the buffer size plays a more significant role
than the choice of the MSSL - except when we consider smaller values of MSSL
(Figures 6.8(b),(c),(e),(f)). Generally, MSSL hardly has a role primarily because
when the trend is continuously changing, CSSL can only take up small values
even if MSSL is set to a large value. Reducing the size of the buffer size has
two opposing effects. Firstly, a small buffer size implies that MSSL must also
have a small value since MSSL can have a maximum value that is 2 less than the
buffer size. This in turn means that a node will have to sample its sensor more
often. Conversely, when the trend is highly variable, a smaller buffer size would
obviously help model the change in trend more accurately thus resulting in more
accurate predictions. A smaller buffer size also means that only the recent past
is being used for prediction. This means that the a node will sample its sensor
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Figure 6.8: Sensor sampling and model transmission results for different syn-
thetic data sets using different buffer sizes and MaximumSkipSamplesLimit
(MSSL) values (Note: Without the prediction mechanism, the number of sensor
sampling and transmission operations for the synthetic data sets would be as
follows - Low, Medium, High: 288000)

less often. Our simulation results clearly indicate that when a smaller buffer size
is used, the benefits gained from better prediction far exceeds the disadvantage
due to more frequent sensor sampling. Since a larger buffer size generally results
in more transmissions (which in turn means more accurate data collection at
the expense of higher energy consumption) we have used a buffer size of 30 for
all the following simulations.

6.4.1.3 Meeting the user’s coverage requirements (Dynamic MSSL)

In this sub-section we see how a node can autonomously adjust its MSSL in order
to meet the coverage requirements specified by the user. We first provide our
definition of coverage and then describe the mechanism in greater detail.

When MSSL is set to m, it means that x unsampled epochs lie between any
two consecutive samples. The duration of an event could span over several
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Figure 6.9: Sensor sampling and model transmission results for different real
data sets using different buffer sizes and MaximumSkipSamplesLimit (MSSL)
values (Note: Without the prediction mechanism, the number of sensor sampling
and transmission operations for the different real data sets would be as follows
- Nelly: 39488, Intel: 146880)

epochs. We consider an event to be detected as long as the sensor samples
during any one of the epochs during which the event has occurred, i.e. our aim
is not to detect an event at the earliest possible time, but to simply detect if
at all an event has occurred. Note that this is adequate since our solution is
meant only for non-critical monitoring applications.

So given that MSSL is set to m, the duration of the shortest possible event of
interest is d epochs we compute the probability of an event being missed by a
particular node, p as p = m+1−d

m+1 . Note that the denominator, m+1, is the total
number of positions where an event could occur and the numerator, m + 1− d,
refers to the number of uncovered event positions. Thus coverage is defined as
the probability that an event will be detected, i.e. 1-p.

If the current node has n neighbors, then we assume that an event is detected
as long as any one of the nodes within a node’s closed 1-hop neighborhood
samples its sensor at any time during the occurrence of the event. The reason
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for this approach is that the spatial correlations between neighboring sensors in
a high density network might mean that if a particular event is detected by one
node, there is a high possibility of the same event being detected by an adjacent
neighbor (though of course the magnitude of the measured parameter might be
different). We refer the reader to our earlier work in [48] which describes typical
correlation levels between adjacent sensors in a real deployment in the GBR.
We also use this approach for a ”distributed wake-up” mechanism where a node
that detects an event asks all its adjacent neighbors to break out of the reduced
sampling scheme and immediately sample a reading (by reducing SS to 0) to
check if they too can detect the event. This would help improve the accuracy
of the data collected. However, we do not describe this mechanism here as it
falls outside the scope of this chapter.

Thus when multiple nodes are involved in checking the occurrence of a certain
event, the probability of missing the event is reduced. This is reflected in the
following equation that computes the probability an event is missed when a
node has n adjacent neighbors: p = (m+1−d

m+1 )n+1.

Assuming that a user specifies the coverage he or she is willing to tolerate
through a query injected into the network, every node can then compute the
corresponding MSSL based on the number of neighbors a node has by simply
rearranging the previous equation:

MSSL = b
n+1
√

p + d − 1

1 − n+1
√

p
c (6.15)

Figure 6.10 shows a plot of the above equation given that d = 5 and the
size of the buffer is 30. It can be seen that for any user-specified p, the larger
the number of neighbors a node has, the larger is the chosen value of MSSL thus
allowing a node to spend more energy sampling only when the user requires it.
If the computed value of m is greater than 2 less than the buffer size, m is set
to BufferSize− 2. This explains the flat portion of the graph.

In Figures 6.11(a)-(c) we illustrate how the probability of missing an event
varies for different event durations when data sets with different V.Is are used.
Note that in the simulations, we assume that the user has predefined p to be
0.2. In Figure 6.11(a), when a static value of MSSL is used (e.g. 15, 28), the
actual p can exceed the user-specified p. However, this is prevented in the case
of Dynamic MSSL. Data sets with Medium or High Variabilities do not really
require the Dynamic MSSL mechanism as CSSL values never reach MSSL due to
the frequent change in trends. Since a small MSSL implies that the nodes are
sampling very frequently, they hardly ever miss any passing event. This can
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Figure 6.10: Computation of MSSL given p (user-specified) and n (topology
dependent). Note that MSSL is set to m.

be clearly observed from Figures 6.11(b)-(c). Thus using the Dynamic MSSL

mechanism is advisable if a user expects to gather data which has a low V.I.
and requires a coverage guarantee.

We evaluate the overall performance of our adaptive sampling scheme by
investigating the overall energy consumption of all the nodes in the network and
the accuracy of the collected data. We compare our scheme with conventional
raw data collection where a reading is collected from every node in every epoch
and also with approximate caching [113]. In this algorithm, a node transmits
a reading to the sink whenever its current value differs from the previously
transmitted reading by an amount greater than the user-specified threshold.
Note however, that while approximate caching can help reduce the number of
transmissions, it cannot be used to reduce the number of sampling operations
since the algorithm does not perform any predictions. Our simulations use
LMAC. We use 32 slots per frame where each frame is 8 seconds long. The
energy model based on the RFM TR1001 transceiver [27] and the EXCELL
Salinity Sensor [29] which could typically be used in our GBR deployment.
Measurements are required every 30 seconds. The number of nodes used is
specified in Table 6.1. All results have been collected over 400 frames or 53.3
minutes.

Figure 6.12(a) shows the energy spent operating the transceiver by all nodes
in the network over the 400 frame duration. Even though there is a significant
reduction in the number of messages transmitted (as shown in Table 6.2), the
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Figure 6.11: Probability of missing an event for different event durations and
data sets with different V.Is

energy different between the raw, approximate caching and our adaptive sam-
pling techniques is not very large. This is largely due to the LMAC protocol
where nodes spend a lot of time listening in order to maintain synchronization
even when there is no data to send. However, as shown in Figure 6.12(b), if we
look at the overall energy consumption - which includes both the operation of
the transceiver and the sensors - our scheme reduces overall power consumption
by up to around 87% (Low V.I.) as compared to the other two schemes. Even
though there is such a large reduction in energy consumption, in most cases,
more than 90% of the collected readings are within the ±0.1 units of the actual
readings. This is shown in Figure 6.12(c).
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Figure 6.12: (a) Energy consumption due to transceiver operation, (b) Overall
energy consumption due to transceiver and sensor operation, (c) Accuracy of
collected data

6.5 Related work

A wide variety of techniques can be found that deal with extracting data in an
energy-efficient manner. The authors in [60] describe a technique to prevent the
need to sample sensors in response to an incoming query. However, the technique
is not able to cope with sudden changes in the correlation models and also fails
to recognize the importance of temporal fluctuations in these models. Ken [51] is
able to adapt create models on the fly and thus adapt but does not describe how
to deal with topology changes. Both PAQ [135] and SAF [134] are similar to our
scheme in the sense that they also use time-series forecasting to identify temporal
correlations within the network itself. However, all the schemes mentioned above
only deal with reducing message transmissions. While this is helpful, our results
in Figure 6.12(b) clearly indicate that a large reduction in message transmissions
does not always translate into energy savings of the same magnitude largely
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due to the overhead of the radio (which is dependent on the MAC). This is
especially true when the application uses sensors which consume a lot of energy.
Note that many sophisticated sensors used for environmental monitoring also
have long start-up and sampling times. This too has a large impact on energy
consumption. To our knowledge, we are not aware of any other work which
deals with reducing the duty cycle of the sensors themselves.

6.6 Conclusion

We have presented an adaptive sensor sampling scheme that takes advantage of
temporal correlations of sensor readings in order to reduce energy consumption.
Our localized scheme, which uses cross-layer information provided by the MAC,
allows nodes to change their sampling frequency autonomously based on changes
in the physical parameters being monitored or the topology of the network. Our
simulations based on real and synthetic data sets, indicate a reduction in sensor
sampling by up to 93%, reduction in message transmissions by up to 99% and
overall energy savings of up to 87%. We also show that generally more than
90% of the readings are within the user-defined error threshold.

The scheme presented here does not consider any uncertainties that may
be present in the sensor readings. For example, sensor readings may be prone
to systematic errors. The effect of uncertainty was not studied here as it was
not found to be a significant issue in either of the real-life data sets that we
used. However, if the magnitude of systematic errors is considerable, this would
decrease the effectiveness of the adaptive sampling scheme, i.e. a greater num-
ber of sampling operations and transmissions would be required. In order to
reduce the magnitude of uncertainty, it would be necessary to have additional
algorithms that pre-process the sampled data to minimize systematic errors be-
fore passing the the readings to our adaptive sampling scheme, e.g. calibration
algorithms, etc. We will deal with the issue of tackling uncertainty of sensor
readings in the future.
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Chapter 7

Conclusion and Future
Work

This chapter summarizes the primary contributions of this thesis.
We present the extent to which the research question mentioned ear-
lier in Chapter 1 has been answered. The thesis is finally concluded
by outlining future research directions.

173



CHAPTER 7. CONCLUSION AND FUTURE WORK

7.1 Overview of contributions

In Chapter 1 we stated that the main research question of this thesis was to in-
vestigate how data could be extracted efficiently from a wireless sensor network.

The term ”efficient” can be interpreted in a multitude of ways depending
on the emphasis placed by the application being considered. As the majority
of WSN-related research focuses primarily on techniques to extend the lifetime
of the network, a significant proportion of this thesis is dedicated to devising
strategies that would help achieve this very goal. However, it is important
to keep in mind that network lifetime is not the only issue that is of concern
to the end-user. In order for WSNs to be a sound business proposition, it is
essential for a deployed sensor network to eventually help solve the problem
it was actually designed for. In other words, only having a network which is
capable of running continuously for decades without satisfying the user’s data
quality requirements is definitely not acceptable. Thus the research approach of
this thesis embodies the term efficiency with two facets: energy-efficiency and
data quality. (Note that data quality could refer to parameters such as packet
loss or latency depending on the application requirements.) All the approaches
presented in this thesis address both these facets.

This thesis has taken a multi-pronged approach to address the issue of ef-
ficient data extraction from sensor networks. Instead of focussing only on a
single component of the WSN architecture, we have presented a new cross-
layered approach which maximizes information re-use thus improving efficiency.
We illustrate how information generated by a particular layer of the sensor
network protocol stack can be used by the other layers to help improve their
operation as well. To illustrate how the proposed cross-layered approach can
be used, we present solutions where the MAC, routing, data aggregation and
sensor sampling operations benefit by using cross-layer information.

The data extraction strategies presented in this thesis have been designed
for two types of applications:

• Applications where range queries are injected into the network: this is
suitable when the user does not require continuous streaming data for long
durations from the entire network but only requires data from certain parts
where certain conditions have been met. These queries either provide the
user with a snap-shot of the various physical parameters being monitored
or provide streaming data for a short duration.

• Applications where long running queries are injected into the network:
this is used when a continuous stream of data is required from the entire
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network over long durations.

We now list the main contributions and results of this thesis:

1. A cross-layered approach (Chapter 1): We define a new approach for
WSNs where information is exchanged between all the layers above the
MAC in order to improve operating efficiency.

2. A taxonomy of distributed query management techniques (Chapter 3): We
describe and compare various existing query management techniques for
WSNs. The drawback of the existing techniques motivates the develop-
ment of cross-layered approaches for the routing and MAC layers.

3. A directed query dissemination scheme, DirQ (Chapter 4): Instead of
flooding a network with queries, DirQ is a routing mechanism that routes
queries to the appropriate source nodes based on both static and dynamic-
valued attributes such as sensor types and sensor values. The routing
algorithm is able to automatically adapt to node failures or additions by
using cross-layer information acquired from the underlying MAC protocol.
The results indicate that the cost of the DirQ scheme lies between 45%
and 55% that of tree-based flooding.

4. An adaptive, information centric and lightweight MAC protocol, AI-LMAC
(Chapter 4): This is a modification of the existing LMAC protocol. How-
ever, instead of assigning the same amount of bandwidth to all the nodes
in the network, AI-LMAC uses a Data Distribution Table to capture in-
formation about the sensed data and uses this data in combination with
the requirements of the injected query to decide how much bandwidth
each node should allocate. The results indicate how AI-LMAC efficiently
manages the issues of fairness and latency.

5. A distributed and self-organizing scheduling algorithm for energy-efficient
data aggregation (Chapter 5): We present a distributed and self-stabilizing
algorithm that aggregates data by taking advantage of spatial correlations
that may exist between the sensor readings of adjacent sensor nodes. This
algorithm is primarily designed for collecting data in response to long run-
ning queries. Our results indicate a reduction in message transmissions of
up to 85% and an increase in network lifetime of up to 92% when com-
pared to collecting raw data. The algorithm is also capable of completely
eliminating dropped messages due to buffer overflows.
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6. An adaptive and autonomous sensor sampling frequency control scheme
(Chapter 6): Instead of focusing only on spatial correlations, here sensor
nodes take advantage of the temporal correlations that may exist between
successive sensor readings taken by a particular sensor node by using time
series forecasting. Once again, cross-layer information from the MAC
is used to improve sensing coverage. Our results, based on both real
and synthetic data sets, indicate a reduction in sensor sampling by up to
93%, reduction in message transmissions by up to 99% and overall energy
savings of up to 87%. We also show that generally more than 90% of the
collected readings fall within the user-defined error threshold.

7.1.1 Reflections on the cross-layered approach

Right at the beginning of this thesis in Section 1.1.3, we hypothesized that
”regardless of the class of application being addressed, a cross-layered approach
would help develop solutions that are efficient, adaptive and self-organizing”.
We have demonstrated, with the help of several different algorithms presented
in this thesis that our original hypothesis was valid.

However, one point that clearly stands out is the fact that we have only
used a single MAC protocol, i.e. LMAC, to demonstrate the viability of our
cross-layered approach. The basic question that comes to one’s mind is whether
this cross-layered approach will work with other MAC protocols.

One way of looking at this issue is to see what information is required by
the higher layers to operate. For example, for the algorithms presented in this
thesis, it is useful to have local topology information, time synchronization, a
colouring scheme to generate independent sets, distance to gateway and reliabil-
ity. Of course this list is definitely not exhaustive (e.g. certain MAC protocols
could provide other information) and it is not essential to have this informa-
tion provided by the MAC layer itself, i.e. there could be dedicated individual
mechanisms to generate these pieces of information as well. However, for our
application scenarios we have observed that having a single mechanism that not
only controls the transceiver’s operation but also provides us with all the infor-
mation we require for the higher layers, is definitely a more efficient approach.
At the time of carrying out this research, LMAC was the only MAC protocol
to our knowledge that helped us pursue this cross-layered approach.

However, it is important to highlight that LMAC just like any other protocol,
does have its own disadvantages. For example, a node running LMAC spends
a lot of energy listening out for CM sections in every slot (except its own).
However, this is the price to pay if one wishes to have a mechanism that needs
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to continuously look out for changes and at the same time provides all the
additional required information stated earlier. If there was any other more
efficient protocol which provides the same information, we would definitely opt
for it. The focus of this thesis has only been to illustrate that the frontiers
of cross-layer optimization can be pushed to involve all layers above the MAC
to improve the efficiency, adaptability and self-organizing capabilities of the
system.

7.2 Future research directions

This thesis illustrates a number of advantages that can be derived from taking
a cross-layered approach when designing sensor network applications. However,
there are certain issues that need to be addressed in order to migrate these algo-
rithms from simulations and prototypes to large-scale real world deployments.
In addition, certain improvements can still be made to some of the existing
protocols in order to improve performance even further. We list some of these
issues and ideas below.

• Combining spatial and temporal aggregation strategies: We have addressed
two algorithms which take advantage of spatial and temporal correlations
separately. We believe the effectiveness of these algorithms would be
greatly enhanced if the algorithms are combined. Thus ideally, a node
should autonomously be able to decide whether to use only spatial or
temporal correlations or both, depending on the characteristics of the
monitored environment.

• The need for topology stabilization mechanisms: We have made the as-
sumption in all the algorithms presented in this thesis that the networks
are fixed, i.e. nodes in the network do not move. While nodes do remain
static in fixed deployments, an issue we have not addressed is the fact
that radio reception is a highly dynamic parameter even in completely
static environments. For example, link quality can vary due to environ-
mental parameters such as humidity, rain, moving objects, etc. This can
have a detrimental impact on the algorithms developed in the thesis. In
certain cases, it may also impact some of the bounds we have computed.
In a cross-layered approach, instabilities at the MAC layer can affect the
rest of the WSN protocol stack. Thus it is essential to develop filtering
techniques that can help stabilize the network topology so that the higher
layers are less vulnerable to disturbances at the lower layers.
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• Pushing the frontiers of cross-layer optimization even further: In this the-
sis we have extended the extent of cross-layer optimization by introducing
information exchange beyond the conventional MAC and routing layers
to include the data management and sensor layers. This is illustrated in
Figure 1.3. In the approach taken in this thesis, the sensor layer uses
information provided by the MAC layer. In the future we intend to in-
vestigate if the information sensed by the sensor layer can also be used
to influence the operation of the MAC layer thus making the information
flow between the two layers bi-directional. Also, currently we have only
considered layers above the MAC for cross-layer optimization. It would
be interesting to investigate if the physical layer can also be included in
the cross-layered approach.

• Performing cross-layer optimizations based on class of application: While
a cross-layered approach can have many positive repercussions, this strat-
egy may not be very well received by the industry. This is because it would
be too expensive to work out new solutions for every new deployment. In
view of this, techniques need to be developed that would help generalize
cross-layer optimization strategies for a certain class of applications rather
than specific applications.

• Application-optimized MAC : We have stated in this thesis that LMAC
was found to be the most suitable MAC for carrying out cross-layer opti-
mizations. Another approach might be to list out all the different types of
information that could be gathered for a particular class of applications.
This information could then be used to design the ’ideal’ MAC for this
specific class of applications. In other words, we could pursue the problem
from a reverse direction: instead of first choosing a MAC and then carry-
ing out optimizations based on the information provided by the MAC, it
might be useful to first find out all the possible information that can be
derived from a particular class of applications and then design a MAC so
that it fits perfectly.

• Include support for heterogeneous networks: We have made the assump-
tion throughout this thesis that all nodes in the network are able to run
LMAC. This may not always be true in real life deployments. In order
to reduce costs, the user may opt to have a combination of more and less
powerful nodes. Only the more powerful nodes may be able to run LMAC.
It would also be useful to investigate scenarios where more powerful nodes
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are permanently powered. Thus solutions need to be developed to handle
such heterogeneous networks.

This thesis has proposed a cross-layered approach to designing WSN pro-
tocols. We have illustrated how this may be achieved by developing a number
of algorithms for various parts of the WSN protocol stack using the proposed
approach. It is hoped that the strategies laid out in this thesis help us inch
closer to a world where sensor networks gradually merge and disappear into the
very fabric of our daily lives.
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