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Preface

Imagine life 20 years from now. Imagine that almost all information about
almost everything can be reached within a second. Imagine that you can
control almost all devices in your environment with a single interface. What
information would you ask for? What action would you take? Wouldn’t it
be nice if the interface to all this information was aware of your context and
provided information tailored to your situation?

Around February 2004, Anton Nijholt pointed me to the database group
as a potential place to do interesting research. Coming from Human Com-
puter Interaction, I was a bit suspicious, but I soon learned that the database
group had in fact a lot more to offer than SELECT-statements.

First of all, the subject of context-awareness that Peter Apers and Ling
Feng offered me is a promise. A promise that, as Mark Weiser suggested,
“will make using a computer as refreshing as taking a walk in the woods.”
It is also an area that was still in its infancy and these two combined offered
so many insights from so many backgrounds, that I sometimes wished that I
already had my context-aware interface to these insights. It is an area that
triggers your imagination to such extent that you have to force yourself to be
realistic in what you can achieve; one of many things I learned about myself
these four years.

But more than the subject of context-awareness, the database group of-
fered me an extremely friendly and inspiring research environment. This
environment together with all the discussions with and kind words from in-
dividuals and groups of people provided the fruitful breeding ground of this
thesis. I will name a small subset of them in the following paragraphs.

First of all, this thesis could not have been written without the support of
my promotor Peter Apers. I want to thank him for making me feel at home,
and finding the time to provide me with valuable feedback and suggestions.
Also irreplaceable was my former daily supervisor and now promotor Ling

v



vi PREFACE

Feng, whose dedication and kindness have inspired me greatly. But I espe-
cially want to thank Maarten Fokkinga, who offered to replace Ling when
she moved to China. The time he spent on giving detailed and challenging
comments and the hours of discussion were essential to this thesis and to my
development the last four years. I am also honored that Stefano Spaccapietra,
Franciska de Jong, Theo Huibers and Arjen de Vries agreed to participate in
my dissertation committee.

From the database group, I will remember the moments of drinking soup
and the accompanying discussions about GO-positions. Especially I want to
thank Sandra, Ida, and Suse for all their help and kindness and of course
my roommates Vojkan and Henning for being almost like a small family.
Henning, also thank you for being one of my paranymfs and for the Friday-
sing-a-longs. I am also grateful for the many discussions, especially in groups
with abbreviations such as SRO-NICE, AWM, NWO-VIDI (Harold, Sander,
Nicolas, Ling and Peter), and HMI; where Dennis deserves a special men-
tioning for his unique and intelligent view on things, as well as dr. ir. Rutger
providing the motivating coffee example on Page 15.

I am also grateful to Professor Lizhu Zhou for having me at the database
group of Tsinghua University. And although my time in China was relatively
short, it was a unique experience from which I learned a lot. A very special
thank you is in place for Li Xiang ( ); I have never met anyone so un-
conditionally kind and helpful, and I will never forget how much you know
about Dutch computer scientists.

Without friends, nothing is possible and although it is impossible to name
every one, I at least want to mention our theatre sport group Ssstille Getui-
gen, the XXC, and Maarten, Jesper, Stefan, Joost, and Jorien. Jorien, also
thank you for being one of my paranymfs and for probably always being the
synonym for my pleasant time in Twente.

Last, but not least, I am thankful to my parents and my brother Steven
for teaching me to always see the best in someone. And Eric, for the joy and
comfort you brought during these exciting years. I am looking forward to
experience so much more of our lives together.

Arthur van Bunningen
Enschede, May 2008
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1
Introduction

From the underlying idea that database systems can support context-aware
applications, this thesis explores how context data can help database query-
ing. This chapter introduces the problems that this thesis tries to solve and
presents an outline of the rest of the thesis.

1.1 Introduction

Nowadays, more and more information becomes available in digital form. To
be able to guide users through this wealth of information, a possibility is to
adapt the provided information to the current situation (i.e., context) of the
user. In this way the user is able to get better answers from the information
with less effort.

Research in this area of context-awareness originates from the vision of
Weiser (1991): to integrate computers in everyday life, . . . , having machines
that fit human environment instead of forcing humans to enter theirs. In
our view, for computers to be able to fit human environments, they must be
in proper size and shape, appropriate for their users, and adaptable to the
user’s world; in other words, they should be aware of the user’s context.

Suppose you open the door of your car to leave the car and suddenly the
car makes an annoying sound. Then you remember that you forgot turning
off the lights. You turn them off, and you may ask yourself: was my car
context-aware?

Probably it was; the car suspected that you would leave and warned
you that you had the lights on, whereas normally there is no sound when
the light is on. On the other hand, the car was not so smart to turn the
lights off for you. Another, often mentioned, context-aware application is
the automatic opening of sliding doors when someone is approaching, or

1



2 CHAPTER 1. INTRODUCTION

changing the language of a website based on the language settings of the
visiting computer.

Probably you can think of even more examples in which, without explicit
interaction, a system based on your situation helps you with something,
anticipates you, and guides you. This is the field of applications we are
looking at in this thesis.

Nowadays, context-awareness has sparked vigorous discussions in different
fields. However, most current context-aware systems and applications are
still small-scaled and use limited context data, such as time, location, and
user identity. In the data management area, despite some recent attention
to the context-awareness issue, the progress is far from the expectation due
to the difficulty in capturing, conceptualizing, and representing complicated
knowledge about users, context, and tasks (Feng et al., 2004).

1.2 A definition of context

Depending on which school you are from, context-awareness can be placed
into the notion of ubiquitous computing, pervasive computing, ambient intel-
ligence, sentient computing, aware computing, invisible computing, wearable
computing, etc. They all share to a more or less extent the vision of Weiser.

Since context is such a slippery notion, let us first look at some attempts
in the literature to define the notion of context. In a broad sense, according
to Dourish (2004), “Context is a slippery notion. Perhaps appropriately, it
is a concept that keeps to the periphery, and slips away when one attempts
to define it”. Dourish objects against seeing context as something which
is separable from the content of an activity. As an example, he mentions
that during a conversation, the location of this conversation could turn from
context into content when it becomes the subject of this conversation.

Lieberman and Selker (2000) look at context from a computer program-
ming point of view. Traditionally, the field of computer science tries to be
context-independent : given the same input, providing the same output inde-
pendent of the context of the input. They thus come up with a relatively
more concrete definition of context. Context can be considered to be every-
thing that affects the computation except explicit input and output (Lieberman
and Selker, 2000).

Getting close to the application side, one of the most cited definitions of
context is from Dey and Abowd (1999):

“Context is any information that can be used to characterize the
situation of an entity. An entity can be a person, place, or ob-
ject that is considered relevant to the interaction between a user
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and application, including the user and applications themselves.”
(Dey and Abowd, 1999).

Reverting to the data management field, throughout our study we use
the definition of Dey and Abowd, where the interaction is the access of the
database by the user.

Usage of context data

According to Dey and Abowd, a system is context-aware if it uses context
to provide relevant information and/or services to the user, where relevancy
depends on the user’s task. Dey (2001) makes a distinction between presen-
tation of information and services to a user, automatic execution of a service
for a user, and tagging information with context to support later retrieval.

In this thesis, we will not focus on the tagging part but only on the
adaptation of the reaction of the system to the context, and proactive context-
based system actions.

Proactiveness, in which the system takes an action without requiring an
explicit request of the user, is viewed as one of the most important require-
ments for a ubiquitous computing environment (Feng et al., 2004). To enable
proactiveness, we need effective information extraction techniques to iden-
tify certain situations and patterns, and some form of reasoning mechanisms
to determine an appropriate action to take. Tennenhouse (2000) even coins
the new term proactive computing, which stands for “the movement from
human-centered to human-supervised (or even unsupervised) computing.”

Since providing proactiveness is a fundamental part of the usage of context
data, the word querying in this thesis refers to both traditional pull queries
as well as proactive push queries (see also Section 3.6.2).

1.3 Objectives

People claim that “to become credible in the marketplace, context-awareness
needs a killer application” (Brown et al., 2000). Typical for killer applica-
tions is that it is difficult to predict whether a certain application becomes
a killer application (e.g., SMS) and when a technology will result in a killer
application (e.g., hypertext).

Although there is not yet a killer application for context-awareness, there
are indicators that context-awareness as a technology is useful as we saw
in the typical examples in the introduction. Furthermore, when looking at
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personal profile pages on the Internet1, one can find personal context-aware
preferences such as “I like watching romantic films when I’m not in a good
mood”, or “I like watching cartoons when I feel sleepless”.

Combining these observations, in this thesis we try to define, research,
and evaluate aspects of context-awareness that are largely application inde-
pendent by providing a general framework.

Proceeding from the high-level objective of having a framework for
context-aware applications, in this thesis we consider an approach
founded upon database querying.

Through context-aware adaptation of the answers for certain queries to the
underlying database system, we achieve context-awareness in an application-
independent way.

1.4 Example scenarios

To illustrate the benefits of using context data, let us introduce two examples
where the use of context data is beneficial to a user.

First consider the following situation: “Suzanne is a PhD student, just
starting her research in databases. At her faculty they employ a system called
AigaionFour to index and annotate the literature. When Suzanne searches
for literature, the search results are ranked based on her context; the people
she is going to talk with and has talked to, the current paper she is reading
or writing, the talks she has just attended, and the people who mailed her.
But also based on her ability to work, which for her means in the morning
more mathematical papers. Sometimes the system is so sure that a paper is
relevant that it will suggest to her the paper even without being queried for
it.”

To illustrate the usage of our framework within new applications we con-
sider, as a second example, the following soft-meeting scenario, “Peter is
a manager at an international consulting company. Most of the time he is
with customers. When, however, the opportunity arises, he wants to meet
his team members and experts in his area. To support these kinds of meet-
ings, his company employs the soft-meeting planner. With this application,
Peter is able to plan so-called soft-meetings; meetings without a fixed time
or place. The application notifies Peter whenever the other participants are
nearby and available for a meeting. Furthermore, it takes into account the

1See for example a Google query for “I like watching * when” site:myspace.com which
returns sentences such as “I like watching TV when I’m not busy working.”
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Plan soft-meetingPlan soft-meeting

Who:

Method:

Recurrence:

Location:

Once a week

My office

People nearby...

Experts in...
Specific persons...

Phone

Face2face
IM

Don’t care
Meeting room
Availability of...

Subject:

OK

(...)

Edit advanced conditions...

Mood, specific time constraints, etc.

Figure 1.1 – Soft-meeting planner: Planning dialog.

You can have a soft-meeting!You can have a soft-meeting!

Subject:

Location:

People:

Attend unilaterallyAsk for approvalPostponeRejectEdit meeting...

XML en Databases 

ZI3061 MAP

You and Sander

Figure 1.2 – Soft-meeting planner: Meeting alert dialog.

mood and agenda of Peter himself. At this moment, Peter wants to learn
more about XML, therefore he enters a soft-meeting request using the inter-
face in Figure 1.1. When he is in Bucharest and Sander, another English
speaking expert in XML, is at the same location, the system is aware of this
and notifies Peter that it is possible to have a soft-meeting with Sander (as
seen in Figure 1.2).”

1.5 A framework for context-awareness

Since the early years of context-awareness, much research has focused on
building architectures (Schilit, 1995), and also more recently there is a focus
on designing the right architecture (Costa, 2007). In this thesis, we focus on
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Figure 1.3 – A simplified architecture of the system.

a very simple architecture for data(base) driven applications.

In Figure 1.3 we present a simplified view of the system architecture we
envision. In our framework, the user (which can be an application) poses a
query to an underlying database management system (DBMS). However, in
cases where it is appropriate an adaptation layer will, based on a user repre-
sentation and the current context, present re-ranked query results. What we
also envision is that the user is able to manage her own user representation,
and that it is possible to (partially) mine the user representation from the
interaction history (Log).

To make this architecture more concrete, let us look at the two scenarios.
For the literature query, we could imagine that the underlying database man-
agement system is something along the lines of CiteSeer (2008) or Google
Scholar (2008). The representation contains information such as when, which
kind of papers are preferred. When the user poses a query, the results are
re-ranked based on the context and representation.

For the soft-meeting planner, when a user requests a soft meeting, the
request is stored in the database. The representation contains information
about in which situations which kind of meetings the user prefers. The user
does a continuous query for beneficial soft-meeting requests and whenever,
due to the context, a soft-meeting possibility is considered beneficial, the
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system presents the meeting opportunity to the user.

1.5.1 Research questions

Proceeding from the given architecture and focussing on database querying,
this thesis intends to answer the following main research question:

• How can context data be used to support database querying?

Given that the context data provides us with information about the in-
formation need of a user, we can divide this question into the following three
sub-questions:

1. Which data management topics need to be addressed to incorporate con-
text data into database querying? Since context data has different char-
acteristics than ordinary data, we review the implications of using this
data for database querying in Chapter 2. In Section 2.3, we will further
specify this question and discuss the impact on the rest of this thesis.
Among others, these topics include the mining of the user represen-
tation from the interaction history, addressed in Section 4.5, and the
support for traceability of query answers, addressed in Chapter 5.

2. How can the effect of context data on the information need of the user
be stored in a user representation? Since we want to use context data
to improve query results, we need to represent the effect of context
data on the results that the user needs. This results in the Contex-
tual Information Interest Model, introduced in Chapter 3 and further
elaborated in Chapter 4.

3. How can the representation of the user together with the context data
lead to context-aware query answers? The application of our model
provides the system with a set of documents, scored based on their
relevance. In Section 3.6, we discuss how to use this knowledge to re-
rank the query results, or proactively provide preferred documents to
the user.

1.6 Outline of this thesis

This thesis is organized as follows. Chapter 2 provides an overview of the
characteristics of context data and the data management topics that need
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to be addressed to incorporate context data into database querying. Sec-
tion 2.3 elaborates our first sub-question by discussing which of these topics
are addressed in this thesis.

Chapter 3 and Chapter 4 introduce our contextual interest model CIM,
consisting of scored context-aware preference rules represented in Description
Logics, together with a score combination function. Chapter 3 focuses on
the choice for preference rules and the representation language. It also shows
how the model can deal with uncertain context data using probabilities, and
how the model can be implemented on top of an existing relational DBMS.
Chapter 4 focuses on the scores of preference rules and the effect of the
scores on the combination of preference rules by means of a disjunctive and
conjunctive score combination function. The interpretation of the scores and
their effects are provided through a probabilistic interpretation of the scores.
It also shows how to acquire the scores from an interaction history.

Chapter 5 presents a method for providing explanations for context-aware
query answers based on a justification of the ranking of the results. Since
we assume that both the scores as well as the context uncertainty can be
expressed using probabilities, the chapter is based on an explanation model
for probabilistic databases.

Chapter 6 discusses how to evaluate our approach of context-aware query-
ing. It discusses why evaluating complete context-aware applications is hard
and presents two preliminary experiments; on the manual assignment of
scores for preference rules by users and on acquiring preference scores from
an interaction history.

Conclusions and suggestions for future research are presented in Chap-
ter 7.



2
Context data

Since context is a special kind of data, this chapter discusses the characteris-
tics of context data, and the data management topics that need to be addressed
to incorporate context data into database querying. It thereby surveys existing
approaches. These topics will be the focus of the rest of this thesis.

2.1 Characteristics of context data

In this section, we describe the various characteristics of context data. These
characteristics are highly influenced and determined by the way the data is
acquired; we will therefore first characterize the type of data sources.

2.1.1 Characteristics of the sources of contextual data

Context data is sensed through sensors or sensor networks.

One fundamental characteristic of context data is that context data is often
sensed through sensors or sensor networks (Akyildiz et al., 2002), for example,
location or temperature (Henricksen et al., 2002; Gray and Salber, 2001).

Data management solutions in this field focus on seeing the sensor network
as a database. Lazaridis et al. (2004) argue that data streaming approaches
are infeasible for the amount of data that those sensors deliver and there-
fore focus on a quality-driven approach where a query writer can indicate
the confidence she wants from an answer (e.g., ±1oC of the exact answer).
Another system for query processing in sensor networks is TinyDB by Mad-
den et al. (2005). They focus on queries that indicate when, where, and
how often the data is acquired. Their approach works on sensors which are
running a special operating system (TinyOS), and they try to do as much
processing (filtering, aggregation) as possible in the network. Bonnet et al.

9
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(2001) choose a similar database approach to deal with sensor networks in
their COUGAR system.

Context data is sensed by small and constrained devices.

What is even more challenging is that, most of the time, context is sensed by
cheap, small, and (therefore) constrained devices. Possible constraints are
the limited computing power of such devices, the difficulties to run appli-
cations on such a low level, and their unreliability (Cherniack et al., 2001).
Another serious consequence of the sensor qualities is the battery capacity.
Satyanarayanan (2001) and (Lazaridis et al., 2004) both address the issue of
energy costs and energy management from a database perspective, whereas
Chatterjea et al. (2007) provides a distributed and self-organizing scheduling
algorithm for energy-efficient data acquisition.

Context data originates from distributed sources.

As an important aspect mentioned among others by Henricksen et al. (2002),
Dey et al. (1999), Goslar and Schill (2004), and Satyanarayanan (2001), con-
textual information may come from various distributed sources. To get desir-
able information from these distributed sources, Dey (2001) used aggregators
to gather context about an entity (e.g., a person). It is also possible to use
sensor querying techniques over these sources, such as the one developed by
Lazaridis et al. (2004).

Context data comes from mobile objects.

Closely related to the previous characteristic is the mobility of objects from
which the context data is acquired (Satyanarayanan, 2001). According to
Jones and Brown (2004), mobility is a prime field for context-aware retrieval
due to three reasons: Information is now being made available in situations
where it was not available before, a mobile user is often in an unfamiliar
environment and needs information about that environment, and it is favor-
able to use context to help select the information which is needed in this
new environment. Satyanarayanan (1996) elaborates two techniques to deal
with the mobility of the object and the consequences for information access:
adaptation to the current situation and caching.

Connections between context sensors can be dynamic.

Because of the highly constrained sensors and mobile objects, the connection
can be lost when a sensor is out of reach or temporarily unavailable, and has
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to be re-established when it is available again. In the meantime, a system
could cache the data, or might be able to acquire the information from a
not-connected sensor via another sensor or combinations of sensors.

DeVaul and Pentland (2000) present a dynamic decentralized resource
discovery framework, which uses semantic descriptions to be able to see what
kinds of services are available; the various components are registered to a
directory registration service when they are available, and de-registered when
they are not available anymore.

Here, it is worth pointing out that the dynamic feature of connections
influences the underlying data management strategies. For example, Desh-
pande et al. (2004) build a statistical model of the sensor data to optimize
queries via approximations. Their assumption is that that the network topol-
ogy changes only slowly. Therefore, their techniques are not directly appli-
cable to ubiquitous data management.

2.1.2 Characteristics of the data itself

There are many possible ways to categorize context data (Dey and Abowd,
1999; Chen and Kotz, 2000; Feng et al., 2004; Henricksen and Indulska, 2004).
Here, we describe two kinds of categorization methods, namely, operational
categorization and conceptual categorization. Based on how context is ac-
quired Henricksen and Indulska (2004) categorize context into sensed, static,
profiled, or derived context. Since this categorization is much related to the
way context data is acquired, modeled, and treated, we call it operational
categorization. Contexts of different types differ substantially in how dy-
namic and reliable they are. In this thesis, we will also refer to the derived
context as high-level context, and to the rest as low-level context.

Feng et al. (2004) introduce another context categorization, which dis-
tinguishes user-centric context from environmental context at a conceptual
level (See Figure 2.1). We thus call it conceptual categorization.

Most of the context categorizations in the literature fall into either of the
two kinds (Dey and Abowd, 1999; Chen and Kotz, 2000). These categoriza-
tions give us more understanding about which characteristics are applicable
to the context data under consideration.

Context is continuously changing.

A crucial property of many sorts of context data is the continuity, i.e., the
user’s context constantly changes. This may trigger a system to do new ac-
tions, resulting in proactiveness (Jones and Brown, 2004), but it will also lead
to an enormous amount of data to be stored, compressed, and discretized,
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Figure 2.1 – Context categorization and acquisition (Feng et al., 2004).

resulting in impreciseness in the database. From a database perspective,
the challenges of dealing with continuous data are addressed within so-called
data stream systems (Babcock et al., 2002).

Context has a temporal and spatial character.

Because of the mobility, both temporal and special data is very important.
Koile et al. (2003) propose the notion of “activity zones”, i.e., regions in
which the same activities occur, to trigger certain events. Harter et al. (1999)
describe a context-aware application which focuses on the user’s location
using Bats, an ultrasound position determination system. Chen et al. (2003)
give examples for reasoning with time in temporal ontologies for context-
aware scenarios and introduce an ontology for spatial data.

Context data is imperfect and uncertain.

Due to the dynamics of connections, constraints on devices, distribution of
sources, and continuity of data, there is a high chance that the acquired
context data is not perfect. Henricksen and Indulska (2004) distinguish four
types of imperfectness of context data: unknown, ambiguous, imprecise, and
erroneous.
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Imperfectness can lead to fuzzy situations where it is for example unclear
in which room a person is. Both Gu et al. (2004) and Ranganathan et al.
(2004) model uncertainty by a probability predicate, and use Bayesian net-
works for reasoning about dependencies between context elements. The main
difference from our approach to uncertainty (discussed in the next chapter)
is that they do not focus on querying but only on calculating the probability
of high-level context events. Furthermore, these papers present high-level de-
scriptions instead of exact implementations of how to use Bayesian networks
for uncertain context data.

Dey et al. (2000) describe a simple architecture for incorporating imper-
fectly sensed context. Korpipää et al. (2003b) mention uncertainty as well
but combine it with fuzzy situation descriptions, for example Cold, Normal,
or Hot, and the chances that a situation is like this.

According to the research by Antifakos et al. (2004), displaying an indi-
cation of the amount of imperfectness of information to a user will lead to
better decision-making.

Next to uncertainty about the current context, we are even less sure
about the upcoming context (Cherniack et al., 2001). However, we can try
to predict behavior by looking at logged patterns. Furthermore, in some cases
uncertainty may even be desirable in order to provide privacy for individuals.
This uncertainty links to the quality of available context, and negatively
influences context-aware database solutions.

Context data is tightly interrelated.

Not only does high-level (inferred) context data depend on low-level (sensed)
context data, but also different kinds of low-level context parameters are
inter-related. For instance, the amount of computers in a room and the
energy usage of this room are closely related.

This tight inter-relation makes it possible to predict some context pa-
rameters based on others (Henricksen et al., 2002). Deshpande et al. (2004)
exploit such inter-relations to do optimizations over TinyDB by using cor-
relation between voltage and temperature. However, as noted by Goslar
and Schill (2004), because contextual data structures are so highly intercon-
nected, we have to ensure that they are not too complex for limited capabil-
ities of human users and/or local devices. To solve this problem, Goslar and
Schill suggest breaking the data structures down into smaller comprehensible
parts.
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Context data is often personal.

If context data characterizes the situation of a user, this information is per-
sonal to this user. This implies a focus on security and privacy for dealing
with context data.

2.2 Implications of using context data

Based on the characteristics of contextual data given in the previous section
and the usage of context data in Section 1.2, we can identify some data man-
agement topics that need to be addressed to incorporate context data into
database querying. From the user perspective, there are the demands that
users have for applications that use this data. From the system perspective,
there are requirements that follow from the kind of data and from the kind
of usage of the data. A framework for context-aware applications should deal
with both the user perspective as well as the system perspective.

2.2.1 User perspective

For the user perspective, we focus our discussion on non-functional soft-
ware requirements and arising application possibilities. Beyond the so-called
“ilities” (non-functional requirements like reliability, availability, maintain-
ability, responsiveness, manageability, and scalability, etc. (Cherniack et al.,
2001)), we identify two major implications on context-aware systems from a
user’s point of view that are specific for context-awareness.

Privacy and Security

Because context data is personal, an often mentioned concern for context-
awareness is the user’s privacy. For example, early work on context-awareness
done by Newman et al. (1991) evidenced that during experiments with trac-
ing users during the day with badges, users did not wear them because of
privacy issues.

However, Kindberg et al. (2004) draw the conclusion that other aspects,
such as usability, are at least equally important to users. Furthermore, Kind-
berg et al. find that using visible tangible objects to do transactions (e.g., a
barcode scanner) can make transactions more trusted by the users.

Gandon and Sadeh (2004) present in their research an interesting solution
to deal with the privacy and security issue. The context data of users is stored
in a so-called e-Wallet and it uses both access rules and obfuscation rules to
deliver different context data to different users or applications. Leonhardt
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and Magee (1998) report on access rules with a focus on the user’s location
context. Finally, van Heerde et al. (2007) address privacy in databases,
balancing potential use of the data and privacy breach using degradation
policies.

Traceability and correction

Since context data is uncertain, some decisions that a system makes, based
on this information, might not be correct. Furthermore, because context
changes may lead to different system reactions to the same user action, the
user might want to know why something (proactively) happened.

Ideally we would like proactiveness to be understandable and controllable
by users, as suggested by DeVaul and Pentland (2000). As Dey et al. (1999)
put it, “we would ideally handle context in the same way as user input.”

Chalmers (2004) mentions that it should be possible to focus on the tool
(the computer) to have it “present-at-hand” in ubiquitous scenarios. This
results in the following three system design principles:

• Systems should display their own internal states and configuration to
the users.

• The deep system structure should be revealed so as to support inspec-
tion and adaptation.

• Interfaces should offer “direct experience of the structures by which
information is organized.”

Here, two remarks should be made. First, for some information it suffices
not to be visible at all times but only on request, besides, in many cases it
is sufficient or even better to give a conceptualization or abstraction of the
internal state. An example here could be the dashboard of a car, by which the
user can have the car present-at-hand in case something goes wrong. Another
example is the network signal indicator of a mobile phone (Chalmers, 2004).

Next to having the possibility to focus on the tool, the user should be
able to use this information to correct or improve the system. For example,
suppose a context-aware coffee machine learns that the user always makes
coffee at workdays at seven o’clock. The coffee machine therefore decides to
proactively make coffee at seven. Introspection by the user makes it possible
to improve the system and make it prepare the coffee at ten minutes before
seven.

Possibility to correct information can also be seen as mediation; a dialogue
between the user and the system. Dey and Mankoff (2005) discuss mediation
in context-aware systems from an architectural point of view.
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2.2.2 System perspective

From the standpoint of systems, context-awareness raises a number of chal-
lenges to ubiquitous data management.

Support for data and sensor characteristics

First of all, a system could provide native support for the previously identified
characteristics of the contextual data. For example, it makes sense to support
spatial queries or have a database that supports uncertainty, although uncer-
tainty is just one type of meta-data that is important for context data. Gray
and Salber (2001) distinguish the following categories of meta-data: forms
of representation, information quality, sensor source, interpretation (data
transformation), and actuation (for example, to shut down faulty sensors).

Also, a context-aware system might support the distributiveness and dy-
namic connections through a distributed architecture or using a goal-oriented
approach for acquiring the data.

Learning and reasoning

Since the context is sensed through small and constrained devices, most
of them are only able to sense low-level context. Therefore a contextual
framework should support the inference from low-level to high level-context
and interpret it in terms that accurately reflect human perception of tasks
and needs. Schmidt (1999) is one of the first who did so by using cues,
which take the value of one sensor and provide a symbolic or sub-symbolic
output. Taking the output “the user is running” and “the user has a high
pulse” for example, according to several of those cues, a context such as “the
user is jogging” can be determined. Korpipää et al. (2003a) exploit a set
of techniques including Bayesian networks to recognize high-level context, as
seen in their procedure in Figure 2.2.

Doing reasoning calls for a way to represent knowledge. Strang (2004)
gives an overview of representation languages for context. A more detailed
discussion of modeling context is given in the next chapter.

To get more knowledge from sensor data using logic programming, White-
house et al. (2005) develop the concept of semantic streams, in which services
transform low-level sensor data into more meaningful data.

Furthermore, to support proactiveness and adaptation while being un-
obtrusive, a context-aware system should be able to automatically learn the
behavior of the user and her preferences.
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Figure 2.2 – Context derivation layers from Korpipää et al. (2003a)

Schema and data integration

Confronted with different context data from diverse sensors and possibly
from different domains, a context-aware system needs a flexible context rep-
resentation mechanism so as to provide conversion among different kinds of
context data. Bressan et al. (1997) discuss a method of using Prolog rules
to convert between different representations. This is similar to the schema
and data integration problem, which has been extensively addressed by Levy
(2000) using Description Logics (Baader and Nutt, 2003). Although we will
not address this topic in the rest of this thesis, it might be addressed orthog-
onally, possibly resulting in more data uncertainty de Keijzer (2008).

Storage and logging of context data

Because context-awareness implies to be proactive and to detect patterns in
the user’s behavior, context data and related reactions thus need to be stored
somewhere (ECHISE, 2005). Hereby, a number of questions related to what,
where, and how to store context data arise (Meyers and Kern, 2000).
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2.3 The impact on this thesis

This chapter answered the first part of the first research question about the
data management topics that need to be addressed to incorporate context
data into database querying. Given the observations in this chapter, we can
elaborate on the second part of the question, namely, how to address these
topics.

Since it is impossible to address all topics in one thesis, we will focus on
a subset that presents a working starting point. In practice, this means that
we will not address the integration of context data. In addition, we will not
explicitly address privacy and security. However, the architecture that we
envision (see Section 1.5 and Section 3.6.2) supports the storage of the user
representation and personal data on a different server from the application
data, which at least provides a basis for user control over their data. Finally,
we focus on uncertainty as data characteristic because of its relation to the
scoring of preference rules. This leads to the following elaboration of our first
research question:

1. How to address traceability and correction? Traceability is addressed
in the representation language of our model (Section 3.4.1) and in the
score combination model (Chapter 4). Furthermore, we discuss how to
provide traceable query answers through explanation (Chapter 5).

2. How to address data and sensor characteristics (uncertainty)? From
the data-characteristics, we focus on uncertainty in Section 3.5.

3. How to address learning and reasoning? Reasoning forms the basis of
the choice for our representation language in Section 3.4.1, whereas we
will show how to learn preferences in Section 4.5.

4. How to address storage and logging of context data? To be able to
easily store and log context data, we discuss in Section 4.6 how our
model can be implemented on top of a DBMS.



3
The user’s information need

This chapter introduces the contextual information interest model CIM, aimed
at modeling the context-aware information need of the user. The chapter fo-
cuses on the choice for preference rules as basic building blocks for the model
and their representation language: Description Logics. It also shows how to
address uncertainty of context data using probabilities and how to implement
the model upon an existing relational database.

3.1 Introduction

Suppose that you are at a cocktail party. You see a woman holding a martini
glass, which you believe to contain water. However, you believe that everyone
else believes (and believes that you believe) that the glass contains martini.
When you are talking to your colleague Smith, you would understand that
Smith refers to this woman via question (1) but not via question (2):

(1) Who is the woman holding the martini?
(2) Who is the woman holding the water?

The reason is that you do not believe that Smith knows about the water
in the glass. Also, if you would like to refer to the woman when talking to
Smith, you would do so using question (1), since you would not think that
Smith will pick out the intended woman based on question (2).

This example, from research on dialogue systems by Perrault et al. (1978),
makes clear that even in normal conversations people (unconsciously) make
use of quite complex representations of users to adapt their behavior to the
environment.

Similarly, to use context data to adapt or bring about system behavior, a
representation of the user is needed that describes the relation between the
context and the information need.

19
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This chapter introduces a scheme to describe this representation: the
contextual information interest model CIM. The model consists of so-called
preference rules that each record an information interest of the user in a
certain context. Both preference and context are represented in Description
Logics, and a score indicates the strength of a preference rule.

As the user is represented by her preferences, we first discuss previous
approaches on the use of preferences for database querying in Section 3.2.
The second part of this chapter then discusses the basics of our model:

• We discuss possible ways to represent a user and introduce our model
in Section 3.3.

• We motivate and discuss the representation language that is based on
Description Logics in Section 3.4

The third part of this chapter is concerned with two of the data man-
agement topics that need to be addressed to incorporate context data into
database querying.

• We discuss how to address uncertainty of context data in our model
in Section 3.5. We show how to deal with uncertainty in Description
Logics queries through probabilistic event expressions and address the
influence of having an ontology on the calculation of the probabilities.

• In Section 3.6 we address the storage and logging of context data by
implementing the model on top of a DBMS and show how we use the
extra knowledge of the user’s information need in query processing.

We end this chapter with a summary of our findings in Section 3.7.

3.2 Preferences in databases: state of art

As we base our model on the preferences of a user and one of the objectives
is to use existing database techniques, we will in this section discuss the state
of the art in preferences and databases.

Lacroix and Lavency (1987) were the first to introduce the notion of a
preference query to the database field. They extended the Domain Relational
Calculus to express preferences for tuples satisfying certain logical conditions.
Since its introduction, extensive investigation has been conducted, and two
main types of approaches have been formed in the literature to deal with the
user’s preferences, namely, qualitative and quantitative (Chomicki, 2003).

The qualitative approach intends to directly specify preferences between
the tuples in the query answer, typically using binary preference relations.
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An example preference relation is “prefer one book tuple over another if and
only if their ISBNs are the same and the price of the first is lower.” These
kinds of preference relations can be embedded into relational query languages
through relational operators or special preference constructors, which select
from their input the set of the most preferred tuples; this approach is, among
others, taken by Chomicki (2003) using the winnow operator, Kießling (2002)
in their PreferenceSQL best match only model, and Börzsönyi et al. (2001)
in skyline queries.

To get an idea of the representation for this approach, consider the follow-
ing preference from Chomicki (2003), which specifies a preference of white
wine over red when fish is served, and red wine over white, when meat is
served, over a relation Meal(Dish,DishType,Wine,WineType):

(d , dt ,w ,wt) � (d ′, dt ′,w ′,wt ′) ≡ (d = d ′ ∧ dt = ‘fish’ ∧ wt = ‘white’

∧ dt ′ = ‘fish’ ∧ wt ′ = ‘red’)

∨ (d = d ′ ∧ dt = ‘meat’ ∧ wt = ‘red’

∧ dt ′ = ‘meat’ ∧ wt ′ = ‘white’)

Another example representation of a qualitative preference, is the following
preference for red or blue cars and (equally important) maximal fuel economy ,
using preference XPATH from Kießling et al. (2001):

/CARS/CAR #[ (@color) in ("red","blue")

and (@fuel_economy) maximal ]#

Note that this example already includes composition of preferences through
the and operator. We will look into this aspect in detail in the next chapter.

The quantitative approach expresses preferences using scoring functions,
which associate a numeric score with every tuple of the query. Then tuple t
is preferred over tuple t ′ if and only if the score of t is higher than the score
of t ′. Agrawal and Wimmers (2000) provided a framework for expressing
and combining such kinds of preference functions. Koutrika and Ioannidis
(2005) presented a richer preference model which can associate degrees of
interest (like scores) with preferences over a database schema. Figure 3.1
gives a graphical representation of the preference specification of Koutrika
and Ioannidis, where both attributes and relations receive scores.

Since our model as defined in Section 3.3.3 compares documents based on
whether preference rules are applicable to the documents individually using
scores, it is similar to the quantitative approach.

Recently, context-aware preferences start to receive attention because user
preferences do not always hold in general but may depend on underlying sit-
uations (Holland and Kießling, 2004; Stefanidis et al., 2005; Stefanidis and
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Figure 3.1 – Personalization graph in the preference model of Koutrika and
Ioannidis (2005), indicating among others a preference for tickets around 6
euros and a big concern about the genre of a movie. The first value between
brackets indicates the preference for the presence of the associated value, the
second indicates the preference for the absence of the associated value. The
function e stands for an elastic preference.

Pitoura, 2008). Holland and Kießling (2004) used the ER model to model
situations. Each situation has an id and consists of one time stamp and
one location. It can also have one or more influences (e.g., a personal and
a surrounding influence). They link situations with uniquely identified pref-
erences through an m : n relation and use an XML-based preference repos-
itory to store and manage the situated preferences. Stefanidis and Pitoura
(2008) take context as any attribute that is not part of the database schema
and focus on the hierarchical nature of context attributes, such as streets,
cities and countries for a location-attribute. They introduce so-called con-
textual preferences consisting of a context state, a predicate, and a score.
The predicate specifies conditions on the values of attributes that hold in
the context-state. As an example of a preference in their model, the pref-
erence (((id1, youth,male), friends), (genre=thriller), 0.9) denotes that the
user with id id1, who is a young male, when accompanied with friends, en-
joys to see movies of thriller genre.

Regarding preferences, our work distinguishes from the previous work in
two aspects. First, addressing the learning and reasoning implication, we
propose a knowledge-based context-aware preference model, where both con-
texts and preferences are treated in a uniform way using Description Logics
as introduced in Section 3.4. Second, we show how our model is able to deal
with other implications of context-awareness such as uncertainty (see Sec-
tion 3.5). Other major differences are given in the following chapters where
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we focus on probabilistic interpretation of the score functions in Section 4.4.1
and explainability of the model in Chapter 5.

3.3 Modeling the user’s information interest

This section builds on the work from McTear (1993) and Rich (1983) to
discuss possible ways to represent users and introduces our model.

We start by discussing the possible types of representations, which types
are typical for context-awareness and which should be supported by our
model. After that we discuss possible aspects of the user that can be used as
a representation and argue that our model should be based on preferences.
Finally, we present in Section 3.3 our representation model consisting of
preference rules.

We will consistently use the term model for the schema in which the users
can be represented; thus a user representation is an instance in the model
and it describes a single user. Furthermore, we will use the word system for
the complete user modeling system.

3.3.1 Types of user representation

In the work of McTear and Rich, the following four characteristics of user
representation types are identified:

Canonical versus individual Rich was one of the first who made the dis-
tinction between canonical and individual representations. Whereas a
canonical user representation represents “the average user,” an indi-
vidual user representation represents a single user. In some systems,
a middle course between canonical and individual representations is
chosen by representing groups of users; the so-called stereotypes as in-
troduced in the Grundy system (Rich, 1998).

Static versus dynamic This characteristic is concerned with the modifia-
bility of the representation. A representation can be either modifiable
(dynamic) or non-modifiable (static). A system that uses dynamic
representations is able to adapt them as the characteristics of the user
change. Static representations might contain user properties like gender
and date of birth, since these properties do not change over time.

Long-term versus short-term The first representations of users were con-
cerned with dialogues. In these representations there was a clear dis-
tinction between user knowledge that was kept, and the knowledge that
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was discarded at the end of a dialogue (session). But also in other tasks
where representations of users are currently used, one can identify ses-
sions, for example a search task within a retrieval system. Having a
short-term representation for specific knowledge can be useful to limit
the time it takes to infer user properties. For example, within the re-
trieval system, such a representation might consist of the knowledge
of the information-seeking task that the user is currently undertaking.
Long-term representations are more usable for general knowledge about
the user.

Implicit versus explicit acquisition The representation of the user can
be acquired through explicit user input or through interaction of the
user with the system.

Context-aware versus context-independent A new characteristic of the
representation of users that we like to identify is the distinction be-
tween context-aware versus context-independent representations. Tra-
ditionally this distinction was not made and whether the representation
was context-aware was often implicit, although there were examples
of context-aware representations in early literature; e.g., the starting
example of this chapter. Our motivation for this distinction is that
the characteristic of context-awareness may induce other characteris-
tics and requirements like the ones discussed in the previous chapter.
Among others, it introduces the property that the same user might
have a different representation in different situations.

Although we can use these characterizations to distinguish representation
types, a context-aware representation should be able to have different repre-
sentation types for different properties.

Especially, context-aware representations should support both canonical
and individual properties, where in the former case, the representation might
contain some general knowledge such as “the average user prefers to have an
umbrella when it rains, but sunglasses when the sun shines.” Furthermore,
the context-aware representation that we envision (see the requirements in
the previous chapter) is inherently dynamic, for example, to support cor-
rection of the stored knowledge. Context-aware representations have nearly
always a long-term character, since they express the difference in behavior
over different situations and are therefore only useful if the session contains
multiple situations. Since one of the goals of context-awareness is that it
will lower the effort of the user, a context-aware representation will mostly
be implicitly acquired through interaction, however, it should support ex-
plicit modification of the properties for bootstrapping or correction. Finally,
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Figure 3.2 – The Microsoft office assistant: based on a representation of the
user, using goals and needs.

a context-aware representation will contain both context-aware and context-
independent properties.

Since our model is used to describe a context-aware representation, it
should support these representation types. This implies the support for
canonical and individual properties given in Section 3.3.3, the modification
of the model through a preference manager in Section 3.6.2, the support for
acquisition of the representation from the history as described in Section 4.5,
and the support for context-aware and independent properties as given in
Section 3.4.2.

3.3.2 What aspects to represent

In general, a representation of a user can be used to describe the (expected)
behavior of the user to get either more insight in the behavior of the user, or
to be able to give a better system response to the user.

Such representation can be either a deep psychological representation or
a simpler one, depending on the usage. Based on the work of McTear (1993)
we identify four sets of possible aspects to represent and show how these
pieces of information could help a context-aware ticket vending machine.

Goals and plans (intentions) The first aspect of the user that can be
used to represent the user are her goals and plans. These plans can
be used to interpret the interaction of the user with the system. For
example, suppose that a user at Rotterdam central station presses the
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button ‘Utrecht’ on the vending machine. If the system knows that the
goal of the user is to depart, it can present the user with possibilities
for leaving Rotterdam to Utrecht. If the system knows that the goal of
the user is to pick someone off the train, it can show the arrival times
of trains coming from Utrecht. An exemplary example of a system that
represents the user by her goals is the Lumière project by Horvitz et al.
(1998), that led to the Microsoft office assistant (see Figure 3.2). In
this project, Horvitz et al. considered next to the goals also the needs ;
pieces of information or actions that would reduce the time or effort to
achieve the goals.

Capabilities The second aspect is the capabilities of the user. For example,
her expertise or the capabilities of her devices, such as the screen resolu-
tion. In our ticket-vending example, when the ticket-vending machine
would know that the user is blind, it could, instead of visual feedback,
provide either tactile or audio feedback.

Beliefs and knowledge Related to the capabilities of a user is her knowl-
edge. An example of this aspect was the knowledge about the belief
of others that was necessary to refer to the woman with the water, in
the introductory example. In the ticket-vending example, the ticket-
vending machine could present the user with a route to the platform
if the user does not know how to get there (or the user’s beliefs about
the location are wrong, because of construction work).

Preferences To predict how the user evaluates system choices, one can
represent the preferences of a user. One of the first systems that rep-
resented users by their preferences, was Grundy (Rich, 1998), which
used preferences for books. In our example, the ticket machine could
be based on a preference of the user for first class seats, first show the
first class options for traveling.

Recall that the central question in this thesis is to determine what infor-
mation is needed by the user that is not explicitly expressed in the query.
Since information need could be seen as missing knowledge of the user, one
might be tempted to represent the user by her beliefs or knowledge. However,
since the amount of possible user knowledge is extremely large, we strive for
a simpler representation by assuming that the information need of a user can
be represented by preferences for pieces of information. The advantage of
such a representation is that it directly relates to the user evaluation of a
result; a higher preference for a result means that the user rates such a result
higher. We might conclude from this decision that the purpose of our final
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Figure 3.3 – The rule designer from Dey et al. (2006): The rule constructed
is “If the phone rings in the kitchen and music is on in an adjacent room, or
if the phone rings in the kitchen and Joe is outside, then turn up the phone
volume in the kitchen.”

system will actually be to present the user with answers that best serve the
information preference, instead of information need.

3.3.3 The Contextual Information Interest Model (CIM)

As our goal is to model the information preference of the user while taking
into account the context, we need to represent the preference relative to the
context. An often used technique is to use so-called “IF-THEN rules”, which
were used in one of the first context-aware applications; the ParcTab envi-
ronment (Schilit et al., 1994). Schilit et al. even described context-awareness
as “Something like living in a rule-based expert system.” Furthermore, Dey
et al. (2006) gave support that people express their own context-aware pref-
erences mostly using “If I . . . ” or “When I . . . ” forms. Their model results
in a rule designer based on a situation-action interface as seen in Figure 3.3.
Based on this evidence and because of the simplicity of the approach, that
can facilitate traceability, we model the preferences of a user using a rule
based approach.

To introduce the model, we first postulate the existence of the set of all
possible situations Sit , and the set of all possible documents Doc. A situation
s ∈ Sit is equal to a single possible situation and a document d ∈ Doc is
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equal to a single document. In the scope of this study the granularity of
information is “document” as is typical in the information retrieval field. In
the database field one can substitute document with “record”.

Definition 3.3.1. A context-aware preference rule is a tuple of the form
(C, I), where C ⊆ Sit is called the context, and I ⊆ Doc is called the infor-
mation interest.

The intended interpretation is that a situation s in C leads to an interest in
documents in I. In this thesis we will often use preference rule as shorthand
for context-aware preference rule. Both context and information interest are
represented in Description Logics, which is detailed in Section 3.4.2.

To support our discussion on preference rules, we define the concepts of
applicability for preference rules, and satisfiability of interests and preference
rules.

Definition 3.3.2. Let r = (C, I) be a preference rule, and d and s be a
document and a situation, respectively. Then r is applicable in s if s ∈ C.

Definition 3.3.3. A document d satisfies an interest I if d ∈ I.

Definition 3.3.4. A document d satisfies a preference rule r = (C, I) in a
situation s, denoted as r �s d, if r is applicable in s and d satisfies I.

For each user u we postulate a set rsu of preference rules. The intended
interpretation is that this set of preferences expresses the query independent
(or implicit) information preference for a user. Together these preferences
form the representation of the user. A preference r is canonical if r ∈

⋂
u rsu .

To indicate the strength of the users preference in case a document is
satisfied by multiple preference rules at the same time we introduce a score
function σ, which given a context-aware preference rule, results in a score.
The semantics, and therefore the effect on rule combination, are discussed in
the next chapter.

In the rest of this chapter we are concerned in situations in which the user
has only a single preference rule r . In this case, the preference of a document
d1 over a document d0 in situation s (d0 ≺s d1) is a binary decision defined
in terms of the satisfiability of r :

d0 ≺s d1 ⇔ (r �s d0) ∧ (r �s d1) (3.1)

We shall in Section 3.5.5 see that, if we pose no restriction on the prefer-
ence rules, one rule is as expressive as multiple rules.
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3.4 Representing context and interests in CIM

To express a context-aware preference, we need to have a representation
for context and interests. In this section we will show various requirements
for such a representation. We will discuss existing representation methods
in the area of context-awareness and present our representation based on
Description Logics, addressing some of the specific demands of context-aware
systems.

3.4.1 Choice of modeling language

In the literature, there exist several possibilities to model context. Most
of them are surveyed by Strang (2004), who identified six major types of
context modeling. For other types of representation, please refer to the work
of McTear (1993).

Key-value models In key-value models, context data is provided as a value
of an attribute, e.g., ‘Location = ROOM 3061’.

Markup scheme models Markup scheme models consist of a hierarchical
structure with attributes and content. For example, the W3C standard
on Composite Capability/Preference Profiles.

Graphical models Models such as object role modeling, and the unified
modeling language.

Object-oriented models A more programmatic-oriented approach, where
implementation/calculation details are hidden in objects behind inter-
faces.

Logic-based models The classical formal models of context based on the
work of McCarthy and Buvac (1997).

Ontology-based models Models based on variants of the Web Ontology
Language (OWL).

Based on existing implementations of the approaches, Strang concluded
that ontology-based languages are preferable for context modeling, mainly
because of their possibility for distributed knowledge composition, the pos-
sibility for partial validation of the knowledge, and their level of formality.

Furthermore, as indicated in Section 2.3 the preference model must pos-
sess reasoning and learning capabilities, calling for an inevitable knowledge
ingredient. For example, a user may input a preference like prefer a nearby
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restaurant when the weather is bad. With the model, it should be able to
infer the applicability of the preference no matter whether it rains or snows,
since both are bad weather. Also, one of the important data management
topics that we identified was traceability (e.g., the preference model should
be traceable by the users). In other words, it should be possible for a hu-
man to conveniently enter, view, and edit context-aware preferences in a way
which is close to the world model of the users. Both implications can be
addressed in ontology-based languages.

Motivated by the results of Strang and the fact that existing database
approaches, as surveyed in the previous section, do not address the com-
bination of reasoning and traceability requirements, we exploit a variant of
Description Logics (DL) for representing both the contexts and interests of
the users.

Description Logics (Baader et al., 2003a) is a family of knowledge repre-
sentation languages that are (most of the time decidable) fragments of first
order logic. They form the basis of ontological languages such as OWL,
which has been used to model context by Chen et al. (2005) and Wang et al.
(2004). This translation to OWL also makes it possible to share informa-
tion between separate ontologies, which allows one to use existing ontologies
such as OWL-S , Friend-Of-A-Friend, DAML-TIME etc. (Preuveneers et al.,
2004; Chen et al., 2005). Furthermore, there exist many tools for dealing with
Description Logics knowledge bases such as reasoners (e.g., Pellet and Racer
(2008)) and editors, (e.g., Protégé (2008), as seen in Figure 3.4) support-
ing the reasoning and traceability requirements. Finally, extensive research
has been conducted to investigate the relationship between databases and
Description Logics, and to map a Description Logics knowledge base into
database schemas (Borgida, 1995).

Remarks

Of course it should be noted that it is possible to convert other formal or
logic-based approaches, such as conceptual graphs or OpenCyc, to Descrip-
tion Logics. Therefore, our Description Logics based model should be seen
more as an example with useful properties, than as a strict requirement for
modeling the context-aware preferences of a user. Interestingly, the ances-
tors of Description Logics such as CB-ONE and KL-ONE were once used to
model users in terms of beliefs (Kobsa and Pohl, 1994).

Rest to say, that, although the relation of Description Logics to OWL
makes it easy to define our own context-aware ontology or to choose between
existing ontologies, the purpose of this thesis is not to decide on the best
ontology. Rather we look into some constructors that the ontology language
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Figure 3.4 – Screenshot of editing a Description Logics concept in Protégé.

should deal with, such as uncertainty.

3.4.2 Context-aware preference rules in Description logics

A Description Logics knowledge base consists of both domain knowledge
(i.e., the vocabulary/schema) and instance knowledge. The domain knowl-
edge contains (intensional) assertions about concepts (e.g., Child, Female)
and roles (e.g., hasRoom, hasActivity). The instance knowledge contains
(extensional) assertions about instances (e.g., ROOM 3061). Concepts and
roles are either atomic or constructed using concept and role constructors
intersection (
), union (�), and complement (¬) (e.g., Child 
 Female, has-
Room 
 hasActivity). A concept specific constructor is the one-of construct
({a1, .., an}) which defines a concept consisting of a specific set of instances
{a1, .., an}. The top concept (�) and bottom concept (⊥) denote respectively
all instances and no instances. A role specific operator is the role-inverse
which defines the inverse of a certain role (e.g., roomOf is the inverse of
hasRoom, denoted as hasRoom ≡ roomOf −1). Moreover, roles can have uni-
versal and existential quantification (e.g., ∀hasChild .Female denotes the set
of instances whose children are all female, and ∃hasChild .Female denotes the
set of instances having a female child). A specific case of existential quantifi-
cation is the exact number restriction (∃n) for roles (e.g., ∃1hasRoom.Room
denotes the set of instances who are in exactly one room). The basic in-
ference on concepts in Description Logics is subsumption C � D , which is
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Person � Thing ActType � Thing


 ∀hasRoom.Room FreeTimeAct � ActType


 ∀hasActType.ActType ChatActivity � FreeTimeAct


 ∀hasColleague.Person EatActivity � FreeTimeAct


 ∃1hasRoom.Room Location � Thing

Document � Thing Topic � Thing


 ∃hasTopic.Topic hasAuthor ≡ authorOf −1


 ∀hasAuthor .Person hasRoom ≡ roomOf −1

Room � Location

Figure 3.5 – An ontology example using Description Logics.

to check whether the concept denoted by D (the subsumer) is more general
than the one denoted by C (the subsumee). Furthermore an instance a can
be a member of a concept C , denoted C (a), and similarly, a tuple of two
instances can be a member of a role, denoted R(a, b). Baader et al. (2003a)
discuss more details about Description Logics and give an overview of other
possible constructors.

We use Description Logics to describe a world model (i.e., ontology) upon
which our context-aware query preferences are founded. An ontology exam-
ple is given in Figure 3.5, where concepts are written in CamelCase (e.g.,
OfficeActivity), roles in lowerCamelCase (e.g., hasRoom), and instances in
all capital letters (e.g., ROOM3061 ). Finally we assume that each object has
a unique name and (hence) distinct instance names denote distinct objects
(unique naming assumption).

We express various contexts of query preferences via Description Logics
concepts. For example, consider the following concept:

{PETER} 
 (∃hasActType.FreeTimeAct)


 (∃hasFriend .(∃hasRoom.(∃roomOf .{PETER})))

It describes a situation in which user PETER is doing some free time activity
with at least one friend in the same room.

Beyond contexts, Description Logics concepts also can be used to convey
information needs. For instance, the concept

Document 
 (∃hasTopic.{XML})
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can be viewed as a query which selects all Document instances with the
XML topic. Therefore, in a similar fashion as situations, we describe the
user’s preferences through Description Logics concepts.

Throughout the study, we stipulate that all knowledge about the current
situation is stored as instance knowledge. Similarly, we consider that all
(identifiers of) documents with their properties are stored as instances in the
knowledge base.

As a result, the set C contains situations in which the De-
scription Logics representation of the context has at least one
instance as a member and the set I contains documents that
are members of the Description Logics representation of I.

As an example, user PETER’s context-aware query preference “prefer
documents about the news while doing some free time activity” can be spec-
ified as (C, I) where

C = {PETER} 
 (∃hasActType.FreeTimeAct)

I = Document 
 (∃hasTopic.{NEWS})

This C contains all those situations in which Peter is doing a free time activity:

C = {{. . . , hasActType(PETER,LUNCH ),

hasRoom(PETER,ROOM 3061), . . .},
{. . . , hasActType(PETER, SPORTING), . . .},
{. . . , hasActType(PETER,LUNCH ),

hasRoom(PETER,ROOM 4061), . . .},
. . .}

Similarly, I contains all those instances that are documents about news. If
these documents can be uniquely identified with their attributes, I looks as
follows:

I = {{. . . , hasTopic.{NEWS}, hasLength.{SHORT}, . . .},
{. . . , hasTopic.{NEWS}, hasLength.{LONG}, . . .},
. . .}

A preference is context-independent, and thus applicable to any context,
if C consists of all possible situations.

In the previous example, the preferred topic of documents is a constant
(NEWS ), but sometimes a preference varies with the context. For instance,
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“prefer documents that are written by colleagues in my room”. In this case,
the preferred documents depend on whom the user is with at that moment.
In this case, we use a variable v to denote it. The rule is (C, I) with:

C = {PETER} 
 (∃hasColleague.((∃hasRoom.(∃roomOf .{PETER})) 
 v))

I = Document 
 (∃hasAuthor .v)

We call this kind of preferences variable based context-aware query
preference, and the former constant context-aware query preference.

Other considerations

One of the other things to consider is that, next to the subsumption hierarchy,
an ontology often consists of so-called part-whole relations/hierarchies, e.g.,
a minute is part of an hour, a room is part of a building, and a person can be
part of a family. Sometimes, inference over these hierarchies is necessary, for
example, if we want to state that if a door is part of a room and a room is
part of a house, this door is part of the house. Since research on part-whole
relations is a whole field in itself (mereology), we will not address these
issues within this thesis. However, one is pointed to the work of Artale et al.
(1996), Rector (2003), and Borgida and Brachman (2003), for discussions on
mereology and its relation to Description Logics. Practical methods to deal
with these hierarchies are given by the “Semantic Web Best Practices and
Deployment Working Group” (OWL Part-whole, 2008).

Finally, since OWL gets support for rule languages, for example by the
OWL rule language (ORL) as described by Horrocks and Patel-Schneider
(2004), the question arises how our preference rules relate to their forms.
Although ultimately these languages might incorporate the features that are
necessary for dealing with context-aware preference rules, currently (around
2007) they still lack the support for uncertainty and possibilities to attach
strengths to the rules.

3.5 Addressing uncertainty in CIM

In the previous section we concluded that whether a document satisfies a
preference rule in a situation is based on instance membership. When the
sensing of context or documents introduces uncertainty then membership of
an instance a in a context C is no longer a truth-value (true, false) but rather
a probabilistic value in [0 . . . 1]; denoted as P(C(a))∈[0, 1].

In this section, we will therefore discuss how to address data uncertainty
when using our model. As the representation language of our model is De-
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scription Logics, we first review existing approaches on addressing uncer-
tainty in Description Logics in Section 3.5.1. Concluding that most existing
work in the area of Description Logics focuses on domain uncertainty instead
of data uncertainty, we present in Section 3.5.2 our approach based on the
work of Fuhr and Rölleke (1997) to address membership as a probabilistic
event. To separate the user representation from the data uncertainty, we
introduce the distinction between the specifications of documents and situ-
ations (the model) and their real counterparts. The uncertainty is in the
mapping between the two.

The effect of this approach to compute the membership probabilities is
given in Section 3.5.3. To keep the probability computations feasible, we
assume that, in general, base events are independent. However, in some
cases the Description Logics ontology may explicitly state dependency be-
tween base events. In these cases we address disjointness, identicalness, and
inclusion of events as discussed in Section 3.5.4.

Finally, we show in Section 3.5.5 how to extend the expressiveness of our
model by introducing vague roles and concepts; concepts and roles for which
the membership is probabilistic by definition.

3.5.1 Uncertainty in Description Logics

Previous work on probabilistic reasoning in Description Logics (Koller et al.,
1997; Jaeger, 1994; Giugno and Lukasiewicz, 2002) mainly focused on defining
probabilities on domains. An example of such kind of probability is: “The
probability that a random chosen student is drinking coffee is greater than
0.3”, or as a probabilistic assertion:

P(DrinkingCoffee|Student) > 0.3

These assertions state statistical information and usually result from an ex-
periment or trial. In our research, however, we are interested in probabilities
on assertions coming from sensors, i.e., the so-called degree of belief. An
example of such a probability is: “The probability that Eric (a particular
student) is drinking coffee is 0.7”; or as a probabilistic assertion:

P(DrinkingCoffee(ERIC )) = 0.7

To explain the meaning of such assertions, we stipulate that there are multiple
possible worlds and a probability over these possibilities; properties may hold
in some worlds and not in others. The assertion above then says that the
total probability of the set of possible worlds in which Eric is drinking coffee
is 0.7. Baader et al. (2003b) gives a good overview of various approaches to
deal with uncertainty using Description Logics.
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3.5.2 Representing uncertainty with events

The uncertainty that we want to model is not concerned with the domain
(e.g., there is no uncertainty about whether an eating activity is a free time
activity), but only with the uncertainty of membership (e.g., there is un-
certainty about whether Eric is eating). Moreover, we adhere to the closed
world assumption; the instance data is assumed to be complete (see also
Section 3.6.1).

Since membership checking over complete data bears similarity to database
querying (see the work of Borgida et al. (2003), and the discussion in the next
section), the challenges for addressing uncertainty are similar to the field of
probabilistic databases. For this reason, we explore the probabilistic database
techniques to express the uncertainty of concept and role memberships.

In the database field, there exist two ways for dealing with uncertainty in
the data models, namely, extensional semantics and intensional semantics.
The extensional semantics approach is to modify the operators of the algebra
to compute probabilities. The problem of this approach is that it ignores
most correlations between intermediate results and may give different results
depending on the query plan (Dalvi and Suciu, 2004a).

The above problems are circumvented by the intensional semantics ap-
proach, which keeps track of the events that contribute to a derived fact,
using a so-called event expressions, and determine the probability of this de-
rived result (Fuhr and Rölleke, 1997). The intensional semantics approach is
sometimes considered impractical, since the number of event expressions can
become very large and calculating probabilities of the event expressions takes
exponential time. However, some effective optimization techniques have al-
ready been developed such as exploiting independency between parts of the
computation as suggested by Sarma et al. (2007) and approximation using
Monte Carlo algorithms as suggested by Dalvi and Suciu (2004a). Further-
more, keeping track of the events allows us to do explanation of probabilistic
query answers, as we discuss in Chapter 5. For these considerations, we
decide to follow the same line as the intensional semantics.

The basic idea of intensional semantics is to view each piece of instance
data in the knowledge base as a probabilistic event. A (probabilistic) event
is a set of possible worlds. For example, the probabilistic assertion from the
previous section DrinkingCoffee(ERIC ) can either be seen as an event, or as
the set of all possible worlds in which Eric is drinking coffee. The negation
of an event is its complement with respect to all possible worlds.

To address uncertainty in CIM, we postulate the sets Docreal and Sitreal
consisting of abstractions of real documents and situations. Furthermore
we postulate Docspec and Sitspec consisting of abstractions of specifications of
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documents and situations (e.g., if there are n properties of documents, there
are 2n document specifications). Each real document and situation is con-
nected to one or more specifications, with a probability, through a function
P(d , d ′)∈[0..1]. The intuition is that this probability is a measure of the cer-
tainty that d conforms to the specification of d ′. We assume that, although
context data is uncertain, the uncertainty is complete and consistent, mean-
ing that if we consider all specifications corresponding to one real document
or situation, the probability is one:

∀d ∈ Docreal 1 =
∑

d ′∈Docspec

P(d , d ′)

∀s ∈ Sitreal 1 =
∑

s′∈Sitspec

P(s , s ′)

As an example, for a “rather red and thick” document d , its relation to
the possible specifications might be as follows:

d ′ P(d , d ′)
red, thick 0.9

not red, thick 0.04
red, not thick 0.05

not red, not thick 0.01

and therefore
∑

d ′ that stands for red P(d , d ′) = 0.95. Especially descriptions, in
form of contexts, interests, or queries are expressed as properties of specifica-
tions. We therefore define the probability for the membership of an instance
d in a concept Q as:

P(d∈Q) =
∑

d ′|Q(d ′)

P(d , d ′) (3.2)

Preference rules are defined in terms of specifications. The uncertainty
comes about when matching specifications to real counterparts. Under these
constraints, the preference of a real document d1 over a real document d0 in
a real situation s (d0 ≺s d1) follows from the preference rule for the related
specifications of documents and situations:

P(d0 ≺s d1) =∑
d ′
0,d ′

1∈Docspec ,s′∈Sitspec |d ′
0≺s′d

′
1

P(s , s ′) · P(d0, d
′
0) · P(d1, d

′
1)
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3.5.3 Computing instance membership of concepts

Recall that both the applicability of the preference rule, and whether a doc-
ument satisfies an interest can be decided by determining the members of
a Description Logics concept. By introducing uncertainty, membership be-
comes uncertain as we saw in Equation (3.2). As discussed in the previous
section, we will associate an event with each membership.

Table 3.1 – Description Logics role and concept memberships with basic event
identifiers e and basic probabilities β.

(a) Concept membership

Concept membership Basic event e β(e)
Person(ERIC ) �e 1
Person(PETER) �e 1
Person(MAARTEN ) �e 1
EatActivity(LUNCH ) �e 1
EatActivity(COFFEEPLUS ) �e 1
Room(ROOM 3061) �e 1
Room(ROOM 4061) �e 1
Room(COFFEEROOM ) �e 1

(b) Role membership

Role membership Basic event e β(e)
hasActType(ERIC ,LUNCH ) hAc1 0.3
hasActType(MAARTEN ,LUNCH ) hAc2 0.7
hasActType(ERIC ,COFFEEPLUS ) hAc3 0.8
hasRoom(ERIC ,ROOM 3061) hRo1 0.4
hasRoom(ERIC ,ROOM 4061) hRo2 0.3
hasRoom(ERIC ,COFFEEROOM ) hRo3 0.3

For expressing these events, there is a distinction between a basic event
and a complex event. The event expressions of membership of an atomic
concept e(D(a)) or role e(R(a, b)), as shown in Table 3.1, are basic events.
These basic events are identified by an event key. The membership of (de-
rived) Description Logics concept or role expressions, is identified with a
complex event, denoting a Boolean combination of basic events. The De-
scription Logics special top concept � and bottom concept ⊥ correspond to
the special basic events �e (denoting a certain event) and ⊥e (denoting an
impossible event), respectively.

We introduce a recursive function e which maps a Description Logics
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Table 3.2 – Recursive definition of function e, mapping a Description Logics
membership expression x to an event expression e(x ).

DL membership x event expression e(x )
D(a) basic event - see Table 3.1a
R(a, b) basic event - see Table 3.1b
� �e

⊥ ⊥e

{b1, . . . , bn}(a) �e , if a ∈ {b1, . . . , bn}
⊥e , otherwise

(¬D)(a) ¬e(D(a))
(D 
 E )(a) e(D(a)) ∧ e(E (a))
(D � E )(a) e(D(a)) ∨ e(E (a))
(∃R.D)(a)

∨
b(e(R(a, b)) ∧ e(D(b)))

(∀R.D)(a) ¬(
∨

b(e(R(a, b)) ∧ ¬e(D(b))))
∃aD(a)

∨
a e(D(a))

concept expression to an event expression. The definition of the function is
described in Table 3.2. Using this function, we can obtain the event expres-
sion for the instance membership for a Description Logics concept expression.

Similar to the probabilistic relation algebra from Fuhr and Rölleke (1997)
only the probabilities of basic events are given explicitly via a basic event
probability assignment function β, satisfying the conditions

1. β(⊥e) = 0.

2. β(�e) = 1.

3. 0 ≤ β(e) ≤ 1, for all basic events e

From these, probabilities of complex events are computed. In general, prob-
abilities for event expressions are given by a general probability assignment
function P which maps an event expression to a value in [0, 1].

Example 3.5.1. Suppose we have a preference rule which is applicable if
“Eric is eating either in his own room (room 3061) or in the coffeeroom”:

C = {ERIC} 
 ∃hasActType.EatActivity


 ∃hasRoom.{COFFEEROOM ,ROOM 3061}

To assess whether the preference rule is applicable in the situation given by
Table 3.1, we have to determine whether there is at least one instance a that
is a member of C. Since it is trivial to see that only the instance ERIC
can match this context, we will show how to determine e(C(ERIC )). The
definition of e function from Table 3.2 implies:
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e(C(ERIC )) =

(

{
�e if ERIC ∈ {ERIC}
⊥e otherwise

)

∧
∨
b

(e(hasActType(ERIC , b)) ∧ e(EatActivity(b)))

∧
∨
c

(e(hasRoom(ERIC , c))

∧ (

{
�e if c ∈ {COFFEEROOM ,ROOM 3061}
⊥e otherwise

))

For the data from Table 3.1 this results in the following event:

e(C(ERIC )) = �e

∧ ((hAc1 ∧ �e) ∨ (hAc3 ∧ �e))

∧ ((hRo1 ∧ �e) ∨ (hRo2 ∧ ⊥e) ∨ (hRo3 ∧ �e))

= (hAc1 ∨ hAc3) ∧ (hRo1 ∨ hRo3)

For the sake of concreteness, assume temporarily that tuples are, contrary to
what is stated in the ontology, independent of each other, that is, P(e1∨e2) =
P(e1) + P(e2) − P(e1) · P(e2) and P(e1 ∧ e2) = P(e1) · P(e2). Then the
probability of the above event expression can then be determined directly from
the basic probabilities in Table 3.1:

P(e(C(ERIC ))) = P((hAc1 ∨ hAc3) ∧ (hRo1 ∨ hRo3))

= (0.3 + 0.8 − 0.3 · 0.8) · (0.4 + 0.3 − (0.4 · 0.3))

= 0.4988

�

3.5.4 Ontological dependencies in probability computation

In the example of the previous section, we ignored dependencies during the
computation of the probability of instance membership. However, since we
consider the domain knowledge to be certain, the probabilities of Description
Logics instance concept and role memberships should satisfy the following
properties:



3.5. ADDRESSING UNCERTAINTY IN CIM 41

Domain knowledge Consequence, for arbitrary a,b
C � D P(e(C (a))) ≤ P(e(D(a)))
C ≡ D P(e(C (a)))=P(e(D(a)))
R ≡ S P(e(R(a, b)))=P(e(S (a, b)))
R � S P(e(R(a, b))) ≤ P(e(S (a, b)))

where C and D are Description Logics concepts, R and S are Description
Logics roles, and a and b are Description Logics concept instances.

For example, consider the exact number restriction from the domain
knowledge in Figure 3.5:

Person � ∃1hasRoom.Room

Then we have P(e((∃1hasRoom.Room)(ERIC ))) = 1 since:

1

= Table 3.1a

P(e(Person(ERIC )))

≤ Domain knowledge, Person � ∃1hasRoom.Room

P(e((∃1hasRoom.Room)(ERIC )))

≤ Property of probability

1

This means that, independent of the amount of uncertainty that the data
possesses, the membership probability of instance ERIC in the concept
∃1hasRoom.Room is exactly one. When multiple sensors give conflicting
context data, this information can facilitate estimation of probabilities.

Given the fact that many important properties in the domain of context-
awareness are usually dependent of each other (e.g., a person can only be at
a single location at one time), it is necessary to take into account the corre-
lations among basic events. Table 3.3 illustrates the influence of correlations
between two events on probability calculation. It is adapted from Suciu and
Dalvi (2005).

Often these correlations are determined from statistical analysis, which
is impractical to do when deploying a context-aware system. However, many
useful dependencies for context-awareness can already be acquired from the
ontology using inference. In our study, we consider the following four event
correlations:

Disjointness: When two events by definition cannot happen at the same
time. E.g., if someone is in a certain room, she cannot be in another
room at the same time.



42 CHAPTER 3. THE USER’S INFORMATION NEED

Table 3.3 – Event correlation vs. probability between events e and e ′, adapted
from Suciu and Dalvi (2005).

Correlation Probability
Disjointness P(e ∧ e ′) = 0
Negatively correlated P(e ∧ e ′) < P(e) · P(e ′)
Independent P(e ∧ e ′) = P(e) · P(e ′)
Positively correlated P(e ∧ e ′) > P(e) · P(e ′)
Identical P(e ∧ e ′) = P(e) = P(e ′)

Inclusion: A special kind of positive correlation where in case one event
happens, by definition, the other happens as well. E.g., if someone is
in a room, then she is also located in the building which contains this
room.

Identicalness: When two events by definition always happen together. E.g.,
one could define that a person is sailing, if and only if she is in a sailing
boat. In this situation, the event sailing and being in a sailing boat are
identical.

Independence: When the occurrence of one event does not say anything
about the occurrence of the other. E.g., the weather is (probably) not
dependent on the day of the week.

For practical purposes, we only consider dependencies between two events.
Although it is possible that the ontology defines dependencies over more than
two events, this would require us to compare a maximum of 1

2
2n combinations

for each event expression of n events, instead of the maximum of
(
n
2

)
when

only considering dependencies between two events.

In conclusion, for computing the membership probability we
take disjointness, inclusion, and identicalness between two
basic events into account, in case that the dependence can be
inferred from the domain knowledge. In all other cases we
assume independence between events.

In practice, the correlation between two basic events is determined using
a Description Logics reasoner. We therefore construct for both basic events
a concept which retrieves exactly one instance with the corresponding event.
For the two concepts, we can query the reasoner whether they are disjoint,
identical, or included. For example, for the events hRo1 and hRo3 from
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X

e e ′

(a) In case e and e ′ are
disjoint.

X

e ′e

(b) In case e includes e ′.

Figure 3.6 – Graphical representation of two correlated basic events e and
e ′, and an event expression X .

Table 3.1b, we could ask the reasoner whether the following concepts C1 and
C2 are disjoint:

C1 ≡ {ERIC} 
 ∃hasRoom.{ROOM 3061}
C2 ≡ {ERIC} 
 ∃hasRoom.{COFFEEROOM }

The first concept retrieves the instance ERIC with the basic event hRo1,
the second concept retrieves also the instance ERIC , but now with the event
hRo3. The concepts are disjoint indeed, since according to the ontology a
person can only be at one room (Person � ∃1hasRoom.Room) and we adhere
to the unique naming assumption, which means that ROOM 3061 is different
from COFFEEROOM .

Although calculating these correlations seems impractical for a large num-
ber of instances and events, we expect optimization strategies such as the
pre-calculation of disjoint events or addressing multiple dependent events at
the same time to speed up this process. In this chapter, we only show that
proper dependency calculation is possible.

Given that the Description Logics reasoner can find the correlation be-
tween two events, we have to address the influence of their correlations on
the calculation of event probabilities. For conjunctions of literals with basic
events, these correlations can be taken into account by comparing each event
with all other events in the conjunction: let e and e ′ be two basic events, and
let X be either a basic or complex event expression, the implications of corre-
lation for the probability of the conjunctions, by straightforward application
of basic probability theory, are then as follows :
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First, in case event e is disjoint from event e ′ (see Figure 3.6a), the
following equations hold:

P(X ∧ ¬e ∧ ¬e ′) = P(X ) − (P(X ∧ e ′) + P(X ∧ e)) (3.3)

P(X ∧ ¬e ∧ e ′) = P(X ∧ e ′) (3.4)

P(X ∧ e ∧ ¬e ′) = P(X ∧ e) (3.5)

P(X ∧ e ∧ e ′) = 0 (3.6)

If event e includes event e ′ (see Figure 3.6b), the following equations hold:

P(X ∧ ¬e ∧ ¬e ′) = P(X ∧ ¬e)

P(X ∧ ¬e ∧ e ′) = 0

P(X ∧ e ∧ ¬e ′) = P(X ) − P(X ∧ e) + P(X ∧ e ′)

P(X ∧ e ∧ e ′) = P(X ∧ e)

Finally, if the events e and e ′ are identical, the following equations hold:

P(X ∧ ¬e ∧ ¬e ′) = P(X ∧ ¬e)

P(X ∧ ¬e ∧ e ′) = 0

P(X ∧ e ∧ ¬e ′) = 0

P(X ∧ e ∧ e ′) = P(X ∧ e)

Since at the right hand side of each equation, the correlated events no longer
exist in the same conjunctions, these equations are used to remove all on-
tology related dependencies that we are concerned with. As a result, the
remaining conjunctions only contain basic events that we consider indepen-
dent. For these conjunctions, the probability is equal to the multiplication
of the probabilities of their basic events.

If an event expression also contains disjunctions, we convert it to its
equivalent disjunctive normal form, with only complete conjunctions. The
disjunctive normal form (DNF) for an event is a disjunction consisting of one
or more conjunctions of one or more literals where the not operator can only
be used as part of a literal (e.g., (e1∧e2∧e3)∨(e1∧¬e2∧e3)∨(e1∧e2∧¬e3)). A
complete conjunction is a conjunction which contains each basic event exactly
once, either in positive or in negative form (Fuhr and Rölleke, 1997).

In a DNF with complete conjunctions, all conjunctions are disjoint and
the probability of the complex event is equal to the sum of probabilities of the
different conjunctions. For these conjunctions, we can address the ontological
dependencies using the equations given before.

Let us illustrate how to apply this method with an example:
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Example 3.5.2. Suppose we again want to compute the probability of the
event that “Eric is eating either in his own room (room 3061) or in the
coffeeroom,” but now exploiting the dependencies that result from the ontology
in Figure 3.5. Recall that the event was (hAc1 ∨ hAc3) ∧ (hRo1 ∨ hRo3).
The only dependency from the ontology that is relevant for computing the
probability of this expression is the disjointness of hRo1 and hRo3, result-
ing from the statement Person � ∃1hasRoom.Room. As indicated in the
beginning of this section, we consider other events to be independent.
Rewriting the event expression to its DNF with complete conjunctions and
adding up the probabilities of the conjunctions gives:

P((hAc1 ∨ hAc3) ∧ (hRo1 ∨ hRo3))

= P(hAc1 ∧ hRo3 ∧ hAc3 ∧ hRo1)

+ P(hAc1 ∧ hRo3 ∧ hAc3 ∧ ¬hRo1)

+ P(hAc1 ∧ hRo3 ∧ ¬hAc3 ∧ hRo1)

+ P(hAc1 ∧ hRo3 ∧ ¬hAc3 ∧ ¬hRo1)

+ P(hAc1 ∧ hRo1 ∧ hAc3 ∧ ¬hRo3)

+ P(hAc1 ∧ hRo1 ∧ ¬hAc3 ∧ ¬hRo3)

+ P(hAc3 ∧ hRo1 ∧ ¬hAc1 ∧ hRo3)

+ P(hAc3 ∧ hRo1 ∧ ¬hAc1 ∧ ¬hRo3)

+ P(hAc3 ∧ hRo3 ∧ ¬hAc1 ∧ ¬hRo1)

Conjunctions where the disjoint terms hRo1 and hRo3 occur in positive form
evaluate to zero according to Equation 3.6. Furthermore, we can apply Equa-
tion 3.4 and 3.5 to remove the conjunctions in which one of the disjoint terms
(hRo1 and hRo3) appears in positive form and the other one in negative form.
This leads to the following equation:

P((hAc1 ∨ hAc3) ∧ (hRo1 ∨ hRo3))

= P(hAc1 ∧ hRo3 ∧ hAc3)

+ P(hAc1 ∧ hRo3 ∧ ¬hAc3)

+ P(hAc3 ∧ hRo3 ∧ ¬hAc1)

+ P(hAc1 ∧ hRo1 ∧ hAc3)

+ P(hAc1 ∧ hRo1 ∧ ¬hAc3)

+ P(hAc3 ∧ hRo1 ∧ ¬hAc1)

In the resulting equation, there are no more ontology-related correlations be-
tween two events. Because we assume independence among the rest of the
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events, we can multiply the probability of the basic events contained in the
conjunctions resulting in a total probability of 0.602. This result is, as ex-
pected, more than the result given in the previous section, where independence
was assumed among all the basic events. And, since this result takes into
account the explicitly specified dependencies, it is preferred to the previous
result. �

Note that although the probability of membership does lead to a sort
of weight for the preference of a document, it is different from a possible
weighting or scoring of the preference rule itself. Consider, for example, the
preference for news documents in the previous section. It could indeed be the
case that some text classification system concludes that a document is about
news with a probability of 0.8. In this case, a document that is certainly
about news is preferable, but this is unrelated to the strength of the user’s
preference for news articles.

3.5.5 Vague roles and concepts

Description Logics are quite expressive; they enable to describe concepts in a
way that facilitates reasoning and are supported by various modeling tools.
The same logic description, however, has as downside that some complicated
preferences might not be expressible using Boolean operators. Especially
when considering non-discrete properties such as ‘around’, time concepts
such as ‘soon’, or location concepts such as ‘nearby’.

Often, these cases can be solved using discretization, where ‘soon’ could
for example be defined as “within five minutes”. However, in some situations
this is not an adequate solution. For these cases, we propose a solution based
on the work of Fuhr and Rölleke (1997), namely, the concept of vague roles
and concepts.

Definition 3.5.1. A concept or role is vague if the membership is proba-
bilistic and the probabilities for membership are determined by an external
function.

This external function could for example have a Gaussian or logarithmic
behavior, depending on the attributes of the included or related concepts.

As an example, suppose the user wants to present a preference for cheap
holidays. The user can construct this interest in the following three ways:

I = CheapHolidays ,

I = Holiday 
 Cheap, and

I = Holiday 
 hasPriceType.{CHEAP}.
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In the first case, instances are members of the vague concept CheapHolidays ,
with a probability stating to which extent the user considers the instance to
be a cheap holiday.

In the second case, the concept Cheap is vague, and includes as members
all instances with prices that the user considers to be cheap. The membership
probability of a certain instance for this concept could, for example, be a
logarithmic function based on the price.

In the third construction, the role hasPriceType is vague, and might be
dependent on the product and the price. For example, the membership
hasPriceType(HOLIDAYSPAIN 123,CHEAP) might have a basic probability
of 0.99, if the price of HOLIDAYSPAIN 123 is 200 Euro. Whereas the mem-
bership hasPriceType(COFFEE123,CHEAP) might have a (basic) probabil-
ity of 0.01, if the price of COFFEE123 is “only” 10 Euro.

Note that for such construction as ‘around’ with concrete numbers, one
would have to create a specific vague role or concept for the value that the
price should be around, e.g., AroundTen.

Finally, one might argue, that we could model all the preferences of a
user, using only one vague concept, as follows:

I = InterestingThings

Although there are no formal objections to such a model, it would clearly
violate the demands of traceability and reasoning for our modeling language.

3.6 Implementation and usage of CIM

In this section we show how the extra knowledge of the user’s information
need is exploited in query processing. Therefore we first present the real-
ization of our model in the domain of relational databases in Section 3.6.1.
After that, we discuss two access modes, namely, pull query where users ac-
tively query databases to pull relevant information, and push query where the
systems push proactively possibly relevant information to users (e.g., query-
ing the background information about a person when she enters a room) in
Section 3.6.2.

In the present approach, we are not so much concerned with efficiency
but with applicability and feasibility. The approach of this chapter has been
implemented as a prototype in PostgreSQL (see also Section 4.6).
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Person

ID
ROOM3061
ROOM4061
COFFEEROOM
...

Room

SOURCE
ERIC
PETER
MAARTEN
...

hasRoom

DESTINATION
ROOM3061
ROOM3061
COFFEEROOM
...

SOURCE
ERIC
PETER
PETER
...

hasFriend
DESTINATION
PETER
ERIC
MAARTEN
...

ID
DOC1
DOC2
DOC3
...

Paper

ID
ERIC
PETER
MAARTEN
...

SOURCE
DOC1
DOC1
DOC2
...

hasAuthor
DESTINATION
ERIC
PETER
MAARTEN
...

ID
LUNCH
COFFEEPLUS
DINER
...

EatActivity

SOURCE
ERIC
PETER
MAARTEN
...

hasActivityType
DESTINATION
LUNCH
LUNCH
COFFEEPLUS
...

SOURCE
DOC1
DOC2
DOC1
...

hasTopic
DESTINATION
NEWS
XML
SPORT
...

Figure 3.7 – Role and concept tables.

3.6.1 Implementation of CIM

To integrate context-aware preferences with database queries, we need to pro-
vide a way in which can relate both context and interest concepts to database
relations. For the interest concept, this is a rational translation, since the
interest affects the query. For the context concept it is less evident, since
dynamic contexts (e.g., location, surrounding people, etc.) must be acquired
real-time from external sources/services like sensor networks. However, it
is in line with the efforts of the sensornet community which has embraced
declarative queries as a key programming paradigm for large sets of sensors
(Deshpande et al., 2004). Furthermore, storage and logging context implies
having an underlying storage system that provides this view. Here, we take
the SQL query language as a uniform interface to the context data.

The relation of Description Logics to databases is given in a good sur-
vey of Borgida et al. (2003). Examples of previous mappings of Description
Logics to databases include the work of Horrocks et al. (2004), who describe
a Description Logics instance store to provide an infrastructure for reason-
ing with a large number of instances. Furthermore, Borgida and Brachman
(1993) describe a method for loading data in Description Logics reasoners,
where concepts and role views are introduced to process Description Logics
queries over the database. Transformations of Description Logics to other
types of databases (deductive, object-oriented) have been done as well (Wei-
thoner et al., 2003; Peim et al., 2002).

Similarly to Borgida and Brachman (1993), we represent each concept by
a table which has the concept name as the table name, and each table has one
attribute: ID . The tuples of the table represent the instances of the concept.
An extra table TOPTABLE represents the instances in the domain. Also,
we represent each role by a table, with the role name as its table name and
containing two attributes SOURCE and DESTINATION . For each tuple of
the table, the role relates the SOURCE instance with the DESTINATION
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Table 3.4 – Mapping Description Logics concept expressions expr to SQL
query �expr�, where D ,E are concept expressions, R is a role, C is an atomic
concept, and a is an instance.

DL expr SQL �expr�
C SELECT ID FROM C
a VALUES (’a’)
� SELECT ID FROM TOPTABLE
⊥ NULL
¬D (SELECT ID FROM TOPTABLE) EXCEPT (SELECT ID FROM �D�)
D 
 E (SELECT ID FROM �D�) INTERSECT (SELECT ID FROM �E�)
D � E (SELECT ID FROM �D�) UNION (SELECT ID FROM �E�)
∃R.D SELECT R.SOURCE FROM R WHERE R.DESTINATION IN

(SELECT ID FROM �D�)
∀R.D (SELECT ID FROM TOPTABLE) EXCEPT

(SELECT R.SOURCE FROM R WHERE R.DESTINATION IN
((SELECT ID FROM TOPTABLE) EXCEPT (SELECT ID FROM �D�)))

instance. Figure 3.7 gives examples of this method. If we want to query
existing databases that do not have this schema, one can construct concept
and role views on top of the existing structure.

Table 3.4 shows how we express Description Logics concept expressions
using SQL queries, as adapted from Borgida and Brachman (1993).

Support for uncertainty

Incorporating uncertainty into the database realization is rather trivial. In
fact, if we apply the mapping to SQL from Table 3.4, we can use the exist-
ing approach from Fuhr and Rölleke (1997) to arrive at the resulting event
expression. This resulting event expression is similar to the one from Sec-
tion 3.5.2, and we can use the same techniques as in Section 3.5.4 for address-
ing ontological dependencies. In our prototype, we introduced functions for
the Description Logics constructors that combined the selection of instances
from Table 3.4 with the events from Table 3.2 in a resulting view.

Reasoning and databases

To keep the reasoning part simple we assume that the database contains the
complete (probabilistic) information about all instances, and that the data
in the database adheres to the ontology.

The first assumption allows us to do so-called negation by failure in Ta-
ble 3.4; if an assertion is not in the database, it is not true (closed world
assumption). This is in contrast with the open world assumption (OWA)
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normally used in Description Logics, that states that absence indicates lack
of knowledge instead of being untrue. The second assumption allows us to
use the ontology for dependency calculations.

How the database internally handles incomplete data or data that does
not adhere the ontology is out of the scope of this thesis. A possible solution
to keep the data consistent with the ontology is to use triggers. For example,
if the ontology defines that if someone is eating, she is also doing a freetime
activity, whenever an instance is inserted into the table of the EatActivity
concept in Figure 3.5, one could fire a trigger that would insert the same
instance into the FreeTimeAct relation, the ActType relation, and the Thing
relation. However, the implications of such method are not trivial.

3.6.2 Usage of CIM

Context-aware preferences can assist two kinds of database accesses: pull
and push. First, in the pull access mode, context-aware preferences are used
for query augmentation (e.g., enforcing the query constraint topic=“XML”
to the user’s query over documents when she is doing some free time ac-
tivity with some friends in the same room). Second, in the push access
mode, context-aware preferences are used as query triggers (e.g., retrieving
the background information about a person when she is nearby).

Let a query quser ⊆ Doc denote the set of documents that are described by
the user’s query, and db ⊆ Doc the documents that are stored in the database.
Figure 3.8 shows the pull-push query execution framework equipped with
CIM. It contains six major components. 1) The context supplier is responsi-
ble for supplying the current query context for the current situation, s ∈ Sit .
Some static contexts like user’s background, friends, documents, etc. are
obtained from context database; while some dynamic contexts like user’s lo-
cation, emotion, traffic, surrounded people, etc. are obtained from sensors or
external service providers. 2) The preference selector selects from the pref-
erence repository relevant context-aware query preferences, if necessary by
reasoning. A context-aware preference (C, I) is relevant if it is applicable
in the current situation and the interest can be mapped to certain relations
included in the user’s query, I ∩ quser �= ∅, (pull query) or included in the
database, I ∩ db �= ∅, (push query). 3) In the pull mode, the query adapter
augments user’s query quser with the relevant preference, and optimizes it fur-
ther into q ′

user . 4) In the push mode, the query trigger proactively generates
a query qtrigger according to the preference, and sends it to the underlying
DBMS for execution. 5) The access log records user-system interactions,
from which the preference miner can discover the user’s context-aware pref-
erences. Users can also directly input their preferences. 6) The preference
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Query adapter
(pull mode)

Environment

Access log

Context supplier

User

Context
database

Preference managerPreference
repository

Preference selector

Query trigger
(push mode)

Preference miner

DBMS

quser

context

r

q’user qtrigger

Figure 3.8 – The preference aware pull-push query framework.
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manager is responsible for storing, maintaining, and managing the user’s
context-aware preferences.

Given a rule (C, I) expressed in Description Logics, the SQL query �C �
(see Table 3.4) is applied by the system in Figure 3.8 to the context database;
a non-empty query result implies that the current context is consistent with
C. The associated interest I is then activated for either query adaptation or
query trigger (where I is translated into SQL as a proactive push query).

Pull queries

For pull queries, we focus on retrieving only those results that are preferred
by the user. As an example, a user raises a pull query for documents:

SELECT ID FROM Document

The context-aware preference rule (C, I), with

C = {PETER} 
 (∃hasFriend .(∃hasRoom.(∃roomOf .{PETER})))
I = Document 
 (∃hasTopic.{XML}),

contains a concept Document which appears in the query. To determine
whether the preference rule is applicable, the concept C is translated straight-
forwardly into �C �, which is:

SELECT * FROM ((VALUES (’PETER’))
INTERSECT

(SELECT hasFriend.SOURCE FROM hasFriend
WHERE hasFriend.DESTINATION IN

(SELECT hasRoom.SOURCE FROM hasRoom
WHERE hasRoom.DESTINATION IN

(SELECT roomOf.SOURCE FROM roomOf
WHERE roomOf.DESTINATION IN (VALUES (’PETER’)))

)))

The query could then be simplified into:

SELECT hasFriend.SOURCE
FROM hasFriend, hasRoom, roomOf
WHERE hasFriend.SOURCE = ’PETER’ AND

hasFriend.DESTINATION = hasRoom.SOURCE AND
hasRoom.DESTINATION = roomOf.SOURCE AND
roomOf.DESTINATION = ’PETER’

When this query returns a non-empty result, the original pull query is aug-
mented with the additional constraint, I(d), in the WHERE clause:
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SELECT ID FROM Document
WHERE ID IN
(SELECT hasTopic.SOURCE FROM hasTopic WHERE

hasTopic.DESTINATION IN (VALUES (’XML’)))

In case the underlying context data is uncertain, the context query �C�
also results in a probability that the preference is rule applicable:

P(e(∃aC(a)))

Furthermore, if the document attributes are uncertain, the results of the
original pull query are probabilistic as well. In the case of independency
between context and interest memberships, for a rule r the following score is
returned as an indication to which extent a document d is preferred:

ResultScore(r , d) = P(e(∃a(r .C(a)))) · P(e(r .I(d)))

Push queries

A context-aware preference may also trigger a push query proactively. For
example, consider a preference “retrieving the publications of the person when
she enters room 3061”:

C = v 
 ∃hasRoom.{ROOM 3061}
I = ∃hasAuthor .v

From this preference rule, a DB2 query trigger is created as follows:

CREATE TRIGGER queryAuthorDocs AFTER INSERT ON hasRoom
REFERENCING NEW AS n FOR EACH ROW
WHEN (n.DESTINATION IN VALUES (‘ROOM3061’))

SELECT SOURCE
FROM hasAuthor
WHERE DESTINATION = n.SOURCE

According to the example database in Figure 3.7, if Peter enters the room,
the query result will include DOC1.

3.7 Discussion

In this chapter, we presented our model CIM for capturing the user’s infor-
mation need to realize personalized information delivery and dissemination
in an Ubiquitous Computing environment.

CIM encompasses various types of properties (Section 3.3.1), consists
of preference rules that indicate for each situation, the interests of the user
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(Section 3.3.3). To support the implications of using context data, contexts
and interests are represented as Description Logics concepts (Section 3.4.2).

We showed how CIM is able to cope with uncertainty of context data
using event expressions (Section 3.5), and how existing database technology
can be used by implementing the model on top of a DBMS (Section 3.6.1).
Finally, we showed how CIM can be used to provide personalized query an-
swers and trigger proactive personalized information delivery (Section 3.6.2).

We did make the simplification that user has only a single preference rule
r . And although this preference rule could in principle capture the whole
information need of a user using a vague concept (as seen in Section 3.5.5),
it is not the intended use of the model. For this reason, we will extend our
model in the next section with the ability to combine preferences.

Future research should address possible scalability issues and implications
of implementing CIM upon different data models, such as XML.



4
Combining preferences

In the previous chapter, we have introduced our model, based on preference
rules with scores. This chapter shows how to combine preferences by in-
troducing two kinds of probabilistic score semantics. It also shows how to
address learning of scores and how the combination of preferences affects the
implementation on top of an existing relational database system.

4.1 Introduction

Suppose that a user has a preference for technical documents if she is at
a university. In case a system is able to determine whether a document is
technical and whether the user is at a university, ranking documents accord-
ing to this preference is quite straightforward; if the user is at a university,
documents that are (more) technical should be ranked higher.

However, users often have multiple preferences. The same user might also
have a preference for news documents during lunch. It is not clear from these
two preferences whether news documents or technical documents are more
preferred during lunch at a university.

Furthermore, suppose that this user, during lunch at a university, poses
a query for documents about XML to an underlying information retrieval
system. Based on its own model, the underlying system will rank the returned
documents according to the extent that they are about XML. It is also not
clear from the two preferences how one can rank the query results based on
a combination of query relevance and preference satisfaction.

In this chapter we address both issues. First, we review existing methods
for the combination of preferences in Section 4.2. Then we relate the influ-
ence of context to the way current information retrieval systems work (in
Section 4.3). The main contribution of this chapter is:

55
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• An operation � that combines two scores σ(r) and σ(r ′) into a score
for the composite preference rule {r , r ′}.
Actually, the operation comes in two flavors, namely ⊗ and ⊕, each of
which is based on a particular model of the users behavior.

Operation
⊙

is the set-variant of the 2-ary operation �, i.e.,
⊙

{a, b, . . .} =
a � b � . . ..

• A way to acquire scores of preference rules from the history of the
interaction of a user with a non-context-aware retrieval system (in Sec-
tion 4.5).

Throughout we aim at, and let us inspire by, a probabilistic interpretation
of what a score for a preference rule means. Based on two possible interpre-
tations we derive the two operations ⊗ and ⊕.

The chapter ends with some remarks about implementation (in Sec-
tion 4.6) and further issues (Section 4.7).

4.2 State of art

4.2.1 Preference as utility

Preferences are often discussed in relation to utility of choices (Russell and
Norvig, 2004). The utility theory is a motivation that preferences of users
can in fact be modeled through a score function if they satisfy a set of axioms.
This score function is in that case equal to a utility function U : X → R,
where X is a set of (mutually exclusive) events.

These axioms hold for so-called rational agents. However, the question
presents itself, whether real users are rational (and therefore their preferences
can be modeled by such function). Although the exact answer to this question
is still open to debate, it can be shown that users do resolve non-rational
inconsistencies if they are pointed out to them (Russell and Norvig, 2004).

Modeling users as rational agents and expressing their preference using
a utility function, is not a goal in itself; since the utility function can be
arbitrarily complex it does not add much to our understanding of the user.
The challenge is to model regularities in the preference of a user.

One of such regularities could be the combination of multiple preferences
for single attributes to a preference for a complete document, which is studied
in the multiattribute utility theory. In general we can represent the utility
function as follows:

U (x1 . . . xn) = f [g1(x1), . . . , gn(xn)]
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where x1, . . . , xn are attributes of a document. The function f should prefer-
ably be a simple multiplicative or additive function. However, in the worst
case, f is as complex as the utility function U .

In this chapter we introduce our own functions based on probability the-
ory and independence assumptions. Although these independence assump-
tions makes the model more comprehensible, it is understood that they do
severely limit the expressivity of the score model; we therefore motivate the
assumptions in Section 4.4.5.

4.2.2 Database research in combining preferences

In the first work on preference querying by Lacroix and Lavency (1987),
preferences are considered either more important than others, or equally
important. Difference in importance results in a preference application order,
where preferences are filters that only let through tuples that satisfy them.
Preferences that return no results, are ignored. The semantics of equally
important preferences is that the tuples that satisfy the maximal number of
preferences are returned.

Agrawal and Wimmers (2000) introduced a method, to combine prefer-
ences by combination operators that are designed by the system designer,
allowing much flexibility. Their work is orthogonal to the approach in this
chapter, which focuses on which combination operator to choose.

Kießling (2005) introduces three preference combination operators:

Pareto accumulation (p ⊗ p ′) Preferences p and p ′ are equally important.
Document d dominates d ′, only if it dominates d ′ by one preference and
is equal or also dominant for the other preferences:
d ≺p⊗p′ d ′ = (d≺pd

′ ∧ d�p′d ′) ∨ (d�pd
′ ∧ d≺p′d ′)

Prioritized (lexicographic) composition (p&p ′) Preference p is more im-
portant than p ′. Document d dominates d ′, if it dominates d ′ by pref-
erence p, or is equal with respect to p, but dominant with respect to
p ′: d ≺p&p′ d ′ = d≺pd

′ ∨ (d∼pd
′ ∧ d≺p′d ′)

Numerical preference (rankF (p, p ′)) Given two preferences p and p ′ that
result in a score, the combining function F : R × R → R determines
the preference for documents; a higher resulting score means a higher
preference: d ≺rankF (p,p′) d ′ = F (p(d), p ′(d)) < F (p(d ′), p ′(d ′))

Chomicki (2003) considers the same composition operators. Furthermore,
both Kießling and Chomicki also consider Boolean composition of prefer-
ences.
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Lately there has been much research in the area of (efficient implementa-
tion of) Skyline queries (Börzsönyi et al., 2001). These queries are compara-
ble to Pareto accumulation over a number of attributes. It has been pointed
out by Chomicki (2003) that skyline queries cannot be expressed using score
functions. However, according to utility theory, all preferences of rational
agents can be expressed by score functions and therefore skyline queries that
cannot be expressed by score functions are irrational.

As an example of this irrationality, consider the preference specification
from Section 3.2: “prefer one book tuple to another if and only if their ISBNs
are the same and the price of the first is lower.” the skyline formulation for
this query is:

SKYLINE OF ISBN DIFF, PRICE MIN

This preference indicates that, for the following data, book A is equally
preferred as book B and C , whereas book B is preferred to book C .

BOOK(ID,ISBN,PRICE)
(A, 1381-3626, 90)
(B, 1381-3625, 70)
(C, 1381-3625, 80)

As pointed out by Chomicki (2003), this example cannot be expressed by
score functions, since a score function is unable to express that book A has an
equal score as both B and C , whereas book B should have a higher score than
book C . We show the irrationality of this preference in Figure 4.1, where we
have substituted the display of the book record by giving the address where
the book can be bought.

Finally, research on mining the history to assist database querying has
been looked at before by Agrawal et al. (2003) and Chaudhuri et al. (2004).
Especially in Chaudhuri et al. (2004) probabilistic models are used that bear
similarity to the conjunctive model that will be introduced in Section 4.4.3,
but they do not consider context-awareness or high-level features such as
Description Logics concepts.

In this thesis we consider quantitative preferences and preference combi-
nations using score combination functions, similar to the rankF combination
from Kießling (2005). There are three motivations why we chose for scores
rather than for a partial ordering. First, the resulting score for a docu-
ment is an absolute measure of importance. For this reason, the resulting
score can be used to decide whether two documents differ greatly in prefer-
ence, or only a little. In the latter case, a context-aware DBMS may decide
to return both documents. Second, using scores throughout the preference
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A l i c e  t o  B o b :
  A d d r e s s  f o r  e x p e n s i v e  b o o k  ( C )  
  +  M o n e y
B o b  t o  A l i c e :  
  A d d r e s s  f o r  c h e a p  b o o k  ( B )

A l i c e  t o  B o b :  
  A d d r e s s  f o r  c h e a p  b o o k  ( B )
B o b  t o  A l i c e :  
  A d d r e s s  f o r  o t h e r  b o o k  ( A )

A l i c e  t o  B o b :
  A d d r e s s  f o r  o t h e r  b o o k  ( A )   

B o b  t o  A l i c e :
  A d d r e s s  f o r  e x p e n s i v e  b o o k  ( C )   

S t a t e  1

S t a t e  2S t a t e  3

E x c h a n g e

Figure 4.1 – The irrationality of “prefer one book tuple to another if and only
if their ISBNs are the same and the price of the first is lower” can be shown by
an exchange of information and money between two users; Alice, who has this
preference, and Bob trying to exploit the user. In each state Alice is willing
to make the proposed trade, whereas in the end Alice will lose money.

computation gives us the semantics for combining the strength of a prefer-
ence with other factors that influence the relevance of a document, such as
importance based on external (query) factors and uncertainty of underlying
data. Finally, closely related to the other motivations, it allows us to use
a probabilistic interpretation of the scores, through which we can motivate
combination functions. The probabilistic interpretation of what a score for
a preference rule means is also what differentiates the work in this chapter
from previous work on score based preferences in databases.

Example 4.2.1. As an example of how to use scores to specify the weight of
a set of preferences, consider the following preferences relating to an order
that Marge wants to place at Homer, as taken from Kießling (2005):

Preferences of Marge (1) Marge is interested in notebooks. (2) The CPU
speed must be at least 2 GHz. (3) The order quantity should be around
40, and equally important the main memory capacity should be the
highest possible. (4) Marge’s favorite manufacturers are Toshiba and
Hewlett Packard, which is equally important to her other preferences.

Preferences of Homer (5) Homer wants to maximize his profit margin.
But since he is a fair dealer for Marge, all her customer preferences
are more important to him.

As these preferences are shown as a motivation for the qualitative approach,
from Kießling, it is not possible to represent everything using score functions.
For example, preferences (1) and (2) should be made explicit in the query.
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However, the resulting representation is quite satisfactory, if we identify the
following non-context-aware preferences for orders (where it is assumed that
an order contains only one kind of notebook):

Preference C I σ
r3 � QuantityAround40 0.4
r3′ � ∃hasMemoryAmount .{High} 0.4
r4 � ∃hasManufacturer .{Toshiba,HP} 0.4
r5 � ∃hasMarginAmount .{High} 0.01

We make a few of observations. First, all preferences except r4 are repre-
sented by vague roles as introduced in Section 3.5.5. The reason for this
is that these preferences contain non-discreteness about numbers; such as
“maximize profit margin” and “quantity around 40”. The consequence is
that it is not guaranteed that the notebooks with the highest score indeed have
the highest possible memory (since the form of the external function defines
what the user considers to be large differences in memory). Furthermore, the
combination of preference scores is in our quantitative model explicit, mean-
ing that a phrase like equally important is translated to equal score. Setting
these scores will influence the final score for an order and might therefore
influence the interaction with other systems. Furthermore, with the scoring
approach, it is not possible to express that a preference always has a priority
over another preference. For example if an order has an extremely high mar-
gin, it might still be preferred, even if it does not adhere to the preferences
of Marge. We motivate this behavior by the fact that these wishes of Marge
were not explicit constraints. �

4.3 Traditional information retrieval and context-
awareness

4.3.1 Introduction

In this section, we discuss how contextual relevance can be combined with
query relevance by providing insight into the existing query-based ranking
method of Berger and Lafferty (1999), who generalize the language modeling
approach to information retrieval (Hiemstra, 2001; Ponte and Croft, 1998).
The main reason why we chose to pursue this approach is that it not only
delivers good results for traditional information retrieval but also presents
a conceptually simple probabilistic model that already incorporates some
hints on the influence of context data. This section results in a probability
distribution that preference rules should model.
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Berger and Lafferty imagine that when a user uses an information retrieval
system, she starts with an information need. They imagine this information
as a fragment of an “ideal document”. The user translates this ideal doc-
ument fragment (in her head) into a compact query which is posed to the
system. The task for the retrieval system is, given the query and a model
of how the information need is translated into a query, to retrieve back the
most likely (ideal) document.

Thus the task for the retrieval system becomes to determine for which
document d , the probability that it is ideal, given a query q and a user u, is
the highest:

P(d∈DocIdeal |Q=q ∧ U=u) (4.1)

Here d ∈ DocIdeal is the event that d is in the ideal document set, Q=q is
the event that query q is observed, and U=u is the event that user u poses
the query. By Bayes’ law, P(d∈DocIdeal |Q=q ∧ U=u) can be rewritten as:

P(Q=q |d∈DocIdeal ∧ U=u)P(d∈DocIdeal |U=u)

P(Q=q |U=u)
(4.2)

Since the retrieval process should result in a ranked list of documents and
the denominator, P(Q=q |U=u), is for each document the same, it can be ig-
nored for the ranking purpose, resulting in the following expression consisting
of a query-dependent part that and a query-independent part:

P(Q=q |d∈DocIdeal ∧ U=u)︸ ︷︷ ︸
query-dependent

·P(d∈DocIdeal |U=u)︸ ︷︷ ︸
query-independent

Berger and Lafferty suggest that the query-independent part can be used to
adapt the result to the users needs and interests, but take it to be uniform
for all documents. In their paper, they focus on the query-dependent part;
the probability that query q is posed by the user u, given that document d
is the ideal document.

4.3.2 The query relevance of a document given its features

To get more insight into the approach of Berger and Lafferty (1999), we first
present their method to determine the query-dependent part:

P(Q=q |d∈DocIdeal ∧ U=u)

Berger and Lafferty assume that DocIdeal is a singleton set and that the user
enumerates several significant terms in her query. Ponte and Croft (1998)
make two extra assumptions:
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• The probability that a term t is posed by the user u, given that docu-
ment d is the ideal document, is related to the frequency of the term
t in the document d ; to model this, they introduce a probability dis-
tribution P(t∈Q |d∈DocIdeal ∧ U=u). They call this distribution a
language model.

• The probability that a user query contains a term t , given that docu-
ment d is ideal is independent of the other terms in the query.

Under these assumptions, we have:

P(Q=q |d∈DocIdeal ∧ U=u) =
∏
t∈q

P(t∈Q |d∈DocIdeal ∧ U=u)

Recall that the task for the retrieval system is to determine for which d ,
P(Q=q |d∈DocIdeal ∧ U=u) is the highest. Given that we have the proba-
bility distribution P(t∈Q |d∈DocIdeal ∧ U=u), this equation enables us to
rank documents based on how likely they will address the information need
of the user as expressed in the query.

4.3.3 The effects of context

Since we want to rank documents not only based on the user query but also
based on the context of the user, we shall revisit Equation (4.2) to see how
context plays a role in influencing the terms of the equation. Since the user
was already present in the original model and we are only interested in how
the context influences the information need of the user, we incorporate the
context of the user in the model by considering the user as being situated (i.e.,
having a certain context). We indicate this by replacing u with s , indicating
both user and her situation. Hence, the task of the information retrieval is
to find the document d ∈ Docreal for which P(d∈DocIdeal |Q=q ∧ S=s) is
the highest. According to Bayes’ law:

P(d∈DocIdeal |Q=q ∧ S=s) =

P(Q=q |d∈DocIdeal ∧ S=s)P(d∈DocIdeal |S=s)

P(Q=q |S=s)

As can be seen, context has its effect in three places. First, it affects the
denominator, implying that if a user poses a query which is less likely consid-
ering its context, the documents matching this result should be considered
more relevant. Since this does not affect the ranking of the documents, we
do not address it in our investigation. We imagine, however, that this term



4.4. COMBINING SCORES 63

Satisfied by

preferences

Satisfied by
query

All documents

Most ideal

Figure 4.2 – Both query and preference rules address properties of ideal
documents.

can be used to determine the general relevance of query results in a context-
aware system, for example, to determine how prominent query results should
be displayed.

Second, context affects the “query generation” term P(Q=q |d∈DocIdeal∧
S=s). This term can be used to account for the various input methods under
different contexts leading to a different formulation of a query, even though
the “ideal document” is the same. Notwithstanding the fact that we can
imagine a user posing different query terms when she uses her phone rather
than her desktop PC, we assume in our investigation that the influence of
context on this term can be neglected compared to the effect of context on
the query-independent term.

In the previous section, it was assumed that the query-independent term,
P(d∈DocIdeal |S=s), was the same for each document. However, the essence
of context-awareness the relevance of a document depends on the context of
the user. In the remainder of this chapter, we therefore address the elabora-
tion of this term using preference rules.

4.4 Combining scores

In Section 3.3.3 we introduced a score function σ which assigns a score to
each context-aware preference rule. To combine scores we introduce in this
section a so-called context score combination operation � that combines two
scores σ(r) and σ(r ′) into a score for the composite preference rule {r , r ′}.

Actually, the operation comes in two flavors, namely ⊗ (Section 4.4.3)
and ⊕ (Section 4.4.2), each of which is based on a particular assumption
about the user’s behavior.

To be able to provide a probabilistic interpretation for the combinations,
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we first describe the relation between the aggregated scores of preference
rules and the ideal document for a user in Section 4.4.1.

4.4.1 Probabilistic interpretation of the aggregate score

The context-aware preference for a document in a situation, is based on
the scores of the preference rules that are satisfied for this document in the
situation, and the context score combination function � : R × R → R.

We assume independency between preferences (see Section 4.4.5). Simi-
lar to

∏
and

∑
being product and sum aggregates, we define the aggregate

score function
⊙

as the aggregate of �, i.e.,
⊙

{a, b, . . .} = a � b � . . .. This
requires that � is commutative and associative. Given that the context-
aware preferences for a user u are given by the set of preference rules rsu =
{r1 . . . rn}, we define the preference relation between two documents as fol-
lows:

d0≺rsu
s d1 =def

⊙
r∈rsu |r�sd0

σ(r) <
⊙

r∈rsu |r�sd1

σ(r)

The only information that is available about the effect of the situation
on the ideal documents is encoded in the preference rules of the user. We
therefore stipulate that the probability that a document is ideal given the
situation (which incorporates the user u) is equal to the probability that it
is ideal given the preference rules of the user u that it satisfies.

P(d∈DocIdeal |S=s) = P(d∈DocIdeal |{r ∈ rsu | r �s d}=rs) (4.3)

As the aggregate of the scores should lead to an ordering over documents
depending on their contextual information need, we require the probabilistic
interpretation of the resulting score as being proportional to the probability
that a document is ideal given the preference rules:⊙

r∈rs

σ(r) ∝ P(d∈DocIdeal |{r ∈ rsu | r �s d}=rs) (4.4)

where the score σ and combinations � are tuned to model the probability
distribution.

In this section we present two combinations � together with the conse-
quence for the probabilistic interpretation of the score function σ. A disjunc-
tive combination ⊕ is presented in Section 4.4.2, and a conjunctive combina-
tion ⊗ in Section 4.4.3. The reason for choosing these two is their simplicity.
Although we use different symbols for the combination functions, we use
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Table 4.1 – Three preference rules with their effect on the user’s preference
in a situation where all rules are applicable.

(a) Preferences

Preference C I σ
r1 AtUniversity Technical 0.7
r2 AfterLunch News 0.6
r3 Sunny Short 0.3

(b) Disjunctive combination

Document properties Score
Technical, news, short 1 − ((1 − 0.7) · (1 − 0.6) · (1 − 0.3)) = 0.916
Technical, news, long 1 − ((1 − 0.7) · (1 − 0.6)) = 0.88

Non-technical, non-news, long 1 − 1 = 0

(c) Conjunctive combination in case the prior probability that a doc-
ument satisfies an interest of a rule is equal to the prior probability
that it is not satisfied, given that the rule is applicable, and therefore
σ(r) = 1 − (σ(r̄)) (see Equation 4.13).

Document properties Score
Technical, news, short 0.7 · 0.6 · 0.3 = 0.126
Technical, news, long 0.7 · 0.6 · (1 − 0.3) = 0.294

Non-technical, non-news, long (1 − 0.7) · (1 − 0.6) · (1 − 0.3) = 0.084

for both interpretations the same symbol (σ) for the score function. Also
note that for the disjunctive combination the score of a rule is a probability,
whereas for the conjunctive combination the score of a rule is a ratio between
two probabilities.

To illustrate both combinations we introduce, as an example, a user
Suzanne, who has the preference rules in Table 4.1a.

Instead of a single ideal document (as imagined by Berger and Lafferty)
in this thesis we consider that there is a set of documents that the user is
interested in; DocIdeal ⊆ Docreal . This set consists of all documents that
satisfy the information preference of a user.

4.4.2 Disjunctive context combination

First, we introduce the disjunctive contextual preference combination. The
intuition behind this combination is the assumption that contrary to, for
example, keywords of a query, each preference rule defines a separate concept
of interest and, in principle, a user is satisfied as soon as a document satisfies
one of these concepts. This intuition is displayed in Figure 4.3.
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I1

I2

I3

Docreal

DocIdeal

Figure 4.3 – Situation in which the set of ideal documents is a subset of the
disjunction of three interests. The total grey area is the total set of documents
that is the disjunctive combination of the interests.

c  i s  un i ve rs i t y
d  i s  t echn i ca l

c  i s  a f t e r  l unch
d  i s  n e w s

d  i s  i dea l

c  i s  s u n n y
d  i s  sho r t

Figure 4.4 – Example of a simple Bayesian network, where the fact whether
document d is ideal only depends on whether d is technical and the user is at
the university, d is a news article and it is after lunch, and whether d is short
when the weather is sunny.

Because of the intuition that a document is ideal if one of the contex-
tual interests is satisfied, we choose to adopt a noisy-OR relation between
preferences and ideality. The noisy-OR, introduced by Pearl (1988), is a
generalization of the logical or, where we are allowed to have uncertainty
about whether a parent causes the child to be true. This uncertainty can
be seen as “noise”, which is the reason for the naming. For example in the
Bayesian network in Figure 4.4 the rules are causes (parent) of the event that
a document is ideal (child).

The noisy-OR makes the following two assumptions:

Accountability (all causes are listed). In our example, this means that
a document is only ideal if it is technical at the university, about news
after lunch, or short when it is sunny. This assumption can be relaxed
when we add a so-called leak node, standing for all other causes that
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could lead to the fact that d is ideal based on the situation.

Inhibition independence. In our example, this means that whatever causes
a technical document at the university not to be ideal, is independent
of whatever causes a news document after lunch not to be ideal. For
example, a news article could be imperfect after lunch when Suzanne
just listened to the news on the radio, and a short document could be
imperfect if it is sunny, if Suzanne just got an advice from a fellow PhD
student that long documents are often more relevant.

Following these assumptions, the probability that the child is false equals
the aggregation of the probabilities that prevent the parents from causing
the child to be true. For two parents this results in:

P(¬child|parent, parent′)

= P(¬child|parent,¬parent′) · P(¬child|¬parent, parent′)

this implies that, for two parents, the probability that the child is true is:

P(child|parent, parent′)

= P(child|parent,¬parent′) + P(child|¬parent, parent′)

− P(child|parent,¬parent′) · P(child|¬parent, parent′)

and for n parents:

P(child|parent1 . . . parentn)

= 1 −
∏
i :1..n

P(¬child|parenti ∧
∧

x :1..(i−1),(i+1),..,n

¬parentx )

= 1 −
∏
i :1..n

(1 − P(child|parenti ∧
∧

x :1..(i−1),(i+1),..,n

¬parentx ))

(4.5)

To identify the noisy-OR relation, we take as parents the satisfiability
of the rules in rsu . The score of a rule r for a user u is then equal to the
probability that a document is ideal if it only satisfies r :

σ(r) = P(d∈DocIdeal | {r ∈ rsu | r �s d}={r}) (4.6)

And for a document d satisfying r and r ′:

P(d∈DocIdeal | {r ∈ rsu | r �s d}={r , r ′})
= Following noisy-OR relation
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P(d∈DocIdeal | {r ∈ rsu | r �s d}={r})
+P(d∈DocIdeal | {r ∈ rsu | r �s d}={r ′})
−P(d∈DocIdeal | {r ∈ rsu | r �s d}={r})
·P(d∈DocIdeal | {r ∈ rsu | r �s d}={r ′})

We therefore define the aggregation as follows:

x ⊕ y = a + b − a · b (4.7)

It follows that requirement (4.4) is met:⊕
r∈RSu

σ(r)

= Definition aggregation, definition of ⊕ (4.7), arithmetic

1 −
∏

r∈RSu
(1 − σ(r))

= Definition noisy-OR (4.5), definition of σ(r) (4.6)

P(d∈DocIdeal |{r ∈ rsu | r �s d}=rs)

Note that this relation is stricter than (4.4) requires; equality instead of
proportionality.

In Figure 4.3, when looking at probabilities in terms of frequencies of
observed events (the so-called frequentist view), the score for r = (x , I1)
equals:

σ((x , I1)) =
#(DocIdeal ∩ I1 \ (I2 ∪ I3))

#(I1 \ (I2 ∪ I3))

where x is the context of the situation of Figure 4.3. To get an idea of how
scores are combined, in Table 4.1b we show the disjunctive combination for
the preference scores of Suzanne.

4.4.3 Conjunctive context combination

The intuition for the conjunctive contextual preference combination is the
assumption that context-aware interests are more like query interests and
therefore state that a document is ideal only if the document satisfies all
interests of the user under this situation. This intuition is displayed in Fig-
ure 4.5.

To be able to apply conjunctive aggregation we postulate that each user
has for each rule r = (C, I) ∈ rsu an inverse rule r̄ = (C,¬I) ∈ rsu that is
applicable in the same situations as r but satisfied by exactly those docu-
ments that are not satisfied by r . We also postulate for a set of rules rs the
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Docreal

I1

I2

I3

DocIdeal

Figure 4.5 – Situation in which the set of ideal documents is a subset of the
conjunction of three interests. The total grey area is the total set of documents
that is the conjunctive combination of the interests.

set r̄s that contains the inverses of the rules in rs . Therefore in the situation
in which a rule r is applicable, we know that always r or r̄ is satisfied. Fur-
thermore, if we know that the set of satisfied rules is rs , the rules that were
applicable were rs ∪ r̄s . This means that knowing that the set of rules rs is
satisfied, is equal to knowing that the set of applicable rules is rs ∪ r̄s and
the interests of the rules in rs are satisfied:

{r ∈ rsu | r �s d} = rs

⇔ rs ⊆ {r ∈ rsu | d ∈ r .I} ∧ rs ∪ r̄s = {r ∈ rsu | s ∈ r .C} (4.8)

Similar to query interests, we can rewrite the probability that a document
is ideal, given the applicable rules and the preference rules that it satisfies,
P(d∈DocIdeal |{r ∈ rsu | r �s d}=rs), using Bayes’ rule as:

P(d∈DocIdeal |{r ∈ rsu | r �s d}=rs)

=
P({r ∈ rsu | r �s d}=rs|d∈DocIdeal) · P(d∈DocIdeal)

P({r ∈ rsu | r �s d}=rs)

(4.9)

We consider the prior probability that a document is ideal, P(d∈DocIdeal),
to be equal for all documents. Therefore the probability that a document is
ideal given the preference rules that it satisfies is proportional to the proba-
bility that its preference rules are satisfied by the ideal document divided by
the prior probability that its preference rules are satisfied:

P({r ∈ rsu | r �s d}=rs|d ∈ DocIdeal) · P(d∈DocIdeal)

P({r ∈ rsu | r �s d}=rs)

∝ P({r ∈ rsu | r �s d}=rs|d∈DocIdeal)

P({r ∈ rsu | r �s d}=rs)

(4.10)

In the following deduction, we show how to identify the independent parts
of the latter equation.
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P({r∈rsu |r�sd}=rs|d∈DocIdeal)
P({r∈rsu |r�sd}=rs)

= Applying Equation (4.8)
P(rs⊆{r∈rsu |d∈r .I}∧rs∪r̄s={r∈rsu |s∈r .C}|d∈DocIdeal)

P(rs⊆{r∈rsu |d∈r .I}∧rs∪r̄s={r∈rsu |s∈r .C})
= Product rule

P(rs⊆{r∈rsu |d∈r .I}∧rs∪r̄s={r∈rsu |s∈r .C}|d∈DocIdeal)
P(rs⊆{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C})·P(rs∪r̄s={r∈rsu |s∈r .C})

= Conditionalized product rule
P(rs⊆{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C},d∈DocIdeal)·P(rs∪r̄s={r∈rsu |s∈r .C}|d∈DocIdeal)

P(rs⊆{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C})·P(rs∪r̄s={r∈rsu |s∈r .C})
= Applicability of rules is independent of ideal document

P(rs⊆{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C},d∈DocIdeal)·P(rs∪r̄s={r∈rsu |s∈r .C})
P(rs⊆{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C})·P(rs∪r̄s={r∈rsu |s∈r .C})

=
P(rs⊆{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C},d∈DocIdeal)

P(rs⊆{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C})
=

P(
∧

r∈rs r∈{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C},d∈DocIdeal)

P(
∧

r∈rs r∈{r∈rsu |d∈r .I}|rs∪r̄s={r∈rsu |s∈r .C})

=

⎧⎪⎨
⎪⎩

Independence between satisfaction of rules given applicability,

and satisfaction of rule only dependent on its own

applicability (or its inverse)∏
r∈rs P(r∈{r∈rsu |d∈r .I}|{r ,r̄}⊆{r∈rsu |s∈r .C},d∈DocIdeal)∏

r∈rs P(r∈{r∈rsu |d∈r .I}|{r ,r̄}⊆{r∈rsu |s∈r .C})
= ∏

r∈rs
P(r∈{r∈rsu |d∈r .I}|{r ,r̄}⊆{r∈rsu |s∈r .C},d∈DocIdeal)

P(r∈{r∈rsu |d∈r .I}|{r ,r̄}⊆{r∈rsu |s∈r .C})
= “given r̄” is the same as “given r”∏

r∈rs
P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C},d∈DocIdeal)

P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C})

To choose σ, ⊕, and
⊕

from Equation (4.4), we define the conjunctive
score of a rule as the ratio between the probability that the rule is satisfied
if it is applicable when the document is ideal and the prior probability that
the rule is satisfied if it is applicable.

σ(r) =
P(r∈{r ∈ rsu | d ∈ r .I} | r∈{r ∈ rsu | s ∈ r .C}, d∈DocIdeal)

P(r∈{r ∈ rsu | d ∈ r .I} | r∈{r ∈ rsu | s ∈ r .C})
(4.11)

As the resulting preference score is a multiplication of the scores of indi-
vidual rules, we take

⊗ = multiplication, and
⊗
i :0...n

xi =
∏

i :0...n

xi (4.12)



4.4. COMBINING SCORES 71

Let us illustrate this with an example. Suppose Suzanne has six rules
rsu = r1, r2, r3, r̄1, r̄2, r̄3 with r1 = (University ,Technical), r2 = (Sunny , Short),
r3 = (Lunch,News), and therefore r̄1 = (University ,¬Technical), r̄2 =
(Sunny ,¬Short), and r̄3 = (Lunch,News). We want to know the probability
that a long technical news document d is ideal for Suzanne in a situation s =
“Suzanne is at the university and it is sunny”, {r ∈ rsu | r �s d} = {r1, r̄2}.

P(d ∈ DocIdeal | RSs,d = {r1, r̄2})
∝ ∏

r∈{r1,r̄2}
P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C},d∈DocIdeal)

P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C})

In words, the result is the probability that an ideal document is long and
technical, given that Suzanne is at the university and it is sunny, divided
by the prior probability that a document is long and technical, given that
Suzanne is at the university. Notice that rule r3 does not play a part; indeed,
it is not applicable.

In the specific case that for a rule r the probability that its interest is
satisfied is equal to the probability that its interest is not satisfied, given that
applicability, the score of r is one minus the score of r̄ :

P(r∈{r ∈ rsu | d ∈ r .I} | r∈{r ∈ rsu | s ∈ r .C})
= P(r̄∈{r ∈ rsu | d ∈ r .I} | r∈{r ∈ rsu | s ∈ r .C})

=⇒ σ(r) = 1 − σ(r̄)

(4.13)

In this case the system only has to store either r or r̄ since they follow
completely from each other. To get an idea of how scores are combined if
this is indeed the case, in Table 4.1c we show the conjunctive combination
for the preference scores of Suzanne.

4.4.4 Comparison between disjunctive and conjunctive be-
havior

To get an idea of the behaviors, in Figure 4.6 we plotted for a score com-
bination of two rules the lines that present equal resulting scores. These
plots show that the conjunctive behavior places relatively more emphasis on
satisfying multiple rules than the disjunctive behavior. Since x ⊗ y = x ⊕ y
(with x = 1 − x ) Figure 4.6a mirrors Figure 4.6b.

4.4.5 On the independence of preferences

For the synthesis of our score model (
⊙

, σ), we assume an independence
between the preferences of a user. The question is how realistic this assump-
tion is. In general we can say that, if two preference rules address the same
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(a) Conjunctive behavior for a combination of two scores: the
lines σ(r1) ⊗ σ(r2) = x are plotted for various x . The larger
the x , the higher the line.
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(b) Disjunctive behavior for a combination of two scores: the
lines σ(r1) ⊕ σ(r2) = x are plotted for various x . The larger
the x , the higher the line.

Figure 4.6 – Different behavior of users with two preference rules. On each
line the score combination is constant.
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kind of preference the independence assumption is violated. For example,
the assumption is violated if a user has two rules indicating that she prefers
warm clothes when it is cold outside. In other words, two preference rules
should not have the same intention. The user should take this into account
when designing the rules by combining preferences with the same intention
into a single rule.

We illustrate the consequences using an example. As combination func-
tion we use the disjunctive combination, but similar considerations hold for
other combination functions. Suppose Suzanne searches for articles on XML
and has the following three context-aware preference rules:

Preference C I σ
r1 � AuthorOwnGroup 0.8
r2 � AuthorOwnFloor 0.7
r3 � ConferencePaper 0.9

Furthermore, suppose that her group is located on the same floor. Now
suppose the system has to chose between a conference paper and a technical
report from Sander; someone from her group. The scores for the articles are
as follows:

Conference paper 1 − (1 − 0.9) = 0.9
Report from Sander 1 − (1 − 0.8) · (1 − 0.7) = 0.94

One can see that the interests AuthorOwnFloor and AuthorOwnGroup have
both a positive influence on the report from Sander. Furthermore, since
her group is located on the same floor, the preferences will always overlap.
The question is whether this violates the independence assumption between
interests.

The answer depends on the intention the user had by preference r1 and
r2. If both were to express that Suzanne wanted a paper from an author
nearby location, the assumption is violated. The consequence of this violation
is that the nearbyness of the author might get an “unfair” advantage over
conference papers (unless the user had taken this into account when assigning
the scores). If, however, the intention of preference rule r1 was different
from r2, for example based on the fact that her group often writes very
comprehensible, the interests are independent, which is the assumption of
our score model.

4.5 Score acquisition from historic data

Recall from Section 3.3.1 that the acquisition of the preference (scores) can
either be explicit or implicit. Following the implication that a context-aware
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system should be able to automatically learn the behavior of the user and
her preferences, we discuss in this section how to implicitly acquire scores
from the interaction history.

If the user did not specify any preference rules for documents in contexts,
there are several options at our disposal to acquire her preferences. For
example, by looking at similar users (e.g., those that are nearby), and see
what their preferences are and somehow take the “average” of them as the
preference for the new user. A brief overview of relevant methods is given by
McTear (1993).

In this section, we focus on acquiring the preferences from the interaction
history of the user with a non-context-aware system. The motivation for this
approach is that this information is almost always available to the system
itself and there is no need for explicit preferences or a profile.

Since a situation is never completely the same, and most of the time the
user will probably not be interested in exactly the same document as the last
time when a similar context occurred, we should be careful which interest
and context features to choose and be sure that they generalize over different
documents and situations. For example, suppose a user watches the traffic
bulletin each workday morning. In this case, we may assume that on the
next workday morning, she is again interested in traffic bulletin. The user
is, however, probably not interested in watching the same traffic bulletin but
only in most recent bulletin. Hence, it is important that there is a feature
that generalizes over different traffic bulletins.

How to determine the right kind of features is out of the scope of our
research, since this is specific for each retrieval problem. In many cases, fea-
tures could be provided by data suppliers (e.g., television guides, IMDB), or
determined from sensor readings (e.g., localization techniques, activity recog-
nition). Sometimes, even if we manage to choose well-generalized context and
document features, the user’s behavior might vary because of influences that
cannot be sensed or modeled, or just because the user sometimes wants some
variation. The variation brings about the scores in our context model. Here,
we focus on a behavior in which each chosen document is ideal and show
how to acquire the scores in CIM; based on the disjunctive combination and
based on conjunctive combination.

4.5.1 Definitions and example history

To show how to acquire the rule scores from the historic data, we introduce
a notation for contents of the history. First, we suppose that the user has
posed a query (e.g., “meetings in smart environments” as in Figure 4.7). For
each query, the system stores in the history the situation s , the query q , the
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Figure 4.7 – A typical existing search system, where a user searches for
meetings in smart environments.

user of the system u, the documents that were chosen (e.g., clicked on) by
the user dcs , and the documents that were looked at but not chosen dncs .

The system stores only specifications of documents and situations. To
address the uncertainty that the (real, sensed) data exhibits, the specifica-
tion of the documents and situations that the system stores depends prob-
abilistically on the (real, sensed) data; where the probability that a certain
specification is stored is equal to the probability that the real item conforms
to this specification (as introduced in Section 3.5.2). For example, suppose
that we only differentiate between short and long articles, and technical and
non-technical articles. Suppose that the user chose one (real) document that
was short with a probability of 20% and technical with a probability of 80%,
then the system will choose between the following document specifications
to store:

Choice Probability that the system will
store this specification

short, technical 0.16
short, not technical 0.04

not short, not technical 0.64
not short, not technical 0.16

As we use only the ratios between frequencies in the history to acquire the
scores, it is easy to see that for a history that is long enough, these ratios
approximate the probabilities.

This leads to the following form for a history:

[t = (s , q , u, dncs , dcs), · · · , t ′ = (s ′, q ′, u ′, dncs ′, dcs ′)]
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Since we consider relevant contexts and interests to be identified before-
hand (for example using their Information Gain (Yang and Pedersen, 1997)),
the remaining task is to determine a score for the interests.

Another consideration is that we do not take into account the modeling of
sessions over time; therefore we group all history in the following aggregates
that we use in the next sections:

docpresC = {t ∈ H , d ∈ (t .dcs ∪ t .dncs)|t .s ∈ C • (t , d)}
docinterestC,I = {(t , d) ∈ docpresC|d ∈ I • (t , d)}

= {t ∈ H , d ∈ t .dcs ∪ t .dncs | (C, I) �t .s d • (t , d)}
docchosC = {(t , d) ∈ docpresC|d ∈ t .dcs • (t , d)}

= {t ∈ H , d ∈ t .dcs ∪ t .dncs | t .s ∈ C • (t , d)}

Thus docpresC are those documents that are presented during situations with
context C, docinterestC,I are those documents that were presented and sat-
isfied interest I, and docchosC are those documents that were chosen in sit-
uations with context C. All documents are uniquely identified per history
tuple, to count documents as relevant multiple times over the history.

In order to describe the behavior of the user, we also introduce the set
DocPresented = docpres	 for all the documents that were presented, and
DocChosen = docchos	 for all chosen documents.

We assume that the existing system is not context-aware, and that the
probability that a preference rule is satisfied, given that it is applicable, is
independent of whether the document is presented by the existing system:

P(r∈{r ∈ rsu | d ∈ r .I} | r∈{r ∈ rsu | s ∈ r .C})
= P(r∈{r ∈ rsu | d ∈ r .I} | r∈{r ∈ rsu | s ∈ r .C}, d∈DocPresented)

(4.14)

Of course presented documents by the system might (hopefully) have a higher
probability of being ideal. We postulate that the factor with which this
probability changes is independent of the satisfied preference rules. We call
this factor αsys .

αsys · P(d∈DocIdeal | {r ∈ rsu | r �s d}=rs)

= P(d∈DocIdeal | {r ∈ rsu | r �s d}=rs , d∈DocPresented)
(4.15)

which implies:

αsys · P(d∈DocIdeal | r ∈ {r ∈ rsu | r �s d})
= P(d∈DocIdeal | r ∈ {r ∈ rsu | r �s d}, d∈DocPresented)

(4.16)
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and:

αsys · P(d∈DocIdeal | r /∈ {r ∈ rsu | r �s d})
= P(d∈DocIdeal | r /∈ {r ∈ rsu | r �s d}, d∈DocPresented)

(4.17)

From this specification we derive another expression for αsys :

αsys

= specification (4.15)
P(d∈DocIdeal |{r∈rsu |r�sd}=rs∧d∈DocPresented)

P(d∈DocIdeal |{r∈rsu |r�sd}=rs)

= conditional probability (2×)
P(d∈DocIdeal∧{r∈rsu |r�sd}=rs∧d∈DocPresented)

P({r∈rsu |r�sd}=rs∧d∈DocPresented)
· P({r∈rsu |r�sd}=rs)

P(d∈DocIdeal∧{r∈rsu |r�sd}=rs)

=

⎧⎪⎨
⎪⎩

conditional probability (top-left term)

independence between presentation of d and whether rs

are satisfied (bottom-left term).

P(d∈DocPresented |d∈DocIdeal∧{r∈rsu |r�sd}=rs)·P(d∈DocIdeal∧{r∈rsu |r�sd}=rs)
P({r∈rsu |r�sd}=rs)·P(d∈DocPresented)

· P({r∈rsu |r�sd}=rs)
P(d∈DocIdeal∧{r∈rsu |r�sd}=rs)

= arithmetic
P(d∈DocPresented |d∈DocIdeal∧{r∈rsu |r�sd}=rs)

P(d∈DocPresented)

=

{
independence between presentation of d

and whether rs are satisfied

P(d∈DocPresented |d∈DocIdeal)
P(d∈DocPresented)

Although this gives some insight in αsys , we still cannot determine it from
historic data that we store.

To illustrate the effects of assumed behaviors on the scores, we present
in Table 4.2 an aggregated history. For each behavior, we calculate the
acquired score for the preference rule (C,Technical) in case there are two
rules: (C,Technical) and (C, Short).

We show how to acquire the scores under the assumption that the user
chooses a presented document in a context if and only if the document is
ideal. That is:

d ∈ docpresC ∧ (d ∈ docchosC ≡ d ∈ DocIdeal) (4.18)
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Table 4.2 – An example of an aggregated history for a context C. This history
shows that the user chose 50 documents that were technical of which 35 were
short. The total number of chosen documents is 200.

I #docinterestC,I , #(docinterestC,I ∩ docchosC)
� 400, 200

Technical 70, 50
Short 200, 60

Technical,Short 45, 35

4.5.2 Score acquisition for the conjunctive model

We first consider the scores for the conjunctive combination, where � = ⊗.
To determine the score of a preference rule r , we calculate:

σ(r)

= Definition (4.11)
P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C},d∈DocIdeal)

P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C})

= Assumption (4.14) (2×)
P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C},d∈DocIdeal ,d∈DocPresented)

P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C},d∈DocPresented)

= Assumption (4.18)
P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C},d∈DocChosen)

P(r∈{r∈rsu |d∈r .I}|r∈{r∈rsu |s∈r .C},d∈DocPresented)

This can be looked up the history, in the example of Table 4.2 this implies:

σ((C,Technical)) =
50
200
70
400

=
10

7

Note that the score of a rule can be higher than one since, for the con-
junctive combination, the score is not a probability but a ratio between two
probabilities.

4.5.3 Score acquisition for the disjunctive model

The score for a preference rule r when disjunctive combination of contextual
interests is considered can be acquired using two methods. The first method
is, similarly to the conjunctive case, to use the definition of the score for the
disjunctive combination from Equation (4.6), and consider those documents
that are only satisfied by r = (C, I):

σ(r)

= definition of score from Equation 4.6
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σ(r) = P(d∈DocIdeal | {r ∈ rsu | r �s d} = {r})
= system influence (4.15)

1
αsys

· P(d∈DocIdeal | {r∈rsu | r �s d}={r}, d∈DocPresented)

= presented and ideal equals chosen (Equation (4.18))
1

αsys
· P(d∈DocChosen | {r ∈ rsu | r �s d}={r}, d∈DocPresented)

= in history, r = (C, I)

1
αsys

· #(DocChosen∩docinterestC,I\(
⋃

r′∈(rsu\r) docinterestr′.C,r′.I))

#(docinterestC,I\(
⋃

r′∈(rsu\r) docinterestr′.C,r′.I))

The last fraction can be looked up, and although αsys is still unknown,
we could tune its value to the system. In the specific case that αsys = 5 in
the example of Table 4.2 this implies:

σ((C,Technical)) =
1

5
· 50 − 35

70 − 45
=

3

25

An alternative approach is to look up the fraction of chosen documents
for all documents that satisfy r = (C, I) to those that do not satisfy r . We
calculate these fractions in turn, and call them a and b respectively:

a

= definition: a =
#(DocChosen∩docinterestC,I)

#docinterestC,I
, (4.18)

P(d∈DocIdeal | r∈{r ∈ rsu | r �s d}, d ∈ DocPresented)

= definition (4.16)

αsys · P(d∈DocIdeal | r∈{r ∈ rsu | r �s d})
≈ assume: average in history is good approximation

αsys · 1
#docinterestC,I

·
∑

d∈docinterestC,I
(
⊕

r ′∈({r∈rsu |r�sd}\r) σ(r ′) ⊕ σ(r))

= property 1
n

∑n
i=1((

⊕
j �=i xj ) ⊕ x ) = x ⊕ 1

n

∑n
i=1

⊕
j �=i xj

αsys · (σ(r) ⊕ 1
#docinterestC,I

·
∑

d∈docinterestC,I

⊕
r ′∈({r∈rsu |r�sd}\r) σ(r ′))

= define X as ()-part in preceding line

αsys · (σ(r) ⊕ X )

and

b

= definition: b =
#(DocChosen\docinterestC,I)

#(DocPresented\docinterestC,I)
, (4.18)

P(d∈DocIdeal | r /∈{r ∈ rsu | r �s d}, d ∈ DocPresented)

= definition (4.17)
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αsys · P(d∈DocIdeal | r /∈{r ∈ rsu | r �s d})
≈ assume: average in history is good approximation

αsys · 1
#(DocPresented\docinterestC,I)

·
∑

d∈(DocPresented\docinterestC,I)

⊕
r ′∈({r∈rsu |r�sd}\r) σ(r ′)

= define X’ as ()-part in preceding line

αsys · X ′

Now we postulate that, because of independence, the average score over
the rules is equal whether r was in them or not and therefore X = X ′, and
that the approximations above are equalities. Then it follows from the above
equations by simple arithmetic that:

σ(r) =
a − b

αsys − b

In case αsys = 5 in the example of Table 4.2 this implies:

σ((C,Technical)) =
50
70

− 200−50
400−70

5 − 200−50
400−70

=
2

35

Of course, both methods of calculating the score should provide the same
answer for a user that behaves exactly according to the model. However, as
a user does not often behave exactly according to a model (such as in the
example of Table 4.2), the second method is preferred, since it aggregates
over more combinations. We will therefore apply the second model during
our experiments in Chapter 6

4.6 Implementing CIM on top of a probabilistic
DBMS

In the framework from Figure 3.8, the addition of score combinations (and
uncertainty) results in a probability for the applicability of the preferences.

To investigate how our ideas can be used in practice, we implemented
a system that is able to rank results based on the preference rules of the
user for the disjunctive model. We extended PostgreSQL with a datatype
for event expressions. Furthermore, we constructed functions for creating
special Description Logics views. These views contain the members of the
concept, including the event of their inclusion.

First, we introduce for each rule the event e(r) that the rule is not inhib-
ited. Since in the disjunctive model, inhibition between rules is independent
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(see Section 4.4.2), the probability that a document d is ideal for a user u
can be written as the probability of the event that one of the rules of the
user is valid and applicable, and the rule is not inhibited, formally, without
proof:

P(d∈DocIdeal) = P(
∨

r∈rsu

(e(∃ar .C(a)) ∧ e(r .I(d)) ∧ e(r))) (4.19)

In the system, we therefore constructed for each preference rule r a pref-
erence view that contains all documents D with for each document d ∈ D the
event e(∃ar .C(a)) ∧ e(r .I(d)) ∧ e(r). For example, a preference of Suzanne
for technical documents when she is at the university is created as follows:

SELECT * FROM
createRuleEE($$dl_intersect(dl_oneof(’(’’SUZANNE’’)’),
dl_exists(’dr_hasLocation’, dl_oneof(’(’’UNIVERSITY’’)’)))$$,
$$dl_exists(’dr_hasCategory’,dl_oneof(’(’’TECHNICAL’’)’))$$,0.7);

We take the (probabilistic) union of these views to provide a complete
preference view for a user. This view can be queried for the documents, event
expressions and probabilities as follows:

SELECT dl_id,dl_ee,ee_getprobindep(dl_ee) FROM preferenceview;

For pull queries, we took the intersection of the query result and the
complete preference view to acquire the preferred tuples of the user, where
the probability to which they are included in the result is a measure of their
importance.

Although push queries with scores were not implemented in the prototype,
it is possible to run a continuous query for documents in the preference view,
and whenever a document has a certain probability for being ideal, push this
document to the user.

Finally, as we discussed in Section 4.3.3, the probability that a document
is ideal is also influenced by the query via term P(Q=q |d∈DocIdeal ∧ S=s)
in Equation 4.3:

P(d∈DocIdeal |Q=q ∧ S=s) =

P(Q=q |d∈DocIdeal ∧ S=s)P(d∈DocIdeal |S=s)

P(Q=q |S=s)

Our model suggests to combine both influences by multiplying this proba-
bility with the probability from the preference view, P(d∈DocIdeal |S=s)
to determine the ideality of a document. For Boolean queries the term
P(Q=q |d∈DocIdeal ∧ S=s) is either zero or one, and the combination is
trivial. As we focus on Boolean queries, this is not further discussed in this
thesis.
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4.7 Discussion

In this chapter, we have decided to compare the strength preferences by a
score; σ : preference → R. For basic preferences the score can be acquired in
various ways: it can be acquired from the historical data of a non-context-
aware system, or explicitly assigned by the user, or suggested by the system
on account of similar users. For the combination of preferences we have
designed a score combination function �, coming in two flavors ⊕,⊗: for a
disjunctive and conjunctive behavior of the user, respectively. The design of
the combination function was based on a probabilistic interpretation of ‘the
score of a preference’.

Although we provided some intuition for these models, it remains to be
seen whether these models are actually useful in practise. We address this
question in Chapter 6, where we will show some performance results. As a
consequence of the probabilistic interpretation of the preference combination,
we also get an intuitive semantics for explaining adaptation, as we will see
in the next chapter.

Another interesting area of future research is whether the combination
of preferences can be related to the combination of evidences as done in the
Dempster Shafer (DS) theory (Shafer, 1976), in which separate preferences
can be modeled as basic probability assignments and probability assignments
can be combined with Dempster’s rule of combination. For an initial discus-
sion on using DS theory for modeling preferences, see our technical report
(van Bunningen and Fokkinga, 2006). An additional interesting area of fu-
ture research is the relation between CIM and logical models in information
retrieval, such as Situation Theory (Huibers et al., 1996).

Next to these points, another open question which should be answered in
the future, is how to relate the Description Logics features to the interaction
history, and the question whether more complex context-aware combinations
make sense.



5
Explaining query answers

This chapter presents a method for providing explanations for context-aware
query answers based on a justification of the ranked results. Since we assume
that both the scores as well as the context uncertainty can be expressed using
probabilities, the method is based on an explanation model for probabilistic
databases.

5.1 Introduction

The major benefit of context-awareness is that the system guides users in
their choices and thereby reduces the effort of the users; however, this comes
at a price. As we saw in the previous chapters, the system can have uncer-
tainty about both preferences and context data. Because the system works
with uncertain data, the returned result may contain incorrect answers, mak-
ing the system questionable and unacceptable by its end-users.

As an example, suppose an information integrator populates a relation
HASAUTHOR (publication, author) with two tuples: (Pub1,Harold) of prob-
ability 80% and (Pub1, Sander) of probability 20%. When a user has a pref-
erence for “the papers that Harold wrote without Sander”, the probability
that Pub1 belongs to the query answer is 80%·(100-20%)=64%. However, if
she is completely sure that Sander wrote Pub1, Pub1 is a wrong answer.

To resolve this problem, user interaction with the system is necessary.
It is desirable for the query system to open the black box and explain to
the user how it arrives at a query result, and which uncertainty assumptions
(probabilities) form the basis of the derived query result, so that the user
can decide how much confidence to place in the answer based on her own
knowledge.

In this chapter, we therefore present a method for explaining context-
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aware query answers. First, we survey both general and database related
research on explanation in Section 5.2. We especially focus on how explana-
tions in the field of logic relate to our Description Logics preference rules in
Section 5.2.2. From the literature we conclude that existing research mostly
focuses on giving the full answer derivation process. Since it is important not
to flood the user with explanations, the main contributions of this chapter
are:

• a set of design principles, focusing on justification, to determine the
most important parts of the full explanation (Section 5.3).

• two quality measures for the quality of explanations which are appli-
cable for probabilistic database queries in general, namely gain for
complete answers, and correlation, focusing on a single answer tuple
(Section 5.4).

In the remainder of the chapter, we focus on explaining single answer tuples
and therefore detail the consequences of using the correlation for the expla-
nations to give in typical preference scenarios. We show how to compute an
answer explanation in Section 5.5 and end the chapter with discussions in
Section 5.6

5.2 Explaining answers: state of art

The notion of an explanation is very broad. Russell and Norvig (2004) gen-
erally defined an explanation of a sentence P as a set of sentences E , such
that E implies P . If the sentences are known to be true, they can be used
to prove P . But explanations can also include assumptions ; sentences that
would suffice to prove P if they were true. In most cases, the explanation
E is preferred to be minimal, meaning that no proper subset of E is also an
explanation (Russell and Norvig, 2004).

Work on explanation of answers stems from the field of logic. In the
area of information systems, explanation takes two roles. Either the system
provides knowledge and explanations necessary for the user to carry out her
task, or alternatively the system carries out some action and then explains
the need and reason for the action that the system itself has taken to the
user (Johnson and Johnson, 1993). As a result, most of the explanation
facilities were offered by those expert systems that used rule-based reasoning
to arrive at conclusions. MYCIN (Buchanan and Shortliffe, 1984) is one
of the most exemplary systems. Buchanan and Shortliffe (1984) outlined
five specific reasons for an explanation from an expert system perspective,
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namely, understanding, debugging, education, acceptance, and persuasion,
and provided explanations by translating traces of applied rules from LISP
to English. They implemented several explanation options, of which the two
most important ones were: why the expert system asked the user a certain
question, and how the system deduced a certain conclusion.

In the area of recommender systems, explanation mechanisms were also
exploited to achieve the following seven main targets: transparency - explain-
ing how the system works; scrutability - allowing users to tell the system it
is wrong; trust - increasing the user’s confidence in the system; effectiveness
- helping users make good decisions; persuasiveness - convincing users to
try or buy the recommended items; efficiency - helping users make decisions
faster; satisfaction - increasing the ease of usability or enjoyment (Tintarev
and Masthoff, 2007).

In addition, there have also been considerable studies into cognition, psy-
chology, and philosophy of questioning and question-answering with humans
and how explanation can be applied to human-computer interaction (Sim-
mons, 1970; Lester and Porter, 1997). Most of the research in this area
is concerned with language analysis of questions and generation of answers
in natural language. Interesting to mention here is the work of Simitsis and
Koutrika (2006) on the generation of narratives of answers to so-called Précis
queries (Simitsis et al., 2008). These are queries over a database schema with
weights (for example from a preference, see Figure 3.1). The query consists
of keywords, together with a specification (in the form of a weight) of which
connected relations and attributes should be included in the answer. The
consequence of such a query is that the answer is in itself a multi-relation
database, from which the narrative is generated.

Summarizing the previous research in this area, lots of research has been
done on explanation from many viewpoints and for many purposes. It is
therefore important to define an explicit purpose for our explanation, which
we will do in Section 5.3. Furthermore relating to the definition of explana-
tion of Russell and Norvig, in this chapter we do not focus on explanations
of an answer in the strict sense, but rather on presenting one of the sentences
in E that make up the complete explanation.

5.2.1 In database systems

In the database field, answer explanations are traditionally concerned with
query plans and path selections. The purpose is mainly to tune applica-
tions to take advantage of indices, instead of explaining why an answer was
returned.

The first work that considered the data provenance (or lineage) as a
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Figure 5.1 – Lineage in the Trio system, where it is explained why a tuple
(Bob,Kidnapping) is in the table ‘high suspect’; based on the fact that there
was a witness for the persons appearance, and for the car that the person
drove.

problem in itself was the work of Cui and Widom (2000) and Buneman et al.
(2001). The latter work differentiated between the sources that influenced
the answer (why-provenance) and the locations in source databases where
the answer was extracted from (where-provenance).

For explaining answers under uncertainty, a first step is the translation
of the work on lineage to probabilistic databases by Benjelloun et al. (2006),
as implemented in the Trio system (Mutsuzaki et al., 2007). Their approach
makes it possible to identify for each tuple in a query answer the complete
set of source data items that produced the tuple (see for example Figure 5.1).

Nevertheless, astute readers may argue that the way of presenting all
the base assumptions in the database related to resulting tuples may not
be practical and user-friendly, particularly in situations where the user has
(or wants) limited amount of time to examine the result, and the underly-
ing uncertain assumptions are overwhelming. In other words, the answer
explanations provided by the system must be concise and vital enough, so
that users can quickly and easily justify the query answer based on their own
knowledge.

Das et al. (2006) did some research in this direction, focussing on concise
answers. Their contribution is a method to select the top-m attributes of
a query. The top-m is identified as those attributes that best explain the
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Figure 5.2 – Explanation of the minimal set of axioms from the ontol-
ogy responsible for subsumption MaleStudentWith3Daughters � Parent from
Kalyanpur et al. (2006), with irrelevant parts struck out.

ranking of an answer based on a score function. They differentiate between
the top-k answers that are presented to the user and the other answers to
the query that are not presented. Based on this distinction, they consider
three measures of explanatory power of an attribute; its influence on the
scores, its influence on the ranks (vs. the answers that are not in the top-k),
and its influence on the relative rank (vs. the other answers in the top-k).
The difference between their approach and ours is that they focus on the
most explanatory attributes for the complete result, whereas we focus on the
best explanation per item. Furthermore, we focus on a probabilistic score
function that allows us to probabilistically motivate the explanation power
of an item.

Finally, in the area of databases and preferences, Kießling and Köstler
(2002) confirmed the need for explaining results of preferences, because pref-
erences lead to non-explicit query results. Kießling and Köstler focus on
justification by introducing functions that indicate to which degree a certain
item matches the preferences.

5.2.2 Logical explanation of answers

Since we represent preferences of users in a logical framework, we first address
the explanation of the answers from a logical point of view. Modeling the
preference for an answer as a membership of a logical concept (and ignoring
the scores), explanation should justify why a certain answer d is a mem-
ber of an interest concept I, given the ontology. Kalyanpur et al. (2006)
researched the related question of how to provide explanations to justify
why an ontology entails a certain statement. For example, in Figure 5.2,
the justification is given why a certain ontology entails the subsumption of
MaleStudentWith3Daughters by Parent .

The exact workings of the reasoning system are out of the scope of this
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Document:
doc
I

Title: To-
wards. . .

AuthorA:
Sander001
co-author

Name:
Sander

PubA:
Pete01ami

PubB:
Jans99ctext
own paper

Title: Sensor
net. . .

AuthorA:
Peter
self

AuthorB:
Sander

AuthorB:
Klaas002

Language:
English

Figure 5.3 – Part of the explanation for a publication that is relevant because
one of the authors is a co-author. Next to the reasoning, for clarity, also the
other attributes of the items under consideration are given, although they are
not a necessary part of the explanation.

thesis. But for simple cases, the system could explain its reasoning by step-
by-step explaining the membership of defined concepts in the interest concept
I by their definitions from the ontology, until it arrives at stored data (that
is unexplainable, since it is asserted).

For example, suppose a user PETER has an interest I ≡ hasAuthor .CoAuthor
and the following statements are part of the ontology:

CoAuthor ≡ authorOf .OwnPaper

OwnPaper ≡ hasAuthor .Self

Self ≡ {PETER}

When the system wants to explain why it believes PETER prefers docu-
ment doc, it might do so by stating that it believes that the author of doc,
Sander001, is a co-author of Peter (see Figure 5.3). However, Peter might
not be able to verify this information and can ask the system “Please provide
an explanation why you believe that Sander001 is a co-author.” In this case,
the system shows its belief that one of the papers that Sander has written,
Jans99ctext , is co-authored by Peter. And so forth, until there are no defined
concepts left and the whole reasoning is explained.

Although explaining why a document satisfies a single interest can be
relatively simple, as we add more preference rules and add the explanation of
why the preference rules are applicable, based on the context, the complexity
of the explanation increases quickly, as seen in Figure 5.4.
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Document
doc

r1 satisfied

Document:
doc
I1

Title: To-
wards . . .

AuthorA:
Sander001
co-author

AuthorB:
Klaas002

Sit-fill:
Peter
C1

Activity:
Eating
FreetimeAct

Location
Room3061

r2 satisfied

Document:
doc
I2

Title: To-
wards . . .

Subject:
XML
Technical

AuthorA:
Sander001

Sit-fill:
Eric
C2

Location:
Zilverling
University

Figure 5.4 – Possible explanation tree of a document that is preferred because
of two preference rules r1, and r2. In boldface the contributing beliefs are
presented. For a situation the various possible fillers (Sit-fill) are explained.
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A problem of explaining the logical reasoning why an answer is preferred is
the amount of data that can contribute to the belief that answer is preferred.
Furthermore, our problem is even more complex since we also have to deal
with uncertainty, and elements down in the explanation tree might have more
influence than the top elements (see Section 5.4.3 for some typical examples).

In the remainder of this chapter, we therefore focus on explaining only
part of the assumptions, based on criteria we introduce in the next section.
However, the two explanation approaches do not exclude each other (as we
discuss in Section 5.6.1).

5.3 Design Principles

Building an explanation facility can benefit systems and users in various
ways, as described in the related work. To fill the gap between giving only one
answer probability (“non-explanation”), and giving the full answer derivation
process (“over-explanation”) which was the focus of previous research, we
introduce an answer explanation model for context-aware queries.

The role of explanations determines the appropriate explanation model
and associated quality measurement. As context-aware systems work with
uncertain assumptions to derive uncertain answers, both of which could be
wrong, the explanation facility that we investigate in this study is thus aiming
at justification. This bears most similarity to understanding and debugging
from an expert system perspective, as well as scrutability from a recom-
mender system perspective.

We consider that a user usually is more likely to recognize mistakes in
basic assumptions leading to an answer, than mistakes in the answer itself.
Therefore, by revealing possibly wrong or correct assumptions used in answer
derivation, the system could let the user decide, based on her knowledge
about these assumptions, how much confidence to place in the final derived
context-aware answer. This explanation can also help enforce the acceptance
of the system, since if the user understands why an answer is wrong, she
would not question much about the behavior of the system.

For our purpose of justification, we define the following four consider-
ations for the design of our answer explanation model for context-aware
database queries.

1. Verifiability. In response to the justification requirement, the contents
of an explanation provided must be verifiable by the users.

2. Concision. From a user’s viewpoint, a long list of explanation contents
for an answer is normally undesirable and overwhelming, particularly
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when the user has limited amount of time to examine the query result.
Therefore, the explanation provided must be concise enough, standing
in between the traditional no-explanation and over-explanation.

3. Influenceability. Closely related to the above concision requirement, the
explanation contents offered must have the greatest influence upon the
answer. That is, if these contents are changed, there is a high chance
that the answer will be affected and changed accordingly. There is
no use to explain something whose change makes no difference for the
answer.

4. Doubt. The contents of an explanation preferably exhibit a certain
degree of uncertainty. In other words, there is a relatively high chance
that these contents may be wrong under certain circumstances. It
makes no sense to explain something to the user, while the system is
pretty sure about its correctness.

5.4 Explaining answers in a probabilistic setting

Recall from Section 4.6 in the previous chapter that the preference of a user
for the disjunctive model can be seen as a probabilistic view over the set of
documents. In this view, each document d is associated with a probabilistic
event equal to:

P(P(d∈DocIdeal)) = P(
∨

r∈rsu

(e(∃ar .C(a)) ∧ e(r .I(d)) ∧ e(r))) (5.1)

Therefore, the event expression associated with a document encompasses the
reasoning that lead to the document appearing in the answer, and providing
the best justification for an answer to a general probabilistic database query
also provides the best justification why a document is preferred. To be as
general as possible we address in this chapter the general case of explaining
answers to probabilistic database queries. We support our approach with
examples from preference rules in Section 5.4.3, and address verifiability of
higher-level answers in Section 5.4.2.

As discussed in Section 3.5.2 and Section 3.5.3, the answer to a probabilis-
tic database query is a list of tuples originating from the base relations. Each
resulting tuple comes with a probability, computed based on the probabilities
of the base tuples. In a context-aware setting, uncertainty often comes from
observable properties of a user, such as location, mood, written papers, etc.
It is therefore that a user can more easily recognize mistakes in underlying
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meaningful assumptions that lead to an answer than mistakes in the answer
itself. In this study, this implies that a user is more likely to verify the truth
of a base tuple or a meaningful view tuple than that of an answer.

We therefore discuss two measures that indicate the explanation quality
of an assumption based on their ability to justify either a complete answer
(gain) or a single answer tuple (correlation). As we are concerned with
explanations for answer tuples, we focus on correlation.

In the rest of this chapter we will use eQ(A) as shorthand for the event
that an answer tuple A belongs to the result of a query Q . For our preference
model, this is equal to the event A ∈ DocIdeal . Furthermore, we will use
e(T ) as shorthand for the event that an assumption represented by a tuple
T is true. We call T the assumed tuple.

In advance of our knowledge of explanation, we introduce the notion of
an explained answer.

Definition 5.4.1. Let Q be a query. An explained answer A to Q is a list:
A = 〈(A1,E1,P1,X1), . . . , (An ,En ,Pn ,Xn)〉, where Ai is an answer tuple,
Ei = eQ(Ai) is the event expression for the derivation of Ai , Pi = P(Ei)
is the probability that Ai belongs to the answer to Q. In Definition 5.4.2 we
define component Xi , here we only say that it is an “explanation component”.
The list is ordered by decreasing Pi .

We also postulate a function best that provides the answer tuple with the
highest probability for a complete answer; best(A) is the answer tuple Ai for
which P(eQ(Ai)) is maximal in A; thanks to the ordering of the list i = 1.

Gain

For the motivation of the first measure, we imagine the following interaction
process:

First, the user is presented with an explained answer A. Then, the user
provides feedback by a statement about the truth-value of the explanation X1

for the answer tuple with the highest probability P1. The system then uses
the feedback to recalculate a new answer, A′, based on the new information.
From this new complete answer, the user chooses the answer tuple with the
highest probability: best(A′).

The first measure we call gain and is defined over a complete answer A
to a query Q . Let A′ be the answer that the system provides in case the
user states that T = X1 is true, and let A′′ be the answer that the system
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provides if the user states that T is false, then gain is defined as follows:

gain(A,T ) = P(eQ(best(A′))|e(T )) · P(e(T ))

+ P(eQ(best(A′′))|e(¬T )) · P(e(¬T ))

− P(eQ(best(A)))

(5.2)

or, in words: the gain is defined as the increase in probability of the high-
est ranked answer tuple for a system with an explanation feedback-process,
compared to a system without this process.

If confirmation of the assumed tuple T by the user does not affect the
highest ranked answer tuple i.e., best(A′) = best(A), the gain can be simpli-
fied as follows:

gain ′(A,T ) = P(eQ(best(A))|e(T )) · P(e(T ))

+ P(eQ(best(A′′))|e(¬T )) · P(e(¬T ))

− P(eQ(best(A)))

= P(eQ(best(A)) ∧ e(T )) − P(eQ(best(A)))

+ P(eQ(best(A′′))|e(¬T )) · P(e(¬T ))

= −P(eQ(best(A)) ∧ ¬e(T ))

+ P(eQ(best(A′′))|e(¬T )) · P(e(¬T ))

= −P(eQ(best(A))|¬e(T )) · P(e(¬T ))

+ P(eQ(best(A′′))|e(¬T )) · P(e(¬T ))

= P(e(¬T ))

· (P(eQ(best(A′′))|e(¬T )) − P(eQ(best(A))|e(¬T )))

(5.3)

This situation happens in particular when answer tuples other than best(A)
are independent of T , and T is positively correlated with the best answer
tuple. We will use this situation later in this chapter to relate the correlation
and gain measure.

As an example of the use of gain, suppose that a system provides the
following answer to a query Q for ideal documents:

A =〈(d , · · · , 0.75, authorOf (Sander001, Jans99ctext)),

(d ′, · · · , 0.7, hasActType(Peter ,Eating))〉

Suppose also that the ideality of d ′ is not dependent on the explanation for
d and that, in case Sander is not the author of Jans99ctext , the probability
that d is ideal is smaller than the probability that d ′ is ideal (0.7). In this



94 CHAPTER 5. EXPLAINING QUERY ANSWERS

case, the gain for the assumed tuple authorOf (Sander001, Jans99ctext) is:

gain(A, authorOf (Sander001, Jans99ctext))

= P(eQ(d)|e(authorOf (Sander001, Jans99ctext)))

·P(e(authorOf (Sander001, Jans99ctext)))

+ P(eQ(d ′)|e(¬authorOf (Sander001, Jans99ctext)))

·P(e(¬authorOf (Sander001, Jans99ctext)))

− P(eQ(d))

Suppose that, given that Sander is in fact the author of Jans99ctext ,
the probability that d is ideal is 0.9, and the probability that Sander is the
author of Jans99ctext is 0.5. This means that the possible answers after the
feedback process are:

A′ =〈(d , · · · , 0.9, · · · ), (d ′, · · · , 0.7, · · · )〉
A′′ =〈(d ′, · · · , 0.7, · · · ), (d , · · · , < 0.7, · · · )〉

The probability that the first answer tuple is correct after the feedback pro-
cess is 0.5 · 0.9 + 0.5 · 0.7 = 0.8. Since the original probability that the first
answer tuple is correct is 0.75, the gain is 0.8 − 0.75 = 0.05. Note that for
this example we also could have used the simplified version gain ′ instead of
gain.

A problem of the gain is that this measure is dependent on the whole list
A. Furthermore, choosing the explanations with the highest gain can result
in explanations that are not related to the first answer tuple. This is not
satisfactory since our goal is to justify answer tuples in isolation.

Correlation

Following the concision and influenceability considerations, we therefore pro-
pose that the strength of the relationship between an explanation and an
answer should be maximal. For example, an assumed tuple T is a perfect
explanation for an answer tuple A and a query Q if e(T ) ⇔ eQ(A). Hence, we
choose as the explanation content the assumed tuple for which the truth-value
has the maximal correlation with the truth-value of the answer tuple. We
measure the correlation between those truth-values as the actual probability
of co-occurrence between event eQ(A) and event e(T ) minus the probability
of co-occurrence if the events where independent:

Corr(A,T ) = P(eQ(A) ∧ e(T )) − P(eQ(A)) · P(e(T )) (5.4)
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The correlation is most extreme when e(T ) and eQ(A) are either identical
or opposite. If Corr(A,T ) is zero, then eQ(A) and e(T ) are independent. If
Corr(A,T ) is larger than zero, then eQ(A) and e(T ) are positively correlated,
meaning that an increase in the probability of either of them will also increase
the probability of the other. Similarly, if Corr(A,T ) is smaller than zero,
then they are negatively correlated. Furthermore, the maximal correlation
with an answer tuple A is equal to Corr(A,A) = P(eQ(A)) − P(eQ(A))2.

We give two other motivations for defining correlation as the quality mea-
sure of explanations. First, we write the correlation as follows:

Corr(A,T ) =
1

2
· (P(e(T )) · (P(eQ(A)|e(T )) − P(eQ(A)))

+ P(e(¬T )) · (P(eQ(A)) − P(eQ(A)|e(¬T ))))

The right hand side of this equation can be seen as the “improvement of
probability” for a certain answer tuple after the explanation has been taken
into account. In words: the assumed tuple is either true or false. If the
assumed tuple is true, the confidence changes with

P(eQ(A)|e(T )) − P(eQ(A))

If the assumed tuple is false, the confidence changes with

P(eQ(A)) − P(eQ(A)|e(¬T ))

Since the user can verify whether the assumed tuple is true or false, the
probability is improved with either the former or the latter.

Second, correlation directly addresses our considerations on doubt of the
tuple and influenceability from Section 5.3, as it is the multiplication of them,
as can be seen in the following deduction:

Corr(A,T ) = P(eQ(A) ∧ e(T )) − P(eQ(A))P(e(T ))

= −P(eQ(A))P(e(T )) + P(eQ(A) ∧ e(T ))

= P(eQ(A)) − P(eQ(A))P(e(T )) − P(eQ(A))

+ P(eQ(A) ∧ e(T ))

= P(eQ(A)) · (1 − P(e(T )))

− (P(eQ(A)) − P(eQ(A) ∧ e(T )))

= P(eQ(A)) · P(e(¬T )) − P(eQ(A) ∧ e(¬T ))

= P(e(¬T )) · (P(eQ(A)) − P(eQ(A) ∧ e(¬T ))

P(e(¬T ))
)

= P(e(¬T ))︸ ︷︷ ︸
doubt

· (P(eQ(A)) − P(eQ(A)|e(¬T )))︸ ︷︷ ︸
influence

(5.5)
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Note that our notion of correlation differs from the linear correlation as
measured by Pearson’s correlation coefficient. In fact, our correlation refers
to a degree of dependence; the predictability of one variable upon the other
(in the same way as Hall (1999) describes). Usage of linear correlation in
database research has been done by Brin et al. (1997) for extracting so-called
correlation rules for data mining.

Relation between gain and correlation

In special circumstances gain and correlation are related as follows:

(a) gain(A,T ) ≤ Corr(best(A),T )

(b) gain(A,T ) = Corr(best(A),T )

For both cases it is required, like for Equation (5.3), that a confirmation of
the assumed tuple T does not affect the highest ranked tuple, i.e.,

(i) best(A′) = best(A)

In addition to (i) a sufficient condition for (a) is that

(ii) There are no answer tuples negatively correlated with e(T )

For (b) we have as additional sufficient condition that the probability of the
highest ranked answer tuple that the system provides if the user states that
T is false, is equal to the original probability of the initial highest ranked
answer tuple:

(iii) P(eQ(best(A′′))|e(¬T )) = P(eQ(best(A)))

Now it easy to prove that (i) and (ii) together imply (a), and (i) and (iii)
together imply (b). First, for (a):

gain(A,T )

= (i), Equation (5.3)

P(e(¬T )) · (P(eQ(best(A′′))|e(¬T )) − P(eQ(best(A))|e(¬T )))

≤ (ii) - so P(eQ(best(A′′))) ≤ P(eQ(best(A)))

P(e(¬T )) · (P(eQ(best(A))) − P(eQ(best(A))|e(¬T )))

= Equation 5.5

Corr(best(A),T )

Similarly, for (b):

gain(A,T )

= (i), Equation (5.3)
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P(e(¬T )) · (P(eQ(best(A′′))|e(¬T )) − P(eQ(best(A))|e(¬T )))

= (iii), so P(eQ(best(A′′))|e(¬T )) = P(eQ(best(A)))

P(e(¬T )) · (P(eQ(best(A))) − P(eQ(best(A))|e(¬T )))

= Equation 5.5

Corr(best(A),T )

Conclusion

Since we want to explain single answer tuples, as argued before, we choose
to explain the answer tuples using the assumed tuple with the highest cor-
relation. Therefore, in summary and reverting to definition 5.4.1, we define
the answer explanation for probabilistic database queries as follows.

Definition 5.4.2. Let Q be a query and A an explained answer to Q, say
A = 〈(A1,E1,P1,X1), . . . , (An ,En ,Pn ,Xn)〉. An explanation compo-
nent Ei is a tuple Ti , where Ti = arg maxT |Corr(Ai ,T )|

5.4.1 Examples

To illustrate the answer explanation we discuss several representative query
examples. Table 5.1 is a small probabilistic database with three base rela-
tions, where the base tuples are assumed to be independent.

Example 5.4.1. A query “look for the publications where Sander and Harold
were co-authors” leads to the explained answer of length 1:

Answer Complex Event Probability X
tuple
Pub1 HA P1 HA ∧ HA P1 SA 0.8 · 0.2 = 0.16 hasAuthor(Pub1,Sander)

Intuitively, both assumed tuples indicating that Sander and Harold are au-
thors of Pub1 are equally important for the result, since in case that either
Sander or Harold is not the author of Pub1, this answer will not be re-
turned. However, for a conjunctive expression, the most influential one which
could invalidate the answer is the assumption that Sander is the author of
Pub1, the most uncertain one. This is evident from the correlation which is
for Harold P(¬HA P1 HA) · (P(eQ(Pub1)) − P(eQ(Pub1)|¬HA P1 HA)) =
0.2 · (0.16 − 0.0) = 0.032, and for Sander P(¬HA P1 SA) · (P(eQ(Pub1)) −
P(eQ(Pub1)|¬HA P1 SA)) = 0.8 ·(0.16−0.0) = 0.128. Therefore the system
provides X = hasAuthor(Pub1, Sander) as explanation for the answer tuple
Pub1. �
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(a) Author relation

Basic Event Pr. HASAUTHOR
(publication, author)

HA P1 HA 0.8 (Pub1, Harold)
HA P1 SA 0.2 (Pub1, Sander)
HA P1 PA 0.6 (Pub1, Pavel)
HA P2 JA 0.5 (Pub2, Jaap)
HA P2 HE 0.8 (Pub2, Henk)

(b) Group relation

Basic Event Pr. HASGROUP
(person, group)

GR HA UT 1.0 (Harold, UTwente)
GR SA UT 1.0 (Sander, UTwente)
GR PA UT 1.0 (Pavel, UTwente)
GR JA EI 1.0 (Jaap, Eindhoven)
GR HE EI 1.0 (Henk, Eindhoven)

(c) Professor relation

Basic Event Pr. PROF
(group, professor)

PF UT PE 0.9 (UTwente, Peter)
PF EI AX 0.7 (Eindhoven, Paul)

Table 5.1 – A probabilistic database with 3 base relations. Probability values
are chosen to simplify the example calculations, not to reflect a real scenario,
although the structure is realistic.
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This example is typical for event expressions that are a conjunction
of base events. In these cases, the most uncertain event has the high-
est correlation. Recall that the correlation can be written as the mul-
tiplication of doubt about the assumed tuple, P(e(¬T )), and influence,
P(eQ(A)) − P(eQ(A)|e(¬T )). Since the influence is for each assumed tu-
ple the same (because P(eQ(A)|e(¬T )) is zero for all assumed tuples), a
higher uncertainty about T means a higher correlation.

Example 5.4.2. A query “look for the publications of which either Sander
or Harold is an author” has the explained answer:

Answer Complex Event Probability X
tuple
Pub1 HA P1 HA 0.8 + 0.2 − (0.8 · 0.2) hasAuthor(Pub1,Harold)

∨HA P1 SA = 0.84

The truth-value of the basic event HA P1 HA has more influence on the result
than HA P1 SA in the disjunctive event expression, since if Harold was not
the author of Pub1, it says more about the system being false than if Sander
was not the author of Pub1. The correlations are:

Corr(Pub1, hasAuthor(Pub1,Harold)) = 0.64
Corr(Pub1, hasAuthor(Pub1, Sander)) = 0.04

Therefore the system provides X = hasAuthor(Pub1,Harold) as explanation
for the answer tuple Pub1. �

This example is typical for event expressions that are a disjunction of base
events. This follows from the fact that correlation can be written as P(e(T ))·
(P(eQ(A)|e(T ))−P(eQ(A))). Furthermore, because P(eQ(A)|e(T )) = 1 for
all assumed tuples, P(eQ(A))−P(eQ(A)|e(T )) is the same for each assumed
tuple. Therefore, a higher certainty means a higher correlation.

Example 5.4.3. A query “look for the publications of which Harold is an
author but not Pavel” leads to the explained answer:

Answer Complex Event Probability X
tuple
Pub1 HA P1 HA 0.8 · (1 − 0.6) = 0.32 ¬hasAuthor(Pub1,Pavel)

∧¬HA P1 PA

The correlations are:

Corr(Pub1, hasAuthor(Pub1,Harold)) = 0.064
Corr(Pub1, hasAuthor(Pub1,Pavel)) = −0.112
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The absolute value for Corr(Pub1, hasAuthor(Pub1,Pavel)) is the highest,
so the explanation will focus on ¬hasAuthor(Pub1,Pavel). That is, if Pavel
is not the author of Pub1, the result tends to be correct with high probability.

�

Example 5.4.4. A more complicated query “look for the publications of per-
sons in the group of Professor Peter” will return the explained answer:

Answer Complex Event Probability X
tuple
Pub1 PF UT PE∧ 0.9 · (1 − 0.2 · 0.8 · 0.4) PROF (UTwente,Peter)

((HA P1 HA ∧ GR HA UT) = 0.8424

∨(HA P1 SA ∧ GR SA UT)

∨(HA P1 PA ∧ GR PA UT))

As tuples of the HASGROUP-relation are certain, their correlation with the
answer is zero, and they are not used as explanations in our approach. For
the other relevant base tuples in the database, the correlations are:

Corr(Pub1, hasAuthor(Pub1,Harold)) = 0.04608
Corr(Pub1, hasAuthor(Pub1, Sander)) = 0.01152
Corr(Pub1, hasAuthor(Pub1,Pavel)) = 0.03456
Corr(Pub1,PROF (UTwente,Peter)) = 0.08424

So the correlation for PROF (UTwente,Peter) is the highest. The system
therefore explains the (only) answer tuple by the assumption that the professor
of the group UTwente is Professor Peter. The interesting part of this example
is that, in this case, the best explanation for an answer tuple is not one of
its direct attributes. �

5.4.2 Verifiable views

Apart from incorporating base tuples into an answer explanation, it is pos-
sible to consider relevant view tuples as long as these view tuples are mean-
ingful and expressive, and thus easily verified by users. We call the views of
which the membership of tuples can be verified by the user verifiable views.
These views can be defined by the user.

For example, a user may be able to verify the high-level concept of the
group that took part in a publication. This view table looks, for the example
database from Table 5.1, as follows:
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P u b l i c a t i o n

A u t h o r

G R O U P

P r o f e s s o r

I D

I D

I D

H A S A U T H O R H A S G R O U P

Figure 5.5 – A typical example of a “double fan” between publications and
groups, where the truth-value of whether a professor is the head of the group
can have its influence on a publication through different routes.

PUBGROUP(pub,group) Complex Event
(Pub1,UTwente) (HA P1 SA ∧ GR SA UT )

∨(HA P1 HA ∧ GR HA UT )
∨(HA P1 PA ∧ GR PA UT )

(Pub2,Eindhoven) (HA P2 JA ∧ GR JA EI )
∨(HA P2 HE ∧ GR HE EI )

In case a user can indeed verify the tuples of the PUBGROUP -view, the
explanation X for Example 5.4.4 could be PUBGROUP(Pub1,UTwente);
the assumption that the people of Twente wrote Pub1.

The correlation between a view tuple and a result tuple is calculated in a
similar way as for an ordinary tuple. To balance the influence, expressiveness,
verifiability, and the associated computational complexity, it is reasonable to
consider both base and view tuples as the candidate explanation components.

5.4.3 The double fan

Example 5.4.4 is a typical example of what we call the “double fan” as
displayed in Figure 5.5. A double fan is a situation in which the answer tuple
is dependent on a single assumed tuple via multiple ways. In Example 5.4.4,
whether someone in the group of Peter wrote Pub1, depends via multiple
authors on the assumed tuple that indicates whether Peter is professor of
UTwente.

The implication of this structure is that, since there are many direct
attributes (e.g., authors) that lead to a single other fact, direct attributes of
the answer tuple might not have the highest correlation and be less effective
as explanation than other assumptions.
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Many context-aware queries can incorporate such constructions. For ex-
ample:

• Group � Student � Supervisor; give me groups that have students that
are supervised by an ACM-fellow.

• Paper � Author � Paper; give me papers of the authors that wrote a
paper with me.

• Author � Paper � Author; give me co-authors of an author in my group.

• Person � Location � Person; give me persons who are in the same room
as a friend.

• Movie � Actors � Movie; give me movies of actors that played in my
favorite movies.

• Movie � Genre � Movie; give me movies with the same genre as my
favorite movie.

5.5 Implementing the explanation system

Now that we have shown how to determine the explanation component using
the correlation, we provide in Section 5.5.1 a method for efficiently computing
the correlations within a probabilistic database, based on event expressions.
Then we address possible optimizations in Section 5.5.2.

Since for each answer tuple in the preference view of Section 4.6 we have
the event expression, we are able to extend our approach by providing an
explained answer, using the basic approach, by presenting the assumed tuple
with the highest correlation with each answer tuple.

5.5.1 Basic Approach

To calculate the probability of an answer tuple, one can first convert its
complex event expression into an equivalent disjunctive normal form, and
then apply the following inclusion-exclusion (IE) formula (e.g., see Fuhr and
Rölleke (1997)):
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P(eQ(A)) = P(C1 ∨ · · · ∨ Cn)

=
n∑

i=1

(−1)i−1
∑

1≤j1<···<ji≤n

P(Cj1 ∧ · · · ∧ Cji)

where C1 . . .Cn are the conjunctions of the disjunctive normal form. For each
i , the formula picks all possible subsets like {Cj1, . . . ,Cji} of size i , and sums
their probabilities together. As base events are assumed to be independent
in this study, P(Cj1 ∧ · · · ∧ Cji) = P(Cj1) · . . . · P(Cji). At each iteration,
the obtained total amount is affiliated with a factor (−1)i−1. Finally, all the
results (i = 1, . . . , n) are summed together to get P(A).

Still, it is a challenge to compute the correlation between a base tuple
and an answer tuple, since the calculation of the probability of the event
that an answer tuple A belongs to the query answer (i.e., a complex event
expression) has a complexity that is exponential in n, and so does the calcu-
lation of P(eQ(A)∧e(T )) in Equation (5.4). A naive algorithm for providing
correlations, that is, for each base tuple calculating P(eQ(A) ∧ e(T )), would
have an overall time complexity of O(uniqueEvents · c · 2n), where c is the
average number of events in a conjunction and uniqueEvents is the number
of unique base tuples in the event expression (for which the probability needs
to be computed).

To reduce the overload due to result explanation, we propose to integrate
the computation of the answer probability P(eQ(A)) with the correlation for
each relevant base tuple T . Algorithm 1 details such a calculation procedure,
where A is conveyed through an event expression in a disjunctive normal form
(C1,1 ∧ . . . ∧ C1,x1) ∨ . . . ∨ (Cn,1 ∧ . . . ∧ Cn,xn ).

In the algorithm, storage add is a function that adds the intermediate
result subsum to the existing value for base tuple T in dict. By summing
up the intermediate results for all subsets of conjunctions in which a tu-
ple appears, we get the probability P(eQ(A)) − P(eQ(A)|e(¬T )), which by
multiplication with P(e(¬T )) results in the correlation (see Equation (5.5)).

Example 5.5.1. Suppose we query for persons that have either Sander or
Pavel as a co-author for Pub1. This results (among others) in an answer
with the following item:

Answer tuple Complex Event
Harold ((HA P1 HA ∧ HA P1 SA) ∨ (HA P1 HA ∧ HA P1 PA))
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Algorithm 1: Calculation of P(eQ(A)) and P(eQ(A)) −
P(eQ(A)|e(¬T )) for each related base tuple T

input : An event expression of an answer, eQ(A), in disjunctive
normal form, EE, presented to the algorithm as a set of
conjunctions.

output: The probability P(eQ(A)) and a dictionary storing
P(eQ(A)) − P(eQ(A)|e(¬T )) for each basic event expression
(base tuple) T

total probability = 01

dict = ∅2

forall ConjunctSubset ⊆ EE do3

uniqueEvents = the set of events in ConjunctSubset4

subsum = (−1)|ConjunctSubset|−1 ·
∏

T∈uniqueEvents P(T )5

forall T ∈ uniqueEvents do6

dict = storage add(dict,T ,subsum)7

total probability = total probability + subsum8

return total probability,dict9

To compute the probability of this answer tuple and the tuple with the highest
correlation, we present the algorithm with the set:

EE = {{HA P1 HA,HA P1 SA}, {HA P1 HA,HA P1 PA}}

The ConjunctSubset now iterates over the following subsets:

{{HA P1 HA,HA P1 SA}, {HA P1 HA,HA P1 PA}},
{{HA P1 HA,HA P1 SA}},
{{HA P1 HA,HA P1 PA}},
∅

For each subset, uniqueEvents is assigned the set of unique events in the
subsets:

{HA P1 HA,HA P1 SA,HA P1 PA},
{HA P1 HA,HA P1 SA},
{HA P1 HA,HA P1 PA},
∅
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Next, we calculate the subsum for each subset:

(−1)1 · P(HA P1 HA) · P(HA P1 SA) · P(HA P1 PA)

(−1)0 · (HA P1 HA) · P(HA P1 PA)

(−1)0 · (HA P1 HA) · P(HA P1 SA)

0

which added together results in the answer probability of:

P(eQ(Harold)) = −(0.8 · 0.2 · 0.6) + (0.8 · 0.2) + (0.8 · 0.6)

= −0.096 + 0.16 + 0.48

= 0.544

Suppose we want to calculate the correlation between the answer tuple Harold
and the assumption that Pavel wrote Pub1. The difference between the ini-
tial probability of Harold having Sander or Pavel as a co-author for Pub1,
and the probability of the answer if we knew that Pavel did not write Pub1,
P(eQ(Harold))−P(eQ(Harold)|¬HA P1 PA), is equal to the sum of the inter-
mediate results for all subsets in which Pavel appears; −0.096+0.48 = 0.384.
To calculate the correlation we multiply this with the probability that Pavel
did not write Pub1:

Corr(eQ(Harold),HA P1 PA) = 0.4 · 0.384 = 0.1536

since this is higher than the correlation for Sander, the system explains the
answer with its assumption that Pavel wrote Pub1. �

The algorithm can be easily modified to cater for the correlation between
the answer tuple and an assumed view tuple, by computing for each set
uniqueEvents also the view tuples it matches.

Although the integrated computation of the correlations reduces the com-
plexity to O(c · 2n), the enumeration of possible conjunctions in the event
expression of eQ(A), via ConjunctSubset, still leads to an exponential time
complexity.

5.5.2 Application of existing optimization techniques

The bottleneck of Algorithm 1 lies in its exponential nature in computing
the probability of a complex Boolean event expression.
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PubGroupPeter

and

PUBGROUP

Sub1

PROF

Sub2

Figure 5.6 – Independent parts of a query

Safe query plans

To optimize, first possible safe query plans can be identified. Safe plans
are such query plans which can guarantee the correct computation of the
probability while using extensional semantics (Dalvi and Suciu, 2004b), see
Section 3.5.2. A safe plan results in PTIME complexity for computing an
answer probability. This also means that calculating the correlations be-
tween the answer tuple and assumed base/view tuples loses its exponential
complexity.

Exploiting independency

When a safe query plan is impossible or infeasible (e.g., too ineffective com-
pared to an unsafe plan), in the database literature, two types of optimization
techniques are used: exploiting independency in sub plans (Sarma et al.,
2007) and approximation (Dalvi and Suciu, 2004a; Ré et al., 2006). As
this study focuses on exact answers, we exploit the use of the independency
method developed by Sarma et al. (2007).

The existing method Take a complex query “look for the publications of
groups that are led by Peter” for example. Here, we identify two independent
parts of the query request, namely, which publication is by which group, and
which groups are led by Peter (Figure 5.5.2).

Identifying the independent parts is non-trivial, and we point the reader
to the work of Sarma et al., for an approach based on lineage. In our example,
it could be determined that the underlying base-tuples of the PUBGROUP
part and the Professor part are non-overlapping, and therefore independent.
Sub1 and Sub2 in Figure 5.5.2 constitute the two independent parts.

Exploiting the use of independent parts, we optimize the computation (as
shown by Sarma et al.). First, applying the computation upon independent
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parts, means that the exponential part (e.g., the IE formula) only has to be
applied to smaller subsets; e.g., the subtrees and their combinations instead
of the whole tree at once. In our example, we first compute the PUBGROUP
part (which has four disjunctions in the DNF of its event expression and thus
takes 24 units of time), and then the Professor part (two disjunctions, 22 units
of time) instead of computing them during one time (eight disjunctions, 28

units of time). Second, we cache the probabilities of intermediate results
from the independent subtrees. For example, if the UTwente group also had
other publications through other authors, we do not have to recompute the
Professor -part for the resulting probability.

Applied to calculation of correlation The computation of correlation can
profit similarly from the identification of independent parts. That is, corre-
lated tuples for independent parts can be pre-computed. The key observation
here is that the tuple that has the highest correlation with an intermediate
result will have the highest correlation with the answer among all tuples
within its sub-part.

To calculate the exact correlation between eQ(A) and the truth-value of an
assumed base tuple T , we store P(eQ(A)|e(¬S )) for each intermediate result
S . For example, for the intermediate result PUBGROUP(UTwente,Pub1),
we store P(e(PubGroupPeter(Pub1))|e(¬PUBGROUP(UTwente,Pub1))).
Furthermore we store not only the intermediate probabilities P(e(S )), but
also the most correlated assumed tuple T together with the probability
P(e(S )|e(¬T )).

Since the assumed tuple and the answer tuple are independent given
the truth-value of the intermediate result, the correlation formula can be
transformed to a formula only dependent on P(eQ(A)), P(eQ(A)|e(¬S )),
P(e(S )), P(e(S )|e(¬T )), and P(e(T )), which are all stored in the system.

5.6 Discussion

Addressing the topic of traceability and correction, as discussed in Chapter 2,
in this chapter we investigated how to provide the user with insight into the
reasoning that led to a context-aware query answer. In this way, the user
can decide how much confidence to place in the answer based on her own
knowledge. As the reasoning takes place within a probabilistic database we
generalized the challenge into building an answer explanation facility upon
probabilistic databases.

We reviewed various goals of explanations in multiple areas, and designed
a set of basic requirements for having answer explanations upon a probabilis-
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tic database system, aiming at answer justification. Following these require-
ments, we introduced two measures for determining the best explanation
component for a complete answer (gain) and for a single answer tuple (cor-
relation), balancing verifiability and concision through the introduction of
explainable view tuples. We integrated the computation of both an answer
and its explanation, so that the extra cost incurred due to explanation is
minimized.

The measures and algorithm that we proposed are applicable to prob-
abilistic databases based on intensional semantics in general. However the
practicality of the method in other domains than context-aware querying
should be evaluated separately. Especially the assumption that a user is able
to verify the assumptions that lead to an answer.

5.6.1 Future research

Since partial explanation of answers is a relatively new research area, there
are many directions for future research.

Trade-off between verifiability and concision

For specific applications one could investigate the trade-off between verifi-
ability and concision, for example by returning a set of assumed tuples as
explanations and let the user specify the amount of explanations that she
wants. However calculating this set is not trivial because a greedy approach
(that is, simply taking the top-k assumed tuples with the highest correlation
with the answer tuple) does not yield the set with the highest correlation.

Combining reasoning with probabilistic explanation

Another interesting area for future research is the combination of explanation
of reasoning and explanation of probabilistic influence. For example, if the
logical explanation process can be drawn as a tree (as in Figure 5.4), the
branches can be ordered by their correlation measure. An alternative option
would be that the system explains the most correlated tuple, but together
with the reasoning that relates the tuple to the query answer.

Achieving more efficiency

Since the nature of probabilistic query answers is that the structure of their
event expression is the same for each answer, it should be possible to use this
fact for deriving more properties for correlation and gain that can lead to
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more optimizations, e.g., to determine the best set of k explanations. More-
over, the event expressions for context combinations bear typical structures
(see Equation (5.1)). Also, the use of estimation techniques can help to
improve efficiency.
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6
Evaluating context-aware querying

This chapter discusses how to evaluate our approach to context-aware pref-
erence querying. It discusses why evaluating complete context-aware appli-
cations is hard and presents two preliminary experiments; on acquiring pref-
erence scores from an interaction history and on the manual assignment of
scores for preference rules by users.

6.1 Introduction

There is no generic measure of quality for context-awareness. Even if we
focus on how context data can contribute to more knowledge of the user’s
information needs, the effect of context data can greatly vary depending on
the application, and therefore also the best way of dealing with context data.

If the application in which our methods are used is unknown, it is difficult
to evaluate them. What is the benefit of context-awareness if repeatability
or consistency is broken? Is the context data used for pull or push queries;
since in case of push queries different things play a role such as intrusiveness.
As Abowd and Mynatt (2000) already pointed out, the evaluation of context-
aware (ubiquitous) systems should be in a context as close as possible to the
context of authentic use. To achieve this, one can focus on killer applications.
But, as we stated in Chapter 1, there is not yet a killer application for context-
awareness. At least, not to such extent that it can already benefit from the
framework set out in this thesis.

Since a definite evaluation of the techniques proposed in this thesis is
currently impossible, we perform preliminary tests of some testable aspects
of these techniques. In this way we want to contribute to the discussion
about how context-aware systems need to be evaluated (Kray et al., 2008).
This is also the main contribution of this chapter.

111
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To set the stage we first give an overview of general work on evaluating
context-aware systems, together with an overview of previous research related
to improving query results with (some form of) context data (Section 6.2).
After that, we discuss which aspects of the framework we will evaluate ex-
perimentally in Section 6.3. This leads to two concrete experiments:

• An evaluation of the extent to which it is beneficial for the results of
the system if a user manually assigns preferences. We compare, among
others, both an ordering and a scoring of preferences (Section 6.4).

• An evaluation of how the disjunctive and conjunctive combination func-
tions deal with combinations of multiple rules in practice. We acquire
scores according to both the disjunctive and the conjunctive score com-
bination functions from real and synthetically generated interaction
histories. Using these scores, we evaluate the capability of the score
combination functions in predicting the future behavior of the user
(Section 6.5).

To place the evaluation in perspective, we give some reflections on the results
of the experiments in Section 6.6.

6.2 State of art

6.2.1 Evaluation in general

Context-aware querying as we looked at it throughout this thesis falls in the
domain of adaptive systems. Gena (2005) gave a general overview of methods
and techniques that are useful for evaluating such systems. Many of those
techniques find their origin in the field of human computer interaction (HCI).
The field of HCI itself also faces new challenges for evaluation as indicated
by Poppe and Rienks (2007). These challenges arise due to new sensing
possibilities, diversifying physical interfaces, and a shift in initiative as well as
in application purpose. Poppe and Rienks indicated that the main difficulties
regarding the evaluation of these new systems are the lack of reference tasks
and the lack of authentic usage contexts.

As proposed by Brusilovsky et al. (2001), Weibelzahl and Weber (2002),
and Paramythis and Weibelzahl (2005), for the purpose of evaluation, adap-
tive systems can be decomposed into several layers. Gena described this
as one of the peculiarities that differentiate the evaluation of adaptive sys-
tems from that of regular systems. We will take the structure proposed by
Weibelzahl and Weber, given in Figure 6.1, as an example. An adaptive sys-
tem first observes the user (1), then infers user properties (2), decides how
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Figure 6.1 – Layers for evaluation of adaptive systems from Weibelzahl and
Weber (2002). The dotted line represents the evaluation step as a consequence
of having an understandable user representation.

to adapt (3), and finally presents the adapted interface to the user (4). Each
layer builds upon the previous one, and all layers need to be evaluated to
“guarantee success”. Testing with users traditionally focus on the first and
fourth layers for the obvious reason that the user is directly involved in these
layers.

A field known for its history of thorough evaluation is the field of informa-
tion retrieval. A good overview of how to carry out an information retrieval
experiment was given by Tague-Sutcliffe (1992). Within information retrieval
(but also in other disciplines) there is a distinction between a so-called op-
erational test and a laboratory test. In an operational test, one compares
complete systems to each other together with their own users, databases,
searchers, and search constraints. In a laboratory test, on the other hand,
these sources of variability are under the control of the experimenter (Tague-
Sutcliffe, 1992). Currently, the main focus in IR evaluation is on laboratory
experiments. An interesting recent development is the rise of interest in the
context of the search task (Ingwersen and Järvelin, 2005).

In conclusion, what we see is that there are currently many new devel-
opments in the evaluation of existing and new techniques such as context-
awareness. In our approach, we focus on evaluating the properties within
the user model in Figure 6.1, especially the explainability of these properties
(e.g., the assumptions of the system about the user) to the user in a labora-
tory setting (the dotted line in Figure 6.1). In this way we do not have to
deal with application specific user interfaces.

6.2.2 Context data for improving query results

A reasonable amount of research has been carried out on evaluating the effect
of context-awareness on query results. We report here the kind of context
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data they used, and how they acquired this data during their evaluation. All
experiments reported in this section have shown positive results.

First, there are several investigations into the use of various statistics
about the general workload of the underlying databases to introduce or
improve ranked query results. Agrawal et al. (2003) ranked the results of
database queries based on the appearance of attribute values in the database
and their frequencies in the workload. They evaluated their approach on a
large real estate database. To bootstrap the system, they let eight people
make a total of 84 queries which they would pose if they wanted to buy a
house. Five people provided test queries for which they evaluated the an-
swers. Their research can be compared to the usage of query history and
click-through data in information retrieval (e.g., Shen et al. (2005)). An-
other interesting approach on using database statistics together with user
feedback is the work of Rode and Hiemstra (2006). Their system derived for
each query a profile along the lines of time, topic, location, and genre, based
on the initial query results of the retrieval system. The user was able to cor-
rect this profile, and the system took the corrected profile into account when
determining the final query results. They tested their system by assessing
the profiles for 50 queries of the TREC search topics by two users, with a
clarification form shown in Figure 6.2.

Secondly, there is research on explicitly specified preferences over relations
between tuples in the database. For example, a preference in the framework
of Agrawal et al. (2006) was “choose Nicole Kidman over Penelope Cruz
in drama movies”, and “choose Penelope Cruz over Nicole Kidman in the
context of Spanish dramas”. The evaluation of Agrawal et al. focused on
whether clustering this kind of preferences is possible without too much loss
of information. They evaluated their approach by generating preferences
using the ratings from IMDB. Koutrika and Ioannidis (2005), whose research
was described in Section 3.2, addressed similar preferences. They tested the
impact of their personalized answers using IMDB data, where they provided
14 users with a set of three queries to which the users themselves added two
more queries that they would like to ask. They executed the queries with
and without personalization and the users judged difference in results.

Finally, there is research on the impact of “real” context data, i.e., data
that is outside the database. In this aspect Stefanidis et al. (2007) looked
at the use of three contextual parameters for finding points of interests in
Athens and Thessaloniki; accompanied people, time, and location. They
evaluated their approach on 10 users. Each user was given a default pro-
file that she could change. They used the obtained profiles to rank query
results and compared the ranked results to rankings that the users made
themselves. Adomavicius et al. (2005) used context data to improve tradi-
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Figure 6.2 – Experimental Clarification Form of Topic 363: Transportation
Tunnel Disasters from Rode and Hiemstra (2006).

tional collaborative filtering. They evaluated on movie data by letting 62
students rate the movies they watched on a scale from 1-13 together with
the situations in which they watched the movie: when (weekday, weekend,
do not remember), where (movie theater, home, do not remember), and with
whom (alone, with friends, with boyfriend/girlfriend, with family or others).
The students could add their ratings through a website and could also rate
movies that they had viewed in the past. Ramı́rez and de Vries (2006) studied
the relation between context data and relevant elements of structured docu-
ments. The elements under consideration were articles, metadata (title, au-
thor, journal, year, and abstract), sections, subsections, and sub-subsections.
Context features considered were: familiarity with the topics as indicated by
the users on a 1-5 scale, request types into which the researchers classified
the questions in terms of specificity (narrow or broad), complexity (asking
about a single aspect or multiple aspects), and intentions of the users, for
which the researchers classified the descriptions of the information need into
decide, apply, explain, study, or personal interest. The experiments where
done using 68 search tasks on the INEX collection; a collection of scientific
articles. Finally, Wen et al. (2004) used context data for query expansion
based on the workload. Their search space consists of documents containing
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PC troubleshooting information, and their context consists of specific keys
in the Microsoft Windows registry. They used 29 queries such as “Cannot
open Outlook attachment”, where the task of the system was to provide the
document explaining how to solve this problem.

Summarizing the previous work in this area, the positive outcomes of pre-
vious research indicate that the use of context data is beneficial for improving
query answers. Furthermore, we see much research use existing data sets such
as TREC and IMDB extended with context data. Finally, it is interesting
to see that most research on using context data to improve query results has
not (yet) used real sensor data as context data, but instead focuses on either
imaginary situations or non-sensor data. This is understandable since the
cost of creating such a context-aware data set is very high.

6.3 What to evaluate?

The hypothesis underlying our research is that the use of context data can
improve query answers. Anecdotal evidence in Chapter 2 and related research
surveyed in the previous section, indicated that this is in fact the case. As
mentioned in Section 6.2.1, we focus on evaluating particular aspects of our
approach, since the evaluation of our framework as a whole is too application
specific and not yet feasible.

Addressing the topics from Chapter 2, we derived our contextual interest
model CIM. First, we can evaluate whether the model itself is understand-
able and supports reasoning. Furthermore, we can evaluate our approach in
addressing topics from Section 2.3 through this model.

Some of the choices are almost impossible to test without having real ap-
plications. For example, whether our uncertainty model with event expres-
sions is sufficient for certain applications, or whether reasoning in Description
Logics is sufficient. Therefore, we focus on the topics that, in our opinion,
were both easy to test and relatively application independent, namely trace-
ability and learning. We address these topics for the model itself and its
usage.

All tests should be regarded as preliminary because of their small scale.

The model itself CIM consists of scored context-aware preference rules rep-
resented in Description Logics, together with a score combination function.
We chose both the ontology-based representation language and the score
combination to be understandable for the user.

That an ontology-based representation language would improve trace-
ability for the users is not completely self-evident. Since this would heavily
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depend on the user interface and the experience of the users with alterna-
tive models (e.g., pure SQL), we decided not to test this but take it as an
assumption for the evaluation of this work.

What is easier to test is whether the scores and their combination are
understandable for the users. We therefore assess whether it makes sense to
let users assign scores to preference rules in Section 6.4. The outcome of this
test is that this is in fact the case. Furthermore, the test indicates that, if
users assign scores to preference rules, the system rankings are better than
when the users only provide an ordering of the preference rules.

Usage of the model We verified the feasibility of the implementation by an
actual implementation in PostgreSQL supporting a Description Logics based
user representation with uncertainty.

Addressing the traceability of the answers, we introduced a method for
providing explanations for context-aware query answers in Chapter 5. These
explanations are chosen in such a way that their verification has the highest
impact on the answer probability. Therefore, given that the probabilities that
are stored in the database are correct, they are indeed the best explanations
from a justification point of view. So there is also no need for experimental
evaluation of this aspect.

Addressing the learning topic, we focus our evaluation on the learning of
the scores. We therefore study the behavior of the score combination func-
tions on synthetically generated data and focus on their performance on real
data in Section 6.5. The outcome is that the scores for both score combina-
tion functions can indeed be acquired from past data using the methods that
we introduced in Section 4.5. Furthermore, we get slightly better results on
real data when using the conjunctive score combination function instead of
the disjunctive one.

6.4 Assigning the scores by users

One of the design choices of CIM is to assign a score to each preference rule
(instead of, for example, having only an order of the rules). In this section we
report on our test to which extent people are able to assign their preferences
in scores, in such way that a system can use these scores to rank concrete
items. We also address the question whether a system can provide better
rankings if users assign scores to preference rules instead of providing only
an ordering of the rules.

In order to be able to evaluate the system in limited time, we use prede-
fined rules which are applicable to certain scenarios. We present the rules in
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Figure 6.3 – The evaluation process for the questionnaire.

natural language, and the task of the user is to give weights to the rules in
such a way that the weights represent her preferences. An example rule is “I
like to go shopping when having a bad day.” Finally, we decide to use pre-
defined queries to focus on the ranking (the context-awareness part). These
queries are in the scenarios of TV programs, tourist destinations, and music.
An example query is “Give me possible tourist destinations in Rome.”

Thirty-two people (mostly computer science students) took part in our
evaluation. For all the three scenarios, we have asked them to give weights to
each rule and after that, while imagining that they were in a certain situation,
rank the set of query results. An example query result is “Shopping at Via
Condotti (expensive street)”. We compare their rankings to a ranking by a
system that uses the presented context together with the rules. The whole
evaluation process is depicted in Figure 6.3.

6.4.1 Ranking methods

The ranking results of the users were compared (using three distance mea-
sures) with six ranking results returned by the system:

The conjunctive ranking A ranking based on the conjunctive score com-
bination function as described in Section 4.4.3. For this ranking it is
assumed that the prior probability that a document satisfies an inter-
est of a rule is equal to the prior probability that it is not satisfied,
given that the rule is applicable, and therefore σ(r) = 1 − (σ(r̄)) (see
Equation 4.13).

The disjunctive ranking A ranking based on the disjunctive score combi-
nation function as described in Section 4.4.2.
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An ordered ranking A ranking based on the ordering of the preference
rules by their scores. The document addressed by the interest of the
highest scored preference rule receives the highest rank. If the interest
of this rule addresses more than one document, we look at the rule
with the second-highest score, etc. This is similar to the prioritized
composition of Kießling discussed in Section 4.2.2.

A collaborative ranking A ranking that does not use the preference rules
but is simply the average rank over the documents of all users. Since we
question a group of similar people (mostly computer science students)
for exactly the same situation, we expect that the collaborative model
will perform quite well.

Collaborative rankings with preferences A ranking based on the pref-
erence rules but with the addition of one rule that indicates a preference
for the best-liked document on average.

For each ranking method, the scores were adapted to deal with the fact
that for the conjunctive score combination function a score lower than 0.5
means aversion, but for the disjunctive one it means preference. Furthermore,
we smooth the scores to lie between 0.01 and 0.99.

6.4.2 Measures

To compare the score score combination function we use three methods that
indicate the similarity between the user ranking and the system ranking: a
general distance measure between rankings (Kendall tau), a measure focused
on the best user result (dig measure), and a measure focused on the best
system result (proactiveness measure). For all measures lower means better.
In this section we discuss them based on the example user- and system-
ranking in Table 6.1a.

Before the measures are applied, we adjust the rankings for ties as fol-
lows. First, we remove ties from the system ranking. Since we are looking
at ranking purposes in the domain of context-awareness, where the goal is
to minimize user-action, we decide to place a penalty on equally ranked doc-
uments by the system, that is, treating equally ranked documents by the
system to be in the worst-case order for the user (if both the user and sys-
tem rankings are ties, we choose a random order for the system ranking).
Second, we remove the ties from the user ranking. In case the user gives
multiple documents the same ranking, we treat them to be in best-case order
for the system. The rational behind this choice is that we consider that the
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Table 6.1 – Example rankings

(a) Ranking of user and system

Document User rank System rank
d1 0 2
d2 0 3
d3 2 0
d4 3 4
d5 4 0

(b) Adjusted for ties

Document User rank System rank
d1 0 2
d2 1 3
d3 2 1
d4 3 4
d5 4 0

user is happy with both documents. Table 6.1b shows the result of removing
the ties.

To present the measures in formula form, we introduce two bijective func-
tions for both rankings (with ties removed). Let both rankings be of size n.
The function u : Doc → {0, . . . , n} maps each document to a position in the
user ranking, and s : Doc → {0, . . . , n} maps each document to a position in
the system ranking.

Kendall tau distance

The (non-normalized) Kendall tau distance counts the number of pair-wise
disagreements between two rankings of size n; for the normalized version, the
distance is divided by the maximal number of disagreements, n · (n − 1)/2.

In the example table, this means that the user and system ranking have
a distance of 6 and a normalized distance of 0.4 (see Table 6.2). In the
normalized version, a value less than 0.5 means agreement and a value greater
than 0.5 means disagreement. The non-normalized version can be interpreted
as the number of swaps between adjacent documents one need to make in the
system rank to go to the user rank (The Kendall tau distance is sometimes
also called bubble-sort distance).
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Table 6.2 – Pairwise disagreements from Table 6.1

Pair User rank System rank Disagreement
d1, d2 > >
d1, d3 > < 1
d1, d4 > >
d1, d5 > < 1
d2, d3 > < 1
d2, d4 > >
d2, d5 > < 1
d3, d4 > >
d3, d5 > < 1
d4, d5 > < 1

In formula form:

Knormalized(u, s) =
#{d , d ′|d <u d ′ ∧ d ≥s d ′}

n · (n − 1)/2

Dig measure

The second measure we use is the system rank of the document that has
the highest rank of the user. This measure indicates how many answers the
system has to provide to include the highest ranked document of the user.
In other words: how deep the user should dig in the system results to find
the best answer.

In a questionnaire given to the participating users, some people indicated
willingness to get multiple answers1. To normalize the measure, we divide it
by the number of documents minus one. In formula form:

dignormalized(u, s) =
s(arg mind u(d))

n − 1

For the rankings in Table 6.1, this measure would be 2, and normalized to 2
4
.

A related measure from information retrieval is the mean reciprocal rank
(MRR), which is 1/n, with n the position of the first ranked result of the
user in the system result.

1For documentation: there were 12 users who answered this question, on average they
were willing to accept around 8 to 9 suggestions for the TV and tourist scenario.
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Table 6.3 – Average normalized Kendall tau

TV Tourist Music
Conjunctive 0.23 0.20 0.27
Disjunctive 0.23 0.20 0.27

Ordered 0.27 0.22 0.31
Collaborative 0.21 0.22 0.22

Conjunctive + Col 0.20 0.18 0.22
Disjunctive + Col 0.21 0.18 0.22

Proactiveness measure

The last measure we use is the user’s ranking of the document that has the
highest rank of the system. This measure indicates how satisfied the user is if
the system proactively presents its best-ranked document. The questionnaire
that we hold indicates that people are often willing to accept their second or
third ranking2.

Again we can normalize the result by dividing it by the number of docu-
ments minus one. In formula form:

proactivenormalized(u, s) =
u(arg mind s(d))

n − 1

For the rankings in Table 6.1, this measure would be 4, and normalized to 4
4
.

6.4.3 Results

In Table 6.3, we find the adapted normalized Kendall tau distance for all
scenarios. The collaborative filtering method is the best single model on all
scenarios. Furthermore, the methods that make use of the scoring perform
better than the methods that only use the ordering of the preferences (statis-
tically significant for Kendall tau in TV and music scenario). Finally, ranking
methods incorporating a simple version of collaborative filtering as an extra
preference rule seems to often improve collaborative filtering (although not
statistically significant).

In Table 6.4, we find the average normalized dig measure for all scenarios
and ranking methods. The results show a similar pattern. The results of

2For documentation: 12 users who chose to add acceptable answers for the tourist
scenario on average chose 3.5 acceptable answers of the 6 presented answers, 28 users
who chose to add acceptable answers for the TV scenario chose on average 3.4 acceptable
answers of the 10 presented answers. 21 users who chose to add acceptable answers for
the music scenario chose on average 2.5 acceptable answers of the 6 presented answers.
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Table 6.4 – Average normalized dig measure

TV Tourist Music
Conjunctive 0.23 0.14 0.26
Disjunctive 0.23 0.14 0.26

Ordered 0.27 0.19 0.31
Collaborative 0.19 0.13 0.18

Conjunctive + Col 0.16 0.11 0.20
Disjunctive + Col 0.17 0.11 0.20

Table 6.5 – Average normalized proactive measure.

TV Tourist Music
Conjunctive 0.22 0.11 0.23
Disjunctive 0.22 0.11 0.21

Ordered 0.28 0.19 0.26
Collaborative 0.19 0.13 0.23

Conjunctive + Col 0.16 0.07 0.20
Disjunctive + Col 0.18 0.07 0.23

Table 6.5 are interesting since in these results, the combination of preference
rules and collaborative filtering (Conjunctive + Col) outperforms all other
methods (although not statistically significant).

Additional survey questions result in the outcome that many users see the
benefit of adaptation and many users indicate that they would be prepared
to fill in a profile and update it if it would lead to better query answers. Some
people do not want adaptation; they want their results to be reproducible.
Finally, people explicitly indicate that they only would fill in their preferences
if theirs are not shared or that their privacy is guaranteed.

6.5 Using the disjunctive and conjunctive score
combination functions as classifiers

Recall that the scores of preference rules indicate their importance. The dis-
junctive and conjunctive score combination functions define the preference of
the user when multiple preference rules are applicable at the same time. They
are based on different user behaviors and imply a different interpretation of
the scores.

In this section, we report on the evaluation of both score combination
functions by using them as classifiers that are trained on the interaction
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history to predict how the user will respond to new documents. For this
we compare them with the Naive Bayes classifier; a simple linear classifier
that we introduce in Section 6.5.1. After the introduction of Naive Bayes we
describe our evaluation method (Section 6.5.2). Then we test, on artificial
data, whether the score combination functions are capable of predicting the
preference of a user in case the user behaves according to their assumed
behavior (Section 6.5.3). After that, we compare the score score combination
functions on real data of movie ratings in Section 6.5.4.

For the conjunctive classifier, it should be noted that it will contain twice
as many rules as the disjunctive classifier, as we do not require that σ(r) = 1−
σ(r̄). However it might be possible that even if this requirement is fulfilled, we
could have the same performance (with a different score acquisition method).
The point of this section is to show that acquisition is possible and giving
a lower boundary on the performance (in terms of having best results and
the smallest model). For the conjunctive classifier, we choose αsys = 1, i.e.,
we assume that the underlying system does not influence the presentation of
ideal documents.

6.5.1 The Naive Bayes classifier

Although we introduced the disjunctive and conjunctive score score combina-
tion functions because of their semantics, using them as classifiers calls for a
comparison to existing classifiers. Therefore we compare the performance of
the score combination functions with the performance of a classifier with one
of the simplest internal models that is available: the Naive Bayes classifier.
Classifiers with more complex models might overfit history data and thereby
being unable to generalize and predict future preferences.

To determine the probability of the class given its features, P(C=c |
F1=f1 ∧ . . . ∧ Fn=fn), for the Naive bayes classifier, Bayes’ rule is used to
reformulate the probability as:

P(C=c | F1=f1 ∧ . . . ∧ Fn=fn)

=
P(F1=f1 ∧ . . . ∧ Fn=fn | C=c) · P(C=c)

P(F1=f1 ∧ . . . ∧ Fn=fn)

(6.1)

The term P(F1=f1 ∧ . . . ∧ Fn=fn) does not depend on the class and can
therefore be ignored when determining the most probable class. The “naive”
assumption of Naive Bayes is that each feature is conditionally independent
on every other feature, and therefore:

P(F1=f1 ∧ . . . ∧ Fn=fn | C=c)

= P(F1=f1 | C=c) · . . . · P(Fn=fn | C=c)
(6.2)



6.5. SCORE COMBINATION FUNCTIONS AS CLASSIFIERS 125

The Naive Bayes classifier determines, from the history, for all classes and
features the conditional probability of a feature, given a class. For the clas-
sification it chooses the most probable class given the features:

classify(f1 . . . fn) = arg max
c

P(C=c)
∏
i=1

P(Fi=fi | C=c) (6.3)

In our case, there are two classes: ideal and non-ideal, and the features are
the rules that are satisfied.

6.5.2 Evaluation method

For each test we compare the performance of the disjunctive score combina-
tion function, the conjunctive score combination function, and a Naive Bayes
classifier.

The data of all tests consists of a set of documents identified by their
attributes, together with a “judgment” for each document whether the user
chose it. For each test, we split the set of documents into a test set and
a training set and acquire the scores (according to the score combination
functions) from the training set as described in Section 4.5. We use the
test set to determine the performance. During the test we simulate the
situation that the user, given her preferences, asks for the best document
that is available. For each classifier we can get a prediction (in the form of
a score) per document in the test set for whether it is ideal. We rank the
documents based on these scores to obtain for each classifier a list of ranked
documents.

In information retrieval, performance of binary results is normally mea-
sured using precision (the fraction of retrieved documents that is relevant),
and recall (the fraction of relevant documents that is retrieved). As context-
aware systems should reduce the effort of the user, it is important that the
quality of the highest ranked results improves. Therefore, we will report the
precision for the five documents that are ranked the highest averaged over
all queries, the so-called precision at 5 (P@5). A higher precision at 5 means
a better classifier. The highest possible precision is 1.

To illustrate the significance of the performance differences, we report
results of the sign test for the average precision (AP). The average precision
for an information need q is defined as the average of the precision measure
for the top documents, cut off after each relevant document. If the set of
relevant documents for an information need q is rel(q) and Rq,d ⊆ rel(q) is
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the set of ranked results for q from the top result until document d , then:

AP(q) =
1

|rel(q)|
∑

d∈rel(q)

Precision(Rq,d)

The sign test is used to test the significance of an improvement of one method
A over another method B . This is done by disproving a null hypothesis H0

that states that there is no difference between method A and B .
We define that method A is better than method B for an information

need q , A �q B , if its average precision is higher for q :

A �q B ≡ APA(q) > APB(q) (6.4)

We report the results of the sign test using A > B , A < B , A >> B , and
A << B . For these results A >> B means that for a set of information
needs, there are more information needs for which A is better and, even,
that the probability that this difference in performance was observed if, in
fact, both methods were equally good for each information need, is smaller
than 1%. Similarly for A > B , with a percentage of 5%.

6.5.3 On synthetically generated data

In this section we study how the classifiers perform in case a user does exhibit
the behavior on which the score combination functions are founded. The
expectation is that the classifiers are able to capture the behavior and will
perform well under these circumstances.

Data sets

We generated two data sets both consisting of 1000 assessed documents with
15 attributes for 600 users. In the first data set, all users exhibit conjunctive
behavior, and in the second data set they all exhibit disjunctive behavior.
Furthermore, we assume that there are no external influences on the choices
of the users.

For the disjunctive data set, we create four rules per user, all with a dif-
ferent interest I equal to a single attribute. The probability that a document
satisfies an interest is 20%. The scores of the rules are 0.7, 0.7, 0.5, and 0.5.
We have chosen these scores in such a way that users choose a reasonable
amount of documents. The average amount of documents that they choose
is equal to the probability that a document is ideal, which is around 40%.

For the conjunctive data set we also create four rules per user. For this
data set we assume that for each rule the prior probability that a document
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Table 6.6 – Evaluation results on synthetically generated data, with the effect
of noise.

(a) Precision at 5

Behav. noise P@5 conj. P@5 disj. P@5 NB P@5 Rand.
Conj. 0 1.0000 1.0000 1.0000 0.1467

.. 0.01 0.9910 0.9903 0.9913 0.1527

.. 0.1 0.8803 0.8783 0.8807 0.2263
Disj. 0 0.9417 0.9430 0.9423 0.3933

.. 0.01 0.9417 0.9453 0.9450 0.4073

.. 0.1 0.8530 0.8580 0.8577 0.4330

(b) Sign tests (<,>: 5%, <<,>>: 1%, see text)

Behav. noise conj. vs disj. conj. vs NB disj. vs NB
Conj. 0 >> >> <<

.. 0.01 >> >> <<

.. 0.2 >> >> <<
Disj. 0 << << >>

.. 0.01 << << >>

.. 0.2 << << >>

satisfies an interest of this rule is equal to the prior probability that it is
not satisfied, given that the rule is applicable, and therefore σ(r) = 1 − σ(r̄)
(see Equation 4.13). However, since in the conjunctive case a score lower
than 0.5 means aversion instead of preference, the scores are adapted to be
in the range [0.5, 1.0] (and their inverses in [0.0, 0.5]), leading to the scores
0.85, 0.85, 0.75, and 0.75 respectively. We choose a prior probability that a
document is ideal of 0.5, and the prior probability that a document satisfies
an interest is also 0.5. Finally we choose the probability that a document
is chosen to be linearly correlated with the probability that it is ideal. For
both disjunctive and conjunctive data set we switch the choice of the user
for a certain percentage of the documents, to represent noise.

Results

To get some more insight into the effect of the noise on the performance of
the classifier, we vary the amount of noise as seen in Table 6.6.

The tests reveal that all classifiers are able to capture conjunctive and
disjunctive behavior of the user if it is present in the data. Furthermore, when
a user behaves according to the underlying behavior of a score combination
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function, this score combination function performs better in terms of average
precision. Interestingly, the Naive Bayes classifier has a performance for the
average precision that always lies between the performances of the two score
combination functions. Finally, as expected, noise has a negative influence
on the performance of all classifiers.

6.5.4 On real data

Data set

The real data used is the MovieLens data (GroupLens , 2008). It consists
of approximately one million ratings for 3900 movies by 6040 users. The
reason for choosing this data set is that it is a large data set that presents
preferences of real users over items together with a set of clear attributes for
those items. We first pre-process the data to include only ratings for users
that have 100 or more ratings. This leaves us 1473 users with 302516 ratings.
The average number of ratings per user is 205, the median is 171. We split
the ratings in positive ratings (4 or 5) and neutral or negative ratings (1-3).
This gives us 164965 positive and 137551 neutral or negative ratings. For
each user, the ratings are stored for each movie together with the genres of
the movie. In total, there are 18 different genres and on average a movie has
(a fraction more than) two genres. For determining the significance, each
user is equal to a single information need q .

Results

Table 6.7 reports the results of this test. It also shows the results for a
classifier that assigns a random preference for each document in the test set.
All classifiers perform better than this classifier, (statistically significant, not
in Table 6.7b).

From these results we conclude that for this data set, using the conjunc-
tive score combination function gives better predictions about the interest of
the users than using either the Naive Bayes classifier or the disjunctive score
combination function. This suggests that, if there are no other considera-
tions, the conjunctive score combination function is to be preferred for pre-
dicting the interest of users over the disjunctive score combination function
and the Naive Bayes classifier. Although the improvement in performance is
for low training percentages statistically significant, looking at the difference
in precision, the difference between the three classifiers is so small that when
there are reasons to choose one of the other classifiers, these reasons will most
likely be more important than this small difference in performance.
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Table 6.7 – Evaluation results on real data

(a) Precision at 5

% trainingset P@5 conj. P@5 disj. P@5 NB P@5 rand
30 0.6716 0.6546 0.6349 0.5604
50 0.6675 0.6544 0.6527 0.5595
70 0.6758 0.6616 0.6570 0.5595

(b) Sign tests (<,>: 5%, <<,>>: 1%, see text)

% trainingset conj. vs disj. conj. vs NB disj. vs NB
30 >> >> >>
50 >> 0 0
70 0 0 >

6.6 Reflections, lessons learnt

The main conclusion from this chapter is that evaluating context-aware
querying is hard due to its application dependence and the high cost of
creating context-aware data sets. Our main contribution to the discussion
regarding the evaluation of ubiquitous systems is in line with the layered ap-
proach for evaluating adaptive systems from Weibelzahl and Weber (2002),
namely to evaluate specific aspects of the complete system separately. The
main novelty is that we focus on understandable user representations.

For the experiments we focused on the scoring and score combination
for preference rules. First, we looked at the feasibility of assigning scores
to preferences by users in Section 6.4. This particular evaluation indicated
that assigning scores was useful for ranking concrete items. Another outcome
(Section 6.4.3) was that assigning scores to rules contains more (useful) in-
formation than only ordering the rules. Although it seems logical, the fact
that scoring of rules actually gives better rankings than ordering is a nice
result. Finally, collaborative filtering almost always outperforms the non-
collaborative methods. Although our test is very favorable towards collab-
orative filtering, it does indicate that collaborative filtering is a technique
that should benefit context-aware systems. It is interesting that incorporat-
ing collaborative filtering as a preference rule seems fruitful. This observation
partly indicates how to proceed with the previous observation, namely to let
preference rules and collaborative filtering co-exist.

In addition, to test whether the score score combination functions capture
the behavior of the user, we used them as classifiers to predict future behavior
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of users. Tests on artificial data reveal that all classifiers are able to capture
the behavior of the user if it is present in the data, and when a user behaves
according to the behavior underlying the score combination functions, the
score combination function in question performs better. Furthermore, the
conjunctive score combination function slightly outperformed the disjunctive
score combination function as well as a Naive Bayes classifier on real data.
We should however make the remark here, that users might exhibit different
behavior on different data sets, so our results might be different for other
applications.

6.6.1 Future research

Applicability of results in different environments

In this chapter we used the score score combination function to predict the
behavior of users for rating movies. It is possible that the behavior of users
is different in other domains. It is interesting to compare the behavior in
combining preferences by users in different areas.

Combining collaborative measures and preference rules

One of the interesting outcomes of letting the users assign scores to their
preferences is that incorporating a preference rule based on the ratings of
other users, showed the best results. We expect that more research in incor-
porating personal preferences with preferences of peers might result in even
better results.

Evaluation leading to prescriptive models

In this thesis we tried to pick up some aspects of context-awareness focused on
explainability, arguing that this is one of the application independent aspects
of context-awareness. More research in the evaluation of these aspects might
result in theoretical (pre-scriptive) models. An example of such a model in
Human Computer Interaction (HCI) is GOMS; a theory on how long it takes
a normal user to move a mouse, press a button, etc. (John and Kieras, 1996).
Research in this direction for context-awareness might for example lead to a
measure of privacy versus engagement or satisfaction.



7
Conclusions

7.1 Our achievement

Nowadays, more and more data becomes available in digital form. To be
able to guide users through this wealth of data, a possibility is to adapt the
provided data to the current situation (i.e., context) of the user. In this way,
the newly available data itself is used to take care of its caused information-
overload.

To support applications that use context data to guide the user, we
proceeded in this thesis from a framework for context-aware applications
founded upon database querying. Through context-aware adaptation of the
answers for certain queries to the underlying database system, applications
can achieve context-awareness in an application-independent way.

Context data, however, has some specific characteristics compared to or-
dinary data. We therefore posed the following research question:

• Which data management topics need to be addressed to incorporate
context data into database querying?

The answer to this question followed from the fact that context data is often
acquired from sensors and often used in a proactive manner. We identified a
set of four topics that we explicitly addressed in this thesis: (1) Traceability
and correction, (2) Uncertainty, (3) Learning and reasoning, and (4) Storage
and logging of context data. It is our belief that other data management
topics discussed in Chapter 2, such as distributiveness of the data sources,
can be addressed orthogonally.

The topics that mostly influence our approach were how to deal with the
uncertainty of context data and, following the uncertainty, how to provide
the user with insights into the working of the system, thereby supporting
traceability and correction.
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Before a system can use context data to guide a user, it should know how
context data influences the needs of the user. We formulated this requirement
in the following research question:

• How can the effect of context data on the information need of the user
be stored in a user representation?

As an answer to this question, the major contribution of this thesis is the pro-
posal of the contextual information interest model CIM. This model stores
the effect of context data on information need of the user in a set of weighted
preference rules, together with a score combination function. Each rule in-
dicates an interest of the user, under a specific context. The interests and
contexts are represented in Description Logics, to support reasoning mech-
anisms and keep the rules understandable for the users. The score combi-
nation function determines the strength of the user’s preference in case a
document is satisfied by multiple preference rules at the same time. Two
score combination functions are provided that attach to the scores a proba-
bilistic interpretation and follow a conjunctive and disjunctive behavior.

We evaluated the understandability of the model with respect to the
scores of preference rules. This particular evaluation indicated that assign-
ing scores by users was in fact useful for ranking concrete items. Another
outcome was that assigned scores contain more (useful) information than
only an ordering of the rules.

Proceeding from this model, we addressed the topics resulting from the
first research question.

We showed how to implement the model on top of an existing DBMS,
to be able to easily store and log context data. Uncertainty is addressed
using probabilistic event expressions that were implemented in the prototype
implementation by creating a new data-type for event expressions. Having a
probabilistic interpretation of the scores pays off here, since in this case, the
score combination for the disjunctive combination can be done within the
event expression model.

We showed how to acquire the scores of preferences by looking at the
choices of the user in the past. For both the disjunctive and conjunctive
score combination functions, a relation between scores and the choices of the
user is given. Tests showed that, if the conjunctive or disjunctive behavior is
present in the data, the behavior can be mined from the data. Furthermore,
we were able to model the preferences of real users, using their history, in
such a way that a user representation could predict the preference for unseen
documents better than random.

The last research question addressed the use of context data.
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• How can the representation of the user together with the context data
lead to context-aware query answers?

Because CIM has a direct translation to an existing database, the applica-
tion of our model can provide a set of preferred documents in the database
(together with a score). We showed how the system can either push the most
preferred document(s) proactively to the user, or re-rank existing query re-
sults, based on the preference of the user.

For these query answers, the topics of traceability, addressing uncertainty,
and the probabilistic interpretation of scores of preference rules come to-
gether. By addressing both uncertainty of context data and scoring through
event expressions (a form of lineage), we showed that it is possible to present
the user with insight into the reasoning that led to a context-aware query
answer. In this way, the user can decide how much confidence to place in the
answer based on more knowledge.

Returning to our central question:

• How can context data be used to support database querying?

In this thesis, we showed how context data, taken into account its specific
characteristics, can be used to provide proactive answers and rank existing
query answers based on their relevance to the users, via a user representation.

However, there are two important points that, when addressed, could
really complete a convincing argument for our method. The first one is
the evaluation of our complete method in practice within real large-scale
applications. Following this first point, the second point is to address within
such applications also the other data management topics from Chapter 2.
We discuss these points (and others) in more detail, in the next section.

7.2 Future research

As our research is exploratory, the reader is probably left with more questions
than answers. In this section, we list our most prominent questions for future
research.

Development of evaluation methods Evaluating approaches to context-
awareness is hard, since on the application-side, there are not yet concrete
tasks on which different systems can be compared. The development of such
representative tasks is difficult since the situation of the user is essential for
context-aware systems and capturing realistic scenarios will cost much time
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and money. However, such tasks are necessary for the comparison of different
approaches to context-awareness.

Specific to this thesis, it would be beneficial to have some kind of applica-
tion environment, in which our complete approach to context-awareness can
be tested, for example, in terms of user satisfaction or task performance of
users.

Addressing the remaining data management topics of using context data
This thesis discussed an important set of data management topics that need
to be addressed to incorporate context data into database querying. However,
there are still some topics left to address, such as the distributiveness of the
sensors. Although we expect that they can be addressed orthogonally, it is
interesting to study how these topics relate to the methods proposed in this
thesis. For example, it might be beneficial to integrate the reasoning with
distributiveness to obtain more efficient reasoning.

“Native” database support for primitives The score combination model
and the uncertainty in our model are both addressed by implementing an
extra data type in PostgreSQL for event expressions. Since this solution is
quite generic, it might pay off to have native support for score models in the
database, thereby also addressing information retrieval challenges.

On a broader level, it is our opinion that database systems should manage
data in an application-independent way. As more and more data is available,
there are more and more applications that require the same type of data
management support, such as support for scores, reasoning, or explanation.
Therefore, it might pay off to research native database support of more prim-
itives, thereby profiting from existing database research and possible benefits
of integrating these new primitives.
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queries. In Eric Dubois and Klaus Pohl, editors, CAiSE, volume 4001 of
Lecture Notes in Computer Science, pages 142–156. Springer, 2006. ISBN
3-540-34652-X.



148 BIBLIOGRAPHY

Alkis Simitsis, Georgia Koutrika, and Yannis E. Ioannidis. Précis: from
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Samenvatting

In een razend tempo zijn we in staat om nieuwe gegevens te digitaliseren.
Een mogelijke techniek om te voorkomen dat gebruikers de weg kwijt raken
in deze hoeveelheid informatie is contextbewustheid; de beschikbaar gestelde
informatie, of het gedrag van een systeem, aanpassen aan de huidige situatie
van de gebruiker. Onderzocht is hoe contextbewuste applicaties zijn te on-
dersteunen met behulp van een applicatie-onafhankelijk raamwerk. De kern
van dit raamwerk is het aan de context van de gebruiker aanpassen van de
antwoorden op vragen die een gebruiker aan een gegevensbank stelt.

Door de manier waarop de context van een gebruiker vaak wordt geme-
ten (met behulp van sensoren) en gebruikt (om proactief informatie aan de
gebruiker te doen toekomen), zijn er verscheidene onderwerpen die specifiek
voor dit soort data aan de orde gesteld moeten worden. Vier onderwerpen
worden explicitiet onderzocht, te weten, de mogelijkheid om een antwoord
terug te voeren tot het waarom, het omgaan met onzekerheid in de con-
textdata, de mogelijkheid om het gedrag van de gebruiker te leren en de
mogelijkheid om de contextdata op te slaan.

Rekening houdend met deze onderwerpen is een model, genaamd CIM,
ontwikkeld waarin kan worden vastgelegd hoe contextdata de informatie-
behoefte van een gebruiker bëınvloedt en op basis waarvan de antwoorden
van een gegevensbank kunnen worden geordend op relevantie, of waarmee
proactief de meest relevante antwoorden aan de gebruiker kunnen worden
aangeboden. Dit model slaat de effecten van context op de gebruiker op
doormiddel van voorkeursregels voorzien van een score, tezamen met een
score-combinatie-operator. Iedere regel geeft een interesse van een gebruiker
aan in een specifieke context. Zowel de interesses, als de context worden
gerepresenteerd in Description Logics, om zo in staat te zijn redeneermecha-
nismes te ondersteunen en de regels voor gebruikers begrijpbaar te houden.
De combinatie-operator bepaalt wat de (sterkte van) de voorkeur van de ge-
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bruiker is als een document voldoet aan meerdere interesses. Er worden twee
combinatie-operators voorgesteld: een welke een conjunctieve relatie tussen
voorkeuren verondersteld en een tweede welke een disjunctieve relatie veron-
dersteld. Beide gaan uit van een (verschillende) probabilistische interpretatie
van de scores.

De begrijpbaarheid van de scores in het model voor de gebruikers blijkt
uit het feit dat indien gebruikers zelf de scores van hun voorkeursregels kun-
nen aanpassen, dit inderdaad leidt tot een beter antwoord van het systeem
dan wanneer slechts een ordering van voorkeursregels door de gebruikers is
gegeven. Verder is onderzocht welke (onzekere) aannames het onderliggende
systeem als uitleg van een antwoord zou moeten presenteren om de gebrui-
ker de kans te geven, door verificatie van deze aannames, meer zekerheid te
krijgen over het antwoord. Hiervoor worden twee maten voor de kwaliteit
van een uitleg voor een antwoord gëıntroduceerd.

Het model kan eenvoudig omgaan met opgeslagen contextdata via een
vertaling van het model naar relationele databases. Het omgaan met onze-
kerheid in de contextdata en het effect hiervan op een goede ordering, wordt
gedaan via probabilistic event expressions. Ook wordt laten zien hoe scores
van voorkeursregels te leren zijn uit de interactie-geschiedenis van een ge-
bruiker met het systeem. Testen met gesimuleerde gebruikers tonen aan dat
indien conjunctief of disjunctief gedrag in de geschiedenis aanwezig is, deze
scores ook te leren zijn, maar ook scores van echte gebruikers zijn deels te le-
ren op zo’n manier dat een representatie met geleerde scores beter geordende
antwoorden geeft dan een willekeurige representatie.

Een belangrijk inzicht dat ons model geeft is hoe de aanpak van onze-
kerheid, scores van voorkeuren voor het disjunctieve gedrag en inzicht geven
in antwoorden, hand in hand gaan door middel van probabilistische event
expressies. Er zijn echter twee belangrijke punten die meegenomen moeten
worden alvorens overtuigend te kunnen zeggen dat de beschreven methode
in deze thesis daadwerkelijk toepasbaar is in systemen op grote schaal. Deze
hangen samen met het exploratieve karakter van het onderzoek en bestaan
uit het daadwerkelijk testen van de technieken op grote schaal en het daarbij
ook rekening houden met de niet expliciet aan de orde gestelde onderwerpen
in deze thesis (zoals distributiviteit).
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Sensitivity Analyis of Decision-Theoretic Networks

2000-9 Florian Waas (CWI)

Principles of Probabilistic Query Optimization

2000-10 Niels Nes (CWI)

Image Database Management System Design Considerations, Algorithms

and Architecture

2000-11 Jonas Karlsson (CWI)

Scalable Distributed Data Structures for Database Management

2001-1 Silja Renooij (UU)

Qualitative Approaches to Quantifying Probabilistic Networks

2001-2 Koen Hindriks (UU)

Agent Programming Languages: Programming with Mental Models

2001-3 Maarten van Someren (UvA)

Learning as problem solving

2001-4 Evgueni Smirnov (UM)

Conjunctive and Disjunctive Version Spaces with Instance-Based Boundary Sets

2001-5 Jacco van Ossenbruggen (VU)

Processing Structured Hypermedia: A Matter of Style

2001-6 Martijn van Welie (VU)

Task-based User Interface Design

2001-7 Bastiaan Schonhage (VU)

Diva: Architectural Perspectives on Information Visualization

2001-8 Pascal van Eck (VU)

A Compositional Semantic Structure for Multi-Agent Systems Dynamics.

2001-9 Pieter Jan ’t Hoen (RUL)

Towards Distributed Development of Large Object-Oriented Models,

Views of Packages as Classes

2001-10 Maarten Sierhuis (UvA)

Modeling and Simulating Work Practice

BRAHMS: a multiagent modeling and simulation language for

work practice analysis and design

2001-11 Tom M. van Engers (VUA)

Knowledge Management:

The Role of Mental Models in Business Systems Design

2002-01 Nico Lassing (VU)

Architecture-Level Modifiability Analysis

2002-02 Roelof van Zwol (UT)

Modelling and searching web-based document collections

2002-03 Henk Ernst Blok (UT)

Database Optimization Aspects for Information Retrieval

2002-04 Juan Roberto Castelo Valdueza (UU)

The Discrete Acyclic Digraph Markov Model in Data Mining

2002-05 Radu Serban (VU)

The Private Cyberspace Modeling Electronic

Environments inhabited by Privacy-concerned Agents

2002-06 Laurens Mommers (UL)

Applied legal epistemology; Building a knowledge-based ontology of

the legal domain

2002-07 Peter Boncz (CWI)

Monet: A Next-Generation DBMS Kernel For Query-Intensive

Applications

2002-08 Jaap Gordijn (VU)



SIKS DISSERTATIEREEKS 155

Value Based Requirements Engineering: Exploring Innovative

E-Commerce Ideas

2002-09 Willem-Jan van den Heuvel(KUB)

Integrating Modern Business Applications with Objectified Legacy

Systems

2002-10 Brian Sheppard (UM)

Towards Perfect Play of Scrabble

2002-11 Wouter C.A. Wijngaards (VU)

Agent Based Modelling of Dynamics: Biological and Organisational Applications

2002-12 Albrecht Schmidt (Uva)

Processing XML in Database Systems

2002-13 Hongjing Wu (TUE)

A Reference Architecture for Adaptive Hypermedia Applications

2002-14 Wieke de Vries (UU)

Agent Interaction: Abstract Approaches to Modelling, Programming and Verifying

Multi-Agent Systems

2002-15 Rik Eshuis (UT)

Semantics and Verification of UML Activity Diagrams for Workflow Modelling

2002-16 Pieter van Langen (VU)

The Anatomy of Design: Foundations, Models and Applications

2002-17 Stefan Manegold (UVA)

Understanding, Modeling, and Improving Main-Memory Database Performance

2003-01 Heiner Stuckenschmidt (VU)

Ontology-Based Information Sharing in Weakly Structured Environments

2003-02 Jan Broersen (VU)

Modal Action Logics for Reasoning About Reactive Systems

2003-03 Martijn Schuemie (TUD)

Human-Computer Interaction and Presence in Virtual Reality Exposure Therapy

2003-04 Milan Petkovic (UT)

Content-Based Video Retrieval Supported by Database Technology

2003-05 Jos Lehmann (UVA)

Causation in Artificial Intelligence and Law - A modelling approach

2003-06 Boris van Schooten (UT)

Development and specification of virtual environments

2003-07 Machiel Jansen (UvA)

Formal Explorations of Knowledge Intensive Tasks

2003-08 Yongping Ran (UM)

Repair Based Scheduling

2003-09 Rens Kortmann (UM)

The resolution of visually guided behaviour

2003-10 Andreas Lincke (UvT)

Electronic Business Negotiation: Some experimental studies on the interaction between

medium, innovation context and culture

2003-11 Simon Keizer (UT)

Reasoning under Uncertainty in Natural Language Dialogue using Bayesian Networks

2003-12 Roeland Ordelman (UT)

Dutch speech recognition in multimedia information retrieval

2003-13 Jeroen Donkers (UM)

Nosce Hostem - Searching with Opponent Models

2003-14 Stijn Hoppenbrouwers (KUN)

Freezing Language: Conceptualisation Processes across ICT-Supported Organisations

2003-15 Mathijs de Weerdt (TUD)

Plan Merging in Multi-Agent Systems

2003-16 Menzo Windhouwer (CWI)

Feature Grammar Systems - Incremental Maintenance of Indexes to Digital Media Warehouses

2003-17 David Jansen (UT)

Extensions of Statecharts with Probability, Time, and Stochastic Timing

2003-18 Levente Kocsis (UM)

Learning Search Decisions

2004-01 Virginia Dignum (UU)

A Model for Organizational Interaction: Based on Agents, Founded in Logic



156 SIKS DISSERTATIEREEKS

2004-02 Lai Xu (UvT)

Monitoring Multi-party Contracts for E-business

2004-03 Perry Groot (VU)

A Theoretical and Empirical Analysis of Approximation

in Symbolic Problem Solving

2004-04 Chris van Aart (UVA)

Organizational Principles for Multi-Agent Architectures

2004-05 Viara Popova (EUR)

Knowledge discovery and monotonicity

2004-06 Bart-Jan Hommes (TUD)

The Evaluation of Business Process Modeling Techniques

2004-07 Elise Boltjes (UM)

Voorbeeldig onderwijs; voorbeeldgestuurd onderwijs, een opstap naar abstract

denken, vooral voor meisjes

2004-08 Joop Verbeek(UM)

Politie en de Nieuwe Internationale Informatiemarkt, Grensregionale politiële
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