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Chapter 1

Introduction

This chapter sketches the context of the topics in this thesis and motivates
their relevance in practice. The chapter briefly introduces the importance of
building correct systems, and focuses on the rôle of testing in assessing system
correctness. It then elaborates on conformance testing for reactive systems
based on unambiguous, formal specifications. At the end of this chapter a
synopsis of the contents of this dissertation is given.

1.1 Context

1.1.1 Correctness and its importance

For decades, when computers became available to businesses and private households, in-
formation processing has undergone a rapid growth in many areas of modern society.
Many control aspects of systems that used to be implemented mechanically are currently
implemented in cheaper, and faster, hardware or software. Nowadays the penetration of
such software-controlled and (electronic) hardware-controlled systems in every-day live is
enormous: examples are telephone switching systems, televisions, digital watches, traffic
light control systems, microwaves, fly-by-wire equipment in aeroplanes, text processing
systems, etc. A rough estimation, made by the head-researcher of a large consumer-
electronics company in the Netherlands (during a speech on the occasion of the official
opening of the IPA Research School in June 1995) is that, on average, 25 different infor-
mation processing systems are used per day per adult in modern society.

With the increasing penetration of hardware-controlled and software-controlled systems
in society the correct functioning of these systems becomes more important. This holds
even more for safety-critical systems, i.e., systems for which the faulty behaviour may
have dramatic consequences such as the loss of lives, or an unacceptable loss of money.
The importance of correctness of such systems is best illustrated by the consequences of
their failure. The following examples of failing software are taken from ‘10 great bugs of

1



2 CHAPTER 1. INTRODUCTION

history’1.

• In 1962 NASA launched a probe from Cape Canaveral that was set to go to Venus.
After takeoff, the unmanned rocket carrying the probe went off course, and NASA
had to blow up the rocket to avoid endangering lives on earth. The vehicle costs
more than $80 million. NASA later attributed the error to a faulty line of Fortran
code.

• Faulty software in a radiation-treatment machine made by Atomic Energy of Canada
Limited (AECL) resulted in several cancer patients receiving lethal overdoses of
radiation. From 1985 to 1987 four patients died. A later investigation found that
accidents occurred even after AECL thought it had fixed particular bugs.

• In 1990 switching errors in AT&T’s call-handling computers caused the company’s
long-distance network to go down for nine hours, the worst of several telephone
outages in the history of the system. The breakdown affected thousands of services
and was eventually traced to a single faulty line of code.

• The Denver International Airport was intended to be a state-of-the-art airport,
with a complex, automated baggage-handling system and 5,300 miles of fiber-optic
cabling. Unfortunately, bugs in the baggage handling system caused suitcases to be
chewed up and drove automated baggage carts into walls. The airport eventually
opened 16 months late, $3.2 billion over budget, and with a mainly manual baggage
system (1995, see also [WG94]).

• Two new electrical power agencies charged with deregulating the California power
industry have postponed their plans by at least three months. The delay will let
them debug the software that runs the new power grid. Consumers and businesses
were supposed to be able to choose from some 200 power suppliers as of January 1,
1998, but time ran out for properly testing the communications system that links
the two new agencies with the power companies. The project was postponed after a
seven-day simulation of the new system revealed serious problems. The delay may
cost as much as $90 million–much of which may eventually be footed by ratepayers,
and which may cause some of the new power suppliers to go into debt or out of
business before they even start.

Many other examples of bugs and their consequences can be found on a daily basis in news-
papers or magazines, e.g., the magazine Software Engineering Notes frequently publishes
a list of systems that have failed due to malfunctioning software or hardware together
with the consequences of their misbehaviour.

1.1.2 Testing vs. verification

To prevent, as much as possible, that system behaviour is faulty and may cause severe
damage, it has to be checked whether the system behaves as expected. This process

1See http://www.cnet.com/Content/Features/Dlife/Bugs/ss05a.html
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is called validation. To validate a system the desired behaviour of the system must be
known. A prescription of the desired behaviour is called a specification: it describes what
a system must do, not how this is done. A system that is supposed to implement the
desired behaviour is called an implementation, e.g., a real, executing, piece of hardware
or software. Validation now amounts to checking whether an implementation complies
with its specification (see figure 1.1).

specification implementation

validate

implement

Figure 1.1: Validation of systems

Two complementary validation techniques that can be used to increase the level of confi-
dence in the correct functioning of systems as prescribed by their specifications are testing
and verification. While verification aims at proving properties about systems by formal
manipulation on a mathematical model of the system, testing is performed by exercising
the real, executing implementation (or an executable simulation model). Verification can
give certainty about satisfaction of a required property, but this certainty only applies to
the model of the system: any verification is only as good as the validity of the system
model. Testing, in practice being based on observing only a small subset of all possible
instances of system behaviour, is usually incomplete: testing can show the presence of
errors, not their absence. Since testing can be applied to the real implementation, it is
useful in those cases when a valid and reliable model is not present, or too complex to
construct.

There is an apparent paradox between the attention that verification and testing get
in usage and research. Whereas most of the research in the area of system validation is
concentrated on verification, testing is the predominant technique in practice. People from
the realm of verification very often consider testing as inferior, because it can only detect
some errors, but it cannot prove correctness; on the other hand, people from the realm
of testing consider verification as impracticable and not applicable to realistically-sized
systems.

1.1.3 Formal conformance testing

Testing can take place at different levels of abstraction, e.g., unit testing (testing the
smallest testable piece of software or hardware), component testing, (testing the coopera-
tion of a number of units that make up a component), system testing (testing the complete
system). For each of these abstraction levels different aspects of a system can be tested,
e.g., stress testing (testing the performance under heavy workload), robustness testing
(test how an implementation reacts to unspecified, or ‘abnormal’ environments), per-
formance testing (test whether the implementation performs as expected), conformance
testing (test whether the behaviour of the implementation conforms to the specified be-
haviour), acceptance testing (test whether the initial system requirements are met when
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the system operates in its intended production environment). In this thesis we concentrate
on conformance testing, but we do not concentrate on a particular abstraction level.

Conformance testing is concerned with checking implementations against their specifica-
tions by means of experimentation. Tests are derived from the specification, then applied
to the implementation under test, and, based on observations made during the execution
of the tests, a verdict about the correct functioning of the implementation is given. Since
conformance testing is a mainly manual, laborious and time-consuming process, automat-
ing the testing process has always received much attention. To automate the generation of
test cases the specification must be in a form amenable to manipulation by tools. Natural
language specifications do not serve this purpose; formal languages do. The availability
and increasing use of formal methods has resulted in theories, methods and pragmatics
for the (semi-)automatic generation of tests from formal specifications. In the area of test
execution there are currently commercial tools available that can execute tests for many
different protocols. For such tools to work properly it is important that test cases can
be specified precisely and unambiguously. The standardised test specification language
TTCN [ISO91, part 3] is widely used for this purpose.

Starting point for conformance testing based on formal methods is a formal specifica-
tion, e.g., a specification written in one of the currently standardised formal description
techniques Estelle [ISO89a], LOTOS [ISO89b], or SDL [CCI92]. Correctness of the speci-
fication is assumed (i.e., it is assumed that the specification faithfully describes the desired
system behaviour) and is not considered as part of conformance testing. Furthermore,
there is an implementation, referred to as the implementation under test (IUT) , which is
treated as a black box, exhibiting external behaviour. The IUT is a physical, real object
that need not be amenable to formal reasoning. We can only deal with implementations
in a formal way if we make the assumption that any real implementation has a formal
model with which we could reason formally. This formal model is only assumed to exist,
but it need not be known a priori. This assumption is referred to as the test hypothesis
[Ber91, Tre92, ISO96]. The test hypothesis allows to reason about implementations as
if they were formal objects, and, consequently, to express conformance of implementa-
tions with respect to specifications by means of a formal relation between such models of
implementations and specifications. Such a relation is called an implementation relation
[BAL+90, ISO96]. Conformance testing now consists of performing experiments to decide
whether the unknown model of the implementation relates to the specification accord-
ing to the implementation relation. The experiments are specified in tests, or test cases.
Given a specification, a test generation algorithm must produce a set of such test cases,
called a test suite. The test suite must be sound, i.e., it must give a negative verdict only
if the implementation is incorrect. Additionally, the test suite must be as complete as
possible, i.e., if the implementation is incorrect, it must have a high probability to give a
negative verdict.

1.1.4 Blackbox conformance testing

To test an implementation a tester must access the implementation and execute tests
against this implementation. Basically three different levels of accessibility are distin-
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guished that correspond to different types of testing: white-box testing, grey-box testing
and black-box testing. If the internal structure of an implementation is fully known,
then this information can be exploited when the implementation is tested. This is called
white-box testing . An example of white-box (software) testing is when the implementation
consists of an piece of code, and the source code of the implementation is available to the
tester; in that case the tester can access, and measure, specific internal characteristics
of the implementation (e.g., if particular statements are executed, or if certain variables
contain the expected values or not). The opposite of white-box testing is black-box test-
ing. In black-box testing it is assumed that the implementation can only be accessed
through its interface with the environment, and no knowledge of the internal structure of
the implementation is present. Black-box testing is done when, e.g., the source code of
an implementation is not available but only the executable is, or in case of third-party
testing. Grey-box testing lies in between black-box testing and white-box testing. In grey-
box testing it is assumed that only part of the internal structure of an implementation is
known.

This thesis is concerned with black-box conformance testing: an abstraction from the
internal structure of implementations is made, and only the interactions that an imple-
mentation can exchange with its environment are considered [Gla90, Gla93]. An im-
plementation can therefore be seen as an interface that hides any internal details of its
operation. Intuitively, the interface can be equipped with buttons, displays, and other
gadgets through which an external observer can experiment with the implementation, and
the responses of the black box to these experiments can only be visualised as state changes
of the interfaces (e.g., as lamps that suddenly start to flash, or messages that appear on
a display). When testing implementations an external observer, or experimenter, thus
only sees the reactions of the black box to the experiments it performs without knowing
how they are caused. Figure 1.2 shows an example interface that can be used to test
implementations.

buttons

switches

lamps
display

audio

X

Figure 1.2: Example of a testing interface

Two systems can be compared in an extensional way by comparing the responses of the
systems to a set of experiments that are conducted on these systems through the same in-
terface. Comparisons on basis of the external behaviour of systems are called extensional
comparisons, i.e., no knowlegde of the internal structure of these systems is used when
comparing them. Such extensional comparisons clearly depend on the set of experiments
that are used, the kind of interface that is used to access the implementations, and a com-



6 CHAPTER 1. INTRODUCTION

parison criterion to compare the responses that are obtained from these implementations.
In general, for a set of experiments U , and a set of observations obs(u, p) that experiment
u ∈ U may cause when system p is tested, a testing relation over systems is defined by
relating the observations obs(u, i) and obs(u, s) that are made when experiments u ∈ U
are carried out against the systems i and s. Formally, such testing relations are defined
as follows

i conforms-to s =def ∀u ∈ U : obs(u, i) v obs(u, s) (1.1)

where conforms-to denotes the testing relation that is defined. In black-box testing such
a testing relation defines, for particular choices of U ,obs and v, an extensional correctness
criterion between implementations and specifications that may serve as an implementation
relation. By varying the set of experiments u ∈ U , the set of observation obs and the
comparison criterion v between the observations, different testing relations can be defined.
[DNH84, DN87] were first in defining, and comparing, different testing relations by varying
the set of observations obs and the relations v between these observations. [Gla90,
Gla93] extended this work by interrelating many more extensional characterisations of
implementation relations that are obtained for a variety of distinct interfaces.

1.2 About this thesis

1.2.1 Scope and objectives

This thesis is about black-box formal conformance testing for reactive systems. A reactive
system is a system that exchanges information with, or interacts with, its environment.
Such system does not continuously operate in an autonomic manner, but its behaviour
depends on the interactions that can be performed between the system and its environ-
ment. Many realistic systems behave as reactive systems, e.g., cash dispensers, television
sets, coffee machines, communication protocols, etc. Although the topics in this thesis are
not necessarily restricted to the domain of communication protocols, most of the concepts
will be explained with such applications in mind. Formal conformance testing for reactive
systems assumes the presence of a specification in a formal language, and aims at check-
ing, by means of testing, whether implementations comply with the specified behaviour.
In black-box formal conformance testing no internal details of the implementations are
known: only the interactions between the system and its environment (i.e., the observer)
are visible.

The objectives of this thesis are (i) to develop a formal conformance testing theory that is
applicable to a large class of existing reactive systems and that is of significant practical
interest, and (ii) to apply the standard ‘Formal Methods in Conformance Testing’ (FMCT)
[ISO96]. This standard defines a framework for the use of formal methods in conformance
testing and is complementary to the international standard IS-9646 ‘OSI Conformance
Testing Methodology and Framework’ that is mainly intended for specifications written
in a natural language. By instantiating the abstract testing concepts described in FMCT
with the concrete ones based on the testing theory described in this thesis and by applying
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these instantiated concepts to a concrete example, we hope to show viability of the testing
theory in practical situations.

1.2.2 Synopsis

The rest of this thesis is organised as follows.

Chapter 2 serves as a starting point for the remaining chapters in this thesis and provides
the reader with a formal background for these remaining chapters. It introduces the
abstract concepts of the framework ‘Formal Methods in Conformance Testing’ (FMCT),
and briefly sketches the developments that have taken place in formal conformance testing
for transition systems in the last decade. In particular, this chapter focuses on the trend
to equip black-box conformance testing scenarios with explicit input actions and output
actions in order to model testing practice more faithfully. Part of this chapter has been
published in [BHT97].

Chapter 3 refines the testing theory for input/output transition systems (see section
2.4) in two ways. First, actions are not only partitioned in input actions and output
actions (as has been done for input/output transition systems), but these input actions
and output actions are partitioned further in groups of input actions and groups of out-
put actions. Such groups of input actions and output actions reflect the locations (also:
channels, or PCOs [ISO91]), where external observers can access the implementation, i.e.,
they reflect the (geographical) distribution of the interface of implementations. Secondly,
to extend the applicability of the theory to a broader class of systems, the requirement
that input actions of implementations must be continuously enabled (see definition 2.12)
is weakened to the requirement that all input actions in the same group must be simul-
taneously enabled. Systems that are refined in this way are called multi-input/output
transition systems, and they serve as models of implementations. By making assumption
about the interface between implementations and their environment different classes of
implementation models are obtained. By applying the testing scenario of input/output
transition systems completely analogous to these classes of multi-input/output transition
systems a testing theory occurs that is parameterised by the distribution of the interface
of implementations. A class of correctness criteria, named miocoF , is obtained that is
also parameterised by the distribution of the interface. It turns out that many existing
implementation relations can be expressed as specific instantiations of miocoF . In that
way the refined testing theory links both traditional testing theories and more recent
testing theories based on inputs and outputs in a unified framework. Part of this chapter
has been published in [HT97].

Chapter 4 discusses test generation for implementations that can be modelled as multi-
input/output transition systems. After it has been defined what a test for a multi-
input/output transition system is and what it means for a test to pass or fail an im-
plementation when it is executed, an algorithm is presented that generates tests from a
transition system specification. This algorithm is, just as the class of implementation
models under consideration, parameterised by the distribution of the interface with which
the implementation communicates with its environment. For a predefined set of failure
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traces F the algorithm generates tests that are sound with respect to correctness criterion
miocoF defined in chapter 3, and, moreover, the set of all tests that can be generated by
the algorithm is complete with respect to miocoF . Then, a prototype implementation of
the algorithm is discussed. Part of this chapter has been published in [HT97].

Chapter 5 treats techniques that can make test generation for multi-input/output tran-
sition systems more efficient. This is done by avoiding the generation of a set of test from
the (complicated) correctness criterion miocoF directly from a (usually large) specifica-
tion. Instead, both the correctness criterion and the specification are split up in smaller
parts, and tests are generated from these smaller specifications with respect to the simpler
correctness criteria. These tests are then composed in a test suite that can be used to
test correctness of implementations with respect to the original correctness criterion and
the original specification. Two versions of this technique are presented: one that yields a
sound test suite for the original correctness criterion, and the original specification, and
another one that yields a complete test suite.

Chapter 6 discusses some other testing aspects that have not been addressed in the
former chapters, but that play an important rôle when formal conformance testing is done
for realistic applications. The main aspects in this chapter are test selection and coverage.
To avoid the generation of too many tests from a specification, test selection techniques
are necessary to keep test generation for realistic systems practicable and feasible. To
select which tests must be executed (and generated) and which not, coverage measures
have to be defined that compare test suites with respect to their ability to discriminate
between correct and incorrect implementations. This chapter introduces a framework for
the definition of test selection techniques that can be used to reduce the size of a test
suite, and for the definition of coverage measures. Minimal requirements that must be
imposed on test selection techniques to be useful are given, and several parameters that
influence the coverage of test suites are taken into account, such as the importance of
implementations, their probability to occur, and the probability that implementations
pass or fail a test. The work in this chapter extends the work in [Bri93]. A preliminary
version has been published as [HT96].

Chapter 8 applies the theory presented in the former chapter to realistic situations by
conducting a simple testing experiment. The goal of this experiment is to apply the ab-
stract, formal testing framework ‘Formal Methods in Conformance Testing’ [ISO96] that
is briefly discussed in section 2.1 by instantiating this framework with the testing theory
for (multi-)input/output transition systems, and to show viability of such testing theories
in practice. The experiment consists of testing a simple conferencing protocol entity. A
formal description of the system under test (SUT) is made from which tests are systemat-
ically generated using the test generation algorithm of chapter 4. This algorithm is able
to generate tests from the specified behaviour of the IUT with respect to implementation
relation miocoF (see chapter 3). The tests that are generated are represented in a format
that is close to the standardised test notation TTCN [ISO91, part 3]. These tests are
subsequently interpreted, translated to executable code, and executed by a test execution
tools. Part of this chapter been published as [TFPHT96].

Chapter 8 summarises the main results in this thesis and presents some overall conclu-
sions. Also, some ideas on future work are given.
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Appendix A contains mathematical preliminaries.

Appendix B contains the soundness and completeness proof of theorem 4.6.
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Chapter 2

Formal background

This chapter introduces abstract aspects of formal testing, and presents a brief
overview of some of the developments that took place in formal testing for
transition systems in the last decade. The main concepts, and motivations,
behind these developments are discussed. This chapter serves as a starting
point for the remaining chapters in this thesis.

2.1 Formal methods in conformance testing

The standard ‘Formal Methods in Conformance Testing’ (FMCT) defines a framework for
the use of formal methods in conformance testing [ISO96] and is complementary to the
international standard IS-9646 ‘OSI Conformance Testing Methodology and Framework’
[ISO91]. FMCT is intended to guide the testing process of an implementation with respect
to a formal specification, and it defines, at a high level of abstraction, the concepts used
in conformance testing, such as conformance, testing, test generation, etc. In this section
the main concepts of [ISO96] about conformance, testing, and conformance testing, are
recalled.

2.1.1 Conformance

The definition of conformance concerns implementations under test (IUT ) and specifi-
cations, so a universe of implementations IMPS , and a universe of formal specifications
SPECS are assumed. Implementations are concrete, non-formal objects, such as pieces
of hardware, or pieces of software. In order to reason formally about them, it is assumed
that each implementation IUT ∈ IMPS can be modelled by a formal object iIUT in a uni-
verse of models MODS , which is referred to as the universe of models. This hypothesis is
referred to as the test assumption, or test hypothesis. Note that the test assumption only
assumes that such a model exists, and not that this model is known a priori.

11
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Implementation relations

Having the test assumption, which allows to reason about implementations as if they were
formal objects, conformance of implementations with respect to formal specifications is
expressed by means of an implementation relation [BAL+90]. An implementation relation
imp is a relation between the set of models of implementations MODS and the set of
specifications SPECS :

imp ⊆ MODS × SPECS (2.1)

Implementation IUT ∈ IMPS is considered imp-correct with respect to s ∈ SPECS
if and only if the model iIUT ∈ MODS of IUT is imp-related to s: iIUT imp s. As
shorthand notations we define Is,imp =def {i ∈ MODS | i imp s} as the set of imp-
correct implementations of s, and Is,imp =def MODS − Is,imp as its complement, which is
abbreviated by Is and Is in case the relation imp is clear from its context, respectively.

Requirements

Another way to describe conformance is as a set of conformance requirements that must
be satisfied by an implementation in order to conform. In this approach a specification
s ∈ SPECS is expressed as a set of requirements Rs in some requirement language REQS ,
i.e., Rs ⊆ REQS . The set Rs is called a requirement specification, and a single element
of Rs is called a requirement . If an implementation model iIUT satisfies, or implements,
requirement r, then this is denoted as iIUT sat r. Conformance can now be alternatively
expressed in terms of satisfaction of requirements. Let Mr =def {i ∈ MODS | i sat r} be
the set of all implementation models that satisfy requirement r, then the set of conforming
implementation models in the requirement approach is

⋂
r∈RsMr. An implementation

IUT modelled by iIUT conforms to requirement specification Rs if iIUT satisfies at least
all requirements in Rs (and possibly more), viz.

iIUT ∈
⋂
r∈Rs

Mr (2.2)

Compatibility

The two ways of characterising the set of conforming models, i.e., by implementation re-
lations (equation (2.1)) and conformance by requirements (equation (2.2)), can be equiv-
alent.

iIUT imp s iff iIUT ∈
⋂
r∈Rs

Mr (2.3)

If conformance is defined both by means of an implementation relation and conformance
requirements then compatibility between both characterisations of the set of conforming
models can be shown by proving equation (2.3).
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2.1.2 Testing

The environment in which an implementation is tested is called a test architecture. The
test architecture gives an abstract view of how the tester communicates with the IUT. It
consists of a tester, an implementation under test (IUT), a test context, points of control
and observation (PCOs), and implementation access points (IAPs). A point of control
and observation defines the communication interface between the test context and the
tester. An implementation access point defines the communication interface between the
test context and the IUT. The test context is the system in which the IUT is embedded,
and which is there when the IUT is tested, but which is not the object of testing (that is,
the test context is not tested for errors, only the IUT embedded in the test context is).
The test context can be described by relating the events that occur at PCOs to the events
that occur at IAPs, and vice versa. Thus, the tester communicates with the IUT via the
test context (figure 2.1). Ideally, the IAPs and PCOs coincide, that is, the tester directly
communicates with the IUT via the implementation access points of the IUT. However,
practical limitations often prevent the tester from accessing the IUT directly.

IUT

PCO

PCO

tester

test context

IAP

IAP

Figure 2.1: Test architecture

In order to formally reason about the test architecture, this architecture must be for-
malised in terms of its components. Following the test assumption, the IUT is formally
expressed by its model iIUT . The test context is modelled as a function

C : MODS → MODS (2.4)

that transforms the behaviour of the implementation under test iIUT as observed at the
IAPs to the behaviour C(iIUT ) as observed at the PCOs.

The behaviour of concrete implementations is investigated by performing experiments on
the implementations and observing the reactions that the implementations produce to
these experiments. Such experiments are called tests, or test cases, and they are formally
specified as elements of a universe of tests TESTS . A set of test cases T ∈ P(TESTS )
is called a test suite. The process of executing a test against a concrete implementation
with the objective to investigate whether the implementation responds correctly to the
test is called test execution. The execution of a single test usually consists of multiple
test runs, i.e., test execution can be seen as repeatedly running tests against an imple-
mentation. Test execution leads to an observation in a domain of observations OBS . To
each observation that can be obtained from executing test t a verdict is assigned by a
verdict assignment function verd t : OBS → {pass, fail}. The verdict pass is assigned to
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expected observations on basis of the specification that may occur as a result of testing
implementation IUT with test t, and the verdict fail is assigned to unexpected observa-
tions. It is said that a concrete implementation IUT ∈ IMPS contained in context C
passes a test suite T ⊆ TESTS if the test execution of all its test cases must lead to
observations with verdict pass:

IUT passes T =def ∀t ∈ T : IUT passes t
IUT passes t =def test execution of t and IUT contained in context C

gives σ ∈ OBS , such that verd t(σ) = pass (2.5)

An implementation fails test suite T if it does not pass:

IUT fails T =def ¬(IUT passes T ) (2.6)

The interpretation of test execution, i.e., of IUT passes T , is given by modelling the
process of test execution on models of implementations. By comparing the concrete
observations made of the IUT contained in context C with the calculated observations of
the model of test execution, conclusions can be drawn about the model iIUT , in particular,
whether iIUT ∈ Is. Let test execution be modelled as a function exec : TESTS×MODS →
OBS , such that for each test case t ∈ TESTS and each model i ∈ MODS , exec(t, C(i))
calculates the observation in OBS that results from executing t with the model i placed
in context C. It is assumed that an observation in OBS contains all possible test runs
that can be obtained when test t is run against an implementation with model i placed
in context C. If exec indeed faithfully models concrete test execution, then it can be
concluded from successful test execution, IUT passes t, that the model of IUT is in the
subset Pt of models for which a pass-verdict is calculated:

let Pt =def { i ∈ MODS | verd t(exec(t, C(i))) = pass }
then IUT passes t ⇐⇒ iIUT ∈ Pt

(2.7)

and moreover for a test suite T :

let PT =def

⋂
t∈T Pt

then IUT passes T ⇐⇒ iIUT ∈ PT
(2.8)

In this way, for each test suite T , the universe of models of implementations MODS is
partitioned into models in PT , which denote passing implementations, and models not in
PT .

2.1.3 Conformance testing

In order to judge whether a concrete implementation IUT conforms to its specification
s ∈ SPECS by means of testing, the notion of conformance, i.e., the set Is, and test
execution, i.e., the set PT (equation (2.8)), have to be linked, so that from test execution
an indication can be obtained whether iIUT ∈ Is, i.e., whether IUT conforms. A test
suite is complete if it can distinguish exactly between all conforming and non-conforming
implementations: Is = PT . Unfortunately, this is a very strong requirement for practical
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testing: complete test suites are usually infinite, and consequently not practically exe-
cutable. Hence, [ISO96] poses a weaker requirement on test suites: they shall be sound ,
which means that all correct implementations (and possibly some incorrect implementa-
tions) will pass them:

Is ⊆ PT (2.9)

In case all incorrect implementations (and possibly some correct ones) do not pass the
execution of test suite T , the test suite is called exhaustive:

Is ⊇ PT (2.10)

In this thesis we will base conformance testing on the framework ‘Formal Methods in
Conformance Testing’ [ISO96]. By instantiating the abstract concepts defined in this
section with specific choices we show how formal conformance testing can be done, and
how tests can be generated in a systematic way.

2.2 Labelled transition systems

2.2.1 Denotation of transition systems

We use labelled transition systems to model the behaviour of specifications, implementa-
tions and tests. Labelled transition systems serve as the underlying formalism of many
specification languages, e.g., LOTOS [ISO89b], CCS [Mil89], CSP [Hoa85], and many oth-
ers can be expressed in them, e.g., Estelle [ISO89a], SDL [CCI92]. A (labelled) transition
system consists of nodes and transitions between nodes that are labelled with actions.

Definition 2.1 A (labelled) transition system (LTS) over L is a quadruple 〈S, L,→, s0〉
where S is a (countable) set of states, L is a (countable) set of observable actions, →⊆
S × (L ∪ {τ})× S is the transition relation, and s0 ∈ S is the initial state. �

The special action τ 6∈ L represents an unobservable (or internal, or silent) action. An
element of → is called a transition. A transition system is rigid if it cannot do a silent
action, i.e., ∀s ∈ S : s

τ−−→/ . We restrict to (strongly) convergent (also: divergent-free)
transition systems, i.e., transition systems that are not able to do an infinite sequence
of internal transitions [Gla93]. The class of all convergent transition systems over L is
denoted by LTS(L). We will use the term process as a synonym for a transition system.
To describe sequences of actions in L that can be performed from a given state we use
the following notations.

Notation 1 Let p = 〈S, L,→, s0〉 ∈ LTS(L) and s, s′ ∈ S, µ(i) ∈ L ∪ {τ}, a(i) ∈ L and
ρ ∈ L∗. Then
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s µ−→ s′ =def (s, µ, s′) ∈→
s µ1·µ2·...·µn−−−−−−−→ s′ =def ∃s0, s1, . . . , sn : s = s0

µ1−−→ s1
µ2−−→ . . . µn−−→ sn = s′

s µ1·µ2·...·µn−−−−−−−→ =def ∃s′ : s µ1·µ2·...·µn−−−−−−−→ s′

s
µ1·µ2·...·µn−−−−−−−−→/ =def not (s µ1·µ2·...·µn−−−−−−−→ )

s
ε

=⇒ s′ =def s = s′ or s τ ·...·τ−−−−→ s′

s
a

=⇒ s′ =def ∃s1, s2 : s
ε

=⇒ s1
a−→ s2

ε
=⇒ s′

s
a1·a2·...·an=======⇒ s′ =def ∃s0, s1, . . . , sn : s = s0

a1==⇒ s1
a2==⇒ . . .

an==⇒ sn = s′

s
ρ

=⇒ =def ∃s′ : s
ρ

=⇒ s′

s
ρ

=6⇒ =def not (s
ρ

=⇒ )

�

State s is stable if s
τ−−→/ , otherwise s is unstable. An action a ∈ L is (weakly) enabled

in s if s
a

=⇒ , otherwise it is (weakly) disabled in s. A set A ⊆ L is a refusal of s if

∀µ ∈ A∪{τ} : s
µ−−→/ . In this case s suspends on A. If s suspends on L then s deadlocks.

If refusal A is finite, then A is a finite refusal1. To explicitly encode the inability to
perform any action in A∪ {τ} in state s in transition systems we extend notation 1 with

self-loop transitions of the form s A−→ s in case A is a refusal of s, viz.,

s A−→ s′ =def ∀µ ∈ A ∪ {τ} : s
µ−−→/ and s′ = s (2.11)

Such transitions are called refusal transitions, and they can be used in the same way as

transitions µ−→ with µ ∈ L∪{τ} in notation 1. For example s
a1·{a2,a3}·a4

=======⇒ denotes that s
can do a transition labelled with a1 and reach a state where both a2 and a3 are suspended

but where a4 can be done, viz. ∃s′ : s
a1==⇒ s′ {a2,a3}−−−−−→ s′

a4==⇒ . Note that refusal transitions
are obtained from the transition relation → of a transition system, but they are not part
of this transition relation. Hence, when two or more transition systems are composed
only rules for the composition of the transition relations from the component systems are
given: the refusal transitions of the composed transition system follow subsequently from
its transition relation. Refusal transitions can be serialised as is indicated in the following
proposition.

Proposition 2.2 Let p ∈ LTS(L) and A1, A2 ∈ P(L), then

p
A1·A2====⇒ p′ iff p

A1∪A2=====⇒ p′

�

1In [BHR84, Phi87] refusals are, by definition, finite. In this thesis we extend their notion of refusal
by allowing refusals to be infinite.
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Proof

p
A1·A2====⇒ p′

iff { notation 1 }
∃p1, p2 : p

ε
=⇒ p1

A1−−→ p1
ε

=⇒ p2
A2−−→ p2

ε
=⇒ p′

iff { notation 1, s A−→ implies s is stable, hence p1 = p2 = p′ }
p

ε
=⇒ p′ and p′ A1−−→ p′ and p′ A2−−→ p′

iff { notation 1 }
p

ε
=⇒ p′ and ∀µ1 ∈ A1 ∪ {τ} : p′

µ1−−→/ and ∀µ2 ∈ A2 ∪ {τ} : p′
µ2−−→/

iff { logical manipulation }
p

ε
=⇒ p′ and ∀µ ∈ A1 ∪A2 ∪ {τ} : p′

µ−−→/
iff { notation 1 }

p
ε

=⇒ p′ and p′ A1∪A2−−−−→ p′

iff { notation 1 }
p

A1∪A2=====⇒ p′

�

A failure trace consists of a sequence over refusal transitions A−→ with A ⊆ L and ‘normal’
transitions µ−→ with µ ∈ L ∪ {τ}, where an abstraction from internal actions τ is made.
Failure traces can best be seen as traces over L∪P(L), where transitions labelled in P(L)
are interpreted as refusal transitions. As often in the literature, no distinction is made
between a transition system and its initial state, e.g., p

σ
=⇒ =def s0

σ
=⇒ where s0 is the

initial state of labelled transition system p. In this thesis the following definitions and
notations are used that slightly differ from the ones in [Tre92, Tre96b].

Definition 2.3 Let p ∈ LTS(L), σ ∈ (P(L) ∪ L)∗, then

1. f-traces(p) =def {σ ∈ (P(L) ∪ L)∗ | p σ
=⇒}

2. traces(p) =def f-traces(p) ∩ L∗

3. init(p) =def {µ ∈ L ∪ {τ} | ∃p′ : p µ−→ p′}

4. p after σ refuses A =def ∃p′ : p σ
=⇒ p′ and init(p′) ∩ (A ∪ {τ}) = ∅

5. p after σ deadlocks =def p after σ refuses L

6. der(p) =def {p′ | ∃σ ∈ L∗ : p
σ

=⇒ p′}

7. P after σ =def {p′ | ∃p ∈ P : p
σ

=⇒ p′} where P is a set of states

8. p is image-finite iff ∀s ∈ der(p), ∀µ ∈ L ∪ {τ} : {s′ | s µ−→ s′} is finite

9. p is deterministic iff ∀σ ∈ L∗ : | {p} after σ | ≤ 1

10. p has finite behaviour iff ∃N ∈ N : ∀σ ∈ traces(p) : |σ | ≤ N

�
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The set of failure traces of p is denoted by f-traces(p). A trace of p is a failure trace of
p that contains no refusal transitions. The actions in L ∪ {τ} that p is able to perform
are collected in the set of initials init(p) of p. If p is able to reach a state p′ after having
performed failure trace σ such that p′ suspends on A then p after σ refuses A (or

alternatively p
σ·A

==⇒ ). If the set A equals the label set L, then p can deadlock after σ.
The set of reachable states (or derivates) of p is denoted by der(p). All derivates that are
reachable from some p ∈ P after failure trace σ are collected in P after σ . If p′ ∈ der(p)
and init(p′) = ∅ then p′ is called a final state (of p). A transition system is image-
finite if from every reachable state of the transition system a finite number of states can
be reached by performing a single transition. A transition system is deterministic if it
can reach at most one state after performing an arbitrary given trace, and p has finite
behaviour if there exists a upperbound on the length of all traces that p can perform. For
strongly convergent transition systems an alternative characterisation of the predicate
p after σ refuses A can be given that is used in [Tre92, Tre96b] as its definition. This
characterisation is given below as a lemma.

Lemma 1 For all p ∈ LTS(L) and σ ∈ (L ∪ P(L))∗ and A ⊆ L

p after σ refuses A iff ∃p′′ : p σ
=⇒ p′′ and ∀a ∈ A : p′′

a

=6⇒
�

Proof The proof for p after σ refuses A implies ∃p′′ : p σ
=⇒ p′′ and ∀a ∈ A : p′′

a

=6⇒
follows immediately from definition 2.3.3, definition 2.3.4 and notation 1.

For the other implication it follows

∃p′′ : p σ
=⇒ p′′ and ∀a ∈ A : p′′

a

=6⇒
implies { p ∈ LTS(L), hence p is strongly convergent }

∃p′, p′′ : p σ
=⇒ p′′ and p′′

ε
=⇒ p′ and ∀a ∈ A ∪ {τ} : p′

a−−→/
implies { notation 1, definition 2.3.4 }

p after σ refuses A

�

To facilitate the notation of transition systems a simple process syntax and a correspond-
ing operational semantics is given. For that purpose we define a set of behaviour expres-
sions BE(L) over L. To define recursive behaviour we assume the existence of a countable
set of process names PN and an environment of process definitions Env : PN → BE(L)
that assigns a behaviour expression to each process name. Instead of Env(P ) = B we
write P := B. The operational semantics of transition systems is given in the Structured
Operational Semantics (SOS) style introduced by Plotkin [Plo81].

Definition 2.4 The set of behaviour expressions over L, denoted by BE(L), is defined
by the syntax

B := a;B | ΣB | P
where a ∈ L ∪ {τ},B ⊆ BE(L) and P ∈ PN with P := B for some B ∈ BE(L).
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The semantics of a behaviour expression in BE(L) is the labelled transition system induced
by the following inference rules

a;B a−→B

B a−→B′

ΣB a−→B′
(B ∈ B)

B a−→B′

P a−→B′
(P := B)

We define stop =def Σ∅. �

The behaviour expression stop has no inference rules and denotes the process that is not
able to continue, i.e., the deadlocked process. Instead of Σ{B1, B2, . . . , Bn} we also write
B1 +B2 + . . .+Bn.

Transition systems are graphically represented by directed labelled graphs, where nodes
correspond to states and labelled edges correspond to transitions. Following the con-
vention adopted in the literature we consider the top node of a transition system as its
initial state in case no initial state has been indicated explicitly. Refusal transitions are
as a rule not indicated. Exceptions to this rule are denoted by dashed self-loops. The
following example illustrates some of the basic notations, representations and conventions
for transition systems that are used in this thesis.

tea

τ

p0

p1 p3

p4

p5

p6

LD

tea

coffee

p7

p2

{coffee, tea}

{coffee}

coin

coin

coin

Figure 2.2: A drink dispenser

Example 2.1 Consider the labelled transition system LD depicted in figure 2.2. This
transition system represents the behaviour of a machine that is able to provide drinks to
customers. The initial state of LD is p0. After a customer inserts a coin, the machine
may go either to state p1 or to state p3. If the machine is in state p1 it can produce tea,
and end up in p2 from which there is no escape possible. If the machine is in state p3, the
customer can insert another coin after which the machine goes to state p4, and obtain
some coffee. The machine then ends up in state p5. When the machine is in state p3 it is
also possible that it decides to take a silent step τ and goes to state p6. This transition is
not observable by the customer since, by definition, τ is unobservable. Now the customer
can get some tea, after which the machine ends up in state p7.
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Formally, the transition system LD is defined as:

LD = 〈 {p0, p1, p2, p3, p4, p5, p6, p7},
{coin, coffee, tea},
{(p0, coin, p1), (p0, coin, p3), (p1, tea, p2), (p3, coin, p4), (p4, coffee, p5),
(p3, τ, p6), (p6, tea, p7)},
p0

〉
Some of the transitions that LD can perform are given in the next table, together with
their intuitive explanation.

p0
coin−−−→ p1 it is possible to reach p1 from p0 by performing action coin

p0
coin·tea

====⇒ p7 it is possible to reach state p7 from p0 by performing the observable
actions coin and tea subsequently, possibly interleaved with zero
or more τ transitions

p1
coin·tea

====⇒ sequence of observable transitions from p0 (note that this transi-
tion may either end in p2 or in p7)

p0
coin·coffee−−−−−−→/ there is not sequence of transitions starting from p0 such that after

having inserted a coin it possible to obtain coffee

p0
coin·{coffee}−−−−−−−→ when starting from p0 it is possible to refuse coffee after having

performed coin

p0
coin·{tea}−−−−−−→/ when starting from p0 it is not possible to reach a state by per-

forming action coin such that tea is refused

p0
coin·tea·{coffee,tea}−−−−−−−−−−→ after having done actions coin followed by tea (possibly interleaved

by τ -actions) it is possible to reach a state where both coffee and
tea are suspended (note that there are two such states, p2 and p7)

We challenge the reader to verify that p0 after coin refuses {coffee} , p0 after coin ·
tea deadlocks , der(p3) = {p3, p4, p5, p6, p7}, init(p3) = {coin, τ}, {p0} after coin =
{p1, p3, p6}, p is not deterministic, and p has finite behaviour. Transition system LD can
also be represented as a behaviour as follows:

LD := coin; tea; stop + coin; (coin; coffee; stop + τ ; tea; stop)

�

2.3 Testing transition systems

2.3.1 Testing relations for transition systems

We discuss two well-known instances of testing relations (equation (1.1)) that are relevant
for this thesis, viz., testing preorder and refusal preorder, and use a formalisation following
[Tre92] that slightly differs from the original formalisation given in [DNH84, DN87, Phi87].
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Testing preorder

In testing preorder [DNH84, DN87] it is assumed that the behaviour of external observers
can, just as the behaviour of implementations and specifications, be modelled as transition
systems (that is, U ≡ LTS(L) in equation (1.1)) and these observers communicate in a
synchronous and symmetric way with the system under test. From an observer u ∈
LTS(L) and system under test p ∈ LTS(L), the binary infix operator‖creates a transition
system u‖p that models the behaviour of u experimenting on p in a synchronous way.

Definition 2.5 Let u, p ∈ LTS(L), then the operator ‖ : LTS(L)×LTS(L)→ LTS(L)
is defined by the following inference rules

(I ‖ 1)
u τ−→u′

u‖p τ−→u′‖p

(I ‖ 2)
p τ−→ p′

u‖p τ−→u‖p′

(I ‖ 3)
u a−→u′, p a−→ p′

u‖p a−→u′‖p′ (a ∈ L)

�

Rule (I ‖ 3) indicates that the only observable actions that can occur are the ones that
are agreed upon by both the observer u and the system under test p: if the system under
p is not prepared to synchronise with an action offered by u, then this action will not
take place, and u ‖ p is not able to continue if both u and p are stable. If we interpret
the occurrence of actions as button-push experiments, then any trace of u‖p only records
sequences of successful button-push experiments, but not the unsuccessful ones.

Using‖a testing preorder on transition systems [DNH84] can be defined in an extensional
way following equation (1.1). Intuitively, an implementation i is testing preorder related
to specification s, denoted as i ≤te s, if for every external observer u that is modelled
as a transition system, each trace that u ‖ i can perform can be performed by u ‖ s, and
each deadlock trace of u‖ i is one of u‖s.

Definition 2.6 Testing preorder, ≤te⊆ LTS(L)×LTS(L), is defined by

i ≤te s =def ∀u ∈ LTS(L) : obs t(u, i) ⊆ obst(u, s) and obsc(u, i) ⊆ obsc(u, s)

where obst(u, p) =def {σ ∈ L∗ | (u‖p) σ
=⇒} and

obsc(u, p) =def {σ ∈ L∗ | (u‖p) after σ deadlocks }.
�

Testing preorder allows implementations to be ‘more deterministic’ than their specifica-
tion, but it does not allow that implementations can do more than is specified; in this
sense the specification not only prescribes what behaviour is allowed, but it also prescribes
that implementations with unspecified behaviour are disallowed. The relation ≤te serves
as the basic implementation relation in many testing theories for transition systems. The
next proposition gives an intensional characterisation of testing preorder.
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Proposition 2.7 Let i ∈ LTS(L) and s ∈ LTS(L), then

i ≤te s iff ∀σ ∈ L∗, ∀A ⊆ L : i after σ refuses A implies s after σ refuses A

�

Proof The proof follows from theorem 3.9 in [Tre92] and lemma 1. �

Refusal preorder

Refusal preorder can be seen as a refinement of testing preorder, and is defined exten-
sionally in the theory of refusal testing [Phi87]. Instead of administrating the successful
actions that are conducted on an implementation by an observer, refusal testing also takes
the unsuccessful actions into account. The difference between refusal preorder and testing
preorder is that observers can detect deadlock, and act on it, i.e., in refusal preorder ob-
servers are able to continue after observation of deadlock. Formally, we model this as in
[Lan90] by using a special deadlock detection label θ 6∈ L (i.e., take U ≡ LTS(L ∪ {θ}) in
equation (1.1)) that is used to detect the inability of synchronisation between an observer
u ∈ U and system under test p. The θ-action is observed if there is no other way to
continue, i.e., when p is not able to interact with the actions offered by u. The transition
system u e | p ∈ LTS(L ∪ {θ}) that occurs as the result of communication between a
deadlock observer u ∈ LTS(L ∪ {θ}) and a transition system p ∈ LTS(L) is defined as
follows.

Definition 2.8 Let u ∈ LTS(L∪ {θ}) and p ∈ LTS(L), then the operator e|: LTS(L∪
{θ})×LTS(L)→ LTS(L ∪ {θ}) is defined by the following inference rules

(I e|1)
u τ−→u′

u e| p τ−→u′ e| p

(I e|2)
p τ−→ p′

u e| p τ−→u e| p′

(I e|3)
u a−→u′, p a−→ p′

u e| p a−→u′ e| p′ (a ∈ L)

(I e|4)
u θ−→u′, u

τ−−→/ , p
τ−−→/ , init(u) ∩ init(p) = ∅

u e| p θ−→u′ e| p

�

Observations made by an observer u by means of the operator e| now may include the
action θ. The testing preorder induced by observers in LTS(L ∪ {θ}) is called refusal
preorder, and is defined in the same style as in equation (1.1).

Definition 2.9 Refusal preorder ≤rf⊆ LTS(L)× LTS(L) is defined by

i ≤rf s =def ∀u ∈ LTS(L ∪ {θ}) : obsθc(u, i) ⊆ obsθc(u, s) and obsθt (u, i) ⊆ obsθt (u, s)

where obsθt (u, p) =def {σ ∈ (L ∪ {θ})∗ | (u e| p) σ
=⇒} and

obsθc(u, p) =def {σ ∈ (L ∪ {θ})∗ | (u e| p) after σ deadlocks }.
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�

Informally, i ≤rf s holds if for every observer u ∈ LTS(L ∪ {θ}) the sequence of actions
in L ∪ {θ} that can be done when u communicates (using e|) with implementation i can
also be done when u communicates with s. Refusal preorder is characterised by inclusion
of failure traces.

Proposition 2.10 Let i, s ∈ LTS(L), then

i ≤rf s iff f-traces(i) ⊆ f-traces(s)

�

Proof See the proof of theorem 2.5.4 in [Lan92]. �

Refusal preorder is strictly stronger than testing preorder, i.e., ≤rf⊂≤te . The following
example, taken from [Lan90], illustrates the difference between ≤te and ≤rf .

coin coin coincoin

cof

cof

kickcof

tea cof

tea tea

tea

kickkickkick

CM1 CM2

≤te , 6≤rf

≤te , 6≤rf

Figure 2.3: Testing equivalent, but non refusal equivalent, processes

Example 2.2 Consider the coffee machines CM1 and CM2 depicted in figure 2.3. The
reader can check for himself/herself that CM1 is testing equivalent to CM2. However,
both machines are not refusal equivalent. For a counterexample consider, e.g., a coffee
addict whose behaviour is modelled as u := coin; (cof; stop + θ; kick; cof; stop). In case of
coffee machine CM1 user u may try to get some coffee after a coin has been inserted. This
will succeed, or it will not, depending on the state the machine is in after the insertion
of a coin. If u cannot obtain coffee (which can be detected in refusal testing!) then a
firm kick against the machine will cause the machine to go to a state where coffee can
be obtained. For machine CM2 this is not the case: it is possible that u is not able to
obtain coffee, even after kicking the machine. So, in coffee machine CM1 it is always
possible for user u to obtain coffee, whereas this is not the case in coffee machine CM2.
In the notation of definition 2.9 we have obsθc(u,CM1) = {coin·cof, coin·θ ·kick·cof} and
obsθc(u,CM2) = {coin·cof, coin·θ·kick}, so CM1 and CM2 are not refusal equivalent. �

Other testing relations

Many other extensionally defined testing relations can be given; see [Gla90, Gla93] for
an overview. Also, for some intensionally defined implementation relations extensional
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characterisations can be given. One example of the latter is observation equivalence
[Mil80, Mil89]. [Abr87] shows that observation equivalence can be characterised in an ex-
tensional way (i.e., following the characterisation of equation (1.1)), under the assumption
that at each stage of a test run unrestrictedly many local copies of the internal state of the
system under test can be made, and unrestrictedly many experiments can be conducted
on these local copies. Intuitively, this means that at each stage of a test run the imple-
mentation must be tested against all possible operating environments. These assumptions
are quite strong and too difficult to meet in practice. Therefore, from, a testing point
of view observation equivalence is, in general, too fine to serve as a realistic correctness
criterion.

We emphasize that implementation relations that abstract from the nondeterministic
characteristics of protocols (e.g., trace preorder or trace equivalence) are, in general, not
sufficient to capture the intuition behind correctness of systems. Even if protocols are
defined as deterministic automata, their joint operation with underlying layers, such as
operating systems, generally will behave in a nondeterministic manner.

2.3.2 CONF testing

Instead of defining extensional correctness criteria in terms of testing relations following
equation (1.1) (i.e., by providing a set of experiments (U), a notion of observation (obs),
and a way to relate observations of different systems (v), see [DNH84, DN87]) the opposite
happens in test generation: for some given correctness criterion and a given specification
a set of tests U has to be found that is able to distinguish between correct and incorrect
implementations based on the observations that an implementation produces. The first
testing theory for transition systems that treats the problem of test generation in this
way is [Bri87, Bri88].

In [Bri87, Bri88] a method is presented to generate tests from a specification which are
able to discriminate between correct and incorrect implementation with respect to an
implementation relation conf. This relation can be seen as a liberal variant of ≤te . The
difference with ≤te is that the implementation may do things that are not specified; in
conf there is no need to perform any robustness tests! Since in conf there is no need to
check how the implementation behaves for unspecified traces, test generation algorithms
for conf are better suited for automation than test generation algorithms for ≤te . In
particular, for a finite behaviour specification this means that only a finite number of
traces have to be checked. Formally, the relation conf is defined as ≤te (definition 2.6)
restricted to the traces of the specification.

Definition 2.11 The relation conf ⊆ LTS(L)× LTS(L) is defined by

i conf s =def ∀u ∈ LTS(L) : obs t(u, i) ∩ traces(s) ⊆ obs t(u, s) and
obsc(u, i) ∩ traces(s) ⊆ obsc(u, s)

where obst(u, p) =def {σ ∈ L∗ | (u‖p) σ
=⇒} and

obsc(u, p) =def {σ ∈ L∗ | (u‖p) after σ deadlocks }.
�
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In literature this relation is known in its intensional characterisation:

i conf s
iff ∀σ ∈ traces(s), ∀A ⊆ L∗ : i after σ refuses A implies s after σ refuses A

[Bri87, Bri88] defines a so-called canonical tester which can be constructed algorithmically
for a (finite) specification. The canonical tester T (s) of s is a process that preserves the
traces of s (i.e., traces(T (s)) = traces(s)) and that is able to decide unambiguously
whether an implementation i is conf-correct with respect to specification s, i.e.,

∀i ∈ LTS(L) : i conf s iff i passes T (s) (2.12)

where

i passes T (s)
=def ∀σ ∈ L∗ : (i‖T (s)) after σ deadlocks implies T (s) after σ deadlocks

In the terminology of [ISO96] T (s) is complete for s with respect to conf (see section 2.1.3).
The elegance of conf-testing is nicely illustrated by the fact that the canonical tester of a
canonical tester is testing equivalent with the original specification; T (T (s)) ≈te s (where
≈te is the symmetric reduction of ≤te) [Bri87].

In [Ald90, Wez90] a procedure to construct canonical testers has been implemented for
finite Basic LOTOS processes. [Sch94] has extended this to Basic LOTOS processes with
infinite behaviour. A procedure for the construction of tests from a specification related
to the theory of canonical testers in such a way that these tests preserve the structure
of the specification is sketched in [PF90]. In [Led91] a variant of the theory of canonical
testers is discussed for a transitive version of the conf relation. [DAV93] derives, and
simplifies, canonical testers using refusal graphs. For more information on test generation
for conf the reader can consult [Tre92].

2.3.3 Symmetric vs. asymmetric communication

Many testing theories, including the conf testing theory of section 2.3.2, assume that
communication between a system and its environment is symmetric: there is no notion of
initiative of actions, nor of input and output. In symmetric communication interactions
can only occur if both the system and the environment agree on them, so the unwillingness
of one of the communicating partners prevents the other to interact. In practice, however,
many real systems communicate with their environment in an asymmetric way: either an
action is initiated by the environment and can be absorbed by the system, or an action
is produced by the system and can be consumed by its environment. In asymmetric
communication there is clear direction in the flow of information from the initiating process
to the receiving process, and initiated actions cannot be blocked by the receiving process.
Several approaches have been proposed to model the interaction between systems and
their environment more faithfully, e.g., by explicitly modelling the asymmetric nature of
communication between them, with the aim to come to a testing theory that is better
suited for test generation in realistic situations. Moreover, since the standardised test
notation TTCN [ISO91, part 3][KW91] uses inputs and outputs to specify tests, theories
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that incorporate such asymmetric communication allow the generation of tests in TTCN.
In this section we briefly present some of the approaches.

Apply asynchronous theory to transition systems Much research has been done
in systems that communicate in an asynchronous manner (e.g., [BKR93]), and some
languages used in protocol conformance engineering are based on asynchronous paradigms
(e.g., SDL [CCI92] , Estelle [ISO89a], TTCN [ISO91, part 3]). A popular modelling
formalism that can be used to model asynchronous system behaviour is Finite State
Machines (FSMs), in which input actions and output actions are explicitly present [BU91,
LY94]. Some research has been done in transforming transition systems without explicit
inputs and outputs into FSMs with explicit inputs and outputs, and deriving tests for
these FSMs (e.g., [GL90]). However, many of the developments in transforming LTSs to
FSMs lack a solid, formal basis, and their use in practice is restricted.

Queue systems In [TV92] asynchronous communication between an implementation
and its environment is modelled explicitly by the introduction of an underlying communi-
cation layer. This layer essentially consists of two unbounded FIFO queues, one of which
is used for message transfer from the implementation to the environment, and the other
for message transfer in the opposite direction (figure 2.4). Such systems are called queue
systems.

IUT

environment

Figure 2.4: Architecture of a queue system

The formalisation of queue systems in terms of transition systems requires a partitioning
of the label set L (see definition 2.1) in a set of input labels LI and a set of output labels
LU (i.e., L = LI ∪LU , LI ∩LU = ∅). Input labels are supplied by the environment via the
input queue to the IUT, and, similarly, output labels run via the output queue from the
IUT to the environment. [TV92] is interested in what kind of systems can be distinguished
from each other in the asynchronous setting sketched above, and how this compares to
the synchronous setting. They define a new implementation relation ≤Qte that captures
whether two systems are ≤te-related when tested through the queues. Formally,

i ≤Qte s =def Q(i) ≤te Q(s) (2.13)

where Q(·) is a context (cf. equation (2.4)) that transforms the behaviour of a system
to the behaviour that is observed when the system is placed in an environment where
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communication runs via two queues as sketched above. The relation ≤Qte can be char-
acterised as a preorder that, after having performed arbitrary trace in L∗, disallows the
implementation to produce unspecified outputs and that disallows the implementation to
unexpectedly suspend output (following [TV92] suspension of outputs can be observed as
the special action δ), i.e.,

i ≤Qte s iff ∀σ ∈ L∗ : Oi(σ) ⊆ Os(σ) (2.14)

where Op(σ) =def {x ∈ LU | Q(p)
σ·x

==⇒} ∪ {δ | Q(p) after σ refuses LU } and δ 6∈ L.

According to equation (2.14) checking whether correctness with respect to ≤Qte holds has
the practical drawback that Oi(σ) ⊆ Os(σ) has to be verified for all traces in L∗. Since
this set is usually very large a reduction of the set of traces for which to check is desirable.
For that reason [TV92] also define classes of asynchronous implementation relations ≤FQ
that restrict checking Oi(σ) ⊆ Os(σ) to traces σ in some specified F ⊆ L∗, i.e.,

i ≤FQ s =def ∀σ ∈ F : Oi(σ) ⊆ Os(σ) (2.15)

By restricting the set F to sets of traces that depend on the specification s
asynchronous conf-like relations (definition 2.11) can be defined, and their properties
investigated. [VTKB93] presents an algorithm that is able to generate a complete test
suite for such classes of queue implementation relations.

The testing theory for queue systems can be seen as an attempt to narrow the gap between
testing theories based on symmetric communication (such as the synchronous theory for
canonical testers, section 2.3.2) and testing theories and practice based on asymmetric
communication via inputs and outputs (such as many asynchronous testing theories, e.g.,
testing based on systems specified in SDL [CCI92] or Estelle [ISO89a]). However, queue
systems are restricted in their use; the theory is only appropriate for systems that explicitly
communicate with each other via two unbounded FIFO queues, and other communication
architectures (such as having more than two queues, allowing non-FIFO communication,
etc.) cannot be described in this model.

Fortunately, the requirement that systems communicate with each other via two un-
bounded FIFO queues turns out not to be necessary in order to model asymmetric com-
munication: the only essential requirements are that the set of actions L can be partitioned
in a set of input actions LI and a set of output action LU , and that a system can never
refuse input actions, whereas the system environment is always prepared to accept output
actions (where input actions and output actions are viewed from the perspective of the
system under test). By considering in figure 2.4 the input queue as part of the implemen-
tation, and the output queue as part of the environment, queue systems are just a special
case of systems satisfying these requirements. This observation has triggered research on
systems that are never able to refuse input actions. We mention three of such (marginally)
different system models: input/output automata (IOA) [LT89], input/output state ma-
chines (IOSM) [Pha94], and input/output transition systems (IOTS) [Tre96a, Tre96b].
The IOTS model is the most liberal of these models: it allows systems with infinite sets
of states (which are not allowed in the IOSM model), and the condition imposed on en-
abling of input actions is weaker than the one imposed on IOA. In the next section we
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give an overview of existing testing theory under the assumption that implementations
can be modelled as IOTS.

2.4 Testing input/output transition systems

In the former section it was argued that the asymmetric nature of communication between
systems is the dominant way to communicate in practice. In this section we go into testing
theory for systems where this asymmetric nature of interaction is explicitly present by
making a distinction between input actions and output actions. In this section we will
treat testing theory for systems that are assumed to be modelled as a special class of
transition systems that communicate with inputs and outputs, the so-called input/output
transition systems [Tre95, Tre96a, Tre96b].

Definition 2.12 An input/output transition system (IOTS) is a transition system p ∈
LTS(L) in which the set of actions L is partitioned in a set of input actions LI and a set
of output actions LU (L = LI ∪ LU , LI ∩ LU = ∅) and which satisfies

∀p′ ∈ der(p), ∀a ∈ LI : p′
a

=⇒
The set IOTS(LI , LU) denotes the class of all input/output transition systems over LI
and LU . �

IUTenvironment

inputs

outputs

Figure 2.5: Asymmetric communication between IUT and its environment

Inputs and outputs are complementary: inputs for the IUT are outputs from the perspec-
tive of the environment, and outputs produced by the IUT are inputs for the environment
(figure 2.5). By convention, we will use the terms inputs and outputs always from the
perspective of the IUT. Many real-life implementations satisfy the test assumption that
inputs are always enabled (that is, they can be modelled as an IOTS). If implementations
are assumed to be modelled as input/output transition systems, i.e., implementations
cannot refuse input actions provided by its environment, then it is reasonable to assume
that the environment is not able to refuse outputs produced by the implementation. Un-
der these assumptions we present some testing relations that can be defined in a similar
fashion as testing preorder ≤te (definition 2.6), refusal preorder ≤rf (definition 2.9) and
conf (definition 2.11).
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2.4.1 Input/output testing preorder

Under the assumption that implementations are modelled as input/output transition sys-
tems that can be observed by observers that are also modelled als input/output tran-
sition systems (where inputs for the implementation correspond to outputs for the ob-
server and vice versa), [Tre96a] defines input/output testing preorder similar to testing
preorder. Again, input/output testing preorder is an instantiation of equation (1.1) by
taking the set of implementations equal to IOTS(LI , LU) and the set of observers equal
to IOTS(LU , LI).

Definition 2.13 Input/output testing preorder, ≤iot⊆ IOTS(LI , LU)×LTS(LI ∪ LU ),
is defined by

i ≤iot s =def ∀u ∈ IOTS(LU , LU) : obs t(u, i) ⊆ obst(u, s) and
obsc(u, i) ⊆ obsc(u, s)

where obst(u, p) =def {σ ∈ L∗ | (u‖p) σ
=⇒} and

obsc(u, p) =def {σ ∈ L∗ | (u‖p) after σ deadlocks }.
�

Note that the specification s in input/output testing preorder is just a labelled transition
system, which is best interpreted as a non-completely-specified input/output transition
system. In [Seg93] a similar testing relation is defined on Input/Output Automata, which
is shown to coincide with quiescent trace preorder defined in [Vaa91]. [Tre96a] shows that
the relation ≤iot is characterised by a special instance of ≤FQ (equation (2.15)), viz. one
that takes all traces in L∗ into account.

Proposition 2.14 Let i ∈ IOTS(LI , LU) and s ∈ LTS(LI ∪ LU), then

i ≤iot s iff ∀σ ∈ L∗ : Oi(σ) ⊆ Os(σ)

where Op(σ) =def {x ∈ LU | p σ·x
==⇒} ∪ {δ | p after σ refuses LU } and δ 6∈ L. �

Proof See [Tre96a]. �

In the same way as conf can be seen as the restriction of ≤te to the traces of the specifica-
tion s (definition 2.11) we can define input/output conformance ioconfF as the restriction
of (the characterisation of) input/output testing preorder (proposition 2.14) to the traces
of F .

Definition 2.15 Let i ∈ IOTS(LI , LU) and s ∈ LTS(LI ∪ LU) and F ⊆ L∗, then

i ioconfF s =def ∀σ ∈ F : Oi(σ) ⊆ Os(σ)

where Op(σ) =def {x ∈ LU | p σ·x
==⇒} ∪ {δ | p after σ refuses LU } and δ 6∈ L. �

[Tre96a] presents an algorithm to produce tests from a specification that are sound with
respect to ioconftraces(s). Moreover, the set of all tests that can be derived using this
algorithm is complete with respect to ioconftraces(s). For further details on testing preorder
for input/output transition systems and related subjects we refer to [Tre96a].
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2.4.2 Input/output refusal preorder

In input/output testing preorder both implementations and observers are modelled as
input/output transition systems. If we equip observers with the possibility to observe
deadlock by means of the θ-label, as is done in refusal testing (see definition 2.8), a new
and more powerful relation called input/output refusal preorder ≤ior is defined [Tre96b].

Definition 2.16 Input/output refusal preorder, ≤ior⊆ IOTS(LI , LU ∪{θ})×LTS(LI ∪
LU), is defined by

i ≤ior s =def ∀u ∈ IOTS(LU , LU ∪ {θ}) : obsθt (u, i) ⊆ obsθt (u, s) and
obsθc(u, i) ⊆ obsθc(u, s)

where obsθt (u, p) =def {σ ∈ (L ∪ {θ})∗ | (u e| p) σ
=⇒} and

obsθc(u, p) =def {σ ∈ (L ∪ {θ})∗ | (u e| p) after σ deadlocks }.
�

In [Tre96b] the relation ≤ior is also called repetitive quiescent trace preorder . Intensionally,
≤ior is characterised by inclusion of specific failure traces as follows.

Proposition 2.17 Let i ∈ IOTS(LI , LU) and s ∈ LTS(LI ∪ LU), then

i ≤ior s iff f-traces(i) ∩ (L ∪ {LU})∗ ⊆ f-traces(s)

�

Proof See [Tre96b]. �

From this characterisation and proposition 2.10 it can immediately be observed that
≤ior is weaker than ≤rf . Another characterisation can be given in a similar fashion as
proposition 2.14. However, the difference between ≤ior and ≤iot is that in ≤ior it is allowed
to continue after having observed a deadlock, cf. ≤rf with respect to ≤te . [Tre96b] proves
that it suffices to extend proposition 2.14 by taking failure traces in (L ∪ {LU})∗ instead
of traces in L∗ to obtain another characterisation of ≤ior .

Proposition 2.18 Let i ∈ IOTS(LI , LU) and s ∈ LTS(LI ∪ LU), then

i ≤ior s iff ∀σ ∈ (L ∪ {LU})∗ : Oi(σ) ⊆ Os(σ)

where Op(σ) =def {x ∈ LU | p σ·x
==⇒} ∪ {δ | p after σ refuses LU } and δ 6∈ L. �

Proof See [Tre96b] and use lemma 1. �

The restriction of the above characterisation to arbitrary failure traces in F ⊆ (L∪{LU})∗
defines a class of implementation relations iocoF .

Definition 2.19 Let i ∈ IOTS(LI , LU) and s ∈ LTS(LI ∪ LU) and F ⊆ (L ∪ {LU})∗,
then

i iocoF s =def ∀σ ∈ F : Oi(σ) ⊆ Os(σ)

where Op(σ) =def {x ∈ LU | p σ·x
==⇒} ∪ {δ | p after σ refuses LU } and δ 6∈ L.

We define ioco =def iocof-traces(s) ∩ (L ∪ {LU})∗. �
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The relation iocoF is obtained from ≤ior by restricting the checking Oi(σ) ⊆ Os(σ) to
failure traces in F similarly as ioconfF is obtained from ≤iot . For F ⊆ f-traces(s) ∩
(L∪{LU})∗ [Tre96b] presents an algorithm that produces sound tests from a specification
with respect to iocoF . The set of all tests that can be produced by this algorithm is
complete with respect to iocoF . [Tre96b] also interrelates the relations iocoF that can
be obtained for specific F , and proves that ≤iot (definition 2.13), ioconftraces(s) (defini-
tion 2.15), ≤ior (definition 2.16) and iocof-traces(s) ∩ (L ∪ {LU})∗ (definition 2.19) can all be
expressed as specific instances of iocoF .

Proposition 2.20 For implementations in IOTS(LI , LU)

1. ≤iot= iocoL∗

2. ioconftraces(s) = iocotraces(s)

3. ≤ior = ioco(L∪{LU})∗

�

Proof

1. Immediately from proposition 2.14 and definition 2.19.

2. Immediately from definition 2.15 and definition 2.19.

3. Immediately from proposition 2.18 and definition 2.19.

�

[Pha94] was first in defining a relation called R1 on input/output state machines that is
similar to iocotraces(s) ∩ (L ∪ {LU})∗ . This relation is used as a theoretical explanation of the
correctness criterion for which tests are generated from specifications in Estelle and SDL
by the tool TVEDA [CGPT96, GR97]. Since the relation R1 was defined from practical
experience with the tool TVEDA, and the relation iocoF generalises this relation for
IOTS, we believe that iocoF is a suitable candidate to serve as a realistic correctness
criterion for this kind of systems from a testing point of view.
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Chapter 3

Multi-input/output transition
systems

This chapter presents a testing theory that is parameterised with assumptions
about the way implementations communicate with their environment. In this
way some existing testing theories, such as refusal testing for labelled tran-
sition systems and (repetitive) quiescence testing for input/output transition
systems, can be unified in a single framework. Starting point is the theory
of refusal testing. We apply this theory to classes of implementations which
communicate with their environment via clearly distinguishable input actions
and output actions. These classes are induced by making assumptions about
the geographical distribution of the points of control and observation (PCOs)
and about the way input actions of implementations are enabled.

3.1 Multi-input/output transition systems (MIOTS)

In section 2.4 the model of input/output transition systems was introduced. Such systems
distinguish between between input actions and output actions. The significant property
of input/output transition systems is that input actions are never refused. Although it
has been argued that many realistic systems can be modelled as input/output transition
systems, there remains a significant portion of realistic systems that cannot be modelled
as such. An example of such a system is an automatic cash dispenser (see figure 3.1).

A client can insert his card, enter his personal identification number (PIN) on a keyboard,
and obtain some money after the automatic cash dispenser has agreed that the solvency
of the client is sufficient. When modelling the cash dispenser as a transition system
with inputs and outputs, an obvious choice is to model the insertion of the card and
the entering of the PIN code on the keyboard as input actions, and the reception of the
money and the ejection of the card as output actions. Now, when a client has inserted
his card and is about to enter his PIN code, it is not possible to insert another card: the
automatic cash dispenser is not able to swallow more than one card at a time. In order to
faithfully model this in the corresponding transition system model, there must be states
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money

Welcome

Enter card

card

Automatic Cash Dispenser

Figure 3.1: The interface of an automatic cash dispenser

in which the insertion of a card is disabled, even though the buttons on the keyboard
can be continuously enabled! As not every input action is continuously enabled, the
corresponding transition system is not an input/output transition system. Apparently,
the IOTS model is not suitable for modelling systems where input actions can be refused.

Basically, two things can be learned from this example. Firstly, it is desirable to dis-
tinguish between the different implementation access points (or: interface points) where
actions can occur: the more interface points are present on the interface of an implemen-
tation, the more refined the observations of an external observer can be. For example, a
client can, in principle, observe the rejection of an input at one interface point (e.g., by
trying to insert a second card and observing that the machine is not willing to accept it),
while at another interface point inputs can be enabled (e.g., the buttons on the keyboard
are always enabled). Secondly, input actions of implementations do not have to be contin-
uously enabled in practice. Examples are failing to insert a card in the automatic cashier,
the failing to store an action in a queue that is already full, or the notion of backpressure
that can be present in many realistic communication protocols [ISO86]. To accommodate
this criticism a refinement of input/output transition systems, called multi-input/output
transition systems (MIOTS), is proposed.

In multi-input/output transition systems the set of input actions LI is partitioned in
a finite number of pairwise disjoint nonempty sets L1

I , . . . , L
n
I , and, similarly, the LU

is partitioned in a finite number of pairwise disjoint nonempty sets L1
U , . . . , L

m
U . Each

set LjI or LkU reflects a specific interface point on the interface where these actions may
occur, and we will refer to such sets as channels. We furthermore weaken the requirement
imposed on IOTS that ‘all input action must be continuously enabled’ (see definition
2.12) to ‘if some action in channel LjI can be performed, then all actions in channel LjI
can be performed’. So, for all input channels LjI all inputs are simultaneously enabled or
simultaneously disabled, but it is allowed (opposed to the IOTS model) that input actions
in one channel can be enabled, while input actions in another channel are disabled. We
require LI 6= ∅ and LU 6= ∅, that is, we exclude systems that can only absorb, or only
produce, actions: such systems cannot respond to stimuli from the environment in the
first place, which makes testing an obsolete activity. For notational convenience we adopt
the convention to write LI for a nonempty, finite partition of LI , and LU for a nonempty,
finite partition of LU . Unless explicitly stated otherwise we assume LI = {L1

I , . . . , L
n
I }

and LU = {L1
U , . . . , L

m
U }. We use LjI to denotes an arbitrary channel in LI (that is,

j ∈ {1, . . . , n}), and LkU to denote an arbitrary channel in LU (thus k ∈ {1, . . . ,m}).
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The reader should keep in mind that most forthcoming definitions and propositions are
parameterised with particular partitions LI of LI and LU of LU .

Definition 3.1 A multi-input/output transition system (MIOTS) p over partition LI of
LI and partition LU of LU is a transition system with inputs and outputs, p ∈ LTS(LI ∪
LU) such that for all LjI ∈ LI

∀p′ ∈ der(p), if ∃a ∈ LjI : p′
a

=⇒ then ∀b ∈ LjI : p′
b

=⇒
The setMIOTS(LI ,LU) denotes the universe of all multi-input/output transition systems
over LI and LU . �

The setMIOTS(LI ,LU) is intended to serve as the set of implementation models, where
the test assumption is that implementations communicate with their environment via the
channels that are indicated by the partitions LI and LU , and that inputs in input channels
are simultaneously enabled. Note that for any LI and LU

IOTS(LI , LU) ⊆MIOTS(LI ,LU) ⊆ LTS(LI ∪ LU) (3.1)

?PIN,?amount

τ

?PIN,?amount

τ

?PIN,?amount

?amount

?amount
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?PIN
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τ
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!card
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!error amount
23
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!money

!card5

0
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10

Figure 3.2: Model ACD of an automatic cash dispenser

Example 3.1 Consider the transition system ACD depicted in figure 3.2. It describes
the behaviour of an automatic cash dispenser on a very abstract level as seen by an
external observer. The following table lists the actions that can be done and explains
there intuitive meaning:
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?card the cash dispenser accepts a card
?PIN the cash dispenser accepts a PIN code
?amount the cash dispenser accepts the desired amount of money
!ok the cash dispenser produces a message indicating that the client can

safely continue with a next action
!money the cash dispenser produces money for the client
!card the cash dispenser releases the card
!error PIN the cash dispenser produces a message indicating that a wrong PIN

code has been entered
!error amount the cash dispenser produces a message indicating that the amount of

money that is asked for is not available

The initial state is state 0. After a client has inserted a card and has typed the PIN code,
the cash dispenser internally decides about the validity of the PIN code that has been
entered (state 2): either the PIN code is erroneous after which message !error PIN is
displayed and the card is returned, or the PIN code was correct after which the message
!ok is displayed. Now the amount of money that needs to be obtained can be entered,
and again the machine internally decides whether it can fulfil the wish of the customer for
money (state 7): either the message !error amount is displayed and the card is returned,
or the message !ok is displayed followed by the restitution of the card after which the
money becomes available. In this simplified view the typing of a PIN-code (?PIN ) and
the typing of an amount of money (?money) both are considered to be atomic actions.

A natural choice is to consider the insertion of a card, the typing of the PIN code and
the typing of the amount of money as input actions (i.e., LI = {?card, ?PIN, ?amount}),
and the production of messages, the generation of money, and the restitution of the card
as output actions (i.e., LU = {!error PIN, !error amount, !money, !card, !ok}). Moreover,
a natural choice for the partition of these actions in channels is induced by the different
interface points on the interface where these actions can occur (see figure 3.1). For the
inputs we assume that the insertion of a card and the typing on the keyboard can be done
at different interface points, so we partition them in LI = {{?card}, {?PIN, ?amount}}.
Here, we assume that both the typing of a PIN code and the typing of an amount of money
are done on the same keyboard. For the outputs we distinguish between the interface point
where messages can occur (the display), the interface point where money is provided, and
the interface point where the card is returned to the user. Consequently, we partition the
outputs as follows: LU = {{!error PIN, !error amount, !ok}, {!money}, {!card}}.
It can easily be checked that for each channel in LI , either all input actions in this
channel are enabled, or all of them are disabled. In particular, this holds for channel
{?PIN, ?amount}. So the requirement of definition 3.1 is satisfied. Consequently, we have

ACD ∈MIOTS({{?card}, {?PIN, ?amount}},
{{!error PIN, !error amount, !ok}, {!money}, {!card}})

In transition system ACD the input actions ?PIN and ?amount are always enabled:
apparently, a client can always press the corresponding buttons (but only in a few cases
these experiments lead to a change of state). Input action ?card, however, is not always
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enabled: apparently, the cash dispenser may sometimes disallow the insertion of cards by
client! Therefore, transition system ACD is not an IOTS. �

3.2 Refusal testing for MIOTS

A client of the automatic cashier (figure 3.1) may act as an external experimenter on the
interface of the cashier by performing input actions (e.g., the insertion of a card, and the
typing on the keyboard), and observing output actions that are produced by the cashier
(e.g., the messages that occur on the screen, and the release of money). But not only
the successful actions are observable by the client, also the actions that cannot be done
by the cash dispenser, i.e., the unsuccessful actions, can be observed (e.g., the client can,
by offering a second card, observe that the insertion of the second card fails, or the
client can observe that the cash dispenser does not give money without having retrieved
the card). In fact, the inability to insert a second card and the inability to release
money without having retrieved a card are typical properties that should be tested by a
manufacturer of automatic cashiers! Testing these systems requires a refusal testing
theory for multi-input/output transition systems. In this section we apply the refusal
testing scenario of input/output transition systems in an analogous manner to
multi-input/output transition systems.

We give an extensional comparison criterion, cf. equation (1.1), that decides when im-
plementations, modelled as MIOTS, can be distinguished from each other by external
observers. The set of external observers U is assumed to be modelled as MIOTS, too
(with inputs and outputs reversed): an observer is able to accept all outputs at a specific
interface point that are produced by the implementation as long as the observer is able
to accept one of them. Furthermore, in order to observe the inability to accept an input
action, or the inability to produce an output action, observers are (analogous to definition
2.8) equipped with special (deadlock) detection labels. This time we use different detec-
tion labels for each channel: θji 6∈ LI ∪ LU to observe the inability of the implementation
to accept an input in channel LjI , and θku 6∈ LI ∪ LU to observe the inability of the imple-
mentation to produce an output in channel LkU . The labels θji and θku are called suspension
detection labels. To facilitate notation we define LθI as the setwise extension of sets in LI
with labels θi, and LθU as the setwise extension of sets in LU with corresponding labels
θu: LθI =def {L1

I ∪ {θ1
i }, . . . , LnI ∪ {θni }} and LθU =def {L1

U ∪ {θ1
u}, . . . , LmU ∪ {θmu }}. The

set Θ denotes the set of all suspension detection labels: Θ =def {θ1
i , . . . , θ

n
i , θ

1
u, . . . , θ

m
u }.

The arguments given above suggest to model observers of multi-input/output transition
systems as members ofMIOTS(LθU ,LθI), but unfortunately some observers in this set are
difficult to implement in practice. The difficulty is that the setMIOTS(LθU ,LθI) contains
observers that may detect the rejection of an input action at some input channel LjI but
not its acceptance, e.g., the observer θji ; stop. In practice, rejection of input actions is
noticed by supplying an input action to the implementation and detecting whether this
action is rejected or not, i.e., if the rejection can be observed, then so can its acceptance.
For that reason we restrict to a practically relevant subset of the class MIOTS(LθU ,LθI),
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the so-called singular observers. They consist of finite, deterministic, serial compositions
of providing a single input action at some channel LjI and detection of its acceptance or
rejection, and observing some channel LkU and detection of the occurrence, or absence,
of outputs produced at this channel. The fact that singular observers are finite whilst
observers in MIOTS(LθU ,LθI) need not be finite is not a problem: any implementation
that deviates from its specification and that can be detected by means of experimenta-
tion deviates after some (finite) experiment, and hence can be detected in finite depth.
Although theoretically the set of observers (i.e., the set U in equation (1.1)) is taken as
large as possible to distinguish between implementations by means of experimentation, in
practice the deterministic ones are used to model the behaviour of a test. The requirement
that singular observers must be deterministic is explained by the fact that these observers
will be used to model the behaviour of tests (as wil be explained later in section 4.2).

Definition 3.2 A singular observer u over LU and LI is a finite, deterministic multi-
input/output transition system u ∈ MIOTS(LθU ,LθI) such that

∀u′ ∈ der(u) : init(u′) = ∅ or init(u′) = LkU ∪ {θku} or init(u′) = {a, θji}
for some j ∈ {1, . . . , n}, k ∈ {1, . . . ,m} and a ∈ LjI ∈ LI . The set of all singular
observers over LU and LI is denoted by SOBS(LθU ,LθI). �

Singular observers are, in general, more powerful than observers in IOTS(LU , LI ∪ {θ})
that are used for IOTS (see definition 2.16) due to their ability to observe suspension
at different channels. In particular, they can distinguish between systems that are able
to produce output actions at one channel and suspend output at another channel, while
observers in IOTS(LU , LI ∪ {θ}) cannot. Now implementations that are modelled as
members of MIOTS(LI ,LU) are observed by observers in SOBS(LθU ,LθI). Communica-
tion between these processes is modelled by the operator ][, which is defined generically
between systems inMIOTS(LθU ,LθI) and LTS(LI ∪ LU).

Definition 3.3 Let LI = {L1
I , . . . , L

n
I } be a finite partition of LI and let LU =

{L1
U , . . . , L

m
U } be a finite partition of LU , then operator ][:MIOTS(LθU ,LθI)×LTS(LI ∪

LU)→ LTS(LI ∪ LU ∪Θ) is defined by the following inference rules.

(I ][1)
u τ−→u′

u ][p τ−→u′ ][p

(I ][2)
p τ−→ p′

u ][p τ−→u ][p′

(I ][3)
u a−→u′, p a−→ p′

u ][p a−→u′ ][p′
(a ∈ LI ∪ LU )

(I ][4)
u

θji−−→u′, u
τ−−→/ , init(p) ∩ (LjI ∪ {τ}) = ∅
u ][p

θji−−→u′ ][p
(j ∈ {1, . . . , n})

(I ][5)
u θku−−→u′, u

τ−−→/ , init(p) ∩ (LkU ∪ {τ}) = ∅
u ][p θku−−→u′ ][p

(k ∈ {1, . . . ,m})

�
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Observe that the occurrence of transitions labelled with suspension labels does not depend
on the actions that are offered by the observer (init(u)) as is the case in definition 2.8.
Furthermore, note that inference schemas (I ][3), (I ][4) and (I ][5) define a set of rules,
viz., a rule for each instance a ∈ LI ∪ LU , j and k. The instantiations of these rules
depend on the particular partition of the set of inputs LI and the set of outputs LU that
are used.

An observer u ∈ SOBS(LθU ,LθI) that communicates with a system p ∈ LTS(LI∪LU ) may
perform sequences of actions in LI ∪ LU , possibly interleaved with suspension detection
labels in Θ. Similar to definition 2.9 we define such sequences as the observations that
can be made of system p, thereby overloading the notations obsθt and obsθc .

Definition 3.4 Let p ∈ LTS(LI ∪ LU) and u ∈ SOBS(LθU ,LθI).

1. The set of completed trace observations obsθc(u, p) that u can make of p is

obsθc(u, p) =def {σ ∈ (LI ∪ LU ∪Θ)∗ | (u ][p) after σ deadlocks }

2. The set of trace observations obsθt (u, p) that u can make of p is

obsθt (u, p) =def {σ ∈ (LI ∪ LU ∪Θ)∗ | (u ][p)
σ

=⇒}

�

Following equation (1.1), and in the same line as definition 2.9, refusal preorder is
defined under the assumption that implementations are modelled as members of
MIOTS(LI ,LU) and observed by observers in SOBS(LθU ,LθI). However, specifications
are modelled as labelled transition systems over LI ∪ LU , and not necessarily as
members inMIOTS(LI ,LU). This allows more freedom in describing specifications and
does not restrict the results that are obtained in this thesis in any way. Conceptually, a
specification in LTS(LI ∪ LU) can be interpreted as non-completely-specified
multi-input/output transition systems.

Definition 3.5 The relation ≤mior⊆ MIOTS(LI ,LU) × LTS(LI ∪ LU), called multi-
input/output refusal preorder, is defined by

i ≤mior s =def ∀u ∈ SOBS(LθU ,LθI) : obsθc(u, i) ⊆ obsθc(u, s) and

obsθt (u, i) ⊆ obsθt (u, s)

�

The definition of ≤mior is implicitly parameterised by the partition LI of LI and LU of
LU . Section 3.3 discusses the influence of these partitions on the relation ≤mior .

Refusal testing for multi-input/output transition systems can be explained intuitively in
terms of the multi-input/output refusal interface (figure 3.3). This interface consists of
buttons and displays, and the buttons are assumed to be partitioned in groups. Each
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group of buttons corresponds to an input channel, and each display corresponds to an
output channel. For each group of buttons it is assumed that, at each moment, either all
buttons in the group are simultaneously enabled or they all are simultaneously disabled.
It is furthermore assumed that displays can be turned on or turned off by observers. If a
display is turned off an implementation that is hidden behind the interface cannot produce
an output at this display. An input experiment corresponds to a button-push experiment,
and an output experiment corresponds to observing a display that is turned on.

X

L2
I LnIL1

I display

LmUY

L1
U

display

external observer

Figure 3.3: The multi-input/output refusal interface

An external observer of the multi-input/output refusal interface may supply input actions
to the system by pressing buttons, or the observer may view displays that are turned on.
We can think of such an observer as being equipped with a ‘finger’ for each input channel
and an ‘eye’ for each output channel. Fingers can push buttons and also notice when
a button cannot be pressed (from which it can deduce that all buttons in that channel
cannot be pressed), and an eye for an output channel is able to observe output actions
that occur on that channel, and it can notice when no output can be produced at this
channel (i.e., output suspension). We remark that observers fully control the pressing of
input buttons by fingers, whereas the implementation is in full control of the outputs that
appear on the displays that are turned on: apparently, input experiments are reactive,
and output experiments are generative [Gla93].

In a testing setting the behaviour of an implementation is usually unknown and needs to
be unraveled by means of performing experiments on this implementation. If a singular
observer u communicates with an implementation that can be modelled by some transition
system p then it is possible to determine the failure trace that was performed by p from
the observation of u ][p. This is possible because every θji and θku in an observation of
u ][p corresponds to refusal of LjI and LkU in p, respectively. We denote with σ the trace σ
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where each occurrence of a refusal LjI or LkU is replaced by its suspension detection label
θji or θku, and vice versa. We call the trace σ the substitution of σ.

Definition 3.6 Let σ ∈ (LI ∪ LU ∪ LI ∪ LU ∪ Θ)∗, then the substitution σ of σ is
inductively defined by

ε =def ε

µ·σ =def


µ·σ if µ 6∈ LI ∪ LU ∪Θ

θji ·σ if µ = LjI ∈ LI
LjI ·σ if µ = θji ∈ Θ
θku ·σ if µ = LkU ∈ LU
LkU ·σ if µ = θku ∈ Θ

where µ ∈ LI ∪ LU ∪ LI ∪ LU ∪Θ. �

Proposition 3.7 Let σ ∈ (LI ∪ LU ∪ LI ∪ LU ∪Θ)∗, then

σ = σ

�

Proof By induction on the structure of σ.

Straightforward and omitted. �

The next proposition characterises an observation of u ][p in terms of its components; it
shows how from an observation of u ][p (with u a singular observer) the failure trace that
was performed by p and the trace that was performed by u can be determined.

Proposition 3.8 Let p ∈ LTS(LI ∪ LU) and u ∈ SOBS(LθU ,LθI), then for any σ ∈
(LI ∪ LU ∪Θ)∗

u ][p
σ

=⇒u′ ][p′ iff u
σ

=⇒u′ and p
σ

=⇒ p′

�

Proof

By induction on the structure of σ. We distinguish between (i) σ = ε, (ii) σ = µ ·σ′
with µ ∈ LI ∪ LU , (iii) σ = θji ·σ′ for some j ∈ {1, . . . , n}, and (iv) σ = θku ·σ′ for some
k ∈ {1, . . . ,m}.

(i) Let σ = ε. Then
u ][p

ε
=⇒ u′ ][p′

iff { notation 1, u
τ−−→/ , definition 3.3 }

u = u′ and p
ε

=⇒ p′

iff { notation 1, definition 3.6 }
u

ε
=⇒u′ and p

ε
=⇒ p′

(ii) Let σ = µ·σ′ with µ ∈ LI ∪ LU and σ′ ∈ (LI ∪ LU ∪Θ)∗. Then
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u ][p
µ·σ′

==⇒u′ ][p′

iff { notation 1 }
∃u′′, p′′ : u ][p

µ
=⇒ u′′ ][p′′ and u′′ ][p′′

σ′
==⇒ u′ ][p′

iff { definition 3.3 }
∃u′′, p′′ : u µ

=⇒ u′′, p
µ

=⇒ p′′ and u′′ ][p′′
σ′

==⇒ u′ ][p′

iff { induction }
∃u′′, p′′ : u µ

=⇒ u′′, p
µ

=⇒ p′′ and u′′
σ′

==⇒u′ and p′′
σ′

==⇒ p′

iff { notation 1 }
u

µ·σ′
==⇒u′ and p

µ·σ′
==⇒ p′

iff { definition 3.6, µ ∈ LI ∪ LU }
u

µ·σ′
==⇒u′ and p

µ·σ′
==⇒ p′

(iii) σ = θji ·σ′ with σ′ ∈ (LI ∪ LU ∪Θ)∗. Then

u ][p
θji·σ′===⇒u′ ][p′

iff { notation 1 }

∃u′′, p′′ : u ][p
θji==⇒u′′ ][p′′ and u′′ ][p′′

σ′
==⇒ u′ ][p′

iff { u τ−−→/ , definition 3.3 }
∃u′′, p′′ : u ][p

ε
=⇒ u ][p′′

θji−−→u′′ ][p′′ and u′′ ][p′′
σ′

==⇒u′ ][p′

iff { u τ−−→/ , definition 3.3, proposition 3.8.(i) }
∃u′′, p′′ : u

θji−−→u′′, p
ε

=⇒ p′′, init(p′′) ∩ (LjI ∪ {τ}) = ∅ and u′′ ][p′′
σ′

==⇒u′ ][p′

iff { induction }
∃u′′, p′′ : u

θji−−→u′′, p
ε

=⇒ p′′, init(p′′) ∩ (LjI ∪ {τ}) = ∅ and

u′′
σ′

==⇒u′ and p′′
σ′

==⇒ p′

iff { u τ−−→/ , notation 1 }

u
θji·σ′===⇒u′ and p

LjI·σ′===⇒ p′

iff { definition 3.6 }

u
θji·σ′===⇒u′ and p

θji·σ′===⇒ p′

(iv) Similar to (iii), by exchanging θji with θku and LjI with LkU for k ∈ {1, . . . ,m}.
�

Since each singular observer is composed of actions that are able to detect whether an
input at channel LjI is accepted or not, and observations that are able to detect whether
outputs are produced at some channel LkU or not, it follows that execution of singular
observers only ends in case no more actions can be conducted; the only way for a test
execution u ][p to deadlock is by deadlock of u.

Proposition 3.9 Let u ∈ SOBS(LθU ,LθI) and p ∈MIOTS(LI ,LU), then

(u ][p) after σ deadlocks implies u after σ deadlocks

�
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Proof

Let (u ][p) after σ deadlocks then ∃q : u ][p
σ

=⇒ q and init(q) = ∅. Since ][ is static it
follows q = u′ ][p′ for some u′ and some p′, viz. ∃u′, p′ : u ][p

σ
=⇒u′ ][p′ and init(u′ ][p′) = ∅.

Using proposition 3.8 it follows ∃u′ : u σ
=⇒u′. Now distinguish between the different forms

that init(u′) can take: (i) init(u′) = ∅, (ii) init(u′) = LkU ∪{θku} with k ∈ {1, . . . ,m}, and
(iii) init(u′) = {a, θji} where a ∈ LjI and j ∈ {1, . . . , n}.

(i) If init(u′) = ∅ then u
σ

=⇒u′ and init(u′) = ∅, hence u after σ deadlocks .

(ii) If init(u′) = LkU ∪ {θku} then distinguish between (a) init(p′) ∩ (LkU ∪ {τ}) = ∅, and
(b) init(p′) ∩ (LkU ∪ {τ}) 6= ∅.
(a) If init(p′)∩(LkU∪{τ}) = ∅ then it follows from construction of init(u′) that rule

(I ][5) is applicable, so u′ ][p′ θku−−→ . But then init(u′ ][p′) 6= ∅. This contradicts
the assumption.

(b) If init(p′) ∩ (LkU ∪ {τ}) 6= ∅ then by definition ∃µ ∈ LkU ∪ {τ} : p′ µ−→ .

If p′ τ−→ then from rule (I ][2) u′ ][p′ τ−→ , hence init(u′ ][p′) 6= ∅. This contra-
dicts the assumption.

If ∃x ∈ LkU : p′ x−→ then from rule (I ][3) and the construction of init(u′) it
follows ∃x ∈ LkU : u′ ][p′ x−→ , hence init(u′ ][p′) 6= ∅. This contradicts the
assumption.

(iii) If init(u′) = {a, θji } with a ∈ LjI then distinguish between (a) init(p′)∩(LjI∪{τ}) =
∅, and (b) init(p′) ∩ (LjI ∪ {τ}) 6= ∅.
(a) If init(p′)∩(LjI∪{τ}) = ∅ then it follows from construction of init(u′) that rule

(I ][4) is applicable, so u′ ][p′
θji−−→ . But then init(u′ ][p′) 6= ∅ which contradicts

the assumption.

(b) If init(p′) ∩ (LjI ∪ {τ}) 6= ∅ then by definition ∃µ ∈ LjI ∪ {τ} : p′ µ−→ .

If p′ τ−→ then from rule (I ][2) u′ ][p′ τ−→ , hence init(u′ ][p′) 6= ∅. This contra-
dicts the assumption.

If ∃a ∈ LjI : p′ a−→ then, without loss of generality, we assume p′
τ−−→/ (oth-

erwise case (ii-a) is applicable). From p′ ∈ MIOTS(LI ,LU) and p′
τ−−→/ it

follows from definition 3.1 ∀b ∈ LjI : p′ b−→ . Then from rule (I ][3) and the
construction of init(u′) it follows ∃a ∈ LjI : u′ ][p′ a−→ , hence init(u′ ][p′) 6= ∅.
This contradicts the assumption.

�

It turns out that the trace observations obsθt in the definition of ≤mior (see definition
3.5) are redundant; removing obsθt does not decrease the observation power. Moreover,
another characterisation of ≤mior can be given intensionally in terms of inclusion of failure
traces analogous to proposition 2.10 and proposition 2.17. However, now the refusals for
which the inclusion relation should hold depend on the partitions LI and LU . The next
proposition gives some alternative characterisations of ≤mior .
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Proposition 3.10 Let i ∈MIOTS(LI ,LU) and s ∈ LTS(LI ∪ LU ), then

i ≤mior s

iff ∀u ∈ SOBS(LθU ,LθI) : obsθc(u, i) ⊆ obsθc(u, s)

iff f-traces(i) ∩ (LI ∪ LU ∪ LI ∪ LU)∗ ⊆ f-traces(s)

�

Proof It suffices to prove to following implications

i ≤mior s
(1) implies ∀u ∈ SOBS(LθU ,LθI) : obsθc(u, i) ⊆ obsθc(u, s)
(2) implies f-traces(i) ∩ (LI ∪ LU ∪ LI ∪ LU)∗ ⊆ f-traces(s)
(3) implies i ≤mior s

We now prove each implication.

Implication (1) Immediately by logical manipulation.

Implication (2) Let σ ∈ f-traces(i)∩ (LI ∪LI ∪LU ∪LU)∗, i.e., ∃i′ : i σ
=⇒ i′. Furthermore,

take u ∈ SOBS(LθU ,LθI) such that ∃u′ : u σ
=⇒u′ with init(u′) = ∅ (it can easily be verified

from definition 3.2 that such u′ indeed exists). Then

∃i′ : i
σ

=⇒ i′ and ∃u′ : u σ
=⇒u′ and init(u′) = ∅

implies { proposition 3.7, proposition 3.8 }
∃u′, i′ : u ][i

σ
=⇒u′ ][i′ and init(u′) = ∅

implies { i ∈ MIOTS(LI ,LU) ⊆ LTS(LI ∪ LU ) hence i is strongly converging,
rule (I ][2) }
∃u′, i′, i′′ : u ][i

σ
=⇒u′ ][i′

ε
=⇒ u′ ][i′′

τ−−→/ and init(u′) = ∅
implies { i′′ τ−−→/ and init(u′) = ∅ implies init(u′ ][i′′) = ∅ }

∃u′, i′′ : u ][i
σ

=⇒u′ ][i′′ and init(u′ ][i′′) = ∅
implies { definition 2.3 }

(u ][i) after σ deadlocks
implies { definition 3.4.1, assumption obsθc(u, i) ⊆ obsθc(u, s) }

(u ][s) after σ deadlocks
implies { definition 2.3, notation 1 }

∃u′′, s′ : u ][s
σ

=⇒u′′ ][s′ and init(u′′ ][s′) = ∅
implies { proposition 3.7, proposition 3.8 }

∃s′ : s σ
=⇒ s′ and ∃u′′ : u σ

=⇒u′′

implies { notation 1,definition 2.3 }
σ ∈ f-traces(s)

Implication (3) Assume f-traces(i)∩ (LI ∪LI ∪LU ∪LU)∗ ⊆ f-traces(s). We have to prove
(definition 3.5) ∀u ∈ SOBS(LθU ,LθI) : obsθc(u, i) ⊆ obsθc(u, s) and obsθt (u, i) ⊆ obsθt (u, s).
Now take arbitrary u ∈ SOBS(LθU ,LθI). We prove (i) obsθc(u, i) ⊆ obsθc(u, s) and (ii)
obsθt (u, i) ⊆ obsθt (u, s) seperately.
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(i) σ ∈ obsθc(u, i)
implies { definition 3.4 }

(u ][i) after σ deadlocks
implies { definition 2.3, proposition 3.9 }

∃u′, i′ : u ][i
σ

=⇒u′ ][i′ and init(u′) = ∅
implies { proposition 3.8 }

∃u′, i′ : u σ
=⇒u′ and i

σ
=⇒ i′ and init(u′) = ∅

implies { premiss }
∃u′, s′ : u σ

=⇒u′ and s
σ

=⇒ s′ and init(u′) = ∅
implies { s is strongly converging }

∃u′, s′, s′′ : u σ
=⇒u′ and s

σ
=⇒ s′ and s′

ε
=⇒ s′′

τ−−→/ and init(u′) = ∅
implies { notation 1 }

∃u′, s′′ : u σ
=⇒u′ and s

σ
=⇒ s′′

τ−−→/ and init(u′) = ∅
implies { init(u′) = ∅ and s′′

τ−−→/ , so init(u′ ][s′′) = ∅ }
∃u′, s′′ : u σ

=⇒u′ and s
σ

=⇒ s′′ and init(u′ ][s′′) = ∅
implies { proposition 3.8 }

∃u′, s′′ : u ][s
σ

=⇒u′ ][s′′ and init(u′ ][s′′) = ∅
implies { definition 2.3 }

(u ][s) after σ deadlocks
implies { definition 3.4.1 }

σ ∈ obsθc(u, s)

(ii) σ ∈ obsθt (u, i)
implies { definition 3.4.2 }

∃u′, i′ : u ][i
σ

=⇒u′ ][i′

implies { proposition 3.8 }
∃u′, i′ : u σ

=⇒u′ and i
σ

=⇒ i′

implies { premiss }
∃u′, s′ : u σ

=⇒u′ and s
σ

=⇒ s′

implies { proposition 3.8 }
∃u′, s′ : u ][s

σ
=⇒u′ ][s′

implies { definition 3.4.2 }
σ ∈ obsθt (u, s)

�

According to proposition 3.10 we could also define ≤mior solely in terms of inclusion
of completed trace observations in obsθc . However, for compatibility reasons with the
definition of ≤iot (see definition 2.13) we prefer to include the condition on inclusion of
trace observations in obsθt . [Tre96b] shows that for strongly convergent transition systems
inclusion of trace observations in obsθt is necessary to characterise ≤iot .

Yet another characterisation of ≤mior can be given in the same format as equation (2.15).
This characterisation is based on the responses that the implementation can produce after
having performed a specific failure trace. These responses may consist of the detection
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of an input refusal LjI or an output refusal LkU at some channel, or the production of an
output x ∈ LkU at some output channel LkU . All these responses are collected in the set
out , that closely corresponds to the set O used in, e.g., equation (2.15), proposition 2.18,
and definition 2.19.

Definition 3.11 Let p ∈ LTS(LI ∪ LU) and σ ∈ (LI ∪ LU ∪ LI ∪ LU)∗, then the set
out( p after σ ) is defined by

out( p after σ ) =def {x ∈ LU | ∃p′ : p σ
=⇒ p′ and p′ x−→}

∪{LjI | 1 ≤ j ≤ n, ∃p′ : p σ
=⇒ p′ and init(p′) ∩ (LjI ∪ {τ}) = ∅}

∪{LkU | 1 ≤ k ≤ m, ∃p′ : p
σ

=⇒ p′ and init(p′) ∩ (LkU ∪ {τ}) = ∅}

�

Proposition 3.12 Let p ∈ LTS(LI ∪ LU) and σ ∈ (LI ∪ LI ∪ LU ∪ LU)∗, then

out( p after σ ) = ∅ iff σ 6∈ f-traces(p)

�

Proof

If case Immediately by definition 3.11.

Only-if case By contraposition. Take σ ∈ f-traces(p), then by definition 2.3 and the

fact that all transition systems in LTS(LI ∪ LU) are strongly convergent it follows ∃p′ :
p

σ
=⇒ p′

τ−−→/ . Now take LkU ∈ LU (this is possible since by assumption LU 6= ∅). We
distinguish between two cases: (i) ∃x ∈ LkU : p′ x−→ and (ii) ∀x ∈ LkU : p′

x−−→/ .

(i) If ∃x ∈ LkU : p
σ

=⇒ p′ x−→ , then immediately from definition 3.11 x ∈ out( p after σ ),
hence out( p after σ ) 6= ∅.

(ii) If ∀x ∈ LkU : p
σ

=⇒ p′
x−−→/ , then it follows (using p′

τ−−→/ ) from definitions 2.3 and
3.11 LkU ∈ out( p after σ ), hence out( p after σ ) 6= ∅.

�

Note that it is essential that the set of output actions, LU , is nonempty: if this is not
the case then proposition 3.12 does not hold! This is illustrated by the following coun-
terexample: take p := a; p where LI = {{a}} and LU = ∅, then out( p after a ) = ∅ and
a ∈ f-traces(p).

The inability to accept input at channel LjI (i.e., input suspension) and the inability to
produce output at channel LkU (i.e., output suspension) is explicitly visible in the set out .
In the same way as ≤ior is characterised by proposition 2.18, it turns out that ≤mior

is characterised by inclusion of the set out : all responses that the implementation can
perform after a trace in (LI∪LU∪LI∪LU)∗ must be specified, i.e., an implementation is not
allowed to suspend at some channel in case this is not specified, and the implementation
is not allowed to produce unspecified output actions.
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Proposition 3.13 Let i ∈MIOTS(LI ,LU) and s ∈ LTS(LI ∪ LU ), then

i ≤mior s iff ∀σ ∈ (LI ∪ LU ∪ LI ∪ LU)∗ : out( i after σ ) ⊆ out( s after σ )

�

Proof

Only-if case Assume i ≤mior s. Let µ ∈ out( i after σ ) and σ ∈ (LI ∪ LU ∪ LI ∪ LU)∗.

We distinguish between (i) µ = x ∈ LU , (ii) µ = LjI , and (iii) µ = LkU .

(i) x ∈ out( i after σ )
iff { definition 3.11 }

∃i′ : i
σ

=⇒ i′ x−→
iff { notation 1, definition 2.3, σ ∈ (LI ∪ LU ∪ LI ∪ LU)∗ }

σ·x ∈ f-traces(i) ∩ (LI ∪ LU ∪ LI ∪ LU)∗

implies { assumption i ≤mior s, proposition 3.10 }
σ·x ∈ f-traces(s)

iff { definition 2.3, notation 1 }
∃s′ : s σ

=⇒ s′ x−→
iff { definition 3.11 }

x ∈ out( s after σ )

(ii) LjI ∈ out( i after σ )
iff { definition 3.11 }

∃i′ : i
σ

=⇒ i′ and init(i′) ∩ (LjI ∪ {τ}) = ∅
iff { notation 1, definition 2.3, σ ∈ (LI ∪ LU ∪ LI ∪ LU)∗ }

σ·LjI ∈ f-traces(i) ∩ (LI ∪ LU ∪ LI ∪ LU)∗

implies { assumption i ≤mior s, proposition 3.10 }
σ·LjI ∈ f-traces(s)

iff { notation 1, definition 2.3 }
∃s′ : s σ

=⇒ s′ and init(s′) ∩ (LjI ∪ {τ}) = ∅
iff { definition 3.11 }

LjI ∈ out( s after σ )

(iii) Similar to (ii) by replacing LjI with LkU .

If case Let i 6≤mior s, then (using proposition 3.10) ∃σ ∈ (LI ∪ LU ∪ LI ∪ LU)∗ : σ ∈
f-traces(i) and σ 6∈ f-traces(s). But then using proposition 3.12 out( i after σ ) 6= ∅ and
out( s after σ ) = ∅. Consequently ∃σ ∈ (LI ∪ LU ∪ LI ∪ LU)∗ : out( i after σ ) 6⊆
out( s after σ ). �

Checking the condition in proposition 3.13 for all traces in (LI ∪ LU ∪ LI ∪ LU)∗ is too
time consuming in practice. Therefore, we generalise this condition to an arbitrary (and
possibly finite) set F ⊆ (LI ∪LU ∪LI ∪LU )∗, and define a corresponding implementation
relation miocoF (which stands for (repetitive) multi-input/output conformance) same way
as iocoF is defined as the generalisation of ≤ior (see definition 2.19). We will use this
relation in the next chapter as the basis for test generation.
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Definition 3.14 The implementation relation miocoF ⊆MIOTS(LI ,LU)×LTS(LI ∪
LU), where F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗, is defined by

i miocoF s =def ∀σ ∈ F : out( i after σ ) ⊆ out( s after σ )

Furthermore, we define mioco =def miocof-traces(s)∩(LI∪LU∪LI∪LU)∗ . �

Proposition 3.15 Let F1,F2 ∈ (LI ∪ LU ∪ LI ∪ LU)∗

1. mioco∅ =MIOTS(LI ,LU)×LTS(LI ∪ LU)

2. miocoF1∪F2 = miocoF1 ∩miocoF2

3. F1 ⊆ F2 implies miocoF1 ⊇miocoF2

�

Proof

1. By definition.

2. Let i ∈MIOTS(LI ,LU) and s ∈ LTS(LI , LU), then

i miocoF1∪F2 s
iff { definition 3.14 }
∀σ ∈ F1 ∪ F2 : out( i after σ ) ⊆ out( s after σ )

iff { set calculus }
∀σ ∈ F1 : out( i after σ ) ⊆ out( s after σ ) and
∀σ ∈ F2 : out( i after σ ) ⊆ out( s after σ )

iff { definition 3.14 }
i miocoF1 s and i miocoF2 s

3. An immediate consequence of proposition 3.15.2 by taking F2 = F1 ∪ (F2 \ F1).

�

For brevity we define p mio/coF q =def ¬(p miocoF q). The next example illustrates
the relation mioco. We remind the reader of the convention to denote refusal transitions
by dashed loops.

Example 3.2 Consider figure 3.4 with LI = {{a}, {b}} and LU = {{x, y}}. We have
p2 mioco p1; system p2 is able to respond to specified inputs as described by its spec-
ification p1, and every input suspension of p2 is allowed according to p1. Note that p2

may perform unspecified traces, such as supplying action b and responding with action
y. This is considered perfectly legal, since p1 does not specify what is allowed to happen
after pressing the b-button, so every behaviour is allowed. However, p1 mio/co p2. This
can easily be verified since p1 is initially able to refuse {b}, whereas p2 specifies that {b}
must be accepted initially. �
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Figure 3.4: The relation mioco with LI = {{a}, {b}} and LU = {{x, y}}.

3.3 Relating models

Multi-input/output transition systems are parameterised by the partitioning of the set of
input actions and the set of output actions (i.e., channels) that are used for communication
with the outside world. In this section we show the correspondence between the sets
of multi-input/output transition systems that are induced for specific choices of these
channels, and we investigate the impact of these choices on the induced testing relations.

3.3.1 Comparing partitions

Multi-input/output transition systems are defined relative to a partitioning of the set of
inputs LI and a partitioning of the set of outputs LU (definition 3.1). As a consequence,
the notion of multi-input/output refusal preorder ≤mior (definition 3.5) is also defined
relative to such partitionings. To relate the classes of implementations that are induced
by particular partitionings of the sets LI and LU , we first define a partial ordering � on
the set of partitions of a set S that indicates how to compare these partitions [Bir67].
The symbols X and Y are used to denote particular partitions.
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Definition 3.16 Let Parts(S) be the set containing all partitions of S. Then we define
the ordering � ⊆ Parts(S)× Parts(S)

X � Y =def ∀X ∈ X , ∃Y ∈ Y : X ⊆ Y

�

The relation � denotes the strict version of �, i.e., X � Y =def X � Y and X 6= Y .

Proposition 3.17 � is a partial order on the set of partitions. �

Proof We show that � is (i) reflexive, (ii) antisymmetric and (iii) transitive.

(i) By definition, ∀X ∈ X , ∃X ∈ X : X ⊆ X, and hence � is reflexive.

(ii) Let X � Y and Y � X . Then for arbitrary X ∈ X it follows from X � Y that
∃Y ∈ Y such that X ⊆ Y . However, for that particular Y it follows from Y � X
that ∃X ′ ∈ X : Y ⊆ X ′. So now X ⊆ Y ⊆ X ′ with X,X ′ ∈ X and Y ∈ Y . Since
X is a partition and X ∈ X it follows X ′ = X. But then X = Y = X ′. So now
∀X ∈ X , ∃Y ∈ Y : X = Y . Since both X and Y are partitions of S it follows
X = Y .

(iii) Let X � Y and Y � Z, and take X ∈ X . From X � Y it follows ∀X ∈ X , ∃Y ∈
Y : X ⊆ Y . From Y � Z it follows ∀Y ∈ Y , ∃Z ∈ Z : Y ⊆ Z. But then
∀X ∈ X , ∃Z ∈ Z : X ⊆ Z.

�

The ordering � on partitions reflects the ordering on the granularity of the parts in the
partition: if X�Y then X is a finer partition than Y , or Y is a coarser partition than X . In
case X 5 Y and Y 5 X then X and Y are incomparable with respect to their granularity.
The ordering � defines a lattice on partitions of an arbitrary set S (see appendix A), and
this lattice has a minimal element and a maximal element. The minimal element with
respect to �, (or alternatively, the finest partition of S) is the partition that contains only
singleton sets consisting of elements of S: min�(Parts(S)) = {{s} | s ∈ S}. The maximal
element with respect to � (also: the coarsest partition of S) is the partition that contains
a single set containing all elements of S: max�(Parts(S)) = {{S}}. Figure 3.5 illustrates
the partial order �.

Example 3.3 Assume S = {a, b, c}.
Then Parts(S) = {{{a}, {b}, {c}}, {{a, b}, {c}}, {{a}, {b, c}}, {{a, c}, {b}}, {{a, b, c}}}.
Figure 3.5 relates partitions with respect to the granularity relation �. The arrows in-
dicate the direction in which the �-relation holds. No transitive and reflexive relations
between partitions have been visualised; they can easily be obtained from ones that are
present in figure 3.5. �

Another characterisation of � can be given. This characterisation is based on the fact
that X � Y holds if and only if every part in Y can exactly be covered by the union of
one or more parts in X .
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{{a, c}, {b}}
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�
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� �

� �

Figure 3.5: The partial order � applied to partitions of {a, b, c}

Proposition 3.18 Let X ,Y ∈ Parts(S), then

X � Y iff ∀Y ∈ Y , ∃I ⊆ X : Y =
⋃
X∈I

X

�

Proof

If case Assume ∀Y ∈ Y , ∃I ⊆ X : Y =
⋃
X∈I X. We prove ∀X ′ ∈ X , ∃Y ′ ∈ Y : X ′ ⊆ Y ′.

Now take a X ′ ∈ X . Since X is a partition of S it follows X ′ 6= ∅ (see appendix A.1).
Moreover, since Y is also a partition of S it also follows ∃Y ′ ∈ Y : X ′ ∩ Y ′ 6= ∅. For
such set Y ′ it follows by assumption that ∃I ⊆ X : Y ′ =

⋃
X∈I X. But because X is a

partition of S the only way to include the elements in X ′ ∩ Y ′ is when X ′ ∈ I. But then
from the assumption X ′ ⊆ Y ′. So now ∀X ′ ∈ X , ∃Y ′ ∈ Y : X ′ ⊆ Y ′, i.e., (using definition
3.16) it follows X � Y .

Only-if case Let Y ′ ∈ Y and take I = {X ′ ∈ X | X ′ ⊆ Y ′}. We prove (i)
⋃
X′∈I X

′ ⊆ Y ′

and (ii) Y ′ ⊆
⋃
X′∈I X

′ seperately.

(i) By definition of I it follows immediately
⋃
X′∈I X

′ ⊆ Y ′.

(ii) Take y ∈ Y ′ (this is possible since Y ′ 6= ∅ because Y ′ is a part (see appendix A.1)).
From the fact that bothX and Y are partitions of S it follows that ∃X ′ ∈ X : y ∈ X ′,
where X ′ is the only set in X that contains element y ∈ S. Consequently, since
Y ′ is also the only set in Y that contains element y it follows from the assumption
(i.e., X � Y , see definition 3.16) that X ′ ⊆ Y ′. Hence y ∈

⋃
X′∈I X

′. This holds for
arbitrary y ∈ Y , so consequently Y ′ ⊆

⋃
X′∈I X

′.

Combining the results of (i) and (ii) gives
⋃
X′∈I X

′ = Y ′. �

3.3.2 Comparing classes of transition systems

In the former section the partial order relation � was introduced that can be used to
compare partitions. Since the set MIOTS(LI ,LU) (definition 3.1) is parameterised over
partitions LI and LU , we use in this section the relation� to compare the sets of transition
systems that are induced by the partitions LI and LU .
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If we again turn to definition 3.1 it turns out that the requirement imposed on implemen-
tation models inMIOTS(LI ,LU) only depends on the partition LI , and not on LU : the
finer LI is partitioned, the larger the set MIOTS(LI ,LU). The set MIOTS(LI ,LU) is
not affected by changing the partition LU of the set LU .

Proposition 3.19 Let X ,X1,X2 ∈ Parts(LI) and Y ,Y1,Y2 ∈ Parts(LU ), then

1. X1 � X2 implies MIOTS(X1,Y) ⊇MIOTS(X2,Y)

2. MIOTS(X ,Y1) =MIOTS(X ,Y2)

�

Proof

1. Suppose p ∈MIOTS(X2,Y), then for arbitrary p′ ∈ der(p) and X ∈ X1

∃a ∈ X : p′
a

=⇒
implies { X1 � X2, hence (definition 3.16) ∀X ∈ X1, ∃X ′ ∈ X2 : X ⊆ X ′ }

∃X ′ ∈ X2, ∃a ∈ X ′ : p′ a
=⇒

implies { p ∈MIOTS(X2,Y), definition 3.1 }
∃X ′ ∈ X2, ∀b ∈ X ′ : p′ b

=⇒
implies { X ⊆ X ′ }

∀b ∈ X : p′
b

=⇒

2. Immediately from definition 3.1.

�

In a testing perspective proposition 3.19 can be understood as follows. The partitions LI
and LU reflect test assumptions that are made on the interfaces of implementation models
in the class MIOTS(LI ,LU). The size of the set MIOTS(LI ,LU) can be controlled by
the partition LI of LI ; the coarser LI is partitioned, the stronger the requirement imposed
on MIOTS becomes (see definition 3.1), and hence the smaller the classMIOTS(LI ,LU)
becomes (see proposition 3.19.1). The partition of the output set LU does not affect
the class of implementation models under consideration (proposition 3.19.2), but in sec-
tion 3.3.3 it is shown that this does affect the ability of observers to discriminate be-
tween correct and incorrect implementations, i.e., it affects the set of external observers
SOBS(LθU ,LθI). For specific partitions LI of LI the setMIOTS(LI ,LU) collapses to the
already introduced class LTS(LI ∪ LU ) and, with an extra condition on the enabling of
input actions, the set MIOTS(LI ,LU) collapses to the set IOTS(LI , LU).

Proposition 3.20

1. Let LU ∈ Parts(LU), then

MIOTS(min�(Parts(LI)),LU) = LTS(LI ∪ LU)
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2. Let LI ∈ Parts(LI) and LU ∈ Parts(LU), then

{p ∈MIOTS(LI ,LU) | ∀p′ ∈ der(p), ∀a ∈ LI : p′
a

=⇒} = IOTS(LI , LU)

�

Proof

1. p ∈MIOTS(min�(Parts(LI)),LU)
iff { definition 3.1 }

p ∈ LTS(LI ∪ LU) and

∀p′ ∈ der(p), ∀LjI ∈ min�(Parts(LI)) :

if ∃a ∈ LjI : p′
a

=⇒ then ∀b ∈ LjI : p′
b

=⇒
iff { min�(Parts(LI)) = {{b} | b ∈ LI} }

p ∈ LTS(LI ∪ LU) and

∀p′ ∈ der(p), ∀b ∈ LI , if ∃a ∈ {b} : p′
a

=⇒ then p′
b

=⇒
iff { a = b, logical calculus }

p ∈ LTS(LI ∪ LU)

2. IOTS(LI , LU)
= { definition 2.12 }
{p ∈ LTS(LI ∪ LU ) | ∀p′ ∈ der(p), ∀a ∈ LI : p′

a
=⇒}

= { definitions 2.12 and 3.1, equation (3.1) }
{p ∈MIOTS(LI ,LU) | ∀p′ ∈ der(p), ∀a ∈ LI : p′

a
=⇒}

�

3.3.3 A taxonomy of refusal testing relations

In this section we inter-relate instances of multi-input/output refusal preorder (≤mior ,
see definition 3.5) for different partitions of LI and LU , and we show that for specific
instances these relations coincide with some well-known relations such as refusal preorder
(≤rf , see definition 2.9), input/output refusal preorder (≤ior , see definition 2.16), and
iocoF (definition 2.19).

As has been indicated before, the partitions LI and LU make up a test assumption about
the channels that are used by implementations to communicate with their environment.
For different partitions LI different domains of implementation models are considered (see
proposition 3.19.1), but for different partitions LU this set is unaffected (see proposition
3.19.2). However, it turns out that the partition of LU affects the ability of observers
to discriminate between correct and incorrect implementations, which, in turn, affect the
correctness criterion between implementations and specifications. The next proposition
expresses the influence of the partition of LU on correctness with respect to failure trace
preorder, which is equivalent to ≤mior according to the characterisation of proposition
3.10.
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Proposition 3.21 Let LU ,L′U ∈ Parts(LU) such that LU � L′U .
Then for i ∈MIOTS(LI ,LU) =MIOTS(LI ,L′U) and s ∈ LTS(LI ∪ LU)

f-traces(i) ∩ (LI ∪ LU ∪ LI ∪ LU)∗ ⊆ f-traces(s)

implies f-traces(i) ∩ (LI ∪ LU ∪ LI ∪ L′U)∗ ⊆ f-traces(s)

�

Proof For any X ∈ L′U it follows from proposition 3.18

∃I ⊆ LU : X =
⋃
Xi∈I

Xi (3.2)

Since LU is a finite partition of LU it can be assumed that I is finite and all Xi are
pairwise disjoint.

We now take a function f : L′U → L∗U that relates any channel X ∈ L′U to a finite sequence
of channels X1·X2·. . .·Xn in L∗U such that the union of the sets X1, . . . , Xn exactly covers the
set X. Such function can always be found, and the order of sets X1, . . . , Xn is irrelevant,
e.g.,

f(X) = X1 ·X2 ·. . .·Xn (3.3)

We now define a function F : (LI ∪ LU ∪ LI ∪ L′U)∗ → (LI ∪ LU ∪ LI ∪ LU)∗ inductively
as follows. For all σ ∈ (LI ∪ LU ∪ LI ∪ L′U)∗ and X ∈ L′U

F (ε) =def ε
F (µ·σ) =def µ·F (σ) if µ ∈ LI ∪ LU ∪ LI
F (X ·σ) =def f(X)·F (σ)

(3.4)

We now prove that any transition system p ∈ LTS(LI ∪ LU ) that can do failure trace
σ ∈ (LI ∪LU ∪LI ∪L′U)∗ can also do failure trace F (σ) ∈ (LI ∪LU ∪LI ∪LU)∗ and end up
in the same state, and v.v., i.e., for all p ∈ LTS(LI ∪LU) and all σ ∈ (LI ∪LU ∪LI ∪L′U)∗

p
σ

=⇒ p′ iff p
F (σ)

===⇒ p′ (3.5)

We prove equation (3.5) by induction on the structure of σ. We distinguish between (i)
σ = ε, (ii) σ = µ·σ′ with µ ∈ LI ∪ LU ∪ LI , and (iii) σ = X ·σ′ with X ∈ L′U .

(i) Immediately from the definition of F (ε) (see equation (3.4)) and notation 1.

(ii) p
µ·σ

==⇒ p′

iff { notation 1 }
∃p1 : p

µ
=⇒ p1 and p1

σ
=⇒ p′

iff { induction }
∃p1 : p

µ
=⇒ p1 and p1

F (σ)
===⇒ p′

iff { notation 1 }
p

µ·F (σ)
====⇒ p′
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(iii) p
X·σ

==⇒ p′

iff { notation 1 }
∃p1 : p

X
==⇒ p1 and p1

σ
=⇒ p′

iff { X = X1 ∪X2 ∪ . . .Xn, let f(X) = X1 ·X2 ·. . .·Xn, proposition 2.2 }
∃p1 : p

X1·X2·...Xn=======⇒ p1 and p1
σ

=⇒ p′

iff { induction }
∃p1 : p

X1·X2·...Xn=======⇒ p1 and p
F (σ)

===⇒ p′

iff { notation 1 }
p

X1·X2·...Xn·F (σ)
=========⇒ p′

iff { f(X) = X1 ·X2 ·. . .·Xn, definition F (X ·σ) }
p

F (X·σ)
====⇒ p′

We now prove proposition 3.21 by showing that any failure trace σ ∈ f-traces(i) ∩ (LI ∪
LU ∪ LI ∪ L′U)∗ of implementation i is a failure trace of specification s ∈ LTS(LI ∪ LU).

i
σ

=⇒
iff { equation (3.5) }

i
F (σ)

===⇒
implies { F (σ) ∈ (LI ∪ LU ∪ LI ∪ LU)∗, premiss }

s
F (σ)

===⇒
iff { equation (3.5) }

s
σ

=⇒
�

So, the finer the set LU is partitioned, the more output PCOs, or channels, implemen-
tations are assumed to have, and the finer observers are able to judge about correctness
of implementations. In terms of the multi-input/output refusal interface (figure 3.3) a
finer partition of LU implies that implementations inMIOTS(LI ,LU) are equipped with
more ‘displays’, and hence observers in SOBS(LθU ,LθI) have more ‘eyes’ to observe such
implementations. This makes that observers have more means to discriminate between
correct and incorrect implementations (i.e., they become more powerful), which, in turn,
leads to a strengthened correctness criterion. Since ≤mior (definition 3.5) is characterised
by failure trace inclusion (see proposition 3.10) the partition of the set LU hence affects
≤mior . Note that observers in SOBS(LθU ,LθI) and SOBS(L′θU ,LθI) cannot be compared
directly using the ⊆ relation since these sets contain singular observers that are struc-
turally different: if LθU ⊆ L

′θ
U then not necessarily SOBS(LθU ,LθI) ⊆ SOBS(L′θU ,LθI). This

makes the proof of proposition 3.21 more difficult than the proof of proposition 3.19.

The next example illustrates the influence of the partition of LU on the relation ≤mior .

Example 3.4 Consider implementation i and specification s depicted in figure 3.6.

If i ∈MIOTS({{a}}, {{x}, {y}}) then i 6≤mior s. This follows from a·{x} ∈ f-traces(i)∩
({a, x, y, {a}, {x}, {y}})∗ and a·{x} 6∈ f-traces(s) (proposition 3.10). However, if we take
i ∈ MIOTS({{a}}, {{x, y}}) then i ≤mior s. Because refusals {x} and {y} cannot
be observed seperately in the latter case (but only together as refusal {x, y}) singular
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x y

a a

x

a

y

i s

if i ∈MIOTS({{a}}, {{x, y}})
then i ≤mior s

if i ∈ MIOTS({{a}}, {{x}, {y}})
then i 6≤mior s

Figure 3.6: Output partition and correctness

observers are not capable of observing differences in behaviour between these systems i
and s. �

On the one hand, the partition LI influences the size of the set of implementation models
under consideration (proposition 3.19), while on the other hand the partition LU affects
the granularity of the correctness criterion ≤mior . It turns out that all relations ≤mior

that are induced by particular partitions LI and LU and some relations that were defined
on implementations in LTS(LI ∪ LU) and IOTS(LI , LU) can be interrelated. Figure 3.7
visualises the comparison of different relations on different domain. The arrows indicate
the direction of the ⊂-relation. For notational convenience we write ≤LI ,LUmior for multi-
input/output preorder (definition 3.5) induced by the partitions LI and LU .

Proposition 3.19.1 shows that the size of the domain of implementation models decreases
in case the set of input action LI is partitioned coarser, and proposition 3.21 shows
that the correctness criterion ≤mior is weakened in case the set of output actions LU is
partitioned coarser. Together, they explain the ⊆-relations between instances of ≤LI ,LUmior

for different partitions LI and LU in figure 3.7. Similar counter-examples as example 3.4
can be used to show that the inclusion relation between ≤mior -instances is strict. The
next table explains the ⊂-relation between relations other than ≤mior .
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Legend min�(Parts(LI)) = L0
I � L1

I � . . .� LrI = max�(Parts(LI))

min�(Parts(LU )) = L0
U � L1

U � . . .� LsU = max�(Parts(LU ))domain LTS(LI ∪ LU)

≤L
r
I ,L0

U

mior

≤L
r−1
I ,LsU

mior ≤L
r
I ,L

s−1
U

mior

≤L
r−2
I ,LsU

mior ≤L
r−1
I ,Ls−1

U

mior

≤L
0
I ,LsU

mior

≤L
0
I ,L2

U

mior ≤L
2
I,L0

U

mior≤L
1
I ,L1

U

mior

≤L
r
I ,L

s−2
U

mior

≤L
0
I ,L1

U

mior ≤L
1
I ,L0

U

mior

domain IOTS(LI , LU)

⊂ ⊂

⊂⊂⊂⊂

⊂⊂

⊂ ⊂

⊂ ⊂ ⊂ ⊂

⊂⊂

weaken
observers domain

increase

increase
domain

≤te

≤rf

⊂

⊂
conf

⊂

≤ior

≤iot

ioconftraces(s)

⊂

⊂⊂

⊂
iocof-traces(s) ∩ (L ∪ {LU})∗

⊂

≤L
0
I ,L0

U

mior

weaken
observers

≤L
r
I ,LsU

mior

Figure 3.7: A taxonomy of refusal testing relations
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≤rf⊆≤L
0
I ,L0

U
mior Suppose i ≤rf s, then it follows from proposition

2.10 f-traces(i) ⊆ f-traces(s), so certainly f-traces(i)∩
(LI∪LU ∪L0

I∪L0
U)∗ ⊆ f-traces(s), hence (proposition

3.10) i ≤L
0
I ,L0

U
mior s.

≤rf 6=≤L
0
I ,L0

U
mior Take i := τ ; (a; stop + x; stop) + τ ; stop and s :=

τ ; stop + a; stop + x; stop with LI = {a} and LU =

{x}. Then i ≤L
0
I ,L0

U
mior s, but not i ≤rf s since

i
∅·a

==⇒ and s
∅·a

=6⇒ . The refusal ∅, which acts as a sta-

bility check in ≤rf , is not present in testing ≤L
0
I ,L0

U
mior

and hence cannot be used to distinguish between the

processes in ≤L
0
I ,L0

U
mior .

≤rf⊆≤te Immediately from definition 2.6 and definition 2.9
and the fact that LTS(L) ⊆ LTS(L ∪ {θ})).

≤rf 6=≤te See example 2.2.
≤te⊆ conf Immediately from definition 2.6 and definition 2.11.
≤te 6= conf Take i := τ ; stop + τ ; a; stop and s := stop. Then

i conf s, but i 6≤te s.

≤L
r
I ,LsU

mior ⊆≤ior Immediately from definition 3.5 and definition 2.16.

≤L
r
I ,LsU

mior 6=≤ior Let LI 6= ∅ and LU 6= ∅, and take i := stop and
s := stop. Then i ≤mior s for all partitions of LI and
LU . However, i does not satisfy the requirement for
IOTS that all input action are continuously enabled
(see definition 2.12), so i 6∈ IOTS(LI , LU), and hence
i 6≤ior s.

≤ior⊆ iocof-traces(s) ∩ (L ∪ {LU})∗ Immediately from proposition 2.18 and definition
2.19.

≤ior 6= iocof-traces(s) ∩ (L ∪ {LU})∗ See [Tre96b].
ioconftraces(s) ⊆ Immediately from definition 2.15 and definition 2.19.

iocof-traces(s) ∩ (L ∪ {LU})∗

ioconftraces(s) 6= See [Tre96b].
iocof-traces(s) ∩ (L ∪ {LU})∗

≤iot⊆≤ior Immediately from proposition 2.18 and proposition
2.14.

≤iot 6=≤ior See [Tre96b].
ioconftraces(s) ⊆≤iot Immediately from proposition 2.14 and definition

2.15.
ioconftraces(s) 6=≤iot See [Tre96b].

Some relations in figure 3.7 can be expressed as instances of miocoF for specific choices
of the partitions LI and LU , and for specific choices of the set F . In particular, for
implementations in IOTS(LI , LU) and F ⊆ (LI ∪ LU ∪ {LU})∗ the relations miocoF
and iocoF coincide in case LI and LU are taken as coarse as possible. This follows
from the fact that implementations in IOTS(LI , LU) can never refuse input actions by
assumption, which makes it impossible to observe input suspensions, and from the fact
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that IOTS(LI , LU) does not distinguish between more than one input channel and one
output channel. The next lemma and proposition prove that miocoF and iocoF indeed
coincide for implementations in IOTS(LI , LU).

Lemma 2 For all ∅ 6= A ⊆ LI

p ∈ IOTS(LI , LU) implies ∀p′ ∈ der(p) : p′
A−−→/

�

Proof Let p ∈ IOTS(LI , LU). Then ∀p′ ∈ der(p), ∀a ∈ LI : p′
a

=⇒ . Now take p′ ∈
der(p). We distinguish between (i) p′ τ−→ and (ii) p′

τ−−→/ .

(i) If p′ τ−→ then it follows immediately from notation 1 that p′
A−−→/ for all A ⊆ LI , so

certainly for ∅ 6= A ⊆ LI .

(ii) Using the assumption p′
τ−−→/ it follows ∀a ∈ LI : p′ a−→ . But then, using notation

1, it follows p′
A−−→/ for all ∅ 6= A ⊆ LI .

�

Proposition 3.22 Let i ∈ IOTS(LI , LU) and s ∈ LTS(LI ∪ LU ), then for F ⊆ (LI ∪
LU ∪ {LU})∗ and LU = max�(Parts(LU))

i miocoF s iff i iocoF s

�

Proof

i miocoF s
iff { definition 3.14 }
∀σ ∈ F : out( i after σ ) ⊆ out( s after σ )

iff { lemma 2, so ∀i′ ∈ der(i) : i′
LI−−−→/ , definition 3.11 }

∀σ ∈ F : Oi(σ) ⊆ Os(σ)

where Op(σ) =def {x ∈ LU | p σ·x
==⇒}∪

{LU | ∃p′ : p
σ

=⇒ p′ and init(p′) ∩ (LU ∪ {τ}) = ∅}
iff { ∃p′ : p σ

=⇒ p′ and init(p′) ∩ (LU ∪ {τ}) = ∅ iff p after σ refuses LU ,
definition 2.3.4 }
∀σ ∈ F : Oi(σ) ⊆ Os(σ)

where Op(σ) =def {x ∈ LU | p σ·x
==⇒} ∪ {{LU} | p after σ refuses LU }

iff { definition 2.19 }
i iocoF s

�

From proposition 2.20, which states that ≤ior ,≤iot and ioconftraces(s) can all be expressed
as instances of iocoF , and the fact that iocoF and miocoF coincide for implementa-
tions in IOTS(LI , LU) (see proposition 3.22) it follows that the relations ≤ior , ≤iot ,
ioconftraces(s) and iocof-traces(s) ∩ (LI ∪ LU ∪ {LU})∗ can be expressed as instances of miocoF
for implementations in IOTS(LI , LU).
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Corollary 3.23 For implementations in IOTS(LI , LU) and specifications in LTS(LI∪
LU)

1. ≤iot= mioco(LI∪LU )∗

2. ioconftraces(s) = miocotraces(s)

3. ≤ior = mioco(LI∪LU∪{LU})∗

4. iocof-traces(s) ∩ (LI ∪ LU ∪ {LU})∗ = miocof-traces(s) ∩ (LI ∪ LU ∪ {LU})∗

�

Proof

1. Immediately from proposition 2.20.1 and proposition 3.22.

2. Immediately from proposition 2.20.2 and proposition 3.22.

3. Immediately from proposition 2.20.3 and proposition 3.22.

4. Immediately from proposition 3.22.

�

We remark that the relations ≤L
0
I ,L0

U
mior and ≤rf in figure 3.7 coincide in case only concrete

transition systems are considered, i.e., transition systems without τ -actions. In that case
the empty refusal ∅, that was used to construct the counterexample to prove inequality

between ≤L
0
I ,L0

U
mior and ≤rf , can make no difference any more. So, according to propositions

2.10 and 3.10, only inclusion of failure traces with no empty refusals has to be checked.
These failure traces are exactly the ones that can be mimicked by serial compositions of
singleton sets in L0

I and L0
U (see proposition 2.2).

3.4 Requirements for MIOTS

In this section we instantiate the abstract concepts of requirement and requirement spec-
ification that are defined in the standard ‘Formal Methods in Conformance Testing’ (sec-
tion 2.1). To do that we define a requirement language that can be used to describe
behavioural requirements of multi-input/output transition systems, and we show that we
can characterise conformance (with respect to miocoF) in terms of satisfaction of these
requirements.

In practice, many specifications of reactive systems are given as a requirement specifi-
cation, i.e., as a set of requirements that must hold for an implementation in order to
conform. An example of a requirement specification in natural language is the specifica-
tion of a conference protocol that is discussed in chapter 7. Other examples of languages
that describe requirements of transition systems more precise are Hennessy-Milner Logic
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[HM80], or temporal logics [Eme90]. The requirements in these languages have a clearly
defined semantics, and such languages are called formal requirement languages.. To ex-
press behavioural requirements for multi-input/output transition systems we instantiate
the abstract requirement language REQS (see section 2.1.1) with a formal requirement
language REQSF (LI ,LU). Satisfaction of requirements in REQSF(LI ,LU) is defined
using the satisfaction relation �, which can be seen as an instantiation of the abstract
satisfaction relation sat .

Definition 3.24 For F ⊆ (LI∪LU∪LI∪LU)∗ the requirement language REQSF (LI ,LU)
is defined by

REQSF(LI ,LU) =def { after σ out A | σ ∈ F and A ⊆ LU ∪ LI ∪ LU}
The satisfaction relation �⊆ LTS(LI ∪ LU )×REQSF(LI ,LU) is defined by

p � after σ out A =def out( p after σ ) ⊆ A

We define REQS (LI ,LU) =def REQS (LI∪LU∪LI∪LU )∗(LI ,LU). �

All requirements in REQSF(LI ,LU) have the format ‘ afterσ outA ’, and they will simply
be called ‘requirements’. With the requirements in REQSF(LI ,LU) and the satisfaction
relation � it is possible to specify how a transition system is allowed to continue after
having performed some failure trace. For r ∈ REQSF(LI ,LU) we say that p satisfies r,
or r holds in p, if p � r. If not p � r then r does not hold in p, or p does not satisfy r.
For brevity we define p 2 r =def not(p � r).

The requirement language REQSF(LI ,LU) can be used to distinguish between behaviour
of systems by comparing the set of requirements that are satisfied by these processes. Con-
sequently, conformance between an implementation and a specification can be defined by
comparing sets of requirements: an implementation conforms to its specification if every
specified requirement is indeed implemented. Conformance with respect to implemen-
tation relation miocoF can be characterised in terms of satisfaction of requirements by
instantiating the compatibility condition of equation (2.3). The following theorem shows
for which requirements satisfaction is required in order to guarantee compatibility with
the conformance relation miocoF .

Theorem 3.25 Let i ∈ MIOTS(LI ,LU) and s ∈ LTS(LI ∪ LU). Furthermore, let
F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗, then

i miocoF s iff i ∈
⋂
ϕ∈Rs

Mϕ

where Rs =def {ϕ ∈ REQSF(LI ,LU) | s � ϕ} and
Mϕ =def {i ∈MIOTS(LI ,LU) | i � ϕ}

�
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Proof

i ∈
⋂
ϕ∈RsMϕ

iff { definition
⋂
ϕ∈Rs }

∀ϕ ∈ Rs : i ∈Mϕ

iff { i ∈MIOTS(LI ,LU), definition Mϕ }
∀ϕ ∈ Rs : i � ϕ

iff { definition Rs }
∀ϕ ∈ REQSF(LI ,LU) : s � ϕ implies i � ϕ

iff { definition REQSF(LI ,LU) }
∀σ ∈ F , ∀A ⊆ LU ∪ LI ∪ LU : s � after σ out A implies i � after σ out A

iff { definition 3.24 }
∀σ ∈ F , ∀A ⊆ LU ∪ LI ∪ LU : out( s after σ ) ⊆ A implies out( i after σ ) ⊆ A

iff { logical calculus }
∀σ ∈ F : out( i after σ ) ⊆ out( s after σ )

iff { definition 3.14 }
i miocoF s

�

3.5 Concluding remarks

Related work

In the literature many different transition system models have appeared that distin-
guish between inputs and outputs, e.g., input/output state machines (IOSM) [Pha94],
input/output automata (IOA) [LT89, Seg93, Vaa91], input/output labelled transition
systems (IOLTS) [FJJV96a, FJJV96b], input/output transition systems (IOTS) [Tre96a,
Tre96b]. These models marginally differ from each other with respect to conditions on the
enabling of input actions, or conditions on the enabling of output actions. As far as we
know none of these formalisms explicitly distinguishes between different channels of input
actions and output actions, nor do IOSM, IOA and IOTS allow that implementations can
suspend input actions.

In multi-input/output transition systems it is required that the set of input actions LI
and the set of output actions LU are non-empty, so output suspension is only defined for
a non-empty set of outputs: if LU = ∅ then LU = ∅ so there are no suspension detection
labels to observe the inability to perform outputs. This requirement is not imposed on
input/output transition systems [Tre96a, Tre96b]: there they allow LU = ∅, in which
case output suspension, modelled by δ, is still defined and reduces to the detection of
stable states (see, e.g., proposition 2.18). In our view almost all realistic reactive systems
communicate with their environment using inputs and outputs, so our requirements on
LI and LU do not restrict the applicability of the theory in practice.
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Conclusions

In this chapter the theory of refusal testing has been applied to classes of transition systems
that distinguish between the initiative of actions: either input or output. Each class is
induced by the distribution of the interface points, or channels, through which these imple-
mentations communicate with their environment, and conditions on the enabling of input
actions at these interface points. Such classes of systems are called multi-input/output
transition systems, and they are parameterised by a partition of the set of input actions
LI and a partition of the set of output actions LU that reflect the distribution of the
interface points. It has been shown that these multi-input/output transition systems are
sufficient to consider as the basis for a general testing framework: some existing refusal
testing theories (e.g., traditional refusal testing for labelled transition systems [Phi87],
quiescent testing for input/output automata [Seg93] and input/output transition systems
[Tre96a], and repetitive quiescent testing for input/output transition systems [Tre96b])
are special instances of this framework. This has enabled us to study refusal testing for all
these classes in a single, unified framework, to inter-relate these classes, and to show the
similarities and differences between the refusal testing theories that are obtained when
instantiating the model with particular choices for the partitions of LI and LU . For the
large variety of classes that can be obtained, a correctness criterion miocoF (see definition
3.14) has been defined that is explicitly parameterised by a set of failure traces F . In-
stantiations of these correctness criteria for specific choices of the distribution of interface
points and specific choices for the set F may yield existing correctness criteria, such as
refusal preorder [Phi87] (see definition 2.9) and input/output conformance [Tre96b] (see
definition 2.19), and all these instantiated correctness criteria have been inter-related.
This will enable us to develop a single test generation algorithm for these parameterised
classes of systems and the corresponding correctness criteria. This will be done in chapter
4. Moreover, the requirement concept that is defined in [ISO96] has been instantiated in
the testing theory of multi-input/output transition systems, and a logical characterisation
of miocoF in terms of these requirements has been given.
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Chapter 4

Testing multi-input/output
transition systems

This chapter describes an algorithm that is able to generate tests from a tran-
sition system specification. The algorithm is parameterised by assumptions on
the interface used to access the implementation under test. This is done by
assuming that implementations can be modelled as multi-input/output transi-
tion systems with specific choices for the set of input channels and the set of
output channels that are used by the implementation to communicate with its
environment. The algorithm is able to generate tests that can check whether
an implementation conforms to its specification for all instances of correctness
criterion miocoF (see chapter 3). Tests that are generated by the algorithm
are proven to be sound: execution of the tests will never lead to the rejection of
correct implementations. Moreover, the set of all tests that can be generated is
complete: for any incorrect implementation the algorithm is able to generate
a test that can detect it.

4.1 Introduction

The design, construction and implementation of experiments that are needed to validate
whether an implementation conforms to its specification are often complex, time con-
suming and resource consuming activities. To decrease the time, effort and costs in the
design and construction of such experiments it is desirable to automate the generation of
experiments. The objective of (formal) test generation is to systematically generate ex-
periments from a formal specification in such a way that these experiments can distinguish
between correct and incorrect implementations. The mathematical basis underlying the
specification technique used to describe the intended behaviour of a system enables the
construction of algorithms and tools that can be used to support the systematic generation
of experiments in a (semi)automatic way.

In this chapter we discuss a test generation algorithm that can be used to generate tests
from a transition system specification. The algorithm is, just like the class of implemen-
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tation models under consideration, parameterised by assumptions on the interface used to
access the implementations (see chapter 3). For instances of such interfaces the algorithm
generates experiments that, when executed against implementations, are able to distin-
guish between correct and incorrect implementations. As correctness criteria the class of
multi-input/output conformance relations miocoF is used, which, for specific values of
F , may coincide with some existing testing relations such as input/output conformance
iocoF , or input/output refusal preorder ≤ior . For each F the tests that are produced by
the algorithm are proven sound with respect to miocoF , and the set of all tests that can
be produced by the algorithm is complete with respect to miocoF .

The organisation of this chapter is as follows. Section 4.2 introduces notation and termi-
nology of testing concepts such as tests, test runs, and the passing or failing of a test by
an implementation. This section is both an instantiation of, and complementary to, the
testing concepts of sections 2.1.2 and 2.1.3. Next, section 4.3 presents the test generation
algorithm, proves soundness and completeness properties of the test suites that can be
generated with it, and presents an example to illustrate the algorithm. A prototype of
the algorithm, implemented in a functional language, is discussed in section 4.4.

4.2 Testing multi-input/output transition systems

In this section the abstract terminology and notation of some of the testing concepts
in sections 2.1.2 and 2.1.3 are instantiated for implementations that are assumed to be
modelled as multi-input/output transition systems, and for correctness criterion miocoF .

According to sections 1.1.4 and 2.1.2 testing involves carrying out experiments on an
implementation by an external observer, collecting the observations that can be made
from the implementation when the experiments are executed, comparing these obser-
vations with the expected observations as prescribed by the specification, and deciding
whether the implementation behaved correctly or not. To give an indication about the
(in)correctness of implementations on basis of the observations, these experiments are
equipped with two kinds of verdicts, cf. [ISO96, section 2.1]: pass to indicate that the
implementation behaves as expected, and fail to indicate that the implementation be-
haves erroneously. A test, or test case, models the behaviour of an experiment. Under the
assumption that implementations are modelled as members ofMIOTS(LI ,LU) (which is
the assumption that we adopt in this chapter) transition systems in SOBS(LθU ,LθI) (see
definition 3.2) can be used to describe the behaviour of experiments according to charac-
terisation 3.10. The next definition formally defines the structure of a test case that can
be used as the description of an experiment on implementations in MIOTS(LI ,LU).

Definition 4.1 A test t over LθI and LθU is a singular observer t ∈ SOBS(LθU ,LθI) such
that for each t′ ∈ der(t)

init(t′) = ∅ iff νt(t
′) = pass or νt(t

′) = fail

where νt : der(t) → {pass, fail} is a partial function that assigns a verdict pass or fail
to final states of t.

The universe of tests over LθI and LθU is denoted by TESTS(LθU ,LθI). �
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The term ‘test case’ is used as a synonym for ‘test’. The function ν in definition 4.1 labels
final states with verdicts and (implicitly) defines a verdict assignment function for tests
(see section 2.1.2). A state of a test that is labelled pass is called a pass state, and a state
of a test that is labelled fail is called a fail state. We will abstract from the particular
states that are labelled with pass or fail, and simply denote pass states by pass, and
fail states by fail. A test suite T (over LθI and LθU) is a set of tests (over LθI and LθU).
Because tests are defined as singular observers in SOBS(LθU ,LθI) every result for singular
observers in section 3.1 immediately carries over to tests.

Cf. section 2.1.2 test execution is the activity of executing tests against an implementation,
and consists of running tests repeatedly against this implementation. A test run for an
implementation that can be modelled as MIOTS is defined as an observation in obsθc(t, i)
that may occur when test t is run against implementation i, where communication between
the test and the implementation is modelled by the operator ][ (definition 3.3). Since tests
will always end in a final state when run against implementations (see proposition 3.9)
and the final states of tests are labelled either pass or fail (see definition 4.1) it can be
decided when an implementation passes, or fails, a test, by administering whether test
runs end in a pass state or in a fail state. Implementation i passes test t if all test runs
of t ][i will never lead to a fail state, and implementation i fails test t if at least one test
run leads to a fail state. Moreover, an implementation passes test suite T if all tests in t
are passed by the implementation, and an implementation fails test suite T if there exists
a test t ∈ T such that the implementation fails test t. This is formally expressed in the
next definition.

Definition 4.2 Let i ∈MIOTS(LI ,LU) and t ∈ TESTS (LθU ,LθI).

1. Trace σ is a test run of t ][i =def σ ∈ obsθc(t, i)

2. An implementation i passes test t if all test runs of t ][i lead to a pass state

i passes t =def ∀σ ∈ obsθc(t, i),¬(∃i′ : t ][i
σ

=⇒ fail ][i′)

3. An implementation i fails test t if there exists a test runs of t ][i that leads to a fail
state

i fails t =def ∃σ ∈ obsθc(t, i), ∃i′ : t ][i
σ

=⇒ fail ][i′

4. Implementation i passes test suite T if implementation i passes all test cases in T

i passes T =def ∀t ∈ T : i passes t

5. Implementation i fails test suite T if i fails t for some t ∈ T

i fails T =def ∃t ∈ T : i fails t

�
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To avoid confusion we deliberately use different notations for the abstract definition
passes (equation (2.5)) that is defined independently of any specific formalism, and its
instantiation passes that is used in the context of multi-input/output transition systems.
The notions of passing and failing are each others complement.

Proposition 4.3 Let i ∈MIOTS(LI , LU) and T, T1, T2 ⊆ TESTS(LθU ,LθI).

1. i passes ∅

2. i passes T iff ¬(i fails T )

3. i passes T1 and i passes T2 iff i passes T1 ∪ T2

4. i fails T1 or i fails T2 iff i fails T1 ∪ T2

�

Proof

1. Immediately from definition 4.2.4.

2. Directly from the fact that definition 4.2.2 is the negation of definition 4.2.3, so
definition 4.2.4 is the negation of definition 4.2.5.

3. i passes T1 and i passes T2

iff { definition 4.2.4 }
∀t1 ∈ T1 : i passes t1 and ∀t2 ∈ T2 : i passes t2

iff { logical manipulation }
∀t ∈ T1 ∪ T2 : i passes t

iff { definition 4.2.4 }
i passes T1 ∪ T2

4. Immediately from propositions 4.3.2 and 4.3.3.

�

Tests that, when executed against an arbitrary implementation, always results in pass do
not pay any contribution to the discrimination between correct and incorrect implemen-
tations. Consequently, the execution of such tests is not very helpful in recognising faulty
implementations; these tests can safely be discarded from a test suite without disturbing
the class of implementations that pass this tests suite.

Proposition 4.4 Let T ⊆ TESTS(LθU ,LθI) and t ∈ TESTS (LθU ,LθI) such that ∀i ∈
MIOTS(LI ,LU) : i passes t, then

i passes T iff i passes T ∪ {t}
�
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Proof Immediately from definition 4.2. �

The passing or failing of a test suite T depends on the way verdicts are assigned to
the tests in T . To distinguish between correct and incorrect implementations by means
of testing the notions of passing and failing a test suite, and the notions of correctness
and incorrectness, have to be linked. Preferably, test suites are designed in such a way
that correct implementations pass test suite T (soundness, see equation (2.9)), whereas
incorrect implementations fail test suite T (exhaustiveness, see equation (2.10)). A test
suite is called complete if it rejects all, and only, incorrect implementations. The next
definition defines soundness, exhaustiveness and completeness as properties of test suites
for a special class of correctness criteria, viz. miocoF .

Definition 4.5 Let s ∈ LTS(LI ∪ LU).

1. Test suite T ⊆ TESTS(LθU ,LθI) is sound for s with respect to miocoF iff

∀i ∈MIOTS(LI ,LU) : i miocoF s implies i passes T

2. Test suite T ⊆ TESTS(LθU ,LθI) is exhaustive for s with respect to miocoF iff

∀i ∈MIOTS(LI ,LU) : ¬(i miocoF s) implies i fails T

3. Test suite T ⊆ TESTS(LθU ,LθI) is complete for s with respect to miocoF iff T is
both sound and exhaustive with respect to miocoF and s.

�

Test t ∈ TESTS(LθU ,LθI) is sound (or exhaustive, or complete) for s with respect to
miocoF if test suite {t} is. Instead of saying that T is sound (or exhaustive, or complete)
for s with respect to miocoF the phrase ‘for s with respect to miocoF ’ is often omitted in
case this is clear from the context. Complete test suites are difficult to obtain in practice
since such test suites may contain a very large, and usually even infinite, number of test
cases. Hence it is more realistic to require soundness, and to approximate exhaustiveness.
Such test suites can only detect non-conformance, but they cannot assure conformance.

4.3 An algorithm for the generation of tests

In this section we develop an algorithm to generate tests systematically from a specifica-
tion in such a way that these tests are able to accept correct implementations, and reject
incorrect ones. This algorithm has as input a specification modelled as a transition sys-
tem s ∈ LTS(LI ∪LU ) and a correctness criterion miocoF for some F , and assumes that
implementations are modelled as members of MIOTS(LI ,LU)) (figure 4.1). By running
the tests that can be generated by the algorithm against an implementation it is possible
to decide whether the implementation is miocoF -correct or not.
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correctness criterion
i ∈ MIOTS(LI ,LU ) s ∈ LTS(LI ∪ LU)

test assumption specification
miocoF

experiments
t ∈ TESTS (LθU ,LθU)

algorithm

test
generation

Figure 4.1: Ingredients for automatic test generation

The main idea underlying the test generation algorithm is the following. In order to check
whether an implementation i ∈MIOTS(LI ,LU) is correct with respect to miocoF a test
t ∈ TESTS(LθU ,LθI) is run in parallel with the implementation i, viz., t ][i. This gives a
test run σ that uniquely determines the failure trace performed by i (proposition 3.8)

t ][i
σ

=⇒ t′ ][i′ iff t
σ

=⇒ t′ and i
σ

=⇒ i′ (4.1)

We now let t ][i run until it deadlocks, which is guaranteed since t exhibits finite behaviour
(see definition 4.1). Using proposition 3.9 deadlock of t ][i implies that t deadlocks after
the same trace, and (by construction of a test case) this means that t must end in either
a pass state (pass), or a fail state (fail).

(t ][i) after σ deadlocks implies t
σ

=⇒pass or t
σ

=⇒ fail (4.2)

Assigning pass or fail to the final states of t must be done carefully and depends on the
correctness criterion miocoF : for correct implementations the test should end in a pass-
state, and for incorrect implementations the test should preferably end in a fail-state. To
decide whether a test for particular failure traces should end in a pass-state or a fail-state
we check whether the condition

out( i after σ ) ⊆ out( s after σ ) (4.3)

holds for σ ∈ F (viz. definition 3.14). The algorithm constructs tests that assign fail
to final states in case there is evidence that the implementation shows behaviour that
violates condition (4.3). In all other cases the verdict pass is assigned to final states,
meaning that no evidence of incorrect behaviour has been found.

The test generation algorithm, named Π, is presented in figure 4.2. It takes a specification
s ∈ LTS(LI ∪ LU) and a set of failure traces F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗, and produces a
test in TESTS(LθU ,LθI). The variable S keeps track of the possible current states of the
specification, which initially equals {s0} after ε (where s0 is the initial state of s), and
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Input: set of states S
Input: set of failure traces F ⊆ (LI ∪ LU ∪ LI ∪ LU )∗

Output: test case ΠF ,S ∈ TESTS (LθU ,LθI).
Initial value: S = {s0} after ε , where s0 is the initial state of s.

Apply one of the following non-deterministic choices recursively.

1. (* terminate the test case if there are no more specified traces in F *)
if F = ∅ then

ΠF ,S := pass

2. (* terminate the test case when a trace σ ∈ F has been performed *)
if ε ∈ F then take some LjI ∈ LI , and for some a ∈ LjI (* supply input a *)

ΠF ,S :=

{
a; pass + θji ; fail if S after LjI = ∅
a; pass + θji ; pass if S after LjI 6= ∅

3. (* terminate the test case when a trace σ ∈ F has been performed *)
if ε ∈ F then take some LkU ∈ LU , then (* observe channel LkU *)

ΠF ,S := Σ{x; pass | x ∈ LkU ∪ {θku} and S after x 6= ∅}
+ Σ{x; fail | x ∈ LkU ∪ {θku} and S after x = ∅}

4. (* supply an input for which to test deeper *)
Take some LjI ∈ LI and some a ∈ LjI such that {σ | a·σ ∈ F} 6= ∅, then

ΠF ,S := a; ΠF ′,S′ + θji ; pass

where S′ = S after a ,F ′ = {σ | a·σ ∈ F}

5. (* supply some input and continue if it is refused *)
Take some LjI ∈ LI such that {σ | LjI ·σ ∈ F} 6= ∅, then

ΠF ,S := a; pass + θji ; ΠF ′′,S′′

where a ∈ LjI , S′′ = S after LjI ,F ′′ = {σ | L
j
I ·σ ∈ F}

6. (* Find a channel LkU that produces an output for which to test deeper *)
Take some LkU ∈ LU such that {σ | ∃x ∈ LkU ∪ {LkU} : x·σ ∈ F} 6= ∅, then

ΠF ,S := Σ{x; ΠF ′,S′ | x ∈ LkU ∪ {θku} and F ′ = {σ | x·σ ∈ F}
and S′ = S after x }

Figure 4.2: Test generation algorithm Π
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the variable F keeps track of the failure traces that need to be investigated in order to
establish correctness with respect to miocoF .

A test is recursively constructed as follows. Step 1 of the algorithm assigns pass in case
F contains no more specified failure traces. Step 2 of the algorithm checks whether the
implementation is allowed to suspend inputs at an input channel. Note that
S after LjI = ∅ means that there is no state in S that can perform refusal transition LjI ,
i.e., ∀s ∈ S, ∃µ ∈ LjI ∪ {τ} : s µ−→ (cf. equation (2.11)). Step 3 checks for an output
channel whether all outputs that the implementation can produce are indeed specified.
Step 4 supplies an input to the implementation at some channel LjI and continues if the
implementation is able to accept this input. Step 5 also supplies an input to the
implementation at some channel LjI but now the algorithm recursively proceeds if the
input is refused. Finally, step 6 awaits an output action or observes an output
suspension at output channel LkU after which the algorithm recursively proceeds. The
algorithm produces a test by recursively applying one of the steps. In each step the sets
S and F are updated accordingly when necessary. In case more than one step is enabled
the algorithm nondeterministically chooses which step will be taken. The algorithm is
guaranteed to finish in case the set F contains a finite number of failure traces; in every
step the length of the failure traces in F is reduced, and since failure traces are finite by
definition, eventually step 2 or step 3 will be applied.

a

ΠF ,S

ΠF ′,S′

pass
failor

(c) test suspension channel LjI

θjia

ΠF ′,S′

ΠF ,S

pass
failor

θji
pass
failor

(b) test acceptance channel LjI(a) end test

ΠF ,S

ΠF ′,S′ ΠF ′,S′ ΠF ′,S′ ΠF ′,S′

x
y z

θku

(d) test output channel LkU

Figure 4.3: Basic building blocks for tests generated by algorithm Π

Figure 4.3 depicts the basic building blocks from which tests are composed. Any test
generated by algorithm Π is constructed by means of serial compositions of either final
states pass or fail (figure 4.3(a)), an input experiment used to detect acceptance (figure
4.3(b)) or suspension (figure 4.3(c)) at some input channel LjI or an output experiment
used to observe an output, or output suspension, at some channel LkU (figure 4.3(d)).
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The tests that can be generated by algorithm Π are sound with respect to miocoF : any
miocoF -correct implementation will always pass any test generated by Π. Furthermore,
the set of all tests that can be generated by Π is complete with respect to miocoF : if an
implementation is miocoF -incorrect with respect to its specification, then Π can produce
a test that, when executed against the implementation, is able to recognise incorrectness
of this implementation. We use ΠF (s) to denote the set of all tests that can be generated
by Π from specification s and set of failure traces F .

Theorem 4.6 Let F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗ and s ∈ LTS(LI ∪ LU)

1. Any test generated by algorithm Π (figure 4.2) is sound for s with respect to miocoF .

2. The set of all tests that can be generated by algorithm Π (figure 4.2) is complete for
s with respect to miocoF .

�

Proof [sketch] The proof makes use of a lemma that relates the sets F ,F ′ and S, S ′ in
ΠF ,S

σ−→ΠF ′,S′, viz. for arbitrary test ΠF ,S generated by algorithm Π and for σ ∈ F we
have

ΠF ,S
σ−→ΠF ′,S′ iff F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ

where ΠF ,S
ε−→ΠF ′,S′ =def F ′ = F and S ′ = S after ε .

This lemma can be found as lemma 4 in appendix B. Soundness follows by proving that
any implementation that fails a test that is generated by algorithm Π is incorrect (see
lemma 5), and completeness follows by proving that for every erroneous implementation
algorithm Π can generate a test that detects that the implementation is faulty (see lemma
6).

The complete proof can be found in appendix B. �

In the next example we illustrate the operation of algorithm Π.

s0

kick

coincoin

tbcb

s3 s4

s1 s2
teacof

ECM

Figure 4.4: A coffee machine ECM

Example 4.1 Consider the (erratic) coffee machine
ECM ∈ LTS({coin, cb, tb, kick, cof, tea}) (see figure 4.4). After a coin has been inserted
machine ECM may provide coffee (cof ) or tea (tea), depending whether the coffee
button (cb) or the tea button (tb) was pressed, respectively. However, it is also possible
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that the coin gets stuck in the machine so that the coffee button and tea button become
disabled. In that case a firm kick (kick) against the machine will make the coin fall
down, and normal behaviour continues.

It is assumed that implementations have separate channels for the insertion of coins,
pressing buttons, and kicking the machine and there is a single output channel for the
provision of coffee and tea, i.e., MIOTS({{coin}, {cb, tb}, {kick}}, {{cof, tea}}) is the
domain of implementation models. The channels are named as follows: L1

I = {coin}, L2
I =

{cb, tb} and L3
I = {kick}, and L1

U = {cof, tea}. Figure 4.5 visualises how algorithm Π
generates tests from specification ECM for F = {ε, coin ·cb, coin ·{cb, tb}·kick·cb}. For
readability the steps of the algorithm that were applied are indicated in the nodes of the
tests.
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Figure 4.5: Derivation of tests by algorithm Π

Some tests that are generated are the tests (a) to (d) depicted below. According to
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specification ECM initially a coin must be accepted, so suspension of a coin leads to a
fail state (test (a)). Furthermore, implementations are not allowed to provide coffee or
tea for free, since in that case unspecified outputs would be produced (test (b)). The
next test, test (c), checks whether the implementation can produce unexpected outputs,
or unexpected suspension of outputs, at channel {cof, tea} after having inserted a coin
and having pressed the coffee button; in this case only coffee must be obtained. and
obtaining tea, or suspending both coffee and tea, is an indication that the implementation
behaves incorrectly. After having inserted a coin and noticing that the coffee button cb
is suspended, followed by a kick against the machine and pressing coffee button cb again,
the coffee machine must provide coffee. This is indicated in test (d); any drink other than
coffee, or any suspension of drinks, leads to a fail-state.
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pass fail
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test (b)test (a)

According to figure 4.2 tests (a),(b),(c) and (d) are not the only ones that can be
generated. Examples of other tests that Π can generate are cb; pass + θ2

i ; pass and
coin; (cb; (coin; pass + θ1

i ; pass) + θ2
i ; pass) + θ1

i ; pass. These other tests, however, will
always results in pass so that there is no need so execute them (see proposition 4.4).
Because tests (a),(b),(c) and (d) are the only tests generated by Π that can end in both
pass and fail states, it follows from applying theorem 4.6 that the set of these tests is
complete with respect to miocoF (where F is taken as above).

�

Algorithm Π constructs tests that are very symmetrical in their structure. This facilitates
soundness and completeness proofs of the tests that can be generated by the algorithm.
However, the price to pay for this lies in the inefficiency of the tests that are generated
by algorithm Π. First of all, these tests are inefficient in the sense that fail-verdicts
always occur at the maximum depth of the tests; to have a test reject an implementation
this implementation has to do a specific sequence of actions. In reality, it is unlikely
that implementations can be forced to perform a specific sequence of actions due to non-
determinism that may be present in the implementation, and due to the generative nature
of outputs produced by the implementation. To indicate that the implementation did not
perform the intended sequence of actions but that neither no evidence of incorrectness was
found the standardised test notation TTCN is equipped with the verdict inconclusive.
This verdict has, for simplicity reasons, not yet been considered (see also section 4.6). A
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second inefficiency is that algorithm Π can construct tests that will always result in pass,
e.g., when, for some σ ∈ F , the specification allows implementations to suspend all input
actions at an input channel, or when the specification allows implementations both to
suspend outputs at an output channel and to produce all output actions at this output
channel. Examples of this can be found in figure 4.5 in example 4.1. It is not necessary
to execute such tests to decide about correctness or incorrectness of the implementation
under test (see proposition 4.4). These deficiencies suggests that algorithm Π does not
construct test cases in the most efficient way, and that there is room for improvement.
However, the purpose of algorithm Π is to show that test generation for MIOTS with
respect to classes of implementation relations miocoF can be done in a systematic and
generic manner, and not to generate tests that are executed in practice.

With algorithm Π it is possible to generate tests that check for the absence of failure
traces in implementations. For F = {σ} and σ 6∈ f-traces(s) algorithm Π can generate
a test that rejects implementations that are able to perform failure trace σ, and accepts
all other implementations. This follows directly from proposition 3.12: if σ 6∈ f-traces(s),
so out( s after σ ) = ∅. Any correct implementation must satisfy equation (4.3), so an
implementation is correct iff out( i after σ ) = ∅. But then, again using proposition 3.12,
σ 6∈ f-traces(s). Schematically

∅ = out( i after σ ) ⊆ out( s after σ ) = ∅

iff iff

σ 6∈ f-traces(i) σ 6∈ f-traces(s)

This allows implementations to be checked against unwanted behaviour; by including
failure traces that are not specified in F an implementation that is able to perform one
of these failure traces is considered faulty.

4.4 A prototype implementation

In this section we briefly discuss a prototype implementation of algorithm Π presented in
figure 4.2. We will not go into details of the implementation aspects of the algorithm itself
but focus on the functionality and the data structures that are used to implement the
core of the algorithm, and we describe some high-level functions that can be addressed to
apply the algorithm.

We used the functional language Gofer [Jon91] to implement the algorithm. The choice
to use a functional language is motivated by several reasons. First of all, the implementa-
tion of algorithm Π is done quite naturally in a functional language; the steps that occur
in figure 4.2 are straightforwardly mapped to expressions in Gofer. This assures that the
Gofer implementation is close to the definition of the algorithm, which increases confi-
dence in having implemented the algorithm correctly. Secondly, in a functional language
implementation details are hidden from the programmer; the programmer can simply
type expressions that are evaluated without having to bother how the evaluation is done.
This enables the construction of a prototype implementation of the algorithm in a much
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quicker way than the construction of a prototype in an imperative language (e.g., C).
Thirdly, expressions are evaluated lazily and shared expressions are evaluated only once
in Gofer, which enables the implementation of effective strategies to cope with infinite
and recursive structures. The motivation to use Gofer instead of another functional
language is dictated by the facts that Gofer is freely available, well-documented, and
programming experience in Gofer is available.

String [Tests] String

[Trace]

[Tree]preprocessor test algorithm postprocessor

Figure 4.6: The implementation structure of test algorithm Π

The implementation consists of a preprocessor, the test generation algorithm itself, and a
postprocessor (figure 4.6). The preprocessor transforms a behaviour description modelled
as a string in text format into a list of states (in Gofer sets are implemented as lists).
The test algorithm takes these states in a tree and a set of failure traces, and generates a
list of tests. The tests are subsequently interpreted by the postprocessor which transforms
them in a readable text format.

Each state corresponds to the tree that is obtained when this state is taken as its initial
state. A state is represented by its corresponding tree. We now focus on the function-
ality and the data structures that are used in the algorithm, the preprocessor and the
postprocessor.

The algorithm The algorithm takes a set of states represented by a list of finite trees
(cf. the set S, see figure 4.2) and a set of failure traces (cf. the set F , see figure 4.2), and
computes for given partitions of the sets LI and LU a list of tests. The function testalg

represents the functionality of test algorithm Π. Its signature is given by

testalg :: [Trace] -> [Tree] -> [Test] -- the test algorithm signature

A tree is implemented by a recursive data structure Tree, and consists of a leaf (Leaf), or
a subtree consisting of a list of pairs of labels and trees that can be reached by performing
the action indicated by the label (Subtrees [(Label,Tree)]). The data structure Tree

is used to represent transition systems with finite behaviour, and is defined as

data Tree = Leaf -- recursive tree definition

| Subtrees [(Label,Tree)]

A trace (of a tree) consists of a sequence of trace items of type TraceItem. To model both
traces and failure traces (see notation 1) a trace item either consists of an action labelled
by a string (viz. Action String), or it consists of a refusal labelled by a list of action
names (viz. Refusal [String]). A trace item of the form Action "i" is interpreted as
an internal, or silent, action. A Label is just an abbreviation of a TraceItem and a Trace
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is a list of TraceItems, i.e., a list that consists of actions (Action String) or refusals
(Refusal [String]).

data TraceItem = Action String -- trace item structure

| Refusal [String]

type Label = TraceItem -- labels are TraceItems

type Trace = [TraceItem] -- traces are sequences of TraceItems

A test, implemented by the data structure Test, also consists of a recursive tree-like data
structure. Since final states of a test are labelled pass or fail (definition 4.1), a test is
recursively defined as a leaf node named Pass or Fail, or it is a subtest consisting of a
list of pairs of type (Testlabel,[Test]) where [Test] denotes the set of successor tests
that can be done after the action with type Testlabel has been performed.

data Test = Pass -- recursive test definition

| Fail

| Subtests [(Testlabel,[Test])]

Note that the data structure Test continues with a set of tests [Test] after having per-
formed the action labelled with Testlabel (see figure 4.7). This set contains successor
tests for the different steps in the algorithm that may become enabled after having per-
formed the action of type Testlabel. In this way common prefixes are shared, so they
only have to be computed once (see also section 5.3.3).

a

t1 t2

a;t1 a;t2 a;tn

tn

Subtest [(a,[t1,...,tn])]

Figure 4.7: Sharing common prefixes of tests

According to the definition of a test (defined 4.1), a label in a test may consist of the
acceptance of a particular action, or the rejection of a set of actions (viz., the (so-called)
suspension detection labels θji and θku, see section 3.2). The acceptance of an action that
is represented by a string is implemented by the data structure Accept String, whereas
the rejection of a set of actions is implemented by RejectAny [String]. Test labels are
defined as a test items.

data TestItem = Accept String -- test item structure

| RejectAny [String]

type Testlabel = TestItem -- labels in tests are TestItems
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Now basically the test algorithm testalg is ready to compute a set of tests of type
[Test] from a set of states of type [Tree] and a set of failure traces of type [Trace].
However, the tests and the states are not very suited for human interpretation: their data
structure is too complicated to be understood by a human interpreter. For that purpose
we introduce a preprocessor which transforms a specification modelled as text into a set
of trees that represents the set of initially reachable states of the specification, and a
postprocessor that displays the tests that are derived from this specification in a more
readable, TTCN-like format. TTCN [ISO91, part 3], [KW91] is a standardised language
for the denotation of abstract tests. In this format choices between actions are indicated
on the same indentation level, and sequencing of actions is denoted by increasing the
indentation level of actions. A final state is reached if no more sequencing of actions
occurs. The TTCN-like format is used in example 4.2 to represent tests.

The preprocessor We represent a specification as a string of type String that denotes
an FBL-expression (Finite Basic LOTOS), i.e., an expression that denotes a finite tree in a
process-algebraic notation using action identifiers, inaction (STOP), action prefix (‘;’) and
choice (‘+’). To build a tree of type Tree that corresponds with this expression we used
the parser generator and scanner generator Ratatosk [Mog93]. This system is able to
generate a parser in Gofer that takes an FBL-expression and returns its corresponding
tree in case a simple attribute grammar is fed into the Ratatosk-system. Such parser is
implemented by the function fbl parse.

fbl_parse :: String -> Tree -- parse Finite Basic LOTOS expressions

The expression fbl parse s produces a tree t that represents the Finite Basic LOTOS-
like expression of string s. From this tree the set of states that are initially reachable
has to be computed. This is done using the function after. This function collects all
reachable states in a list of type [Tree] after performing a trace of type Trace starting
from a state of type Tree (cf., definition 2.3.7).

after :: Trace -> Tree -> [Tree] -- reachable states after a trace

The set of initially reachable states from a specification given as a Finite Basic LOTOS-like
expression can be computed as follows

initstates :: String -> [Tree] -- compute initially reachable states

initstates s = after [] (fbl_parse s)

The postprocessor It was already mentioned that algorithm Π can generate tests that
will be passed by any implementation, and that such tests can be safely discarded (see
proposition 4.4). The process of discarding these tests is implemented by the function
discard, which takes a test suite and throws away all tests that always end in Pass when
executed against all implementations. Its signature is

discard : [Test] -> [Test] -- discard tests that always pass

To represent tests in a more readable format, a function showtestsuite has been imple-
mented. This function takes a list of tests, and produces a string representing the tests
in a TTCN-like format. Its signature is given by
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showtestsuite :: [Test] -> String -- display a test suite

Now a function generate is implemented that takes a set of traces of type [Trace] and
an FBL-expression of type String, and produces a set of tests in TTCN-format of type
String which represents the set of tests that are generated using algorithm Π for given F
and S after discarding the tests that will be passed by any implementation. This function
is the composition of the preprocessor, the test algorithm and the postprocessor.

-- generate tests as TTCN expressions

-- from specification s as FBL expression

generate :: [Trace] -> String -> String -- for failure traces in f

generate f s = showtestsuite (discard (testalg f (initstates s)))

The next example illustrates the operation of the algorithm implemented in Gofer.

Example 4.2 In this example the Gofer implementation is used to automatically gen-
erate the tests that have been generated manually in example 4.1. The same partitions
of actions as in example 4.1 is used. In Gofer this is implemented by the constants li

and lu that correspond to the partitions LI and LU , respectively.

li = [["coin"],["cb","tb"],["kick"]]

lu = [["coffee","tea"]]

The specification that is used to generate the test from is the FBL-expression spec. The
attentive reader will recognise in this specification a finite unfolding of the erratic coffee
machine ECM depicted in figure 4.4).

spec = "coin;(cb;coffee;STOP + tb;tea;STOP)

+ coin;kick;(cb;coffee;STOP + tb;tea;STOP)"

The set of failure traces F , implemented by f, is taken the same as in example 4.1.

f = [[],

[(Action "coin"),(Action "cb")],

[(Action "coin"),(Refusal ["cb","tb"]),(Action "kick"),

(Action "cb")]

]

The set of tests that are generated from specification spec for failure traces in f can be
obtained by typing

generate f spec

Table 4.1 contains the tests represented in a TTCN-like format that are produced when
evaluating generate f spec.

The reader is invited to verify that the test cases (1),(2),(3) and (4) correspond with the
manually generated tests (a),(b),(c) and (d) depicted in example 4.1. �

Note that a much more efficient implementation of algorithm Π avoids the generation
of tests that never executed anyway. In such case the function discard that is used
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Accept coin
Pass

RejectAny [coin]
Fail

test (1)

Accept coffee
Fail

Accept tea
Fail

RejectAny [coffee,tea]
Pass

test (2)

Accept coin
Accept cb

Accept coffee
Pass

Accept tea
Fail

RejectAny [coffee,tea]
Fail

RejectAny [cb,tb]
Pass

RejectAny [coin]
Pass

test (3)

Accept coin
Accept cb
Pass

RejectAny [cb,tb]
Accept kick

Accept cb
Accept coffee

Pass
Accept tea

Fail
RejectAny [coffee,tea]

Fail
RejectAny [cb,tb]
Pass

RejectAny [kick]
Pass

RejectAny [coin]
Pass

test (4)

Table 4.1: Tests generated in TTCN-like format

to remove tests that always end in pass when executed is not necessary; it is part of
the algorithm now. However, we decided to stay as close as possible to the definition of
algorithm Π (see figure 4.2), so no optimisations were carried out.

4.5 Test generation for IOTS

When algorithm Π is applied to implementations that can be modelled as input/output
transition systems (IOTSs) instead of the more liberal multi-input/output transition sys-
tem (MIOTS) model several simplifications can be made to algorithm Π. In this section
we briefly discuss some of the simplifications.

In input/output transition systems the test assumption is that implementations have a
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single input channel and a single output channel and that input actions are continuously
enabled (see definition 2.12). Consequently, such implementations can never suspend
input; all input actions offered by the environment will always be accepted by these
implementations. When algorithm Π is used to generate tests for an implementation that
can be modelled as IOTS, these tests will, when executed, never detect input suspension
of the implementation, i.e., every input suspension detection label θji that is present in a
choice a; t1 + θji ; t2 of the test is never taken. In algorithm Π this means that step 2 of
the algorithm, that aims at checking whether no illegal input suspensions are present, is
superfluous: when offering a; pass + θji ; fail to the implementation pass always occurs.

Another simplification that can be made concerns step 5 of algorithm Π. Step 5 checks
that the implementation suspends input action after which testing is continued, otherwise
the test ends in pass. For implementations that can be modelled as IOTS suspension
of inputs is not possible, so these tests will trivially end in pass and hence do not pay
any contribution at distinguishing incorrect implementation from correct ones. Therefore,
step 5 is also superfluous.

Fact If algorithm Π is used to generate tests for implementations that can be modelled
as members of IOTS(LI , LU) then

• step 2 of algorithm Π is superfluous

• step 5 of algorithm Π is superfluous

�

In [Tre96b] an algorithm is presented for the generation of tests from a transition system
specification with respect to correctness criterion iocoF where F ⊆ f-traces(s) ∩ (LI ∪
LU ∪{LU})∗ under the assumption that implementations are modelled in IOTS(LI , LU).
They do not have the ability to recognise input deadlock (θi): instead of supplying tests of
the format a; t′+ θi; pass or a; t′+ θi; fail (with a ∈ LI and t′ the behaviour of a successor
test) they supply tests of the format a; t′. The algorithm in [Tre96b] is defined in terms
of an intermediate data structure, a so-called suspension automaton, that is derived from
the specification. In [BHT97] a version of the algorithm in [Tre96b] is presented that
avoids making use of such intermediate data structure. This algorithm is used for test
generation in chapter 7, and can be found in figure 7.9. More differences between the
algorithm in [Tre96b] and ours can be found in section 4.6.

4.6 Concluding remarks

Related work

In [Tre96b] an algorithm is presented that generates tests from a transition system speci-
fication with respect to correctness criterion iocoF under the assumption that implemen-
tations are modelled as members of IOTS(LI , LU). Our algorithm Π can be seen as an
extension of the algorithm defined in [Tre96b] in several ways. First of all, algorithm Π is
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applicable to a larger class of implementation models than the algorithm of [Tre96b] where
suspension of input is not considered. Secondly, the algorithm in [Tre96b] is not able to
deal with different input channels and output channels on interfaces of implementations.
Thirdly, [Tre96b] can only generate tests for instances of implementation relations iocoF
with F ⊆ f-traces(s), whereas we allow a broader range of correctness criteria and where
F may also contain unspecified failure traces. Furthermore, the algorithm of [Tre96b] is
defined in terms of an auxiliary data structure, a so-called suspension automaton, that
is obtained from the specification. Algorithm Π avoids making use of this intermediate
data structure and generates tests directly from the specification itself. Although our
algorithm is applicable to different classes of implementations, the algorithm in [Tre96b]
is probably more efficient in generating tests for IOTS than ours; it is likely that [Tre96b]
needs less tests to obtain a complete test suite for these kind of systems than we do.

Other attempts to automatically generate tests from specifications have resulted in a
variety of test generation tools for reactive systems. We will briefly discuss two such tools,
TVEDA and TGV, that use similar ideas as ours to generate tests. These tools are mainly
used in the field of protocol testing. TVEDA [CGPT96] is a test generation tool that is
able to generate TTCN tests from an Estelle or SDL specification. Practical experiences
gained with TVEDA have resulted in the definition of an implementation relation R1

[Pha94] which strongly resembles the implementation relation ioco (see definition 2.19).
The tool TVEDA has been used successfully in practice: [GR97] provides an overview
of the development of TVEDA and its use in industrial applications. The tool TGV
is able to generate tests from an SDL specification with respect to correctness criterion
ioconfF (see definition 2.15). In TGV on-the-fly techniques are used to generate test with
respect to test purposes that are given as an automaton [FJJV96b]. The tests that they
generate not only include the verdicts pass and fail, but they may also include the verdict
inconclusive (cf. [ISO91]) to indicate that no evidence of incorrectness was found, but
the test purpose was not reached either. TGV has also been used successfully in practice
[FJJV96a]. The test generation algorithms used in TVEDA and TGV are currently more
mature than ours (e.g., they can handle data, and they generate tests more efficiently),
but they are also less general: none of the test generation algorithms underlying TVEDA
and TGV are parameterised by the distribution of interface points of implementations,
and the relation ioco and ioconfF are just special instances of miocoF .

Conclusions

In this chapter the notions of tests, test suites, test suite execution, and the passing
and failing of implementations when these test suites are executed have been introduced
to test implementations that can be modelled as multi-input/output transition systems.
An algorithm has been presented that is able to generate tests from a transition system
specification with respect to a classes of correctness criteria miocoF . The algorithm itself
is, just as the domain of implementation models, parameterised with the distribution of
the interface points that are used by the implementations for communication with their
environment, and with the set of failure traces F to instantiate the correctness criterion
with. Any test that is generated with this algorithm is proven sound with respect to the
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correctness criterion miocoF , and the set of all tests that can be obtained is complete
with respect to miocoF . A prototype of the algorithm has been implemented that can
generate tests from a finite transition system specification and can produce tests in a
TTCN-like format for classes of correctness criteria miocoF . The algorithm serves as a
basis for the definition of more efficient algorithms that can be used in realistic situations.



Chapter 5

Factorized test generation

In this chapter a technique is presented that can make test generation for multi-
input/output transition systems more efficient. This is done by avoiding the
generation of a set of tests for a (complicated) correctness criterion directly
from a (usually large) specification. Instead, both the correctness criterion
and the specification are split up in smaller parts, and tests are generated from
these smaller specifications with respect to these less complicated correctness
criteria. These tests are then composed in a test suite that can be used to check
correctness of implementations with respect to the original correctness criterion
and the original specification. Two versions of this technique are presented:
one that yields a sound test suite for the original correctness criterion and
original specification, and another one that yields a complete test suite.

5.1 Introduction

Many realistic system specifications are very complex, and they may contain hundreds
of millions of states. Testing implementations on the basis of such specifications may
therefore require the generation of many tests, and for the generation of each test many
states of the specification might have to be explored. As test generation is preferably done
automatically by tools, it has to be avoided that such tools are limited in their use by the
size of the state space of the specification. Therefore, techniques have to be developed
that can generate tests from large specifications in an efficient way.

In this chapter we discuss a so-called factorized test generation technique that can be
used to generate tests from large-sized specifications that are modelled as labelled tran-
sition systems with respect to implementation relations miocoF (definition 3.14). This
technique factorizes the implementation relation miocoF in the sense that the ‘compli-
cated’ correctness criterion miocoF is split up in several independent, simpler correctness
criteria. For the generation of tests for each of these simpler correctness criteria we use a
specification that is obtained by projecting the original specification onto the simpler cor-
rectness criterion. Such projected specification is usually smaller in size than the original
specification, and thus easier to handle by tools and humans. In that way test generation

85
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from large-sized specifications for complicated correctness criteria becomes feasible.

This chapter is organised as follows. Section 5.2 investigates under which conditions
specifications can be safely reduced in size without loosing the ability to generate tests
from them. This section is divided into two parts: the first part, section 5.2.1 investigates
the conditions that are needed to obtain a reduced-size specification from which sound
tests can be generated, and the second part, section 5.2.2, investigates the conditions in
case completeness for test suites is required. Section 5.3 describes two factorized test
generation techniques: the technique described in section 5.3.1 is able to produce a sound
test set, and the one in section 5.3.2 produces a complete test set. In section 5.3.3
implementation techniques are discussed that makes the factorized way of generating
tests even more efficient. Section 5.4 discusses factorized test generation for IOTS. Finally,
section 5.5 contains conclusions and further research.

5.2 Selection processes

In this section we describe how to isolate parts of transition systems by means of selection
processes.

To check the correctness of an implementation with respect to its specification the be-
haviour of the implementation is compared to the behaviour of its specification. For
correctness criterion miocoF only the behaviour of implementations after failure traces
specified in F has to be investigated (definition 3.14). For analysing whether the re-
sponses to failure traces in F are valid or not there is no need to investigate the complete
specification; responses to experiments that are not specified in F can be discarded. This
argument shows that it may be possible to generate tests from a smaller specification (in
size) that is better manageable by tools than larger ones. The question is how to obtain
such smaller specifications.

Such smaller specifications can be obtained by having the tester provide the input actions
of the failure traces in F for which correctness has to be checked. Because a tester fully
controls the input actions of an implementation but not the output actions, such a tester
can ‘steer’ the implementation towards checking a specific failure trace in F as much as
possible by providing the input actions that are necessary to perform this failure trace.
Deterministic processes that specify such sequences of input actions are called selection
processes. From a selection process q and specification s a specification s‖LIq is isolated
that contains the responses to the input sequences specified in q, but discards all responses
to input sequences that are not specified in q. The operator ‖ LI describes how the part
s‖LIq is isolated from s, and its formal definition is given below.

Definition 5.1 The universe of selection processes SLTS(LI) over LI is defined by

SLTS(LI) =def {p ∈ LTS(LI) | p is deterministic}
Let s ∈ LTS(LI ∪LU ) and q ∈ SLTS(LI) then the transition system s ‖LI q ∈ LTS(LI ∪
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LU) is defined by the following inference rules.

(I‖LI 1)
s a−→ s′, q a−→ q′

s ‖LI q a−→ s′ ‖LI q′
(a ∈ LI)

(I‖LI 2)
s x−→ s′

s ‖LI q x−→ s′ ‖LI q
(x ∈ LU ∪ {τ})

�

For selection process q process s ‖ LI q is the projected specification of s onto q. The
operator ‖ LI forces synchronisation on actions in LI , but allows actions not in LI (i.e.,
actions in LU or τ) to occur independently. Its effect is that it prunes all branches of s
that start with actions in LI that cannot be synchronised with q, so s ‖ LI q is usually
smaller than s (measured in number of states and transitions). This operator is present
in the standardised specification language Lotos [ISO89b].

In the next section we focus on what conditions need to be imposed on selection processes
q in order to use s ‖ LIq instead of s as the specification to generate tests from without
running the risk to generate tests that are able to reject implementations that are miocoF -
correct for s, that is, what conditions need to be imposed on q in order to generate test
suites from s‖LIq that are sound with respect to miocoF for s. Subsequently, in section
5.2.2 we show what conditions need to be imposed on q in order to generate test suites
from s‖LIq that are complete with respect to miocoF for s.

5.2.1 Soundness preserving conditions

To analyse the conditions that need to be imposed on selection process q in order to
generate a sound test suite from s‖LIq we compare the input refusals and output refusals
of s with the ones of s‖LIq. Because all and only output actions that s‖LIq can perform
are the ones that s is able to perform, any refusal X ⊆ LU of s is also a refusal of s‖LIq
and vice versa. For refusals of input actions A ⊆ LI the situation is different. Because
s and q need to synchronise on input actions it follows that the inability of s to perform
an input action is reflected by the inability of s‖LIq to perform this action, but not vice
versa!

Proposition 5.2 Let s ∈ LTS(LI ∪ LU) and q ∈ SLTS(LI), and let A ⊆ LI and
X ⊆ LU .

1. s A−→ s implies s ‖LI q A−→ s ‖LI q
2. s X−−→ s iff s ‖LI q X−−→ s ‖LI q

�
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Proof

1. s A−→ s
iff { notation 1, definition 2.3.3 }

∀a ∈ A ∪ {τ} : s
a−−→/

implies { definition 5.1, A ⊆ LI }
∀a ∈ A ∪ {τ} : s ‖LI q

a−−→/
iff { notation 1, definition 2.3.3 }

s ‖LI q A−→ s ‖LI q

2. s X−−→ s
iff { notation 1, definition 2.3.3 }
∀x ∈ X ∪ {τ} : s

x−−→/
iff { definition 5.1, X ⊆ LU }
∀x ∈ X ∪ {τ} : s ‖LI q

x−−→/
iff { notation 1, definition 2.3.3 }

s ‖LI q X−−→ s ‖LI q

�

Presence of a refusal in s suffices to conclude presence of the same refusal in s ‖ LI q,
but not vice versa! A counterexample that proves absence of the reverse implication in
proposition 5.2.1 is the following. Take s := a; stop + b; stop and q := a; stop with

a, b ∈ LI , then s‖LIq
{b}−−→ , but not s {b}−−→ . Note that presence of a refusal A ⊆ LI in q

is not sufficient to conclude presence of such refusal transition in s ‖ LIq, so refusals of
s ‖ LIq do not solely depend on the refusals of q. For a counterexample take, e.g.,

s := τ ; stop and q := stop, then q {a}−−→ but not s {a}−−→ (for a ∈ LI).

Proposition 5.2 states that s‖ LIq preserves the refusals A ⊆ LI and X ⊆ LU of s. This
result can be used to show that s‖LIq preserves all failure traces of s in (LI∪LU∪LI∪LU)∗

for which q specifies the sequences of input actions to be performed.

Proposition 5.3 Let s ∈ LTS(LI ∪LU ) and q ∈ SLTS(LI), then for all σ ∈ (LI ∪LU ∪
LI ∪ LU)∗

s
σ

=⇒ s′ and q
σdLI

===⇒ q′ implies s‖LIq
σ

=⇒ s′‖LIq′

�

Proof By induction on the structure of σ. We distinguish between (i) σ = ε, (ii) σ = a·σ′
with a ∈ LI , (iii) σ = x·σ′ with x ∈ LU , (iv) σ = A·σ′ with A ∈ LI , and (v) σ = X ·σ′
with X ∈ LU .

(i) Let σ = ε, then by definition ε = εdLI (see appendix A.4). Moreover, since q ∈
SLTS(LI) it follows from definition 5.1 q

τ−−→/ , so the only ε-transition of q is
q

ε
=⇒ q. Then from s

ε
=⇒ s′ and q

ε
=⇒ q it follows by applying rule (I‖LI 2) (definition

5.1) s‖LIq
ε

=⇒ s′‖LIq.
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(ii) s
a·σ′

==⇒ s′ and q
(a·σ′)dLI

=====⇒ q′

iff { definition (a·σ′)dLI = a·(σ′dLI) }
s

a·σ′
==⇒ s′ and q

a·(σ′dLI)
=====⇒ q′

iff { notation 1 }
∃s′′, q′′ : s a

=⇒ s′′ and s′′
σ′

==⇒ s′ and q
a

=⇒ q′′ and q′′
σ′dLI

====⇒ q′

iff { definition 5.1 }
∃s′′, q′′ : s‖LIq

a
=⇒ s′′ ‖LIq′′ and s′′

σ′
==⇒ s′ and q′′

σ′dLI
====⇒ q′

implies { induction }
∃s′′, q′′ : s‖LIq

a
=⇒ s′′ ‖LIq′′ and s′′‖LIq′′

σ′
==⇒ s′‖LIq′

iff { notation 1 }
s‖LIq

a·σ′
==⇒ s′ ‖LIq′

(iii) s
x·σ′

==⇒ s′ and q
(x·σ′)dLI

=====⇒ q′

iff { definition (x·σ′)dLI = σ′dLI }
s

x·σ′
==⇒ s′ and q

σ′dLI
====⇒ q′

iff { notation 1 }
∃s′′ : s x

=⇒ s′′ and s′′
σ′

==⇒ s′ and q
σ′dLI

====⇒ q′

iff { definition 5.1 }
∃s′′ : s‖LIq

x
=⇒ s′′‖LIq and s′′

σ′
==⇒ s′ and q

σ′dLI
====⇒ q′

implies { induction }
∃s′′ : s‖LIq

x
=⇒ s′′‖LIq and s′′‖LIq

σ′
==⇒ s′‖LIq′

iff { notation 1 }
s‖LIq

x·σ′
==⇒ s′‖LIq′

(iv) s
A·σ′

===⇒ s′ and q
(A·σ′)dLI

======⇒ q′

iff { definition (A·σ′)dLI = σ′dLI }
s

A·σ′
===⇒ s′ and q

σ′dLI
====⇒ q′

iff { notation 1 }
∃s′′ : s ε

=⇒ s′′ and s′′ A−→ s′′ and s′′
σ′

==⇒ s′ and q
σ′dLI

====⇒ q′

implies { definition 5.1, proposition 5.2.1 }
∃s′′ : s‖LIq

ε
=⇒ s′′ ‖LIq and s′′‖LIq A−→ s′′‖LIq and

s′′
σ′

==⇒ s′ and q
σ′dLI

====⇒ q′

implies { induction }
∃s′′ : s‖LIq

ε
=⇒ s′′‖LIq and s′′‖LIq A−→ s′′‖LIq and s′′ ‖LIq

σ′
==⇒ s′ ‖LIq′

iff { notation 1 }
s‖LIq

A·σ′
===⇒ s′‖LIq′
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(v)

s
X·σ′

===⇒ s′ and q
(X·σ′)dLI

======⇒ q′

iff { definition (X ·σ′)dLI = σ′dLI }
s

X·σ′
===⇒ s′ and q

σ′dLI
====⇒ q′

iff { notation 1 }
∃s′′ : s ε

=⇒ s′′ and s′′ X−−→ s′′ and s′′
σ′

==⇒ s′ and q
σ′dLI

====⇒ q′

iff { definition 5.1, proposition 5.2 }
∃s′′ : s‖LIq

ε
=⇒ s′′ ‖LIq and s′′ ‖LIq X−−→ s′′‖LIq and s′′

σ′
==⇒ s′ and q

σ′dLI
====⇒ q′

implies { induction }
∃s′′ : s‖LIq

ε
=⇒ s′′ ‖LIq and s′′ ‖LIq X−−→ s′′‖LIq and s′′ ‖LIq

σ′
==⇒ s′‖LIq′

iff { notation 1 }
s‖LIq

X·σ′
===⇒ s′‖LIq′

�

Combining the facts that all output actions of s′ ‖LIq′ are produced by s′ (definition 5.1)
and that all input refusals and output refusals of s′ are preserved by s′‖LIq′ (proposition
5.2), it follows, together with proposition 5.3, that out( s after σ ) is included in out( s‖
LIq after σ ) for those σ such that σdLI is specified by q.

Proposition 5.4 Let s ∈ LTS(LI ∪LU ) and q ∈ SLTS(LI), then for all σ ∈ (LI ∪LU ∪
LI ∪ LU)∗

q
σdLI

===⇒ implies out( s after σ ) ⊆ out( s‖LIq after σ )

�

Proof Assume ∃q′ : q
σdLI

===⇒ q′, and let µ ∈ out( s after σ ). We now show that µ ∈
out( s‖LIq after σ ) by distinguishing between (i) µ = x ∈ LU , (ii) µ = LjI ∈ LI , and (iii)
µ = LkU ∈ LU .

(i) x ∈ out( s after σ )
iff { definition 3.11 }

∃s′ : s σ
=⇒ s′ x−→

implies { assumption ∃q′ : q σdLI
===⇒ q′, proposition 5.3 }

∃s′, q′ : s‖LIq
σ

=⇒ s′ ‖LIq′ and s′ x−→
iff { definition 5.1 }

∃s′, q′ : s‖LIq
σ

=⇒ s′ ‖LIq′ x−→
iff { definition 3.11 }

x ∈ out( s‖LIq after σ )
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(ii) LjI ∈ out( s after σ )
iff { definition 3.11 }

∃s′ : s σ
=⇒ s′ and init(s′) ∩ (LjI ∪ {τ}) = ∅

iff { definition 2.3.3 }
∃s′ : s σ

=⇒ s′ and ∀µ ∈ LjI ∪ {τ} : s′
µ−−→/

iff { notation 1 }
∃s′ : s σ

=⇒ s′ and s′
LjI−−→ s′

implies { assumption ∃q′ : q σdLI
===⇒ q′, LjI ∈ LI , proposition 5.3,

proposition 5.2.1 }
∃s′, q′ : s‖LIq

σ
=⇒ s′ ‖LIq′ and s′‖LIq′

LjI−−→ s′‖LIq′
iff { notation 1 }

∃s′, q′ : s‖LIq
σ

=⇒ s′ ‖LIq′ and ∀µ ∈ LjI ∪ {τ} : s′‖LIq′
µ−−→/

iff { definition 2.3.3 }
∃s′, q′ : s‖LIq

σ
=⇒ s′ ‖LIq′ and init(s′‖LIq′) ∩ (LjI ∪ {τ}) = ∅

iff { definition 3.11 }
LjI ∈ out( s‖LIq after σ )

(iii) LkU ∈ out( s after σ )
iff { definition 3.11 }

∃s′ : s σ
=⇒ s′ and init(s′) ∩ (LkU ∪ {τ}) = ∅

iff { definition 2.3.3 }
∃s′ : s σ

=⇒ s′ and ∀µ ∈ LkU ∪ {τ} : s′
µ−−→/

iff { notation 1 }
∃s′ : s σ

=⇒ s′ and s′
LkU−−→ s′

implies { assumption ∃q′ : q σdLI
===⇒ q′, LkU ∈ LU , proposition 5.3,

proposition 5.2.2 }
∃s′, q′ : s‖LIq

σ
=⇒ s′ ‖LIq′ and s′ ‖LIq′

LkU−−→ s′‖LIq′
iff { notation 1 }

∃s′, q′ : s‖LIq
σ

=⇒ s′ ‖LIq′ and ∀µ ∈ LkU ∪ {τ} : s′‖LIq′
µ−−→/

iff { definition 2.3.3 }
∃s′, q′ : s‖LIq

σ
=⇒ s′ ‖LIq′ and init(s′‖LIq′) ∩ (LkU ∪ {τ}) = ∅

iff { definition 3.11 }
LkU ∈ out( s‖LIq after σ )

�

By choosing q it is possible to ‘steer’ for which failure traces the inclusion out( safterσ ) ⊆
out( s‖ LIq after σ ) holds. In particular, if q contains the input sequences of the failure
traces specified in F , then this inclusion holds (at least) for all σ ∈ F . But then, according
to definition 3.14, any implementation that is miocoF -correct for s is also miocoF -correct
for s ‖ LIq, or alternatively, any miocoF -incorrect implementation for s ‖ LIq is also
miocoF -incorrect for s. We define FdLI as the setwise restriction on failure traces in F :
FdLI =def {σdLI | σ ∈ F} (see also appendix A).
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Proposition 5.5 Let i ∈ MIOTS(LI ,LU), s ∈ LTS(LI ∪ LU ) and q ∈ SLTS(LI). If
traces(q) ⊇ FdLI , then

i miocoF s implies i miocoF (s‖LI q)
where F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗ �

Proof Assume i miocoF s. Take an arbitrary σ ∈ F . Since traces(q) ⊇ FdLI it follows

σdLI ∈ traces(q), i.e., (notation 1) q
σdLI

===⇒ . But then from proposition 5.4 it follows
out( s after σ ) ⊆ out( s‖LIq after σ ). Since this holds for arbitrary σ ∈ F we have

∀σ ∈ F : out( s after σ ) ⊆ out( s‖LIq after σ ) (5.1)

From the premiss it follows by applying definition 3.14

∀σ ∈ F : out( i after σ ) ⊆ out( s after σ ) (5.2)

Combining equation (5.1) and (5.2) gives ∀σ ∈ F : out( i after σ ) ⊆ out( s‖LIq after σ ).
Using definition 3.14 this gives i miocoF s‖LIq. �

So, according to proposition 5.5 it suffices to impose the condition traces(q) ⊇ FdLI
on selection process q to generate a sound test suite for s with respect to miocoF from
specification s ‖ LI q. This condition is also necessary: if the condition is violated then
it can be the case that i miocoF s and i mio/coF (s ‖ LI q) for some implementation
i. An example of this situation is the following: take LI = {{a}} and LU = {{x}}
and i := a; stop and s := a; stop and q := stop and F = {a}, then the condition
traces(q) ⊇ FdLI is violated and i miocoF s and i mio/coF (s ‖LI q).
For LI = {{a}, {b}} and LU = {{x, y}} figure 5.1 proves absence of the reverse implication
in proposition 5.5 when traces(q) ⊇ FdLI . Selection process q introduces in s ‖ LI q
and an extra refusal {a} that is not present in s itself, so that y 6∈ out( s after σ ) but
y ∈ out( s ‖LI q after σ ) for σ = a·{a}·b.

5.2.2 Completeness preserving conditions

The implication in proposition 5.5 holds in one direction: erroneous implementations
with respect to miocoF and specification s may be considered correct with respect to
miocoF and specification s ‖LI q if traces(q) ⊇ FdLI . Apparently, a complete test suite
that is generated from s ‖ LI q with respect to miocoF is sound, but not necessarily
complete, with respect to miocoF when s is used as the reference specification. The fact
that the test suite is not complete with respect to miocoF and s can be pinned down to
the absence of the reverse implication in proposition 5.2.1: by pruning s with selection
process q additional input refusals may be introduced in s ‖LI q that were not present in s
itself, so implementations that can do these refusal may be considered correct according to
s ‖LI q, whereas they are incorrect according to s. To prevent the unwanted introduction
of input refusals in s ‖ LI q we have to enforce that every input refusal of s ‖ LI q is
introduced by s, and not by pruning s with q. This can be done by requiring that q must
be able to offer any input action.
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Figure 5.1: Proving the absence of the reverse implication in proposition 5.5

Proposition 5.6 Let s ∈ LTS(LI ∪ LU) and q ∈ SLTS(LI) such that ∀a ∈ LI : q a−→ ,
then for all A ⊆ LI

s A−→ s iff s ‖LI q A−→ s ‖LI q
�

Proof

s A−→ s
iff { notation 1, definition 2.3.3 }
∀a ∈ A ∪ {τ} : s

a−−→/
iff { assumption ∀a ∈ A : q a−→ with A ⊆ LI , definition 5.1, q

τ−−→/ }
∀a ∈ A ∪ {τ} : s‖LIq

a−−→/
iff { notation 1, definition 2.3.3 }

s‖LIq A−→ s‖LIq
�

By imposing requirements on the selection process q, viz., q has to be prepared to syn-
chronise on all input actions, the implication in proposition 5.2.1 becomes an equivalence
(proposition 5.6). Because proposition 5.2.2 still holds under this requirement it follows
then that all input refusals and output refusals of s are characterised by the input re-
fusals and output refusals of s ‖ LI q. To guarantee that every refusal of failure trace
σ ∈ f-traces(s ‖LI q) ∩ (LI ∪ LU ∪ LI ∪ LU)∗ is caused by refusals in s, selection process
q must be willing to accept all input actions while performing σdLI . We define a boolean
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predicate acceptq(σ) that indicates whether selection process q is able to accept all inputs
in LI in states that can be reached by performing a prefix of σdLI .

Definition 5.7 Let q ∈ SLTS(LI), then for σ ∈ L∗I the (boolean) predicate acceptq(σ)
is inductively defined by

acceptq(ε) =def ∀a ∈ LI : q a−→
acceptq(µ·σ′) =def ∀a ∈ LI : q a−→ and ∃q′ : q µ−→ q′ and acceptq′(σ

′)

where µ ∈ LI and σ′ ∈ L∗I . �

We remark that acceptq(σdLI) implies q
σdLI

===⇒ , so the soundness results of section 5.2.1
carry over to selection processes for which acceptq(σdLI) holds. Now we can, completely
analogous to section 5.2.1, determine the condition that needs to be imposed on q in order
to guarantee that a test suite that is complete for s ‖LI q with respect to miocoF is also
complete for s with respect to miocoF . The next proposition gives the condition under
which failure traces of s in (LI ∪ LU ∪ LI ∪ LU)∗ are preserved in s ‖LI q and vice versa
(cf. proposition 5.3).

Proposition 5.8 Let s ∈ LTS(LI∪LU ) and q ∈ SLTS(LI) and σ ∈ (LI∪LU∪LI∪LU)∗.
If acceptq(σdLI), then

∃q′ : s ‖LI q
σ

=⇒ s′ ‖LI q′ iff s
σ

=⇒ s′

�

Proof

If case If acceptq(σdLI), then it follows from definition 5.7 that ∃q′ : q
σdLI

===⇒ q′. But

then, using the premiss s
σ

=⇒ s′, it follows from proposition 5.3 that s ‖LI q
σ

=⇒ s′ ‖LI q′.
Only-if case By induction on the structure of σ. We distinguish between (i) σ = ε, (ii)

σ = a·σ′ with a ∈ LI , (iii) σ = x·σ′ with x ∈ LU , (iv) σ = A·σ′ with A ∈ LI , and (v)
σ = X ·σ′ with X ∈ LU . In all these cases it is assumed that acceptq(σdLI) holds.

(i) s ‖LI q
ε

=⇒ s′ ‖LI q′
implies { q is stable, definition 5.1 }

q = q′ and s
ε

=⇒ s′

implies { logical manipulation }
s

ε
=⇒ s′
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(ii) ∃q′ : s ‖LI q
a·σ′

==⇒ s′ ‖LI q′ and acceptq((a·σ′)dLI)
implies { notation 1 }

∃s′′, q′′, q′ : s ‖LI q
a

=⇒ s′′ ‖LI q′′ and s′′ ‖LI q′′
σ′

==⇒ s′ ‖LI q′ and
acceptq((a·σ′)dLI)

implies { definition 5.1 }
∃s′′, q′′, q′ : s

a
=⇒ s′′ and q

a
=⇒ q′′ and s′′ ‖LI q′′

σ′
==⇒ s′ ‖LI q′ and

acceptq((a·σ′)dLI)
implies { (a·σ′)dLI = a·(σ′dLI), q is deterministic, definition 5.7 }

∃s′′, q′′, q′ : s
a

=⇒ s′′ and q
a

=⇒ q′′ and s′′ ‖LI q′′
σ′

==⇒ s′ ‖LI q′ and
acceptq′′(σ

′dLI)
implies { induction, logical manipulation }

∃s′′ : s a
=⇒ s′′ and s′′

σ′
==⇒ s′

implies { notation 1 }
s

a·σ′
==⇒ s′

(iii) ∃q′ : s ‖LI q
x·σ′

==⇒ s′ ‖LI q′ and acceptq((x·σ′)dLI)
implies { notation 1 }

∃s′′, q′′, q′ : s ‖LI q
x

=⇒ s′′ ‖LI q′′ and s′′ ‖LI q′′
σ′

==⇒ s′ ‖LI q′ and
acceptq((x·σ′)dLI)

implies { definition 5.1 }
∃s′′, q′′, q′ : s

x
=⇒ s′′ and q = q′′ and s′′ ‖LI q′′

σ′
==⇒ s′ ‖LI q′ and

acceptq((x·σ′)dLI)
implies { (x·σ′)dLI = σ′dLI }

∃s′′, q′ : s x
=⇒ s′′ and s′′ ‖LI q

σ′
==⇒ s′ ‖LI q′ and acceptq(σ

′dLI)
implies { induction, logical manipulation }

∃s′′ : s x
=⇒ s′′ and s′′

σ′
==⇒ s′

implies { notation 1 }
s

x·σ′
==⇒ s′
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(iv) ∃q′ : s ‖LI q
A·σ′

===⇒ s′ ‖LI q′ and acceptq((A·σ′)dLI)
implies { notation 1, q is stable }

∃s′′, q′ : s ‖LI q
ε

=⇒ s′′ ‖LI q and s′′ ‖LI q A−→ s′′ ‖LI q and

s′′ ‖LI q
σ′

==⇒ s′ ‖LI q′ and acceptq((A·σ′)dLI)
implies { definition 5.7 }

∃s′′, q′ : s ‖LI q
ε

=⇒ s′′ ‖LI q and s′′ ‖LI q A−→ s ‖LI q and

∀a ∈ LI : q a−→ and s′′ ‖LI q
σ′

==⇒ s′ ‖LI q′ and
acceptq((A·σ′)dLI)

implies { proposition 5.8(i), proposition 5.6 }
∃s′′, q′ : s

ε
=⇒ s′′ and s′′ A−→ s′′ and s′′ ‖LI q

σ′
==⇒ s′ ‖LI q′ and

acceptq((A·σ′)dLI)
implies { (A·σ′)dLI = σ′dLI }

∃s′′, q′ : s
ε

=⇒ s′′ and s′′ A−→ s′′ and s′′ ‖LI q
σ′

==⇒ s′ ‖LI q′ and
acceptq(σ

′dLI)
implies { induction }

∃s′′, q′ : s ε
=⇒ s′′ and s′′ A−→ s′′ and s′′

σ′
==⇒ s′

implies { notation 1 }
s

A·σ′
===⇒ s′

(v) ∃q′ : s ‖LI q
X·σ′

===⇒ s′ ‖LI q′ and acceptq((X ·σ′)dLI)
implies { notation 1, q is stable }

∃s′′, q′ : s ‖LI q
ε

=⇒ s′′ ‖LI q and s′′ ‖LI q X−−→ s′′ ‖LI q and

s′′ ‖LI q
σ′

==⇒ s′ ‖LI q′ and acceptq((X ·σ′)dLI)
implies { proposition 5.8(i), proposition 5.2.2 }

∃s′′, q′ : s ε
=⇒ s′′ and s X−−→ s and s′′ ‖LI q

σ′
==⇒ s′ ‖LI q′ and

acceptq((X ·σ′)dLI)
implies { (X ·σ′)dLI = σ′dLI }

∃s′′, q′ : s ε
=⇒ s′′ and s X−−→ s and s′′ ‖LI q

σ′
==⇒ s′ ‖LI q′ and

acceptq(σ
′dLI)

implies { induction }
∃s′′, q′ : s ε

=⇒ s′′ and s′′ X−−→ s′′ and s′′
σ′

==⇒ s′

implies { notation 1 }
s

X·σ′
===⇒ s′

�

Under the condition that acceptq(σdLI) holds it now follows that the set out( s after σ )
equals out( s ‖LI q after σ ) for arbitrary specification s.

Proposition 5.9 Let s ∈ LTS(LI ∪LU ) and q ∈ SLTS(LI), then for all σ ∈ (LI ∪LU ∪
LI ∪ LU)∗

acceptq(σdLI) implies out( s after σ ) = out( s ‖LI q after σ )

�



5.2. SELECTION PROCESSES 97

Proof Since acceptq(σdLI) implies q
σdLI

===⇒ it immediately follows from proposition 5.4
that out( s after σ ) ⊆ out( s ‖ LIq after σ ). So it suffices to prove out( s after σ ) ⊇
out( s ‖LI q after σ ).

Assume acceptq(σdLI) and µ ∈ out( s‖LIq after σ ). We distinguish between (i) µ ∈ LU ,
(ii) µ = LjI ∈ LI , and (iii) µ = LkU ∈ LU .

(i) x ∈ out( s‖LIq after σ )
implies { definition 3.11 }

∃s′, q′ : s‖LIq
σ

=⇒ s′ ‖LIq′ and s′ ‖LIq′ x−→
implies { definition 5.1 }

∃s′, q′ : s‖LIq
σ

=⇒ s′ ‖LIq′ and s′ x−→
implies { premiss acceptq(σdLI), proposition 5.8 }

∃s′ : s σ
=⇒ s′ and s′ x−→

implies { definition 3.11 }
x ∈ out( s after σ )

(ii) LjI ∈ out( s‖LIq after σ )
implies { definition 3.11 }

∃s′, q′ : s‖LIq
σ

=⇒ s′ ‖LIq′ and s′‖LIq′
LjI−−→

implies { premiss acceptq(σdLI), so (definition 5.1) ∀a ∈ LI : q′ a−→ ,
proposition 5.6 }
∃s′, q′ : s‖LIq

σ
=⇒ s′ ‖LIq′ and s′

LjI−−→
implies { premiss acceptq(σdLI), proposition 5.8 }

∃s′ : s σ
=⇒ s′ and s′

LjI−−→
implies { definition 3.11 }

LjI ∈ out( s after σ )

(iii) LkU ∈ out( s‖LIq after σ )
implies { definition 3.11 }

∃s′, q′ : s‖LIq
σ

=⇒ s′ ‖LIq′ and s′ ‖LIq′
LkU−−→

implies { proposition 5.2.2 }
∃s′, q′ : s‖LIq

σ
=⇒ s′ ‖LIq′ and s′

LkU−−→
implies { premiss acceptq(σdLI), proposition 5.8 }

∃s′ : s σ
=⇒ s′ and s′

LkU−−→
implies { definition 3.11 }

LkU ∈ out( s after σ )

�

Similar to proposition 5.4 it is possible to ‘steer’ for which failure traces σ equality between
the sets out( s after σ ) and out( s ‖ LI q after σ ) holds by suitably choosing q. In case
selection process q is chosen in such a way that out( s after σ ) = out( s ‖ LI q after σ )
for all σ ∈ F , then test generation for implementation relation miocoF can be done



98 CHAPTER 5. FACTORIZED TEST GENERATION

from s ‖ LI q instead of s. According to proposition 5.9 it suffices to choose q such that
acceptq(σ) holds for all σ ∈ F .

Proposition 5.10 Let i ∈MIOTS(LI ,LU), s ∈ LTS(LI) and q ∈ SLTS(LI).
If ∀σ ∈ F : acceptq(σ), then

i miocoF s iff i miocoF s ‖LI q
�

Proof

Only-if case Immediately from acceptq(σ) implies q
σdLI

===⇒ , so traces(q) ⊇ FdLI , and
proposition 5.10.

If case

i miocoF s ‖LI q
implies { definition 3.14 }

∀σ ∈ F : out( i after σ ) ⊆ out( s ‖LI q after σ )
implies { premiss ∀σ ∈ F : acceptq(σ), proposition 5.9 }

∀σ ∈ F : out( i after σ ) ⊆ out( s after σ )
implies { definition 3.14 }

i miocoF s

�

According to proposition 5.10 the predicate ∀σ ∈ F : acceptq(σ) is a sufficient condition
to guarantee that any complete test suite that is generated from s ‖ LIq with respect to
miocoF can distinguish between miocoF -correct and miocoF -incorrect implementations
of s. Cf. proposition 5.5 this condition is also necessary. Hence, to test generation with
respect to miocoF can be done on basis of s ‖ LIq instead of s without running the risk
of accepting incorrect implementations or rejecting correct ones.

In the next section we use the conditions that have been obtained in the sections 5.2.1
and 5.2.2 to to make test generation for MIOTS more efficient.

5.3 Factorized test generation

In practice, when checking for miocoF the set F may contain a large number of failure
traces, and the specification s can be very large (e.g., measured in number of states and
in number of transitions). Consequently, the generation of tests using algorithm Π (figure
4.2) directly from F and s can be a time and space consuming task, and tools may not be
able to generate the set ΠF(s) at all, e.g., due to lack of memory that is needed to compute
this set. In this section we describe two techniques to generate tests from a specification
for implementation relation miocoF in a factorized way, and by doing this we hope to
make test generation less vulnerable to these limitations. We do this by generating tests
from a specification that is projected on two different types of selection processes: sticks
and fans. Section 5.3.1 discusses how sticks can be used to obtain a sound test for miocoF
and s in a factorized way, and section 5.3.2 describes how to obtain a complete test suite
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for miocoF and s using fans.

5.3.1 Factorized test generation (soundness)

In order to reduce the size of the specification s selection processes (see definition 5.1) can
be used. A special class of selection processes is the class consisting of linear sequences
over the set of input actions LI . Such processes specify a linear (or total) sequence of
input experiments; no choice between input actions is allowed. Selection processes that
specify a linear sequence over input actions are called sticks.

Definition 5.11 Let σ, σ′ ∈ (LI ∪LI ∪LU ∪LU)∗, then stick(σ) is the transition system
that is inductively defined by

stick(ε) =def stop

stick(a·σ′) =def

{
a; stick(σ′) if a ∈ LI
stick(σ′) otherwise

The universe of all sticks is defined as STICK(LI) =def {stick(σ) | σ ∈ (LI ∪ LI ∪ LU ∪
LU)∗}. �

Note that STICK(LI) ⊂ SLTS(LI). The selection process q ≡ stick(σ) can be seen as the

‘smallest’ selection process for which q
σdLI

===⇒ holds. Figure 5.3(a) depicts the structure
of a stick.

From the generalised version of proposition 3.15.2 it follows that checking for correctness
with respect to miocoF can be expressed in terms of checking for mioco{σ} for each
σ ∈ F , viz.

miocoF =
⋂
σ∈F

mioco{σ} (5.3)

Each correctness check with respect to mioco{σ} can be performed independently. For
this correctness criterion it suffices to take a selection process that is able to perform
the sequence σdLI according to proposition 5.4. The process stick(σ) is such a selection
process. Thus, according to proposition 5.5 we have

i mioco{σ} s implies i mioco{σ} (s‖LIstick(σ)) (5.4)

Combining the results of equations (5.3) and (5.4) shows that instead of generating
tests from s for implementation relation miocoF it is possible to generate tests from
s ‖ LI stick(σ) (with σ ∈ F) with respect to implementation relation mioco{σ} without
running the risk that miocoF -correct implementations are rejected. For all σ ∈ F this
can be done independently. This leads to the parallelization procedure sketched in figure
5.2.

Proposition 5.12 Let i ∈ MIOTS(LI , LU) and s ∈ LTS(LI ∪ LU), then for any F ⊆
(LI ∪ LU ∪ LI ∪ LU)∗

i miocoF s implies ∀σ ∈ F : i mioco{σ} (s‖LIstick(σ))

�
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Π{σ2}(s‖LI stick(σ2))Π{σ1}(s‖LI stick(σ1)) Π{σn}(s‖LI stick(σn))

Π Π Π. . .

. . .

. . .s‖LI stick(σ2) s‖LI stick(σn)mioco{σ1}s‖LI stick(σ1) mioco{σ2} mioco{σn}

Figure 5.2: Factorized test generation (soundness)

Proof

i miocoF s
iff { proposition 3.15.2 }

∀σ ∈ F : i mioco{σ} s
implies { traces(stick(σ)) ⊇ {σdLI}, proposition 5.5 }

∀σ ∈ F : i mioco{σ} (s ‖LIstick(σ))

�

Algorithm Π can be applied to generate tests from s ‖ LI stick(σ) for implementation
relation mioco{σ}. This gives us a test suite Π{σ}(s ‖ LIstick(σ)) for each σ ∈ F . The
union of all these tests suites is a sound test suite for miocoF . Now any implementation
that fails a test in

⋃
σ∈F Π{σ}(s ‖ LIstick(σ)) will also fail test suite ΠF(s), and hence is

miocoF -incorrect for specification s (remember the convention that ΠF(s) denotes the
set of all tests that are generated by Π from s with respect to miocoF , and that this set
is complete with respect to miocoF (proposition 4.6.2)).

Corollary 5.13 Let s ∈ LTS(LI ∪ LU ), then for any F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗⋃
σ∈F

Π{σ}(s‖LIstick(σ)) is sound for s with respect to miocoF

�
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Proof Let i ∈MIOTS(LI ,LU), then

i fails
⋃
σ∈F Π{σ}(s‖LI stick(σ))

iff { definition 4.2.5 }
∃σ ∈ F : i fails Π{σ}(s‖LIstick(σ))

iff { proposition 4.6.2, definition 4.5 }
∃σ ∈ F : ¬(i mioco{σ} (s‖LI stick(σ)))

implies { traces(stick(σ)) ⊇ {σdLI}, proposition 5.5 }
∃σ ∈ F : ¬(i mioco{σ} s)

iff { proposition 3.15.2 }
¬(i miocoF s)

iff { proposition 4.6.2, 4.5 }
i fails ΠF(s)

�

Instead of generating tests from s for miocoF we can first factorize the correctness cri-
terion miocoF in more, but simpler, criteria mioco{σ} (one for each σ ∈ F), and then
project the specification on each of these simpler criteria, giving specifications of the form
s‖LIstick(σ) for each σ ∈ F . This reduces complexity in two ways. Firstly, s‖LIstick(σ)
is in most cases much smaller than s (in number of states and transitions) due to its pro-
jection on stick(σ). Consequently, this reduces the state-space-explosion problem when
specifications have to be analysed or simulated. Secondly, the testing relation mioco{σ} is
less complex, and thus easier to check, than miocoF . Test generation from s‖LI stick(σ)
for mioco{σ} can be parallelised to a high degree. This can be further optimised by
sharing common test preambles for identical prefixes of failure traces in F so that these
preambles have to be computed only ones (see section 5.3.3).

Note that the reverse of corollary 5.13 does not hold; an implementation that passes test
suite

⋃
σ∈F Π{σ}(s‖LIstick(σ)) does not have to pass test suite ΠF(s), so correctness with

respect to miocoF cannot be concluded. This is a direct consequence of the implication
of equation (5.4), that is a direct consequence of the implication in proposition 5.2.1.

5.3.2 Factorized test generation (completeness)

It was mentioned that the factorized test generation technique sketched in section 5.3.1
produces a sound but not necessarily complete test suite with respect to miocoF (corol-
lary 5.13). In our attempts to develop a test suite that is able to reject as many faulty
implementations as possible, we develop in this section a factorized test generation tech-
nique similar to the one presented in the former section that can be used to generate a
complete test suite for miocoF . This is done completely analogous to what has been
done in section 5.3.1, but a different selection process is used: this time we take selection
processes that satisfy the condition for completeness derived in section 5.2.2.

Selection processes that are prepared to synchronise on all input actions in states that lie
on a particular sequence of input actions are called fans. A fan can be seen as a stick
where in each state all input actions are offered.
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Figure 5.3: Representation of (a) stick(σ) and (b) fan(σ) with σdLI = ai ·aj · . . .·ak and
LI = {a1, . . . , an}

Definition 5.14 Let σ, σ′ ∈ (LI ∪ LU ∪ LI ∪ LU)∗, then fan(σ) is the transition system
that is inductively defined by

fan(ε) =def

∑
{a; stop | a ∈ LI}

fan(a·σ′) =def

{ ∑
{b; stop | b ∈ LI , b 6= a}+ a; fan(σ′) if a ∈ LI

fan(σ′) otherwise

The universe of all fans is defined as FAN (LI) =def {fan(σ) | σ ∈ (LI ∪LU ∪LI ∪LU)∗}.
�

Selection process fan(σ) is the ‘smallest’ selection process q for which acceptq(σdLI) holds:
we have acceptfan(σ)(σ). Figure 5.3(b) visualises the structure of a fan.

We now claim that specification s‖LI fan(σ) can be used for test generation instead of spec-
ification s without accepting mioco{σ}-incorrect implementations or rejecting mioco{σ}-
correct implementations (for s) That is, for all implementations i

i mioco{σ} s iff i mioco{σ} (s‖LI fan(σ)) (5.5)

Apparently, any complete test suite that is derived from s ‖ LI fan(σ) can equally well
distinguish between mioco{σ}-(in)correct implementations as a complete test suite that is
derived from s. Since s‖LI fan(σ) will, in most cases, be smaller than s itself it is profitable
to use s‖LI fan(σ) for the generation of tests instead of s. Together with equation (5.3) this
procedure can be repeated for any σ ∈ F , thereby obtaining a parallelization procedure
for the generation of a complete test suite from a specification with respect to miocoF
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(cf. proposition 5.12). This procedure can be visualised by replacing all stick(σi) with
fan(σi) in figure 5.2.

Proposition 5.15 Let i ∈ MIOTS(LI ,LU) and s ∈ LTS(LI ∪ LU ), then for all F ⊆
(LI ∪ LU ∪ LI ∪ LU)∗

i miocoF s iff ∀σ ∈ F : i mioco{σ} (s‖LI fan(σ))

�

Proof

i miocoF s
iff { proposition 3.15.2 }
∀σ ∈ F : i mioco{σ} s

iff { acceptfan(σ)(σ), proposition 5.10 }
∀σ ∈ F : i mioco{σ} (s ‖LI fan(σ))

�

As test generation algorithm Π is able to generate a test suite Π{σ}(s) from specification s
that is complete with respect to mioco{σ} (see proposition 4.6.2), it immediately follows
from proposition 5.15 that an implementation is miocoF -correct for s in case, and only
in case, it passes every test in Π{σ}(s‖LI fan(σ)) for all σ ∈ F .

Corollary 5.16 Let s ∈ LTS(LI ∪ LU ), then for all F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗⋃
σ∈F

Π{σ}(s‖LI fan(σ)) is complete for s with respect to miocoF

�

Proof Let i ∈MIOTS(LI ,LU), then

i fails
⋃
σ∈F Π{σ}(s‖LI fan(σ))

iff { definition 4.2.5 }
∃σ ∈ F : i fails Π{σ}(s‖LI fan(σ))

iff { proposition 4.6.2, definition 4.5 }
∃σ ∈ F : ¬(i mioco{σ} (s‖LI fan(σ)))

iff { proposition 5.15 }
∃σ ∈ F : ¬(i mioco{σ} s)

iff { proposition 3.15.2 }
¬(i miocoF s)

iff { proposition 4.6.2, definition 4.5 }
i fails ΠF (s)

�

Similar as for sticks, it is expected that factorization of miocoF in several simpler relations
mioco{σ} and projection of the specification on these relations using fans can ease the
task of tests generation: the state space is limited, so test generation may become more
efficient.

Selection processes ‘guide’ the test generation algorithm in generating tests for specific
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situations. In this sense stick(σ) and fan(σ) (or just σ) can be seen as test purposes:
the purpose is generate tests that are able to whether an implementation satisfies the
condition out( i after σ ) ⊆ out( s after σ ). Similar techniques have been implemented in
existing test generation tools. More on this can be found in section 5.5.

5.3.3 Efficient implementations of factorized test generation
techniques

In sections 5.3.1 and 5.3.2 factorized test generation techniques have been presented.
Efficient implementations of these techniques can be obtained by exploiting the special
structure of the set of failure traces F , and by sharing common parts tests that are
generated. In this subsection we give some hints that can be used to efficiently implement
the factorized test generation techniques sketched in the former subsections. Basically,
these optimisations are: 1) reducing the set F as far as possible without weakening the
correctness criterion, and 2) sharing common prefixes of test generation.

Reduce the set F The factorized test generation techniques can be used for any set
F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗. To mimimize the effort spent on the generation of tests from
a specification it is wise to reduce the set of failure traces F as far as possible. One way
is to preprocess the set F and remove all ‘equivalent’ failure traces that would a priori
lead to the generation of identical test cases, that is, to reduce the set F to a smaller set
F ′ without weakening the correctness criterion.

Find the smallest F ′ ⊆ F such that {i | i miocoF ′ s} = {i | i miocoF s}
An example of such a reduction is the removal of failure traces that only differ in permu-
tation on failures. Since the algorithm produces tests that check whether out( iafterσ ) ⊆
out( s after σ ) for each σ ∈ F and the set of states reachable by failure trace σ1 ·A·X ·σ2

equals the set of states reachable by failure trace σ1·X·A·σ2 (where A and X are refusals),
one of these tests is redundant.

Another example of such reduction has to do with failure traces σ ∈ F that are not
in the specification. In that case any implementation that accepts this failure trace is
considered erroneous (see the remark at the end of section 4.3). Checking whether an
implementation can do any longer failure trace (say σ·σ′) would not be sensible, since the
implementation was already considered erroneous. Consequently, it suffices to restrict to
the smallest prefix of failure traces that occur in F and not in f-traces(s).

Sharing common prefixes The test generation techniques show that any instantiation
of Π for miocoF can be decomposed in many small, but independent, instantiations of Π
for mioco{σ} where σ ∈ F . For common prefixes of failures traces in F the application
of Π can be done in a shared way, e.g., in case Π has to be applied for failure trace σ·σ1

and failure trace σ·σ2, then the application for σ can be shared. So, test generation could
be started by a single master test generation process which spawns new test generation
processes at points where failure traces in F bifurcate. A similar technique has been
implemented in the prototype implementation of test algorithm Π (see section 4.4); there,
the data structure Test shares common prefixes by collecting sets of successor tests that
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can be done after performing a single test step (see also figure 4.7).

5.4 Factorized test generation for IOTS

In this section we discuss the effect of applying the factorized test generation technique of
section 5.3.1 to implementations that can be modelled as input/output transition systems.

Input/output transition systems (definition 2.12) are special cases of multi-input/output
transition systems, i.e., ones with a single input channel LI and a single output chan-
nel LU , and where input actions are continuously enabled (see definition 2.12). If the
domain of implementation models is taken as the set of input/output transition systems
IOTS(LI , LU) instead of MIOTS(LI ,LU), then the correctness criterion miocoF col-
lapses to iocoF (for F ⊆ (LI ∪ LU ∪ {LU})∗, see proposition 3.22). So, the factorization
techniques discussed in this chapter can also be applied to factorize implementation rela-
tion iocoF . In this case we can benefit from the property that implementations can never
refuse inputs, so they certainly cannot do unexpected input suspensions. Consequently,
in establishing correctness with respect to iocoF input suspension is not considered: the
only requirement is that implementations may not do unexpected outputs, nor unexpected
suspension of outputs (see definition 2.19):

i iocoF s iff ∀σ ∈ F : Oi(σ) ⊆ Os(σ) (5.6)

where Op(σ) = {x | p σ·x
==⇒} ∪ {δ | p after σ refuses LU }. For any selection process

q ∈ SLTS(LI) the outputs and the suspension of outputs in s ‖ LIq are completely

determined by s: for all x ∈ LU we have s
x

=⇒ iff s ‖ LIq
x

=⇒ , and s LU−−→ iff s ‖
LIq

LU−−→ . According to proposition 5.3 s and s ‖ LIq can do the same failure traces in
(LI ∪ LU ∪ {LU})∗ if q specifies the input sequences of these failure traces. An example
of such selection process is stick(σ). So, for q ≡ stick(σ) we have

Os(σ) = Os‖LI stick(σ)(σ) (5.7)

Combining equations (5.6) and (5.7) gives

i iocoF s iff ∀σ ∈ F : Oi(σ) ⊆ O
s‖stick(σ)

(σ) (5.8)

Because the iocoF is just a special case of miocoF the relation iocoF can also be split-up,
or factorized, in several less complicated ones similar to equation (5.3):

iocoF =
⋂
σ∈F

ioco{σ}

Now, completely analogous to what has been done in section 5.3.1 it follows that for
implementations in IOTS(LI , LU) sticks can be used as selection processes to implement
a factorization procedure that yields not only a sound, but even a complete test suite
with respect to iocoF where F ⊆ (LI ∪ LU ∪ {LU})∗ (cf. corollary 5.13).

Corollary 5.17 Let s ∈ LTS(LI ∪ LU ), then for all F ⊆ (LI ∪ LU ∪ {LU})∗⋃
σ∈F

Π{σ}(s‖LIstick(σ)) is complete for s with respect to iocoF



106 CHAPTER 5. FACTORIZED TEST GENERATION

for implementations in IOTS(LI , LU). �

Consequently, for implementations that can be modelled as input/output transition sys-
tems there is no need to use fans for the generation of a complete test suite in a factorized
way: sticks already do the job. Corollary 5.17 is used in chapter 7 to keep test generation
for a real application manageable.

5.5 Concluding remarks

Related work

For the implementation relation conf (see definition 2.11) there exists a technique to
generate tests by transforming the original specification into a smaller one, that is sub-
sequently used to generate tests from. In particular, for arbitrary s, q ∈ LTS(L), every
sound test suite with respect to conf that is generated from s ‖ Lq is also sound for s
(which follows from the fact i conf s implies i conf (s ‖ Lq) for any q ∈ LTS(L)).
This technique does not factorize the correctness criterion conf, but it does use q as a
selection process. Proposition 5.5 can be seen as the analogue of this property of conf
when applied to multi-input/output transition systems.

Similar techniques as the ones sketched in this chapter are used in test generation tools to
guide the generation of tests. The idea to use selection processes to ‘steer’ the generation
of tests is closely related to the concept of test purpose [ISO91]: it specifies what is
going to be tested. In the tool TGV [FJJV96a, FJJV96b] it is possible to guide the
generation of tests by specifying test purposes as an input/output labelled transition
system (IOLTS). The tool uses these test purposes to isolate the relevant part of the
specification that is needed for test generation, and generates tests with respect to these
test purposes [GHN93]. A similar facility is provided by the Autolink tool [UoL97,
SKGH97, EGH+97]. The Autolink tool supports the automatic and semi-automatic
generation of tests from SDL specifications by constructing, for given test purpose that is
specified as a Message Sequence Chart [ITU93], a test suite. Similar as in TGV the idea
behind these test purposes is to avoid the generation of tests that need not be executed,
and, by doing this, to keep test generation manageable.

Conclusions

In this chapter factorized test generation techniques have been presented that can be
used to generate test cases from a specification for implementation relation miocoF . The
factorized techniques consist of two steps. Firstly, the ‘complex’ correctness criterion
miocoF is split up, or factorized, in several independent and ‘easy-to-check’ correctness
criteria mioco{σ}. Secondly, the specification that is used for test generation with respect
to correctness criterion mioco{σ} is reduced to a smaller specification (in size) than the
original specification by projecting the original specification on the correctness criterion
mioco{σ}. In that way test generation from a specification for miocoF can be done
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efficiently, which is necessary to make test generation for realistic, and realistically-sized,
applications feasible. Depending on the type of selection process that is used (a stick or a
fan) the factorized test generation is proved to produce a sound or a complete test suite
with respect to miocoF , respectively. Also, additional hints were given to implement
these techniques efficiently.
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Chapter 6

Other testing aspects

In this chapter we discuss some other testing aspects that have not been ad-
dressed in the former chapters, but that play an important rôle when formal
conformance testing is done for realistic applications. The main aspects in this
chapter are test selection and coverage. To avoid the generation of too many
tests from a specification test selection techniques are necessary to keep test
generation for realistic systems practicable and feasible. To select which tests
must be executed (and generated) and which not, coverage measures have to
be defined that compare test suites with respect to their ability to discriminate
between correct and incorrect implementations. This chapter introduces, on an
abstract level, a framework for the definition of test selection techniques that
can be used to reduce the size of a test suite, and defines minimal requirements
on the definition of coverage measures. Several parameters that influence the
coverage of test suites are taken into account, such as the importance of imple-
mentations, their probability to occur, and the probability that implementations
pass or fail a test.

6.1 Introduction

The reason to execute tests is to discriminate between correct and incorrect implementa-
tions. Preferably, a test suite accepts all correct implementations, and rejects all incorrect
ones (with respect to a given correctness criterion). In practice, however, it can be difficult
(or even impossible) to obtain such test suite, and even if such test suite can be obtained
then it can grow so large that it becomes impracticable to execute all the tests in the test
suite. Therefore, a paradox exists in deciding which tests have to be executed: on the one
hand test suites must be ‘as large as possible’ to optimise the chances of finding errors
in implementations, but on the other hand test suites must be ‘small enough’ so that
execution of all tests in the test suite can be done in reasonable time, and with reasonable
costs.

Techniques that decide which tests must be executed and which not are called test selection
techniques , or test-suite size reduction techniques. To make such well-considered decisions

109
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measures are needed to compare test suites with respect to their discriminating power.
Such measures are called (fault) coverage measures. Test selection techniques and coverage
measures should be used in conjunction with each other: to generate a test suite that has
best chances to detect faulty implementations, the contribution of this test suite to the
detection of such faulty implementations has to be measured by coverage measures. In
this chapter a framework for test selection and coverage is presented that builds on the
framework ‘Formal Methods in Conformance Testing’ [ISO96] (section 2.1), and minimal
requirements on the techniques that are used for test selection as well as on coverage
measures of test suites are defined. Some of the aspects that play a rôle in the definition
of coverage measures are taken into account, and their implications for the design of
test suites are studied. The terminology that is used in this chapter agrees with the
terminology that is used in section 2.1.

This chapter is organised as follows. First, section 6.2 briefly introduces a framework for
the definition of test selection techniques, and minimal requirements that must be imposed
on these techniques in order to be useful. In the next section we extend the framework
‘Formal Methods in Conformance Testing’ [ISO96] presented in section 2.1 with a more
practical test execution model, with the aim to investigate the influence of such test
execution model on the coverage of test suites. We will assume that the execution of a
single test consists of several test runs that produce test outcomes according to a certain
probability distribution. Since the collection of the outcomes of these test runs makes
up an observation, a probability distribution on observations is induced, that, in turn,
induces a probability distribution on the passing or failing of implementations (section
6.4). It is still assumed that test execution is modelled faithfully, i.e., tests are designed
and implemented correctly, and the outcomes that are obtained from test execution are
valid. We furthermore allow implementations to be better, or worse, than others, and
assume a probability distribution on the occurrence of implementations as the result of
implementing a specification (section 6.5). Under all these assumptions we define coverage
measures in a general and abstract way complementary to [ISO96]. In section 6.6 these
measures are used to compare test suites with respect to their ability to accept correct
implementations and to reject incorrect ones.

6.2 Test selection techniques

In this section we discuss some techniques that can be used to avoid the generation of too
many tests from a specification. Section 6.2.1 introduces some test selection techniques
that are defined in [ISO96, Tre94], and minimal requirements that must be imposed on
these test selection techniques to be useful in practice are identified. Then, in section
6.2.2, we elaborate on one of these test selection techniques.

6.2.1 Some test selection techniques

We briefly introduce some (abstract) test selection techniques that are defined in [ISO96,
Tre94] and use the terminology of section 2.1. A minimal requirement on test selection
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techniques is that correct implementations cannot be rejected by test suites that are
obtained after having applied such a technique, i.e., applying a test selection technique will
not result in the rejection of conforming implementations: test selection techniques should
preserve soundness of test suites. We illustrate some of these techniques by instantiating
them for multi-input/output transition systems.

Weakening the implementation relation The idea of weakening the implementation
relation is to generate a sound test suite from specification s with respect to implemen-
tation imp by generating a sound test suite from specification s with respect to a weaker
implementation relation imp ′. The minimal requirement imposed on such weaker imple-
mentation relations is that all imp-correct implementations must also be imp ′-correct,
viz.

{i ∈ MODS | i imp s} ⊆ {i ∈ MODS | i imp ′ s} (6.1)

For a weaker implementation relation imp′ in general less tests have to be generated to
detect erroneous implementation than for implementation relation imp, simply because
the set of erroneous implementations decreases in size.

An example of weakening the implementation relation is to generate tests with respect
to implementation relation miocoF ′ instead of implementation relation miocoF , where
F ′ ⊂ F . According to proposition 3.15.3 the condition in equation (6.1) is satisfied in
this case.

Loosening the specification In loosening the specification the idea is to transform
a specification s ∈ SPECS into a specification s′ ∈ SPECS and to generate tests from
s′ in such a way that the resulting test suite is sound for s. In this case s′ is called a
loosened specification of s. The minimal requirement imposed on s′ is that every correct
implementation with respect to s must remain correct with respect to s′, viz.

{i ∈ MODS | i imp s} ⊆ {i ∈ MODS | i imp s′} (6.2)

If s′ is a loosened specification of s, then every sound test suite for imp that is generated
from s′ is not able to reject an implementation that was imp-correct with respect to s.

Examples of loosening the specification have already been discussed in chapter 5: for
implementation relation mioco{σ} specifications s ‖ LI stick(σ) and s ‖ LI fan(σ) are
looser specifications of s. According to propositions 5.12 and 5.15 these factorization
techniques satisfy the condition imposed by equation (6.2).

Making stronger test assumptions Another technique to avoid the generation of too
many tests is making stronger test assumptions. By making a stronger test assumption
the set of relevant implementation models is decreases, i.e., instead of assumming that
the implementation model is a member of MODS we assume that its model is in MODS ′

with

MODS ′ ⊂ MODS (6.3)



112 CHAPTER 6. OTHER TESTING ASPECTS

Consequently, less effort has to be spent (that is, less tests have to be generated) in
distinguishing between correct and incorrect implementations because it is assumed that
certain implementations cannot occur any more.

An example of making stronger test assumptions has already been described in section 2.4,
where, instead of assuming that implementations can be modelled as LTS it is assumed
that implementations can be modelled as IOTS. According to equation (3.1) validity of
the condition imposed by equation (6.3) is guaranteed.

Specifying fault models A fault model F is a set of faulty implementations [BDD+92].
By the explicit specification of a fault model the assumption is made that the only faulty
implementations that will be searched for are the ones in F . Tests that are generated
under fault model F now only have to distinguish whether an implementation is in F or
not: if not, then the implementation is assumed to be correct.

F ⊆ MODS − {i ∈ MODS | i imp s} (6.4)

Section 6.2.2 treats fault models in more detail.

In practice, to obtain a realistically-sized test suite that can be implemented and executed
the test selection techniques described above are often used in combination. We believe
that it is important for designers of test suites to be aware of the test selection techniques
that they are implicitly (without knowing) using, and of implications of these techniques
for the quality of these test suites. In particular, we believe that test suite designers must
be aware of the consequences that applying specific test selection techniques can have for
the validity of their test results.

6.2.2 Faults and fault models

Let Rs ⊆ REQS be a requirement specification. A fault (for Rs) is a requirement in REQS
that, when satisfied by an implementation, is an indication that this implementation is
incorrect, i.e., ψ ∈ REQS is a fault for Rs if

⋂
ϕ∈RsMϕ ∩Mψ = ∅. If an implementation

model contains a fault then the implementation is called erroneous, or faulty . If correct-
ness is specified by means of a requirement specification Rs then a fault model for Rs

contains implementation models that do not satisfy (at least) one of the requirements in
Rs.

Definition 6.1 The set F ⊆ MODS is a fault model for Rs iff

F ⊆ {i ∈ MODS | ∃ϕ ∈ Rs : i 2 ϕ}
�

Special fault models are the ones that contain all faulty implementations with respect to
particular requirements imposed by Rs. In the next definition we define fault models for
a single requirement in Rs.
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Definition 6.2 Let ϕ ∈ Rs, then the set Fϕ is defined by

Fϕ =def {i ∈ MODS | i 2 ϕ}
�

Proposition 6.3 For every ϕ ∈ Rs the set Fϕ is a fault model for Rs �

Proof Immediately from definition 6.2. �

The set Fϕ contains all implementations that do not satisfy requirement ϕ ∈ Rs. Using
the set Fϕ it is possible to impose a classification on the set of faulty implementations.
This classification is induced by equivalence on faulty implementations: two faulty imple-
mentations are fault equivalent if and only if their models contain the same faults. The
next definition introduces fault equivalence relative to a set of requirements Rs.

Definition 6.4 Let Rs be a requirement specification, then fault equivalence
≡F⊆ MODS ×MODS is defined as

i1 ≡F i2 =def ∀ϕ ∈ Rs : i1 ∈ Fϕ iff i2 ∈ Fϕ
�

Fault equivalence ≡F identifies implementation models that contain the same faults. The
relation ≡F generates a partition on the set of implementation models MODS : the set
MODS/ ≡F contains classes of implementation models that are fault-equivalent. For
i ∈ MODS we define [i]F =def {i′ ∈ MODS | i ≡F i′} as the set of implementations
with the same faults as i. Since in testing the objective is not to generate a model of the
implementation under test but only to detect whether (and preferably which) faults are
present in the implementation, it is valid to use the set MODS/ ≡F instead of MODS
as the domain of implementations. For a finite requirement specification Rs there exists
a finite number of equivalence classes under ≡F , i.e., MODS/ ≡F is finite. The next
example illustrates how a finite requirement specification induces a finite classification on
the set of implementation models MODS .

MODS
→ ϕ1

¬ϕ1

¬ϕ3

ϕ2

ϕ1
ϕ2
¬ϕ3

ϕ1
ϕ2
ϕ3

ϕ1

ϕ3

ϕ1
¬ϕ2
¬ϕ3

¬ϕ2

¬ϕ1
¬ϕ2
¬ϕ3

¬ϕ1
ϕ2
ϕ3

¬ϕ1
¬ϕ2
ϕ3

¬ϕ1 ← → ¬ϕ2 → ¬ϕ1ϕ1 ←

ϕ2 ← → ¬ϕ2

ϕ2 ←

↑
¬ϕ3

↓
ϕ3

¬ϕ3

ϕ3

↑
↓

Figure 6.1: Example of classification of faults for Rs = {ϕ1, ϕ2, ϕ3}
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Example 6.1 Let Rs = {ϕ1, ϕ2, ϕ3} ⊆ REQS . Then we can define the fault models
Fϕ1 , Fϕ2 and Fϕ3 . Fault equivalence ≡F identifies implementations with the same faults,
e.g., implementations that have faults ¬ϕ1 and ¬ϕ2, but that satisfy requirement ϕ3.
Each combination of faults induces a partitioning on the set of implementations MODS .
This induces a classification of the set MODS that consists of 23 = 8 classes. One class
(indicated by the unshaded area in figure 6.1) contains all conforming implementation
models, while the other 7 classes (the shaded areas) contain faulty implementation models.
All implementation models in a class are ‘equally faulty’ in the sense that they contain
the same faults. �

6.3 Assumptions on test execution

In the formal testing framework of [ISO96] (section 2.1) some explicit and implicit assump-
tions are made. In this section we will identify some of these assumptions that relate to
test execution, and we will sharpen some of these assumption in order to come to a more
practical test execution model that is complementary to [ISO96]. In the next sections a
framework for fault coverage measures is defined under these sharpened assumptions in a
general and abstract way.

In [ISO96] it is implicitly assumed that the execution of a test gives an observation that,
under the assumption that test execution is modelled faithfully, determines whether the
implementation under test passes or not. Execution of one single test case usually consists
of a finite series of test runs, where each test run consists of applying the test case only
once to the implementation under test. Due to nondeterminism in the implementation
under test each test run may lead to a different outcome, and the outcomes of several,
independent test runs make up one observation. In the terminology of the framework
‘Formal Methods in Conformance Testing’ [ISO96] (section 2.1) letO be the set of possible
test-run outcomes, then an observation is a set of outcomes: OBS = P(O). Now exec :
TESTS×MODS → P(O) calculates all possible test outcomes of given t and i. However,
in the concrete test execution of t against an IUT it is difficult, or even impossible, to
be sure that all possible outcomes have really been obtained. Concrete test execution
consists of performing a finite number of test runs, during which certain nondeterministic
behaviours of the implementation may never be encountered. After any finite number
of test runs it cannot be known whether the IUT would react with one of the outcomes
already observed or with a new outcome, when the test case would be applied again (unless
the ‘weather conditions’ can be controlled which is usually not the case, see [Mil81]).
Consequently, if test execution gives us an observation O ⊆ O, we cannot conclude that
O = exec(t, iIUT ) as above and in [ISO96], but only that O ⊆ exec(t, iIUT ).

But even the conclusion O ⊆ exec(t, iIUT ) is not always valid; it depends on another
assumption, viz. that the concrete observations obtained from test runs are always those
which can be calculated from the model of test execution. This only holds if we assume
that test cases are correctly implemented, i.e., that each test case is a valid model of
its own implementation, and that exec correctly models the concrete observations that
can be made during test runs, i.e., that test execution of t with IUT may lead to an
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outcome σ ∈ O only if σ ∈ exec(t, iIUT ). If the first assumption cannot be assumed to
hold then we should verify or test the implementations of our test cases, for which we
would have to derive and implement test cases again, which should also be tested, etc.
Usually this assumption can be made since test cases are an order of magnitude simpler
than the implementations that are the aim of our testing. The second assumption requires
an accurate modelling of the concrete test execution process, for any test case and any
IUT, by means of the function exec, which is not always easy. Consider as an example
the observation of a time-out. Time-outs are used to detect that an implementation does
not react to a given stimulus. However, if no real-time requirements are specified for the
reaction, then the time-out value should theoretically be infinite, which is practically not
feasible. So it might be that a time-out is observed where only the implementation under
test is slow. The observation of this time-out will usually not be modelled in exec, where
the theoretically infinite timer is considered.

6.4 Test execution as probabilistic test runs

The application of a single test case to a concrete implementation usually consists of
multiple test runs. Each time a test run experiment is repeated, it may result in another
outcome, and it is never known when all possible outcomes of the IUT have been obtained.
In general, running a test results in a test outcome where some outcomes might be more
likely to occur than others. The probability of an outcome to occur can be thought of as
depending on the frequency with which the implementation resolves the nondeterministic
choices leading to the different outcomes. This leads to considering the occurrence of an
outcome in a test run as a stochastic experiment, in which a single outcome from the
set of possible outcomes is drawn. Formally, if test execution is correctly modelled by
exec : TESTS ×MODS → P(O) (where O is the set of outcomes), then in each test run
of test case t with implementation IUT, modelled by i, an outcome σ from sample set
exec(t, i) is drawn, where each outcome in exec(t, i) has a nonzero probability to occur.
This can be described by viewing a test run as a stochastic experiment that produces
an outcome σ(t, i) that takes its value in exec(t, i). Consequently, for every t and i a
probability distribution P t,i

o : P(exec(t, i))→ [0, 1] is assumed, indicating the probability
that testing implementation i with test t leads to an outcome in O ⊆ exec(t, i), viz.

P t,i
o (O) =def Pr{σ(t, i) ∈ O} (6.5)

Note that the distribution of the stochastic variable σ(t, i) depends on the implementation
i and test t; for each i and t, σ(t, i) may have another distribution.

A straightforward extension to test suites instead of individual tests can be given. To
model the execution of multiple test runs of the same test, we model a test suite as a
sequence of tests rather than a set of tests as in section 2.1.2: every test in the sequence
is executed once against an implementation. For test suite T = 〈t1, . . . , tn〉 we have
the stochastic variables 〈σ1(t1, i), . . . , σn(tn, i)〉, where each σk(tk, i) (1 ≤ k ≤ n) is a
stochastically determined outcome in exec(tk, i). Now the probability that, for each k,
execution of test tk in test suite T results in an outcome Ok ⊆ exec(tk, i) is given by the
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probability distribution P T,i
o (〈O1, . . . , On〉) defined by

P T,i
o (〈O1, . . . , On〉) =def Pr{σ(t1, i) ∈ O1, . . . , σ(tn, i) ∈ On} (6.6)

Notice that the probability distribution P T,i
o is only defined on sequences of observations

that have the same cardinality as the sequence T . Under the assumption that the stochas-
tic variables σ(tk, i) are independent, that is, the outcome of a test run does not depend
on previous (or future) test runs, it follows

P T,i
o (〈O1, . . . , On〉) =

n∏
k=1

Pr{σ(tk, i) ∈ Ok} =
n∏
k=1

P tk,i
o (Ok) (6.7)

If the stochastic variables σ(tk, i) (1 ≤ k ≤ n) are independent, then we say that the test
run experiments tk independent for i.

To decide whether an implementation passes or fails the execution of a test suite, a verdict
(pass or fail) has to be assigned on basis of the test-run outcomes that are obtained. This
can be done in many different ways, e.g., by assigning a verdict to each individual test-
run outcome and then combining all these test-run verdicts in a verdict for the test suite,
or combining outcomes into observations O ⊆ O and assigning verdicts to observations
using the verdict assignment function verdt (see section 2.1.2). We choose to associate a
verdict to each test-run outcome and then combine all these test-run outcomes to obtain
a verdict for the test suite.

To assign a verdict to each test-run outcome we use a function vt : O → {pass, fail}. The
function vt assigns a verdict to outcomes in O when test t is executed and can be seen as
a refinement of the verdict assignment function verdt that assigns verdicts to observations
(see section 2.1.2). As each outcome σ ∈ exec(t, i) uniquely leads to a verdict vt(σ)
this holds in particular for the stochastically determined outcome σ(t, i). Consequently,
verdict assignment itself can be seen as a stochastic variable, and hence a probability
distribution P t,i

v : P({pass, fail})→ [0, 1] is obtained that indicates the probability of an
implementation to pass, or fail, a test case. The probability for implementation i to pass
a single run of test t equals the cumulative probability that an outcome in exec(t, i) leads
to the verdict pass, viz.,

P t,i
v ({pass}) =def Pr{vt(σ(t, i)) = pass}

= P t,i
o ({σ | σ ∈ exec(t, i), vt(σ) = pass})

(6.8)

Now, the probability that implementation i passes test suite T = 〈t1, . . . , tn〉 is given by
the cumulative probability that each test run in this test suite results in an outcome to
which pass can be assigned using vt, viz.

P T,i
v ({pass}) =def P

T,i
o (〈Opass

1 , . . . , Opass
n 〉) (6.9)

where Opass
k =def {σ | σ ∈ exec(tk, i), vtk(σ) = pass}. Under the assumption that all test-

run outcomes in the test suite are independent (i.e., validity of equation (6.7) is assumed),
it is easy to prove that the probability to pass a test suite can be expressed in terms of
the probabilities to pass each individual test in the test suite as follows

P T,i
v ({pass}) =

n∏
k=1

P tk,i
v ({pass}) (6.10)
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Following equation (2.6) the probability to fail test suite T is

P T,i
v ({fail}) =def 1− P T,i

v ({pass}) (6.11)

It is evident that P T,i
v denotes a probability measure on P({pass, fail}), which has the

obvious property, expressed in the next proposition, that for non-zero probability of fail
in a test run, test case execution will finally result in fail if enough independent test runs
are performed.

Proposition 6.5 Let tn =def 〈t, t, . . . , t〉 with | tn | = n, and all test runs in tn are
independent, then

If P t,i
v ({pass}) < 1 then lim

n→∞
P tn,i
v ({pass}) = 0

�

Proof

limn→∞ P
tn,i
v ({pass})

= { independence, equation (6.10) }
limn→∞

∏n
k=1 P

tk,i
v ({pass})

= { t1 = . . . = tn = t }
limn→∞

∏n
k=1 P

t,i
v ({pass})

= { assumption P t,i
v ({pass}) < 1 }

0

�

6.5 A valuation on implementations

By considering test runs as stochastic experiments, section 6.4 formalised the notion of
passing a test suite in the form of the probability that that test suite is passed, when a
particular model of an implementation i ∈ MODS is given. However, in testing we do not
have one particular, given model, but we need to reason about classes of possible models.
Some of these possible models are more likely to occur than others, and some are more
important than others.

In this section we define a valuation measure on models of implementations. This valua-
tion assigns a value to a set of models of implementations, i.e., to subsets of MODS . This
value gives an indication about the importance of the subset as a possible class of correct
implementations with respect to a particular specification s and implementation relation
imp. The valuation is defined analogous to [Bri93] as a measure-theoretic integral, which
takes into account both the likeliness of occurrence of the implementations and the im-
portance of the individual implementations, expressed by a probability and a weight on
models of implementations, respectively.
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Weight of implementations

To express the importance of implementations a weight is assigned to models of these
implementations. The weight is defined relative to a specification s and an implementa-
tion relation imp. Let s ∈ SPECS be a specification, and imp ⊆ MODS × SPECS an
implementation relation, then a function w : MODS → R \ {0} is a weight assignment
function on MODS with respect to s and imp, if for all i ∈ MODS :

w(i) > 0 iff i imp s (6.12)

A weight assignment assigns a positive real number to each conforming implementation,
and a negative number to each erroneous implementation. For conforming implementa-
tions the weight can express that one implementation is better, or more correct, than
another. Negative weights express the gravity of errors in erroneous implementations: if
w(i1) < w(i2) < 0 then both i1 and i2 are not correct, but the errors of i1 are more severe
than those of i2.

Probability on implementations

Given a specification s ∈ SPECS and an implementation relation imp ⊆ MODS×SPECS
implementers will start developing a concrete implementation IUT ∈ IMPS . Many dif-
ferent implementations, modelled by different models, may occur as the result of this
development process, some of them conforming, and others nonconforming. For each of
these implementations the likelyhood to occur as the result of the implementation pro-
cess may differ. Similar to [Bri93] we view the design and implementation process of a
complex system as a stochastic experiment that draws a concrete implementation IUT
modelled by the stochastic variable i from the sample set of all possible implementations
MODS according to a certain probability distribution. Let MODS be discrete, and let
the probability density function be given by ps, i.e., ps(i) denotes the probability that
implementation i occurs as the result of implementing specification s, then

Ps(I) =def

∑
i∈I

ps(i) (6.13)

denotes the probability that the activity of implementing specification s produces an
implementation that is modelled by a member of I ⊆ MODS .

Valuation

Using the probability density ps and the weight assignment w it is possible to define a
valuation on discrete sets of implementations, which captures the importance of a set of
implementations in terms of their weight and their probability of occurrence:

µ(I) =def

∑
i∈I

w(i) ps(i) (6.14)

The expression µ(I) denotes the value of implementations in I ⊆ MODS . It expresses, in
some sense, the aggregate correctness of the candidate implementations in I with respect
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to the given specification s and implementation relation imp. Note that correct imple-
mentations may compensate incorrect implementations (and vice versa). Consequently,∑

i∈I w(i) ps(i) < 0 does not imply that the probability of obtaining an erroneous imple-
mentation in I is high: the negative value might occur because of one unlikely, but very
negatively weighted erroneous implementation. The expected weight of an arbitrarily
designed implementation in MODS is expressed by

∑
i∈MODS w(i) ps(i).

Although in most practical cases it suffices to consider the valuation as a, possibly infinite,
summation, it is more abstract and general to rewrite (6.13) and (6.14) as measure-
theoretic integrals [Bri93], which also encompass continuous domains of implementations.
Consider a probability measure Ps on sets of implementations I ⊆ MODS defined by

Ps(I) =def Pr{i ∈ I} (6.15)

then, under sufficient assumptions of neatness of the underlying sets (they should be Borel
[Bri93]), the valuation µ can be expressed as the measure-theoretic integral

µ(I) =def

∫
I

w(i) dPs (6.16)

We will not recapitulate measure theory using measure-theoretic integrals, but refer to
introductory textbooks such as [KT66] instead.

6.6 Comparing test suites

A method for comparing the quality of test suites is needed in order to select the best
test suite for a given conformance testing problem. A comparison of test suites can
be made if a quantitative measure can be assigned to each test suite. Such a measure
should quantify the ability of a test suite to reject nonconforming implementations and
to accept conforming ones, and it should take into account the probability of occurrence
of implementations (a test suite that detects errors which are very likely to occur has
higher quality), the weight of implementations (a test suite that detects a nonconforming
implementation with very severe errors, i.e., with very negative weight, has higher quality),
and the probability that an erroneous implementation indeed will be detected (a test suite
that rejects an erroneous implementation with higher probability has higher quality).

Soundness and exhaustiveness

The probability of occurrence of implementations was expressed by the probability mea-
sure Ps on sets of implementations (equation (6.15) in section 6.5), and the probability
that an implementation i yields the verdict pass with test suite T was expressed by the
probability measure P T,i

v (equations (6.9) and (6.10) in section 6.4). We can integrate
these measures to obtain a probability measure on MODS × {pass, fail}:

πT (I, V ) =def

∫
I

∫
V

dP T,i
v dPs (6.17)
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πT (I, V ) expresses the probability that an implementation i ∈ I ⊆ MODS occurs as the
result of implementing specification s, and that i, when tested with T , yields a verdict in
V ⊆ {pass, fail}. Note that the integrals cannot be interchanged, since the inner integral
depends on i ∈ I. Taking also the weight of implementations (section 6.5) into account
we obtain analogously the valuation measure λ:

λT (I, V ) =def

∫
I

∫
V

w(i) dP T,i
v dPs (6.18)

Given a test suite T and a specification s, the valuation λ assigns a value to each pair of
I ⊆ MODS and V ⊆ {pass, fail}. The measure λT (I, V ) quantifies the aggregate ability
of test suite T to detect implementations in I that may occur as the result of implementing
s that, when tested with T , yield a verdict in V . Of course, the interesting values of λ
are the combinations of conforming and nonconforming implementations (denoted by the
sets Is and Is, respectively, see section 2.1.1) with the verdicts pass and fail:

V = {pass} V = {fail}
I = Is λT (Is, {pass}) λT (Is, {fail})
I = Is λT (Is, {pass}) λT (Is, {fail})

For a good test suite, i.e., one with a large ability to reject nonconforming implementations
and to accept conforming ones, the values λT (Is, {pass}) and λT (Is, {fail}) are optimized,
or, equivalently, the values λT (Is, {fail}) and λT (Is, {pass}) are minimized.

We define two measures on test suites, soundness snd, quantifying the ability to accept
conforming implementations, and exhaustiveness exh, quantifying the ability to reject
nonconforming implementations, by normalisation of the valuation λ with respect to all
conforming implementations, and all nonconforming implementations, respectively.

The soundness of test suite T with respect to Is ⊆ MODS and weight assignment w is

snd(T ) =def
λT (Is, {pass})

λT (Is, {pass, fail}) (6.19)

Similarly, the exhaustiveness of test suite T with respect to Is and w is

exh(T ) =def
λT (Is, {fail})

λT (Is, {pass, fail})
(6.20)

Of course, the definitions snd(T ) and exh(T ) are only valid if λT (Is, {pass, fail}) 6= 0 and
λT (Is, {pass, fail}) 6= 0, but these requirements are easily satisfied, since they correspond
to the existence of conforming and nonconforming implementations, respectively. If they
would not exist, there were no need for testing in the first place.

The measures snd(T ) and exh(T ) can be seen as probabilistic extensions of the (binary)
soundness and exhaustiveness conditions imposed by equations (2.9) and (2.10), respec-
tively. To interpret equations (2.9) and (2.10)) as instances of the probabilistic measures
snd(T ) and exh(T ) it has to be known what it means for an implementation to pass, or
fail, a test suite (according to equations (2.5) and (2.6)) in the probabilistic setting. The
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obvious interpretation is that i passes T holds if every implementation should, without
a doubt, pass T , i.e,

i passes T iff P T,i
v ({pass}) = 1 (6.21)

Consequently, the interpretation of i fails T is that every implementation that has a
non-zero probability to fail T will be rejected by T , i.e.,

i fails T iff P T,i
v ({pass}) < 1 (6.22)

Under these conditions equations (2.9) and (2.10) and the measures snd(T ) and exh(T )
can be linked.

Proposition 6.6 Let T be a test suite, then

1. 0 ≤ snd(T ) ≤ 1

2. 0 ≤ exh(T ) ≤ 1

3. T is sound following equation (2.9) if and only if snd(T ) = 1

4. T is exhaustive following equation (2.10) if and only if exh(T ) = 1

5. T is complete if and only if snd(T ) = 1 and exh(T ) = 1

�

Proof

1. Immediately by equations (6.12), (6.18) and (6.19).

2. Immediately by equations (6.12), (6.18) and equation (6.20).

3. Using straightforward calculus it follows

snd(T ) = 1 iff λT (Is, {pass}) = λT (Is, {pass, fail}) iff λT (Is, {fail}) = 0

i.e., the probability that a correct implementation fails test suite T equals 0, so the
probability to pass it equals 1, and hence using equation (6.21) it follows that T is
sound according to equation (2.9).

4. Using straightforward calculus it follows

exh(T ) = 1 iff λT (Is, {fail}) = λT (Is, {pass, fail}) iff λT (Is, {pass}) = 0

i.e., the probability that an incorrect implementation passes test suite T equals 0,
so using equation (6.22) it follows that T is exhaustive according to equation (2.10).

5. Immediately from proposition 6.6.3 and 6.6.4.
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�

As noticed in section 6.5 it mostly suffices to consider summations instead of integrals.
Let pT,iv be the density function corresponding to P T,i

v , i.e., pT,iv (w) = P T,i
v ({w}), then we

can use

λT (I, V ) =
∑
i∈I

∑
v∈V

w(i) pT,iv (v) ps(i) (6.23)

Comparison

In the approach of [ISO96] test suites are compared using a coverage function cov :
P(TESTS )→ [0, 1] that satisfies the following minimal requirement:

PT1 ⊇ PT2 =⇒ cov(T1) ≤ cov(T2) (6.24)

The function cov expresses the extent to which sound test suites are exhaustive: if
cov(T ) = 0 then T is not able to recognise any of the incorrect implementations, and
if cov(T ) = 1 then T can recognise all incorrect implementations. In [ISO96] test suites
are trivially compared with their soundness: test suites which are not sound are simply
not considered, i.e., they are worse than any sound test suite. So, in fact, test suites are
ordered lexicographically with the pair 〈soundness, cov〉, where soundness can only take
two possible values, viz. sound or not.

The two measures snd (6.19) and exh (6.20) generalise the original definitions in (2.9)
and (2.10): soundness and exhaustiveness are not logical properties anymore, but they
are continuous measures on test suites with values between 0 and 1. Similar as above we
can now consider an ordering on pairs of the form

〈snd(T ), exh(T )〉 (6.25)

for comparing test suites. The rôle of exh(T) is analogous to the coverage function cov
above: it defines a measure of the extent to which a test suite is exhaustive. And indeed,
it can be shown that exh is a coverage satisfying (6.24), if the assumption that test suites
can always faithfully decide whether an implementation passed or failed a test suite (see
section 2.1) holds, i.e., if P T,i

v ({pass}) = 1 iff i ∈ PT and P T,i
v ({pass}) = 0 iff

i 6∈ PT . If this assumption does not hold then exh is not a coverage according to equation
(6.24) since there is always the risk to accept incorrect implementations, and it is difficult
to define one which satisfies (6.24).

There are many ways to compare test suites by ordering pairs of the form 〈snd(T ), exh(T )〉:
the lexicographical ordering, projections on one of the constituents, addition, vector ad-
dition or multiplication of both constituents, comparing the maxima or minima, etc. The
actual way of ordering the tuples (6.25) will depend on the application. In testing the
software of a nuclear power plant the exhaustiveness will be probably the most important:
not finding an error if there is one has much more disastrous consequences than finding
an error where there is none. If, on the other hand, testing is expensive, then detecting
errors where there are none is costly, and should be avoided: soundness will prevail.
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6.7 Concluding remarks

Conclusions

In this chapter a probabilistic refinement of [ISO96] with respect to the execution of tests
was discussed. In particular, the assumption that is usually made that every possible
outcome that can occur when executing tests against an implementation, will be observed
(as in e.g., [ISO96, DNH84, Tre92]) has been relaxed; it was assumed that outcomes can
occur with a certain probability distribution on the set of possible outcomes exec(t, i).
This induced a probability distribution on the acceptance or rejection of implementations
by test suites.

Furthermore, the notion of correctness has been extended by assigning weights to imple-
mentations in order to not only distinguish between correct and incorrect implementa-
tions, but also discriminate between different (correct or incorrect) ones by means of their
weight (e.g., with respect to the severeness of faults that they possess). Together with a
probability distribution on the occurrence of implementations which indicates the prob-
ability that a particular (set of) implementation(s) can occur as the result of building a
concrete implementation, a valuation on implementations has been obtained. Using such
valuations it has been shown that one can quantify the expected correctness value of (sets
of) implementations.

By having combined both the probability for a test suite to accept or reject implemen-
tations, and the valuation on implementations, normalised measures were obtained, that
quantify the extent to which a test suite is able to detect incorrect implementations (6.20),
and the extent to which a test suite is able accept correct implementations (6.19). Such
measures constitutes a framework that, when instantiated, can be used to compare, and
thus select, test suites with respect to their ability to detect most of the frequently oc-
curring implementations with the most severe errors, and accept most of the frequently
occurring correct systems.

Further work

In this chapter only one of the assumptions underlying [ISO96] is relaxed. However,
[ISO96] states many more (implicit or explicit) assumptions, as stated in section 2.1,
such as the test assumption, the assumption that test cases are correctly implemented,
and the assumption that the function exec correctly models the process of concrete test
execution. Similar as has been done in this chapter, one can investigate the consequences
for the framework defined in [ISO96] when these assumption are relaxed, too.

As is indicated in [Bri93, BDD+92] the valuation on implementations (section 6.5) may
be obtained by classifying implementations with respect to a (finite) set of faults or fault
models that implementations may possess. In this way the set of implementations MODS
is partitioned into classes, such that each class contains all implementations possessing
a specific combination of faults. By assigning weights to faults (e.g., by the methods
proposed by [ACV93, ZV97]), and assigning probabilities to the occurrence of faults,
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valuations over classes of implementations can be obtained in a similar way as [Bri93,
Tre92]. It needs to be studied how such a partitioning over faults can be used to obtain
realistic valuations on implementations.

The applicability of statistical techniques in the current probabilistic extension needs to
be investigated. Often the exact distribution with which implementations pass or fail
a test is not known a priori because some characteristic parameters of the distribution
are not known. In order to estimate the (partially) unknown distribution a sample of the
phenomenon under study is taken, and this is used to estimate the unknown parameter(s).
Also, the integration of the theory of testing statistical hypotheses such as the acceptance
or rejection of the null-hypothesis

H0 : the system under test is incorrect

and the alternative hypothesis

H1 : the system under test is correct

and the probabilistic interpretation of test runs as discussed in this chapter needs to be
explored, in order to ensure that a system is sufficiently tested before considered correct.

In the framework presented in this chapter a probability measure Pv is assumed on the
passing or failing of implementations when tests are executed. In the case probabilities
of implementations to pass or fail a test are explicitly specified, e.g., when specification
formalisms with probabilistic extensions are used such as [GSST90] this information can
be used to determine the measure Pv from the specification, e.g., using the work on prob-
abilistic testing of [Chr90, CSZ92]. By performing test experiments on implementations
estimations of the probability to pass or fail a test by these implementations can be ob-
tained, and compared with the probabilities obtained from the specification. Based on
this comparison, which is often done using statistical techniques, implementations can be
rejected if their probability to pass a test differs ‘too much’ from the probability that is
prescribed by the implementation. This, however, has to be worked out yet.

In this chapter a method is described to obtain a coverage measure before actually exe-
cuting any test at all. That is, the measures soundness (6.19) and exhaustiveness (6.20)
can be obtained a priori to the actual test execution process (under the assumption that
all relevant parameters, such as distributions Ps and P i,T

v are known in advance). How-
ever, one can also measure the assessed soundness (or exhaustiveness) that is obtained
after really having executed test suite T . Such measures are called the a posteriori mea-
sures. The relation between these two measures has to be investigated, in order to decide
whether or not to reject an implementation if the assessed measures are not sufficiently
close to the a priori values.



Chapter 7

Application

In this chapter we discuss the experiences gained in conducting a simple test-
ing experiment. The goal of this experiment is to apply the abstract, formal
testing framework ‘Formal Methods in Conformance Testing’ [ISO96] that is
briefly discussed in section 2.1 by instantiating this framework with the test-
ing theory for (multi-)input/output transition systems, and to show viability
of such testing theories in realistic situations. The experiment consists of test-
ing a simple conferencing protocol entity. A formal description of the system
under test (SUT) is made from which tests are systematically generated using
an algorithm that is inspired by algorithm Π (see figure 4.2). This algorithm
is able to generate tests from the specified behaviour of the IUT with respect to
implementation relation iocoF (see definition 2.19). The tests that are gener-
ated are represented in a format that is close to the standardised test notation
TTCN [ISO91, part 3]. Some aspects that are related to the execution of these
tests are discussed.

7.1 Introduction

Conformance testing involves assessing the correctness of a concrete protocol implemen-
tation with respect to its specified behaviour by means of testing the implementation.
The emerging international standard ‘Formal Methods in Conformance Testing’ (FMCT)
[ISO96] (section 2.1) defines a framework on how to perform conformance testing in case
the specification is described by means of formal techniques. This framework is defined
at a high level of abstraction, e.g., it abstracts from specific test generation algorithms,
even from a specific formal description technique. FMCT defines terminology, abstract
concepts, and minimal requirements on, and relations between these concepts, such as con-
formance, testing, test generation, etc. Hence, use of the framework requires instantiating
these concepts with specific choices for the formal description technique, for the universe
of implementations, for a specific notion of conformance, for test generation algorithms,
etc., while demonstrating the requirements on, and the relations between them.

The goal of this chapter is to show the viability and feasibility of the FMCT framework by
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conducting a concrete experiment with a simple, example protocol, and to demonstrate
the viability of formal test generation based on (M)IOTS. This experiment will show how
the abstract concepts defined in FMCT (e.g., test context, points of control and obser-
vation, abstract test case) can be instantiated with concrete concepts (e.g., programming
interface, executable test case), and how test generation and test execution is done for
implementations that are modelled as a special class of MIOTS, i.e., IOTS.

In the experiment tests are generated for implementations of a simple conferencing pro-
tocol entity from a formal description of such an entity in Lotos [ISO89b]. The protocol
implementations originate from a course in Protocol Implementation [FP95] that is given
at the University of Twente. In this course, groups of students build their implementa-
tions, independently, from an informal specification of the protocol. The implementations
run in a Unix-compatible environment, and they communicate with each other over UDP,
one of the protocols in the TCP/IP protocol suite [Com91]. In order to test these imple-
mentations they are embedded in the distributed single layer test architecture [ISO91].
We use the Lotos simulator Smile [Eer95] to generate abstract test cases from a formal
specification of the protocol in a systematic way, following the algorithm presented in
[BHT97]. The derived test cases are interpreted and executed against the implementa-
tions by a test environment, thereby giving an indication about the correctness of the
implementations with respect to these tests.

This chapter is organised as follows. Section 7.2 introduces the example conference proto-
col, while some implementation details of the protocol entities are described in section 7.3.
The test architecture used for testing conference protocol implementations is elaborated
in section 7.4, after which test generation is discussed in section 7.5. Section 7.6 briefly
discusses aspects that relate to the execution of tests. Finally, some concluding remarks
are given in section 6.7.

7.2 The conference protocol

This section presents the example protocol: the conference protocol [FP95]. The service
provided by this protocol, the conference service (section 7.2.1), the protocol data units,
the underlying service used by the protocol, the behaviour of the protocol entities (sec-
tion 7.2.2), and the formalisation of the protocol in Lotos (section 7.2.3) are all briefly
discussed.

7.2.1 Conference service

The conference service provides a multicast service, resembling a ‘chatbox’, to users par-
ticipating in a conference. A conference is a group of users that can exchange messages.
Every user in a conference can send messages to all other conference partners participat-
ing in that conference, and it can receive messages from every other participant. The
participants in a conference can change dynamically, as the conference service allows its
users to join and leave a conference. Different conferences can exist at the same time, but
each user can only participate in at most one conference at a time.
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The conference service has the following service primitives (C-SPs), which can be per-
formed at the conference service access points (C-SAPs):

• join: a user joins a named conference and defines its user title in this conference;
the user title identifies a user in a conference;

• datareq : a user sends a message to all other users participating in the conference;

• dataind : a user receives a message from another user participating in the conference;

• leave: a user leaves the conference; since a user can only participate in one conference
at a time, there is no need to identify the conference in this primitive.

The service primitives join and leave are used for conference control. The service primitives
datareq and dataind are used for data transfer. Initially, a user is only allowed to perform
a join to a conference. After this, the user is allowed to send messages, by performing
datareq’s, or to receive messages, by performing dataind’s. In order to stop its participation
in the conference, a user issues a leave at any time after it has issued a join.

Data transfer is multicast, which means each datareq causes corresponding dataind’s in all
other participants in the conference, i.e., all other users who have performed a join to the
conference the sending user belongs to, and have not performed a leave after that. Data
transfer in the conference service is not reliable: messages may get lost, but they never
get corrupted; corrupted messages are discarded. Also, in-sequence delivery of messages
is not guaranteed.

Figure 7.1(a) denotes the joining to a conference by userA, and figure 7.1(b) denotes the
sending of a message issued by userC to userA and userB.

join

(a)

userA userB userC

datareq

(b)

userA userB userC

dataind dataind

Figure 7.1: The conference service

7.2.2 Conference protocol

Protocol data units

The conference protocol entities (CPEs) are responsible for providing the conference ser-
vice. They do this by exchanging protocol data units (PDUs) via an underlying service.
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The following PDUs are used by the CPEs:

• join-PDU : informs all other protocol entities that are already in the conference that
the sending protocol entity has joined. This is done by sending this PDU to the
set of all potential conference partners, which is established during initialisation. A
user title and a conference name are conveyed in this PDU;

• answer-PDU : answers a protocol entity that has sent a join-PDU. It is sent by all
entities that are already in the conference in order to identify themselves as being
a conference partner. This PDU contains the user title of the answering protocol
entity;

• data-PDU : contains a message to be delivered to the other conference participants
than the sending user;

• leave-PDU : informs the other conference participants that a certain participant has
left the conference.

Figure 7.2 depicts the encoding of PDUs in octetsctrings.

join PDU type user title conference identifier
00000001 10 octets 10 octets

answer PDU type conference identifieruser title

data PDU type length data

leave PDU type user title conference identifier

00000011 10 octets 10 octets

max 255 octets1 octet00000100

10 octets10 octets00000010

Figure 7.2: Format of PDUs

The underlying service

The underlying service, via which the CPEs communicate with each other, is the con-
nectionless service provided by UDP (User Datagram Protocol, [Com91]). UDP provides
a connectionless, unreliable service: messages may get lost and may be delivered out of
sequence, but they never get corrupted, nor are they misdelivered. The service primitives
of the connectionless service provided by UDP can be modelled as:

• udp dreq (destination address, data): a user sends data to another user;

• udp dind (source address, data): a user receives data from another user.

Since the udp dind primitive carries the source address, there is no need to include this
information in the data-PDU.
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Conference protocol behaviour

The behaviour of the conference protocol entities is presented in the sequel by considering
normal operation and error situations separately.

Normal behaviour

The CPEs are responsible for the administration of their conference partners, and for the
transfer of data between conference partners. Each CPE is equipped with a set of poten-
tial conference partners, called the configuration set , which is established during global
initialisation. Such a set consists of a list of C-SAP addresses and their corresponding
UDP service access points (U-SAP addresses), and it makes it possible for a CPE to reach
all its peer CPEs.

Each CPE has a set of conference partners, which keeps track of the peer CPEs partici-
pating in the same conference. This set consists of a set of pairs, each pair consisting of
a U-SAP address and a user title. Initially, when the CPE starts its operation, this set is
empty.

The normal behaviour of a CPE is defined in terms of simple (informal) rules as follows
[FP95]:

1. each CPE that performs a join primitive sends join-PDUs to all addresses in the
configuration set. The join-PDU contains the user title and the conference identifier
established in the join primitive;

2. a CPE that receives a join-PDU and is engaged in the conference identified in this
join-PDU sends an answer-PDU to the source of the join-PDU, and includes the
CPE that sent the join-PDU in its set of conference partners. The answer-PDU
contains the user title of the user attached to the answering CPE;

3. a CPE that receives a join-PDU and is not engaged in the conference identified in
this join-PDU ignores the join-PDU;

4. a CPE that receives an answer-PDU includes the address and the user title of this
answer-PDU in its set of conference partners;

5. a CPE that performs a datareq sends the message of this datareq to all addresses in
the set of conference partners;

6. a CPE that receives a data-PDU delivers the message contained in this data-PDU
to its user by executing a dataind. The user title parameter of the dataind is ob-
tained by translating the udp dind source address to the user title according to the
information contained in the set of conference partners;

7. a CPE that performs a leave sends a leave-PDU to all CPEs in its set of conference
partners and clears this set;

8. a CPE that receives a leave-PDU removes the source address and the user title of
the leave-PDU from the set of conference partners.
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Error situations

The rules given before consider only normal behaviour. However, PDUs sent using the
service provided by UDP may get lost. For example, in case a join-PDU, sent by CPE1 to
CPE2, gets lost, CPE2 does not know that CPE1 has joined the conference. This implies
that messages sent by one of these CPEs will never reach the other. In case an answer-
PDU gets lost, the joining CPE does not know about the existence of the answering CPE,
while the answering CPE has the joining CPE in its set of conference partners, causing
loss of synchronisation.

Protocol functions could be defined in order to compensate for PDU loss. We have decided
to define protocol functions only to compensate for the loss of answer-PDUs. In case an
answer-PDU is lost, it is possible that a data-PDU arrives at a U-SAP that does not
belong to the set of conference partners of a CPE. Therefore we compensate the loss of an
answer-PDU by sending a join-PDU to the source CPE of a data-PDU in case this source
U-SAP does not belong to the set of conference partners. In case an answer-PDU arrives
for this join-PDU, the set of conference partners can be updated and synchronisation is
achieved.

Figure 7.3(a) shows the behaviour of a protocol entity in case userA wants to join the
conference in which userB and userC already participate; userA sends join-PDUs to both
userB and userC, who subsequently reply with an answer-PDU. Figure 7.3(b) shows the
PDUs involved when userC sends a message to its conference participants. The instance
of protocol behaviour depicted in figure 7.3 conforms to the instance of service behaviour
depicted in figure 7.1. Note that it is yet to be proved that the conference protocol,
defined as the composition of the conference protocol entities and the underlying service
provided by UDP, indeed implements the conference service.

join

(a)

userA userB userC

datareq

(b)

userA userB userC

dataind dataind

data

PDU

data

PDU

data

PDU

PDU

answeranswer

PDU
join
PDU

Figure 7.3: The conference protocol

7.2.3 Lotos specification

The conference protocol was modelled in Lotos [ISO89b, BB87] to serve as the basis
for test generation in section 7.5. This section only gives the high-level structure of the
specification; the complete specification can be found in [Ter96].
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Specification structure

In the conference protocol specification the service boundaries are modelled by Lotos

gates: gate c represents the conference service boundary, and gate u represents the UDP
service boundary. Values of sort CAddress and UDPAddress are used at gates c and u to
denote specific conference user addresses (C-SAPs) and UDP addresses (U-SAPs), respec-
tively. These sorts are defined in the abstract data type (ADT) part of the specification.
The ADT part also defines data types for configuration sets and conference-partner sets.

The high-level structure of the LOTOS specification is as follows:

specification ConferenceProtocol[c] (ConfSet:AddressPairSet) : noexit :=
hide u in
CProtocolEntities[c,u](ConfSet)
|[u]|
UDPService[u]

where
process CProtocolEntities[c,u] (ConfSet:AddressPairSet) : noexit :=

choice p:AddressPair []
[p IsIn ConfSet] -> i;
( CProtocolEntities[c,u](Remove(p,ConfSet))
|||
CProtocolEntity[c,u](Caddr(p),UDPaddr(p))

)
endproc (* CProtocolEntities *)

endspec (* ConferenceProtocol *)

Specification ConferenceProtocol represents the conference protocol, which consists of
an arbitrary, finite number of CPEs (process CProtocolEntities) and the connectionless
service provided by UDP (process UDPService). The number of CPEs in the Lotos

specification is determined by the number of addresses contained in ConfSet. The internal
event i has been introduced in process ConferenceProtocol for simulation purposes, in
order to avoid unguarded behaviours with infinite branching.

Underlying service

The connectionless, unreliable service provided by UDP is described by process
UDPService. Both the delay between sending and receiving of PDUs and the loss of
PDUs is modelled by an internal event.

process UDPService[u] : noexit :=
u ?addr:UDPAddress ?sp:UDPsp [IsDataReq(sp)];
( i;

( u !DestOf(sp) !udp_dind(addr,PduOf(sp));
stop
||| UDPService[u]

)
[] i; UDPService[u]

)
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endproc (* UDPService *)

Structure of a CPE

A CPE is specified in a constraint-oriented style in process CProtocolEntity [VSSB91].
The upper and lower local constraints are described in the processes UpperLSI and
LowerLSI, respectively. The remote constraints are described in process
CProtocolFunctions:

process CProtocolEntity[c,u](myCaddr,myUDPaddr) : noexit :=
let RecvQ:RecvQ = empty,

SendQ:SendQ = empty
in (UpperLSI[c](myCaddr)

|||
LowerLSI[u](myUDPaddr)
)

|| CProtocolFunctions[c,u] (myCaddr,myUDPaddr,RecvQ,SendQ)
endproc

sending

queue queue

receiving

UpperLSI[c]

LowerLSI[u]

u!UDPaddr

c!Caddr|[c]|

|[u]|

CProtocolFunctions[c,u]

Figure 7.4: Structure of process CProtocolEntity

Figure7.4 shows the structure of process CProtocolEntity; it shows two queues, the
sending queue and receiving queue. For practical reasons we require that PDUs are
processed in the same order as they have been received. The purpose of the queues is
to keep a certain first-in-first-out (FIFO) order in processing SPs and in processing the
related data.

7.3 Implementation aspects of the CPE

This section discusses some implementation aspects of the CPE that influenced the con-
crete application of the formal conformance testing theory in this thesis. These imple-
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mentation aspects reveal details and intricacies related to the implementation platform
on which the CPE was built, the configuration of the CPEs, the structure of operating
system processes used, and the concrete interfaces between the CPE and its environment.
This section also discusses the correspondence between the abstract events of the confer-
ence protocol specification in Lotos and the concrete implementation constructs of the
CPE implementation.

7.3.1 Implementation platform and structure

The conference protocol considered in this paper was implemented on Sun Sparc work-
stations using a Unix-like operating system, and it was programmed using the Ansi-C

programming language.

The users of the conference service are expected to be humans. This implies that a
CPE implementation (our future IUT) interacts with a user interface when in operation
(figure 7.5). This user interface can run in a different, or in the same process as the
bare CPE implementation. In the former case the processes running the CPE and the
user interface have to communicate using inter-process communication mechanisms; in
the latter case direct procedure calls could be used for communication. It was decided to
implement the CPE and the user interface as separate Unix processes.

CPE

C-SAP

U-SAP

user interface

Figure 7.5: CPE with user interface

7.3.2 Configuration of the protocol entities

Each CPE must contain a configuration set , which enables this protocol entity to reach
its peer entities. The configuration set has to be initialised at the beginning of the CPE
operation. A CPE implementation initialises its configuration set by reading an ASCII-
file with a specific format, called the configuration file. This file contains the information
necessary for setting up the configuration set.

The configuration file consists of a set of lines, one per CPE, where each line contains
the conference service access point (C-SAP) identifier of the CPE, the host name of the
computer system in which the CPE resides and the port number to which the CPE is
attached. Each CPE also checks the consistency of the configuration file by searching and
checking its own C-SAP identifier, host name, and port number in this file.

An example of configuration file is the following:



134 CHAPTER 7. APPLICATION

1 dracula 1025
2 dracula 1026
3 terminator 1025
4 terminator 1026

This example considers four CPE implementations, two running in host dracula, and two
running in terminator. CPE implementations running in a single host are distinguished
in this example by their different port numbers (1025 or 1026).

7.3.3 Concrete interface between CPE and user interface

The conference service interface, i.e., the interface with the user in figure 7.5, has been
implemented using pipes. A pipe is a uni-directional1 communication mechanism that
supports stream-oriented message exchange between processes. This means that messages
sent through a pipe are delivered in order and never get lost. Bi-directional communication
is achieved by a pair of pipes.

A pipe is created by using the pipe system call. System calls read and write enable one to
receive data from, and send data to pipes, respectively. When the data transfer using a
pipe is finished, the processes using this pipe have to close it using the close system call.

Read and write system calls can be either blocking or non-blocking. In case a read is
blocking and the pipe is empty, read waits until something can be read; in the meantime
it blocks the execution of the reading process. When read is non-blocking and the pipe
is empty, nothing is read and the reading process continues execution. A blocking write
blocks the writing process when the pipe is full. When write is non-blocking and the pipe
is full, the write results in an error and the writing process continues execution.

The conference-service service primitives (C-SPs) join, leave, and datareq are implemented
in the CPE using the read system call. The dataind C-SP is implemented using the write
system call.

Because different types of C-SPs with different parameters are used, the CPE must be
able to distinguish between the different C-SPs. The CPE deals with C-SP diversity by
making use of so-called interface data units (IDUs), also used in OSI terminology [ISO84].
An IDU consists of an interface control information (ICI) part and a service data unit
(SDU) part. The ICI contains the SP type and other parameters (such as user title,
conference identifier, or the message that is transferred), while the SDU contains the
user data. This has been implemented by defining a data structure, which is cast on the
octetstrings that are exchanged with read and write. It was also decided that this data
structure has a fixed size, and that the read and write system calls are blocking. These
implementation decisions simplified considerably the programming of the interface, and
facilitated the testing of the implementation.

The pipe and close system calls do not have any corresponding service primitive in the
conference service, since initialisation is not explicitly defined in our model.

1This seems to be the most general definition of a pipe [Roc85]. However, we noticed that pipes in the
Solaris operating system are actually bi-directional. By considering and using pipes as uni-directional
communication means we hope to achieve portability.
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7.3.4 Concrete interface between a CPE and UDP

A CPE communicates with other CPEs through the service provided by UDP. This means
that the CPE implementation has to interact locally with the UDP implementation.
It was decided to interface with the UDP implementations through sockets. A socket
is an abstraction that allows the generalisation of the Unix file access mechanism for
interfacing with different protocols (connection-oriented, connectionless), while having
different alternative roles (calling or called users).

A UDP address consists of an IP address of the host computer system and a port number.
In Internet terms, a UDP port in a host identifies an application process, i.e., a process of
the operating system in that host.

In order to interface to UDP, a socket has to be created and bound to a local IP address
and a port number. A socket is created using the socket system call, which returns,
when successfully executed, a socket descriptor . When issuing a socket system call, the
application process has to inform which protocol is going to be used. Different protocol
families are supported, such as TCP/IP, Xerox and Appletalk. A socket descriptor is
simply an integer value that allows an application process to refer to the socket. A socket
is bound to an IP address and a port number using the bind system call. After being
created and bound, a socket can be used for data transfer using UDP.

The system calls normally used for sending messages using UDP are sendto and sendmsg.
The system calls normally used for receiving messages using UDP are recvfrom and
recvmsg. Similarly to the system calls read and write, the system calls sendto, sendmsg,
recvfrom, and recvmsg can be blocking or non-blocking. In our implementation the block-
ing versions of the system calls sendto and recvfrom were used.

When the data transfer operations using the socket are finished, e.g., when the application
process is about to exit, this process is expected to close the socket using the close system
call.

Since creation, initialisation and shutdown of sockets is not explicitly defined in the con-
ference protocol, the socket, bind, and close system calls do not have corresponding ser-
vice primitives in our model of the UDP connectionless service. The system call sendto
corresponds to the udp dreq service primitive. Analogously, the system call recvfrom
corresponds to the udp dind service primitive.

7.3.5 Lotos and concrete interfaces

Table 7.1 shows the correspondence between the events of the conference protocol spec-
ification in Lotos (section 7.2.3) and the implementation constructs of the conference
service concrete interface. In the conference protocol specification, the C-SAP is rep-
resented by gate c and address Caddr (c !Caddr). The CPE implementation uses two
pipes for the implementation of the C-SAP. Pipes Cin and Cout are used for receiving and
sending data, respectively. Parameter idu contains information on the service primitive
being executed, while parameter length defines the length (in octets) of this information.

Table 7.2 shows the correspondence between the events of the conference protocol speci-
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Lotos event implementation
c !Caddr ?join(user title, conf id) read(int Cin, char *idu, int length)
c !Caddr ?datareq(message) read(int Cin, char *idu, int length)
c !Caddr ?leave() read(int Cin, char *idu, int length)
c !Caddr !dataind(user title, mess) write(int Cout, char *idu, int length)

Table 7.1: Lotos events and conference service concrete interface

fication and the implementation constructs of the UDP service concrete interface. In the

Lotos event implementation
u !UDPaddr !udp dreq(dest addr, pdu) sendto(int sd, char *pdu, int length,

int flags,
struct sockaddr *dest addr,
int dest addr len)

u ?UDPaddr ?udp dind(src addr, pdu) recvfrom(int sd, char *pdu, int length,
int flags,
struct sockaddr *src addr,
int *src addr len)

Table 7.2: Lotos events and UDP service concrete interface

conference protocol specification, the U-SAP is represented by gate u and address UDPaddr
(u !UDPaddr). The implementation of the CPE uses a socket for the implementation of
the U-SAP, which is identified by socket descriptor sd. Parameters src addr and dest addr
of the udp dind and udp dreq SPs in the conference protocol specification correspond to
arguments src addr and dest addr of the recvfrom and sendto system calls in the CPE
implementation, respectively.

Argument pdu of the recvfrom and sendto system calls contain a PDU. Parameter length
of these system calls must be equal or larger than the maximum PDU length in octets (257
octets). Each PDU is implemented in a generic structure that can be casted back and forth
to characters for sending and receiving purposes. Since this is rather straightforward, we
refrain from discussing PDU implementation in this thesis and refer to [Ter96] for more
details.

7.4 Test architecture

Section 2.1.2 introduced the ingredients of a test architecture. This section instantiates
these concepts for the conference protocol, and by doing so, develops in this way a specific
test architecture for this protocol. This section subsequently discusses how the implemen-
tation under test (IUT), the test context, the implementation access points (IAPs) and
points of control and observation (PCOs) are implemented. This section also presents
a formal model of this system, referred to as the system under test (SUT). This formal
model is used in section 7.5 as the reference specification from which tests are derived.
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7.4.1 Test context

In order to be able to systematically generate tests with the purpose to validate whether
the behaviour of a conference protocol entity conforms to its specified behaviour, knowl-
edge concerning the environment in which the implementation is tested, i.e., the test
architecture, is essential. This requires a careful consideration of the possible ways the
tester communicates with the IUT.

The most desirable option is to test conference protocol entities in isolation, i.e., to di-
rectly attach the tester to the implementation access points of the IUT. In this ideal test
architecture the IAPs and PCOs coincide, and the tester is able to directly interact with
the IUT (figure 7.6).

CPE

IAP = PCO

IAP = PCO

tester

U-SAP

C-SAP

Figure 7.6: Ideal test architecture

Although direct interaction between the tester and the implementation under test is
desirable, the ideal test architecture is difficult to realise in case a CPE implementation
is tested. The reason for that is that U-SAP of the IUT is implemented using the socket
communication mechanism, which prevents direct access at this U-SAP. When a tester
wants to interact directly with the IUT via the U-SAP, that tester should intercept all
communication from the IUT that would normally be processed by the underlying UDP
layer. In this case the tester itself must emulate the underlying UDP layer. This would
greatly increase the complexity of the tester itself, and is therefore not considered a
realistic approach.

Another option is to adjust the IUT in such a way that other interprocess communication
mechanisms can be used, so that the emulation of UDP can be omitted. This also poses
difficulties. Amongst others, it requires knowledge of, and access to, the source code of
the IUT. The drawback of this approach is that IUTs have to be modified, so that they
are not treated as black boxes. Moreover, such modifications may change the observable
behaviour of the IUT. This makes adjustment of interprocess communication mechanisms
of IUTs an undesirable option.

A more realistic approach is to access the U-SAP of the implementation via the UDP layer.
Now, all communication between the U-SAP of the IUT and the tester runs through the
UDP layer. In ISO terminology such an architecture is called the Distributed Single Layer
Testing Architecture [ISO91] (figure 7.7).

To facilitate testing of CPE implementations we require that the tester and the IUT reside
on the same host machine. Consequently, messages exchanged between the tester and the
IUT do not have to travel through the protocol layers below IP but ‘bounce back’ at
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Figure 7.7: Distributed Single Layer test architecture

IP. We assume that in this situation communication between the tester and the IUT is
reliable and that messages are delivered in sequence.

Summerising, the SUT, i.e., the system that is really tested, consists of the conference
protocol entity (CPE) together with the UDP service provider. Since practical constraints
prevent the direct access of a CPE implementation, the best one can do is to check
whether the SUT (i.e., the CPE together with the underlying UDP layer) conforms to
the specified behaviour of the CPE entity embedded in an identical environment. As
indicated in section 7.3, the interface between the CPE and the UDP layer (U-SAP) is
implemented by means of sockets, and the interface between the CPE and the tester (C-
SAP) is implemented by means of pipes. In section 7.4.2 sockets and pipes are formally
modelled, and a formal model of the SUT is constructed.

7.4.2 A formal model of the SUT

In order to generate tests for the SUT, the required behaviour of the SUT has to be
modelled in some formalism. Since one of its components (i.c. the CPE) has already
been modelled in Lotos, we choose to model the whole SUT as a Lotos process. This
section discusses the formal representation of IAPs and PCOs (implemented by pipes and
sockets). Together with a formal model of the test context (i.e., UDP), and a formal
model of the CPE, we obtain a formal description of the SUT that can be used as the
basis to generate tests from.

Formally modelling UDP As a consequence of placing the tester and the SUT on the
same host, we assume that UDP is reliable and delivers messages in sequence, in contrast
with the unreliable service described by process UDPService (section 7.2). So we model
the UDP service simply by a pair of queues.

Interface between C-SAP and tester The PCO between the C-SAP and the tester
is implemented by means of pipes, like the interface with the user interface process. A
pipe essentially behaves like a bounded first-in/first-out (FIFO) buffer: messages are
placed in the pipe by the sending process, and these messages are extracted from the
pipe by the receiving process in the same order. Bi-directional communication between
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processes is established by opening two pipes; one is used to send messages to its peer
process, the other one is used to receive messages from its peer process. A pipe is formally
modelled in Lotos by an infinite FIFO buffer under the assumption that the pipe is never
‘overloaded’, i.e. write blocking does not occur.

Interface between U-SAP and tester The U-SAP and the interaction point between
the UDP service provider and the tester are implemented by means of the datagram socket
mechanism. Sockets essentially behave just like a pair of pipes, i.e., as bounded FIFO
queues. Under the assumption that write-blocking does not occur sockets are modelled
in Lotos as infinite FIFO buffers.

All components of the test architecture have now been instantiated, and modelled. The
IUT is taken as a CPE, and modelled in Lotos. The test context is instantiated by a
reliable version of UDP, and modelled by the Lotos process Reliable UDP. The IAPs
and PCOs are instantiated by pipes and sockets, and modelled in Lotos by unbounded
queues. This results in a formal model of the SUT, that is described in Lotos as follows:

process SystemUnderTest [UTin, UTout,
LTin, LTout] : noexit :=

hide Xin, Yin, Xout Yout in
UpperTestContext[UTin, Xin, UTout, Xout]
|[Xin, Xout]|
ConferenceProtocolEntity[Xin, Xout,

Yin, Yout](cf1,udp1)
|[Yin,Yout]|
LowerTestContext[Yin, Yout, LTin, LTout]

endproc (* SystemUnderTest *)

Here, process UpperTestContext models the pipes used to communicate between the C-
SAP and the tester, and process LowerTestContext models the interface between the
U-SAP and the tester. A more detailed description of these processes can be found in
[Ter96].

In order to test the operational behaviour of an IUT, the tester must be able to emulate
participants involved in the same conference as the IUT, i.e., the parameter configuration
set of potential peer entities must be fixed. For simplicity, we fixed the number of ‘phan-
tom’ conference partners of the IUT to 2. Figure 7.8 visualises the SUT as it is used in
the remainder of this paper.

For simplicity, we optimised the SUT by replacing several consecutive unbounded queues
by a single unbounded queue. This evidently does not change the overall behaviour: they
all behave as a single unbounded queue.

Figure 7.8 shows that there is a clear distinction between input actions and output actions;
an action is either an input action to the SUT, or it is an output action. Table 7.3 denotes
the input actions and the output actions, together with the interaction gates at which
these actions can occur.

Furthermore, the SUT never refuses input actions; the unbounded queues are always
willing to accept another input. This suggests that implementations can be modelled
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Figure 7.8: System Under Test (SUT)

as (M)IOTS that they never refuse input actions. Although several geographically dis-
tributed interfaces can be recognised the testing experiment was carried out under the
assumption that the SUT behaves as IOTS: at the time of performing the experiment
the theory for MIOTS was still under development. In the next section we discuss test
generation for the conference protocol under the assumption that the SUT behaves as an
IOTS.

Input events Output events
SP gate SP gate
join,leave,datareq UTin!cf1 dataind UTout!cf1
udp dreq LTin!udp2, LTin!udp3 udp dind LTout!udp2, LTout!udp3

Table 7.3: Input events and output events of the SUT
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7.5 Test Generation

This section is about test generation for the conference protocol. Before discussing test
generation, we need to describe precisely how we instantiate the rest of the formal frame-
work of section 2.1. This will be done briefly in section 7.5.1. Then section 7.5.2 will
briefly recall tests, test execution, and a test generation algorithm for IOTS, and sec-
tion 7.5.3 will apply this algorithm to derive, manually, a test case from our example
specification of the SUT.

7.5.1 Instantiating the formal framework

The formal specification of the SUT was expressed in Lotos (see sections 7.2.3 and 7.4.2).
Since the semantics of Lotos expressions is fully expressed as a labelled transition system
we could say that our specification formalism is instantiated with the class of labelled
transition systems, i.e., in the terminology of section 2.1 we take SPECS = LTS(L),
where L contains the labels that are specified by Lotos description of the SUT.

The implementations that we consider are C-programs as described in section 7.3. Hence,
the class of implementations IMPS can be considered as the class of such C-programs. The
test assumption that we pose is that these C-programs behave as if they were labelled
transition systems, too. Moreover, whereas Lotos and transition systems only deal
with abstract actions in L, without detailing whether these are inputs or outputs, we
assume that these implementations do distinguish between input actions in LI and output
actions in LU , such that input actions are initiated by, and under control of a system’s
environment, and outputs are initiated by, and under control of a system itself (cf. the last
paragraph of section 7.4.2). Furthermore, we assume that models of implementations are
input-enabled, i.e., they can always perform any input in any state; this assumption seems
justified since the SUT communicates with the tester via media that can be modelled by
unbounded buffers (see section 7.4.2). Following definition 2.12 we model implementations
as input/output transition systems, i.e., we instantiate MODS = IOTS(LI , LU).

The next concept that needs instantiation is the implementation relation. Here, we choose
the relation iocoF ⊆ IOTS(LI , LU) × LTS(LI ∪ LU) (see definition 2.19) In section 7.5
we choose a specific F .

7.5.2 Test generation for iocoF

To tests implementations that are modelled as IOTS the abstract concepts of tests
(TESTS), observations (OBS) and test execution (exec) have to be instantiated. This sec-
tion discusses the instantiation of these concepts, and presents a test generation algorithm
that can generate tests from a transition system specification for such implementations.

As has been argued in section 4.5 it is not necessary to equip tests with the ability to
detect suspension of input actions since, by assumption, implementations that can be
modelled as IOTS cannot refuse any input that it supplied by the tester. Therefore,
similar to [Tre96b] the class of tests for IOTS implementations can be instantiated with
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a simplified version of the set TESTS({LU}, {LI}) (definition 4.1), i.e., one where no
input suspension labels are present. Such tests are called input/output tests , and they are
equipped with the label θ to observe deadlock (cf. definition 2.8).

Definition 7.1 An input/output test t over LI and LU is a finite, deterministic, labelled
transition system over LI ∪ LU ∪ {θ} such that

∀t′ ∈ der(t) : init(t′) = ∅ or init(t′) = {a} for some a ∈ LI or init(t′) = LU ∪ {θ}
with the requirement that

init(t′) = ∅ implies t′ = pass or t′ = fail

The set of all input/output tests over LI and LU is defined by IOTESTS(LU , LI). �

We instantiate the set of tests TESTS (section 2.1.2) with the class of input/output tests
over LU and LI , i.e., we take TESTS = IOTESTS(LU , LI). In the rest of this chapter an
input/output test is simply called a test.

A test run of a test case t ∈ IOTESTS(LU , LI) against implementation i ∈ IOTS(LI , LU)
consists of combining the two, and having them run in parallel (t e| i, cf. definition 2.16)
until they cannot proceed any further ( (t e| i) after σ deadlocks ). Similar as in the
case of MIOTS (see proposition 3.9) deadlock can only occur if t stops experimenting, in
which case t must end in either pass or fail. The sequence of actions which occurred until
this point, σ ∈ LI ∪ LU ∪ {θ}, is a test outcome. Because of possible nondeterminism in
the implementation, different test runs, and hence different test outcomes, are possible.
We collect all possible test outcomes into one observation. So, we instantiate OBS =
P((LI ∪ LU ∪ {θ})∗), and exec : TESTS ×MODS → OBS as

exec(t, i) =def {σ ∈ (LI ∪ LU ∪ {θ})∗ | (t ‖ i) after σ deadlocks }
The verdict assigned to an observation is determined by the labels of the final states of
the test case after the test runs:

verdt(O) = pass iff ∀σ ∈ O : t after σ is labelled pass

Now we have all ingredients to present the test generation algorithm for implementations
that behave as IOTS. We give the algorithm as it has been presented in [BHT97]. The
meaning of the variables S and F is similar as in algorithm Π (figure 4.2).

The test generation algorithm in figure 7.9 is more efficient than algorithm Π of figure
4.2: in the first fail-verdicts do not have to occur necessarily at the largest depth of a test
case, whereas in the latter this is always the case. However, the test algorithm of figure
7.9 is only proven correct for F ⊆ f-traces(s)∩ (L∪{LU})∗ whereas algorithm Π in figure
4.2 also allows failure traces in F that are not in f-traces(s).

We claim that, analogous to proposition 4.6, test suites that are generated by applying
the algorithm of figure 7.9 are sound with respect to iocoF for implementations that can
be modelled as IOTS, and the test suite consisting of all test cases that can be generated
with this algorithm, is exhaustive. The proof of this claim is given by a similar reasoning
as in the proof of proposition 4.6, and can be found in [Tre96b]. For brevity this reasoning
is omitted.
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Input: specification s ∈ LTS(LI ∪ LU)
Input: set of failure traces F ⊆ f-traces(s) ∩ (L ∪ {LU})∗
Output: test case ΠF ,S ∈ TESTS(LU , LI).

Initial value: S = {s0} after ε , where s0 is the initial state of s.

Apply one of the following non-deterministic choices recursively.

1. (* terminate the test case *)

ΠF ,S := pass

2. (* supply an input to the implementation *)
Take a ∈ LI such that F ′ 6= ∅, then

ΠF ,S := a; ΠF ′,S′

where F ′ = {σ | a·σ ∈ F} and S ′ = S after a

3. (* check the next output of the implementation *)

ΠF ,S := Σ{x; fail | x ∈ LU ∪ {θ}, x 6∈ out(S), ε ∈ F}
+Σ{x; pass | x ∈ LU ∪ {θ}, x 6∈ out(S), ε 6∈ F}
+Σ{x; ΠF ′x,S′x | x ∈ LU ∪ {θ}, x ∈ out(S)}

where F ′x = {σ | x·σ ∈ F} and S ′x = S after x

Figure 7.9: A test generation algorithm for IOTS implementations

7.5.3 Tests for the conference protocol

This section describes the systematic generation of abstract tests from the specification
of the system under test (SUT, see figure 7.8 in section 7.4.2). These tests will be able
to check whether a CPE at address cf1 with user title A, embedded in its context, is
capable of correctly joining a conference c (i.e., whether it correctly responds to the
action UTin!cf1!join(A,c)), and whether this CPE correctly ignores the reception of
join-PDUs of conferences in which it does not participate.

Check if the IUT correctly joins a conference

According to the informal description of the conference protocol in section 7.2.2 the IUT
should send a join-PDU to all its conference partners when it wants to join a conference.
When we try to derive a test case by manually applying the test case generation algorithm
of figure 7.9, using the Lotos simulator Smile [Eer95] to generate the sequences of
possible actions of the SUT, then we are overwhelmed by the complexity caused by the
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number of possible transitions, the number of states, etc. To reduce the size of the
automaton representing the SUT we can apply collorary 5.17 in section 5.4. By choosing
a selection process q that consists of UTin!cf1!join(A, c) we restrict test generation to
only these input actions. Since the only input action is UTin!cf1!join(A, c) itself (see
table 7.3) we choose q := UTin!cf1!join(A, c); stop. This expression could represent
a test purpose: it describes the purpose of the test we want to generate, viz. that we
want to restrict the behaviour of the SUT to the relevant part dealing with the action
UTin!cf1!join(A,c):

SystemUnderTest[UTin,UTout,LTin,LTout]
|[UTin,LTin]|
TestPurpose[UTin,LTin]

where
process TestPurpose[UTin,LTin] : noexit :=
UTin!cf1!join(A,c) ; stop

endproc

Simulation of this expression using the Lotos simulator Smile turns out to be feasible;
Smile generates a behaviour tree representing the possible sequences of actions that the
SUT can perform when UTin!cf1!join(A,c) is fed to the SUT. This tree is depicted in
figure 7.10; the meaning of the numbers is explained in table 7.4. Conform the convention
used in the former chapter output refusals, indicated by LU , are represented by dashed
self-loops. These refusals are added manually to states where no output actions and no
internal action can occur, since Smile is not capable to visualise these refusals.

(5) (6)

(1)

(2)

(3) (4)

(3)(4)

(4)

(6)

(5) (6)

(6) (5)

(5) (6)

(6) (5)

(3)

(5)

LU

LU LU LU LU LU LU

Figure 7.10: Simulation tree

The simulation tree depicted in figure 7.10 is the basis for applying the test generation
algorithm of figure 7.9. This algorithm is applied for F = {UTin!cf1!join(A, c)}. We
will not give the precise explanation of the operation of the algorithm (this is similar as
the operation of algorithm Π, see example 4.1). The resulting abstract test is depicted in
figure 7.11.
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(1) UTin!cf1!join(A,c)
(2) i(Xin)!cf1!join(A,c)
(3) i(Yout)!udp1!udp dreq(udp3,PDU(join,A,c))
(4) i(Yout)!udp1!udp dreq(udp2,PDU(join,A,c))
(5) LTout!udp3!udp dind(udp1,PDU(join,A,c))
(6) LTout!udp2!udp dind(udp1,PDU(join,A,c))

Table 7.4: Label abbreviations

(1)

(5) (6)

(6) (5)fail fail

OTHER

failfail

OTHER

fail fail

fail pass fail pass

WISE

WISE WISE
OTHER

OTHERWISE OTHERWISEθ

θ

θ

θ

θ

Figure 7.11: Abstract test case

To denote an abstract test in a language that is close to a TTCN-like language we adopt
some conventions. Actions that, when occur, result in a similar verdict can be grouped
into a single transition labelled OTHERWISE. The OTHERWISE-transition represents the ac-
tion that is taken when none of the alternatives apply, i.e., when the IUT produces another
output then the ones explicitly specified. To implement the detection of output suspen-
sion, timers are used: when the timer expires and no output has been produced, it is
assumed that the implementation cannot produce any output at all, i.e., the implementa-
tion suspends output. Figure 7.12 depicts the abstract test case in a TTCN-like notation
(cf. [ISO91, part 3]). The TIME OUT indicates the expiration of a timer and corresponds to
the observation of output suspension in the SUT by the tester, i.e., θ. Here, as in TTCN
successive events are indicated by an increasing level of indentation, and alternative events
are recognised by having the same level of indentation.

Informally, the test checks whether the tester receives, in arbitrary order, requests to join
conference c at LTout?udp2 and LTout?udp3 after the tester has send a join request to
the SUT at UTin!cf1. If the tester does not receive both requests the CPE is considered
erroneous, otherwise it is considered correct with respect to the execution of this test.

Since a Lotos-specification cannot specify absolute timing constraints, we can never
know when a message will not arrive at all, and when we simply have a very slow SUT.
Hence, theoretically, the TIME OUT-values should be infinite, but, of course, practically
this would not be acceptable. We leave the TIME OUT-values to the implementation and
execution of the abstract test case, which will be discussed in the next section.
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Check if IUT correctly joins a conference
UTin!cf1!join(A,c)
LTout?udp2?udp dreq(udp1,PDU(join,A,c))

LTout?udp3?udp dreq(udp1,PDU(join,A,c))
TIME OUT pass
OTHERWISE fail

TIME OUT fail
OTHERWISE fail

LTout?udp3?udp dreq(udp1,PDU(join,A,c))
LTout?udp2?udp dreq(udp1,PDU(join,A,c))
TIME OUT pass
OTHERWISE fail

TIME OUT fail
OTHERWISE fail

TIME OUT fail
OTHERWISE fail

Figure 7.12: Abstract test case in test notation

Check if the IUT ignores the reception of join-PDUs of unknown conferences

According to the third rule in ‘Normal behaviour’ of section 7.2.2 the IUT should ignore
any join-PDU that it receives if it is not engaged in the conference identified by this
PDU. To test for this situation we let the tester send a join-PDU with conference
identifier ja and user title B (i.e., LTin!udp2!udp datareq(udp1,PDU(join,B,ja))) to
the SUT immediately after the IUT has been put in its initial state, e.g., by resetting
the SUT. In that case the IUT has not yet joined any conference, and hence should
ignore any receiving join-PDU. Test generation in this case corresponds to
instantiating the test generation algorithm of figure 7.9 with parameter
F = {LTin!udp2!udp datareq(udp1, PDU(join, B, ja))}.
To isolate the relevant behaviour of the SUT from the Lotos specification with respect
to action LTin!udp2!udp datareq(udp1,PDU(join,B,ja)) collorary 5.17 in section 5.4
can be applied. Using the process LTin!udp2!udp datareq(udp1, PDU(join, B, ja)); stop
as the selection process the specification of the SUT projected on the selection process is
described as follows.

SystemUnderTest[UTin,UTout,LTin,LTout]
|[UTin,LTin]|
TestPurpose[UTin,LTin]

where
process TestPurpose[UTin,LTin] : noexit :=
LTin!udp2!udp_datareq(udp1,PDU(join,B,ja)) ; stop

endproc

This projected specification is used as the specification to generate tests from. Simulation
of this expression using the Lotos simulator Smile leads to the simulation tree depicted
in figure 7.13.
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LU

LTin !udp2 !udp datareq(udp1,PDU(join,B,ja))

LU

i(Yin) !udp1 !udp dataind(udp2,PDU(join,B,ja))

Figure 7.13: Simulation tree

It is immediately clear from figure 7.13 that the only allowed response of the SUT to
input LTin!udp2!udp datareq(udp1,PDU(J,B,ja)) is to keep silent: if the tester ob-
serves any output then apparently the IUT behaves incorrectly. When the test gener-
ation algorithm of figure 7.9 is applied to the projected specification of the SUT with
F = {LTin!udp2!udp datareq(udp1, PDU(join, B, ja))} then the abstract test case de-
picted in figure 7.14 is generated.

passfail

OTHERWISE θ

LTin!udp2!udp datareq(udp1,PDU(join,B,ja))

Figure 7.14: Abstract test case

Here, as was the case in the test case of figure 7.12, detection of output suspension
is implemented by a TIMEOUT. The OTHERWISE-transition denotes any other alternative
action that is taken before the timer that generates the timeout expires. In the TTCN-
like notation that is used in figure 7.12 the test case can be described as in figure 7.15.

Check if IUT ignores the reception of join-PDUs
of unknown conferences
LTin!udp2!udp datareq(udp1,PDU(join,B,ja))
TIMEOUT pass
OTHERWISE fail

Figure 7.15: Abstract test case in test notation

7.6 Test execution

This section briefly discusses how the abstract test cases that were systematically gen-
erated from the Lotos specification of the SUT (see section 7.5) can be interpreted,
translated to executable code, and executed by a tester. This implies the implementation
of a test tool that is able to communicate with the SUT in a way prescribed by the test
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case, and that is able to give a verdict about the conformance of the SUT. Such test tool
has been built, and is described in [Ter96].

7.6.1 Design considerations

The purpose of a tester is to perform experiments, i.e., tests, on the SUT, and decide,
based on the outcome of these experiments, whether an implementation is correct or not.
In the development phase of such a tester for a CPE, the following requirements must be
taken into account: (i) the realised tester should be constructed in such a way that it is
possible to test several IUTs without having to perform major modifications in the code
of the tester; (ii) the tester should be able to interpret the abstract test cases generated
from the Lotos description, and transform them into executable test cases; and (iii)
the tester is specialized in testing CPE implementations in the distributed single layer
testing architecture. These design decisions underlying the implementation of the tester
are mainly imposed by pragmatic considerations. We chose to implement the tester in
the programming language C.

In this chapter the tester itself is assumed to be correctly implemented. Any mistake found
in the test execution can then be considered to be caused by erroneous implementations
of the CPE, and not by an erroneous implementation of the tester itself. This seems a
reasonable assumption, considering that the implementation of a CPE is more complex
than the implementation of the tester.

7.6.2 Initialisation

Before a tester can perform experiments on the SUT, i.e., interpret and execute tests, it
must be initialised. Initialisation involves the creation of the communication means, such
as the creation of the pipes and the socket interfaces used by the tester and the IUT (see
figure 7.8).

In order to create pipes between the IUT and the tester, these processes must be started up
by a common parent process. The initialisation (parent) process creates two pipes using
the system call pipe (figure 7.16). Pipe pipe down is used for communication between
the tester and the IUT, and pipe up is used for communication in the opposite direction.
A pipe is identified by an array consisting of two pipe descriptors: the descriptor indexed
by 0 is used for sending, and the descriptor indexed by 1 is used for reception. Note that
pipes are bi-directional under Solaris. For portability reasons, however, we only will
use pipes in a uni-directional fashion (see also section 7.3). Therefore, the non-used side
of the bidirectional pipe is explicitly closed.

For the creation of the socket interface the configuration file (see section 7.3.2) is used.
In order to force the underlying UDP layer to provide reliable data transmission, it was
required (section 7.4) that the tester and the IUT reside on the same host machine. This
means that all host names occurring in the configuration file must be identical to the host
name of the host where the IUT runs when the IUT is tested. As opposed to the creation
of pipes, the IUT is able to create its own socket without any interference of the tester.
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void IUT()

extern int pd up[2];

extern int pd down[2];

pipe(pd up);

pipe(pd down);

if (fork() == 0)Tester();

else IUT()’

/* pipe tester to IUT /*

/* pipe IUT to tester /*

void Tester()

extern int pd up[2];

extern int pd down[2];

close(pd up[1]);

close(pd down[0]);

extern int pd up[2];

extern int pd down[2];

close(pd up[0]);

close(pd down[1]);

pd up[0] pd up[1]

pd down[1] pd down[0]

main()

Figure 7.16: Initialisation

7.6.3 Transformation of test cases

Figures 7.12 and 7.15 show high-level notations to denote test cases. Such symbolic,
abstract, TTCN-like descriptions need to be transformed into sequences of octets (octet-
strings) that can be transmitted over the communication links implemented by pipes and
sockets. Vice versa, octetstrings that are communicated over the communication links
need to be interpreted in terms of abstract events occurring in these test cases in order
to take appropriate action. This requires a mapping between the abstract events that
occur in the abstract test cases, and the concrete sequences of octets which are used to
represent these events, and vice versa.

The tester is responsible for the creation of the communication links between the tester
and the IUT, and consequently knows the location of the PCOs (implemented by sockets
and pipes) that need to be addressed in order to communicate with the IUT. Furthermore,
the encoding of PDUs to concrete sequences of octets (figure 7.2) is part of the conference
protocol specification, and thus accessible to the tester. This enables a straightforward
mapping of abstract events described in an abstract test case to concrete data structures
in C, and vice versa. The data structure to which all C-SPs are mapped is called an
interface data unit. Figure 7.17 depicts the structure of an interface data unit.

The type field contains the SP type, user title contains the user title, and message

field either contains the message (in case of a data SP), or the conference identifier (in
case of a join SP, answer SP, or leave SP). The idu data structure is interpreted as a
sequence of octets and transmitted over the pipe implementing the C-SAP PCO.

The tester knows how the communication links with the IUT are implemented by concrete
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struct idu_type {
char type;
char user_title[10];
char message[255];

} idu;

Figure 7.17: Interface Data Unit

interfaces (by means of pipes and sockets), and also knows how to address these concrete
interfaces. Using tables 7.1 and 7.2, the Lotos interactions occurring in abstract test
cases are mapped to executable code in C, and vice versa. Figure 7.18 shows some
examples of such mappings.

pipe up[0] corresponds with UTout!cf1

/* idu.message == c */

/* idu.user title == B */

/* idu.type == dataind */

idu.message = c

idu.user title = A

idu.type = join

write(pipe down[1],(char *)&idu,sizeof(idu))

UTin!cf1!join(A,c) read(pipe up[0],(char *)&idu,sizeof(idu))

UTout!cf1?dataind(B,c)

mapped
to

mapped

to

Figure 7.18: Transformation of events

For example, in figure 7.18 the abstract event UTin!cf1!join(A,c), generated by the
tester in order to check whether user A can successfully join conference c, is implemented
by the C code as indicated in the write statement. Here, the abstract interaction point
UTin!cf1 is mapped to a concrete pipe descriptor pipe down[1] that is used to implement
this interaction point.

7.6.4 Interpretation and execution of abstract test cases

In order to interpret and execute the abstract test cases an algorithm must be designed
and implemented. This test execution algorithm must be able to translate an abstract
event in a test case to an executable event, and vice versa. A tester that is specialised
in testing conference protocol entities in the distributes single layer test architecture (see
figure 7.7) for conformance with respect to relation ioconfF (see definition 2.15) has been
built in [Ter96]. Since this tester is also capable of executing the tests that we have
generated in section 7.5, their tool can be used.

The tester starts by reading all immediate alternative actions offered by the abstract
test case. From section 7.5 we know that test cases are prepared either to accept all
output actions (from the perspective of the SUT), or to perform a single input to the
SUT (cf. input/output tests, definition 7.1). Since the tester interprets abstract test cases
that, by definition, comply to these requirements, it suffices for the tester to consider the
acceptance of all outputs, and the sending of only one input.

If the tester performs an input action to the SUT, a concrete octetstring has to be trans-
mitted via a communication buffer, indicated by the PCO of the input action. If this
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PCO equals the communication buffer used to send an octetstring the last time, then in-
sequence delivery is guaranteed, since the buffers are assumed to be FIFO buffers (section
7.4.2). However, if octetstrings are sent via different buffers, it may be possible that one
overtakes the other. In order to increase the probability of in-sequence delivery of data
in this case, we let the tester wait for a certain period of time. If the tester expects an
output action from the SUT, it waits for the reception of an octetstring. If such reception
does not occur in time, a TIME OUT event is generated, and the corresponding verdict is
assigned to the outcome of the test case. Upon the reception of such an octetstring, this
string is interpreted and translated to an event.

We have assumed that octetstrings are never corrupted, and thus always correspond to a
valid abstract event. Depending on the received abstract event, corresponding action will
be taken; either a verdict is established when the test can finish or when an unexpected
action occurs, or a next test event is executed. In this way all tests have been executed
and no errors have been found. For more detail the execution of these tests we refer to
[Ter96].

7.7 Concluding remarks

Conclusions

We discussed in this chapter how to instantiate the abstract, formal testing framework of
‘Formal Methods in Conformance Testing’ [ISO96] for testing a concrete, simple, example
protocol, and we applied concrete test generation and test execution for a special instance
of the MIOTS testing theory, viz. IOTS. The instantiation turned out to be feasible,
although some critical aspects have been identified.

Most intricacies are found in the test context, i.e., in the communication between the IUT
and the tester. Every component of the test context must be faithfully modelled. Also,
the means of communication, like pipes and sockets, must be faithfully included. Such
means of communication behave as buffers, so they can delay messages, and if two such
buffers are put in parallel, the order of messages sent by the tester need not be preserved
when they arrive at the IUT. The IUT and whole test context was formally described,
and this served as the basis for the formal generation of test cases. So, test cases were
generated for the system under test (SUT), i.e., the IUT together with the test context,
and this was the system that was actually tested. It is not possible to test the IUT in
isolation due to the test context: the test context decreases the testability of the IUT.

To test the IUT in its context a test generation algorithm has been given that can be
applied to implementations that behave as IOTS and that can check for correctness with
respect to implementation relation iocoF . This test generation algorithm can be seen as
a specific, and optimized, version of test generation algorithm Π in figure 4.2. It turned
out that the test generation algorithm for IOTS was applicable, however, it appeared to
be already rather complex for this relatively simple example protocol. We only derived a
couple of very simple test cases. Better tool support is indispensable in this respect.
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Since the specification did not prescribe how the communication between a user and
a CPE (at C-SAP) had to be implemented, several options are possible (e.g., pipes or
sockets). To test CPE implementations the specific communication mechanism that is
used must be known in order to address the implementations properly. This requires
knowlegde about the specific implementation of this interface is done, so testing was not
completely black-box. In order to do black-box testing the interface between the CPE
and the user must be standardised.

Although timing constraints cannot be specified in the specification formalism at hand,
they turn out to be important when testing concrete implementations. First, a time-out
value needs to be specified after which we can be sure that no message will ever arrive. This
is necessary to conclude when an IUT does not produce an (expected) output. Secondly,
sometimes it is convenient for the tester to wait for some time with sending an input to
the IUT, in order to be sure that the IUT received and processed the previous input,
especially if the two inputs are sent via different buffers (pipes or sockets) to the IUT.



Chapter 8

Conclusion

This chapter concludes this thesis. Because the former chapters already con-
tain conlusions that are specific to those chapters, we confine ourselves in this
chapter to a summary of what we consider to be the main contributions of this
thesis, and we give some hints and ideas for further work.

8.1 Main contributions

In this thesis we have developed a testing theory for formal conformance testing of reactive
systems. This testing theory is inspired by [Phi87, Bri88, Tre96a, Tre96b] and provides a
mathematical foundation for conformance testing of implementations under the assump-
tion that system specifications are formalised as labelled transition systems. The testing
theory follows the framework ‘Formal Methods in Conformance Testing’ [ISO96]. The
main characteristics of the testing theory ventilated in this thesis compared to conven-
tional ones such as [DNH84, DN87, Phi87] concern the assumptions about the interface
between implementations and their environment: (i) implementations are assumed to
communicate with their environment using clearly distinguishable input actions and out-
put actions, (ii) communication between implementations and their environment runs via
different interface points (called channels), and (iii) all input actions of each input channel
are simultaneously enabled. Especially in black-box testing, where the only possibility
to access an implementation is through its interface, the way to access implementations
influences the way to test them. In this thesis classes of (models of) implementations that
are parameterised with assumptions about the interfaces with their environment have
been defined under the name multi-input/output transition systems (MIOTS). Different
choices for the interfaces yield a spectrum of testing theories. On the one end of the
spectrum lies the seminal refusal testing for transition systems [Phi87], and on the other
end lies the more practical (repetitive) quiescent testing theory for input/output transi-
tion systems [Tre96a, Tre96b]. For the large variety of interfaces a correctness criterion
miocoF has been defined that is additionally parameterised by a set of failure traces F .
Specific instantiations of miocoF may correspond to already existing correctness criteria,
such as input/output conformance, or (repetitive) quiescent trace preorder (see section
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2.4). In chapter 4 an algorithm Π has been presented that is able to generate tests from
a transition system specification with respect to one of the correctness criteria miocoF .
The algorithm itself is, just as the domain of implementation models, parameterised with
the distribution of the interface points that are used by the implementations for commu-
nication with their environment, and with the set of failure traces F to instantiate the
correctness criterion. Any test that is generated with this algorithm is proven sound with
respect to the correctness criterion miocoF , and the set of all tests that can be obtained
is complete with respect to miocoF . In chapter 5 a technique and its mathematical
foundation are discussed that can make test generation using algorithm Π from large
specifications feasible. Using this so-called factorization technique it has been shown that
test generation from a large specification with respect to implementation relation miocoF
can be split up in many ‘less complex’ test generation tasks. These ‘less complex’ test
generation tasks can be parallelized to a high degree, and further optimizations may ex-
ist to improve efficiency even more. Similar techniques are implemented in existing test
generation tools such as TGV [FJJV96a, FJJV96b] and Autolink [UoL97, SKGH97].

In chapter 6 a framework, complementary to [ISO96], has been provided for the definition
of fault coverage measures. These measures can be used to compare test suites with respect
to their ability to accept correct implementations and to reject incorrect implementations,
so that the most optimal test suite can be selected. Several parameters that play a rôle
in the definition of such measures, such as the probability of implementations to occur as
the result of implementing a specification , the weight or importance of implementations,
and the probability of implementations to pass or fail a test, are taken into account within
the framework. For specific instantiations of these parameters two different measures are
defined on test suites: one that indicates how exhaustive a test suite is, and the other
that indicates how sound the test suite is. Comparing these measures for different test
suites orders these test suites with respect to their error-detecting capabilities. To show
viability of the testing theory in this thesis a concrete example has been worked out in
chapter 7. In this example the abstract concepts of FMCT that are discussed in section
2.1 are applied to test the correctness of conference protocol entity. For this purpose a
formal specification of the desired behaviour of a conference protocol entity embedded in
its test architecture was made in the standarised specification language Lotos. From this
specification abstract tests are systematically generated, following some of the ideas that
have been discussed in former chapters, under the assumption that implementations can
be modelled as input/output transition systems. To execute these tests an interpreter has
been built that interprets the abstract tests and executes them against an implementation.
Based on the experience of testing a concrete application some difficulties have been
identified that deserve attention in order to automate the generation and execution of
tests from a formal specification.

8.2 Further work

In the following we list some subjects for further research.



8.2. FURTHER WORK 155

Timed testing So far we only dealt with transition system specifications in which no
timing aspects could be expressed. In reality, however, the behaviour of many safety-
critical reactive systems depends on time (e.g., time-out mechanisms are frequently used
in communication protocols). To be able to test whether an implementation respects
the specified timing constraints, specification formalisms must be used in which it is
possible to express such timing constraints. Examples of such formalisms are timed in-
put/output transition systems (see, e.g., [SGSL98]), or timed input/output automata
(see, e.g., [SVD97]). Further study is needed on how to incorporate timing aspects in the
testing theory discussed in this thesis.

Observing output suspension In this thesis it is assumed that observers can observe
output suspension of output channels (see chapter 3). Theoretically, an infinite amount
of time is needed to observe output suspension: not observing an output for a finite
amount of time does not mean that no output can occur anymore! In reality, however,
it is unacceptable for observers to keep observing ad infinitum. Therefore, in practice
observers are equipped with timers to indicate the amount of time that these observers
have to wait for an output to occur. If such output does not occur after a certain period of
time (e.g., indicated by an time-out) the observer may conclude that no output will occur
any more and (perhaps wrongly) decides that the system is in a state in which it suspends
output. Techniques are needed to carefully choose the timer values of the observer to
minimise the chance of taking wrong decisions, and the influence of the selection of these
timer values on test generation, soundness and completeness of test suites and coverage of
test suites must be investigated. Ideally, the time-out values are part of the specification,
so that the proper time-out values can be deduced from the specification.

Data extension Many realistic (distributed) reactive systems exchange data values
with their environment. Test generation algorithm Π presented in figure 4.2 is not able to
cope with data, and needs to be adapted in order to generate tests that can carry data.
To avoid the situation that for each instantiation of a data variable different abstract
tests are generated symbolic test generation techniques can be a promising approach.
Such techniques generate tests that are parameterised with data values, so that a single
(abstract) test case can be generated that can be instantiated with different data val-
ues. Furthermore, selection techniques that decide for which data values tests must be
generated need to be developed, e.g., boundary value analysis [Abb86].

Efficient algorithms Test generation algorithm Π is not very efficient in generating
tests: if a fail verdict occurs then this verdict will occur at maximum depth in the test tree,
and sometimes no fail-verdicts are present at all in a test. In practice this is undesirable.
Therefore, more research must be done in finding algorithms that generate tests in a more
efficient way. We believe that algorithm Π can be seen as a starting point in search of such
algorithms. Another inefficiency in test algorithm Π concerns the verdict inconclusive,
that originates from [ISO91] and that is widely used in TTCN [ISO91, part 3], to denote
that after execution of a test no evidence of incorrectness was found, but the test purpose
was not reached either. In our approach we have only distinguished between pass and
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fail. To incorporate the verdict inconclusive in tests a formalization of test purposes is
needed, and a clear notion of what it means to reach a test purpose is required.

Distributed observers So far, we have assumed that observers that experiment on im-
plementations can access all channels of the implementation. In reality, this is not always
the case. Especially in case the implementation itself is distributed over geographically
dispersed places (e.g., consider the implementation of a Wide Area Network (WAN)),
an observer may not be able to observe all interface points between the implementation
and its environment. Instead, the observer is distributed over many ‘smaller’ observers
that each have access to a limited number of interfaces of the implementation, and each
‘small’ observer views the behaviour of the system only through the interfaces that it
can access. An example of such situation is distributed test architecture [ISO91], where
the tester is distributed in an upper tester and a lower tester. Consequently, instead of
having a single observer that can fully control all interfaces of the implementation, it is in
some cases more likely to assume that many different observers have access to a limited
number of interface points, and hence have different views on the behaviour of the imple-
mentation. Although we expect that the model of MIOTS is suitable for analysing the
impact of distributing observers due to the explicit presence of channels that corresponds
to geographically dispersed interface points, the exact impact on the capability of sets of
distributed observers to accept correct implementations and reject incorrect ones remains
to be investigated. Among others, the distinguishing power of distributed observers ev-
idently depends on how much each observer is aware of the observations made by other
observers, and how the causal dependencies between the observations of these observer
are, i.e., this depends on how ‘tight’ the observations communicate with each other. The
impact of different levels of ‘tightness’ between observers on the distinguishing power of
these observers must be investigated.

Contexts Often, complex distributed systems consist of component systems that are
linked by inserting them in a composing environment or context (see also section 2.1.2).
Component systems may be designed, constructed and validated at other locations than
the distributed system as a whole. To minimise the effort (and hence cost) of system
validation ideally one wants to be able to infer properties of, or detect faults in, a com-
posed system (i.e., a system constructed by inserting system components in a composing
environment) from the behaviour of its components without applying additional (expen-
sive) validation techniques. Also, it is sometimes desirable to infer properties of, or detect
faults in, component systems from the behaviour of the composed system (e.g., when
the component system is not directly accessible) [HB95]. The presence (or absence) of
contexts may change the observed behaviour drastically: actions may be buffered and
consumed later on by the system, or errors that were present can be hidden by the envi-
ronment. The influence of contexts to the testing theory discussed in this thesis must be
investigated. Approaches that might be beneficial are, e.g., [LX91, Kar97]

A related topic concerns asynchronous testing [TV92]. In this thesis it is assumed that
external observers can directly access an implementation. In practice, sometimes imple-
mentations cannot be accessed directly, e.g., due to the presence of an underlying commu-
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nication network that is used to communicate with the implementation. Examples of such
situation in a testing setting is remote testing [ISO91], where the tester can only access
the implementation through an underlying communication layer. To test correctness of
implementations that are embedded in some sort of embedding environment this environ-
ment has to be explicitly modelled (e.g., as a context), and tests must be generated from
a model of the specified behaviour of the implementation embedded in this environment
(similar as has been done in chapter 7). The construction of a description that contains
the specified behaviour of a system in such environment is, in general, not an easy task and
can be error-sensitive. Therefore it is preferred to avoid the construction of a behaviour
description of the system in its environment, and to generate test for implementations
embedded in some environment from the system description in isolation. To do that the
test generation algorithm itself must be parameterised with the embedding context. One
such algorithm has been given by [VTKB93] for a specific type of environment. Their
algorithm is capable of generating tests with respect to an implementation relation ≤F
that resembles ioconfF . Further study is needed on how to incorporate asynchronous
testing for different types of environments in the testing theory discussed in this thesis.

Selection techniques Another open question is how to decide which set of failure
traces F to use in case checking for mioco involves too much work. This can be seen as
a test selection technique by weakening the implementation relation; instead of checking
for mioco we take a less idealistic (and hopefully more realistic) goal by checking for
miocoF . The choice of the set F obviously depends on the application environment in
which the implementation is supposed to operate. Chapter 6 provides a framework for the
selection of tests and test suites, but further research on how to instantiate this framework
in realistic cases.

Hypotheses and coverage In practice, it is not always possible to decide for correct-
ness in case a large, and possibly infinite, number of checks have to be performed, e.g.,
in case the correctness criterion miocoF has to be checked for a large number of failure
traces F , or in case some variables within the system can take their values from a large
domain such that performing correctness checks for all these possible values becomes te-
dious, or even impossible. Even if such an exhaustive test suite does exist checking for
correctness can be undecidable, i.e., execution of a test suite that can detect all erroneous
implementations does not imply that all erroneous implementations will be detected. A
well-established technique to keep validation activities manageable in practice is to make
use of hypotheses. A hypothesis is an assumption on the behaviour of systems that is used
to restrict the domain of possible system behaviour, and in this way contributes to the
successful and manageable validation of these systems. The objective of an hypothesis is
to justify that checking only part of the behaviour of a system is sufficient to conclude
(in)correctness of a larger part of the system. It has to be investigated how a theory of
hypotheses can be incorporated in the testing theory discussed in this thesis. Approaches
that are worthwhile to investigate are, e.g., [BGM91, Cha97, CG96].
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Tool support For the successful generation of tests for industrially relevant applications
tool support is essential. We believe that the test theory and the test generation algorithm
for (multi-)input/output transition systems can form the basis for test generation tools,
but more research has to be done on how to build efficient test generation tools and
test execution tools on top of the theoretical results in this thesis. It is the goal of the
Côte-de-Resyste project, in which the University of Twente, the Technical University of
Eindhoven, KPN Research, and Philips Research Laboratories (PRL) are involved and
that is funded by the Dutch Technology Foundation STW, to aim at the production of a
professional tool environment for conformance testing that is based on some of the ideas
ventilated in this thesis.



Appendix A

Mathematical Preliminaries

In this appendix some general mathematical preliminaries that are (implicitly or explic-
itly) used in this thesis are given in a comprehensive format. Definitions and notations are
partly taken from introductory textbooks in discrete mathematics and probability such
as [KB84, Big89, Shi89].

A.1 Sets

A set is a collection of elements. Sets are denoted by enumeration of its elements (e.g.,
{a, b, c, . . . }), or by giving a property that the elements must satisfy (e.g., {x | P (x)}).
The latter notation is sometimes called set comprehension. In this thesis we will sometimes
use class as a synonym for set. The empty set contains no elements and its denoted as ∅.
To indicate that x is an element in set X we write x ∈ X, and x 6∈ X denotes that x is
not an element in X. We assume that the reader is familiar with the basic operators on
sets such as set inclusion (⊆), strict set inclusion (⊂), union (∪), intersection (∩), and
difference (\). Set X is finite if X contains a finite number of elements, and X is countable
if it contains countably many elements. If X is a set, then P(X) =def {X ′ | X ′ ⊆ X}
denotes the powerset of X, i.e., the set of subsets of X.

Let I be a nonempty, countable set, and suppose that for each i ∈ I we are given a set
Xi. Then X is a family of sets if

X = {Xi | i ∈ I}
and we refer to I as the index set. The expression

⋃
i∈I Xi denotes the union of all sets

Xi, and
⋂
i∈I Xi denotes the intersection of all sets Xi.

A partition, or partitioning, of a set X is a family of non-empty subsets Xi of X such
that (i) X is the union of the sets Xi (i ∈ I) (ii) each pair Xi, Xj (i 6= j) is disjoint. In
this case the sets Xi are called the parts, or blocks. If condition (ii) holds for a family of
non-empty subsets Xi then we say that Xi are pairwise disjoint.

The set of natural numbers is denoted by N , and the set of real numbers is denoted by R.
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A.2 Relations

Let A,B be sets, then the cartesian product A×B of A and B is defined as

A×B =def {(a, b) | a ∈ A, b ∈ B}
The generalised cartesian product of the sets A1, A2, . . . An is defined by

A1 ×A2 × · · · × An =def {(a1, a2, . . . , an)|ai ∈ Ai, 1 ≤ i ≤ n}
The generalised carthesian product V ×. . .×V (n times) is denoted by V n. The association
of related objects is formalized by the mathematical concept of relation. A binary relation
R between sets A and B is a subset of the carthesian product of A and B: R ⊆ A× B.
Elements a and b are R-related iff (a, b) ∈ R; this will also be denoted as a R b. The
inverse relation of R is {(b, a) | (a, b) ∈ R}, and is denoted asR−1. The relation R ⊆ A×B
is a partial function if ∀a ∈ A, ∀b1, b2 ∈ B : (a, b1) ∈ R and (a, b2) ∈ R implies b1 = b2. A
function R is total if ∀a ∈ A, ∃b ∈ B : (a, b) ∈ R.

If R ⊆ A×A then we refer to R as a relation onA. Relations on a set A can be classified ac-
cording to certain properties, e.g., reflexivity (viz. ∀a ∈ A : a R a), symmetry (viz. ∀a, b ∈
A : a R b implies b R a), anti-symmetry (viz. ∀a, b ∈ A : a R b and b R a implies a = b),
and transitivity (viz. ∀a, b, c ∈ A : a R b and b R c implies a R c). It is defined that

• relation R is a preorder if R is reflexive and transitive;

• relation R is a (partial) order if R is an anti-symmetric preorder; and

• relation R is an equivalence if R is a symmetric preorder.

If R is an preorder, then it can be shown thatR∩R−1, called the symmetric reduction ofR,
is an equivalence. If R is an equivalence relation on A and a ∈ A then [a]R =def {b | a R b}
is the equivalence class of a with respect to R. For any equivalence R on a set A the
distinct equivalence classes with respect to R form a partition of A. Relations themselves
can be submitted to set operators, e.g., set union, intersection, set division etc, and new
relations may be created from existing ones.

A.3 Orders

Relation R is a total order if R is a partial order that satisfies ∀a, b ∈ R : (a, b) ∈
R or (b, a) ∈ R. A total order is also called a linear order. The existence of order
relations intuitively means the recognition of ‘smaller’ and ‘larger’ elements. In a total
order all elements are order-related. If v is an order relation, then the relation @ defined
by a @ b =def a ⊆ b and a 6= b is the strict order of v. The converse order w is defined
as x w y =def y v x and the strict converse order A is defined as x A y =def x w y and
x 6= y.

The recognition of smaller and larger elements allows defining minimal and maximal
elements. Let v be an order relation on A and let B ⊆ A then

m ∈ B is a minimal element of B if forall b ∈ B : b 6@ m
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and

m ∈ B is a maximal element of B if forall b ∈ B : m 6A b.

A poset is a set V together with a partial order v on V and is denoted by 〈V,v〉. In a
poset uniqueness and existence of minimal and maximal elements is not guaranteed. The
poset 〈V,v〉 is well-founded if there exists no infinite sequence of strictly smaller elements
in V (with respect to v), or alternatively, if all non-empty subsets W ⊆ V have a minimal
element. In every well-founded poset existence of minimal elements is guaranteed, but
uniqueness is not. The collection of all minimal and maximal elements of a set W with
respect to partial order v is denoted by minv(W ) and maxv(W ), respectively. For 〈V,v〉
a poset and W ⊆ V the set of minimal resp. maximal elements of W is defined by

min
v

(W ) =def {m ∈W |m is a minimal element of W}

and

max
v

(W ) =def {m ∈ W |m is a maximal element of W}

The recognition of smaller and larger elements allows extension of a poset with smaller
or larger elements. Such extension are called closures. Let 〈V,v〉 be a poset and W ⊆ V .
The left closure lcl⊆(W ) is the extension of set W with all smaller elements, i.e.,

lclv(W ) =def {v ∈ V |∃w ∈W : v v w}
The extension of set W with all larger elements is defined by the right closure of W and
denoted by rcl⊆(W ).

rclv(W ) =def {v ∈ V |∃w ∈W : w v v}
The set W is left (right) closed iff W = lclv(W ) resp. W = rclv(W ).

The transitive closure of R extends R such that R becomes: it is the smallest transitive
superset containing R.

A.4 Sequences

Let A be a set, then σ = 〈a1, . . . , an〉 ∈ An with n ∈ N is called a string (or sequence)
over A. For all set A we define A0 =def {ε}, the set with only element the empty string ε.
The set of sequences of arbitrary but finite length over A is denoted by A∗, where

A∗ =def

⋃
n∈N

An

Several basic operators can be defined on strings. The length of string σ is denoted by
|σ |. If σ1 = 〈a1, . . . , an〉 and σ2 = 〈b1, . . . , bm〉 are strings over A then the concatenation
of σ1 and σ2 is defined by σ1 ·σ2 =def 〈a1, . . . , an, b1, . . . , bm〉. The restriction of σ ∈ A∗
to B, or projection of σ ∈ A∗ on B, is defined by

• εdB =def ε

• (a·σdB) =def

{
a·(σdB) if a ∈ B
σdB if a 6∈ B
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If S ⊆ A∗ then the projection of S on B is defined by SdB =def {sdB | s ∈ S} For any
set A the relation �⊆ A∗ × A∗ defined by a � b =def ∃c ∈ A∗ : a ·c = b is called the
prefix relation over sequences in A. The relation � is a partial order.

A.5 Transition systems

Let TS1 = 〈S1, L1,→1, s0,1〉 and TS1 = 〈S1, L1,→1, s0,1〉 be transition systems (see def-
inition 2.1). Then TS1 is isomorphic to TS2, denoted as TS1 ≡ TS2, if there exists a
bijective function f : S1 → S2 such that

(s1, a, s
′
1) ∈→1 iff (f(s1), a, f(s′1))→2

A.6 Probability measures

Let S = P(S) for some set S, then a function µ : S → [0, 1] is called a finitely additive
probability measure on S if

• µ(S) = 1

• µ(S1 + S2) = µ(S1) + µ(S2) for every pair of disjoint sets S1, S2 ∈ S.

A finitely additive probability measure µ on S is countably additive if, for all pairwise
disjoint subsets S1, S2, . . . ∈ S

µ(
∞⋃
n=1

Sn) =
∞∑
n=1

µ(Sn)

A countably additive probablity measure Pr on S is called a probability measure on S.
Probability measures have the following properties:

• Pr(∅) = 0

• Pr(A ∪B) = Pr(A) + Pr(B)− Pr(A ∩B)

• Pr(S) = 1
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Soundness and completeness of
algorithm Π

In this appendix we prove that every test generated by algorithm Π (see figure 4.2) is
sound, and that the set of all tests that can be generated by Π is complete, with respect
to miocoF (where F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗).

To prove this result we use several lemma’s that will help us to structure the proof. The
first lemma, lemma 3, shows that it is valid to calculate the set S after σ1 ·σ2 by first
calculating the states that can be reached after σ1 (viz., S after σ1 ), and, from these
states, to calculate the states that can be reached after σ2.

Lemma 3 Let S ⊆ LTS(L) and σ1, σ2 ∈ (L ∪ P(L))∗.

(S after σ1 ) after σ2 = S after σ1 ·σ2

�

Proof

(S after σ1 ) after σ2

= { definition 2.3.7 }
{r | ∃q ∈ (S after σ1 ) : q

σ2==⇒ r}
= { definition 2.3.7 }
{r | ∃q ∈ {q′ | ∃p ∈ S : p

σ1==⇒ q′} : q
σ2==⇒ r}

= { set calculus }
{r | ∃q, ∃p ∈ S : p

σ1==⇒ q and q
σ2==⇒ r}

= { notation 1 }
{r | ∃p ∈ S : p

σ1·σ2===⇒ r}
= { definition 2.3.7 }

S after σ1 ·σ2

�

The next lemma, lemma 4, forms the basis of the soundness and completeness proofs for
algorithm Π. It relates the traces that tests can do to the states, expressed in terms of
the sets S and F , that can be reached. This lemma will be used to capture the structure
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of the tests that are generated by the test algorithm.

Lemma 4 Let F ⊆ (LI ∪ LU ∪ LI ∪ LU)∗ and S ⊆ LTS(LI ∪ LU).

1. For any test ΠF ,S generated by algorithm Π it follows

ΠF ,S
σ−→ΠF ′,S′ 6= pass, fail implies F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ

2. Let σ ∈ F , then algorithm Π can generate a test ΠF ,S such that

F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ implies ΠF ,S
σ−→ΠF ′,S′

where ΠF ,S
ε−→ΠF ′,S′ =def F ′ = F and S ′ = S after ε . �

Proof

1. By induction on the structure of σ. We distinguish between (i) σ = ε, (ii) σ = a·σ′
with a ∈ LjI , (iii) σ = LjI ·σ′, (iv) σ = x·σ′ with x ∈ LkU and (v) σ = LkU ·σ′

(i) If σ = ε, then

ΠF ,S
ε−→ΠF ′,S′

implies { definition ΠF ,S
ε−→ΠF ′,S′ }

F = F ′ and S ′ = S after ε
implies { set calculus, ε·σ′ = σ′ }

F ′ = {σ′ | ε·σ′ ∈ F} and S ′ = S after ε

(ii) Since a·σ′ ∈ F it follows {σ′ | a·σ′ ∈ F} 6= ∅, so the only way to do action a
is to apply step 4 of algorithm Π and take ΠF ,S := a; ΠF1,S1 + θji ; pass where
S1 = S after a and F1 = {σ′ | a·σ′ ∈ F}. Then

ΠF ,S
a·σ′−−→ΠF ′,S′

implies { definition 3.6 }
ΠF ,S

a·σ′−−→ΠF ′,S′
implies { definition ΠF ,S, notation 1, step 4 of algorithm Π }

ΠF ,S
a−→ΠF1,S1 and ΠF1,S1

σ′−−→ΠF ′,S′
where S1 = S after a and F1 = {σ′ | a·σ′ ∈ F}

implies { a·σ′ ∈ F , so σ′ ∈ F1, induction }
ΠF ,S

a−→ΠF1,S1 and ΠF1,S1

σ′−−→ΠF ′,S′
where S1 = S after a and F1 = {σ′ | a·σ′ ∈ F} and

S ′ = S1 after σ′ and F ′ = {σ′′ | σ′ ·σ′′ ∈ F1}
implies { lemma 3, set calculus }

S ′ = S after a·σ′ and F ′ = {σ′′ | a·σ′ ·σ′′ ∈ F}
(iii) Since LjI ·σ′ ∈ F it follows {σ′ | LjI ·σ′ ∈ F} 6= ∅, so theonly step that we can

apply is step 5 of algorithm Π, hence take ΠF ,S := a; pass+θji ; ΠF1,S1 for some
a ∈ LjI where S1 = S after LjI and F1 = {σ′ | LjI ·σ′ ∈ F}.
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ΠF ,S
LjI·σ′−−−→ΠF ′,S′

implies { definition 3.6 }
ΠF ,S

θji·σ′−−−→ΠF ′,S′
implies { definition ΠF ,S, notation 1, step 5 of algorithm Π }

ΠF ,S
θji−−→ΠF1,S1 and ΠF1,S1

σ′−−→ΠF ′,S′

where S1 = S after LjI and F1 = {σ′ | LjI ·σ′ ∈ F}
implies { LjI ·σ′ ∈ F , so σ′ ∈ F1, induction }

ΠF ,S
LjI−−→ΠF1,S1 and ΠF1,S1

σ′−−→ΠF ′,S′

where S1 = S after LjI and F1 = {σ′ | LjI ·σ′ ∈ F} and
S ′ = S1 after σ′ and F ′ = {σ′′ | σ′ ·σ′′ ∈ F1}

implies { lemma 3, set calculus }
S ′ = S after LjI ·σ′ and F ′ = {σ′′ | LjI ·σ′ ·σ′′ ∈ F}

(iv) Since x·σ′ ∈ F with x ∈ LkU it follows {σ′ | x·σ′ ∈ F} 6= ∅, so we can apply
as only step step 6 of algorithm Π and take

ΠF ,S := Σ{x; ΠF1,S1 | x ∈ LkU ∪ {θku} and F1 = {σ | x·σ ∈ F}
and S1 = S after x }

Then the proof is similar as the proof of lemma 4.1.(ii).

(v) Since LkU ·σ′ ∈ F it follows {σ′ | LkU ·σ′ ∈ F} 6= ∅, so we can apply as only step
step 6 of algorithm Π and take

ΠF ,S := Σ{x; ΠF1,S1 | x ∈ LkU ∪ {θku} and F1 = {σ | x·σ ∈ F}
and S1 = S after x }

Then the proof is similar as the proof of lemma 4.1. (iii).

2. By induction on the structure of σ. We distinguish between (i) σ = ε, (ii) σ = a·σ′
with a ∈ LjI , (iii) σ = LjI ·σ′, (iv) σ = x·σ′ with x ∈ LkU and (v) σ = LkU ·σ′

(i) If σ = ε, then

F ′ = {σ′ | ε·σ′ ∈ F} and S ′ = S after ε
implies { set calculus, ε·σ′ = σ′ }

F ′ = F and S ′ = S after ε
implies { definition ΠF ,S

ε−→ΠF ′,S′ }
ΠF ,S

ε−→ΠF ′,S′

(ii) If σ = a·σ′, then
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F ′ = {σ′′ | a·σ′·σ′′ ∈ F} and S ′ = S after a·σ′
implies { a·σ′ ∈ F , step 4 }

ΠF ,S
a−→ΠF1,S1 and F ′ = {σ′′ | a·σ′ ·σ′′ ∈ F} and S ′ = S after a·σ′

where F1 = {σ′ | a·σ′ ∈ F} and S1 = S after a
implies { a·σ′ ∈ F , so σ′ ∈ F1, lemma 3 }

ΠF ,S
a−→ΠF1,S1 and F ′ = {σ′′ | σ′ ·σ′′ ∈ F1} and S ′ = S1 after σ′

implies { a·σ′ ∈ F , so σ′ ∈ F1, induction }
ΠF ,S

a−→ΠF1,S1 and ΠF1,S1

σ′−−→ΠF ′,S′
implies { notation 1, definition 3.6 }

ΠF ,S
a·σ′−−→ΠF ′,S′

(iii) If σ = LjI ·σ′, then

F ′ = {σ′′ | LjI ·σ′ ·σ′′ ∈ F} and S ′ = S after LjI ·σ′
implies { LjI ·σ′ ∈ F , step 5 of algorithm Π }

ΠF ,S
θji−−→ΠF1,S1 and F ′ = {σ′′ | LjI ·σ′ ·σ′′ ∈ F} and

S ′ = S after LjI ·σ′
where F1 = {σ′ | LjI ·σ′ ∈ F} and S1 = S after LjI

implies { LjI ·σ′ ∈ F , so σ′ ∈ F1, lemma 3 }
ΠF ,S

θji−−→ΠF1,S1 and F ′ = {σ′′ | σ′ ·σ′′ ∈ F1} and S ′ = S1 after σ′

implies { LjI ·σ′ ∈ F , so σ′ ∈ F1, induction }
ΠF ,S

θji−−→ΠF1,S1 and ΠF1,S1

σ′−−→ΠF ′,S′
implies { notation 1, definition 3.6 }

ΠF ,S
LjI·σ′−−−→ΠF ′,S′

(iv) Similar to the proof of lemma 4.2.(ii) using step 6 of the algorithm.

(v) Similar to the proof of lemma 4.2.(iii) using step 6 of the algorithm.

�

To prove soundness we have to show that every implementation that fails a test is erro-
neous.

Lemma 5 Let i ∈ MIOTS(LI ,LU) and s ∈ LTS(LI ∪ LU), then for F ⊆ (LI ∪ LU ∪
LI ∪ LU)∗

i fails ΠF ,S implies i mio/coF s

where S = {s} after ε �

Proof We first reformulate the proof obligation.

i fails ΠF ,S implies i mio/coF s
iff { definition 4.2, definition 3.14 }
∃σ, i′ : ΠF ,S ][i

σ
=⇒ fail ][i′ implies ∃σ′ ∈ F : out( i after σ′ ) 6⊆ out( s after σ′ )

Now assume ∃σ, i′ : ΠF ,S ][i
σ

=⇒ fail ][i′. Then according to proposition 3.8 it follows

∃i′ : ΠF ,S
σ

=⇒ fail and i
σ

=⇒ i′ (B.1)
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According to algorithm Π there are two possibilities to generate a fail-verdict: in step 2
or in step 3. We distinguish between both cases.

(i) If step 2 was applied then σ = σ′ ·θji for some j. But then

ΠF ,S
σ−→ fail

implies { σ = σ′ ·θji , notation 1 }
∃F ′, S ′ : ΠF ,S

σ′−−→ΠF ′,S′ and ΠF ′,S′
θji−−→ fail

implies { lemma 4 }
ΠF ,S

σ′−−→ΠF ′,S′ and ΠF ′,S′
θji−−→ fail

where F ′ = {σ1 | σ′ ·σ1 ∈ F} and S ′ = S after σ′

implies { all this is the result of step 2, so S′ after LjI = ∅, and
ε ∈ F ′ implies σ′ ∈ F , lemma 3}

(S after σ′ ) after LjI = ∅
implies { definition 2.3.7 }

∀s ∈ S : s′
σ′·LjI

===6⇒
implies { S = {s} after ε , notation 1 }

s
σ′·LjI

===6⇒

However, from σ = σ′ ·θji it follows using definition 3.6 σ = σ′ ·LjI , hence, using

equation (B.1), we have i
σ′·LjI===⇒ . But now ∃σ′ ∈ F : i

σ′·LjI===⇒ and s
σ′·LjI

===6⇒ , so
i mio/coF s.

(ii) If step 3 was applied then σ = σ′ ·µ with µ ∈ LkU ∪ {θku} for some k, and σ′ ∈ F .
But then

ΠF ,S
σ−→ fail

implies { σ = σ′ ·µ, notation 1 }
∃F ′, S ′ : ΠF ,S

σ′−−→ΠF ′,S′ and ΠF ′,S′
µ−→ fail

implies { lemma 4 }
ΠF ,S

σ′−−→ΠF ′,S′ and ΠF ′,S′
µ−→ fail

where F ′ = {σ1 | σ′ ·σ1 ∈ F} and S ′ = S after σ′

implies { all this is the result of step 3, so S′ after µ = ∅, and
ε ∈ F ′ implies σ′ ∈ F , lemma 3}

(S after σ′ ) after µ = ∅
implies { definition 2.3.7 }

∀s ∈ S : s′
σ′·µ

==6⇒
implies { S = {s} after ε , notation 1 }

s
σ′·µ

==6⇒
However, from σ = σ′·µ it follows using definition 3.6 σ = σ′·µ, hence, using equation

(B.1), we have i
σ′·µ

==⇒ . But now ∃σ′ ∈ F : i
σ′·µ

==⇒ and s
σ′·µ

==6⇒ , so i mio/coF s.
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�

To prove exhaustiveness it must be shown that, for each faulty implementation, the algo-
rithm is able to generate a test that can detect that the implementations is faulty.

Lemma 6 Let i ∈MIOTS(LI ,LU) and s ∈ LTS(LI∪LU ), then algorithm Π can generate
a test ΠF ,S such that

i mio/coF s implies i fails ΠF ,S

�

Proof We first reformulate the proof obligation.

i mio/coF s implies i fails ΠF,S

iff { definition 3.14, definition 4.2 }
∃σ ∈ F , ∃µ ∈ LU ∪ LI ∪ LU : µ ∈ out( i after σ ) and µ 6∈ out( s after σ )

implies

∃i′, σ′ : ΠF ,S ][i
σ′

==⇒ fail ][i′

We distinguish between the different types µ, viz. (i) µ = x ∈ LkU , (ii) µ = LjI , (iii)
µ = LkU

(i) x ∈ out( i after σ ) and x 6∈ out( s after σ )
implies { σ ∈ F , lemma 4 }

ΠF ,S
σ−→ΠF ′,S′ and x ∈ out( i after σ ) and x 6∈ out( s after σ )

where F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ
implies { s after σ = {s0} after σ = S after σ = S ′ }

ΠF ,S
σ−→ΠF ′,S′ and x ∈ out( i after σ ) and x 6∈ out(S′)

where F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ
implies { x 6∈ out(S ′) iff S ′ after x = ∅, x ∈ LkU so x = x }

ΠF ,S
σ−→ΠF ′,S′ and x ∈ out( i after σ ) and S′ after x = ∅

where F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ
implies { σ ∈ F , so ε ∈ F ′, step 3 of the algorithm }

ΠF ,S
σ−→ΠF ′,S′

x−→ fail and x ∈ out( i after σ )

implies { x ∈ out( i after σ ) iff i
σ·x

==⇒ }
ΠF ,S

σ−→ΠF ′,S′
x−→ fail and i

σ·x
==⇒

implies { definition 3.6, proposition 3.8 }
∃i′ : ΠF ,S ][i

σ·x
==⇒ fail ][i′
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(ii) LjI ∈ out( i after σ ) and LjI 6∈ out( s after σ )
implies { σ ∈ F , lemma 4 }

ΠF ,S
σ−→ΠF ′,S′ and LjI ∈ out( i after σ ) and LjI 6∈ out( s after σ )

where F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ
implies { s after σ = {s0} after σ = S after σ = S ′ }

ΠF ,S
σ−→ΠF ′,S′ and LjI ∈ out( i after σ ) and LjI 6∈ out(S ′)

where F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ

implies { LjI 6∈ out(S ′) iff S ′ after LjI = ∅ }
ΠF ,S

σ−→ΠF ′,S′ and LjI ∈ out( i after σ ) and S ′ after LjI = ∅
where F ′ = {σ′ | σ·σ′ ∈ F} and S ′ = S after σ

implies { σ ∈ F , so ε ∈ F ′, step 2 of the algorithm }
ΠF ,S

σ−→ΠF ′,S′
θji−−→ fail and LjI ∈ out( i after σ )

implies { LjI ∈ out( i after σ ) iff i
σ·LjI===⇒ }

ΠF ,S
σ−→ΠF ′,S′

θji−−→ fail and i
σ·LjI===⇒

implies { definition 3.6, proposition 3.8 }

∃i′ : ΠF ,S ][i
σ·θji==⇒ fail ][i′

(iii) Similar as lemma 6.(ii) by applying step 3 of test algorithm Π instead of step 2.

�



170 APPENDIX B. SOUNDNESS AND COMPLETENESS OF ALGORITHM Π



Bibliography

[Abb86] J. Abbott. Software Testing Techniques. NCC Publications, 1986.

[Abr87] S. Abramsky. Observational equivalence as a testing equivalence. Theoretical
Computer Science, 53(3):225–241, 1987.

[ACV93] J. Alilovic-Curgus and S.T. Vuong. A metric based theory of test selection
and coverage. In A. Danthine, G. Leduc, and P. Wolper, editors, Protocol
Specification, Testing, and Verification XIII, pages 289–304. North-Holland,
1993.

[Ald90] R. Alderden. COOPER, the compositional construction of a canonical tester.
In S.T. Vuong, editor, FORTE’89, pages 13–17. North-Holland, 1990.

[BAL+90] E. Brinksma, R. Alderden, R. Langerak, J. van de Lagemaat, and J. Tret-
mans. A formal approach to conformance testing. In J. de Meer, L. Mackert,
and W. Effelsberg, editors, Second International Workshop on Protocol Test
Systems, pages 349–363. North-Holland, 1990. Also: Memorandum INF-89-
45, University of Twente, The Netherlands.

[BB87] T. Bolognesi and E. Brinksma. Introduction to the ISO specification language
LOTOS. Computer Networks and ISDN Systems, 14:25–59, 1987.

[BDD+92] G. von Bochmann, A. Das, R. Dssouli, M. Dubuc, A. Ghedamsi, and G. Luo.
Fault models in testing. In J. Kroon, R. J. Heijink, and E. Brinksma, editors,
Fourth International Workshop on Protocol Test Systems, number C-3 in
IFIP Transactions, pages 17–30. North-Holland, 1992.

[Ber91] G. Bernot. Testing against formal specifications: A theoretical view. In
S. Abramsky and T. S. E. Maibaum, editors, TAPSOFT’91, Volume 2, pages
99–119. Lecture Notes in Computer Science 494, Springer-Verlag, 1991.

[BGM91] G. Bernot, M. G. Gaudel, and B. Marre. Software testing based on for-
mal specifications: a theory and a tool. Software Engineering Journal,
1991(November):387–405, 1991. Also: Rapport de Recherche 581, L.R.I.,
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tomates à Entrées et Sorties. PhD thesis, L’Université de Bordeaux I, 1994.
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Samenvatting

Tegenwoordig worden steeds meer systemen om ons heen (deels) uitgevoerd in software
en digitale hardware. Zelfs het functioneren van alledaagse gebruiksvoorwerpen zoals
scheerapparaten, TVs en magnetrons is in grote mate afhankelijk geworden van chips en
programmatuur om die chips op de juiste wijze aan te sturen. Met name voor kritische
toepassingen, d.w.z. toepassingen waarbij fouten in het systeem niet getolereerd kunnen
worden omdat ze zouden kunnen leiden tot een onaanvaardbare schadepost, is het van
belang na te gaan of een systeem werkt zoals het zou moeten werken. Om na te gaan of een
systeem voldoet aan de verwachtingen is het nodig het gewenste systeemgedrag te vergelij-
ken met het werkelijke systeemgedrag. Een beschrijving van het gewenste gedrag van een
systeem heet een specificatie. In een specificatie wordt slechts beschreven wat een systeem
moet doen, niet hoe dat gebeurt. Een specificatie van een systeem vormt het uitgangspunt
voor de bouw ervan. Het bouwen (ook wel implementeren) heeft als doel een systeem
(ook wel implementatie) op te leveren die inderdaad de gevraagde functionaliteit biedt.
Aangezien tijdens het implementeren van een systeem fouten kunnen worden gemaakt
(bijvoorbeeld doordat het bouwen simpelweg te complex is om in één keer goed te doen),
is het van belang technieken in huis te hebben die na kunnen gaan of een implementatie
voldoet (conformeert) aan het gespecificeerde systeemgedrag. Dit proefschrift gaat in op
een specifieke techniek die hierbij behulpzaam kan zijn, namelijk conformance testen.

Het uitgangspunt van conformance testen dat gehanteerd wordt in dit proefschrift is dat
een implementatie wordt beschouwd als een reactive, zwarte doos: implementaties rea-
geren op stimuli van hun omgeving, maar het is niet a priori bekend hoe implementaties
er van binnen uitzien en hoe ze werken. Slechts door het uitvoeren van experimenten
op de implementatie en het bestuderen van de reacties van de implementatie op deze
experimenten kan iets worden gezegd over het gedrag van de implementatie (het zoge-
naamde black-box testen). Door vervolgens deze reacties te vergelijken met de verwachte
reacties zoals die beschreven staan in de specificatie kan worden nagegaan of een imple-
mentatie doet wat beschreven staat in de specificatie. In de praktijk worden vaak specifi-
caties gebruikt die zijn opgesteld in een natuurlijke taal, bijvoorbeeld Engels. Aangezien
natuurlijke taal eenvoudig onderhevig is aan verkeerde interpretatie en ongeschikt is om
precieze en volledige beschrijvingen te geven van de verwachte functionaliteit, nemen
we in dit proefschrift verder aan dat specificaties zijn opgeschreven in een formele taal
(de zogenaamde formele specificaties). Behalve dat formele talen geschikt zijn voor het
precies en ondubbelzinnig opschrijven van de verwachte functionaliteit, hebben ze een
goed gedefinieerde wiskundige basis. Dit maakt het mogelijk om specificaties die zijn
opgeschreven in een formele taal te analyseren met behulp van wiskundige technieken. In
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het bijzonder wordt het hierdoor mogelijk om experimenten waarmee getest wordt algo-
ritmisch af te leiden uit de formele specificatie van het systeem. Doel hiervan is dat het
uitvoeren van deze experimenten (ofwel tests) op implementaties en het observeren van de
reacties van de implementatie op deze experimenten iets zegt over de correctheid van deze
implementaties. Hierdoor wordt kostbare tijd (en dus geld) bespaart in vergelijking met
het handmatig afleiden en uitvoeren van experimenten (niet zelden wordt meer dan 30%
van de ontwikkeltijd en kosten van een systeem besteed aan test-gerelateerde activiteiten,
dus hier valt veel te winnen). In dit proefschrift worden (gelabelde) transitiesystemen
(LTSen) gebruikt om het gedrag van systemen wiskundig te modelleren. Dit zijn graaf-
beschrijvingen die geschikt zijn om de interacties tussen systeem en omgeving, alsmede
de causale relatie tussen de interacties, vast te leggen.

Voor het ontwikkelen en bestuderen van algoritmen ten behoeve van het afleiden van
tests uit formele specificaties is een onderliggende theorie noodzakelijk. De ISO stan-
daard ‘Formele Methoden in Conformance Testing’ (FMCT) geeft een raamwerk voor
het opzetten van dergelijke theorieën. Dit raamwerk bevat abstracte concepten zoals de
formele taal waarin specificaties worden beschreven, conformantie van een implementatie
ten opzichte van een specificatie, en het uitvoeren van tests op een implementatie. Het
doel van dit proefschrift is het ontwikkelen van een testtheorie die het mogelijk maakt
om realistische, reactive systemen te testen op conformantie ten opzicht van een tran-
sitiesysteem specificatie van het gewenste gedrag. Dit wordt gedaan door de abstracte
concepten van FMCT te instantiëren met specifieke concepten, en de verkregen testtheorie
vervolgens toe te passen op een klein, maar realistisch en concreet, voorbeeld.

In hoofdstuk 2 wordt een overzicht gegeven van de belangrijkste ingrediënten van FMCT,
en worden gelabelde transitiesystemen ingevoerd. Vervolgens wordt er een kort overzicht
gegeven van de belangrijkste test-ontwikkelingen op basis van LTSen in de laatste jaren.
In deze ontwikkelingen is een trend zichtbaar, namelijk de trend om de communicatie
tussen systemen realistischer te modelleren: niet meer als een interactie, maar door een
expliciet onderscheid te maken tussen invoer-acties en uitvoer-acties (dit onderscheid
wordt in de traditionele testtheorie voor transitiesystemen niet gemaakt). In dit nieuwe
model communiceren implementaties dus met hun omgeving door middel van invoer-acties
en uitvoer-acties: invoer-acties worden gëınitieerd door de omgeving en geconsumeerd
door de implementatie, terwijl uitvoer-acties gëınitieerd worden door de implementatie
en geobserveerd kunnen worden door de omgeving. Door tevens aan te nemen dat im-
plementaties nooit invoer-acties kunnen weigeren (d.w.z. implementaties kunnen worden
gemodelleerd als zogenaamde input/output transitie systemen (IOTS)) wordt een zinvolle,
en eenvoudige testtheorie verkregen (repetitive quiescent testing).

Hoofdstuk 3 behandelt een verdere verfijning van het IOTS-model. Deze verfijning leidt
tot een algemener en breder toepasbaar model voor implementaties, het zogenaamde
multi-input/output transitie systeem model (MIOTS). In dit verfijnde model wordt de
communicatie tussen een implementatie en zijn omgeving niet alleen meer gemodelleerd
met invoer-acties en uitvoer-acties, maar wordt er tevens onderscheid gemaakt tussen de
verschillende locaties (kanalen) waar deze communicatie plaatsvindt. Op deze manier
wordt er expliciet rekening gehouden met (de distributie van) de interface tussen een im-
plementatie en zijn omgeving. Bovendien wordt de eis dat implementaties altijd bereid
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moeten zijn om invoer-acties te accepteren enigzins afgezwakt: nu wordt er slechts geëist
dat indien een implementatie een invoer-actie op een kanaal kan accepteren, dan moet
de implementatie bereid zijn alle invoer-acties op dat kanaal te accepteren. Aangezien de
klasse van implementatie-modellen MIOTS afhangt van de keuze van de interface tussen
implementaties en hun omgeving, kan er een testtheorie worden ontwikkeld die geparame-
teriseerd is met deze interface. Tevens wordt er een generieke klasse van correctheidscri-
teria miocoF gedefinieerd die eveneens afhangt van de interface tussen implementatie en
omgeving. Specifieke keuzes voor de interfaces kunnen leiden tot reeds bestaande testthe-
orieën en reeds bestaande correctheidscriteria. Op deze manier vormt het MIOTS-model
een overkoepelend model waarin (sommige reeds bestaande) testtheorieën kunnen worden
bestudeerd, en gerelateerd.

Hoofdstuk 4 gaat in op het automatisch afleiden van tests uit transitiesysteem-specificaties
voor implementaties die gemodelleerd kunnen worden als MIOTS. Hiertoe worden con-
cepten zoals test en testuitvoering, die in FMCT zijn gedefinieerd, gëınstantieerd voor
de generieke theorie uit hoofdstuk 3. Vervolgens wordt er een testgeneratie algoritme
ontwikkeld (beter: een specificatie van een testgeneratie algoritme). Dit testgeneratie
algoritme is in staat experimenten te genereren uit een transitiesysteem-specificatie, en
is geparameteriseerd met de interface van de implementatie waarop de tests worden uit-
gevoerd en met instanties van het generieke correctheidscriterium miocoF . Door de
experimenten uit te voeren op een implementatie wordt deze implementatie geaccepteerd
(het uitvoeren van het experiment heeft niet geleid tot de ontdekking van een fout in de
implementatie), of geweigerd (het uitgevoerde experiment heeft een fout in de implemen-
tatie aan het licht gebracht doordat de implementatie een ongespecificeerde reactie op het
experiment heeft gegeven). Alle tests die afgeleid kunnen worden middels het algoritme
zijn bewijsbaar gezond : implementaties die correct zijn (met betrekking tot correctheids-
criterium miocoF) zullen nooit worden geweigerd (ook wel: afgeschoten). Bovendien is
de verzameling van alle tests die op deze manier afgeleid kunnen worden compleet : elke
incorrecte implementatie met betrekking tot correctheidscriterium miocoF kan worden
geweigerd door een test uit te voeren die is afgeleid door het algoritme. Een prototype
van dit algoritme is gëımplementeerd in een functionele taal.

Het testgeneratie algoritme dat is beschreven in hoofdstuk 4 is niet erg efficiënt in het
genereren van tests. Hoofdstuk 5 geeft concrete technieken om deze tests enigzins ef-
ficiënter te genereren. Het basisidee achter deze efficiëntere generatie is dat testgeneratie
van ‘grote’ specificaties voor een ‘ingewikkeld’ correctheidscriterium kan worden gesplitst
in meerdere testgeneratie problemen die elk ‘eenvoudiger’ zijn dan het oorspronkelijke
testgeneratie probleem. Deze eenvoudiger testgeneratie probleempjes worden verkregen
door het correctheidscriterium te factorizeren in meerdere kleintjes, en deze eenvoudigere
correctheidscriteria vervolgens te projecteren op de specificatie. Dit projecteren levert een
kleinere specificatie op, waarvan tests kunnen worden afgeleid voor het bijbehorende een-
voudigere correctheidscriterium. Al deze eenvoudiger testgeneratie probleempjes kunnen
in principe parallel worden uitgevoerd. Bovendien kunnen verder optimalisaties wor-
den toegepast die het afleiden van tests nog efficiënter maken. Door alle tests die op
deze manier gegenereerd kunnen worden samen te nemen wordt een verzameling tests
gegenereerd die gebruikt kan worden om het implementaties van de ‘grote’ specificatie
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te testen tegen het ‘ingewikkelde’ correctheidscriterium. Twee varianten van de techniek
worden besproken: één die een gezonde verzameling tests genereert, en de ander die een
complete verzameling tests genereert.

Alhoewel het verhogen van het aantal experimenten dat op implementaties wordt uit-
gevoerd het vertrouwen in de correctheid van deze implementaties vergroot, is het prak-
tisch gezien meestal te duur om implementaties uitvoerig te testen. Vandaar dat er een
zorgvuldige afweging gemaakt moet worden welke tests wel, en welke tests niet uitgevoerd
worden. Dit wordt ook wel testselectie genoemd. Testselectie technieken leiden ertoe dat
de verzameling tests die afgeleid kan worden gereduceerd wordt. Een minimale eis die
gerespecteerd moet worden is dat de afgeleide verzameling tests na het toepassen van
de testselectie techniek gezond (sound) moet blijven: de resulterende verzameling tests
mag geen correcte implementaties afschieten. Om te beslissen welke tests wel, en welke
niet, moeten worden uitgevoerd, zullen (verzamelingen van) tests met elkaar vergeleken
moeten worden. Voor een dergelijke vergelijking is een maat op een verzameling tests
noodzakelijk. Zo’n maat wordt een dekkingsmaat genoemd (engels: coverage measure).
Dekkingsmaten en testselectie technieken hebben alles met elkaar te maken: bij voorkeur
worden slechts dié tests uitgevoerd die een zo groot mogelijke kans hebben om de meeste
fatale fouten in een implementatie te detecteren. Hoofdstuk 6 presenteert een raamwerk
voor de definitie van testselectie technieken en dekkingsmaten. Binnen dit raamwerk
worden minimale eisen geformuleerd waaraan testselectie technieken en dekkingsmaten
moeten voldoen willen ze zinvol zijn. Het in hoofdstuk 6 gepresenteerde raamwerk is
complementair aan FMCT.

Hoofdstuk 7 beschrijft een experiment dat erop gericht is om de in dit proefschrift ont-
wikkelde testtheorie te toetsen aan de praktijk. Dit experiment behelst het testen van een
conferentie protocol-entiteit. Door middel van een dergelijke entiteit kan een gebruiker
communiceren met andere gebruikers die eveneens zijn aangesloten op dezelfde conferen-
tie. Van de protocol-entiteit is een formele specificatie gemaakt in de gestandaardiseerde
specificatietaal Lotos. Aangezien de tester een implementatie van de protocol-entiteit
niet rechtstreeks kan aanspreken door de aanwezigheid van een tussenliggend medium, is
ook een deel van de omgeving van de implementatie expliciet gemodelleerd in LOTOS.
Dit leidt tot een formele beschrijving van het te testen systeem. Deze formele beschrijving
kan eenduidig worden afgebeeld op een gelabeld transitiesysteem. Aangezien conferentie
protocol-entiteiten de eigenschap hebben dat ze invoer-acties nooit kunnen weigeren, is
het voldoende de testtheorie voor IOTS te gebruiken (dit is een speciale instantie van de
generieke testtheorie voor MIOTS). Middels een algoritme worden tests gegenereerd uit de
transitiesysteem-specificatie. Deze tests worden vervolgens automatisch gëınterpreteerd,
en uitgevoerd. Alhoewel het experiment in dit hoofdstuk veelbelovend lijkt, zijn er toch
nog voldoende aandachtspunten die nader onderzocht moeten worden. Enkele van deze
aandachtspunten zijn gëıdentificeerd.

Hoofdstuk 8 bevat tenslotte een aantal algemene conclusies die uit dit proefschrift
getrokken kunnen worden, en identificeert een aantal aan dit proefschrift gerelateerde
open vragen die nader onderzocht moeten worden.
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