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Summary

The user’s need to find information on the Internet is growing, like the Internet
itself is growing into an ever more tangled web of information. To find information
on the Internet, search engines have to rely solely on the techniques and the mod-
els developed in the information retrieval, due to the unstructured nature of the
Internet. When focusing on smaller domains of the Internet, like Intranets, web-
sites, and digital libraries, large collections of documents can be found, which have
both a semi-structured and a multimedia character. The information contained in
such document collections is often semantically related, which in total provide the
conditions to successfully apply existing database techniques for modelling and
querying web-data.

The Webspace Method focuses on such document collections and offers a new
approach for managing and querying web-based document collections, based on the
principle of conceptual modelling. The conceptual schema derived in the modelling
stage of the Webspace Method is called the webspace schema. The webspace
schema contains concepts, which describe the information stored in the document
collection at a semantical level of abstraction.

A webspace consists of two levels: a document level, where the document
collection is stored, and a semantical level, which consists of the concepts defined in
the webspace schema. The relation between the concepts defined in the webspace
schema and the content stored at the document level is exploited by the Webspace
Method when querying a webspace. The schema-based approach for querying the
content of a document collection, introduces a new category of search engines,
which offer more precise and advanced query formulation techniques.

Querying a webspace, i.e. the document collection, is based on the combination
of conceptual search and existing information retrieval techniques. The Webspace
Method allows a user to formulate both conceptual and multimedia constraints
over the collection of documents as a whole, rather than to query the content of
a single document at a time. Based on the webspace schema, a user formulates
his information need by defining some conceptual constraints, extended with con-
straints on the different types of multimedia that the user wants to invoke in his
search assignment. Because the conceptual constraints of the query are based on
the webspace schema, it is possible to combine information originally stored in
several documents into the result of the query. Because of the conceptual frame-
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work, the webspace search engine is capable of finding information that cannot be
found, using standard search engine technology.

The integration with information retrieval allows the Webspace Method to
combine content-based retrieval with conceptual search on limited domains of the
Internet. The user can then easily integrate several multimedia (sub-)queries into
the conceptual query over a webspace. Furthermore, the webspace search engine
allows a user to formulate his information need in terms of concepts, as the result
of a query. Rather than returning a list of URLs to relevant documents, a mate-
rialised view on the webspace schema is generated, which contains the requested
information.

To evaluate the Webspace Method, a retrieval performance experiment is car-
ried out to measure the contribution of the Webspace Method to the retrieval
process, compared to a ‘standard’ search engine, using the same IR model. It
shows that the retrieval performance, measured in terms or recall and precision,
increases by a factor up to 2, when querying a document collection with the Web-
space Method.
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Chapter 1

Introduction

The World-Wide Web contains an enormous amount of unstructured
information, which makes it hard to find relevant information using
the search engines available. The aim of this thesis is to incorporate
database techniques for modelling and searching substantial portions
of the WWW, such as Intranets or large web-sites, to provide better
management and search facilities over the data involved.

1.1 In search of better modelling and query tech-
niques for the WWW

Currently, information available on the Internet covers nearly all possible topics.
With an immense community of users, the potential of the Internet as a global
information provider is very high. But the high degree of freedom has a price,
because information is not always completely reliable, up-to-date, or easy to find.

The aim of this thesis is to investigate modelling techniques for web-data to
enhance query facilities for searching limited domains of the Internet.

To find information on the World-Wide Web (WWW) various approaches can
be used which all rely on techniques developed for information retrieval. A popular
way to find information is by using a search engine. There, the user’s information
need is specified in terms of keywords. Advanced search engines allow additional
constraints to be formulated concerning title fields, or other meta tags found in
the document. Unfortunately, these query formulation techniques do not offer the
powerful query functionality that is offered by a Database Management System
(DBMS)[EN94].

By introducing modelling techniques for web-data, a clear separation of con-
tent and presentation can be achieved, which forms the basis for more advanced
and precise techniques for querying web-data. Due to the nature of web-data,
database knowledge, which focuses on the management of structured data, can-

1



2 1. Introduction

not be applied straight away to manage web-data. Compared to structured data,
web-data inhabits the following characteristics, which have to be dealt with, when
modelling web-data in a database-like fashion:

• Semi-structured. Data on the Web often has an irregular and partial struc-
ture, is incomplete, and has a ‘weak notion of typing’. These characteristics
of data are called the semi-structured aspects of web-data.

• Distributed. Contrary to databases, where all the data is stored in a single
medium, web-data is often stored in distributed media. A simple example
is that of a web-site. A web-site seldom consists of a single page. Instead
the information is stored in several documents. Moreover, the information is
often stored using different storage media, such as LDAPs1, databases, and or
XML2 documents. Existing search engines are only capable of searching the
content of a single ‘document’. While often, fractions of related information
are spread over a collection of documents.

• Multimedia. The multimedia character of web-data is already extensively
studied in the information retrieval field. The majority of search engines
available are based on retrieval strategies developed for information retrieval,
to find relevant text documents. Lately, other types of multimedia, such as
images and audio fragments, can also be searched with search engines. How-
ever, the search engines available are not yet capable of combining various
types of multimedia in a single query, while more and more ‘true’ multime-
dia documents are presented on the Internet, and new types of multimedia
become frequently available.

Conceptual modelling of web-data requires special attention to the above men-
tioned characteristics. In Section 2 the semi-structured aspects of web-data are
studied in more detail. To be able to efficiently store and retrieve web-data, ex-
isting database technology can be adopted, however, minor modifications of the
DBMS are needed. The approach for storage and retrieval of web-data described
in Section 2 provides the basis for web-data management facilities.

Another aspect that needs to be dealt with, before the main aim of this thesis
can be full-filled is the distributed nature of web-data. The standardisation ef-
forts, mainly directed by the World-Wide Web Consortium (W3C), aim at defin-
ing standards for formatting web-data. One of the standards which rapidly gains
popularity is the eXtensible Markup Language (XML). Its goal is ‘to provide a
universal format for documents and data on the Web’. XML as a format for cap-
turing web-data is surely useful, and even eliminates some of the semi-structured
aspects of web-data, but XML and the related standard do not yet solve the data
exchange problem, which addresses the distributed nature of web-data.

1Lightweight Directory Access Protocol [SD00]
2eXtensible Markup Language, [WWWC98]



1.2. Research questions 3

Many applications on the Web, such as web-servers hosting a web-site, still
use their own exchange format. This complicates data exchange over web-based
applications, because each source needs to be addressed in its own language. In this
thesis the Data eXchange Language is introduced as a research vehicle to address
the problems related to data exchange and the distributed nature of web-data.
It provides a general framework for data exchange, where heterogeneous sources
can be queried, and the intermediate results be integrated into a single target. To
achieve this, DXL uses XML as an intermediate data format for transferring the
data from source to target applications.

The third characteristic mentioned, refers to the high multimedia character of
web-data. It is already mentioned that the information retrieval provides several
retrieval strategies to search for multimedia data. When focusing on the com-
bination of data modelling techniques and multimedia retrieval, the research on
multimedia DBMSs provides some answers. The work presented in this thesis, with
respect to this particular issue, is strongly influenced by the Mirror framework for
content and multimedia DBMSs [dV99].

Although it is certainly possible to provide modelling techniques for web-data,
it is not possible to use these techniques at the global level of the Internet. Re-
member that the Web is not a database [MMM97]. It would be too ambitious to
come up with a single schema that describes all data available on the Web.

However, when focusing on limited domains of the Internet, large collections of
documents can be found, where the content is related. The Webspace Method, for
modelling and querying web-based document collections focuses on these domains,
such as Intranets, digital libraries, and large web-sites. There, a conceptual schema
can be defined, that describes the content of a document collection (a webspace)
at a semantical level of abstraction. This conceptual schema, called the webspace
schema, is then used to query the content of the document collection.

Not only does this provide more powerful query facilities, but it also introduces
a whole new category of search engines. With the webspace search engine, the
user’s information need is specified in a database-like query, and the result of
a query over a webspace is not limited to a set of relevant documents, which
are normally returned when using a standard search engine. In fact, the webspace
search engine allows the user to formulate his query over information that is stored
in different documents and to specify which pieces of conceptual information should
be presented as the result of a query.

1.2 Research questions

The central research question of this thesis is already announced in the second
paragraph of this introduction:

How can conceptual modelling of web-data be used to provide more
advanced and precise query facilities for web-based document col-
lections?
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The answer to this question is provided by the Webspace Method. Prior to
answering the central research question, three related questions that address the
characteristics of web-data, have to be answered first:

• Web-data cannot be stored directly in a DBMS. The semi-structured aspects
of web-data require existing modelling techniques for structured data to be
adapted. This leads to the following question:

How can existing database technology be invoked, to achieve efficient
storage and retrieval of web-data, thus providing better management
facilities for web-data?

• Information on the Web is often spread over several sources, and large vol-
umes of data are exchanged between web-based applications. Despite stan-
dardisation efforts, a commonly accepted exchange format is missing. This
complicates the information exchange process. Therefore an answer is needed
to the question:

What is needed to overcome the (semantical) gap in data exchange over
web-based applications?

• The third question involves the multimedia character. The information re-
trieval already provides many answers to the problem of multimedia retrieval.
It would be foolish to neglect the answers provided there. The emphasis in
this thesis is more on the integration of conceptual modelling and informa-
tion retrieval to provide more precise query facilities. The research question
that investigates this problem is formulated as:

How can techniques developed in the information retrieval be integrated
in conceptual modelling to be able to combine conceptual search with
content-based retrieval over a web-based document collection?

1.3 Research approach

The answer to the central research question of this thesis is provided by the Web-
space Method. The three stages of the Webspace Method investigate the role of
conceptual modelling and querying of web-based document collections.

More precisely, based on conceptual modelling a framework for web-data man-
agement for document collections is offered by the modelling stage of the Webspace
Method. It integrates the answers to the sub-questions, formulated in the previous
section, with respect to web-data management in general, the distributed aspects,
and the data exchange problem.

During the extraction stage of the Webspace Method both conceptual and mul-
timedia meta-data is extracted from the document collection. For the multimedia
indexing, the Webspace Method is inspired by the framework for content and
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multimedia DBMSs, as proposed in Mirror. Furthermore, the extraction stage
integrates the retrieval strategies developed for information retrieval, with the
conceptual index, which is built from the (conceptual) web-objects found in the
document collection.

Based on the combination of conceptual search and content-based retrieval, as
offered by the Webspace Method during the query stage, a whole new approach to
querying document collections is introduced. The webspace search engine provides
more enhanced and powerful query formulation techniques which allow a user to
express his information need using the (conceptual) webspace schema.

Queries can be formulated over the document collection, rather than the con-
tent of a single document, as is done by standard search engines. Furthermore,
the result of a query is not limited to a set of relevant documents, which might
contain the requested information. With the webspace search engine the result
can be composed to contain pieces of information extracted from several docu-
ments, using the webspace schema to build the ‘view’. To illustrate this kind of
functionality for querying web-data, the webspace search engine is implemented.

To evaluate the retrieval performance of the Webspace Method a retrieval per-
formance experiment is carried out, which measures the performance in terms of
recall and precision. The experiment illustrates the contribution of the Webspace
Method to the increase in retrieval performance by comparing the webspace search
engine with a standard search engine, based the same IR model for text retrieval.

1.4 Outline of the thesis

The remainder of this thesis is organised as follows:

Chapter 2: Databases and the Web. This chapter starts with a discussion
of related work on the integration of database technology in the WWW. The
remainder of the chapter discusses semi-structured aspects of web-data, and
the efficient storage of semi-structured data following an object-relational
approach.

Finally, the Data eXchange Language (DXL) is presented. DXL provides a
framework for data exchange over web-based applications. More specifically,
DXL allows multiple heterogeneous sources to be queried, and the result to
be integrated in and transferred to a single target.

Chapter 3: Information retrieval. The goal of this chapter is to provide an
overview of retrieval strategies and information retrieval models. The current
state-of-the-art search engines have to rely their retrieval performance on the
techniques developed in this research area. In the light of Mirror [dV99], a
framework for content and multimedia DBMSs, the discussion on information
retrieval is continued from a data management perspective.

To evaluate the performance of information retrieval systems retrieval perfor-
mance experiments are carried out. The Text Retrieval Conference (TREC)
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provides a commonly accepted platform for the evaluation of retrieval strate-
gies.

Chapter 4: The Webspace Method. For limited domains of the Internet,
like Intranets and large web-sites, where the content is more related, data
management techniques can be successfully invoked in the search process.
This chapter presents an overview on the Webspace Method, for modelling
and querying web-based document collections.

Based on conceptual modelling, more sophisticated search techniques can be
developed. The key ingredient of the Webspace Method is the introduction of
a conceptual schema, which provides a semantical description of the content
of the document collection. Based on the combination of conceptual search
and content-based information retrieval, the content of a document collection
can be searched for relevant information, using the conceptual schema.

The Webspace Method is divided into three stages: a modelling stage, data-
extraction stage, and query stage. By means of the webspace system archi-
tecture, an overview of each of these stages is given. It describes the process
and the requirements that need to be fulfilled, to provide advanced query
formulation techniques for web-based document collections.

Chapter 5: Modelling the content of a webspace. The first stage of the
Webspace Method, modelling the content of a webspace (i.e. the web-based
document collection) is described in this chapter. First, a formal model for
the conceptual schema is introduced, after which the webspace modelling
tool is described. In the remainder of this chapter, the focus will be on two
steps of the design process of a webspace: the schema definition part, and
the creation of documents, such that they form a view on the conceptual
schema.

Chapter 6: Web-object extraction and multimedia indexing. In this
chapter the second stage of the Webspace Method is discussed in detail. It
describes the approach followed to extract both conceptual and multimedia
meta-data from the content of a webspace. Since new types of multimedia are
frequently becoming available, an easily extensible mechanism is needed to
extract relevant meta-data from these new multimedia types. The Daemon
Data Dictionary (DDD) provides such a mechanism. The DDD takes care
of indexing the conceptual and multimedia meta-data, extracted from the
content of a webspace.

Chapter 7: Querying a webspace. The final stage of the Webspace Method
deals with querying a webspace. The first part of the chapter discusses the
technology behind the webspace query tool. It shows how complex queries
can be formulated over a webspace by novice users. Furthermore, it describes
the role of DXL with respect to query generation, and the presentation of
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the results. The second part of the chapter describes the results of a re-
trieval performance experiment carried out with the webspace search engine
(webspace query tool), to relate the retrieval performance of the Webspace
Method to standard search engines that have to rely on the available infor-
mation retrieval techniques.

Chapter 8: Conclusions and future trends. The final chapter will conclude
with a summary on the answers to the research questions posed in this
chapter. Furthermore, a short discussion on future trends is given as an
overview on current developments in the research areas covered by this thesis,
as well as an indication on future research, that still needs to be carried out
to create a better environment for the WWW.
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Chapter 2

Databases and the Web

The focus in this chapter is twofold. First of all it discusses the
role of database technology with respect to management of web-data.
Secondly, it discusses the problem of data exchange over web-based
applications.

With the rise of the Internet huge amounts of data became available
which have a semi-structured character. Existing database technology
is not capable of storing such data efficiently. The first part of this
chapter discusses the semi-structured aspects of web-data, and shows
how existing database technology can be adopted to achieve more effi-
cient storage and retrieval of web-data.

Data exchange over the Internet is becoming an emerging issue, due to
the lack of commonly accepted standards for the WWW. In this light
the eXtensible Markup Language seems to provide some relieve, but
XML alone should not be overestimated in its role of data exchanger.
The Data eXchange Language, described in this chapter, provides a
platform for data exchange over heterogeneous data-types based on
XML.

2.1 Introduction

With the rise of the Internet, the role of Database Management Systems (DBMS)
is changing. Instead of managing information in a safe environment, as provided
by a DBMS, most information is nowadays stored, and presented directly on the
Internet. The advantage is that information is easily accessible, and spread over
the Internet, but it also introduces some major drawbacks. Management of web-
data is becoming an almost impossible task, due to the unstructured nature of the
Internet. Furthermore, everyone is free to use its own format for presenting the
data, due to the lack of a commonly accepted standard for data exchange.

9
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In literature, web-data is often referred to as semi-structured data [AQM+97,
Bun97]. Semi-structured data is found in many forms, and does not follow strict
rules. It varies from unstructured data, such as plain-text fragments, or even the
raw data of images, to highly structured data, normally stored in a database.
Sometimes the structure is clear, sometimes it is implicit. Using the definition
posed in [AQM+97] semi-structured data is:

‘data, that is - from a particular point of view - neither raw data, nor strictly
typed, i.e. not table-oriented, as in a relational model, or sorted graph as in
object databases’.

Data integration is called to be the main motivation for the research on semi-
structured data. Various data models, and query languages have been proposed
to deal with semi-structured data. Most of them use a hierarchical model, and
based their language on regular path-expressions.

With the arrival of the eXtensible Markup Language (XML) [WWWC98], the
research focus on semi-structured data moved into this new direction. XML, a
W3C1 standard, is developed over the past few years to provide a universal format
for structured documents and data on the web. A collection of related standards
is defined around XML which (in general) aim to support the transformation of
one XML-document into another.

From this point two directions are generally followed. From a web-data man-
agement point of view, XML offers no support for the management of (semi-
structured) data. This initiated the research on efficient storage and retrieval of
XML data. The other direction focuses on the data exchange aspects of XML.

The goal of this chapter is to describe the research on these two directions, but
more importantly, to present two alternative approaches, one for each direction,
following a database oriented approach.

2.1.1 Data management

In the early stages of the research on semi-structured data, databases were kept out
of the picture. It was generally believed that databases were not flexible enough
to deal with the unstructured and incomplete character of web-data. However, the
‘lightweight’ hierarchical model could not fulfill all demands on the management
of semi-structured data. As a result new initiatives were employed to integrate
the research on semi-structured data with the knowledge of database technology.

Around the same time two approaches have been introduced which focus on
the data management aspects. One approach is carried out in the STORED-
project [AFS99]. There the focus is on the mapping of the hierarchical model for
semi-structured data onto the relational model of a database. The other approach
is described in Section 2.4 of this chapter. Using the extensibility of Moa [BWK98],
the focus is more on the efficient storage and retrieval of semi-structured data,

1The World Wide Web Consortium, home-page: http://www.w3.org/



2.2. Background 11

rather than on the mapping of a hierarchical model on a database structure. Since
that time, other developments have been going on in this area, which are more
extensively described in Section 2.2.

2.1.2 Data exchange

When it comes to data exchange over web-based applications several standards
have been defined to do the job, like XQuery [CFR+01], XSL-T [WWWC99a], but
also other query languages proposed by various research groups. These languages
work, provided of course that the applications are capable of handling their input
and output in XML.

Unfortunately, the majority of todays (web-based) applications are not using
XML as their exchange format. This complicates the exchange of data over the
web. The Data eXchange Language (DXL) provides a framework for data exchange
over (web-based) applications. More precise, DXL allows heterogeneous sources to
be queried, and the results to be integrated into a single target. To achieve this an
extensible mechanism is used which allows other query languages to be embedded
into a single DXL query. A DXL extension is a plug-in that allows a particular
data-type to be queried and/or constructed.

2.1.3 Organisation

The remainder of this chapter is organised as follows. In Section 2.2 related work
for data models and query languages for web-data is discussed. Secondly, the
related work on data exchange over web-based applications is discussed there.
Semi-structured aspects of web-data are discussed in Section 2.3. Section 2.4
presents Moa and ANY, an extension of Moa that allows efficient storage and
querying of web-data in a database environment. Section 2.5 is dedicated to the
presentation of the Data eXchange Language for data exchange over web-based
applications. Finally, a discussion of the work presented in this chapter is given in
Section 2.6.

2.2 Background

The background section is divided in two subsections. Section 2.2.1 discusses
related work with respect to the efficient storage and retrieval of data on the web.
This discussion is continued in Section 2.2.2, where the focus is more on data
exchange over web-based applications.

2.2.1 Efficient storage and retrieval of web-data

The commonly accepted approach for storage and retrieval of semi-strucured data
is based on a hierarchical data model. The Object Exchange Model (OEM)
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[AQM+97] is one of the first hierarchical data models for representing semi-struc-
tured data. It is based on a graph with labels on the edges. The main goal of OEM
was to have a simple, and flexible data model for describing semi-structured data.
The Lore query language [AQM+97], among others [AO98, BDFS97, BC00], base
their language on OEM. Information is obtained from the hierarchical data struc-
ture, through the formulation of regular path expressions over the semi-structured
source.

Two problems arise when following the approach for storage and retrieval of
semi-structured data. First of all, if the semi-structured data grows large, the
hierarchical data structure will grow large. This complicates the query formula-
tion, especially if the user is not familiar with the hierarchical structure. Data-
guides [GW97] were introduced to overcome this problem. A data-guide describes
the structure, and eliminates duplicate branches from the view.

The other problem is related to the use of wild-cards (*,+,?) in regular path
expressions. This feature can be really useful if a user is not completely familiar
with the data structure. But it also introduces the biggest drawback of this kind
of query languages. Using a wild-card in a regular path expression drastically
reduces the efficiency of the query execution over a semi-structured data source,
since large portions of the graph need to be traversed to find relevant sub-trees.

Additional query execution techniques have been added, to reduce the query
processing time. These techniques include a combined top-down/bottom-up ap-
proach [SKW01], and a combination of keyword search and regular path expres-
sion [FMK00]. Both approaches focus on the elimination of irrelevant sub-trees
from the graph, that need to be examined during the execution of the regular path
expression.

The arrival of the XML-standard caused the research on semi-structured data
to be reapplied in the light of this new ‘standard for structured documents and data
on the web [WWWC98]’. Query languages like XML-QL [DFF+99], XQL [RLS98]
and Quilt [CRF00] led to the development of XQuery [CFR+01], the latest W3C
recommendation for querying XML-data. Many of the features of query languages
for semi-structured data are also characterising XQuery.

Although XML is a good medium to describe web-data, management of web-
data requires other facilities which are normally available in a DBMS. Tradition-
ally databases are used for the management of large quantities of data, but due
to the characteristics of web-data, as described in Section 2.3, existing database
technology is not optimised for the storage of web-data.

Section 2.4 describes how Moa, which is based on a structural object-oriented
data model, is extended to deal with the semi-structured aspects of web-data
efficiently at the lower levels of a DBMS. In STORED [DFF+99] the hierarchical
model for semi-structured data is mapped on top of a relational DBMS, to store
the data. The focus in STORED is more on the mapping of the hierarchical data
model and query language to the relational model, than on the efficient storage of
semi-structured data.

Another approach is described in [SKWW00]. To achieve efficient storage and
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retrieval of XML documents, the data is mapped on a relational database, using
binary associations. As for the extension of Moa, a complete vertical fragmen-
tation is used there too, to achieve efficient storage of XML data. The main
difference is that they map the hierarchical structure directly on a binary model,
while Moa is implemented on top of a binary data model. This provides physi-
cal data independence between Moa and the database kernel. Furthermore, Moa
follows an object-oriented approach that allows us to deal with matters, such as
type-coercion and polymorphism [CW85]. In [FK99a] and [SKWW00] different
approaches for the storage of web-data are compared. The results show that ver-
tical fragmentation offers a solid platform for the efficient storage and retrieval of
web-data.

Commercial DBMSs have also extended their database kernel with XML sup-
port. Basically this comes down to a mapping of the result of a query over a
relational structure in an XML format. This provides the basic facilities needed
for XML-based data exchange on the Internet.

2.2.2 Data exchange over web-based applications

The Data eXchange Language (DXL) described in this thesis, depends heavily
on XML related technology. However, it cannot be compared with XML query
languages, such as XQuery [CFR+01], Quilt [CRF00], XML-QL [DFF+99] and
others [BC00, CCD+99, MFK01]. There are similarities, but most of them are
more related to the use of XML, rather than to the functionality offered by those
languages. The main reason for this is that data-type dependent query function-
ality is kept out of the DXL control language. The DXL control language itself
only provides the functionality needed to connect to, and exchange data between,
heterogeneous sources and targets.

More closely related is RXL [FST00, FMT01]. RXL stands for Relational to
XML transformation Language, and is a declarative query language that aims at
querying a relational DBMS, and viewing the results in XML. RXL forms the main
source of inspiration for DXL. However, the scope of DXL is larger, since it does
not aim at a specific data-type, like RXL does. Furthermore, RXL has a more
limited power when it comes to constructing structures with an arbitrary level of
nesting (recursion). This is caused by the explicit definition of the target structure
in the RXL query, while DXL follows a more data-driven approach, where based
on templates the target structure can be defined recursively. Also interesting is
the reverse transformation of RXL, i.e. transformations of XML into a relational
database. This is done in STORED [AFS99].

A second source of inspiration is XSL-T [WWWC99a], the W3C standard for
XML Style-sheet Languages. XSL-T uses, like DXL, a template-based approach.
But unlike DXL, XSL-T templates are called based on the input XML document.
Again XSL-T can be seen as a subset of DXL, since it allows any XML document
to be transformed into any data-type. The DXL extension for XML even borrows
some of the instructions from XSL-T to construct new XML documents.
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Figure 2.1: DXL transformations.

The arrows drawn in Figure 2.1 show possible transformations, supported by
DXL, under the condition of course that a DXL extension for that particular
data-type is available. For some transformations the related query languages are
positioned around the arrows, indicating their relation to DXL, as discussed above.

2.3 Semi-structured aspects of web-data

In literature, many descriptions of semi-structured data can be found [Abi97,
Bun97, Suc01]. This section presents a summary of the semi-structured aspects
of web-data. The aspects can generally be divided into three categories: data,
structure, and schema.

Data:

• Incomplete and irregular . Information on the web is often presented
according to the author’s need. If some information is not necessary,
it can simply be left out without any consequences. For instance, an
address can be described as a street-name, house-number, city, and
country. This leaves out a postal code, and state or province. An exam-
ple of the irregularity of semi-structured data is a price list, where the
prices are partially given in guilders, while the other part is presented
in a different currency, like in euros.

• Weak notion of typing . Inside a database, data always has to follow
strict rules with respect to the format of data. Outside this restricted
environment any notation can be used to present the data. A classical
example deals with the presentation of dates. ‘26 April 2001’ is a date
in its string representation. ‘26-04-2004’ represents the same date, in
a different format, while ‘20010426’ forms a third representation, fol-
lowing another standard that can easily be interpreted as an integer.
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Weak notion of typing causes problems related to type coercion and
polymorphism [CW85].

Structure:

• Partial and indicative . If a structure can be detected from the semi-
structured data, it is often partial and indicative. To reveal the (partial)
structure of data text analysis tools are needed that view the data in
a certain context. When the same kind of information is described by
different data structures, semi-structured data has an indicative struc-
ture.

• Implicit . Semi-structured data often has an implicit structure. Take
for example an XML document, where the tagging defines a clear docu-
ment structure. However, the interpretation of this structure will result
in the isolation of pieces of information, because the semantics needed
for the complete interpretation of all the relations in the document is
missing.

Schema:

• Self-describing and ‘blurred ’. In databases the schema is always
defined a-priori, and separated from the data. Semi-structured data
is also called self-describing, because the schematic information is con-
tained in the data. To derive a schema from semi-structured data, it
has to be interpreted first. Thus, the schema is determined a-posteriori,
and ‘blurred’ with the data.

• Large . Since the schema is embedded in the data, it is likely that
the schema, based on a hierarchical data model, will grow large, if the
data itself becomes large. In contrast to databases, where the schema
is small compared to the data contained in the database.

When the focus shifted from semi-structured data to XML-data, some of the semi-
structured aspects became less visible. XML has a clear notion of structure, so
the arguments on the partial and indicative structure faded. Other aspects are
tackled by particular standards that are defined around XML, like the XML-
schema standard [WWWC01b], which introduced typing of XML-data.

2.4 Storing and querying web-data with Moa

This section will start with a description of Moa [BWK98], the Moa data model,
and the Moa object algebra. In Section 2.4.2 the Moa extension that realises
the efficient storage of web-data in a DBMS is presented, and illustrated by an
example.
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2.4.1 About Moa

Traditionally relational DBMSs are based on the three layer ANSI/Sparc mo-
del [TK78, EN94], which proved to be a successful concept in the area of office
applications. In other application domains, relational DBMSs have not always
offered satisfying solutions. For instance in case of geographic information systems
(GIS), where large quantities of spatial data need to be processed, it turned out
that specialised ‘spatial engines’ were needed which could not be embedded in the
database kernel.

Similar problems occurred in the area of information retrieval and multimedia
content management, which provide the basis for search engines on the web. It
turned out that relational DBMSs could not cope with the high demands on scal-
ability, and the need to integrate the IR model efficiently at the lower layers of the
DBMS. Again the benefits of a relational DBMS were neglected, and specialised
systems were used.

This also formed the motivation for the object-oriented developments in data-
bases. The object-oriented DBMS offers the functionality to efficiently integrate
complex domain-specific data structures and algorithms with the relational data
in the database kernel.

Although object-oriented features are highly desirable in the context of a
DBMS, object-oriented databases did not make it in the end, because some of
the fundamental design principles, present in a relational DBMS, were left out of
the picture. This includes abstract data typing (ADT) and the set-oriented nature
of operations on data-structures.

The objective of Moa is to rethink the original design principles of a relational
DBMS, in the light of the object-oriented movement. More specific, the goal is
to define a highly extensible data model, following an object-oriented approach,
while preserving a set-oriented nature and abstract data typing.

Therefore, the Moa data model and object algebra are implemented at the log-
ical layer of the traditional three layer architecture. Figure 2.2 presents the three
layer architecture of the ANSI/Sparc model, with Moa at the logical layer. Moa
forms the intermediate, offering logical data independence at the conceptual layer,
where the application resides. On the other hand, physical data independence is
obtained by using an extensible database kernel at the physical layer .

For this purpose Moa uses Monet or Postgres. Monet [BK95, BMK99] is an
extensible database kernel developed at CWI2, Amsterdam, the Netherlands. It
is based on a binary-relational data model. The completely vertically decomposed
data model allows Monet to execute all operations on the binary tables in main
memory. Furthermore, Monet provides base-type extensibility which fulfills Moa’s
requirements at this point.

The Postgres database implements an object-relational data model, which also
allows new base-types to be added to the kernel. Postgres began as Ingres, at

2Centre for Mathematics and Computer Science, http://www.cwi.nl/
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Figure 2.2: Three layer architecture.

the University of California, Berkely, in 1977, and was transformed into Postgres
around 1986. Currently it is continued as an open source project [pDT96].

Moa data model

Now that the background behind Moa is explained, the data model which forms
the basis of Moa, will be discussed. Moa uses a structural object-oriented data
model. The data model exploits a nested type system, which distinguishes two
types of extensibility.

• Base types. Moa assumes a finite set of ADT-style base types, implemented
at the physical layer of the object server. The internal structure of these
types can only be accessed via the operations defined on the base types.
The following more formal description applies:

τ is a base type, if τ is an atomic type at the physical level.

• Type constructors. All type constructors (structured types) are defined
at the logical layer. A type constructor defines a logical structure over the
base types inherited from the physical layer or (other) type constructors
defined at the logical layer. The basis of Moa is formed by the well-known
data structures: SET, TUPLE, Atomic, and OBJECT. More formal, a type
constructor in Moa is defined as:

If τ1, · · · , τn, is a, possible empty, list of types and T is a structure defined
over τ1, · · · , τn, then T 〈τ1, · · · , τn〉 is a structured type.
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Moa object algebra

The Moa object algebra purely consists of the operations defined on the available
(atomic) base types, and its structural extensions. For instance operations that
can be invoked on the SET type constructor include: select, project, join, nest, and
unnest. On the TUPLE and OBJECT structures operations are defined that allow
access to one or more attributes. In the same manner methods (operations) that
work on base types can be invoked.

Moa example

In the code fragment of Figure 2.3 a nested data structure in Moa is shown. It
describes a CD collection in MP3. Each TUPLE in the SET contains information,
describing a single CD. All TUPLEs contain two attributes. The first attribute of
each TUPLE contains the CDName, while the second attribute contains a possibly
empty SET of MP3tracks. It assumes that a base type MP3 is available, to store
the MP3 in the database kernel.

01. SET<CDCollectionIndex,

02. TUPLE<Atomic<CDName>,

03. SET<CDTrackIndex,

04. Atomic<MP3track>,

05. CDCollectionIndex.reverse

06. >

07. >

08. >: cdcollection;

Figure 2.3: Moa data structure example.

In Figure 2.4 a Moa expression is given which uses the data structure of Fig-
ure 2.3. Working the expression inside-out, line 5 of the figure contains a reference
to the data structure. The first operation on cdcollection is a select. It selects
the TUPLEs where the first attribute (the CDName) equals ‘The Cranberries - No
need to argue’. The map operation of lines 3–6 creates a set-of-sets, containing
the relevant MP3tracks. The flatten operation (lines 02–07) will turn this into a
set of MP3tracks, while the outer map of lines 01–08, invokes a play operation on
all MP3 in the set.

Moa extensions

Moa extensions have already been defined for various application domains. These
domains include GIS [WvZF98], content-based text retrieval [dV99], and lately
content-based video retrieval [PJ01] has been added to the list of Moa extensions.
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01. map[play(THIS)](

02. flatten(

03. map[%2](

04. select[=(%1,’The Cranberries - No need to argue’)]

05. (cdcollection)

06. )

07. )

08. );

Figure 2.4: Moa object algebra example.

Focusing on the GIS extension, several new type constructors were defined,
like PARTITION, and DCEL. The added-value of Moa, with respect to this par-
ticular extension is that not only geometric base types, such as points, lines, and
regions were available at the conceptual layer, but that also high-level topographic
concepts, like the Doubly-Connected Edge List (DCEL), and the Delauney trian-
gulation were integrated in Moa at the logical layer. This eliminates the need for
an external ‘spatial engine’ as mentioned earlier, and allows an efficient integration
of both relational and spatial data through the intervention of Moa.

In the area of text retrieval Moa’s extensibility is used to implement a complete
IR model. Again new type constructors were introduced, that represent various
statistical indexes, incorporating techniques from the information retrieval domain.

Currently, Moa is used in the SUMMER project [PJvB+01]. In the project,
the focus is on extensive multimedia support for various application domains,
with a specific interest in the distributed aspects of multimedia (meta-)data. A
distributed version of Moa is currently under development.

2.4.2 Moa’s type constructor for semi-structured data

With respect to the efficient storage of semi-structured data in a DBMS, another
Moa extension is developed. The motivation for this is twofold. First of all, semi-
structured data is often incomplete. Storing incomplete data in a DBMS will result
in the waste of large amounts of space at the physical layer. I.e. storing an object,
or a tuple in a database table will occupy all the space reserved for an entire row.
However, when this object or tuple is missing one or more attributes, the same
amount of space is used, but less information is stored. The more incomplete the
data is, the larger the amount of wasted space will be. With the particular domain
of management of web-data in mind, containing large amounts of data, this space
could be better spent. The second motivation is induced by the weak notion of
typing which semi-structured data usually has. This introduces the problem of
type-coercion [CW85]. The ANY type constructor provides a solution for both
problems [vZAW99, FK99a, vZA00a].
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ANY type constructor

Several approaches [Abi97, DFF+99, FK99b] have been introduced to deal with
semi-structured data. Modelling such data requires a flexible data model that
supports irregular, implicit, and partial structure of data. The Moa data model
provides the basis that is needed to achieve this. The ANY type constructor
implements a Moa extension that allows semi-structured data to be integrated
with structured data using a single schema. It also allows semi-structured data to
be queried in the same manner as structured data. Finally, it provides a framework
for type-coercion, which illustrates another aspect of semi-structured data, that
has to be taken care of.

The ANY type constructor exploits Monet’s binary-relational data model, for
storing the data efficiently, and defines a TUPLE-like data structure in Moa. If
the attribute of an ANY is not defined, it simply does not store any value in the
underlying binary table. Fetching one or more attributes from an ANY-IVS will
invoke a combined project/select operation on the associated binary tables. The
projection will ‘touch’ the appropriate tables, while the selection is fetching the
relevant ‘rows’. If a particular attribute is not found, the result will be an empty
set, instead of a NULL-value.

Based on the definition of an identified value set, as given below, a formal
specification of the ANY type constructor can be derived. An Identified Value Set
(IVS) S is defined as a set of pairs (idi, vi) in which each value vi is associated
with an identifier idi that is unique within the value set:

{(idi, vi)|i, j ∈ 1 · · ·n, i 6= j → idi 6= idj}
Consider (IV S1, . . . , IV Sn) as a collection of asynchronous identified value sets,
the structure function ANY(IV S1, . . . , IV Sn) defines the new combined set:

{(idi, {vij |(idi, vij) ∈ IV Sj})|(idi ∈ IV S1 ∪ . . . ∪ IV Sn}
There are two operations defined on the ANY type constructor, that allow the
user to manipulate an ANY data structure.

• The attr operation allows the selection on a specific attribute or a set of
attributes from the ANY data structure.

• The filled operation checks for the existence of objects, or for one of the
attributes of underlying ANY data structure.

Storage of web-data

In the context of storing web-data in a DBMS, the following example is set-up
to illustrate the benefit of the ANY type constructor. Figure 2.5 shows two XML
fragments of postcards containing information sent in by travellers, about a certain
destination. This is a typical example of semi-structured web-data. First of all, the
fragments have a certain structure that is irregular and incomplete. The postcard
of the first fragment contains a sender attribute, while this attribute is missing in
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<postcard topic=’Travel Tips’

sender=’Fiona Lyle - UK’

date=’Aug 98’>

<about>

<destination name=’Canada’/>

</about>

<body>

<hypertext>

Jasper-Whitewater ... driving.

</hypertext>

</body>

</postcard>

(a) XML postcard fragment 1.

<postcard topic=’Gems, Highlights, Attractions’

date=’20010426’>

<about>

<destination name=’the Netherlands’/>

</about>

<body>

<hypertext>

In Amsterdam ... Javaplein.

</hypertext>

</body>

</postcard>

(b) XML postcard fragment 2.

Figure 2.5: XML fragments of postcards.

the second fragment. Secondly, focusing on the data attributes, it is clear that
two different notations are used which indicates a type coercion problem.

Based on the structure of XML fragments of Figure 2.5, the OBJECT definitions
in Moa given in Figure 2.6 can be setup up to store the semi-structured data in
Moa. It contains two regular class definitions for Hypertext and Destination on
lines 1 and 3. The class definitions for Date and Postcard use the ANY type
constructor. In case of the Date class definition, the ANY is used to deal with
the type coercion. The class definition for Postcard contains 5 attributes, which
contain the topic and sender values, and references to the date, about, and body
OBJECTs.

To show how the data is stored in Monet, Figure 2.7 presents some fragments
of the contents of the binary tables, used by the Moa definitions of figure 2.6. Out
of convenience, the Monet tables containing the indices are left out.
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01. class Hypertext: Atomic<_text> extension hypertextExt;

02.

03. class Destination: Atomic<destname> extension destinationExt;

04.

05. class Date: ANY<Atomic<datestring>:datestring,

06. Atomic<dateint>:dateint

07. > extension dateExt;

08.

09. class Postcard:

10. ANY<Atomic<topic>: topic,

11. Atomic<sender>: sender,

12. Object<Date,dateValue>:date,

13. Object<Destination, destValue>: about,

14. Object<Hypertext, hypertextValue>: body

15. > extension postcardExt;

Figure 2.6: Semi-structured OBJECT definitions in Moa for the postcard frag-
ments.

Querying semi-structured data

To illustrate in what manner semi-structured data is queried in Moa, a Moa ex-
pression, querying the data structures of Figure 2.6 is given in Figure 2.8. The goal
of the query is to find postcards, that are dated before ‘1 Jan 2000’, given a SET
of Postcards. The expressions of lines 2–5 result in a set of postcard objects. To
achieve this, a specialised operation (before) is used, which given a Date object and
a date (in integer form) determines whether the Date is time-stamped before the
specified constraint. %date is the short notation for the operation attr(THIS,date)
operation on an ANY-structure. The map operation is invoked on the intermediate
result of the select, and produces a SET of ANYs, each containing the attributes
topic, sender, and destination.

2.5 Data eXchange Language

One of the biggest problems for general data exchange is the flexibility needed
to deal with all kinds of different data-types. In fact, each data-type has its own
specific characteristics. To exploit these characteristics in the best way possible,
query languages are needed that solely target a specific data-type. When defining
just one query language that targets heterogeneous sources (data-types), compro-
mises will have to be made which will result in a less powerful query language.
Therefore DXL does not incorporate all kinds of functionality that target a specific
data-type directly.

The goal is to provide a flexible and extensible framework that allows other
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topic sender date

oid str oid str oid oid
101 Fiona...
102

101 101
102

Travel ...
Gems, ...

datestring dateint

Aug 98 20010426

201
202

201 202
oid str oid int

about

oid oid
101
102

301
302

destname body _text

oid str oid oid oid str
301 401
302

101 401
402

Canada
the Net...

Jasper...
In Ams...102 402

Figure 2.7: Content of the Monet tables.

01. map[ANY<%topic, %sender, %destination>]

02. (select[before(%date, 20000101)]

03. (SET<PostcardIndex,

04. Object<Postcard, postcardVal>

05. >)

06. );

Figure 2.8: Semi-structured Moa expression.

query languages to be embedded. Besides that, DXL needs to be capable of
transporting any data from its sources into the target of a DXL query.

In Section 2.5.1 the features supported by the DXL framework, and some ap-
plications of DXL are discussed. A trivial example is presented in Section 2.5.2,
to give a first impression of DXL. The system architecture that implements DXL
is presented in Section 2.5.3. Section 2.5.4 provides insight into the control lan-
guage. The extensibility of DXL is presented in Section 2.5.5. In that section, two
extensions of DXL are discussed: the Postgres plug-in, and the XML plug-in. A
case-study, based on Newsgroups, is presented in Section 2.5.6. It illustrates the
power of DXL, when it comes to building recursive target structures, and querying
heterogeneous sources.

2.5.1 Features and applications of DXL

DXL explores the following four main features:
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• Heterogenity. The main contribution of DXL is that it offers a data-type
independent approach for data exchange over multiple sources. To achieve
this, all data obtained from the sources is stored internally, in the form of a
set of XML elements, as the parameters of a DXL query.

• Extensibility. To embed other query languages in DXL, extensibility is
crucial. The DXL control language has two instructions (query and construct)
for this purpose. These instructions must be defined for each data-type in
a plug-in (extension). The query instruction connects to and retrieves the
requested information from the source, and stores the intermediate result
in parameters. The construct instruction retrieves information from DXL‘s
parameters and uses it to construct the desired target data-type.

• Templates. The behaviour of a DXL query is specified in one or more
templates. Each template defines a part of the query. The body of a tem-
plate often contains a sequence of instructions that defines the template’s
behaviour. Within a template it is only possible to query one source. Thus
if multiple sources need to be queried, there are at least as many templates.

• Recursion. DXL has a recursive behaviour, i.e. templates can be called
recursively which allows source/target data-types to be queried/constructed
recursively. As a result, arbitrarily deeply nested structures can be queried
and constructed. In case of newsgroups, where messages can have any num-
ber of follow ups, such a property is essential. The recursive behaviour of
DXL will beillustrated in the example of Section 2.5.6.

In practise, DXL queries have the intention to grow relatively large which will
make it unlikely that inexperienced users will formulate queries by hand. However,
due to its XML-based nature, it is fairly easy to generate DXL queries. The
Webspace Query Tool (7.4) uses DXL internally to construct complex queries over
web-based document collections. It fetches meta-data from the webspace object
server and integrates these results with XML fragments that are obtained from
several XML documents. As a result, the generated DXL query constructs an XML
document which yields the requested information. In another application, DXL
is used in combination with the Feature Grammar Engine [WSK99, dVWAK00]
developed at CWI for the automatic reconstruction of web-sites, and multimedia
retrieval in combination with the Webspace Method [BvZW+01, vZA00c].

2.5.2 ‘Hello World!’ example

Before presenting the architecture and language definition, the ‘Hello world’ ex-
ample will be discussed to give a first impression of DXL. The code fragment of
Figure 2.9.a shows a DXL query that consists of a single template. Line 2 of
this query specifies that the plug-in defined in the driver ‘dxl.client.xml’ is used
to create the target XML document ‘result.xml’. To construct this document all
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child instructions embedded in the body of the template with name ‘main’ are
executed sequentially. The precise syntaxes and semantics of DXL are explained
in Sections 2.5.4 and 2.5.5.

The execution starts with the definition of a parameter with the name ‘param1’
and value ‘Hello World!’ in line 5. Next the construct instruction of lines 6 – 10
is called. The construct, which is implemented by the plug-in ‘dxl.client.xml’,
allows the instruction element to be embedded in its body. The element defines
the root element ‘message’ of the target document. Within the element instruction
an attribute instruction is called, which defines the attribute with the name ‘text’
for the XML element ‘message’. The value ‘Hello World!’ stored in the parameter
$param1 is passed into the value of the attribute. The result of the query is a
simple XML document, as shown in Figure 2.9.b.

01. <?xml version=’1.0’ encoding=’UTF-8’?>

02. <dxl_query driver=’dxl.client.xml’ target=’result.xml’>

03.

04. <template name=’main’>

05. <param name=’param1’ select=’Hello World!’/>

06. <construct>

07. <element name=’message’>

08. <attribute name=’text’ value=’$param1’/>

09. </element>

10. </construct>

11. </template>

12.

13. </dxl_query>

(a) DXL query

01. <?xml version=’1.0’ encoding=’UTF-8’?>

02. <message text=’Hello world!’/>

(b) DXL Target: result.xml

Figure 2.9: ‘Hello World’ example.

2.5.3 DXL’s system architecture

DXL’s implementation is based on the system architecture presented in Figure 2.10.
The architecture consists of three components: a kernel, a control language, and
one or more plug-ins. The current implementation is based on Java which al-
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lows DXL to be used on various platforms. The kernel contains four classes:
DxlEngine, DxlDriver, DxlInterface, DxlInstruction. The process starts by initiat-
ing the DxlEngine with the DxlDrivers, which refer to the available plug-ins. Next
a DXL query is validated by the DxlEngine, and a connection is made with the
target of the query.

K
er

ne
l

C
on

tr
ol

 L
an

gu
ag

e

P
lu

g−
in

(s
)

DxlEngine

DxlInterface

DxlInstruction

DxlDriver(s)

dxl_query
template
call_template
param
new_scope

query
construct

{statements} 

get
element
attribute
instance_of

XML

Postgres

Figure 2.10: DXL system architecture

The DxlEngine is then ready to process the query. Each query should at least
contain one template with the name ‘main’. The DxlEngine will start executing
the DXL instructions that are found in the body of that template. All instruc-
tions, both the control language instructions, and the instructions defined in the
DXL plug-ins, obey the DxlInterface, and use the DxlInstruction as the abstract
implementation of all instructions.

Each plug-in requires that at least the construct and query instructions are im-
plemented. All instructions base their implementation on the pre-defined abstract
DxlInstruction, and only have to implement their own process()-method, which
specifies the behaviour of an instruction.

The control language component of Figure 2.10 contains the instructions that
form the DXL framework. The plug-in component shows the instructions, that
are defined for the two extensions discussed in Section 2.5.5: the XML plug-in and
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the Postgres plug-in.

2.5.4 Control language

The goal of this section is to present the syntaxes and informal semantics of the
DXL control language. The grammar used to describe the control language is
based on the following notational conventions:

Iteration is denoted by ∗.
Sequencing is denoted by j u x t a p o s i t i o n.
Optionality is denoted by underlining.
Literal text is denoted by sans serif font.
Non-terminals are denoted by identifiers in italics.
Meta-notation is denoted by 〈〈Roman font with double angle brackets〉〉.

The grammar of the control language uses the following non-terminals, which
are explained during the discussion of the semantics of DXL:

tname ::= ([a − z] | [A − Z] | [0 − 9])∗

dname ::= tname(.tname)∗

location ::= 〈〈string (preferably a URI)〉〉

pname ::= 〈〈subset of the XPath standard〉〉

expression ::= $pname | 〈〈text, not beginning with $〉〉

Below the first two rules of the grammar for the control language are given:

dxl query ::= <dxl query driver=dname target=location>
template template∗

</dxl query>

template ::= <template name=tname>
instruction∗

</template>

A dxl query is a query on one or more data sources, producing the answer in
one target. The target of a dxl query, together with the corresponding driver, are
defined as attributes of the root tag of a dxl query. A driver is of the form dname
which forms a textual string separated by dots. Since the implementation is based
on Java, the driver always refers to a specific Java package that implements the
plug-in. The value of the optional target attribute points to a location, which can
be interpreted by the plug-in. If no target is specified, the output will be send
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to standard out. It is preferred that a location is specified as a valid Uniform
Resource Identifier (URI)[WWWC93].

The body of a dxl query contains at least one template. Each template is
uniquely identified by a name attribute of the form tname (a simple textual string).
The semantics of DXL also prescribe that there should be a template with the name
‘main’. The execution of a dxl query will start with processing the instructions
that are found in the body of this template in a sequential order.

The grammar of an instruction is expressed by the following rule:

instruction ::= param | call template | new scope |
query construct

Within the body of a template, the following instructions can be found:
param, call template, new scope, and construct, which can be directly preceded
by a query instruction. The query and construct instructions provide the means
to embed foreign languages in DXL. By one or more constructs the structure of the
target data-type is defined. Each query instruction, however, uses its own driver
and source attribute, to connect to and to query a particular source. Furthermore,
only one query instruction is allowed in the body of a template.

Internally, a query instruction generates a result set which contains the results
of the queries executed on the source of that query. Instead of calling the following
construct from the body of the (parent) template, the construct is then called from
within the query instruction, for each item in the result set.

Below, the ‘general’ grammar rules for query and construct are given:

query ::= <query driver=dname source=location>
〈〈this.driver →query〉〉

</query>

construct ::= <construct>
〈〈dxl query.driver →construct〉〉

</construct>

The particular plug-in that should be used for the execution of a query in-
struction is determined at run-time by the driver attribute of the query. Also
at run-time, the dxl query tries to connect to that source, and starts executing
the instructions that are embedded in the body of the query. Each plug-in defines
what instructions are allowed in the body of a query or construct instruction. Sec-
tion 2.5.5 describes the different implementation strategies that can be followed
by a plug-in to address a particular data-type. At the end of that section, two
plug-ins are described that follow different approaches.

Crucial for the success of DXL is its parameter mechanism. All data exchange
from heterogeneous sources to the target of a dxl query is carried out by the param-
eter mechanism. Each dxl query starts with an empty parameter stack. Whenever
a particular source is queried, the intermediate results from that source are pushed
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on top of the parameter stack. When executing the following construct instruc-
tion, the required information is taken from the parameter stack and transferred
to the target.

The grammar of the control language is extended by the following rules, which
describe the instructions that can influence the state of the parameter stack:

param ::= <param name=pname select=expression/>

call template ::= <call template select=tname/>

new scope ::= <new scope/>

With param, a new parameter with the name pname is pushed on top of the
parameter stack. The value of this parameter is defined by the attribute select
and is of the form expression. An expression can either be the reference to a
parameter, using the notation $pname or a text fragment.

Each parameter in the stack is referred to by its name. Internally, the value
of a parameter in DXL is represented by an XML document fragment. A docu-
ment fragment has a hierarchical structure onto which (complex) structures of the
source data-type that is queried, are mapped. Mappings from relational, object
oriented or many other structures to a hierarchical structure have been described
in literature [EN94] and should be used to transfer the data from the external
source to the internal parameter stack of DXL.

Another advantage of using XML for the internal representation of data is
that XPath [WWWC99b] expressions (pname) can be used to traverse through
the document fragment of a parameter. With XPath expressions the relevant
fragments of data can be fetched directly from the document fragment, and be
transferred into the result of the dxl query.

With the call template other templates, embedded in the body of dxl query,
are called (recursively). For that purpose, the attribute select is used, referring to
the unique name (tname) of a template.

dxl_query

template

param construct

element

attribute

Figure 2.11: DXL execution tree for the ‘Hello world’ example.
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While processing a dxl query, a dynamic execution tree is built and executed,
following a (left-to-right) depth-first approach. The level of nesting in the execu-
tion tree is equal to the number of nested DXL instructions. In Figure 2.11 the
execution tree is given for the ‘Hello world’ example of Figure 2.9. The maximum
level of nesting for that DXL query is five. When the execution tree is entering
a deeper level, a new scope is pushed on top of the parameter stack. As soon
as all instructions are carried out for a particular branch of the execution tree, a
higher level is addressed and the top-most scope is popped from parameter stack.
Figure 2.12 shows the state of the parameter stack, while processing the attribute
instruction. At that point, the (top-most) value of ‘param1’ is fetched from the
parameter stack.

{ param1 = ’Hello world !’ }

dxl_query

template

construct

element

attribute

Figure 2.12: DXL parameter stack for the ‘Hello World!’ example

The last instruction defined in the DXL control language is new scope. The
effect of invoking this instruction is that the parameter stack will become temporar-
ily inaccessible for all instructions, that belong to the branch of the execution tree
underneath the instruction, from which the new scope is called. Lets return to the
‘Hello World!’ example again. Inserting a new scope in between lines 6 and 7 of
the query (Figure 2.9), will cause the grey shaded part of the parameter stack as
presented in Figure 2.12 to become inaccessible for all instructions underneath the
construct instruction. As a result, the execution of the example will fail, because
the attribute instruction can no longer access the parameter ‘param1’.

2.5.5 Extending DXL

From the control language definition, it might be clear that DXL really is a frame-
work for data exchange, since it contains no instructions that target a specific
data-type directly. For that purpose DXL’s extensibility mechanism is used. At
run-time, when executing a DXL query, a connection is made to the source or tar-
get, using the driver that points to a specific DXL plug-in. I.e., such a driver string
refers to the name of a Java package implementing the plug-in for a single data-
type. Each plug-in should at least contain an implementation of the instructions
(classes) query and construct, which are responsible for querying and constructing
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a certain data-type.

connect to
source

replace
parameters

process
instructions

push result 
on stack

call
construct

query−>process() iterate result

construct−>process()

replace
parameters

connect to
target

process
instructions

Figure 2.13: General procedure for creating DXL plug-ins.

In Figure 2.13 a general procedure for defining DXL plug-ins is presented. Each
plug-in should implement at least two classes, to allow a specific data-type to be
queried and constructed. The process()-method is reserved for this purpose, and
is the only method that should be implemented by a class, defining an instruction.
For both the query and construct instructions a general procedure can be followed,
as proposed in the figure.

Both procedures start by connecting to the source or target. Next, parameters
are replaced, and the child-instructions, encapsulated in the body of the instruc-
tion, are executed. This ends the procedure for the construct. For the query
instruction two extra steps are required. While iterating over the result set, inter-
mediate results are stored on top of the parameter stack, and the related construct
is called to process the results of the query.

Although each plug-in has its own characteristics, three categories are distin-
guished based on the syntax of a plug-in: (1) XML-based extensions, (2) plain-text
extensions, and (3) mixed plain-text / XML extensions.

Defining a pure XML-based extension requires more effort to be put in the
creation of the plug-in. Usually this means that more classes need to be imple-
mented. The bright side of defining an XML-based extension is that instructions
defined by the control language, or even by other already existing plug-ins, can be
easily integrated.

On the other hand, a plain-text extension can be realised really quickly, but
will not fully benefit from DXL’s extensibility. The third category of extensions,
consisting of mixed plain-text / XML extensions, often are a good compromise.
They integrate the best of the before-mentioned categories.

In the remainder of this section two DXL plug-ins are presented: the Postgres
plug-in, which is an example of a plain-text extension, and the XML plug-in, an
example of an XML-based extension.
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The Postgres plug-in

Although the DXL control language is specified using XML as its syntax, any
DXL extension is free to use its own syntax. The Postgres plug-in embeds the
Postgres statements directly as plain-text into the body of the query and construct
instructions. As a result, a simple DXL extension is created.

query ::= <query driver=’dxl.client.db.postgres’
source=location> 〈〈PostgreSQL
statement〉〉 </query>

construct ::= <construct> 〈〈PostgreSQL statement〉〉
</construct>

The driver of this plug-in is defined in the package dxl.client.db.postgres, and
uses the JDBC3 standard (URI) to connect to the Postgres database server.

The Postgres plug-in follows the steps of the procedure, as described in Fig-
ure 2.13. During the first step, the plug-in connects to the source or target
database. Secondly, it replaces all parameters found in the PostgreSQL statements
by the values, obtained from the parameter stack. I.e., to be able to distinguish
the DXL parameters from the regular PostgreSQL statement, the parameters are
of the form: ${pname}. The statements are executed on the database server, and
the results obtained in a result set. During the iteration steps, a row is fetch from
the result set, and stored as a parameter of the form: tablename@attributename.
The related construct is called for each row of the result set.

The XML plug-in

Unlike the Postgres plug-in, the XML plug-in follows an XML-based approach.
Many XML query languages have been proposed, that can be used to realise the
XML extension. The implementation of the XML plug-in is based on a mixture
of the XPath and XSL-T standards [WWWC99b, WWWC99a].

The grammar of the query-side of the XML plug-in is based on the following
rules:

xpath expr ::= 〈〈expression, according to the XPath standard〉〉

query ::= <query driver=’dxl.client.xml’ source=location>
get∗

</query>

get ::= <get from=xpath expr select=xpath expr/>

The query instruction is defined in the package dxl.client.xml. The body of
query contains a sequence of get instructions, which builds a result set containing

3JDBC stands for Java Database Connectivity



2.5. Data eXchange Language 33

the results of the (get-)queries on an XML document.

The get instruction uses the select attribute to fetch the requested data from
the document. The optional from is used to jump to a particular node in the XML
document, from which point the select will operate. Both attributes use XPath
expressions to traverse through the XML document. The result of a get instruction
is always a result set, containing zero or more XML document fragments. Each
document fragment is stored in DXL, and is referred to by the name of the root
element of the document fragment.

The construct-side is partially based on the grammar below:

construct ::= <construct> XML instr∗ </construct>

XML instr ::= element | attribute | instance of | call template |
param | new scope

The body of construct, as defined in XML instr uses three XML specific
instructions to create an XML document: element, attribute, and instance of .
Furthermore, it allows three instructions of the DXL control language to be called
from the body of a construct: call template, param, and new scope. The result
is a tight integration of the plug-in with the DXL framework which allows a more
flexible definition of DXL queries.

Below, the grammar for the XML-specific instructions needed to construct an
XML document is given:

element ::= <element name=expression> XML instr∗
</element>

attribute ::= <attribute name=expression value=expression/>

instance of ::= <instance of select=expression/>

The element instruction is used to add an element to the result of the query.
To be able to create the hierarchical structure of an XML document, a sequence
of XML instr can be called from the body of an element instruction. The name
of the element is the value returned by the expression.

The attribute instruction is used to add an attribute definition to the current
element. Both name and value are required attributes of this instruction, and its
values are defined in an expression.

The last instruction is instance of . This instruction is mostly used to add text
fragments to the body of an XML element. The select evaluates an expression.
The result can be a textual string, or even an entire XML document fragment,
copied directly from the parameter stack into the result of the DXL query.
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2.5.6 The ‘Newsgroup’ case study

The power of DXL will be illustrated by two example queries. Both queries are
based on the ‘Newsgroup’ case. On a newsgroup, messages are posted which can
be characterised by an author, a subject, and a message body. For each particular
message one or more follow-ups can be posted. As a result a tree-like structure
is created, having an arbitrary level of nesting. The first query shows how DXL’s
recursion mechanism is used to generate the tree structure of a newsgroup from
a flat database table. The second query illustrates how heterogeneous sources are
queried, and the results obtained from those sources combined in a single target.

Query 1: Recursion

The data of the first query is fetched from a Postgres database with the name
‘newsgroups’. This database contains various newsgroups, one of which contains
the messages posted on the newsgroup ‘utwente.music’. These newsgroup tables all
contain the attributes: id, parent, sender, subject and message. In Appendix A.1
the definitions of these database tables are given.

The goal of the first query is to reconstruct the tree structure of this newsgroup
from the (flattened) relational table. This requires a recursive operation, because
for each message, it will have to be determined, whether the newsgroup contains
some follow-up messages. The DXL query that reconstructs the newsgroup tree
in an XML document is given in Figures 2.14, 2.15, and 2.16.

Figure 2.14 shows the ‘main’ template which indicates the beginning of the
query. Line 2 indicates that the result of the query is an XML document, and
that the result is stored in the target ‘result.xml’. The body of this template only
consists of a construct instruction (lines 4–8), where the root element of the XML
document is set, and a call is made to the template with name ‘groups’ (line 6).

01. <?xml version=’1.0’ encoding=’UTF-8’?>

02. <dxl_query driver=’dxl.client.xml’ target=’result.xml’>

03. <template name=’main’>

04. <construct>

05. <element name=’newsgroups’>

06. <call_template select=’groups’/>

07. </element>

08. </construct>

09. </template>

Figure 2.14: DXL Newsgroup example: ‘main’ template.

Figure 2.15 shows the ‘groups’ template. The body of this template consists
of four instructions that have to be executed sequentially. Starting with the two
param instructions of lines 12 and 13, a new parameter node ‘newsgroup’ is cre-
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ated, containing the attributes ‘name’ and ‘table’ with their values. An additional
parameter (line 15) is needed for the initialisation of the instructions in the ‘news’
template. The parameter ‘n@id‘ is set to −1, to find the root messages of the
newsgroup.

At the end of this template, the construct instruction is evaluated. The in-
struction starts with the element declaration ‘newsgroup’, after which an attribute
is added to this element (line 18). Next, A call template is executed to call the
news template (line 19).

10. <template name=’groups’>

11.

12. <param name=’newsgroup@name’ select=’utwente.music’/>

13. <param name=’newsgroup@table’ select=’utwente_music’/>

14.

15. <param name=’n@id’ select=’-1’/>

16. <construct>

17. <element name=’newsgroup’>

18. <attribute name=’name’ value=’$newsgroup@name’/>

19. <call_template select=’news’/>

20. </element>

21. </construct>

22. </template>

Figure 2.15: DXL Newsgroup example: ‘groups’ template.

The ‘news’ template, shown in Figure 2.16, is the most interesting template of
the entire query, since its task is to obtain the data from the newsgroup table, and
to perform the recursive operation that creates the tree structure.

The body of this template consists of two instructions. The first instruction
is a query instruction (lines 24–27), directly followed by a construct instruction
(lines 28–38). Starting with the query instruction, a connection is made to the
database, and the statement in line 27 is executed, following the replacement of
the parameters by their corresponding values. In the next step an iteration is
performed over the result set, and for each result the construct instruction of lines
28–38 is executed.

This construct instruction starts with adding a ‘message’ element to the result
of the query (lines 29–37), followed by some attribute declarations, defined in the
body of the element instruction, see lines 30–32. Lines 33–35 contain an element
instruction, which adds the XML element ‘body’ as a child element to ‘message’.
Within the XML ‘body’ element the value of ‘$n@message’ is added, using the
instance of instruction on line 34. The parameter ‘$n@message’ contains the text
of the current message. Finally, a recursive call to the ‘news’ template is made
by the call template instruction on line 36. This template will be called, as long as
there are follow-up messages on the current message.
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23. <template name=’news’>

24. <query driver=’dxl.client.db.postgres’

25. source=’jdbc:postgresql://pub/newsgroups’>

26. select * from ${newsgroup@table} n where n.parent=’${n@id}’;
27. </query>

28. <construct>

29. <element name=’message’>

30. <attribute name=’id’ value=’$n@id’/>

31. <attribute name=’subject’ value=’$n@subject’/>

32. <attribute name=’sender’ value=’$n@sender’/>

33. <element name=’body’>

34. <instance_of select=’$n@message’/>

35. </element>

36. <call_template select=’news’/>

37. </element>

38. </construct>

39. </template>

40. </dxl_query>

Figure 2.16: DXL Newsgroup example: ‘news’ template.

Query2: Heterogenity

The second query elaborates on the first query. Instead of just reconstructing
one newsgroup, the goal is to reconstruct several newsgroups. This illustrates
DXL’s power with respect to querying heterogeneous sources, and integrating the
result into a single target. The target is again an XML document, with the name
‘result.xml’. For this query, we can reuse the templates ‘main’ and ‘news’, shown
in Figures 2.14, and 2.16, respectively. The ‘groups’ template needs to be altered,
as is shown in Figure 2.17. Lines 11–14 show a query instruction, instead of the
earlier parameter definitions of ‘newsgroup’. The query connects to the XML
document ‘newsgroups.xml’4 which contains information about newsgroups, i.e.,
for each newsgroup, its name and the corresponding table name.

Instead of just declaring the ‘newsgroup’ parameter, the get instruction fetches
all newsgroup nodes under the root newsgroups, and iterates over the result set of
this query, More precise, for each item (XML node) in the result set of the query, a
‘newsgroup’ parameter is stored in the DXL framework, and the construct of lines
17–22 is executed.

The result of the second query is shown in Appendix A.3. A screen shot is
taken from Mozilla, which shows a visualisation of the XML document. For that
purpose, an XSL-T stylesheet is used in combination with Cocoon5.

4The content of XML document ‘newsgroups.xml’ is shown in Appendix A.2
5http://xml.apache.org/cocoon/
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10. <template name=’groups’>

11. <query driver=’dxl.client.xml’

12. source=’newsgroups.xml’>

13. <get from=’newsgroups’ select=’newsgroup’/>

14. </query>

15. <param name=’n@id’ select=’-1’/>

17. <construct>

18. <element name=’newsgroup’>

19. <attribute name=’name’ value=’$newsgroup@name’/>

20. <call_template select=’news’/>

21. </element>

22. </construct>

23. </template>

Figure 2.17: DXL Newsgroup example: revised ‘newsgroups’ template.

2.6 Discussion

The work described in this chapter provides insight in the role of databases and
web-related technology. More specifically, two aspects were discussed in detail.
With respect to data management it is shown that database technology should not
be neglected, but that by extending databases with support for semi-structured
data, efficient storage and retrieval of web-data can be achieved.

The emphasis on data management in this chapter was on the extension of Moa
with a new type constructor. The ANY type constructor allowed (1) the binary
data-model of the underlying database kernel to be exploited, while maintaining
an object-oriented approach; (2) it also provided the facilities to deal with matters
such as type coercion and polymorphism.

With respect to efficient storage, experiments have been carried out and de-
scribed in [FK99a] and [SKWW00]. They showed that vertical fragmentation
eliminates the problem of wasted storage space caused by the semi-structured
aspects of web-data.

The other discussion about the role of databases and the web was related to
data exchange. The need to open database technology for communication over the
Internet is growing. The lack of a commonly accepted standard for data exchange
is complicating this job. Specialised query languages are introduced to exchange
two or more data sources.

The intention of DXL is to provide a general framework that is capable of query-
ing heterogeneous sources and of combining the intermediate results, through the
intervention of XML, into a single target. ‘Unwilling’ to make compromises all
functionality that addresses a specific data-type is left out of the DXL control
language. Through the definition of DXL extensions, any query language can be
embedded in a DXL query. This allows DXL to optimally exploit the character-
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istics of a specific data-type, while, if the functionality would have been offered
by DXL directly, compromises would have to be made, reducing the power of the
query language.

Two extensions of DXL have been described and illustrated in an example, to
show the power of DXL in this field. Recently proposed query languages, such
as XQuery, also claim to support this kind of functionality (directly). Further
research is needed to investigate the similarities and differences in this field. Con-
trary to XQuery, DXL’s template-based nature allows a recursive definition of
the target structure which is especially useful when creating XML targets with a
nested structure.

Both the work on web-data management and data exchange have been inte-
grated in the Webspace Method, described in Chapter 4. The Webspace Method
answers the central research question of this thesis: How can conceptual mod-
elling of web-data be used to provide more advanced and precise query facilities
for web-based document collections. In this chapter two of the sub-questions have
been answered. First of all it addresses the question: How can existing database
technology be invoked, to achieve efficient storage and retrieval of web-data, thus
providing better management facilities for web-data. Secondly it provides an an-
swer to the question: What is needed to overcome the (semantical) gap in data
exchange over web-based applications.



Chapter 3

Information retrieval

Information retrieval plays a crucial role in the search for information
on the WWW. This chapter provides an introduction into informa-
tion retrieval, with a special interest in text retrieval techniques, and
retrieval performance evaluation. Furthermore, in a state-of-the-art
overview, information retrieval techniques for other types of multime-
dia are discussed.

3.1 Introduction

Contrary to databases, information retrieval (IR) is devoted to finding relevant
information, rather than finding exact matches to data-patterns. With today’s
popularity of the WWW, information retrieval techniques have a large impact on
the way a user’s information need is satisfied. In this chapter an introduction in
information retrieval is given, to provide more insight in the way search engines
work, and as a preparation to the introduction of the Webspace Method, which
integrates techniques commonly used in the area of information retrieval with
conceptual modelling.

An important part of information retrieval is dedicated to text retrieval. Nearly
all search engines on the Web base their retrieval system on one of the models
developed for content-based text retrieval. To find information on the web, the
user needs to specify his information need in terms of keywords. In literature,
this is referred to as ad-hoc query formulation. Advanced methods also include
the specification of some boolean operators in combination with the keywords, or
allow constraints on the language, or actuality of the requested information to be
formulated.

Characteristic for an information retrieval system is that the information need
is specified, using natural language, while the query languages used for databases
are offering far more complex query formalisms. As a result, the answers produced
by a query over a database are of an exact nature, while in an IR system the
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retrieved information is allowed to be inaccurate. The main reason for this is
that information retrieval usually is based on natural language text, whereby the
structure is defined implicitly and whereby the text can be semantically ambiguous.
IR systems base their IR model not on the entire document, but try to obtain a
logical view of the document that forms the input for the IR model. In Section 3.3.1
it is explained in what manner logical views are generally obtained.

Because of the inexact nature of the result of an IR system, ranking is used to
indicate the relevance of a document. In literature, the single result of a query on
an IR system is often referred to as a document, while in fact this can also be a
text fragment, or even other types of multimedia.

To be able to compare different IR models and strategies, evaluation experi-
ments are carried out to measure the retrieval performance of a retrieval strategy.
In Section 3.4 a selection of these evaluation measures are discussed, in the light
of the TREC 1 test reference collection. The experimental platform provided by
TREC is used to measure the retrieval performance of the Webspace Method, as
described in Chapter 7.

3.1.1 Organisation

The organisation of this chapter is based on the following outline. In Section 3.2
background information on information retrieval is given. An important part of
the research in information retrieval is dedicated to text retrieval. Section 3.3
discusses the general approach followed in this particular area. Over time many
models for text retrieval have been proposed. To measure and compare their per-
formance, retrieval evaluation experiments are carried out. Section 3.4 discusses
the performance measures that are used for this purpose. Special attention is paid
to the TREC test reference collection for text retrieval. Besides text retrieval, a
growing interest in the retrieval of other multimedia objects exists in the infor-
mation retrieval community. The goal of Section 3.5 is to provide an overview
of the research on image and video retrieval. Before concluding the chapter in
Section 3.7, special attention is paid to the available methods on searching the
Web in Section 3.6.

3.2 Background

From the introduction of this chapter it can be concluded that information retrieval
focuses on different goals than databases. This can also be concluded from the
following definition of information retrieval by [Moo50] which already dates from
1950 (recited in [SS98] and [Hie01]):

‘Information retrieval is the name of the process or method whereby a pro-
spective user of information is able to convert his need for information into

1Text REtrieval Conference, http://www.trec.nist.gov/
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an actual list of citations to documents in storage containing information
useful to him.’

A more recent definition of information retrieval can be found in [BYRN99]:

‘part of computer science which studies the retrieval of information (not
data) from a collection of written documents. The retrieved documents aim at
satisfying a user’s information need usually expressed in natural language.’

In both definitions the user’s information need has to be satisfied. The sec-
ond definition states that this information need is expressed in natural language,
whereas databases use complex query formulation techniques to formulate the need
for data. Striking is that both definitions define the result to be a ‘collection of
written documents’, or a ‘list of documents in storage’. In databases the result
of a query usually projects only a limited selection of the available attributes of
an object. Furthermore, when projecting the information retrieval to its use on
the WWW, documents are not ‘written’ anymore, but are generated dynamically.
This is referred to as the hidden web.

Two types of approaches to information retrieval can be distinguished: annota-
tion-based and content-based. Annotation-based information retrieval was popular
in the earlier stages of information retrieval, and is still used today in those areas
of the information retrieval where automated indexing of the content cannot be
achieved. Annotation-based retrieval is usually a time-consuming manual process
that requires the intervention of an expert. The task of the expert is to provide a
textual description of the multimedia object. With the large quantities of informa-
tion that are generated daily, content-based IR techniques are crucial to process
the information. Unfortunately, content-based techniques often provide less accu-
rate retrieval than annotation-based techniques. The techniques discussed in the
remainder of this chapter are all based on content-based information retrieval.

Over time a lot of different retrieval strategies have been developed. According
to [DF98, BYRN99], the common goal of these strategies is to assign a measure of
similarity between an ad-hoc query and a document. The more frequent a term is
found in both the query and the document, the more relevant that document will
be for the given query. In [DF98] the following definition for a retrieval strategy is
given:

‘A retrieval strategy is an algorithm, that takes a query Q, and a set of doc-
uments D1, D2, . . . , Dn and identifies the similarity coefficient SC(Q,Di),
for each document 1 ≤ i ≤ n.’

In the area of text retrieval many IR models have been proposed, implementing
a retrieval strategy. Some of the most often used retrieval strategies are:

• Boolean model. This model is based on set theory and boolean algebra.
A query is specified as a boolean expression that matches a subset of docu-
ments.
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• Vector space model. Each document and query is represented as a vector
in the term space. Document vectors that are near the query vector will
have a high similarity [SYW75].

• Probabilistic model. A probability is based on the likelihood that a term
will appear in a relevant document. This probability is then calculated for
each term in the collection. The similarity is then computed for each of the
matching terms in both the query and the document [RJ76].

• Fuzzy set model. The fuzzy set model is a set theoretic model, where
based on a membership function, the degree of ‘membership’ is calculated
for each index term [Zad65].

• Bayesian network model. Based on an a-cyclic directed graph, prob-
abilistic dependence relationships between terms are calculated. Bayesian
networks are also called belief networks [Pea88]

Other sources of information that provide more detailed overviews of existing
IR models and their extensions can be found in [BYRN99, DF98, Hie01, vR79,
SM83].

3.3 Text retrieval

A substantial part of the information retrieval is devoted to text retrieval. In this
section the focus is on those IR systems. Section 3.3.1 describes how documents
are preprocessed to derive a set of terms, that form the input for many of the IR
models. One of these models, the vector space model, is described in more detail
in Section 3.3.2. Section 3.3.3 discusses how this IR model can be translated to
relational tables, which allow a database-oriented approach for text retrieval as
proposed in Mirror [dV99], a content and multimedia DBMS.

3.3.1 Logical view of a document

Most IR models base their retrieval strategy on a set of index terms defined in
the logical view of a document. A set of index terms is best described as a col-
lection of representative keywords. A preprocessing phase is often used, to derive
the logical view of a document from the original full text. In the preprocessing
phase a sequence of text operations is usually invoked to generate the set of index
terms. In Figure 3.1 the steps of the preprocessing phase are depicted, as presented
in [BYRN99].

Starting on the left-most step, recognition of the document structure is some-
times used to support enhanced query formulation in the information retrieval.
However, most IR systems will start with removing accents, spacing, and other
lexical elements. During the following steps, stopwords are eliminated from the
text, noun groups are detected, and stemming of terms is applied, before the term
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Figure 3.1: Derivation of the logical view of a document [BYRN99].

indexing selection process is started. The bottom line of the figure shows how the
document’s full text is gradually transformed into the index terms used as input
for the retrieval strategy.

Text operations

Many text-operations carried out during the document preprocessing phase have
been proposed. These text-operations often aim at reducing the size of the col-
lection of index terms. Two text operations, often used in combination with the
vector space model, are discussed here. The first operation is called eliminating
stop words. This technique reduces the index, by removing irrelevant articles,
prepositions, and conjunctions. The second text operation is stemming. Stem-
ming converts index terms to their grammatical root. This technique increases
the recall and also reduces the term index.

Eliminating stopwords

Although not a difficult task, the effect of eliminating stopwords is clearly
visible. If a word occurs in nearly every document, that word is useless when
used as a query term. These words are referred to as stopwords. The list
of stopwords usually contains articles, prepositions, and conjunctions. The
main advantage is that it reduces the term index drastically (up to 40%).
Elimination of stopwords can also reduce the recall. For instance the query:
‘to be or not to be’ might perform really badly [BYRN99].

Stemming

Stemming is a technique used to convert words to their grammatical root.
When analysing a text, each word can occur in many different forms, i.e.
plurals, past tense, and more. This makes it hard to match a query term
with the document terms. A stem is that portion of a word, which is left after
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removing the affixes, i.e. prefixes and suffixes. Stemming also reduces the
size of the term index, and has a positive influence on the recall. However, it
sometimes has a negative influence on the precision, since two semantically
different words can be reduced to the same stem. A well-known example of
a stemming algorithm is the Porter algorithm [Por80, BYRN99, KP96].

Besides eliminating stopwords and stemming, other preprocessing tasks are also
frequently used, like selection of terms, and the use of thesauri [BYRN99]. Other
techniques that are used in combination with document preprocessing, include
document clustering and text compression.

3.3.2 Vector space model

The vector space model [SYW75] ranks documents by constructing an n-dimensio-
nal vector, where n equals the number of index terms in the collection. To compute
the relevance of a document to a query, two parameters are used by the vector
space model: the term frequency (tf), and the inverse document frequency.

• Term frequency. For each index term and document pair, the term fre-
quency tf is the number of times the term occurs in the document.

• Inverse document frequency. For each term, the inverse document fre-
quency idf is the inverse number of documents, in which the term occurs.

To calculate the similarity coefficient SC between a query Q, and document Di

the following definitions are used:

n = the number of distinct index terms in the collection.
N = the number of documents in the collection.
tf ij = the number of occurrences of term tj in document Di.
df j = the number of documents, containing term tj .
idf j = log(N/dfj).

The document vector is constructed as a n-dimensional vector, with an entry
for each term of the collection. Based on the term frequency, and the inverse
document frequency a weight tfidf is assigned to term tj for a given document
Di:

tfidf ij = tf ij × idf j

The relevance of a query Q(wq1, wq2, . . . , wqt) to document Di is calculated by
the similarity coefficient as:

SC(Q,Di) =
∑t

j=1 wqj × tfidf ij (simple IR systems will use wqj = 1)

To compute a complete ranking, the similarity coefficient is calculated for all
the documents in the collection.
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3.3.3 Towards a database approach

The vector space model described in the previous section is used for content-based
text retrieval in Mirror, a content-based multimedia DBMS. Its implementation
is based on Moa. In the second part of this section it is shown how the vector
space model of the previous section is translated into database relations by the
Mirror framework. The major benefit of Mirror, by using Moa at the logical level,
is that the set-oriented nature of a DBMS is preserved. This was one of the main
reasons for existing IR systems to neglect existing database technology. Another
issue is that of decrease in performance, when scaling up the document collec-
tion. In [BHC+01, BdVBA01] the scalability issues of content-based DBMSs are
studied. Using top-N optimisation techniques, including horizontal fragmentation
and parallel execution, the response time of content-based multimedia DBMSs
can be reduced. These extensions make Moa a good platform for content-based
multimedia retrieval, following a database-oriented approach.

About Mirror

The main goal of Mirror [dV99] is to define a platform for content-independent
multimedia DBMSs. Four requirements have been defined for the Mirror platform
which have to be met, in addition to requirements normally defined for DBMSs.

• The content of a multimedia DBMS should be able to describe multimedia
objects.

• Querying a multimedia DBMS is an interactive process, based on the prin-
ciples of relevance feedback.

• Query processing should be able to use different representations (features)
of the same multimedia object to fulfill the user’s information need.

• Multimedia query formulation provides content independence.

To achieve a complete integration of content management and databases, the
inference network model for information retrieval is adopted and implemented in
Moa. The vector space model described in the previous section is used for content-
based text retrieval in Mirror.

The specific domain knowledge concerning the IR model is implemented at
the logical level, using Moa’s structural extensibility mechanism. Lower level in-
formation retrieval techniques are implemented by extending the Monet database
kernel. In addition to text retrieval, the Mirror framework is also tested in some
small-scale experiments in the domains of music, and image retrieval, proving the
content independence of the Mirror framework.

Finally, the Mirror framework provides support for distribution of data and
operations, and the extensibility of data-types and operations. From a digital
library perspective such characteristics are desired in the context of multimedia
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management [dVED98]. The content providers are usually not the same as the
content access providers, or the end-users of a multimedia digital library.

Vector space model in database relations

In Mirror the term frequency and inverse document frequency are described by
the database relations:

TF(term,document, tf)

IDF(term,idf)

The terms used in a query are described by the relation Q(term). Query pro-
cessing is then handed over to Moa, where specialised optimisers can be used to
deal with the query efficiently.

The set-oriented nature of Mirror’s IR query processing is illustrated in the
steps below:

1. Initialise the query process, given a query Q.

2. Limit TF and IDF, by matching them with the query terms of query Q (semi-
join):

TFQ = TF 1 Q;
IDFQ = IDF 1 Q;

3. Place IDFQ values, next to the TFQ entries (join):
TFIDFlineup = TFQ 1 IDFQ;

4. Aggregate the tf and idf into terms of tf∗idf for each term-document pair:
TFIDF =

SELECT term, document, tf ∗ idf as tfidf
FROM TFIDFlineup;

5. Compute the documents ranking, by aggregating all terms for each document:
RANK =

SELECT sum(tfidf) AS ranking, document
FROM TFIDF
GROUP BY document
ORDER BY ranking DESC;

3.4 Retrieval performance evaluation

Measuring the response time and usage of space of a system are normally the
objectives, when carrying out a performance evaluation. In the information re-
trieval, other metrics, besides time and space are of interest. A user’s information
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need is formulated using a set of terms, and the result of a query contains inexact
answers, where, based on the assumed relevance of a document, a ranking is pro-
duced. Therefore, the main objective of a retrieval performance evaluation in the
information retrieval is to measure the precision of the answer set given a specific
query.

3.4.1 Retrieval performance measures

In the information retrieval a retrieval performance experiment is based on a test
reference collection and one or more evaluation measures. The test reference col-
lection consists of a collection of documents, a set of information requests (queries),
and a set of relevant documents for each information request, provided by special-
ists.

The performance of a retrieval strategy, implementing a specific IR model, is
measured by calculating the similarity between the set of documents found by the
retrieval strategy, for each information request, and the set of relevant documents
of the test reference collection.

Depending on the characteristics of the IR system, two kinds of experiments
are conducted. The retrieval performance measures described in this section refer
to the experiments that evaluate queries processed in batch mode. I.e., a single
query produces a single answer set. Interactive IR systems, by which the user is
guided by the system to specify his information need, are evaluated using different
evaluation measures.

The measures recall and precision are most frequently used to measure the
retrieval performance in an experiment, evaluating an IR system in batch mode.
Figure 3.2 shows how these measures can be calculated for a specific information
request.

Given an information request I, taken from the test reference collection. The
set of relevant documents R for that specific information request, then | R | refers
to the number documents in this set. Let A be the answer set of documents found
by the retrieval strategy for information request I. Then | A | is the number of
documents in the answer set. Further, let | Ra | be the number of documents in
the intersection of the sets R and A. The measures for recall and precision are
then calculated as:

Recall = |Ra|
|R|

Precision = |Ra|
|A|

The ‘perfect’ IR system would have a recall and precision of both 1. Un-
fortunately such systems do not exist (yet). Furthermore, basing the retrieval
performance solely on these two measures would neglect the fact that the answer
set of a specific information request is ranked. Retrieval strategies that rank rel-
evant documents higher should be rewarded for that. This is normally expressed
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Test Collection C
Answer Set A

Relevant Docs R
Relevant Documents in Answer Set R a

Figure 3.2: Information request.

in a precision versus recall curve. This curve is calculated by introducing 11 stan-
dard recall levels, for which the precision is calculated. This results into a curve,
as shown in figure 3.3.
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Figure 3.3: Precision at 11 standard recall levels.

To illustrate how the precision curve at 11 standard recall levels of the figure
should be interpreted, consider the following. When the top 30% of the relevant
documents is retrieved, the retrieval strategy has a precision of 0.5480. The graph
shows the typical behaviour of IR systems. Increasing the recall of the answer set,
will gradually cause a decrease in precision. Interpolation is used to determine the
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precision at recall level 0.
Alternatively, the average precision at given document cut-off values can be

computed. This approach provides additional information with respect to the
retrieval performance of the ranking algorithm. The result is a curve that shows
the average precision of the retrieval strategy when 5, 10, . . . , 100 documents are
seen.

The recall-precision curves explained in this section are usually not computed
over a single query, but over the entire set of information requests. This provides a
good estimate of the overall performance of a retrieval strategy. In [BYRN99] it is
pointed out that it is equally important to investigate the behaviour of a retrieval
strategy for the individual queries.

Two reasons are brought up. First, the average precision might disguise impor-
tant anomalies of the retrieval strategy. Second, when two retrieval strategies are
compared it is interesting to see whether one of them outperforms the other for
each query. In literature, evaluation measures that provide this kind of information
are referred to as single value summaries.

The average R-precision is an example of such a measure. A single value of
the ranking is computed by obtaining the precision at the R-th position in the
ranking, where R is the total number of relevant documents for the current query.
These measures can be plotted in R-precision histograms using the following rule
to compare the retrieval history of the retrieval strategies A and B. Let RPA(i)
and RPB(i) be the R-precision values of the corresponding retrieval strategies for
the i-th query. The difference between these strategies is then simply calculated
as:

RPA/B(i) = RPA(i) − RPB(i)

An example R-precision histogram is given in Figure 3.4. A positive precision
means that strategy A outperformed strategy B and vice versa if the precision is
negative.

Other measures that are used to emphasis certain aspects of the retrieval per-
formance evaluation are discussed in [BYRN99, DF98].

3.4.2 Text REtrieval Conference

The Text REtrieval Conference, or shortly TREC, is an initiative of the National
Institute of Standards and Technology (NIST) and the Information Technology
Office of the Defense Advanced Research Projects Agency (DARPA). The goal of
the conference is ‘to encourage research in information retrieval from large text
applications by providing a large test collection, uniform scoring procedures, and
a forum for organisations interested in comparing their results’.

The TREC reference collection is the largest test reference collection available.
Normally a run, the evaluation of a single retrieval strategy, is fed with 50 topics
(queries). The document collection of TREC-8 consists of more than half a million
documents.
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Figure 3.4: R-precision histogram, comparing the retrieval strategies A and B

It is next to impossible for the experts to go through each document, to deter-
mine whether that document is relevant for a certain information request. There-
fore, the set of relevant documents of each information request is determined by
using a blind review pooling method. This implies that the top 100 documents of
the answer set of a run are selected for each topic. The experts ‘only’ review the
relevance of those documents given the topic. In TREC-8 there were sixty-six par-
ticipating groups and most groups turned in the results (answer sets) of more than
one run. Using the pooling method some relevant documents will be missed, but
this will hardly influence the overall performance and comparison of the retrieval
strategies.

The ad-hoc task of the TREC test reference collection uses the following four
basic types of evaluation measures:

• Summary table statistics. Provides the basic statistics of a run, such as
(1) number of topics, (2) number of documents retrieved over all topics, (3)
number of relevant documents retrieved over all topics, and (4) number of
documents in the answer set for all topics.

• Recall-precision averages. Consists of a table and curve, containing the
(interpolated) average precision (over all topics) at 11 standard recall levels,
and the non-interpolated average precision over seen relevant documents.

• Document level averages. Provides the average precision (over all topics)
computed at specified document cut-off values. Additionally, the average R-
precision value (over all queries) is computed.

• Average precision histogram. Produces a graph containing the average
R-precision for each topic. Usually the difference in R-precision is computed,
compared to the average R-precision of a topic, over all runs.
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3.5 Multimedia retrieval

The documents available on the Internet, or stored in digital libraries are no longer
primarily text-based. Various types of media are mixed, forming true multimedia
presentations. In this section an overview of the information retrieval techniques
for content-based image and video retrieval is given, as a preparation for the
integration of various types of multimedia retrieval in the Webspace Method.

3.5.1 Image retrieval

Image retrieval systems form a typical example of IR systems, where, based on
relevance feedback, the user’s information need is specified. Although some im-
age retrieval systems use annotation-based queries to start up the query process,
relevance feedback is often used to refine an initial query. Following a content-
based approach the visual content of images is extracted using colour distribu-
tions (for example HSB- or RGB-histograms), textures, shapes, and region detec-
tion [AZP96, GR95].

Similar images are retrieved by the image retrieval system, using query by
example. The initial query is given one or more ‘relevant’ images, which are used
to find close matches of images. Images are judged similar if have they share
the same characteristics in their features. Well-known examples of image retrieval
systems are VisualSEEk [SC96], IBM’s QBIC [FSN95] and Blobworld [CTB+99].

A small scale experiment on content-based image retrieval in Mirror is also
carried out. The probabilistic inference network model implemented in Moa
uses the relevance feedback for interactive formulation of the user’s information
need [dVvDBA99].

3.5.2 Video retrieval

Most of the early efforts on content-based video retrieval are based on the achieve-
ments obtained in image retrieval. Although both image and video retrieval have
a high visual character, video retrieval also has to deal with spatial-temporal
aspects. In the early attempts, video retrieval was based on key-frame extrac-
tion [HGH+97, PSA+98]. Such a key frame (image) is then processed in the same
manner as is done for normal image retrieval. However, it turned out that these
approaches were not satisfactory in the long run.

Two major obstacles were detected. The image retrieval allows low level fea-
tures to be extracted from frames, but does not provide the tools needed for a
correct semantical interpretation of the content depicted in the image. Further-
more, scenes in a video are formed by sequences of frames. In such scenes, one or
more events can take place, which introduces another problem for content-based
video retrieval.

State-of-the-art content-based video retrieval systems that aim to tackle these
problems are often found in a domain-specific context. There, domain knowledge
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is used to fill the ‘semantic gap’ with the feature extractors at the lower levels
of the video retrieval system. An extensive overview on content-based video re-
trieval can be found in [PJ00b]. Recently the COntent-Based video RetrievAl
(COBRA) [PJ00a, PJ01] framework for content-based video retrieval is also im-
plemented in Moa, using Hidden Markov Models to train the database for the
recognition of spatial-temporal events in the tennis-domain.

3.6 Searching the Web

The introduction started by stating that many search engines used on the web
are based on techniques developed in the information retrieval. The goal of this
section is to identify the different methods that can be used to exploit the web.

To find information on the WWW, three kinds of methods can be used. A
popular way to find information is by using search engines. Alternatively web-
directories are used to find relevant information, or the information need is satisfied
by simply browsing the web and following hyperlinks.

Search engines

Search engines form the most widely used method for finding information
on the web. Examples of popular search engines are Google, AltaVista and
Northern Light. These search engines perform a full text search, based on
keywords specified by a user. The information (index) contained in the
search engine is gathered by spiders. A spider is a computer-robot program
that searches for web-pages on the WWW. Internally the search engines
are primarily based on the information retrieval techniques discussed in this
chapter.

A separate class of search engines is called meta-search engines. These en-
gines do not index web-pages themselves, but use a combination of search
engines that are fed with the user’s information need. The meta-search en-
gine gathers the results from the other search engines, and combines the
answers in a single result. Some of the well-known meta-search engines are
Metacrawler, Ixquick, and Copernic.

Although search engines index large portions of the WWW, it is important
to realise that all search engines available on the Internet are not capable of
indexing all documents on the WWW. Estimates on the coverage of the web
by search engines vary from 30% to 80%, depending on the definition of a
document.

Web-directories

Web-directories organise the content of the web in hierarchical subject cate-
gories. The web-sites contained in the categories are manually evaluated by
editors. Although a high precision can be achieved, the content is not always
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up-to-date, especially if the web-directory is large, and covers a wide selec-
tion of subjects. A web-directory is searched using broad, general terms. A
user does not specify his information need directly, but browses through the
relevant categories until the requested information is found. Web-directories
do not support ‘full-text search’. The best and oldest example of a web-
directory is Yahoo!, but at present others like About.com and Lycos are also
commonly used.

Browsing

The third method to exploit the web is as old as the Internet itself, and is
called browsing. Browsing is done when starting at a certain point in the
web, and following outgoing links, until the desired information is found.
Today a lot of web-pages have been set up that cover a certain topic, and
provide links to relevant pages. In a sense these pages can also be seen as
very specialised and small web-directories, often maintained by volunteers.

3.7 Discussion

The user’s information need is a term that frequently occurs throughout this chap-
ter. However, little attention is paid to the way the user’s information need is
specified. The interfaces that are provided by search engines or web-directories
are often kept simple, to allow inexperienced users to specify their information
need. More experienced users are offered more advanced query interfaces that al-
low them to define constraints on language, date, and other characteristics. In the
context of digital libraries, where the users form a community sharing a certain
expertise, more specialised interfaces are used. These interfaces allow a user to
exploit his knowledge of the topic. However, all these query facilities are not as
powerful as query languages used in databases. It would go too far to bring the
complete functionality offered there to the web, but there is a need for more pow-
erful tools for querying limited domains of the Internet. These domains include
Intranets, digital libraries, or other web-based document collections. Such pow-
erful query tools are often desired by expert users, such as journalists, scientists,
etc., on specific topics.

Another challenge in the information retrieval deals with combined multimedia
retrieval. The documents found on the web often contain various types of mul-
timedia. The information retrieval techniques discussed in this chapter target a
single type of multimedia. In [WSK99, SWK99, dVWAK00], feature grammars
are used to extract and to explore the relations between the multimedia objects
found in a document. Indexes are then built for the various types of multimedia
obtained. Finally, queries can be formulated which combine a search over several
types of multimedia.

In Figure 3.1 an overview on the steps taken during the pre-processing phase
for text retrieval is given. The first step of this phase is to recognise the structure
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of a document. However, most IR systems skip this step, and start directly with
cleaning up the body of the text, to derive the index terms. Systems that do
recognise the document’s structure often limit themselves to title, abstract, and
author extraction, or divide the document in sections and paragraphs. These are
all characteristics of the document’s presentation. But with the rising popularity
of XML, which allows the document’s structure to be made explicit, a separation
of the document’s content and presentation can be achieved easily. The structure
of the content provides new possibilities to enhance query formulation techniques,
in combination with existing IR techniques [FG00]. In the following chapters it is
explained how the Webspace Method uses the document’s structure, in combina-
tion with a conceptual schema, to come up with more efficient and powerful query
facilities for web-based document collections.



Chapter 4

The Webspace Method

The main objective of this chapter is to present the Webspace Method
for modelling and querying web-based document collections. When
focusing on limited domains of the Internet, like Intranets, digital li-
braries, and large web-sites, document collections can be found that
have a high multimedia and semi-structured character. Furthermore,
the content of such document collections can be assumed to contain
related information. Based on conceptual modelling the Webspace
Method introduces a new schema-based approach to enhance the pre-
cision, when searching such document collections.

4.1 Introduction

Over time the Internet has grown into an ever more tangled resource of infor-
mation. The state-of-the-art means for finding information are text-based search
engines like Alta-Vista and Google, hierarchical indexes and directories like Ya-
hoo!. These search engines have to base their tools solely on information retrieval
techniques, due to the unstructured nature of the Internet. The diversity, irregu-
larity, and incompleteness of the data involved, make it impossible to use database
technology at this global level. Besides that, the data has the tendency to change
rapidly over time.

However, when focusing on smaller domains of the WWW, database techniques
can be invoked successfully to enhance the precision of the search process. On
such domains, large collections of documents can be found, containing related
information. Although the conditions are better, one still has to deal with the
semi-structured and multimedia character of the data involved. The Webspace
Method [vZA99] focuses on such domains, like Intranets, digital libraries, and large
web-sites.

The goal of the Webspace Method is to provide sophisticated search facilities

55
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for web-based document collections, using existing database techniques. To achieve
this, three stages are identified for the Webspace Method. The first stage deals
with conceptual modelling of web-data. During the second stage, both conceptual
and multimedia meta-data is extracted from the document collection. Finally,
in the last stage, the Webspace Method introduces a new approach to query a
collection of web-based documents.

The key behind the Webspace Method is the introduction of a semantical
level, which provides a conceptual description of the content of a webspace. This
semantical level consist of a collection of concepts, which are defined in an object-
oriented schema. The object-oriented schema is also referred to as the webspace
schema. The second level of the Webspace Method is called the document level.
This level is formed by the web-based document collection. Each document at
the document level of a webspace consists of a view, corresponding to (a part of)
the webspace schema, to assure the relation between the semantical and document
levels of the Webspace Method. The webspace schema defined in the first stage,
is also used to extract the relevant meta-data during the second stage, and to
formulate queries over a webspace. A webspace is formed by both the semantical
and the document level.

Revolutionary within the scope of search engines and query formulation over
document collections is that the Webspace Method allows a user to integrate (com-
bine) information stored in several documents in a single query. Nowadays, tra-
ditional search engines, e.g. Alta-Vista and Google, are only capable of querying
a single document at a time. As result, the query will return the requested con-
ceptual information as a view on the webspace schema, rather than returning a
collection of relevant document URLs.

Based on the results of a retrieval performance experiment [vZA01] described
in Chapter 7, it can be concluded that the Webspace Method causes a significant
increase in retrieval performance, when searching for information with the web-
space search engine, compared to search engines that the same IR model for text
retrieval, but without using concept-based search.

4.1.1 Organisation

In the remainder of this chapter a discussion on related work is given in Sec-
tion 4.2. The motivation for and the ideas and the theory behind the Webspace
Method are presented in Section 4.3. In Section 4.4 the system architecture setup
to implement the Webspace Method is presented. It shows the interaction be-
tween the stages that form the Webspace Method. Section 4.5 describes the first
stage, which deals with conceptual modelling of web-data. Section 4.6 discusses
the framework for meta-data extraction for both the conceptual and multimedia
content of a webspace. The basic principles behind querying a webspace are pre-
sented in Section 4.7. In Section 4.8 future trends are analysed, and a discussion
of the Webspace Method in general is given in Section 4.9.
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4.2 Background

In this section a discussion of related work is given to relate the Webspace Method
to other developments in the area of conceptual modelling, querying of web-data
and multimedia information retrieval. At the end of the section, some background
information is given on the case-studies, that are used to develop, test, and evaluate
the Webspace Method.

4.2.1 Related work

Modelling data on the web is an ongoing research area. Closely related to the
Webspace Method is the Araneus project [MMA99] where existing database mod-
elling techniques are applied to the WWW as well. The project is also concerned
with handling both structured and semi-structured documents. The main differ-
ence with the Webspace Method is that the Webspace Method aims at combining
concept-based search with content-based information retrieval, to introduce new
query formulation techniques for data on the web. In [FST98] the goal is to use
conceptual modelling for information services on the web, like the definition of
dialogues, and presentation of dynamic sites featuring a structured component.

Others [AO98, CCD+99, GW97], like in XQuery [CFR+01], use the structure
of an XML document as their data model. This allows them to search for patterns
and structure in the XML data, but does not allow them to formulate content-
based (IR) queries. In [FG00, HTK00], about XIRQL and searching text-rich
XML documents with relevance ranking, the focus is on XML and information
retrieval. But these approaches do not use a conceptual schema, and integrate the
IR model only partially.

Of course in the field of information retrieval and multimedia databases many
sophisticated models are proposed. The aim of the Webspace Method at this point
is to combine existing IR techniques with conceptual modelling, using a database-
oriented approach. For those interested in information retrieval and MM-DBMSs,
in [BYRN99, DF98, dV99, dVED98] a thorough discussion of these matters can
be found.

4.2.2 Case-studies

During the development of the Webspace Method three case-studies have been set
up, to evaluate various aspects of the Webspace Method. The examples given in
this chapter are based on the ‘Database Group’ case [UoT00], a ’real-life’ example
of the Webspace Method in practise [UoT00]. It describes the relatively small
web-site of the Database group, containing around 100 documents. However, the
webspace schema of this webspace is the most complex of the three case-studies.

The two other case-studies of the Webspace Method are based on the Australian
Open tennis tournament [Aus01], and the famous Lonely Planet travel site [Pub01].
These webspaces contain 2400 and 6500 documents, respectively. Contrary to the
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‘Database group’ webspace, the webspaces for the Australian Open, and the Lonely
Planet are generated automatically, using the original sites as a blueprint.

4.3 Theory behind the Webspace Method

The introduction of this chapter started by arguing that database techniques can-
not be applied straightforwardly to search for data on the WWW at a global level,
since the web is not a database [MMM97]. Therefore, the Webspace Method for
modelling and searching web-based documents focuses on smaller domains of the
Internet. On such domains the documents are often more structured, and are
likely to contain related information.

With regard to the application of database techniques to search web-based doc-
uments still two major obstacles remain. Both are studied in the context of the
Webspace Method. The first problem results from the presence of multimedia in-
formation in web-based document collections. Following the meta-data approach,
as proposed for the Mirror framework for content and multimedia DBMSs [dV99],
an integration of content-based retrieval with concept-based search over a docu-
ment collection is realised by the Webspace Method. Section 4.3.3 discusses the
extension of the webspace schema, to deal with these multimedia aspects.

The second problem, that is taken into account by the Webspace Method is
the semi-structured character of the data involved. The current trend with respect
to dealing with such data is to adopt a hierarchical data model. Most of these
models are based on the Object Exchange Model (OEM) [AQM+97], as discussed
in Chapter 2. However the data model of the Webspace Model uses an object-
oriented approach to deal with such data efficiently (Section 4.3.2).

The Webspace Method identifies three stages, which cover the process of mod-
elling and querying a webspace. In the first stage, the modelling stage, a webspace
can either be set up from scratch or altered, depending the author’s need. The
second stage is called the extraction stage. During the extraction stage the object
server is filled with meta-data, obtained from the conceptual and multimedia in-
formation available on a webspace. Finally, in the query stage, a webspace can be
queried, based on the webspace schema.

4.3.1 Webspace

A webspace, as used by the Webspace Method, is always defined at two levels.
The semantical level, that consists of the webspace schema and the document
level, where the documents reside.

Semantical level

For each webspace a finite set of concepts can be defined, which adequately describe
the content, covered in the document collection at the document level. Each
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concept is defined as a semantical unit, captured by a unique name within a
webspace. Furthermore, each concept is defined in the webspace schema, either as
a web-class, an web-attribute, or web-association. The webspace schema uses an
object-oriented data model, which is discussed in more detail in Chapter 5. The
authors, publishing their documents on a webspace cannot be assumed to have
the skills of a database administrator. Therefore, notion of types, and cardinality
is left out of the data model at this high conceptual level of abstraction, when the
schema is presented to end-users. Nevertheless, it is required that attributes, that
are unique for a given web-class , are identified. This enables tracking of multiple
instances of the same object.

Document level

The document level of a webspace stores the data involved. For this purpose
XML [WWWC98] is used to mark up the data. When the content has a rather
structured character, it is very well feasible to store the data using a regular
DBMS. Although it is also feasible to deal efficiently with the storage of more
semi-structured data in a DBMS, as discussed in Chapter2, it is assumed here,
that the content is available in the form of XML documents.

With XML one can easily mark up the content of a document, thus allow-
ing authors to make the structure of their documents explicit. Others [CFR+01,
AQM+97, BC00] use this tree-based structure directly as input for searching
through the content of single documents. But to base the search only on the
structure of documents might lead to semantic misinterpretations. To bridge this
semantical gap with regard to the user searching data on a webspace, concepts are
defined in a webspace schema providing a semantical layer over the entire collection
of documents involved. From this perspective, each element and attribute used
in an XML-document, should correspond to a concept defined in the webspace
schema.

Following this approach, ensures that all documents available at the document
level of a webspace are forming materialised views on the webspace schema. Any
document on the webspace describes (a part of) the webspace schema, thus forming
a view on the schema. The document materialises this view, since it also contains
the data.

4.3.2 Semi-structured aspects of the webspace data model

Due to the semi-structured character of the data on the web, the data model used
by the webspace schema slightly differs from other object-oriented data models.
This is expressed by identifying three graduations of semi-structured web-data.

• Types. In a regular data model each attribute will have only one data type
assigned. In the webspace data model each attribute is allowed to have more
than one data type. Thus, a date-attribute can be specified as the string ‘26
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April 2001’, while in a different document it can be defined as the integer
‘20010426’.

• Attributes. Objects of the same class do not necessarily have the same
attributes available, as long as the webspace schema contains all the at-
tributes used for that object’s class. Although not obliged, it is possible to
define a unique key for some attributes of a class. When constructing the
meta-database, undesired duplications of web-objects can then be avoided.

• Classes. Authors can specify web-synonyms for the concepts defined at
the semantical level. These synonyms should form a set of alternative con-
cept names, each related to only one of the concepts already defined in the
webspace schema. For example, one might want to introduce the synonym-
concept ‘author’ for the concept ‘person’.

The first two aspects are dealt with at the logical and physical layer of the
architecture given in Section 4.4. In Chapter 2 is described in what manner is
dealt with problems like type coercion and semi-structured data modelling at the
lower levels of the webspace system architecture.

4.3.3 Dealing with multimedia information

Data on the web more and more inhabits a rich multimedia character. Query-
ing the multimedia content of a webspace, purely based on database-like pattern
matches will not be satisfactory. It is desired that all types of multimedia can be
included during the query process. Therefore, the Webspace Method is extended
with a framework for content-based information retrieval. The basis of this frame-
work is based on Mirror, a framework for multimedia and content DBMS. The
framework supports content-based multimedia retrieval on top of an extensible
database kernel, and integrated support for multimedia in the lower levels of the
DBMS, using a meta-data approach. By extending the webspace schema with
conceptual descriptions of the multimedia objects found on a webspace, a tight
integration is realised. This allows multimedia objects to be treated in the exact
same way as the conceptual objects at the conceptual layer of the architecture,
see Section 4.4. At the lower layers the additional meta-data is extracted from the
multimedia objects, besides the conceptual information, to combine concept-based
search with content-based retrieval.

4.4 Webspace system architecture

The webspace system architecture shown in Figure 4.1 implements the three stages
of the Webspace Method, each in a separate component of the architecture. The
central component in the architecture is the webspace schema, that is used for
all three stages. The dotted lines between the components indicate (meta-)data
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transfer between the different components, while the other lines indicate informa-
tion exchange. The architecture is based on the well-known ANSI/Sparc model
[EN94], using a conceptual, logical, and physical layer. In the remainder of this
section the architecture is discussed by the hand of these layers.
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Figure 4.1: Webspace system architecture

4.4.1 Conceptual layer

At the conceptual layer two components are defined. In the modelling stage, the
author can make use of the webspace modelling tool to define a webspace. On the
other hand, when querying a webspace the webspace query tool guides users of
a webspace through the query formulation using the same webspace schema, as
defined in the modelling stage.

Webspace modelling tool . The webspace modelling tool implements the
modelling stage of the Webspace Method. Its task is to guide the author
throughout the design of (a part of) a webspace. Section 4.5 explains the
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modelling steps that have to be taken when defining a webspace. The author
can either start a new webspace from scratch, or easily adjust an existing
webspace. As input from the author it expects conceptual, as well as struc-
tural information to be supplied. Furthermore, content must be added and
a presentation of the content must be defined. As a result a webspace is cre-
ated, containing a webspace schema at the semantical level, and a collection
of XML documents, with some associated XML-schemas [WWWC01b] and
XSL stylesheets [WWWC99a], which define the structure and the presenta-
tion of the documents, respectively.

Webspace query tool . The other component, which is presented to the
user of a webspace, is the webspace query tool ; in order to fulfill his infor-
mation need. Its task is to guide the user through the query formulation,
and to define a custom presentation of the desired output of the query. In
Section 4.7 this process is discussed in more detail, together with an example
query, which illustrates the power of the Webspace Method, when it comes
to querying a webspace. As input it expects the information need of the
user to be specified in terms of concepts. The result of a query is always a
customised XML document, that is again a valid materialised view on the
webspace schema. The content captured by the XML document contains
only those conceptual objects, that were requested by the user, querying a
webspace.

4.4.2 Logical layer

At the logical layer two components are present, that connect the interfaces of
conceptual layer with the object server at the physical layer. The logical layer
implements the extraction stage of the Webspace Method in the component re-
sponsible for web-object extraction and multimedia indexing. It also contains a
component that implements part of the webspace search engine. There the queries
formulated at the conceptual layer are translated into for the object server under-
standable queries. The function of the Daemon Data Dictionary (DDD) will be
explained in Section 4.6.

web-object and multimedia indexing . The task of this component forms
an essential step, that needs to be carried out before querying a webspace.
It provides the necessary meta-data, used by the webspace query tool, and
concerns both the conceptual and multimedia information available on a
webspace. In Section 4.6 more insight is provided in the steps that need to
be taken to fulfill this task. The component is initialised with the webspace
schema and a DDD. Furthermore it needs the XML documents, to extract
the meta-data. The meta-data obtained is then stored in the object server
at the physical layer.

Query generation . The query generation component fills the gap between
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the conceptual query, as formulated by a user at the conceptual layer, and
the physical query, executed by the object server. For this purpose, DXL (see
Section 2.5) is integrated into this component. A more detailed discussion
on this component can be found in Section 4.7, and 7.4.

4.4.3 Physical layer

The physical layer of the webspace system architecture is responsible for the stor-
age of all data involved. This includes both the content of a webspace at the
document level, and the meta-data in the object server.

Content . All information available on a webspace is physically stored in
either a collection of XML documents, or in a content DBMS. In the latter,
wrapper technology [FLM98, AO98] should be used to present the requested
views when browsing a document on a webspace. It is also feasible to store
the content in both media.

Object server . At the physical layer, meta-data obtained from the XML
documents is stored in either Monet [BWK98], a binary relational database
kernel, or Postgres [SK91, pDT96], an object-relational DBMS. Both ob-
ject servers allow new abstract data types (ADT) to be defined. ADTs are
needed to support the storage of meta-data obtained from the various types
of multimedia objects found on a webspace.

4.5 Conceptual modelling of web-data

Conceptual modelling of web-data forms the key ingredient to improve search facil-
ities for web-based documents, based on database technology [vZA00a, vZA00b].
This section presents an overview of the modelling steps that need to be taken,
when setting up a webspace. A more detailed discussion of the modelling stage of
the Webspace Method is given in chapter 5. The process of creating a webspace
is divided in four modelling steps. At the end of this section an example is given
to illustrate this process.

4.5.1 Modelling steps

Traditionally, web-page design used to be a straightforward process, where it
seemed that the primary concern of the author was to create a satisfying pre-
sentation for the content that needed to be presented on the Internet. This point
of view is the source for todays biggest problem, when it comes to finding infor-
mation on the web. Many have already argumented for a more structured web,
and the with the rise of XML the necessary backbone for capturing a documents
structure became available. However, performing a search purely based on the
document’s structure will also not lead to satisfying results. Two reasons can be
identified for that:
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• Exploiting the structure of a document is likely to lead to semantical mis-
interpretations when the user searching that document is not completely
familiar with the document’s structure.

For instance: given an XML document, describing an arbitrary company,
the following might occur when asking for the name-element underneath a
company-element, somewhere in the tree representation of the structure of
a document. This is likely to lead to a wrong interpretation, when also the
name of the director of that company is defined somewhere in the company
sub-tree.

• The content of a document will probably also contain some multimedia com-
ponents, like texts, or images. When basing the query process on a purely
structured approach, these type of components cannot be included in the
search.

The introduction of the webspace schema will solve these problems, since it
introduces a semantical level of abstraction, which describes the entire content of
a webspace. It also allows multimedia objects to be handled in exactly the same
manner as the conceptual information, by integrating them into the webspace
schema.

The following modelling steps are taken by the Webspace Method, when cre-
ating a webspace:

Define concepts in webspace schema. In this first step the semantical
level of a webspace is defined. All concepts that are needed to describe the
content presented on a webspace are modelled in the webspace schema. It
is also possible to extend an existing webspace schema. Other alterations in
a webspace schema should be carried out with care, since deleting concepts
from the webspace schema will probably lead to a partial mapping of existing
documents to the new webspace schema. To overcome such problems, a
fully integrated authoring system should be set up to handle such ‘integrity’
violations.

Derive the document’s structural view on the webspace schema.
Once a webspace schema is defined, the document’s structure can be derived.
Using XML-Schema, the structure of the document is described in such a
manner, that it forms a view on the webspace schema.

Add content to document structure. By adding the content, an XML
document is created, which forms a materialised view on the webspace
schema.

Define a document presentation. During the final step a presentation
is defined for each concept defined in the webspace schema. Rather than
defining a presentation for each document, a single XSL stylesheet can be
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used to present the content captured in a group of documents, or even in an
entire webspace.

To realise the first two steps, specialised tools are needed, to define concepts
in the webspace schema and to derive XML-Schema definitions from a webspace
schema. For the last two steps, general XML tools are available which can do the
job. In Chapter 5 the first three modelling steps are described in more detail.

4.5.2 Modelling example

A fragment of the webspace schema, set up for the Database group is shown in
Figure 4.2. It contains three web-classes, Group, Person, and Staffmember, which
are connected by the web-associations is member of, and is head of. As can be seen
from the figure, Staffmember is a generalisation of the class Person, using one of
the object-oriented design paradigms. For each class a number of web-attributes
are defined, like name, personstatus, homepage, email, and picture. The data model
used for the webspace schema differentiates between the types assigned to the
web-attributes.

Person

GroupStaffmember
name: text
description:

phone:text
fax: text

homepage: Uri

name: text
personstatus: 

email: Email
homepage: Uri

phone: text

fax: text

picture: Image

noresp.: text

room: integer

is_member_of

is_head_of

PStatus

Hypertext

Figure 4.2: Fragment of the webspace schema for the Database group.

In Chapter 5 a formal definition of the data model is presented. Notice that the
attribute picture is of type Image, which is defined as one of the multimedia web-
classes in the webspace schema. This points out another object-oriented feature
of the data model. The figure also contains two slashed boxes. These boxes
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describe the structure of two kinds of documents, available on the webspace of
the Database group. The documents corresponding with the large box describe
groups, headed by a staffmember, and the persons who are a member of that group.
The documents covered by the small box describe detailed information about a
particular staffmember in a business card. Figure 4.3 shows such a business card
of a staffmember. The information presented ont te card can easily be related to
the concepts defined in the webspace schema.

Figure 4.3: Screenshot of a business card of a staffmember

4.6 web-object extraction and multimedia index-
ing

During the extraction stage of the Webspace Method [vZA00c] the object server
needed querying a webspace is set-up. The extraction stage consists of three
phases, the pre-extraction, main-extraction, and post-extraction phases. Depend-
ing on the webspace schema and the types of multimedia used for a webspace,
daemons need to be administered in the Daemon Data Dictionary. A daemon is a
program performing a single task on a web-object. In general, when the object is
a multimedia object, the daemon will try to extract relevant meta-data and store
the meta-data in the object server. But daemons are also used for the storage
of conceptual objects. A detailed description of the DDD and its role in the ex-
traction stage is given in Chapter 6. Below an overview of the phases carried out
during the extraction stage is given.

4.6.1 Pre-extraction phase

Before meta-data can be extracted from the XML documents, the main-extraction
phase needs to be initialised. Therefore, two steps are carried out during the pre-
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extraction phase.

Initialisation of Daemon Data Dictionary. During the initialisation
of the DDD, the webspace schema is imported from the conceptual level, a
connection is made with the object server, and all daemons are administered
in the DDD. At that time an execution sequence for the daemons is deter-
mined, and triggers are defined. A trigger determines on which concepts a
specific daemon should be invoked.

For instance, an RGBDaemon, which calculates an RGB-histogram for an
image is usually triggered by the string ’Image.source.*’. This will activate
the daemon on all Image-objects, that contain an attribute by the name
source.

Schema generation for the object server. One specific daemon, that
always has to be resident in the DDD, is the storage daemon. The task
of such a daemon is to store all conceptual meta-data in the object server.
During the pre-extraction phase, this daemon generates the physical schema,
used by the object server.

Other daemons, like the RGBDaemon will alter the physical schema, in such
a manner that it is able to store the additional meta-data obtained by the
daemon in question.

4.6.2 Main-extraction phase

The basic procedure followed during the main-extraction phase can be divided in
three steps.

web-object extraction. The first step involves extraction of concepts from
the XML documents available on a webspace. By mapping the structure of
XML documents on the webspace schema, web-concepts are extracted from
these XML documents. For each web-class found, a web-object is created.
Corresponding attributes are added when parsing the remainder of that doc-
ument. The same is done for all web-associations associated with that class
in the webspace schema.

web-object storage. Next, each web-object and web-association is handed
to the DDD. The storage daemon will store all web-objects, and web as-
sociations in the object server, thus preserving all conceptual information
found in the documents. The storage daemon will also try to find duplicate
objects, already stored in the object server, to retrieve multiple instances of
the same object. If multiple instances are found, the conceptual information
is gathered into a single representation of that object.

Multimedia indexing. The final step of the main-extraction phase involves
building indexes for the multimedia objects found in the documents. Once
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the conceptual information of an (multimedia) object is stored, it is passed to
the other daemons in the DDD. Using the trigger-mechanism, these daemons
can be invoked to obtain meta-data from that object.

Taking a look again at the RGBDaemon, and an Image object, the RGB-
Daemon will grab the image from the Intranet or web-site, and calculate a
RGB-histogram for that image. Finally, the histogram is stored in the object
server, together with the conceptual information of that Image object.

4.6.3 Post-extraction phase

Once all documents are parsed the main-extraction phase is finished. In the fi-
nal phase of the extraction stage, daemons can perform several post-processing
operations, directly on the object server.

For instance, the daemon performing the text retrieval task will have to acquire
additional statistical information, used by the webspace search engine. The aqui-
sition of this information cannot be obtained during the main-extraction phase,
because it requires all meta-data to be present in the object server.

4.6.4 Extraction example

Figure 4.4 shows both the conceptual and multimedia data extracted and stored
in the object server, from the business card, shown in Figure 4.3. The figure
contains one conceptual web-object of class Staffmember, and three multimedia
web-objects of classes Uri and Image. The attributes email, homepage, and photo
of the Staffmember object contain references to the objects, depicted on the right-
hand side of the figure. Note that the RGBDaemon has added the RGB-histogram
calculated for that image.

4.7 Querying a Webspace

When focusing on query languages for web-data, it is next to impossible to neglect
the rapid developments around the XML standard. Query languages, like XQuery,
XML-QL, and others have been introduced to explore XML’s structural capabil-
ities. With such query languages it becomes possible to deliver the requested
information in the form of a newly defined (XML) structure, rather than in the
limited presentation forms that are currently used by most search engines. They
often just return the document’s URL, accompanied by some small summaries.

However, exploiting these new capabilities is not as easy as it seems. First of
all, this requires knowledge of the document’s structure, which is unknown for a
random document on the WWW. Secondly, tools are required to be available for
an average user to compose such a relatively complex query. The first problem is
completely covered when using a conceptual schema, as offered by the Webspace
Method. The formulation problem of complex queries over a webspace at the
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Staffmember :: [id = 10] {
name = ”Prof. Dr. P.M.G. Apers”
phone = ”+31 534893719”
noresponse = ”+31 534893690”
fax = ”+31 53 4892927”
status = ”professor”
room = ”3057”
email = 110
homepage = 111
photo = 2012

}

Uri (Email) :: [id = 110] {
href = ”mailto:apers@cs.utwente.nl”
title = ”apers@cs.utwente.nl”

}

Uri :: [id = 111] {
href = ”http://wwwhome.cs.utwente.nl/ãpers/index.html”
title = ”http://wwwhome.cs.utwente.nl/ãpers/index.html”

}

Image :: [id = 2012] {
source =
”http://db.cs.utwente.nl/personnel/photos/apers pmg.jpg”

rgbhistogram = ”{48:0.84325,0.63523,. . . ,0.01785}”
}

Figure 4.4: Conceptual and multimedia meta-data extracted from business card.

conceptual level is covered by the graphical user interface (GUI) of the webspace
query tool (see Figure 4.5).

A third problem remains: the gap between the conceptual layer and the phys-
ical layer. Once a query is formulated at the conceptual level, it needs to be
translated into a form that is acceptable at the physical layer. For the webspace
query tool, this task is even more complex, since it needs to gather information
from (at least two) heterogeneous sources into a single result. To be more pre-
cise, first the object server needs to be queried to find out where the conceptual
information is stored, after which the relevant XML sources need to be queried to
extract the requested information. To solve this problem, several solutions are pos-
sible. For the webspace query tool, the Data eXchange Language (DXL) [vZJF01]
is used to control this process.

In the remainder of this section an overview on the query formulation problem,
the generation of lower-level queries and presentation issues is given. The section
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will be concluded by an extension on the running example, to illustrate the query
stage of the Webspace Method once more.

4.7.1 Query formulation process

The query formulation process is implemented by the webspace query tool. In the
first step of the query formulation process, a query skeleton is gained, by selecting
relevant web-classes with their connecting web-associations from the webspace
schema. The next step involves supplying the constraints that must be held for
the query. These constraints are formulated, by selecting and filling in values
for the attributes that belong to the web-classes or web-associations held in the
query skeleton. These constraints need to be formulated for both the conceptual
and multimedia attributes. In the final step of the query formulation process, a
presentation of the result needs to be defined.

Contrary to the standard search engine, the result of a query over a webspace
is not restricted to a collection of URLs , pointing to documents that yield relevant
information. By making a selection of concepts from the query skeleton, the user’s
information need is specified in a precise manner. The result of a query, will always
contain a valid materialised view on the webspace schema, where information
originally stored in separate documents is integrated in the result of a query.
Revolutionary to this approach is that both the constraints, and the resulting
views are formulated over the collection of documents, rather than querying the
content of a single document.

Given the above description of the query formulation process, it may be obvi-
ous, that a sophisticated graphical user interface (GUI) is needed to guide the user
through the different steps of the query process. This partially involves research
on visual query formulation techniques, which are beyond the scope of this thesis.
The goal here is to give an adequate description of the query formulation process,
accompanied by some experimental results/experiences on this area.

4.7.2 Query generation and result presentation

Following a client-server approach, the query formulated at the conceptual level
by the webspace query tool, is handed to the query component at the logical level
(see the architecture of Figure 4.1). The first task of this component is to translate
the ‘conceptual’ query into several sub-queries, which can be interpreted by the
object server.

The conceptual query can usually not be translated into a single query at
the physical layer, because of two reasons. First of all, if the result of the query
contains one or more multimedia objects, like (hyper)texts, that information needs
to be fetched directly from the original XML document, containing this object.
Secondly, if the view, presenting the result of a query has a complex structure, i.e.
the view is formed by two or more web-classes and their associations, the result
of the query in its relational form, is likely to contain duplicate instances of a
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web-object. Since the result of a query is a materialised view with an hierarchical
structure, these duplicates have to be eliminated.

Therefore, the conceptual query is transformed into several sub-queries, that
are embedded in a single DXL query. This ensures a proper sequential execution
of the sub-queries, and the construction of the desired result. The Data eXchange
language (DXL) specifically targets this kind of applications, where information
needs to be gathered from heterogeneous sources, and integrated into a single
target. A more detailed description of this procedure is given in Chapter 7.

Figure 4.5: Graphical User Interface of the webspace query tool

4.7.3 Query example

Given the running example of the Database Group case, the following two example
queries can be formulated:

• Give name, photo, phone and fax number of staffmembers, who are member
of a group, headed by ‘Peter Apers’.

• Find title, document URL, and description of projects, together with the names
and photos of persons working on a project carried out by the ‘Database’
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group, where the project description contains the terms ‘multimedia, retrieval,
content, and DBMS ’.

The first example query uses that part of the webspace schema as shown in
Figure 4.2. The constraints formulated for this query, are of a pure conceptual
character. Based on an exact match, this query can be executed. However the
query is based on information that is stored in different documents. In one docu-
ment, information of the group that is headed by Peter Apers can be found, while
a list of persons working for the database group is found in another document.
Finally, the personnel information is found in documents, containing the business
cards of staffmembers. Execution of this query is however simple, since all re-
quested information is stored in the object server. The result of the document will
be a simple list, containing the requested information of staffmembers.

The second query is a different story. First of all, besides containing conceptual
constraints, some multimedia constraints were formulated. Starting with the con-
ceptual constraint, the set of possible interesting projects is drastically reduced by
the constraint that the project needs to be carried out by the Database group. The
multimedia constraint changes the conceptual query into a content-based query,
having an inexact answer as the result of the query. Based on the (hyper)text
description of a project a content-based sub-query is formulated.

The result of this query will be a ranked list of projects, with their title, docu-
ment URL, and description. Where for each project, a list of names and photos of
all the people working on the project is added. Contrary to the first query, where
the result only projects a single web-class, the second query contains a more com-
plex (materialised) view on the webspace schema, containing several conceptual-
classes and their relations. Furthermore, the project description (a multimedia
object) is not stored in the object server. The description should be obtained
from the original XML document, or content server by DXL. The screenshot of
Figure 4.5 shows how this query is composed with the webspace query tool.

4.8 Future trends

Under the hood of the World-Wide Web Consortium (W3C) several standardis-
ation efforts have been initiated, which main goal is to define globally accepted
formats for presenting structured and multimedia information on the Internet. In-
tegration of these standards in the Webspace Method at the semantical level will
automatically allow larger portions of the Internet to be covered by the Webspace
Method.

Although the initiatives form a major step in the direction of a ’better’ Internet,
caution should be practised when adopting such a standard, since variants of a
standard are quickly emerging, once a standard is released. Also remember that
the web is not a database, that can be described by a single schema (standard),
since the topics found on the web are too diverse.
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Looking at the research on multimedia information retrieval, the conclusion can
be drawn that major achievements have been made in the past few years in the
field of text, image, audio, and video retrieval. However, new types of multimedia
are frequently becoming available, and until now most research projects have been
focusing on the retrieval of single multimedia types. The results of these projects
are gradually integrated in the existing search engines, where besides text, images
and audio fragments can be found, using both textual and content-based retrieval.

However, integrated search over multiple types of multimedia has been left
out of the picture. In this particular area, research has to come up with query
optimisers, that efficiently execute these kind of combined multimedia queries.
The Webspace Method already allows such queries to be composed and executed,
however this is purely dealt with at the conceptual level. Dealing with these issues
at the logical or physical layer will increase the efficiency.

4.9 Discussion

The main thrust of this chapter describes the three stages that form the Webspace
Method for modelling and querying web-based document collections. With the
ever growing population of the Internet more pricese and advanced search tech-
niques are needed to adequately express the users information need. However, the
unstructured nature of the Internet does not allow existing database technology
to be applied at a large scale basis on the Internet.

The development of XML and related technologies offer a promising future for
information exchange over the Internet. But, as argued in this chapter, basing
the search solely on the structure of a document can lead to semantical misunder-
standing of the content caught by that document. Furthermore, the presence of
often various types of multimedia in a single document require a tight integration
with existing information retrieval frameworks.

Based on conceptual modelling, an integrated approach is offered by the Web-
space Method, which addresses the above mentioned problems for limited domains
of the Internet, like Intranets, and large web-sites. The key ingredient of the Web-
space Method is formed by the webspace schema, which describes the content of
a collection of XML documents at a semantical level. Not only does the webspace
schema give a semantical description of the content of a webspace, it also contains
conceptual descriptions of the multimedia objects, found in the XML documents.

When querying a webspace, concept-based search over the document collec-
tion is combined with content-based retrieval. As a result, a whole new category
of search engines becomes available, that allows users to specify their informa-
tion need in a detailed manner. Based on the results of a retrieval performance
experiment [vZA01], the conclusion can be drawn that a significant increase in
performance is achieved, when comparing the webspace query tool with standard
search engines like Alta-Vista and others, which have to rely their retrieval per-
formance solely on the available information retrieval techniques.
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At present, the overview of the Webspace Method leaves open numerous ques-
tions. In the following chapters, an in-depth discussion of the three stages of the
Webspace Method is given, where issues such as the choice for and the aspects of
a data model for the webspace schema, the integration with multimedia indexing
and the retrieval performance are discussed, among many other aspects of the
research questions posed in Chapter 1.



Chapter 5

Modelling a webspace

The modelling stage of the Webspace Method is responsible for set-
ting up and managing webspaces. Based on conceptual modelling the
content of a webspace is described in the webspace schema. The data
model on which the webspace schema is based, and its semi-structured
and multimedia aspects are discussed to provide more insight in the
modelling techniques used to create a webspace.

Furthermore, this chapter presents the webspace modelling tool that
implements the modelling stage of the Webspace Method. Two of the
tasks carried out by the webspace modelling tool are discussed in more
detail. First it is explained how a webspace schema is derived, given a
set of concepts. Secondly, it discusses, and illustrates by an example,
how a materialised view is composed and stored in an XML document.

5.1 Introduction

Conceptual modelling of web-data forms the key to more enhanced and precise
query facilities for searching collections of web-based documents. The goal of this
chapter is to provide an ‘in-depth’ overview on the modelling stage of the Webspace
Method.

Contrary to the database approach, where all data (information) is modelled,
following an a-priori defined schema, documents on the web present the informa-
tion directly on the Internet. The lack of modelling facilities for web-data causes
two problems. First of all, the task of finding relevant information becomes more
difficult, because the query facilities are weak, compared to the powerful query
languages that are used to query structured data. The second problem that gains
the focus in this chapter, refers to web-data management.

The lack of good web-data management facilities often causes web-data to be
unreliable and not up-to-date. The modelling stage of the Webspace Method aims

75
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at providing a solid basis for web-data management, focussing on a collection of
web-based documents, called a webspace.

The three aspects of web-data discussed in the introduction of this thesis,
are studied in the light of conceptual modelling of web-data. In the first place
this concerns the semi-structured aspects of web-data. The formalisation of the
webspace data model deals with the semi-structured aspects by identifying three
granularities of semi-structuredness.

Equally important is the integration of the multimedia aspects of web-data in
the conceptual data model of the Webspace Method. A set of multimedia types
that frequently occur within a webspace is defined and automatically included
when setting up a webspace.

Finally, special attention is required for dealing with the distributed aspects of
web-data. Issues related to the distributed aspects of web-data are referred to as
the distributed webspace, which is discussed in Section 5.7.

The process of modelling a webspace is divided into four tasks, carried out
by the webspace modelling tool [vZA00a, vZA00b]. The first task is concerned
with the identification of the concepts used on a webspace and defining them in
a webspace schema. After that, the author needs to define the structure of the
document as a view on the webspace schema. Next, the content is included in the
view, thus creating a materialised view. The last task carried out by the webspace
modelling tool deals with defining a presentation for the document.

The discussion of the Database group case-study is continued in this chapter.
In appendix B.1 the complete webspace schema is presented, using the UML class
diagramming technique. The web-site of the Database group is found at [UoT00].

5.1.1 Organisation

The webspace data model, and its semi-structured and multimedia aspects are
discussed in Section 5.2. The webspace modelling tool is setup to guide the process
of defining and maintaining a webspace. The architecture on which the webspace
modelling tool is based, is discussed in Section 5.3. The process of modelling a
webspace is split into four tasks. The first task, defining concepts in the webspace
schema, is described in Section 5.4. Section 5.5 describes how materialised views
are derived from the webspace schema. In Section 5.6 matters related to managing
a webspace are discussed. Finally, a discussion of the work covered in this chapter
is presented in Section 5.8.

5.2 Webspace data model

The webspace schema provides a high level of abstraction of the web-data found
on a webspace. To be able to deal with both the semi-structured and multimedia
aspects of web-data, the webspace data model slightly differs from existing data
models used for describing structured data. Although the chosen data model
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turned out to be convenient for the Webspace Method, other data models, based
on for instance an (extended) relational model can also be used for modelling web-
data. The data model presented in this chapter is however ‘tuned’ to deal with
the before mentioned problems.

5.2.1 Formalizing the model

In Figure 5.1 the data model used by the webspace schema is presented in a UML
class diagram [DW98]. The webspace data model is based on object-oriented
design principles.
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Figure 5.1: Webspace data model

Let’s start the discussion of the data model by explaining the role of the classes
defined in the class diagram of the meta-data model.

WebConcept. A WebConcept is defined as an abstract class that generalises
the classes WebClass, WebAttribute, and WebSynonym. This meets the re-
quirement that all concepts defined for a webspace are modelled as classes,
attributes of classes, associations between classes, or synonyms of classes.
The associations between classes are defined explicitly in the class diagrams
shown throughout this thesis, to visualise the webspace schema. Internally,
associations are modelled as attributes, as is explained further on in this
section. WebConcept uses the attribute name to uniquely identify a concept
defined for a webspace.
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WebClass. Two properties for a WebClass are defined in the class diagram.
The multimedia property is used to indicate whether a class describes one
of the multimedia types used on the webspace. Secondly, a WebClass can
be defined as an abstract class, by setting the abstract property. Like in
object-oriented databases, the web-objects defined in a materialised view
will then always have of instantiate one of its sub-classes as is explained in
Section 5.5. The association is superclass of defines that sub-typing can
be used to define sub- and super-classes in the webspace schema.

WebAttribute. The class WebAttribute generalises WebConcept. Each We-
bClass has a set of WebAttributes that define the properties of that class.
This is defined by the association has property. Furthermore, the associa-
tion has key defines a (sub)set of unique webAttributes which determines the
primary key of a WebClass.

WebSynonym. The third class that generalises WebConcept is WebSynonym.
It defines synonym names for WebClasses. Each WebClass can have more than
one WebSynonyms, but a WebSynonym always refers to a single WebClass.

WebType. The class WebType is defined abstract and generalises the classes
BasicType, SetType and WebClass. Although typing is hidden from end-users
when defining a webspace schema, the webspace data model uses typing to
bridge the gap between the conceptual and physical layers of the webspace
system architecture.

BasicType. The set of BasicTypes used on a webspace is usually formed by
the set of types that are defined by the object server at the physical layer.

EnumType. An EnumType is modelled as an aggregation of BasicType. The
set of BasicType derived from the physical layer can be extended with user-
defined EnumTypes. This provides a convenient mechanism to implement
XML enumerations. Enumeration is a concept often used in XML documents
to define a list of prescribed values for an XML attribute.

SetType. The SetType is used to define associations between WebClasses. If
the type of a WebAttribute is defined as a SetType, an association is set up
from one WebClass to a set of WebClasses. Such a set contains the objects
of one WebClass.

5.2.2 Semi-structured aspects

To deal with the semi-structured aspects of web-data, small adaptations of the
data model were necessary. These changes can be categorised into three levels
(gradations) of semi-structuredness.
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Project
name :: string

startdate :: string|integer
description:: Hypertext

enddate :: string|integer
homepage :: Uri
...

Figure 5.2: Semi-structured class definition for ‘Project’.

• Types. At the type level, the webspace data model allows attributes to
have multiple webtypes to be assigned. This is expressed by the associa-
tion is of type, with the cardinalities set to n. The fragment of Figure 5.2
shows how this is expressed in a class diagram at the conceptual layer of
the webspace system architecture. The startdate and enddate can be de-
fined either as a string or an integer. Figure 5.3 shows the corresponding
Moa fragment, illustrating how is dealt with semi-stucturedness of types at
the logical level. Section 2.4 explains in more detail how with Moa efficient
storage and retrieval of this kind of semi-structuredness is achieved.

• Attributes. This level of semi-structuredness is completely invisible at the
conceptual layer. Web-objects derived from the XML documents instantiate
a WebClass. Because of the incomplete character it is likely that the ob-
ject only contains a partial description of the corresponding WebClass. I.e.
the web-object is likely to miss several attributes, defined in the webspace
schema. As discussed in Section 2.4 this requires specialised data-types and
operations. This problem is also dealt with at the logical layer of the web-
space system architecture, using the ANY type constructor, an extension of
Moa.

• Classes. By introducing WebSynonyms authors are allowed to define alter-
native names for the WebClasses defined in the webspace schema. This fea-
ture implements the semi-structuredness of classes in the webspace schema.
Synonyms are useful, when certain objects can be mapped to the same con-
ceptual class, but are used in a different semantical role. The webspace
schema of the Database group contains the WebClass ‘Person’ and its Web-
Synonym ‘Author’. The synonym ‘Author’ is only used when describing the
‘Publications’ of a ‘Person’. Synonyms are only used at the conceptual layer
of the webspace system architecture. The lower layers always map a synonym
to the original WebClass.
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01. class Date: ANY<Atomic<datestring>:datestring,

02. Atomic<dateint>:dateint

03. > extension dateExt;

04.

05. class Project:

06. ANY<Atomic<name>: name,

07. Object<Hypertext, descriptionValue>: description ,

08. Object<Date,dateValue>:startdate,

09. Object<Date,dateValue>:enddate,

10. Object<Uri, uriValue>:homepage,

11. ...

12. > extension projectExt;

Figure 5.3: Semi-structured OBJECT definition in Moa for the project object.

5.2.3 Multimedia aspects

A special part of the webspace schema is usually formed by the multimedia We-
bClass definitions. In Figure 5.4 the class definitions are given, that are used to
describe the multimedia objects of a webspace. Each multimedia class is equiped
with the attribute title, which provides a convenient handle for concept-based
(annotation-based) retrieval of the multimedia objects. Furthermore, all class def-
initions, with the exception of Hypertext, have an attribute (source or href) that
points to the location of the object. The class Uri can also be referred to by the
synonym Email. The multimedia class definitions used in the webspace schemas
of the three case-studies described in this thesis are all based on the class defini-
tions presented in Figure 5.4. When new multimedia types become available, the
schema can easily be extended, by adding new classes or attributes to the existing
multimedia classes.

5.3 Webspace modelling tool

With the webspace modelling tool a webspace can be setup from scratch, or ex-
isting webspaces can be managed. Figure 5.5 shows the internal structure of the
webspace modelling tool. It contains four components that correspond with the
tasks that need to be carried out when defining a webspace. The incoming arrows
on top of the figure refer to the input that is supplied by an author, when new
documents are created, or existing documents are altered. The bottom part of
the figure contains the output generated by the webspace modelling tool, and the
content server.

The content server is a DBMS, responsible for web-data management. Such
a content server should be capable of dealing with the semi-structured and the
multimedia character of web-data, as discussed in Section 2.4.
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Multimedia

Image

Uri (Email)

Video

Audio
Hypertext

title :: text

source :: strsource :: str

source :: strhref :: str

Figure 5.4: Multimedia schema

The following components are contained in the webspace modelling tool.

• concept . The first task that needs to be carried out when defining a web-
space, involves the definition of concepts in the webspace schema. Each
alteration in the webspace schema is then propagated to the other compo-
nents of the webspace modelling tool. The webspace schema can be changed
freely by the author, as long as it does not cause existing documents to be-
come invalid. I.e. removing concepts from the webspace schema might cause
the materialised views contained in the XML documents to become invalid,
if the view contains one of those concepts. As a result the document can only
be mapped partially on the webspace schema during the extraction stage of
the Webspace Method.

• structure . Once the webspace schema is defined, the document’s structure
can be derived. The author is requested to supply the structural informa-
tion that is needed to define XML schema definitions [WWWC01b]. An
XML schema definition describes the structure of an XML document and,
in case of the webspace modelling tool, also defines a view on the webspace
schema. Alternatively, a Document Type Definition (DTD) can be derived,
to describe the structure of the XML document.

• content . The third task involves creating a materialised view on the web-
space schema, in the form of an XML document. The XML schema definition
already provides the structure of the document. Starting at the document
root, the author needs to specify the content of the document. The content
can either be fetched from the content server, or it is supplied by the au-
thor directly. To generate the XML document from the materialised view
defined in the webspace modelling tool DXL is used. DXL fetches the XML
schema definition, and the document’s content stored in the content server,
and generates the XML document.
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Figure 5.5: Webspace modelling tool

• presentation . The final task carried out by the webspace modelling tool
deals with defining a presentation for the content of a webspace. For this pur-
pose the webspace modelling tool uses existing tools, which allow an author
to define the document’s presentation in an XSL stylesheet [WWWC99a].

The process of defining a webspace schema is discussed in more detail in the
next section. Section 5.5 presents the algorithm that is used to derive a mate-
rialised view on the webspace schema. The algorithm covers both the structure
and content components of the webspace modelling tool. This allows an author to
interactively define both the structure and content of a document in a top-down
fashion. Furthermore, it does not require the author to define the document’s
structure in an XML schema a-priori.

5.4 Concept

concept
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The first step when defining a webspace is setting up the webspace schema,
like defining the schema of a database. However, authors defining a webspace
cannot be assumed to have the skills of a database administrator. The webspace
modelling tool is used to guide an author through this task. This section discusses
the process of generating the webspace schema, which forms the input for the
main task of the webspace modelling tool: deriving the materialised views of a
webspace.

5.4.1 Class definitions (1)

This section discusses the class definitions used by the webspace modelling tool, to
define a webspace schema. It implements the webspace data model as presented
in Section 5.2. The class definitions presented below, are used to explain the
procedure of creating materialised views.

The first two class definitions that are discussed, define WebConcept and
WebClass, and are given in the fragment below:

abstract class WebConcept {
string name;

}

class WebClass extends WebConcept, WebType {
boolean abstract;
boolean multimedia;
{WebAttribute} attributes;
{WebAttribute} keys;
WebClass superClass;

}

Each WebConcept is uniquely defined by its name. The class definition of
WebClass extends both WebConcept and WebType. WebClass contains two at-
tributes that are used to determine whether a WebClass is of type multimedia,
and whether the class is defined abstract. The attribute superClass defines
the generalisation of classes, by introducing sub-typing. Each class can have
at most one super-class. The sets attributes and keys implement the relations
has property and has key of the webspace data model.

class WebAttribute extends WebConcept {
{WebType} ofTypes;

}

class WebSynonym extends WebConcept {
WebClass ofClass;

}



84 5. Modelling a webspace

In the fragment above the class definitions for WebSynonym and WebAttribute
are given. Both WebAttribute and WebSynonym extend the class definition of
WebConcept. WebAttribute uses the ofTypes attribute to define the relation
is of type. For WebSynonym the attribute ofClass is added, defining the rela-
tion is synonym of , as defined in the webspace data model.

abstract class WebType {}

class BasicType extends WebType {
string name;

}

class EnumType extends BasicType {
{string} values;

}

class SetType extends WebType {
WebClass ofClass;

}

The class definitions presented above implement the type-system of the web-
space data model. The class WebType is defined abstract, and extended by
BasicType, SetType, and WebClass. A BasicType is identified by its name
and extended by EnumType, which uses values to store the predefined values
of the enumeration. SetType uses the attribute ofClass to define the contains
relation of the webspace data model.

class WebspaceSchema {
{WebConcept} concepts;
{WebClass} classes;
{WebAttribute} attributes;
{WebType} types;
{WebSynonym} synonyms;

}

Finally, the data structure of WebspaceSchema is defined. It contains five
attributes that define the sets of concepts, classes, attributes, types, and syno-
nyms.

5.4.2 Creating the webspace schema

When creating a new webspace from scratch, the author only has a set of BasicTy-
pes available, and he can choose to import a set of default multimedia WebClass
definitions, which provide a certain degree of uniformity among webspaces. In
Figures 5.6.a, 5.6.b, and 5.7 some fragments of the modelling tool for the webspace
schema are shown that guide a user through the schema definition process.
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(a) (b)

Figure 5.6: Creating attributes (a) and classes (b).

Figure 5.6.a shows the interface that is used to add a new WebAttribute to
the webspace schema. The user needs to supply the name of the attributes, and
chooses one or more types from the available list, as the allowed types of the
attribute. The author can choose from the available BasicType definitions, and
the set of multimedia WebClass definitions.

If the user wants to define a new WebClass, the interface shown in Figure 5.6.b
is used. It requires the definition of the name of the WebClass. Furthermore, the
author can set the superclass of the class, and can select a set of attributes, which
define the properties of that class. A double-click will cause an attribute to be
defined as part of the primary key of that class, as is the case for the ‘name’
attribute. Finally, the author can define the class to be abstract, or to belong
to the set of multimedia classes. In the latter, the WebClass will automatically
become available as a WebType in the list of available types, when defining a
WebAttribute.

The third action available, when defining a new webspace schema, is creating
an association between two classes. In Figure 5.7 the interface for this action
is shown. It requires the author to specify the name of the association, and its
reverse name. Furthermore, the participating classes of the association have to be
set, to complete the definition of the association. On completion, the association
is added as an attribute, of type SetType to both participating classes, to define
both directions of the association in the webspace schema.
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Figure 5.7: Creating the associations between two classes.

5.5 Materialised views

Once the webspace schema is created the semantical level of a webspace is defined.
The next step carried out by the webspace modelling tool involves creating the
documents that form the document level of a webspace. Each document at the
document level of a webspace contains a materialised view on the webspace schema.

In this section it is explained how with the webspace modelling tool materialised
views are defined. Therefore, the remainder of this section starts by explaining
the class definitions that describe a materialised view. Next, the procedure of
defining a materialised view is presented. At the end of this section the process of
creating materialised views is illustrated by an example, based on the Database
group case-study.

5.5.1 Class definitions (2)

class MatV iew {
string filename;
WebObject rootObject;

}

The class definitions for materialised views are based on, and extending the
class definitions of a webspace schema. In the fragment above, the class definition
for MatV iew is given. Since a materialised view is instantiated in an XML doc-
ument, a hierarchical structure is defined by MatV iew. The filename contains
the location of the XML document that will be created, as the result of defining
a materialised view. The rootObject refers to the WebObject that forms the root
of the view.

class WebObject extends WebClass {
integer oid;
{WebV alue} values;

}
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A WebObject is defined as an extension of WebClass. Each WebObject has a
set of WebV alues, called values, which form a subset of the attributes defined for
the WebClass of which the WebObject is an instantiation of.

abstract class WebV alue extends WebAttribute {}

Webvalue is defined as an abstract class, extending WebAttribute. WebV alue
is extended by three sub-classes: BasicV alue, ClassV alue, and SetV alue.

class BasicV alue extends WebV alue {
string value;

}

class ClassV alue extends WebV alue {
WebObject object;

}

class SetV alue extends WebV alue {
WebClass webClass =

((WebSetType)super.super.ofType).ofClass;
{WebObject} objects;

}

A BasicV alue is used to describe a WebAttribute of type BasicType. Class-
V alue refers to a WebAttribute of type WebClass and is used to associate a
multimedia object, as an attribute of the (parent) WebObject. SetV alue defines
a set of relations between WebObjects in the view, which refers to the associations,
i.e. the WebAttribute of type SetType, defined in the webspace schema.

5.5.2 Building a materialised view

The process of building a materialised view is carried out by the structure and the
content components of the webspace modelling tool. The procedure described in
this section combines the steps carried out in those two components, to provide a
more intuitive interface.

The procedure buildMaterialisedV iew presented below, shows the initial steps
that have to be carried out by the author. Before creating a new materialised view
(matV iew) the author has to provide the filename of the XML document that will
contain the materialised view.

The first step in actually building the view is choosing the root of the document.
Therefore, the author chooses one of the classes defined in the webspace schema.
Next, a webObject is selected by ‘browsing’ the content server. This webObject
is instantiated and set as the root of the materialised view. Finally, the author
determines which of the attributes of the rootObject will be used in the view. This
includes the attributes that describe the association with other classes.
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method buildMaterialisedV iew(WebspaceSchema webspaceSchema) {
fileName = setF ileName(); matV iew = new MatV iew(fileName);

webClass = setRootClass(webspaceSchema);
webObject = selectObjectInV iew(webClass);
webV iew.rootObject = webObject;
setAttributes(webObject);

serialize(matV iew);
generateXMLSchema(matV iew);
processDXL(matV iew);

}
Once the view is built, i.e. all objects and attributes in the view are set,

the view is serialised; the XML Schema associated with the XML document is
created; and a DXL query is generated, and executed to create the XML document,
containing the materialised view.

method setAttributes(WebObject webObject) {
for (attribute in webObject.attributes) {
if setSelected(attribute) {

if (attribute.ofType instanceof BasicType |
basicV alue = new BasicV alue(attribute.name);
basicV alue.value = setV alue();
webObject.values + = basicV alue;

} else if (attribute.ofType instanceof WebClass) {
classV alue = new ClassV alue(attribute.name);
classV alue.object = selectObjectInV iew(webObject, attribute);
webObject.values + = classV alue;
setAttributes(classV alue.object);

} else if (attribute.ofType instanceof SetType) {
setV alue = new SetV alue(attribute.name);
setV alue.objects = selectObjectsInV iew(webObject, attribute);
webObject.values + = setV alue;
for (object in setV alue.objects) {

setAttributes(object);
}

}
}

}
}
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For each WebObject that is defined in a materialised view, the procedure
setAttributes is called. Given a webObject, the procedure will iterate over the
existing attributes of the object, and let the author choose whether the attribute
is used in the view or not. Depending on the type of the attribute different actions
have to be taken.

If the attribute is of type BasicType, a new BasicV alue is created. The author
is allowed to override, and to update the value stored in the content server using
the action setV alue, otherwise the value is obtained by DXL when creating the
XML document. Finally, the basicV alue is added to the set of values of the
webObject.

If the attribute is of type ClassType, a new ClassV alue is created with the
name of the corresponding attribute. Using the action selectObjectInV iew the
corresponding (multimedia) object is fetched from the content server, and added
to the view, i.e., set as object of classV alue, and added to the set of values of the
parent webObject. The procedure setAttributes is called recursively.

A similar sequence of actions is carried out if the attribute represents an associ-
ation. In that case, a new SetV alue is created, using the name of the attribute. In-
stead of selecting a single object from the content server, the author can now select
a number of objects from the content server, which will participate as WebObjects
in the view, associated with the parent webObject through its attribute. The
setV alue is again added to the set of values of the parent webObject, and for
each object in setV alue.objects the procedure setAttributes is called recursively.
The process terminates, once all WebObjects of the materialised view are properly
defined.

5.5.3 An example

The following example is based on the ‘Database group’ case-study, and uses the
webspace schema, presented in Appendix B.1. Suppose that a document must be
defined with the webspace modelling tool, based on the following description:

Create a document, that describes the Database group, by the name, phone,
fax and research introduction, and include research topics, on which the
group focusses. Per research topic, give a short description of the research,
as well as the projects that are carried out. For each project, give name,
project status, and the link to the homepage of that project.

The author starts by defining a new view, then (1) sets the root class of the
document; (2) selects the root object; and (3) chooses the attributes (basic and
class) of the web-object. These three steps are depicted in Figure 5.8, which shows
fragments of the forms used by the webspace modelling tool. When selecting an
instance of a web object, only a subset of the available attributes for that class is
shown.

In the next steps, illustrated in Figure 5.9, (4) the association focuses on, which
connects Group and Research, is selected; (5) the research topics that are defined
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(1)

(2)
(3)

Figure 5.8: Building a materialised view (1)

as the focus of the Database group are selected; and (6) the attributes for each of
the ‘Research’ objects are set. In the next steps, the same procedure is repeated,
to include the projects, that are carried out under the umbrella of the different
research topics.

Finally, once all information is included into the materialised view, the tree,
of which a fragment is shown in Figure 5.10, is created. Throughout the process,
this tree is presented to the author, to provide an overview on the materialised
view created so far. When the materialised view is defined, it is serialised and
used for the generation of the DXL query. The DXL query finally generates the
requested XML document. To make the example complete, the DXL query, the
XML document, and a screenshot of the final result are given in Appendix C.

5.6 Managing a webspace

In the previous sections it is discussed how a webspace should be setup. But it
is equally important that good web-data management facilities are available to
maintain both the content and the structure of the webspace. Concerning the
content of a webspace, the content server is introduced, which is be able to deal
with the semi-structured and multimedia aspects of web-data. To achieve this, a
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(4)

(5) (6)

Figure 5.9: Building a materialised view (2)

DBMS based on the architecture presented in Section 2.4 can be used.

5.6.1 Webspace generation with DXL

The document level of a webspace consists of XML documents that contain the
materialised views. These XML document are generated by DXL queries, which
are again generated from the materialised view. Each DXL query corresponds
to exactly one view. If the information stored in the content server is updated, a
webspace can easily be updated, by re-executing all the (related) DXL queries. The
DXL query, generated for the example given in the previous section is presented
in Appendix C. It shows how DXL’s template mechanism is used to construct the
XML document in a recursive manner.

5.6.2 Serialisation

Another feature offered by the webspace modelling tool is called serialisation. Once
the materialised view is constructed, it is serialised by the webspace modelling tool.
Instead of having to rebuild the materialised view, each time the author wants to
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Figure 5.10: Building a materialised view (3)

change the structure of the XML document, the author can copy, delete and modify
an existing view, which provide the desired management facilities with respect to
structural management of a webspace. Upon finishing the materialised view a new
XML schema, DXL query, and XML document is created.

5.6.3 Presentation

Last but not least, the separation of content and presentation also allows the
author to update the presentation layer of a webspace without having to bother
about the content of a webspace. This is of course one of the major benefits of
using XML instead of plain HTML, whereby content and presentation are mixed
in the same document.

5.7 The distributed webspace

In the discussion of defining a webspace, the document level of a webspace is
assumed to be formed by a collection of (static) XML documents. Alternatively,
the distributed webspace allows the materialised views to be generated on-the-fly.
In Section 3.2 the term hidden web has been introduced to described such web-
sites. Most search engines are not capable of dealing with these sites, due to their
dynamic character.

Figure 5.11 shows how the Apache web-server [apa99] is used to serve as a dis-
tributed webspace. Instead of just processing the XML documents, transforming
them into HTML pages, and sending them to the requesting browser, the end-user
‘surfing’ a webspace can also request (predefined) DXL queries that dynamically
generate the corresponding XML document. Using the XML processor again, the
resulting HTML document is presented to the browser.

A distributed webspace is especially useful, if (a part of) the webspace is up-
dated frequently. In that case the site does not need to be regenerated each time
the content server is updated. The only drawback is that the response time of the
webspace server is increased, due to the extra time needed to generate the XML
document with DXL.
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Figure 5.11: Distributed webspace

5.8 Discussion

At first sight, modelling a webspace might seem a difficult task, compared to
the traditional way of presenting information on the Internet. But hopefully, after
reading this chapter it is clear that an author is better of when creating its Intranet,
or web-site, using the Webspace Method. Although he has to spend some effort
in defining the webspace schema, creating the materialised views contained in the
XML documents is a relatively easy task. Furthermore, the webspace modelling
tool, which implements the modelling stage of the Webspace Method, provides
all the facilities needed to maintain a webspace. This includes good web-data
management facilities, serialisation of the materialised view, and a clear separation
of content and presentation.

In a way, the webspace modelling tool can be compared with existing authoring
tools, as described in [WWWC00, HvB93, BH95, JS99]. However, the webspace
modelling tool clearly distincts itself from those authoring tools, by following a
schema-based approach.

One aspect of the modelling stage that is not yet discussed, refers to managing
the webspace schema. In a DBMS the schema, once defined, is considered static.
However, information presented on the web has a more dynamic structure. Mod-
ifying the webspace schema can influence the validity of the materialised views.
Therefore, an author is only allowed (1) to extend the webspace schema with new
concepts, or (2) to delete ‘unused’ concepts from the webspace schema. Further-
more, each change in the webspace schema is automatically propagated to the
other components, including the interface of the content manager, to assure that
the author does not define invalid materialised views.
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In literature, other approaches [MMA99, FST98] have been introduced that
use conceptual modelling for the development of web-sites. Most related to the
modelling stage of the Webspace Method is the Araneus project [MMA99]. There,
a relational model is used to develop and maintain web-sites. Besides conceptual
modelling, special attention is paid to the navigational structure, which is referred
to as the logical design of a web-site. The Webspace Method does not exploit
the navigational aspects explicitly. Instead they are integrated in the multimedia
aspects of the Webspace Method. The author is kept responsible for defining
the hyperlinks between the documents properly. The definition of hyperlinks is,
however, partly covered by the XSL stylesheets, wherein site-navigation is defined.



Chapter 6

Meta-data extraction of a
webspace

The emphasis in this chapter is on the extraction stage of the Web-
space Method. The extraction stage is responsible for setting up the
object server used by the webspace search engine. More specifically,
the extraction stage is concerned with the extraction of the conceptual
meta-data from the XML documents, and building the multimedia
index for the multimedia objects contained in a webspace. The ex-
traction stage consists of three phases managed by the Daemon Data
Dictionary. Daemons, administered in the Daemon Data Dictionary,
are used to carry out the data extraction- and multimedia indexing
tasks.

6.1 Introduction

Prior to querying a webspace, the Webspace Method requires that the webspace
search engine is set up. The extraction stage of the Webspace Method is respon-
sible for this, as already is explained in Chapter 4, the extraction stage consists of
three phases, the pre-extraction phase, main-extraction phase, and post-extraction
phase.

During the pre-extraction phase, the object server used by the webspace search
engine is initialised, using the webspace schema obtained during the modelling
stage of the Webspace Method. Secondly, the main-extraction phase is started,
given the root URL of the webspace. It extracts web-objects from the XML docu-
ments that form the document level of the webspace. During the main-extraction
phase the relevant meta-data is then obtained from these web-objects and stored
in the object server. Once all documents are parsed and all relevant information
is stored in the object server, the post-extraction phase is started. It performs

95
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some set-based operations on the conceptual and multimedia indexes contained in
the object server, needed to prepare the object server for the query stage of the
Webspace Method.

Each webspace has its own characteristics, i.e. different types of multimedia
that are used, and also differs in the complexity of the webspace schema. There-
fore, the extraction stage of the Webspace Method must be easy configurable and
adjustable, to deal with the webspace specific characteristics. To accomplish its
task, the extraction stage uses the Daemon Data Dictionary (DDD) [vZA00c]. The
DDD forms the central component of the architecture implementing the extraction
stage and is explained in detail in Section 6.3.

Using the daemons administered in the DDD, a tight integration of multimedia
retrieval into the conceptual framework of the Webspace Method is achieved. The
multimedia indexing daemons, discussed in this chapter, are influenced by the
Mirror [dV99] framework for multimedia and content DBMSs. The approach for
dealing with multimedia content is integrated into the Webspace Method through
daemons. These daemons implement an IR model, as described in Chapter 3,
and are kept responsible for building the multimedia indexes of a webspace. By
switching daemons in and out of the DDD, different IR models can be used for
the retrieval of multimedia (web-)objects.

The examples of the two previous chapters were based on the ‘Database group’
case-study. The examples presented in this chapter are based on the ‘Australian
Open’ case study. The original web-site of the Australian Open can be found
at [Aus01]. The webspace schema for the Australian Open’ webspace is pre-
sented in Appendix B.2. The webspace setup for the ‘Australian Open’ case-study
contains around 2.400 documents, which are generated using the wrapper technol-
ogy described in [WSK99]. Among large portions of (hyper)text, other types of
multimedia are also included, like images, audio, and even video fragments.

6.1.1 Organisation

The remainder of this chapter starts by discussing the extraction framework in
Section 6.2, which implements the extraction stage of the Webspace Method. Sec-
tion 6.3 provides a detailed discussion of the Daemon Data Dictionary, which forms
the main component of the extraction framework. The extraction stage is divided
into three phases. The pre-extraction phase is described in Section 6.4. The main-
extraction phase, which carries out the actual object extraction and multimedia
indexing process, is described in Section 6.5. The post-extraction stage used to
finish the extraction process is described in Section 6.6. The final section of this
chapter, Section 6.7, contains a discussion of the work presented in this chapter.
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Figure 6.1: Extraction framework

6.2 Extraction framework

The extraction component of the Webspace System Architecture, presented in
Figure 4.1 is discussed in this section in more detail. It provides a framework for the
implementation of the extraction stage of the Webspace Method. Figure 6.1 shows
this framework and the interaction with the other components of the webspace
system architecture.

The main portion of the extraction framework is formed by the Daemon Data
Dictionary. The three phases of the extraction stage, the pre-extraction phase,
main-extraction phase, and the post-extraction phase, correspond with the com-
ponents of the Daemon Data Dictionary, called initialise, getWork, and finalise,
respectively.
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initialise. The initialise implements the pre-extraction phase. Its task is to
iterate over all the daemons administered in the DDD and call the initialise
for each daemon. Its goal is to prepare the object server and other webspace
dependent variables for the main-extraction phase.

getWork . The getWork corresponds with the main-extraction phase. It
is initialised with the DDD configuration file and the webspace schema, like
the other components. It calls the web-object extractor, and starts collecting
the URLs of XML documents that form the document level of the webspace.
Each document is then parsed by the web-object extractor, which is respon-
sible for obtaining the web-objects from the documents. The DDD then
iterates over the available daemons, offering the web-object to the getWork-
method implemented by each of the daemons involved.

finalise . The final phase of the extraction stage is implemented by the
finalise. Once all meta-data is extracted from the XML documents, and
stored in the object server at the physical layer of the webspace system
architecture, the finalise is invoked. During the finalisation, the DDD iterates
again over the daemons administered in the DDD, allowing each of these
daemons to perform one or more post-processing operations directly on the
object server.

6.3 Daemon Data Dictionary

The Daemon Data Dictionary is the central unit responsible for regulating the
meta-data extraction process of the Webspace Method. Below a definition is given
of a DDD, which is used for the discussion:

‘A Daemon Data Dictionary is a sequence of daemon descriptions, which
relate a daemon with one or more classes of the webspace schema by trigger
definitions.’

A DDD contains a sequence of daemon descriptions. The order in which dae-
mons in the DDD are called is important. Consider for instance two daemons: the
URIDaemon and the PostgreSQLDaemon used in Figure 6.2. If during the main-
extraction phase, a Video-object, having a source attribute is handed to the DDD,
it will first invoke the URIDaemon, which will transform the value of source into
a valid URI. Next, the object is handed to the PostgreSQLDaemon, which is re-
sponsible for storing the object in the object server. If these two daemons would
be called in the reverse order, the effect will be that an invalid URI is stored in
the object server. Thus, the order in which daemons are called is important, and
a task of the DDD. Secondly, the definition shows that the DDD relates daemons
to class definitions of the webspace schema. This is important, because most dae-
mons only work on particular objects. For instance, a TextDaemon is only useful
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when invoked on a (hyper-)text fragment. For this purpose triggers are used. A
trigger is defined to determine whether a daemon should be invoked on a particu-
lar web-object. In Section 6.3.3 a more detailed discussion on triggers is given by
means of an example.

6.3.1 Daemon

The actual extraction tasks are carried out by the daemons. The following defini-
tion is setup for Daemons:

‘A Daemon is a program performing a single (meta-data extraction) task on
a web-object ’

Like the DDD, each daemon uses three methods that implement the behaviour
of a daemon.

• initialise() During the pre-extraction phase, the DDD calls the initialise() of
each daemon, present in the DDD. During the initialisation, a daemon can
prepare the object server for the main-extraction phase, or perform another
task that needs to be carried out before the main-extraction phase.

• getWork(WebObject). The DDD calls the getWork method of a daemon
during the main-extraction phase, for each (matching) WebObject. That
daemon can then perform its actual extraction task.

• finalise(). Some daemons require a post-processing task to be carried out
on the extracted meta-data stored in the object server. The DDD calls the
finalise() method for each daemon during the post-extraction stage.

6.3.2 List of daemons

The extraction stage of the ‘Australian Open’ case study uses the daemons dis-
cussed below, to carry out the extraction process.

PostgreSQL daemon . The PostgreSQL daemon is responsible for storing
the conceptual meta-data in the (Postgres) object server.

URI daemon . Typical for hyperlinks, connecting the documents on a web-
space, is that they are defined as relative links to the current document. It is
therefore necessary to convert these relative links to correct URI [WWWC93]
definitions, to assure that the daemons extracting multimedia meta-data can
perform their task.

Hypertext daemon . The hypertext daemon implements the vector space
model for text retrieval, as discussed in Section 3.3.2. It derives the term
index used for content-based text retrieval.
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Image daemons. The image daemons, such as the RGB- and HSB dae-
mons, extract the meta-data which allows the webspace search engine to
perform content-based image retrieval, following the query-by-example ap-
proach introduced by QBIC [FSN95]. The image daemons fetch an image,
and in case of the HSB daemon extracts an HSB-vector, which provides
relevant information on the colour distribution of the image.

Video daemon . The video daemon is specifically setup up for the ‘Aus-
tralian Open’ webspace, and connects to the COBRA [PJ00a] framework
for content-based video retrieval of video fragments in the tennis domain.
This allows the webspace search engine to combine conceptual search with
content-based video retrieval.

Feature Grammar daemon . The Feature Grammar Engine (FGE)
[WSK99] developed at CWI provides a rule-based approach for the extrac-
tion of meta-data from web documents. Like the work described in this
thesis, the Feature Grammar Engine is also one of the results of the DMW-
project1 [MK98]. The FGE focuses on the meta-data extraction of all possi-
ble multimedia object to provide the basis for combined multimedia query-
processing. It can be seen as an alternative for the Mirror framework that is
used here for the extraction of multimedia meta-data. The Feature Gram-
mar Daemon is used to illustrate the combined efforts of the DMW-project.
This resulted in the demos [BvZW+01, PWvZ+02] presented at VLDB 2001.

6.3.3 Triggers

During the main-extraction phase triggers are used to determine which daemons
should actually be invoked on the web-objects extracted by the web-object extrac-
tor. A trigger is always of the form:

WebClass.WebAttribute.WebType

WebClass stands for the name of a class definition of the webspace schema.
Similarly for WebAttribute and WebType, which have to refer the name to one
of the attributes or types defined in the webspace schema, respectively. In Fig-
ure 6.2 the DDD configuration file is shown, which is used in combination with
the ‘Australian Open’ webspace. The configuration is specified in XML, and con-
tains general information (lines 02–04) regarding the name of the webspace, the
file containing the webspace schema, and a link to the object server, where the
meta-data, obtained during the extraction stage, should be stored.

The remainder of the configuration file contains a list of daemons that are
used for the extraction process. When the DDD is started, the configuration file is
loaded, which activates the daemons listed in the file. For each daemon a pointer to

1DMW stands for Digital Media Warehousing. The DMW-project is carried out by University
of Twente, CWI[cwi], KPN research[kpn], Syllogic[syl], and the Telematics Institute[ti]
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01. <?xml version="1.0" encoding="UTF-8"?>

02. <daemondd webspace="ausopen"

03. schema="ausopen.ws"

04. server="jdbc:postgresql://localhost/ausopen">

05. <daemon class="webspace.daemon.url.URIDaemon">

06. <trigger string="Image.source.*"/>

07. <trigger string="URI.href.*"/>

08. <trigger string="Video.source.*"/>

09. <trigger string="Audio.source.*"/>

10. </daemon>

11. <daemon class="webspace.daemon.pgsql.db.PostgreSQLDaemon">

12. <trigger string="*.*.*"/>

13. </daemon>

14. <daemon class="webspace.daemon.pgsql.text.TextDaemon">

15. <trigger string="Hypertext.*.*"/>

16. </daemon>

17. <daemon class="webspace.daemon.pgsql.video.VideoDaemon">

18. <trigger string="Video.source.*"/>

19. </daemon>

20. <daemon class="webspace.daemon.pgsql.image.HsbDaemon">

21. <trigger string="Image.source.*"/>

22. </daemon>

23. <daemon class="webspace.daemon.pgsql.image.RgbDaemon">

24. <trigger string="Image.source.*"/>

25. </daemon>

26. </daemondd>

Figure 6.2: DDD configuration file ‘ausopen.ddd ’.

the Java-class implementing that daemon is given, as well as one or more triggers,
which indicate on which web-objects the daemon should be invoked.

The TextDaemon of lines 14–16 refers to the implementation of the hypertext
daemon, discussed in the previous section. The trigger ‘Hypertext.*.*’ of line 15
shows that this daemon is invoked on all Hypertext-objects, regardless of the at-
tributes, or types of that object. For this purpose the ‘*’ wild-card notation is
used. Similarly, the trigger ‘Video.source.*’ is defined for the VideoDaemon of lines
17–19. The daemon is only called, if the web-object is instantiating the class Video
and has the attribute source defined. Finally, when looking at the PostgreSQLDae-
mon, the trigger ‘*.*.*’ is defined, which indicates that the daemon is called for
each web-object handed to the DDD.
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6.3.4 Daemon implementation

All daemon implementations, including the implementation of the DDD presented
below, are of the form:

class DDD
extends AbstractDaemon
implements Daemon {

URI xmlDoc;
{Daemon} daemons;

method initialise();
method getWork(WebObject webObject);
method finalise();

}

They follow the Daemon interface, and are implemented as an extension of
the abstract class AbstractDaemon. Furthermore, all daemons have to implement
their behaviour in the methods initialise(), getWork(WebObject webObject), and
finalise(). Specific for the DDD is the declaration of the variable daemons, which
contains the list of daemons. xmlDoc contains the URI pointing to the XML
document that is currently extracted by the DDD.

6.4 Pre-extraction phase

In the following three sections the three phases of the extraction stage are discussed
in detail. The discussion of these phases will be accompanied by an example taken
from the ‘Australian Open’ case study. In Appendix D detailed background infor-
mation is given with respect to the example. This includes the XML document, on
which the examples are based, along with a screen shot of the document showing
a visualisation of the XML document.

6.4.1 initialise()

Based on the configuration file of Figure 6.2 the initialise of the DDD for the
‘Australian Open’ webspace starts by calling the URI Daemon, and then calls the
other daemons in order of appearance in the DDD. The code fragment presented
below, describes the implementation of the initialise() of the DDD.

method DDD.initialise() {
for (daemon in daemons) {

daemon.initialise();
}

}
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To give an impression of the tasks that are carried out during the pre-extraction
phase, the initialise() of the daemons PostgreSQLDaemon and TextDaemon are
discussed below.

• PostgreSQLDaemon. During the initialisation of the PostgreSQLDaemon,
the classes defined in the webspace schema are translated into table defini-
tions, which define the physical schema used by the object server.

Each class-name is used as a table-name. Two default attributes are always
added: id, and documents, which are of type serial and int4[]. The id provides
a unique key to each object stored in the object server, provided of course
that the webspace schema does not already contain a primary key for that
class. The documents attribute is used to keep track of all the documents
in which the object occurs. Next, each attribute of type BasicType is di-
rectly transformed into an attribute for that table, using the name of the
BasicType as its type. All attributes of type WebClass are added as at-
tributes of type int4. If a webClass has some attributes defined as the unique
keys of that class, then these attributes are used to define the primary key
of the table.

For each related pair of attributes of type SetType a separate table is created,
since these attributes define the associations between classes. The table
uses the name of one of the attributes, and besides the default attributes id
and document, two attributes are added of type int4 with the names of the
corresponding classes.

Player
name

Report

Match

NewsItem

country
gender

history:
picture:

Hypertext

Image

category
round
court
facts :

video : Video
Hypertext

location : URI
date
title

author
body:

Hypertext

won

played_in

describes

Figure 6.3: Fragment of the webspace schema for the ‘Australian Open’.

Figure 6.3 shows a fragment of the webspace schema defined for the ‘Aus-
tralian Open’ webspace. The code fragment of Figure 6.4 shows the table
definitions generated by the PostgreSQLDaemon, which form a part of the
physical schema that corresponds with the fragment of the webspace schema
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of Figure 6.3. Each table definition contains the attributes id, and documents
as explained above. The primary key of the table definitions is formed by
the id, with the exception of Player and NewsItem that use the primary key
defined in the webspace schema.

01. CREATE TABLE Player (id serial, documents int4[ ] ,

02. name varchar(80), country varchar(80), gender varchar(20),

03. picture int4, history int4, PRIMARY KEY (name));

04.

05. CREATE TABLE Match (id serial, documents int4[ ] ,

06. category varchar(20), round varchar(20), court varchar(80),

07. facts int4, video int4, audio int4, transcription int4,

08. PRIMARY KEY (id));

09.

10. CREATE TABLE NewsItem (id serial, documents int4[ ] ,

11. location int4, date varchar(20), title text,

12. PRIMARY KEY (location));

13.

14. CREATE TABLE Report (author varchar(80), body int4)

15. INHERITS(NewsItem);

16.

17. CREATE TABLE is_won_by (id serial, documents int4[ ],

18. Match int4, Player int4 , PRIMARY KEY(id));

19.

20. CREATE TABLE is_played_by (id serial, documents int4[ ],

21. Match int4, Player int4 , PRIMARY KEY(id));

22.

23. CREATE TABLE describes (id serial, documents int4[ ],

24. Report int4, Match int4 , PRIMARY KEY(id));

Figure 6.4: Table definitions for object server of the ‘Australian Open’ webspace.

• TextDaemon. The TextDaemon operates independent of the webspace sche-
ma, and adds the following table definition to the physical schema:

CREATE TABLE hypertext tf (hypertext int4, term varchar(80), tf int4);

The table is used to build the term index needed by the vector space model
for text retrieval. It contains a reference to the conceptual Hypertext-object,
the term, and the term frequency.

6.5 Main-extraction phase

The main-extraction phase is responsible for the extraction of meta-data from the
documents that form the document level of a webspace. Before the DDD can
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be invoked on web-objects, the web-objects have to be extracted from the XML
documents. This is carried out by the web-object extractor.

6.5.1 Web-object extractor

The web-object extractor initiates the main-extraction phase, using the webspace
schema, and a URI pointing to the ‘root’ of a webspace. From that position it
retrieves all XML documents underneath the root, using a spider to crawl the
Web. For each XML document found the web-object extractor builds a DOM-
tree [WWWC01a] and starts the method extractObject with the root element
of the DOM-tree as its argument. The Document Object Model (DOM), another
W3C standard, provides a platform- and language-neutral interface that will allow
programs and scripts to dynamically access and update content, structure and style
of (XML) documents. The fragment below describes the method extractObject.

method WebObjectExtractor.extractObject(Element element) {
WebClass webClass = matchClass(element, webspaceSchema);
WebObject webObject = new WebObject(webClass);
findAttributes(webObject, element);
DDD.getWork(webObject);

}

The first step is to match the name of the element with the name of one of the
classes defined in the webspace schema. For this purpose matchClass is called.
The webClass found by matchClass is then used to create a new webObject. By
calling the method findAttributes, the direct proximity of the XML element is
searched for matching attributes that belong to the webObject found. Once all
attributes of the object are obtained, the webObject is handed to the getWork
method of the DDD.

Returning to the running example of this chapter, the XML document shown
in Appendix D is used to illustrate the web-object extraction process. It describes
a materialised view on the fragment of the webspace schema given in Figure 6.3.
After building a DOM-tree, the root-element report is used to initiate the method
extractObject. In Figure 6.5 the fragment of the XML document is shown, that is
used to build the corresponding web-object. The root-element report matches the
webClass, with the name Report, thus a new webObject is created, instantiating
the webClass.

In the fragment below the method findAttributes is specified, which is used
to extract related attributes of the given webObject, and the corresponding XML
element, which describes a part of the XML document.

method WebObjectExtractor.findAttributes(WebObject webObject,
Element element) {

for (attribute in element.getAttributes()) {
if (matchesName(webObject.attributes, attribute.getName()) {
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<report title="Semis again for Capriati"

date="Tuesday, 23 January, 2001"

author="Roger Gatchalian">

<body>

<hypertext .../>

</body>

<describes>

<match .../>

</describes>

</report>

Figure 6.5: XML fragment describing the report web-object.

webObject.values + =
new BasicV alue(attribute.getName(), attribute.getV alue());

}
}
for (child in element.getChildElements()) {
for (attribute in webObject.attributes) {
if (child.getName() == attribute.getName()) {
if (attribute.ofType instanceof WebClass) {

ClassV alue classV alue = new ClassV alue(attribute.getName());
classV alue.object = extractObject(child.getChild());
webObject.values + = classV alue;

} else if (attribute.ofType instanceof SetType) {
SetV alue setV alue = new SetV alue(attribute.getName());
for (childschild in child.getChilds(); ) {

setV alue.objects + = extractObject(childschild);
}
webObject.values + = setV alue;

}
}

}
}

}

The method findAttributes is divided into two steps. During the first step, the
attributes of the XML element are scanned, to find matches with the attributes
defined for the WebClass that the webObject is instantiating. If such an attribute
is found, a new BasicV alue is created and added to the set of values, found for
the webObject.

The second step involves scanning the child-elements of the current XML
element, to find matches of attributes. These attributes are either of type
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WebClass, or SetType.
If the child-element matches an attribute of type WebClass, a new classV alue

is created, using the name of the attribute. Next, the method extractObject
is called recursively, given the first child′s child of the current element as an
argument. The method returns the (multimedia) web-object, described by that
element, which is set as the object of classV alue. Finally, classV alue is added to
the set of values of webObject.

A similar procedure is followed for the attributes that are of type SetType. In-
stead of just processing the first child’s child, all the child’s children are processed,
to find associated web-objects that participate in the view.

Given the XML fragment of Figure 6.5 the attributes of the root-element report
describe the BasicV alues title, date, and author. After adding these values to the
corresponding webObject, the child-elements of the report element are scanned. As
a result two more attributes are added to the web-object, before it is handed to the
getWork-method of the DDD. The first attribute, body, describes a ClassV alue of
the multimedia WebClass Hypertext. The web-object extractor is invoked on this
element, and once it is completely parsed and dealt with by the DDD it is added
to the current webObject. The second attribute, describes, defines the association
of the Report with a Match object. As described in the method findAttributes,
the child’s child-elements are scanned for matching web-objects.

Report ::

title = "Semis again for Capriati"

date = "Tuesday, 23 January, 2001"

author = "Roger Gatchalian"

body = 688

describes = 1023

}

Figure 6.6: Web-object: Report.

Figure 6.6 describes the Report-object extracted by the web-object extractor,
before it is handed to the DDD. The application of a depth-first approach, assures
that the meta-data of all related objects is already stored in the object server,
before this object is handed to the DDD. The daemon responsible for storing the
object in the object server, the PostgreSQLDaemon, assigns a unique identifier (id)
to each web-object, which is used to keep track of the relations defined between
web-objects.

6.5.2 getWork(WebObject)

The fragment below shows the actions carried out by the getWork-method of the
DDD during the main-extraction phase. It iterates over all daemons administered
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in the DDD, and calls their getWork implementation, under the condition that
the webObject matches one of the triggers specified for that daemon.

method DDD.getWork(WebObject webObject) {
for (daemon in daemons) {
if (matchesTrigger(daemon, webObject)) {

daemon.getWork(webObject);
}

}
return webObject;

}

Two of the daemons used for the ‘Australian Open’ webspace are again dis-
cussed in detail, to illustrate the typical tasks carried out during the main-extrac-
tion phase.

• PostgreSQLDaemon. During the main-extraction phase, the PostgreSQL-
Daemon is responsible for storing the conceptual meta-data described in the
web-object. Before storing the object, the storage daemon tries to figure out
whether the object is already stored in the object server. If this is the case,
it tries to update the attributes of the object in the object server, if possible.
Furthermore, it obtains the object id that is stored in the database, and add
the document-URL to the list of documents, which contains pointers to the
other documents, describing the same web-object.

If the web-object is not already stored, the storage daemon inserts a new
object in the database, using the attributes of the web-object. It then obtains
a new id, which is added to the web-object description. And of course the
document URL is added the the list of documents.

Finally, the storage daemon has to maintain the relations with other web-
objects stored in the object-server. Therefore, it iterates over the attributes
of the type SetType and simple generates the INSERT-queries for the corre-
sponding tables.

The Report-object obtained by the web-object extractor and described in
the previous section cannot be matched with already existing objects in the
database, because the webspace schema does not contain a primary key for
the object. Thus, a new object is inserted in the table Report and the relation
with Match is stored by inserting both object-ids into the database-table with
the name describes.

• TextDaemon. The XML document (see Appendix D) also contains two Hy-
pertext-objects that trigger the TextDaemon. In the main-extraction phase,
the TextDaemon calculates the term index given a (hyper)text fragment.
Before building the term index and calculating the term frequencies, a pre-
processing step is carried out. This pre-processing step is implemented by
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three text operations: (1) lexical cleaning , (2) stop-word removal , and (3)
stemming of terms. An extensive discussion on deriving the logical view of
a document is given in Section 3.3.1. The so gained logical view of the text
fragment is used to build the term index for text retrieval.

Hypertext term freq.
688 sele 3
688 capriati 3
688 score 2
688 year 2
688 fourth 2
688 first 2
688 open 2

Hypertext term freq.
688 seed 2
688 second 2
688 monica 2
688 back 2
688 ever 2
688 win 2
688 time 2

Table 6.1: Term frequencies for: Match.facts.Hypertext

Table 6.1 contains a fragment taken from the table Hypertext tf, containing
the top 14 most frequent occurring terms of the Hypertext object, related
to the Report.body. A complete overview of the stemmed terms, and their
frequencies for the Hypertext objects of the XML document is given in Ap-
pendix D.

6.6 Post-extraction phase

Once all conceptual and multimedia meta-data is extracted from the documents
of a webspace and stored in the object server, the post-extraction phase can be
started. The post-extraction phase allows daemons to perform one or more opera-
tions on the object-server, or to carry out some other actions, which are required,
before a webspace can be queried with the webspace search engine.

6.6.1 finalise()

For this purpose the finalise() method is used. In the fragment below, the finalise
for the DDD is presented. Again, the DDD iterates over all the available daemons,
and calls the finalise() implementation of each daemon.

method DDD.finalise() {
for (daemon in daemons) {

daemon.finalise();
}

}
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In case of the ‘Australian Open’ case study only the TextDaemon is called in
the post-extraction phase.

• TextDaemon. The vector space model requires that after calculating the
term frequencies for each (term, document) pair, the inverse document fre-
quencies are calculated, as discussed in Section 3.3.2. Table 6.2 shows the
tfidf-values for the (term, document) pairs of which the term frequency is
given in Table 6.1. The tfidf values are used to calculate the ranking of the
relevant text fragments. The term ‘open’ has a rather low weight, due to
the fact that the term occurs frequently as the combined term ‘Australian
Open’.

Hypertext term tfidf
688 sele 9.02298
688 capriati 9.14544
688 score 6.56419
688 year 2.34058
688 fourth 3.45345
688 first 2.12922
688 open 0.23235

Hypertext term tfidf
688 seed 3.42039
688 second 2.85324
688 monica 5.93688
688 back 3.50979
688 ever 4.01405
688 win 2.55555
688 time 2.54141

Table 6.2: Relevance weights (tfidf) for: Match.facts.Hypertext

6.7 Discussion

The basis for the integration of conceptual search and content-based retrieval is the
key contribution of the extraction stage of the Webspace Method. The integration
is obtained by treating the multimedia web-objects as if they were conceptual
web-objects. However, without using additional multimedia retrieval techniques,
querying a webspace will most likely not be able to deal with the typical multimedia
aspects of the content of a webspace. Therefore, the integration of existing ideas for
querying multimedia content, based on a database-oriented approach is essential.
The framework presented in Section 6.2 shows how the DDD provides a convenient,
and highly extensible mechanism for dealing with both conceptual and multimedia
information contained in a webspace. Whenever a new type of multimedia is
introduced in the webspace schema, a daemon can be added, to deal with the
multimedia aspects.

For the multimedia specific algorithms, the experience with the Mirror frame-
work is used. As an alternative, the feature grammar daemon can be invoked.
Based on the rules specified in a Feature Grammar, the multimedia indexing task
can be boarded out to the Feature Grammar Engine [WSK99]. Whenever a new
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multimedia type becomes available, an additional trigger should be specified, to
invoke the feature grammar daemon.

Not included in the discussion on the extraction stage so far, is maintenance
of the object server. Whenever the webspace schema or the content changes, the
physical schema of the object server and the meta-data stored in the object server
should also be updated. For the case studies described in this thesis it only takes
about half an hour to build the object server from scratch. Thus, it becomes
feasible to do the maintenance overnight. Alternatively, for larger webspaces,
more sophisticated approaches are also possible and desirable. If the content or
the structure of one of the XML documents changes, a scan over the relevant tables
will show which objects stored in the object server will become invalid, and have
to be updated. The post-extraction phase will have to be carried out completely,
to avoid inconsistencies in the multimedia indexes build during that phase.
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Chapter 7

Querying a webspace

The focus of this chapter is twofold. In the first part of the chapter,
the focus is on the query stage of the Webspace Method. There, the
Webspace search engine is discussed. Special attention is paid to the
query formulation problem, and to the generation of DXL queries, to
retrieve the requested pieces of information from the object server and
the XML documents.

The second part of the chapter describes the retrieval performance
experiment, which is carried out to examine the contribution of the
Webspace Method to the retrieval process. Based on recall and pre-
cision, two often used evaluation measures in information retrieval,the
conclusion can be drawn that conceptual modelling of web-data, as
proposed in the Webspace Method, results in an increase in retrieval
performance by a factor two.

7.1 Introduction

The main contribution of the Webspace Method is that it provides a new approach
for querying web-based document collections found on a webspace. The basis of
this is formed by the webspace schema, which allows powerful query formulation
techniques, as known within a database environment, to be invoked on the content
of a webspace. The query formulation techniques, implemented by the webspace
search engine, allow queries to be formulated, with aid of the webspace schema
over the content stored in one or more documents. Secondly, it allows users to
directly extract the relevant parts of one or more documents as the result of a
query, instead of a document’s URL.

To allow a user to formulate these relatively complex queries over a webspace
a graphical user interface (GUI) is used to guide the user through the query for-
mulation process. The GUI provides a visualisation of the classes contained in

113



114 7. Querying a webspace

the webspace schema, which is used to determine the query skeleton. Next, the
constraints are formulated and the user specifies the information that is returned
as the result of the query.

Once the necessary information is gathered, the query needs to be constructed
and evaluated. For this purpose the Data Exchange Language (DXL) is used.
DXL provides a framework for querying heterogeneous sources. The information
is then integrated in a single target. In case of the webspace search engine there
are two types of sources: the object server containing the meta-data, and the
XML documents describing the content of a webspace. The result of the query is
again an XML document that contains the requested information. In contrast to
standard search engines the results do not necessarily yield the document’s URL,
but can contain more precise information extracted from one or more documents.

To evaluate the retrieval performance of the webspace search engine, and in
particular the contribution of conceptual modelling to the retrieval process, a re-
trieval performance experiment is carried out. It measures the increase in perfor-
mance of the webspace search engine, compared to the traditional way of querying
a collection of document, using a standard search engine. For this purpose, the
standard search engine is equipped with the same IR model for text retrieval as
the Webspace Search Engine. A third search engine that implements a fragmented
variant of the webspace search engine, is also evaluated. The motivation for this
fragmented variant, along with a discussion of the implementation is given in Sec-
tion 7.5.1.

The evaluation method used for the experiment is related to the TREC test col-
lection, as described in Section 3.4.2. The second part of this chapter describes the
experimental setup, which provides insight in the test collection. A test collection,
based on the ‘Lonely Planet’ case-study is setup for this experiment. Next the
results of the experiment are discussed. Measured in terms of recall and precision,
the results show a high increase in retrieval performance.

The examples presented in the first part of this chapter, which illustrate the
query formulation and query generation issues, are based on the ‘Australian Open’
case-study. The retrieval performance experiment described in the second part of
the chapter, is based on the ‘Lonely Planet’ case-study. The original web-site can
be found at [Pub01], and contains 6.500 documents with structured information
about destinations all over the world, divided in regions, countries, and cities.
Furthermore, it contains a large collection of postcards, sent in by travellers, con-
taining the experiences of those travellers while staying at a certain destination.
The webspace schema setup to describe the content of the ‘Lonely Planet’ web-
space can be found in Appendix B.3.

7.1.1 Organisation

The architecture on which the webspace search engine is based is discussed in
Section 7.2. In Section 7.3 query formulation issues are discussed to illustrate
the power of the webspace search engine, while Section 7.4 discusses the DXL-
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based approach for query generation. In Section 7.5 the retrieval performance
experiment is discussed, which shows the gained increase in retrieval performance,
when querying a document collection using on the Webspace Method. In the final
section, Section 7.6, a discussion of the work presented in this chapter is given.

7.2 Webspace search engine

The standard search engines available on the WWW use simple forms that allow
a user to express his information need based on some keywords, accompanied with
some boolean logic. Contrary to those search engines, the webspace search engine
(WSE) uses a schema-based approach to tackle the query formulation problem.
In Figure 7.1 the architecture of the webspace search engine is presented. It
corresponds with the right-hand side of the architecture presented in Figure 4.1.
The structure is based on a client-server architecture, and implemented in Java.

Object
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WSE server

XML
documents
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generation

presentation

query
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Figure 7.1: Webspace Search Engine.

WSE client . The client uses a visualisation of the webspace schema, to
guide the user through the query formulation process. This process is ex-
plained in detail in Section 7.3. Once the query is composed, the client sends
the ‘query ’-object via a TCP-IP connection to the WSE-server, and finally
fetches and presents the result of the query to the user.
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WSE server . Given a ‘query ’-object, a new DXL query is generated. The
DXL-query connects to the object server and to the relevant XML docu-
ments, to obtain the requested information. Next, it composes the requested
view on the webspace schema, and sends a signal to the WSE-client that the
result can be obtained. The DXL-query generation process is explained in
Section 7.4.

7.3 Query Formulation

When focusing on query languages for web data, it is almost impossible to neglect
the rapid developments around the XML standard. Query languages, like XQuery,
XML-QL, and others have been introduced to explore XML’s structural capabil-
ities. With such query languages it becomes possible to deliver the requested
information in the form of a newly defined (XML) structure, rather than in the
limited presentation forms that are currently used by the search engines. They
often just return the document’s URL, accompanied with some small summaries.

However, exploiting these new capabilities is not as easy as it seems. First of
all, this requires knowledge of the document’s structure, which is unknown for a
random document on the WWW. Secondly, tools are required to be available for
an average user to compose such a relatively complex query. The first problem is
completely covered by the modelling stage of the Webspace Method. The formula-
tion problem of complex queries over a webspace at the conceptual level is covered
by the WSE client. In Section 7.3.1 the steps that are taken during the query
formulation process are explained. A third problem remains: the gap between the
conceptual level and the physical level. Once a query is formulated at the concep-
tual level, it needs to be translated into a form that is acceptable at the physical
level. In case of the Webspace Search Engine, this means that information needs
to be gathered from (at least two) heterogeneous sources into a single result. To
be more precise, first the meta-database needs to be queried, to find out where
the conceptual information is stored, after which the relevant XML sources need
to be queried, to extract the requested (multimedia) information. To solve this
problem, several solutions are possible. For the webspace search engine, the Data
eXchange Language (DXL) is used for this purpose. DXL offers a framework for
data exchange, where several heterogeneous sources can be combined into a single
target. In Section 7.4 DXL and its integration in the Webspace Search Engine is
discussed in more detail.

7.3.1 Step-by-step

The webspace search engine offers a schema-based approach for querying a doc-
ument collection. The formulation of a query over a webspace, can be divided
into three steps. During the first step, the query skeleton is constructed, using
the visualisation of the webspace schema. Secondly, the constraints of the query
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are formulated, using the attributes of classes used in the query skeleton. In the
last step, the user has to define the structure of the result of the query, which is
generated as a materialised view on the webspace schema.

Before continuing with the individual steps of the query formulation process,
the queries presented below are used to illustrate the power of the webspace search
engine with respect to query formulation. The queries express the typical infor-
mation need of an expert user querying the ‘Australian Open’ webspace, using the
webspace search engine. It also shows, how after each query, the information need
of the user can be refined, resulting in a more complex query over a webspace.

Query 1. ‘Search for left-handed female players, who have played a match in one of
the (quarter/semi) final rounds. For each of those players, show the player’s
name, picture, nationality, birth-date, and the document URLs containing
information about this player. Also show category, round and court of the
match’.

Query 2. ‘Like query 1, with the extra constraint that the player has already won a
previous Australian Open. Include that history in the result of the query ’.

Query 3. ‘Extend query 2 with the constraint that the result should also contain video-
fragments, showing net-playing events’.

The first example query shows how conceptual search is used to obtain specific
information originally stored in three different documents. The second example
query extends the first query and provides an example illustrating the integra-
tion of content-based text retrieval in the conceptual framework of the Webspace
Method. The third example query extends the complexity of the query even more,
by integrating content-based video retrieval in the Webspace Method.

Step 1. Constructing the query skeleton. The first step of the query formulation
process involves the construction of the query skeleton. This skeleton is
created, using a visualisation of the webspace schema. This visualisation
consists of a simplified class diagram, and only contains the classes and
associations between the classes, as defined in the webspace schema. The
user simply composes the query skeleton, based on his information need, by
selecting classes and related associations from the visualisation. The (single)
graph that is created represents the query skeleton.

In Figure 7.2 a fragment taken from the GUI of the webspace search engine
is presented which shows the query skeleton (depicted in black-filled text
boxes), that is used for the query formulation of the three example queries.
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Figure 7.2: Constructing the query skeleton.

Step 2. Formulating the constraints.

In the second step of the query formulation process, the constraints of the
query are defined. In Figure 7.4.a another fragment of the GUI of the web-
space search engine is presented, showing the interface that is used for this
purpose. For each class contained in the query skeleton a tab is activated,
which allows a user to formulate the conceptual constraints of the query.
As shown in the figure, a row is created for each attribute. Each row con-
tains two check boxes, the name of the attribute, and either a text field or a
button.

The first checkbox is used to indicate whether the attribute is used as a
constraint of the query. The second checkbox indicates whether the results
of the query should show the corresponding attribute. If the type of the
attribute is a BasicType, a textfield is available that allows the user to specify
the value of the constraint, if the first checkbox is checked. If the attribute
is of type WebClass, a button is available, which, if pressed, activates the
interface that is used to query that particular multimedia object.
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(a) (b)

Figure 7.3: Formulating the constraints.

Figure 7.3.b shows the interface that is used to formulate queries over Hy-
pertext-objects. The interface is similar to the interfaces offered by the well-
known search engines such as Google and Alta-Vista. The main part of the
query-interface allows a user to formulate one or more terms, which are used
to find relevant text-objects. The interface also allows the user to perform
a case-sensitive search, and to select the language of the Hypertext-object in
which the user is interested.

Figure 7.3.a shows the attributes of class Player. The constraints with re-
spect to the player, specified in the first two example queries, are transposed
in the selections depicted in the figure. Two constraints are formulated. The
constraint that the user is only interested in female players is defined by
selecting the constraint checkbox in front of gender, and by specifying the
conceptual term ‘female’. The second constraint refers to the second exam-
ple query, where an extra condition with regard to the player’s history is
formulated. Again, the corresponding checkbox is activated, and the inter-
face of Figure 7.3.b is started, and completed. In this case, the query-terms
‘winner ’ and ‘champion’ are used to find the relevant Hypertext-objects that
are associated with the player’s history.
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Step 3. Defining the resulting view.

The second column of checkboxes is used to specify which attributes will be
shown in the resulting views defined by the query. The XML document that
is generated by the webspace search engine contains a (ranked) list of views
on the webspace that is being queried. Besides selecting the attributes and
the classes that will be shown as the result of the query, the user also has to
determine which class is used as the root of the resulting view. In Figure 7.4
a sreenshot of the result for the third query is shown. It includes a link to a
tennis scene of the match played by Monica Seles in the quarter final round.
The tennis scene shows a video-fragment in which Monica Seles plays near
the net.

Figure 7.4: View on ‘Australian Open webspace’ containing the result of example
query 3.

7.4 Query Generation

The queries formulated with the WSE-client are sent to the WSE-server. There,
the query-objects are translated into DXL queries. For this purpose the framework
presented in the Figures 7.5, 7.6, and 7.7 is used. After the presentation of DXL,
in Chapter 2, it may be clear that DXL is not meant as an end-user (conceptual)
language. But, due to its template-based syntax, it is easy to generate. Further-
more, DXL provides the means to connect to several heterogeneous sources and
to combine the results into a single (XML) target. In case of the WSE-server, the
DXL queries connect to the object server, and one or more XML sources. Alter-
natively, if a content server is available, the DXL queries can fetch the requested
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information directly from the content server instead of the XML documents.
For the DXL framework and the examples given below, it is assumed that no

content server is available. Thus, all multimedia information that is requested as
the result of a query over a webspace has to be fetched directly from the XML doc-
uments. For example, the Hypertext-fragments are not stored in the object server,
because the object server only stores the meta-data involved, like for instance the
index terms of a Hypertext-object.

The DXL query generated by the WSE-server usually consists of three tem-
plates, which are shown in the three figures. Figure 7.5 shows the main template of
the DXL query. The structure of the main template is always the same, and con-
structs the root-element ‘query ’ of the target XML document (result.xml). Line
06 shows that the second template, by the name query is called, as shown in
Figure 7.6.

01. <?xml version="1.0" encoding="UTF-8"?>

02. <dxl_query driver="dxl.client.xml" target="result.xml">

03. <template name="main">

04. <construct>

05. <element name="query">

06. <call_template select="query"/>

07. </element>

08. </construct>

09. </template>

Figure 7.5: DXL’s query formulation framework for the Webspace Search Engine
(part 1)

The body of the query template contains two instructions; a query and a con-
struct instruction. The query instruction connects to the object server using a
JDBC-connection. It then obtains the conceptual data from the object server us-
ing both the conceptual and the multimedia constraints formulated by the user.
The associated construct instruction (lines 15–19) is then invoked on the result
of the query. For each row in the result obtained from the object server, an
XML element named ‘result ’ is added to the XML document. Within that ele-
ment instruction a call is made to the template ‘construct-1 ’, on line 17, where a
materialised view is constructed for each result.

The ‘construct-1 ’ template shown in Figure 7.7, always contains a construct
instruction (lines 25–27), which is used to build the XML fragment that describes
a single result as a materialised view on the webspace schema. If the requested
result also contains a multimedia object, a query instruction (lines 22–24) is used
to fetch the requested information directly from the XML document. The query
instruction uses the driver ‘dxl.client.xml ’ to connect to the XML plug-in, which
is described in Section 2.5.5. Using an XPath-expression, the requested XML
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10. <template name="query">

11. <query driver="dxl.client.database.postgres"

12. source="<!-- jdbc-connection to object server --> ">

13. <!-- Meta-database sub-query -->

14. </query>

15. <construct>

16. <element name="result">

17. <call_template select="construct-1"/>

18. </element>

19. </construct>

20. </template>

Figure 7.6: DXL’s query formulation framework for the Webspace Search Engine
(part 2).

fragment is obtained from the XML document and made available to the related
construct instruction to construct the result of the query.

21. <template name="construct-1">

22. <query driver="dxl.client.xml" source="<!-- XML-URL--> ">

23. <!-- XML part of DXL query -->

24. </query>

25. <construct>

26. <!-- Construction of XML fragment for single result -->

27. </construct>

28. </template>

29. </dxl_query>

Figure 7.7: DXL’s query formulation framework for the Webspace Search Engine
(part 3).

If more than one multimedia object is required to build the materialised view
representing a result, additional templates are needed to construct the result.
These templates are similar to the template of Figure 7.7 and are named ‘construct-
N ’, where N equals the N th multimedia object obtained from either an XML
document or the content server.

7.4.1 Back to the ‘Australian Open’ case-study

To illustrate how the constraints for the second query of the previous section
are translated in DXL, the templates ‘query ’ and ‘construct-1 ’ are shown in Fig-
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ures 7.8, and 7.9 respectively.

01. <template name="query">

02. <query driver="dxl.client.database.postgres"

03. source="jdbc:postgresql://localhost/ausopen">

04. SELECT ht_tfidf.hypertext, SUM(ht_tfidf.tfidf) AS ranking

05. INTO TEMP tmp_hypertext FROM ht_tfidf, Player

06. WHERE (ht_tfidf.term=’champion’ OR ht_tfidf.term=’winner’) AND

07. Player.history=ht_tfidf.hypertext

08. GROUP BY ht_tfidf.hypertext;

09. SELECT Profile.nationality, Profile.birthdate,

10. Match.category, Match.court, Match.round,

11. Hypertext.url , tmp_hypertext.ranking, Player.name

12. Player.documents, Image.title, Image.source,

13. FROM Profile, Match, Player, Hypertext, tmp_hypertext,

14. Player_DOCS, Image, about, is_played_by

15. WHERE Profile.playhand=’left’ AND Match.round~*’final’ AND

16. Player.history=Hypertext.id AND Player.gender=’female’ AND

17. Player.history=tmp_hypertext.hypertext AND

18. Player_DOCS.id=Player.id AND Player.picture=Image.id AND

19. Player.gender=’female’ AND about.Profile=Profile.id AND

20. about.Player=Player.id AND

21. is_played_by.Match=Match.id AND is_played_by.Player=Player.id

22. ORDER BY tmp_hypertext.ranking DESC;

23. </query>

24. <construct>

25. <element name="result">

26. <call_template select="construct-1"/>

27. <attribute name="ranking" value="$ranking"/>

28. </element>

29. </construct>

30. </template>

Figure 7.8: ‘query ’ template of Query 2.

The query instruction of lines 03–23 connects to the ausopen database, and
executes two PostgreSQL queries. The first query (lines 04–08) calculates a ranking
of the Hypertext-fragments given the query terms ‘winner ’ and ‘champion’. The
intermediate result is stored in a temporary table, which is used by the second
query. The objective of the second query is to gather all the requested information.
The multimedia component causes the result of the query to be a ranked list.
Therefore, the second query is extended with the ORDER BY-clause of line 22. It
ranks the result, based on the intermediate result of the text retrieval component in
a descending order. This is also used by standard search engines, which only base
their search on text retrieval strategies. Line 27 shows how the ranking is attached
as an XML attribute to the ‘result ’-element within the construct instruction of lines
24–29.
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If more multimedia types are queried, additional PostgreSQL queries, similar
to the text retrieval queries, are executed before the conceptual query is invoked
to combine the intermediate results of the multimedia queries with the conceptual
constraints of the query over a webspace.
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31. <template name="construct-1">

32. <query driver="dxl.client.xml" source="$Hypertext.url">

33. <get from="//player/history" select="hypertext"/>

34. </query>

35. <construct>

36. <element name="Player">

37. <attribute name="name" value="$Player@name"/>

38. <element name="documents">

39. <instance_of select="$Player@documents"/>

40. </element>

41. <element name="picture">

42. <element name="Image">

43. <attribute name="title" value="$Image@title"/>

44. <attribute name="source" value="$Image@source"/>

45. </element>

46. </element>

47. <element name="history">

48. <element name="Hypertext">

49. <instance_of select="$hypertext/description"/>

50. </element>

51. </element>

52. <element name="is_described_in">

53. <element name="Profile">

54. <attribute name="nationality" value="$Profile@nationality"/>

55. <attribute name="birthdate" value="$Profile@birthdate"/>

56. </element>

57. </element>

58. <element name="played_in">

59. <element name="Match">

60. <attribute name="category" value="$Match@category"/>

61. <attribute name="court" value="$Match@court"/>

62. <attribute name="round" value="$Match@round"/>

63. </element>

64. </element>

65. </element>

66. </construct>

67. </template>

Figure 7.9: ‘construct-1 ’ template of Query 2.

Figure 7.9 shows the ‘construct-1 ’ template for the generated DXL query of the
second example. It uses both the query and the construct instruction of the DXL
framework. The query instruction connects to the URL contained in the DXL pa-
rameter $Hypertext.url (line 32). The get instruction of line 33 jumps to the correct
section within the XML document, using the XPath expression ‘//player/history’,
and ‘clones’ the Hypertext-object by selecting the requested element.

The construct instruction of lines 35–66 then builds the requested view for
each item in the result of query 2. As requested, the ‘root’ element of the result is
Player, which contains the attribute name (line 37), as well as the child elements
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documents (lines 38–40), picture (lines 41–46), and history (lines 47–51), which are
the selected attributes in the view. Furthermore, the relations with Profile (lines
53–57) and Match (lines 59–63) are also reconstructed by adding the child elements
is described in (lines 52-57) and played in (lines 58–64), respectively.

The values contained in the DXL parameters are passed to the result of the
DXL query. These parameters are obtained from the query instruction of lines
02-23, with the exception of parameter $hypertext/description. This parameter
contains the hypertext fragment obtained from the original XML document by
the query instruction of lines 32-34.

7.5 Retrieval Performance Experiment

This section discusses the experimental setup and results of the retrieval perfor-
mance experiment that is carried out with the Webspace Method. The goal of the
experiment is to measure the contribution of conceptual modelling to the retrieval
process, as proposed in the Webspace Method. The outline of the experiment, i.e.
the evaluation techniques and measures, is based on the setup of the TREC test
collection [oSN98]. In Section 7.5.1 the ‘Lonely Planet’ test collection is discussed
in detail. This test collection forms the basis of the experiment. The experimental
results are discussed in Section 7.5.2

7.5.1 Experimental setup

Evaluation of retrieval strategies for information retrieval used to be a difficult task,
since good benchmarks and large test collections were missing. But at present,
the TREC collection among others, provides good experimental platforms for most
IR systems. Unfortunately, the techniques used for the Webspace Method cannot
be applied on such test collections, due to the requirements of the conceptual
model and the described structure of the documents. To evaluate the retrieval
performance of the webspace method a new test collection is built that satisfies
the conceptual contraints of the Webspace Method. For this purpose the document
collection originally defined for the ‘Lonely Planet’ case-study is used. Below a
description of the experimental setup is given.

‘Lonely Planet’ test reference collection

Like the test reference collections described in Section 3.4 the ’Lonely Planet’test
reference collection consists of a collection of documents, a set of information
requests (topics), and a set of relevant documents for each information request
provided by specialists.

• Document collection. The Lonely Planet document collection consists
of approximately 6.500 documents, which describe destinations all over the
world. For each destination, several documents exist, containing items like
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‘history’, ’culture’, ‘activities’, ‘facts’, and many other destination related
information. A large subset of the document collection is formed by the post-
card collection. A postcard contains information about a destination that is
sent in by a traveller, containing personal experiences with respect to the des-
tination. Furthermore, for nearly each destination a slideshow is available,
consisting of series of pictures, which illustrate the typical characteristics of
that destination. To get an impression of the document collection, please
visit the original website, located at http://www.lonelyplanet.com/.

• Topics. The test collection contains 20 topics (queries) related to the Lonely
Planet document collection. In Table 7.1 the description of such a topic is
given. In Appendix E a complete list of the topics of the test reference
collection is given.

TOPIC 5:
Search for cultural information about destinations, where the description con-
tains terms like:”skin color racism politics church”.

Query terms Stemmed terms
culture skin color racism politics
church

skin color racism polit church

Table 7.1: Description of Topic 5.

• Relevance judgements. The relevance judgements, i.e. the set with rel-
evant documents, for each information request (topic) is determined by a
blind review pooling method. For each topic, the set of documents found
by the different search engines were collected and mixed. Twenty experts
were asked to evaluate the (combined) retrieved document set for each topic.
Each expert evaluated four topics, thus the relevance of each document for
a given topic is also examined four times.

Figure 7.10: Relevance judgements by experts.

Figure 7.10 shows a fragment of the interface used by the experts to deter-
mine the relevance of the retrieved documents for Topic 5. The combo boxes
in front of the document’s URl allows the experts to assign a relevance to
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the document. The first task was to determine whether the document was
relevant (+) or not (–). Secondly, the experts could mark the documents as
a very (ir-)relevant document (– –/++). Finally, the experts were asked to
select their own top three ranking for each topic, and they were requested
to give feedback on the topic and the given set of retrieved documents. The
relevance judgements for each topic, and retrieved document is calculated. A
document is marked relevant if the average relevance is positive. Since each
topic is judged by four experts, subjectivity is filtered out of the relevance
judgements by taking the average.

Evaluation measures

The primary evaluation of the experiment is based on the evaluation measures
used for TREC. As discussed in Section 3.4.2, four classes of evaluation measures
are used: (1) the summary table statistics, (2) the recall-precision averages, (3)
the document level averages, and (4) the average precision histogram. In the
next section a discussion of the results of the experiments is given, based on this
classification. This evaluation does not use the distinction between (ir-)relevant
and very (ir-)relevant documents.

Runs

Last but not least, three runs were carried out on the ‘Lonely Planet’ test col-
lection. Below a short description of each run (search engine) is given. For each
topic, only the fifteen highest ranked documents were evaluated as the answer set
of the search engine for a given topic. As a result the experts have to examine
a set of documents, with the minimal size of 15 documents, if the three search
engine produce the same answer set for a topic, and a maximum of 45 documents,
if the answer sets are completely disjoint.

• Standard search engine. The standard search engine (SSE) is based
on the IR model and extensions for text retrieval presented in Section 3.3.
It forms the basis for commonly used search engines on the WWW, like
Google and Alta-Vista. Its interface allows a sequence of query terms to be
formulated that is used to find a ranking of relevant documents. For each
topic, a set of query terms is defined that represents that topic. The query
terms for Topic 5 are given in Table 7.1. In Appendix E the query terms
used for the other topics are also depicted.

• Webspace search engine. The webspace search engine (WSE) is of course
based on the Webspace Method, and uses the webspace schema for formula-
tion of the queries (topics) over the document collection. The text retrieval
component of the WSE is based on exactly the same IR model as used for
the standard search engine.
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Instead of indexing the entire document, only the Hypertext-fragments are
indexed by the TextDaemon, as discussed in the previous chapter. The
stemmed terms, given in Table 7.1 are the (stemmed) terms used by the
WSE to evaluate the relevance of the given Hypertext-objects. To be able to
make a comparison between the search engines, the WSE only returns the
document URLs containing the relevant information, instead of using the
option of composing user-defined views, as explained in the first part of this
chapter.

• Fragmented webspace search engine. The fragmented webspace search
engine (FWSE) is a variant of the webspace search engine, which uses a
horizontally fragmented TextDaemon.

Instead of building one term index for all Hypertext-objects, a separate term
index is built for each conceptual attribute of type Hypertext. For instance,
in case of the webspace schema presented in Appendix B.3, three different
term indexes are built using the triggers: (1) Postcard.message.Hypertext,
(2) Destination.introduction.Hypertext, and (3) InfoItem.description.Hypertext.
The motivation behind the fragmentation is the following:

a) The webspace method introduces a conceptual index, which exploits
the document!semantical structuresemantical structure of a document.
Thus, the textual descriptions associated with a concept will probably
also contain semantically different terms.

b) If no fragmentation is used, the less frequently occurring index terms
related to a specific conceptual class and attribute have a relatively low
tfidf if the same terms occur frequently in the Hypertext-objects asso-
ciated with a different class and attribute. The fragmentation causes a
correction in the tfidf.

c) This correction is only useful, if the query uses more than one query
term when searching Hypertext-fragments, because a difference in the
final ranking of the Hypertext-objects can only occur if the difference
between the idf -values of the terms, with and without fragmentation,
is large enough. The more terms are specified, the more likely it is that
a difference in ranking will occur. In [KW01] some experiments, also
based on the ‘Lonely Planet’ case-study, are described, which provide
detailed information on implementation issues, and show that there is
actually a change in ranking, when comparing the results of the FWSE
with the WSE.

7.5.2 Experimental results

The evaluation method provides statistics that are to a certain degree, comparable
with trends obtained from the statistical results from TREC. Below the four basic
measures are discussed. In Appendix F the ‘raw’ experimental results, as obtained
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by the TREC evaluation tool are presented to give a complete overview of the
results obtained by the experiment.

Summary table statistics

In Table 7.2 the summary table statistics for the three runs of the experiment are
given. They provide a first indication of the performance of the different search
engines.

Total number of documents over all queries
SSE WSE FWSE

Answer set (A) 300 287 287
Relevant document set (R) 222 222 222
Relevant doc. in answer set(Ra) 104 187 188

Table 7.2: Summary table statistics.

The first row of the table provides information about the size of the answer set
containing the retrieved documents for each of the search engines. The answer set
of the SSE contains the maximum of 300 documents over the 20 given topics, while
both the webspace search engines did not always return 15 relevant documents,
due to the conceptual constraints of the query. This has a positive influence on
the precision. But reduces the recall, if the webspace search engines do not find
all the relevant documents.

The total number of relevant documents (R), over the entire set of documents,
for all topics is 222. The third row shows the set Ra, which gives a first indication
of the performance of the search engines. The standard search engine has found
104 relevant documents, where the webspace search engines have found 187 and
188 documents. This is almost twice the amount of relevant documents found by
the standard search engine.

Recall-precision averages

The summary table statistics only supply average statistics of a run, due to their
set-based nature. More detailed information on the retrieval performance is nor-
mally expressed in precision versus recall. This also takes into account the eval-
uation of the ranking. Figure 7.11 shows the recall-precision curve. This curve
computes the average performance over a set of topics, interpolated over 11 stan-
dard recall levels (0.0 to 1.0, with increments of 0.1). At standard recall level i, it
shows the maximum precision of any recall level greater than or equal to i. The
optimal IR system will have a curve equal to a horizontal line at a precision of 1.

The recall-precision curve of the standard search engine starts at a precision
of 0.69 and ends with a precision of 0.05 (see Table 7.3). Both webspace search
engines start at the optimal precision (1.00), and end with a precision of 0.27, and
0.23. The resulting curves show that the performance of the search engines that use
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Figure 7.11: Interpolated recall-precision curve.

the webspace method have a much higher performance, than the standard search
engine, using the same IR model. There is only a small increase in performance
when the fragmented IR model is used in combination with the webspace method.
This small increase in performance is caused by a better ranking of the relevant
documents, rather than that different documents were found.

Recall versus precision
Run Average Precision Initial Precision Precision @ 100 Recall
SSE 0.3389 0.6873 0.0500 0.4684
WSE 0.7687 1.0000 0.2740 0.8423
FWSE 0.7806 1.0000 0.2316 0.8468

Table 7.3: Precision measures.

The values for the non-interpolated average precision for the three search en-
gines show that the WSE and the FWSE, with their precisions of 0.7687 and
0.7806, respectively, cause a large improvement in the precision by almost a factor
2. At the same time, the average recall ( 15 documents) of the webspace search
engines is also increased by a factor 1.8, compared to the standard search en-
gine. Note that the non-interpolated average precision measure especially rewards
systems that rank relevant documents at a high position.
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From these measures it is clear that the schema-based approach for querying
document collections, in combination with the integration with information re-
trieval, as introduced by the Webspace Method, is responsible for the increase in
retrieval performance.

Document level averages

The document level averages provide more insight in the quality of the ranking
mechanism. Based on pre-determined document cut-off values, the average preci-
sion of the search engine is given after seeing N documents. In Table 7.4 document
precision averages are given for all three runs, after retrieving x documents. It re-
flects the actual measured retrieval performance, from the user’s point of view.
The document precision average is calculated by summing the precisions at the
specified document cut-off value, divided by the number of topics (20). Again the
the precision of the webspace search engines is much better than for the standard
search engine. The table also shows that the ranking computed by the FWSE is
better than for the WSE.

Results of the standard evaluation method
SSE WSE FWSE

At 5 docs 0.4400 0.8200 0.8500
At 10 docs 0.3650 0.6950 0.7100
At 15 docs 0.3476 0.6233 0.6267
R-precision 0.3686 0.7363 0.7419

Table 7.4: Document level averages.

The R-precision is the precision after R documents have been retrieved. In
this case R equals the number of relevant documents. It de-emphasizes the effect
of the ranking of a run. It shows that the R-precision for both webspace search
engines is 0.74.

Average precision histogram

The average precision histogram of Figure 7.12 shows the average non-interpolated
precision for each of the three runs per topic. This measure gives a good indication
of the performance of a run on specific topics. The measured precisions for the
topics 1, 3, 5, 7, 8, 9, 11, 12, 13, 15, 17, 19, and 20 show a huge increase in
retrieval performance, when the topic is evaluated using the Webspace Method.
In some cases, where the standard search engine performed really poorly, this was
caused by the conceptual constraints, as is the case for Topic 15: “Find postcards,
sent from destinations within North East Asia containing information about ‘taxi
shuttles airport or public transportation’.”. The constraint ‘destinations within
North East Asia’ cannot be handled by normal search engines.
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Figure 7.12: Average precision histogram.

Only for Topic 16 the standard search engine performed better than the web-
space search engines, while the performance of the search engines was nearly the
same for topics 2, 4, 10, and 18.

When comparing both webspace search engines, it turns out that the perfor-
mance of the FWSE is the same, or slightly better for most queries than the WSE,
with the exception of topics 12, 14, 15, and 17. While for topics 2, 3, 6, 8, and 18
the ranking produced by the FWSE is clearly better, than the one produced by
the WSE.

7.6 Discussion

The main contribution of the Webspace Method, with respect to querying a col-
lection of web-based documents, is that it offers more powerful and precise query
formulation techniques. Instead of formulating the query using keywords, and
searching the content of a single document at a time, schema-based queries are
formulated over the entire document collection. This approach also allows infor-
mation originally stored in different documents, to be combined and presented
to directly fulfill the user’s information need, rather than a collection of URLs
that might contain the requested information. To achieve this, more sophisticated
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query formulation techniques and interfaces are needed.

7.6.1 Query formulation techniques

The research on querying web-based document collections covers many facets that
do not belong to the main research goals of this thesis. The visual query formu-
lation techniques used in the WSE client, for one, provide the user the means to
compose complex schema-based queries over a webspace. The GUI of the WSE
client uses a visualisation of the webspace schema to allow the user to compose
the query skeleton. Additional constraints are then formulated, by filling in values
for the attributes.

With respect to query formulation techniques, the functionality of the web-
space search engine exceeds the functionality of other known search engines by
far. However, it still only implements a subset of the query-functionality offered
by a database-environment. More sophisticated interfaces can offer this extra
functionality, but will probably also require the user to be a database expert.

7.6.2 Combined conceptual and multimedia query process-
ing

Another aspect of the query stage of the Webspace Method is related to ‘true’
multimedia processing. When querying the content of a webspace, a query skele-
ton is composed, using conceptual constraints. In the remainder of the query
formulation process, additional conceptual and multimedia constraints are added.
This is achieved through a tight integration of the multimedia components with
the conceptual framework offered by the Webspace Method. This allows a user
to compose queries, which besides the conceptual content, also query one or more
different types of multimedia.

To provide a combined conceptual and multimedia querying approach DXL is
used. The complex queries formulated with the WSE client are translated into a
DXL query, which connects to the sources at the physical layer of the webspace
system architecture. The motivation to use DXL for this purpose is based on the
following grounds. DXL provides the means to easily integrate the information
obtained from heterogeneous sources. In case of the webspace search engine, this
property is used to obtain the requested information from the object server and
the XML documents. If the Feature Grammar Daemon is used, then DXL will also
connect to the Feature Grammar Engine [BvZW+01, WSK99]. Secondly, DXL’s
XML plug-in provides the functionality to (re)construct the requested information
in the form of a materialised view.

One of the emerging problems, related to ‘true’ multimedia query processing,
that is not covered in this thesis is the efficient execution of combined multimedia
queries. Following the state-of-the-art approaches for querying single types of
multimedia, an index is usually built for each multimedia type. When executing
a ‘true’ multimedia query, the query is decomposed by the query optimiser into
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several sub-queries. Each sub-query targets a single type of multimedia. The
results of these sub-queries are then combined, to form the actual result of the
query. Especially when the data-collection grows large, the execution of the sub-
queries can become time-consuming. Therefore, specialised (multimedia) query
optimisers are needed that are capable to optimise the query execution plan for
the different types of multimedia that participate in the view.

7.6.3 About the experimental setup and results

The results of the retrieval performance experiment show a large increase in per-
formance, when searching for documents, using the Webspace Method. Although
the setup and results of the experiment are good and reliable, more experiments
should be carried out to validate the conclusions at this point.

For instance, a relatively low document cut-off point (15 documents per topic) is
used, compared to the TREC-benchmark. This might lead to in-precise precisions
at the high recall levels (>0.8). On the other hand, the size of the Lonely Planet
test collection is also a lot smaller, which eliminates the necessity of evaluating
the relevance of documents which are not highly ranked. Therefore, it is expected
that the document cut-off point is not chosen too low.

Both the recall and precision values, found for both webspace search engines
are approximately a factor two higher than the values found for the standard
search engine. This typically illustrates the impact of the Webspace Method on
the retrieval performance. When comparing the results of the standard search
engine with the recall-precision curves of the search engines that participated in
TREC, a similar trend is found. Unusual are the (extremely) high precision values
of the webspace search engines at the lower recall-levels, caused by the conceptual
model of the Webspace Method.

From the average precision histogram that conclusion can be drawn that on
average the fragmented webspace search engine produces a better ranking than
the standard webspace search engine. Furthermore, both webspace search engines
are clearly capable to answer queries that cannot by answered by the standard
search engines which solely have to rely on text retrieval techniques. Especially, if
the information requested, is shattered over more that one document.
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Chapter 8

Conclusions

This final chapter presents a summary of the conclusions drawn through-
out this thesis. After a short introduction, the chapter contains a re-
search summary, a discussion of the contributions of this thesis, and
recommendations for future research.

8.1 Introduction

The research described in this thesis mainly concentrated on modelling and query-
ing techniques for document collections, where all content is related, and where
the content inhabits a high degree of multimedia. The modelling and query tech-
niques are gathered around and integrated in the Webspace Method. The Web-
space Method provides the answer to the main research question, formulated in
Chapter 1:

How can conceptual modelling of web-data be used to provide more
advanced and precise query facilities for web-based document col-
lections?

Central in the approach offered by the Webspace Method, is the use of the
webspace schema, which is used throughout the three stages of the Webspace
Method: modelling, meta-data extraction, and querying. First of all, the webspace
schema provides a semantical level of abstraction, which allows a user to gain an
overview on the content described by the collection of documents, in terms of
concepts. Secondly, the webspace schema provides the key to the combination of
conceptual search and content-based information retrieval. The approach offered
by the Webspace Method for querying a web-based document collection results in
a high increase in retrieval performance, and provides a completely new approach
to explore data on the web.
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8.1.1 Organisation

In Section 8.2, a summary of the research in this thesis is given. Section 8.3
discusses the contributions and achievements. And finally, topics and recommen-
dations for future work are given in Section 8.4.

8.2 Research summary

Following the outline of this thesis, the research covers the topics described by the
items below:

Web-data management

The research described in Chapter 2 provides some of the fundaments on which the
Webspace Method is based. First of all, the research described there focused on
the efficient storage and retrieval of semi-structured data to provide good web-data
facilities.

This is achieved by extending Moa’s data model and object algebra with the
ANY type constructor. It provides an object-relational view on the web-data stored
in Monet, a completely vertically decomposed database kernel. The combination
of Moa - Monet provides good web-data management facilities, while taking care
of the semi-structured aspects of web-data.

Data exchange over web-based applications

The second part of Chapter 2 deals with the data exchange problem. A large
amount of flexibility is needed to deal with the great variety of data-types that
are currently used to present data on the Internet. The Data eXchange Language
(DXL) aims at providing a framework that allows other query languages to be
embedded, to stimulate the data exchange over heterogeneous sources (data-types)
into a single target.

DXL consists of a control language, of which the syntaxes and the informal
semantics are presented in this thesis. Furthermore, two DXL plug-ins have been
described and are used by the ‘Newsgroup’ case-study, to illustrate the power
of DXL when it comes to data exchange, integration, and recursive definition of
target data-types.

Information retrieval

The Webspace Method gratefully benefits from the techniques and the models
developed in the information retrieval. Chapter 3 provides an introduction into
the information retrieval, and an overview of the IR techniques and models that
have been used to realise the integration of multimedia retrieval in the conceptual
framework provided by the Webspace Method.
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The IR model for text retrieval is described in detail, to provide more back-
ground information on the experimental setup of the retrieval performance ex-
periment, described in Section 7.5. For the integration of image retrieval into
the Webspace Method, the system relies on the research positioned around IBM’s
QBIC system [FSN95]. Finally, to achieve the integration of content-based video
retrieval in the tennis domain, which is used in the ‘Australian Open’ case-study,
the Webspace Method benefits from the research results of Cobra [PJ00a], where
a model for content-based video retrieval is defined and implemented.

The Webspace Method

Chapter 4 introduces the Webspace Method for modelling and querying web-based
documents. In particular, the Webspace Method is used to invest the role of semi-
structured and multimedia aspects of web-data, when using conceptual modelling
to enhance the precision in query formulation techniques for limited domains of
the Internet. Those limited domains, such as Intranets, (large) web-sites, and
digital libraries, often contain related information with a highly structured and
multimedia character.

The Webspace Method is divided into three stages, which are described in
detail in Chapters 5 to 7. These stages deal with modelling a webspace, meta-
data extraction, and querying a webspace, respectively. The webspace system
architecture, based on the three layer architecture of the ANSI/Sparc model, is
used to implement the Webspace Method, and shows the interaction between the
three stages of the Webspace Method.

Modelling a webspace

The research with respect to modelling a webspace is described in Chapter 5.
It presents the webspace data model and discusses how to deal with the semi-
structured aspects, that have been identified in Section 2.3. Furthermore, it is
explained how the multimedia objects, used in the document collection of a web-
space, are defined as conceptual classes in the webspace schema. This approach
provides the key to the integration of conceptual search and multimedia retrieval,
when querying the content of a webspace. The remainder of the chapter covers
the research on defining and managing webspaces. It benefits from the work de-
scribed in Chapter 2. DXL is used for the generation of the document collection,
which forms the document level of a webspace, while the research on web-data
management is used for the implementation of the content server.

Extracting meta-data from a webspace

Before a webspace can be queried, the meta-data extraction stage must be carried
out. It is the responsibility of the extraction stage to create and to fill the object
server, used by the webspace search engine. The extraction framework, that is set
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up for this purpose, provides a highly flexible mechanism to control the extraction
process.

The Daemon Data Dictionary (DDD) implements this central unit of the ex-
traction framework. A single extraction task is carried out by a single daemon,
which can be swapped in and out of the DDD. During the extraction stage, all
conceptual information is extracted from the document and stored in the object
server. If a suitable daemon is available, additional meta-data can be extracted
from the multimedia objects found on the webspace.

Querying a webspace

Finally, the research on querying a webspace is described in Chapter 7. It shows
how conceptual modelling provides the basis for more advanced and precise query
formulation techniques.

These techniques are capable of querying the content of an entire document
collection at once, instead of querying the content of a single document at a time.
The Webspace Method also allows a user to formulate his information need as the
result of a query over a webspace in terms of concepts, where as traditional search
engines only provide the links to the relevant documents. The research described
in this chapter provides a detailed insight into the query formulation process, and
shows how DXL is used to integrate information stored in heterogeneous sources
into the result of a query over a webspace, to fulfill the user’s information need.

Secondly, to evaluate the research covered by the Webspace Method, a retrieval
performance experiment is setup and carried out. The obtained results provide
an estimate of the contribution of the Webspace Method to the retrieval process.
Existing test reference collections, as for instance defined for TREC [oSN98], could
not be used for the evaluation of the Webspace Method, due to the conceptual
model used by the Webspace Method. Therefore, the ‘Lonely Planet’ test reference
collection has been defined. To be compatible with the TREC test collection, the
same evaluation methods are used for the evaluation. The experiment provides
information about the performance of the search engine in terms of recall and
precision, and allows the search engine to be compared with other search engines,
which are run against the same test collection.

8.3 Contributions of this thesis

Based on the research described in this thesis, the following contributions have
been obtained, divided over the categories modelling, web-data extraction, and
querying.
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Modelling

• The modelling stage of the Webspace Method introduces a new approach for
modelling that is based on a clear separation of the process in the four tasks
called: concept, structure, content, and presentation.

• The webspace data model is derived from existing data models, such that
it is capable of dealing with the semi-structured and multimedia aspects of
web-data.

• The content server of the Webspace Method provides efficient data manage-
ment facilities for semi-structured web-data.

Meta-data extraction

• Integration of existing techniques for information retrieval, and knowledge
of content and multimedia DBMSs into the conceptual framework of the
Webspace Method.

• The Daemon Data Dictionary implements the extraction framework and of-
fers a flexible mechanism, which allows new daemons to be added, or existing
daemons to be swapped in or out; thus making the extraction and query pro-
cess highly configurable.

Querying

• Integration of conceptual search with content-based information retrieval
forms the basis for a new category of search engines, capable of querying
several types of multimedia, combined with some conceptual constraints,
using a single query.

• The schema-based approach offered by the Webspace Method allows query-
ing the content of a collection of documents as a whole, rather than querying
the content of a single document.

• More precise and advanced query formulation techniques, which, based on
the webspace schema, allow a user to define his information need in terms
of concepts as the result of a query over a webspace.

• Last but not least, the results of the retrieval performance experiment are
carried out to measure the contribution of the Webspace Method to the
retrieval process, show that:

(1) A large increase in performance is achieved, up to a factor 2, measured
in terms of recall and precision.
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(2) The schema-based approach for querying web-based document collec-
tions provides the user the means to formulate queries over the content
of multiple documents, allowing information to be found that cannot
be found using standard search engine technology.

To validate the ideas behind the Webspace Method a complete prototype is
built and tested by the maens of the four case-studies that have been described
throughout this thesis. For those interested, access to the different components of
the prototype can be obtained on request. The web-site of the Database group
is defined according to the Webspace Method, and is available at http://db.cs.
utwente.nl/. The web-site can therefore be querying with the webspace search
engine.

8.4 Recommendations for future research

The following topics and recommendations for future research can be identified
based on the work described in this thesis:

Query interfaces for the Webspace Method .

Due to the conceptual constraints the query interface of the Webspace Met-
hod looks rather complex, compared to the interfaces offered by search en-
gines, such as Google, AltaVista, and others. Therefore, more research is
required to offer a more intuitive interface to the user querying a webspace.
At the same time, research should focus on supporting even more advanced
query formulation techniques, to fully benefit from the capabilities offered
by the Webspace Method.

Experiments.

To evaluate the Webspace Method, a retrieval performance experiment was
carried out to illustrate the power of the Webspace Method, when it comes
the retrieval performance. It is, however, desirable to carry out more ex-
periments, using larger document collections, and more complex webspace
schemas. Furthermore, experiments are needed to test the user’s capability
to formulate the query.

Relaxation of the conceptual model .

By relaxing the constraints set by the conceptual model of the Webspace
Method, it might become feasible to apply the Webspace Method to larger
and less structured domains of the Internet.

Standardisation .

Another approach to enlarge the scope of the Webspace Method is by follow-
ing the path of standardisation. By adopting standards such as Dublin Core,
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and other semantically related standards, larger domains of the Internet will
become accessible for the Webspace Method.

Multimedia query optimisers.

Currently the research on information retrieval mainly focused on the devel-
opment of IR models for single types of media. For each such type an index
is usually built, which at query time is used to find relevant information.
However, when combining several types of (multi-)media in a single search
assignment, good multimedia query optimisers are lacking, resulting in poor
response times. This is especially the case, when querying large multimedia
document collections, as typically can be found on the Internet.
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Appendix A

‘Newsgroups’ case-study

This appendix contains background material for the ‘Newsgroup’ case-
study, which is conducted to illustrate DXL’s capabilities, with respect
to querying heterogeneous sources, and the recursive definition of a
target data-type.

A.1 Newsgroup table definitions

The table definitions, presented in Figure A.1, are used by the Newsgroups data-
base.

Utwente music
Id :: serial parent :: int4 sender :: text subject :: text message :: text

Utwente markt
Id :: serial parent :: int4 sender :: text subject :: text message :: text

Figure A.1: Table definitions for the Newsgroups database.

A.2 XML document ‘newsgroup.xml’

In Figure A.2 the content of the XML document ‘newsgroups.xml’ is shown. This
document is used in the case study of Section 2.5.6.

A.3 Screen shot of ‘newsgroup.xml’

Figure A.3 shows a screen shot of the result of the DXL query discussed in Sec-
tion 2.5.6. The visualisation is realised, using an XSL-T stylesheet, and Cocoon.
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<?xml version="1.0" encoding="UTF-8"?>

<newsgroups>

<newsgroup name="utwente.markt" table="utwente_markt"/>

<newsgroup name="utwente.music" table="utwente_music"/>

</newsgroups>

Figure A.2: XML document: ‘newsgroup.xml’.

Figure A.3: Screen shot containing result of Query 2.



Appendix B

Webspace case-studies

To test and to evaluate the ideas behind the Webspace Method, three
case-studies have been setup. In this appendix the webspace schemas
that have been defined for the case-studies are presented.
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B.1 ‘Database group’ case-study

In the figure below, the webspace schema for the ‘Database group’ case-study is
presented. It describes a relatively small webspace containing 15 different pages,
of in total around 100 documents. This webspace is completely generated with the
webspace modelling tool. Its schema is the most complex of the three case-studies.
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Figure B.1: Webspace schema for the ‘Database group’.
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B.2 ‘Australian Open’ case-study

The webspace schema for the ‘Australian Open’ case-study is presented in the
figure below. The webspace contains 8 different kinds of documents, and in total
around 2.400 documents. The XML documents forming the document level of
this webspace are automatically extracted and generated from the original web-
site, which can be found at http://tournament.ausopen.org/. The webspace is
used to illustrate and to integrate the results of the DMW project [MK98].

Player
name

Result

Profile

Report

Match

Interview

NewsItem

Photo Article

country
gender

history:
picture: Image

Hypertext

kind
value

nationality
birthdate
residence
height
weight
playhand
year_pro

category
round
court
facts:

video: Video
Hypertext

location: URI
date
title

author
body:

Hypertext

by
audio: Audio
transcription:

Hypertext

video: Video author
body:

Hypertext

w
ith

sh
ow

s

co
ve

rs

achieved

won

played_in
about

d
e

scrib
e

s

Figure B.2: Webspace schema for the ‘Australian Open’.
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B.3 ‘Lonely Planet’ case-study

Below the webspace schema of the ‘Lonely Planet’ webspace is presented. Being
the largest webspace with 6.500 document, it uses the smallest webspace schema
to describe the conceptual content. The ‘Lonely Planet’ case-study is used to
evaluate the initial ideas behind the Webspace Method, and in a later stadium, it
provided the document collection used for the retrieval performance experiment.
It contains 10 different kind of documents, grabbed from the original website:
http://www.lonelyplanet.com/, and transformed in materialised views, to form
the document level of the ‘Lonely Planet’ webspace.
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Figure B.3: Webspace schema for the ‘Lonely Planet’.



Appendix C

Modelling stage:
Backgrounds

The results of the Webspace Modelling Tool for the example discussed
in Chapter 5 are presented in this appendix. It contains a textual
description of the materialised view, that has to be generated, in Sec-
tion C.1. A fragment of the DXL query that is generated, to build this
materialised view is shown in Section C.2. The XML document con-
taining the view is presented in Section C.3, and a screen shot, showing
the visualisation of the XML document is shown in Section C.4.

C.1 Requested view: the ‘Projects’ page

The requested materialised view, should fulfill the requirements formulated in the
textual description below:

Create a document that describes the database group by its name, phone,
fax and research introduction, and include the research topics that the group
focuses on. Per research topic give a short description of the research, as well
as the projects that are carried out. For each project present the name, the
project status, and the link to the homepage of that project.

C.2 DXL query for the ‘Projects’ page

Based on the textual description, a view is composed, which is translated into
the DXL query, presented in Table C.1. The table does not contain the complete
listing, because of the complexity of the requested view. The result of the DXL
query is stored in ‘projects.xml’, which will contain the materialised view.
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Table C.1: DXL listing for the ‘Projects’ page

<?xml version=’1.0’ encoding=’UTF-8’?>

<dxl query driver=’dxl.client.xml’ target=’projects.xml’>
<template name=’main 1’>
<query driver=’dxl.client.database.postgres’

source=’jdbc:postgresql://localhost/db’>
SELECT head, text FROM mm hypertext WHERE id=’3’;

</query>
<construct>
<element name=’hypertext’>
<attribute name=’head’ value=’$head’/>
<instance of select=’$ text’/>

</element>
</construct>

</template>

<template name=’main 2 1 1’>
<query driver=’dxl.client.database.postgres’

source=’jdbc:postgresql://localhost/db’>
SELECT head, text FROM mm hypertext WHERE id=’13’;

</query>
<construct>
<element name=’hypertext’>
<attribute name=’head’ value=’$head’/>
<instance of select=’$ text’/>

</element>
</construct>

</template>

<template name=’main 2 1 2 1 1’>
<query driver=’dxl.client.database.postgres’

source=’jdbc:postgresql://localhost/db’>
SELECT title, ref FROM mm uri WHERE id=’7’;

</query>
<construct>
<element name=’uri’>

continued on next page
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continued from previous page

<attribute name=’title’ value=’$title’/>
<attribute name=’ref’ value=’$ref’/>

</element>
</construct>

</template>

... And in between many more DXL templates ...

<template name=’main 2 2 2’>
<construct>
<element name=’is carried out in’>
<call template select=’main 2 2 2 1’/>
<call template select=’main 2 2 2 2’/>
<call template select=’main 2 2 2 3’/>
<call template select=’main 2 2 2 4’/>
<call template select=’main 2 2 2 5’/>
<call template select=’main 2 2 2 6’/>
<call template select=’main 2 2 2 7’/>
<call template select=’main 2 2 2 8’/>
<call template select=’main 2 2 2 9’/>
<call template select=’main 2 2 2 10’/>
<call template select=’main 2 2 2 11’/>
<call template select=’main 2 2 2 12’/>
</element>

</construct>
</template>

<template name=’main 2 2’>
<query driver=’dxl.client.database.postgres’

source=’jdbc:postgresql://localhost/db’>
SELECT topic FROM c Research* WHERE id=’2’;

</query>
<construct>
<element name=’Research’>
<attribute name=’topic’ value=’$topic’/>

<element name=’description’>
<call template select=’main 2 2 1’/>
</element>

continued on next page
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continued from previous page

<call template select=’main 2 2 2’/>
</element>

</construct>
</template>

<template name=’main 2’>
<construct>
<element name=’focusses on’>
<call template select=’main 2 1’/>
<call template select=’main 2 2’/>
</element>

</construct>
</template>

<template name=’main’>
<query driver=’dxl.client.database.postgres’

source=’jdbc:postgresql://localhost/db’>
SELECT name, phone FROM c Group* WHERE id=’1’;

</query>
<construct>
<element name=’Group’>
<attribute name=’name’ value=’$name’/>
<attribute name=’phone’ value=’$phone’/>

<element name=’researchIntro’>
<call template select=’main 1’/>
</element>
<call template select=’main 2’/>
</element>

</construct>
</template>

</dxl query>

C.3 XML file of the ‘Projects’ page

The result of the materialised view is contained in the XML document ‘pro-
jects.xml’. The listing of this document is presented in Table C.2. Note that
the requested descriptions of the Research-objects are empty. Apparently no de-
scriptions have been provided for those objects yet.

Table C.2: XML listing for the ‘Projects’ page

<?xml version=”1.0” encoding=”UTF-8”?>

continued on next page
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continued from previous page

<?xml-stylesheet href=”../xsl//projects.xsl” type=”text/xsl”?>
<?cocoon-process type=”xslt”?>
<Group name=”Database Group” phone=”3690”>
<researchIntro>
<hypertext head=”Research projects”>In the subprogramme Interoperability,
which started late 1993, one of the goals is to provide integrated
access to legacy databases. This goal is achieved in two stages. In
the first stage the database schema of the legacy database is lifted
up to our object-oriented data model TM. In the second stage distributed
transactions over the local databases are defined. Research for the
first stage is concentrated on the translation of relational schemata
to object-oriented schemata. Because TM facilitates expressing
constraints and methods at a high abstraction level, it opens the
possibility to translate relational queries to methods. A second goal
that we pursue in the interoperability subprogramme is the definition of
multi-user, long-lived transaction support in highly dynamic contexts
as collaborative design tasks. The description of distributed
transactions for advanced applications, like groupware, co-operative
authoring and design for manufacturing is the central theme here. A
specification language has been developed to describe such database
network behaviour.</hypertext>

</researchIntro>
<focusses on>
<Research topic=”Database support for digital libraries”>
<description><hypertext head=””></hypertext></description>
<is carried out in>
<Project name=”Optimizing content top N queries”

projectstatus=”running”>
<homepage>

<uri ref=”http://wwwhome.cs.utwente.nl/ amis/”
title=”Advanced Multimedia Indexing and Searching (AMIS) project”/>

</homepage>
</Project>
<Project name=”Data modelling on the WWW” projectstatus=”running”>
<homepage>

<uri ref=”http://wwwhome.cs.utwente.nl/ dmw/”
title=”DMW project”/>

</homepage>
continued on next page
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continued from previous page

</Project>
<Project name=”Secure multimedia retrieval” projectstatus=”running”>
<homepage>

<uri ref=”http://wwwhome.cs.utwente.nl/ summer/”
title=”SUMMER”/>

</homepage>
</Project>
<Project name=”Usage of multimedia for tele-education”

projectstatus=”finished”>
<homepage>

<uri ref=”http://wwwctit.cs.utwente.nl/Docs/projects/idylle”
title=”IDYLLE project”/>

</homepage>
</Project>
<Project name=”Integration of (multimedia) information retrieval

in databases” projectstatus=”finished”>
<homepage>

<uri ref=”http://www.cs.utwente.nl/ arjen/mmdb.html”
title=”Mirror project”/>

</homepage>
</Project>

</is carried out in>
</Research>
<Research topic=”Modeling of database transactions”>
<description><hypertext head=””></hypertext></description>
<is carried out in>
<Project name=”Process extensions” projectstatus=”running”>
<homepage>

<uri ref=”http://wwwhome.cs.utwente.nl/ vanrein/research.html”
title=”LEOPARD project”/>

</homepage>
</Project>
<Project name=”Analysis of commutativity” projectstatus=”finished”>
<homepage>

<uri ref=”http://wwwhome.cs.utwente.nl/ seven/coma.html”
title=”COMA project”/>

</homepage>
</Project>

continued on next page
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continued from previous page

<Project name=”Formal operation definition in object-oriented
databases” projectstatus=”finished”>

<homepage>
<uri ref=”http://wwwhome.cs.utwente.nl/ keulen/onderzoek/Tamara/”

title=”Tamara Project”/>
</homepage>

</Project>
<Project name=”Information and Data on Open MEdia for NEtworks of

USers” projectstatus=”finished”>
<homepage>

<uri ref=”http://idomeneus.darmstadt.gmd.de/”
title=”IDOMENEUS project”/>

</homepage>
</Project>
<Project name=”Integrated, Multi-Paradigm, Reliable and Extensible

Storage System” projectstatus=”finished”>
<homepage>

<uri ref=”http://wwwis.cs.utwente.nl:8080/impress.html”
title=”IMPRESS project.”/>

</homepage>
</Project>
<Project name=”Magnum” projectstatus=”finished”>
<homepage><uri ref=”” title=””/></homepage>

</Project>
<Project name=”Prisma” projectstatus=”finished”>
<homepage>

<uri ref=”http://wwwhome.cs.utwente.nl/ annita/prisma.html”
title=”PRISMA project.”/>

</homepage>
</Project>
<Project name=”Starfish” projectstatus=”finished”>
<homepage>

<uri ref=”http://wwwis.cs.utwente.nl:8080/starfish.html”
title=”STARFISH project”/>

</homepage>
</Project>
<Project name=”Transactional support for workflow management”

projectstatus=”finished”>
continued on next page
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continued from previous page

<homepage>
<uri ref=”http://wwwhome.cs.utwente.nl/ wide/wide.html”

title=”WIDE project”/>
</homepage>

</Project>
<Project name=”Transaction Management Support for Cooperative

Applications” projectstatus=”finished”>
<homepage>

<uri ref=”http://wwwhome.cs.utwente.nl/ transcoo/”
title=”TRANSCOOP project”/>

</homepage>
</Project>
<Project name=”Verification Support for Object Database Design”

projectstatus=”finished”>
<homepage>

<uri ref=”http://wwwhome.cs.utwente.nl/ spelt/thesis.pdf”
title=”OASIS project”/>

</homepage>
</Project>

</is carried out in>
</Research>

</focusses on>
</Group>

C.4 Screen shot of ‘projects.xml’

In Figure C.1 a screen shot containing a visualisation of the XML document is
given. For the visualisation, an XSL stylesheet is used, that separates the running
projects, from the finished projects.
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Figure C.1: Screenshot of ‘projects.xml’.



160 C. Modelling stage: Backgrounds



Appendix D

Extraction stage:
Backgrounds

During the extraction stage, conceptual and multimedia meta-data is
extracted from the document level of a webspace, i.e. the XML doc-
uments. In this appendix, an XML document, taken from the ‘Aus-
tralian Open’ case-study is presented, which is used in Chapter 6 to
illustrate the extraction process. The Hypertext-objects contained in
these documents are handed to the TextDaemon, which calculates the
term frequencies presented in Section D.2.

D.1 XML file: ‘report1.xml’

In Table D.1 the listing of the XML document ‘report.xml’ is presented. It de-
scribes a materialised view on the webspace schema defined for the ‘Australian
Open’ webspace. The webspace schema is presented in Appendix B.2. The mate-
rialised view describes the report of a match between Monica Seles and Jennifer
Capriati in the quarter finals of the women’s single category.

Table D.1: XML listing of the ‘Report’ page

<?xml version=”1.0” encoding=”UTF-8”?>

<?xml-stylesheet href=”/ausopen/xsl/report.xsl” type=”text/xsl”?>
<?cocoon-process type=”xslt”?>
<report title=”Semis again for Capriati”

date=”Tuesday, 23 January, 2001”
author=”Roger Gatchalian”>

<body>
continued on next page
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continued from previous page

<hypertext>
Nearly 11 years since they clashed for the first time - in the
1990 French Open semis - Jennifer Capriati has scored her first
win over Monica Seles in a Grand Slam event.<BR/><BR/> The
12th-seeded Capriati scored an emphatic 5-7 6-4 6-3 win over the
fourth seed Monica Seles to reach the Australian Open semifinals
for the second consecutive year.<BR/><BR/> Capriati fought back
from a 7-5 4-2 deficit to oust the four-time former champion, who
has now lost just her second ever singles match ever at Melbourne
Park.<BR/><BR/> Ironically, Seles trailed her fourth round
opponent, Justine Henin, by a set and 4-2 before fighting back.
</hypertext>

</body>
<describes>
<match category=”Women’s Singles”

round=”Qtr. Finals”
court=”Rod Laver Arena”>

<is played by>
<player name=”Jennifer Capriati”/>
<player name=”Monica Seles”/>

</is played by>
<is won by>
<player name=”Jennifer Capriati”/>

</is won by>
<facts>
<hypertext>
<ul><li>Match duration: 1 hour, 55 minutes</li> <li>Capriati:
42 winners to Seles’s 24</li> <li>Seles: converted 4/13 break
point chances</li> <li>Seles: now leads head-to-heads 7-4
against Capriati</li> <li>Capriati: her first win over Seles
in a Grand Slam [having lost their first five clashes in
majors, the most recent being the 2000 US Open fourth round]
</li><li>Seles: is now 37-2 in singles matches at the
Australian Open</li> <li>Capriati: meets the winner of the
Anna Kournikova v Lindsay Davenport quarterfinal, scheduled
for Tuesday night</li> <li>Capriati: advances to her five
career Grand Slam semifinal</li> <li>Seles: her earliest ever
exit at the Australian Open</li> </ul>

continued on next page
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continued from previous page

</hypertext>
</facts>

</match>
</describes>

</report>

D.2 Term frequencies

In Tables D.2 and D.3 the term frequencies, calculated by the Text Daemon dur-
ing the main-extraction phase, are presented for Report.body.Hypertext and
Match.facts.Hypertext, respectively. Prior to calculating the term frequencies,
three pre-processing steps have been carried out: (1) lexical cleaning, (2) stop-word
removal, and (3) stemming of terms.

term fq.

justin 1
score 2
fight 1
sinc 1
year 2
fourth 2
singl 1
jennif 1
match 1
sele 3
fought 1
just 1
first 2

term fq.

emphat 1
clash 1
nearli 1
befor 1
trail 1
park 1
grand 1
semifin 1
open 2
capriati 3
set 1
melbourn 1
oppon 1

term fq.

monica 2
back 2
deficit 1
reach 1
ever 2
four 1
champion 1
lost 1
french 1
now 1
win 2
time 2

term fq.

slam 1
consecut 1
australian 1
event 1
henin 1
semi 1
round 1
seed 2
iron 1
second 2
oust 1
former 1

Table D.2: Term frequencies for: Report.body.Hypertext.
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term fq.

recent 1
exit 1
earliest 1
minut 1
five 2
fourth 1
singl 1
match 2
anna 1
sele 6
davenport 1
first 2

term fq.

major 1
head 2
lindsai 1
clash 1
grand 2
chanc 1
semifin 1
hour 1
schedul 1
against 1
open 3

term fq.

career 1
capriati 5
break 1
kournikova 1
durat 1
ever 1
point 1
lost 1
convert 1
now 2
win 1

term fq.

round 1
meet 1
have 1
slam 2
tuesdai 1
night 1
australian 2
lead 1
winner 2
be 1
advanc 1
quarterfin 1

Table D.3: Term frequencies for: Match.facts.Hypertext.
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Topic descriptions

For each topic listed in Table E.1 the following information is presented:

• Topic description. The topic description contains the textual description
of the topic, as presented to the experts evaluating the set of retrieved doc-
uments obtained by the three search engines.

• Query terms. The query terms are derived from the topic description, and
are used as input for the standard search engine.

• Stemmed terms. The stemmed terms form a subset of the query terms,
and are used by both webspace search engines. They provide the query terms
used to evaluate the Hypertext-objects contained in the query.

Table E.1: List of topic descriptions

TOPIC 01:
Search for postcards where the message contains information with warnings for
pickpockets at railway stations.

Query terms Stemmed terms
postcard warnings pickpockets rail-
way stations

pickpocket, railwai, station

TOPIC 02:
Find information about destinations that have an ”off the beaten track” de-
scription containing terms like ”camel, desert, sand, oasis” (preferable all in
the same description).

continued on next page
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continued from previous page

Query terms Stemmed terms
off beaten track camel camel desert sand oasi
desert sand oasis

TOPIC 03:
Search for historical information about destinations within Africa describing:
” military action, war, revolution, peace, British”.

Query terms Stemmed terms
history within africa military action
war revolution peace british

africa militari action war revolu
peac british

TOPIC 04:
Search for documents that contain facts about travelling and that provide in-
formation about visas, which are required for a stay longer than 3 months.

Query terms Stemmed terms
facts travelling visas required stay
longer 3 months

requir visa stai longer 3 month

TOPIC 05:
Search for cultural information about destinations, where the description con-
tains terms like:”skin color racism politics church”.

Query terms Stemmed terms
culture skin color racism politics
church

skin color racism polit church

TOPIC 06:
Find historical information about destinations containing terms like ”catholics,
protestants, religious, conflicts”.

Query terms Stemmed terms
history catholics protestants reli-
gious conflicts

cathol protest religi conflict

continued on next page
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TOPIC 07:
Find postcards about destinations within the Middle East, containing travel
tips, of which the description contains information about ”cheap hotels”.

Query terms Stemmed terms
postcard middle east travel tips
cheap hotels

middle east travel tip cheap hotel

TOPIC 08:
Find environmental information about destinations, containing the terms: ”
active volcano, islands”.

Query terms Stemmed terms
environment active volcano islands activ volcano island

TOPIC 09:
Find information about destinations with activities diving, or snorkeling.

Query terms Stemmed terms
activities diving snorkeling dive snorkel

TOPIC 10:
Search for documents about destinations containing traveller facts, where sun-
burn and dehydration are a serious health risk.

Query terms Stemmed terms
traveller facts sunburn dehydration
health risk

sunburn dehydr

TOPIC 11:
Find attractions within Europe having keyword ‘museum’, and the attraction
contains terms like:”monuments, cultural heritage, collection of paintings”.

Query terms Stemmed terms
attraction Europe museum monu-
ments cultural heritage collection
paintings

monum cultur heritag collec paint

continued on next page
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continued from previous page

TOPIC 12:
Find introductions to destinations containing terms like ”beer bicycles bike
canals”.

Query terms Stemmed terms
introduction beer bicycles bike
canals

beer bicycl bike canal

TOPIC 13:
Find destinations having facts about languages, and where the language is
”Spanish”.

Query terms Stemmed terms
language fact spanish spanish

TOPIC 14:
Search for documents containing historical information about ”Indians, No-
mads, and Spanish influences”.

Query terms Stemmed terms
history indians nomads spanish in-
fluences

indian nomad spanish influenc

TOPIC 15:
Find postcards, sent from destinations within North East Asia containing in-
formation about ”taxi shuttles airport or public transportation”

Query terms Stemmed terms
postcard north east asia taxi shut-
tles airport public transportation

taxi shuttl airport public transport

TOPIC 16:
Find environmental information about destinations where the description con-
tains terms like ”ice, penguins, whales, polar bears”.

Query terms Stemmed terms
environment ice penguins whales
polar bears

ic penguin whale polar bear

continued on next page
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TOPIC 17:
Find information about destinations that have an ”off the beaten track” de-
scription containing terms like: ”beaches, cliffs and coast” (preferable all in the
same description).

Query terms Stemmed terms
off beaten track beaches cliffs coast beach cliff coast

TOPIC 18:
Find information about events, containing the keyword ”festival” or ”concert”
and where the description includes terms like: ”jazz rock blues beer”.

Query terms Stemmed terms
event festival concert jazz rock blues
beer

jazz rock blue beer

TOPIC 19:
Find historical information about destinations within the Middle East contain-
ing terms like: ”Christian, Islam, religious, conflicts”.

Query terms Stemmed terms
history middle east christian islam
religious conflicts

christian islam religi conflict

TOPIC 20:
Search for postcards about a destination within Europe where the message
contains information about warnings for pickpockets at railway stations.

Query terms Stemmed terms
postcard europe pickpockets warn-
ings pickpockets railway stations

pickpocket railwai station
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Appendix F

Experimental results

This appendix contains the experimental results of the retrieval per-
formance experiment. The results are calculated with the TREC eval-
uation tool.

In the sections below, the experimental results of the retrieval performance ex-
periment are presented, for each of the runs: Standard Search Engine (SSE), Web-
space Search Engine (WSE), and Fragmented Webspace Search Engine (FWSE).
On request, the results of the experiment calculated on a per query basis, can be
obtained.
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F.1 Standard Search Engine

In the tables below, the experimental results, calculated with the TREC evalua-
tion tool are presented for the run: Standard Search Engine (SSE).

Summary Statistics
Run number: SSE, automatic
Number of Topics: 20
Total number of documents over all topics
Retrieved: 300
Relevant: 222
Relevant-retrieved: 104

Recall level precision averages
Recall Precision
0.00 0.6873
0.10 0.6350
0.20 0.5628
0.30 0.4879
0.40 0.4145
0.50 0.4145
0.60 0.3387
0.70 0.1964
0.80 0.0750
0.90 0.0500
1.00 0.0500

Average precision over all relevant documents
Non-interpolated 0.3389

Document level precision averages
Precision

At 5 docs 0.4400
At 10 docs 0.3650
At 15 docs 0.3467
At 20 docs 0.2600
At 30 docs 0.1733
At 100 docs 0.0520
At 200 docs 0.0260
At 500 docs 0.0104
At 1000 docs 0.0052

R-Precision (precision after R documents have been retrieved (where R is the
number of relevant documents))
Exact 0.3686
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F.2 Webspace Search Engine

In the tables below, the experimental results, calculated with the TREC evalua-
tion tool are presented for the run: Webspace Search Engine (WSE).

Summary Statistics
Run number: SSE, automatic
Number of Topics: 20
Total number of documents over all topics
Retrieved: 287
Relevant: 222
Relevant-retrieved: 187

Recall level precision averages
Recall Precision
0.00 1.0000
0.10 1.0000
0.20 0.9663
0.30 0.9461
0.40 0.9132
0.50 0.8728
0.60 0.8113
0.70 0.7210
0.80 0.5264
0.90 0.4495
1.00 0.2740

Average precision over all relevant documents
Non-interpolated 0.7687

Document level precision averages
Precision

At 5 docs 0.8200
At 10 docs 0.6950
At 15 docs 0.6233
At 20 docs 0.4675
At 30 docs 0.3117
At 100 docs 0.0935
At 200 docs 0.0467
At 500 docs 0.0187
At 1000 docs 0.0093

R-Precision (precision after R documents have been retrieved (where R is the
number of relevant documents))
Exact 0.7363
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F.3 Fragmented Webspace Search Engine

In the tables below, the experimental results, calculated with the TREC evalua-
tion tool are presented for the run: Fragmented Webspace Search Engine (FWSE).

Summary Statistics
Run number: SSE, automatic
Number of Topics: 20
Total number of documents over all topics
Retrieved: 287
Relevant: 222
Relevant-retrieved: 188

Recall level precision averages
Recall Precision
0.00 1.0000
0.10 1.0000
0.20 0.9621
0.30 0.9414
0.40 0.9289
0.50 0.9096
0.60 0.8650
0.70 0.7455
0.80 0.5902
0.90 0.4458
1.00 0.2316

Average precision over all relevant documents
Non-interpolated 0.7806

Document level precision averages
Precision

At 5 docs 0.8500
At 10 docs 0.7100
At 15 docs 0.6267
At 20 docs 0.4700
At 30 docs 0.3133
At 100 docs 0.0940
At 200 docs 0.0470
At 500 docs 0.0188
At 1000 docs 0.0094

R-Precision (precision after R documents have been retrieved (where R is the
number of relevant documents))
Exact 0.7419



Bibliography

[Abi97] S. Abiteboul. Querying semi-structured data. In proceedings of the
International Conference on Database Theory (ICDT), 1997.

[AFS99] A.Deutsch, M. Fernandez, and D. Suciu. Storing semistructured
data with STORED. In proceedings of the ACM SIGMOD Interna-
tional Conference on Management of Data, 1999.

[AO98] G. O. Arocena and Mendelzon O. WebOQL: Exploiting document
structure in web queries. In proceedings of the International Con-
ference on Data Engineering (ICDE), pages 24–33, 1998.

[apa99] apache. The apache software foundation. http://www.apache.org,
1999.

[AQM+97] S. Abiteboul, S. Quass, D. McHugh, J. Widom, and J.L. Wiener.
The lorel query language for semi-structured data. International
journal on Digital Libraries, 1(1):68–88, 1997.

[Aus01] Tennis Australia. Australian open tournament 2001 - grand slam
tennis - official site by ibm. http://tournament.ausopen.org/,
Januari 2001.

[AZP96] P. Aigrain, H. Zhang, and D. Petkovic. Content based representa-
tion and retrieval of visual media: A state-of-the-art review. Mul-
timedia Tools and Applications, 3(3):179–202, 1996.

[BC00] A. Bonifati and S. Ceri. Comparative analysis of five XML query
languages. SIGMOD record, 29(1):68–79, 2000.

[BDFS97] Peter Buneman, Susan B. Davidson, Mary F. Fernandez, and Dan
Suciu. Adding structure to unstructured data. In Foto N. Afrati
and Phokion Kolaitis, editors, porceedings of the 6th International
Conference on Database Theory (ICDT), pages 336–350, Delphi,
Greece, 1997. Springer.

175



176 BIBLIOGRAPHY

[BdVBA01] H.E. Blok, A.P. de Vries, H.M. Blanken, and P.M.G. Apers. Experi-
ences with ir top n optimization in a main memory DBMS: Applying
‘the database approach’ in new domains. In proceedings of British
National Conference of Databases BNCOD. Springer, July 2001.

[BH95] Dick C. A. Bulterman and Lynda Hardman. Multimedia authoring
tools: State of the art and research challenges. Computer Science
Today, pages 575–591, 1995.

[BHC+01] H.E. Blok, D. Hiemstra, S. Choenni, F. de Jong, H.M. Blanken, and
P.M.G. Apers. Predicting the cost-quality trade-off for information
retrieval queries: Facilitating database design and query optimiza-
tion. In proceedings of the International Conference on Information
and Knowledge Management, Atlanta, USA, November 2001.

[BK95] P. A. Boncz and M. L. Kersten. Monet: An impressionist sketch of
an advanced database system. In proceedings Basque International
Workshop on Information Technology, San Sebastian, Spain, July
1995.

[BMK99] P. A. Boncz, S. Manegold, and M. L. Kersten. Database architecture
optimized for the new bottleneck: Memory access. In proceedings of
the International Conference on Very Large Data Bases (VLDB),
pages 54–65, September 1999.

[Bun97] P. Buneman. Semistructured data. In proceedings f 16th ACM
Symposium on Principles of Database Systems (PODS’97), 1997.

[BvZW+01] H.E. Blok, R. van Zwol, M. Windhouwer, M. Petkovic, P.M.G.
Apers, M.L. Kersten, and W. Jonker. Flexible and scalable dig-
ital library search. In proceedings of the twenty-seventh Interna-
tional Conference on Very large Data Bases (VLDB’01), Rome,
Italy, September 2001.

[BWK98] Peter A. Boncz, Annita N. Wilschut, and Martin L. Kersten. Flat-
tening an object algebra to provide performance. In proceedings of
IEEE 14th International Conference on Data Engineering (ICDE),
pages 568–577, Orlando, FL, USA, Februari 1998.

[BYRN99] R. Baeza-Yates and B. Ribeiro-Neto. Modern Information Re-
trieval. ACM Press, 1999. ISBN ISSN: 0-201-39829-X.

[CCD+99] S. Ceri, S. Comai, E. Damiani, P. Fraternali, S. Paraboschi, and
L. Tanca. XML-GL: a graphical language for querying and restruc-
turing XML documents. In proceedings of the International World
Wide Web Conference (WWW, pages 1171–1187, Canada, 1999.



BIBLIOGRAPHY 177

[CFR+01] D. Chamberlin, D. Florescu, J. Robie, J. Simeon, and M. Ste-
fanescu. XQuery: A query language for XML. Technical report,
World Wide Web Consortium (W3C), http://www.w3.org/TR/
xquery, Februari 2001.

[CRF00] D. Chamberlin, J. Robie, and D. Florescu. Quilt: an XML query
language for heterogeneous data sources. Lecture Notes in Com-
puter Science, December 2000.

[CTB+99] C. Carson, M. Thomas, S. Belongie, J.M. Hellerstein, and J. Malik.
Blobworld: a system for region-based image indexing and retrieval.
In proceedings of the 3th International Conference on Visual Infor-
mation and Information Systems, pages 509–516, Amsterdam, the
Netherlands, 1999.

[CW85] L. Cardelli and P. Wegner. On understanding types, data abstrac-
tion, and polymorphism. ACM Computing Surveys, 17(4):471–522,
1985.

[cwi] National Research Institute for Mathematics and Computer Science
(CWI). Amsterdam, the Netherlands. http://www.cwi.nl/.

[DF98] D.A.Grossman and O. Frieder. Information Retrieval: Algorithms
and Heuristics. Kluwer international series in engineering and com-
puter science. Kluwer Academic Publishers, 1998. ISSN ISBN: 0-
7923-8271-4.

[DFF+99] A. Deutsch, M. Fernandez, D. Florescu, A. Levy, D. Maier, and
D. Suciu. Querying XML data. IEEE Data Engineering Bulletin,
22(3):10–18, 1999. XML-QL.

[dV99] A.P. de Vries. Content and Multimedia Database Managements Sys-
tems. PhD thesis, Centre for Telematics and Information technol-
ogy, Enschede, the Netherland, December 1999.

[dVED98] A.P. de Vries, B. Eberman, and D.E. Kovalin D.E. The design
and implemantation of an infra structure for multimedia digital
libraries. In proceedings of the International Database Engineering
& Applications Symposium, pages 103–110, Cardiff, UK, 1998.

[dVvDBA99] A.P. de Vries, M.G.L.M. van Doorn, H.M. Blanken, and P.M.G.
Apers. The mirror MMDBMS architecture. In proceedings of the
international Conference on Very Large Databases, Edinborough,
Uk, 1999. [Demo].

[dVWAK00] A. P. de Vries, M. A. Windhouwer, P. M. G. Apers, and M. L. Ker-
sten. Information access in multimedia databases based on feature
models. New Generation Computing, 18(4):323–339, October 200.



178 BIBLIOGRAPHY

[DW98] D.F. D’Souza and A.C. Wills. Objects, Components, and Frame-
works with UML. The Catalysis Approach. Addison-Wesley, 1998.
ISSN ISBN: 0-201-31012-0.

[EN94] R. Elmasri and S. B. Navathe. Fundamentals of Database Systems:
Second Edition. California: Addison-Wesley, 1994.

[FG00] N. Fuhr and K. Grossjohan. XIRQL: An extension of XQL for
information retrieval. In proceeding of ACM SIGIR Workshop On
XML and Information Retrieval, Athens, Greece, July 2000.

[FK99a] D. Florescu and D. Kossmann. A performance evaluation of alterna-
tive mapping schemes for storing xml data in a relational database.
Technical Report Technical Report 3684, INRIA, March 1999.

[FK99b] D. Florescu and D. Kossmann. Storing and querying xml data using
an rdbms. Data Engineering Bulletin, 22(3), 1999.

[FLM98] D. Florescu, A. Levy, and A. Mendelzon. Database techniques for
the world-wide web: A survey. SIGMOD Record (ACM Special
Interest Group on Management of Data, 27(3):59–71, 1998.

[FMK00] D. Florescu, I. Manolescu, and D. Kossmann. Integrating keyword
search into xml query processing. In proceedings of the ninth in-
ternational WWW Conference, Amsterdam, the Netherlands, May
2000.

[FMT01] M. Fernandez, A. Morishima, and W.C. Tan. Publishing relational
data in xml: the silkroute approach. IEEE Data Engineering Bul-
letin, 24(2):12–19, 2001.

[FSN95] M. Flickner, H. Sawhney, and W. Niblack. Query by image and
video content: The qbic system. IEEE Computer Magazine, 28:23–
32, September 1995.

[FST98] Thomas Feyer, Klaus-Dieter Schewe, and Bernhard Thalheim. Con-
ceptual design and development of information services. In pro-
ceedings of the International Conference on Conceptual Modeling
/ the Entity Relationship Approach, pages 7–20, Berlin, Germany,
November 1998.

[FST00] M. Fernandez, D. Suciu, and W.-C. Tan. SilkRoute: trading be-
tween relations and XML. In proceeding of WWW9, 2000.

[GR95] Venkat N. Gudivada and Vijay V. Raghavan. Content-based image
retrieval systems. IEEE Computer, 28(9):18–22, 1995.



BIBLIOGRAPHY 179

[GW97] R. Goldman and J. Widom. Dataguides: Enabling query formula-
tion and optimazation in semi-structured databases. In proceedings
of the international conference on Very Large Data Bases, pages
436–445, Athens, Greece, August 1997.

[HGH+97] A. Hampapur, A. Gupta, B. Horowitz, C-F Shu, C. Fuller, J. Bach,
M. Gorkani, and R. Jain. Virage video engine. SPIE, 3022, 1997.

[Hie01] D. Hiemstra. Using Language Models for Information Retrieval.
PhD thesis, Centre for Telematics and Information Technology, En-
schede, the Netherlands, Januari 2001.

[HTK00] Y. Hayashi, J. Tomita, and G. Kikui. Searching text-rich xml
documents with relevance ranking. In proceedings of the ACM SI-
GIR 2000 Workshop on XML and Information Retrieval, Athens,
Greece, July 2000.

[HvB93] Lynda Hardman, Guido van Rossum, and Dick C. A. Butler-
man. Structured multimedia authoring. In proceedings of Computer
Graphics (Multimedia ’93 Proceedings), pages 283–290. Addison-
Wesley, 1993.

[JS99] D. Jones and S. Stewart. Webfuse: An integrated, eclectic web
authoring tool. In proceedings of Webnet’99, 1999.

[KP96] W. Kraaij and R. Pohlmann. Viewing stemming as recall enhance-
ment. In proceedings of the 19th Annual International ACM Confer-
ence on Research and Development in Information Retrieval SIGIR,
pages 40–48, 1996.

[kpn] KPN Research. Enschede, the Netherlands. http://www.kpn.nl.

[KW01] I.A.G.H. Klerkx and W.G.Tijhuis. Concept-based search and
content-based information retrieval. Master’s thesis, Saxion
Hogeschool Enschede, in cooperation with the department of Com-
puter Science, University of Twente, Enschede, The Netherlands,
march 2001. (in Dutch).

[MFK01] I. Manolescu, D. Florescu, and D. Kossmann. Answering xml
queries over heterogeneous data sources. In proceedings on the In-
ternational Conference on Very Large Data Bases (VLDB), Rome,
Italy, September 2001.

[MK98] P.G.M. Apers M. Kersten. Dmw: Digital media warehouse systems.
Technical report, Telematics Institute, Enschede, the Netherlands,
june 1998.



180 BIBLIOGRAPHY

[MMA99] G. Mecca, P. Merialdo, and P. Atzeni. Araneus in the era of xml.
IEEE Data Engineering Bullettin, Special Issue on XML, Septem-
ber 1999.

[MMM97] Alberto O. Mendelzon, George A. Mihaila, and Tova Milo. Querying
the world wide web. Int. Journal on Digital Libraries, 1(1):54–67,
1997.

[Moo50] C. N. Mooers. Information retrieval viewed as temporal signaling.
proceedings of the International Congress of Mathematician, 1:572–
573, 1950.

[oSN98] National Institute of Standards and Technology NIST. Appendix a:
Evaluation techniques and measures. In E. M. Voorhees and D. K.
Harman, editors, proceedings of TREC-7, Gaithersburg, Maryland,
November 1998. Department of Commerce, National Institute of
Standards and Technology.

[pDT96] postgreSQL Development Team. Postgresql. http://www.
postgresql.org/, June 1996.

[Pea88] J. Pearl. Probabilistic reasoning in intelligent systems: networks of
plausible inference. Morgan Kaufmann Publishers, Inc., 1988.

[PJ00a] M. Petkovic and W. Jonker. A framework for video modeling.
In proceedings of the Eighteenth IASTED International Conference
Applied Informatics, Innsbruck, Austria, February 2000.

[PJ00b] M. Petkovic and W. Jonker. An overview of data models and query
languages for content-based video retrieval. In proceedings of the
International Conference on Advances in Infrastructure for Elec-
tronic Business, Science, and Education on the Internet, l‘Aquila,
Italy, July 2000.

[PJ01] M. Petkovic and W. Jonker. Content-based retrieval of spatio-
temporal video events. In proceedings of the International con-
ference on Multimedia Computing and Information Management
Track of IRMA, Toronto, Canada, May 2001.

[PJvB+01] J. Penders, W. Jonker, R. van Buuren, G. Kleinhuis, M. van Keulen,
J. Flokstra, A. Nigten, S. Moerdijk, and E. Rijnierse. Projectplan
summer - secure multimedia retrieval. Technical Report 3, KPN
Research, Enschede, The Netherlands, Enschede, The Netherlands,
August 2001.

[Por80] M. F. Porter. An algorithm for suffix stripping. Program, 14(3):130–
137, 1980. Belfast, Northern Ireland.



BIBLIOGRAPHY 181

[PSA+98] D. Ponceleon, S. Srinivasan, A. Amir, D. Petkovic, and D. Diklic.
Key to effective video retrieval: effective cataloging and browsing.
ACM Multimedia, pages 99–107, 1998.

[Pub01] Lonely Planet Publications. Lonely planet online. http://www.
lonelyplanet.com/, march 2001.

[PWvZ+02] M. Petkovic, M. Windhouwer, R. van Zwol, H.E. Blok, P.M.G.
Apers, M. Kersten, and W. Jonker. Content-based video indexing
for the support of digital library search. In proceedings of the IEEE
International Conference on Data Engineering (ICDE), San Jose,
California, USA, February 2002. IEEE Computer Society. Technical
demo.

[RJ76] S. Robertson and K. Sparck Jones. Relevance weighting of search
terms. Journal of American Society for Information Science,
27(3):129–146, 1976.

[RLS98] J. Robie, J. Lapp, and D. Schach. XML query language. http:
//www.w3.org/TandS/QL/QL98/pp/xql.html, 1998.

[SC96] John R. Smith and Shih-Fu Chang. VisualSEEk: A fully auto-
mated content-based image query system. In proceedings of ACM
Multimedia, pages 87–98, 1996.

[SD00] S. Shukla and A. Deshpande. LDAP directory services- just another
database application? In proceedings of the 2000 ACM SIGMOD
on Management of data, tutorial session, Dallas, TX USA, May
2000.

[SK91] Michael Stonebraker and Greg Kemnitz. The POSTGRES next-
generation database management system. Communications of the
ACM, 34(10):78–92, 1991.

[SKW01] A. R. Schmidt, M. L. Kersten, and M. A. Windhouwer. Querying
xml documents made easy: Nearest concept queries. In proceedings
of the IEEE International Conference on Data Engineering (ICDE),
pages 321–329, Heidelberg, Germany, April 2001.

[SKWW00] A. R. Schmidt, M. L. Kersten, M. A. Windhouwer, and F. Waas.
Efficient relational storage and retrieval of xml documents. In pro-
ceedings of International Workshop on the Web and Databases (In
conjunction with ACM SIGMOD), pages 47–52, Dallas, TX, USA,
May 2000.

[SM83] G. Salton and M.J. McGill, editors. Introduction to Modern Infor-
mation Retrieval. McGraw-Hill Computer Science Series. McGraw-
Hill, New York, USA, 1983.



182 BIBLIOGRAPHY

[SS98] P. Savino and F. Sebastiani. Essential bibliography on multimedia
information retrieval, categorisation, and filtering. In Slides of the
2nd European Digital Libraries Conference Tutorial on Multimedia
information Retrieval, 1998.

[Suc01] D. Suciu. On database theory and xml. SIGMOD Record, 30(3),
2001.

[SWK99] A. R. Schmidt, M. A. Windhouwer, and M. L. Kersten. Feature
grammars. In proceedings of the International Conference on Sys-
tems Analysis and Synthesis, Orlando, FL, USA, August 1999.

[syl] Syllogic. the Netherlands. http://www.syllogic.nl.

[SYW75] G. Salton, C. Yang, and A. Wong. A vector-space model for au-
tomatic indexing. Communications of the ACM, 18(11):613–620,
1975.

[ti] Telematics Institute. Enschede, the Netherlands. http://www.
telin.nl/.

[TK78] D. Tsichritzis and A. Klug, editors. The ANSI/X3/SPARC DBMS
Framework. AFIPS Press, 1978.

[UoT00] Database group University of Twente, Department of Com-
puter Science. Database group. http://db.cs.utwente.nl,
September 2000.

[vR79] C. J. van Rijsbergen. Information Retrieval, second edition. Butter-
worths, 1979. http://www.dcs.gla.ac.uk/Keith/Preface.html.

[vZA99] R. van Zwol and P.M.G. Apers. Searching documents on the
intranet. In proceedings of Workshop on Organizing Webspace
(WOWS’99), in conjunction with Digital Libraries 1999, Berkeley
(CA), USA, August 1999.

[vZA00a] Roelof van Zwol and Peter M.G. Apers. Modelling the webspace of
an intranet. In proceedings of International Conference Web Infor-
mation Systems Engineering (WISE2000), pages 260 – 270, Hang
Kong, China, june 2000. IEEE Computer Society.

[vZA00b] Roelof van Zwol and Peter M.G. Apers. Using webspaces to model
document collections on the web. In proceedings of the second Inter-
national Workshop on the World Wide Web and Conceptual Mod-
eling (WCM’2000), in conjunction with ER2000, pages 101 – 115,
Salt Lake City, Utah, USA, October 2000. Springer.



BIBLIOGRAPHY 183

[vZA00c] Roelof van Zwol and Peter M.G. Apers. The webspace method: On
the integration of database technology with information retrieval. In
proceedings of Ninth International Conference on Information and
Knowledge Management (CIKM’00), pages 438 – 446, Washington
DC., USA, November 2000.

[vZA01] Roelof van Zwol and Peter M.G. Apers. Webspace retrieval perfor-
mance experiment. CTIT Technical Report TR-CTIT-01-45, Cen-
tre for Telematics and Information Technology (CTIT), Enschede,
the Netherlands, June 2001.

[vZAW99] R. van Zwol, P.M.G. Apers, and A.N. Wilschut. Modelling and
querying semistructured data with moa. In proceedings of Workshop
on Query Processing for Semistructured Data and Non-standard
Data Formats, Jerusalem, Israel, Januari 1999.

[vZJF01] Roelof van Zwol, Vincent Jeronimus, and Maarten Fokkinga. Dxl:
Data exchange language. CTIT Technical Report TR-CTIT-01-
47, Centre of Telematics and Information Technology (CTIT), En-
schede, the Netherlands, August 2001.

[WSK99] M.A. Windhouwer, A.R. Schmidt, and M.L. Kersten. Acoi: A sys-
tem for indexing multimedia objects. In proceedings of International
Workshop on Information Integration and Web-based Applications
and Services, Yogyakarta, Indonesia, November 1999.

[WvZF98] Annita N. Wilschut, Roelof van Zwol, and Jan Flokstra. Road
collapse in magnum. In proceedings of the sixth Interna-
tional Symposium on Advances in Geographic Information Systems
(ACMGIS’98), Washington DC., USA, November 1998. article on
subject of masters thesis.

[WWWC93] (W3C) World Wide Web Consortium. Uniform resource identifier
(URI). http://www.w3.org/Adressing/, 1993.

[WWWC98] (W3C) World Wide Web Consortium. Extensible markup language
(xml). http://www.w3.org/XML/, February 1998. W3C recommen-
dation.

[WWWC99a] (W3C) World Wide Web Consortium. The extensible stylesheet
language (xsl). http://www.w3.org/Style/XSL/, November 1999.
W3C Recommendation.

[WWWC99b] (W3C) World Wide Web Consortium. W3c - xpath. http://www.
w3.org/TR/xpath, November 1999. W3C recommendation.



184 BIBLIOGRAPHY

[WWWC00] (W3C) World Wide Web Consortium. Authoring tool
accessibility guidelines 1.0. http://www.w3.org/TR/2000/
REC-ATAG10-20000203/#gl-language-support, February 2000.

[WWWC01a] ((W3C) World-Wide Web Consortium. Document object model
(DOM). http://www.w3c.org/DOM, march 2001.

[WWWC01b] (W3C) World Wide Web Consortium. W3C - XML schema. http:
//www.w3.org/XML/Schema/, May 2001. W3C Recommendation.

[Zad65] L.A. Zadeh. Fuzzy sets. Information and Control, 8:338–353, 1965.



Index

BasicType, 78
EnumType, 78
SetType, 78
WebAttribute, 78
WebClass, 78
WebSynonym, 78
WebType, 78

ANSI/Sparc model, 16
ANSI/Sparc model, 16, 61
average R-precision, 49

blind review pooling method, 50, 127

concept, 59, 81, 82
concept-based search, 58
conceptual layer, 61
conceptual modelling, 2, 56
content, 81
content-independent, 45

daemon, 66, 96
DDD, see Daemon Data Dictio-

nary
definition, 99
Feature Grammar, 100
Hypertext, 99
Image, 100
PostgreSQL, 99
storage, 67
URI, 99
Video, 100

Daemon Data Dictionary, 66, 96–98
definition, 98

data exchange, 10, 22
Data eXchange Language, see DXL

data-types, 22
DDD, see Daemon Data Dictionary
digital library, 55
document, 40, 41

logical view, 42, 109
semantical structure, 129

document collection, 127
web-based, 56

document cut-off values, 49
document fragment, 29
DXL, 22, 91

applications, 24
webspace search engine, 120

control language, 25–27
features, 23
heterogenity, 24, 36
kernel, 25
plug-in, 25, 30

Postgres, 32
XML, 32

recursion, 24, 34
system architecture, 25

efficient storage, 10
evaluation measures, 47
execution tree, 30
eXtensible Markup Language, 10
extraction stage, 58

finalise, 97, 98
method, 109

getWork, 97, 98
method, 107

heterogeneous sources, 23

185



186 INDEX

hidden web, 92
hortizontal fragmentation, 129

index terms, 42
information need, 39, 41, 53
information request, 47
information retrieval, 2, see IR
initialise, 97, 98

method, 102
Intranet, 55
IR, 2, 39

ad-hoc query formulation, 39, 41
annotation-based, 41
Bayesian network model, 42
Boolean model, 41
content-based, 39, 41, 58
definition, 40
Fuzzy set model, 42
image, 51

query by example, 51
Probabilistic model, 42
retrieval strategy

definition, 41
spider, 52
text, 39, 109

logical view, 42
operations, see text operations
TREC, 40

TREC, 49
test reference collection, 50, 114

Vector space model, 42, 44
inverse document frequency, 44,

110
term frequency (tf), 44, 110

video, 51

logical design, 94

main memory, 16
materialised view, 59, 62, 64, 86, 87
meta-data

extraction
multimedia, 56

meta-data extraction, 56

conceptual, 56
Moa, 15, 16

ANY, 20, 37
data model, 17
extensions, 18
object algebra, 18

modelling stage, 58
Monet, 16, 63
multimedia retrieval, see IR

object-oriented, 16
object-oriented schema

seewebspace schema, 56

parameter stack, 28
plug-in, 26
Postgres, 16, 63
precision, 47
precision versus recall curve, 48
presentation, 82

query skeleton, 116, 117
query stage, 58

recall, 47
regular path expressions, 12
relevance judgement, 127
result set, 28
retrieval, 10
retrieval perfomance

results, 129
retrieval performance, 46

evaluation, 46
experiment, 56, 126
measures, 47, 128

average precision histogram, 50
document level averages, 50,

132
precision, 47
recall, 47
recall-precision averages, 50, 130
summary table statistics, 50,

130
precision, 114



INDEX 187

recall, 114
topics, 127

retrieval strategy
seeIR

retrieval strategy, 40

scope, 30
semi-structured data, 10

hierarchical model, 10
implicit, 15
incomplete, 14
indicative, 15
irregular, 14
large, 15
partial, 15
querying, 22
self-describing, 15
typing, 14

single value summaries, 49
structural object-oriented, 17
structure, 81

term index, 104
test reference collection, 47
text operations, 42, 109

clustering, 44
lexical cleaning, 109
stemming, 43, 109
stopwords, 43, 109
thesuari, 44

text retrieval, 42
the hidden web, 41
trigger, 67, 99, 100

web-data, 10
distributed, 2
exchange, 3, 9
management, 9, 10, 75
modelling, 58, 63
multimedia, 2, 60, 80
retrieval, 11, 22, 58
semi-structured, see semi-struc-

tured data, 10, 14, 59, 78
storage, 11, 20

web-object, 62, 67, 95
extraction, 66, 67
extractor, 98, 100, 105
storage, 67

webspace, 3, 56, 58
data model, 59, 76
datamodel

BasicType, 78
EnumType, 78
SetType, 78
WebAttribute, 78
WebClass, 78
WebConcept, 77
WebSynonym, 78
WebType, 78

distributed, 76, 92
document level, 56, 58, 59
managing a, 90
modelling tool, 61, 80
query tool, 61
schema, 3, 56, 59, 84

web-association, 59
web-attribute, 59
web-class, 59
web-synonyms, 60

search engine, 62, 115
fragmented, 129

semantical level, 56, 58
serialisation, 91
system architecture, 60

conceptual layer, 61
content server, 63
logical layer, 62
physical layer, 63

Webspace Method, 3, 55, 58
case-studies, 57
extraction stage, 58, 66, 95

main-, 95, 104
post-, 95, 109
pre-, 95, 102

modelling stage, 58, 63, 75
multimedia indexing, 62, 67
query formulation, 70, 116, 134
query generation, 62, 70, 120



188 INDEX

query stage, 58, 68, 113
WSE client, 115
WSE server, 116



Samenvatting

De behoefte van de gebruiker om informatie te vinden op het Internet groeit, zoals
ook het Internet groeit tot een steeds complexer web van informatie. Bij het vinden
van informatie op het Internet moet worden vertrouwd op ‘search engines’ die zich
voornamelijk baseren op de technieken en de modellen die zijn ontwikkeld in de
‘information retrieval’. Dit wordt veroorzaakt door het ongestructureerde karak-
ter van het Internet. Wanneer de aandacht gericht wordt op sub-domeinen van
het Internet, zoals bijvoorbeeld Intranet-omgevingen, websites en ‘digital libraries’,
kunnen omvangrijke collecties van documenten met een semi-gestructureerd karak-
ter en een hoog gehalte aan multimedia gevonden worden. De informatie die zich
in dergelijke document collecties bevindt is vaak semantisch gerelateerd, waar-
door het mogelijk is om database-technieken in te zetten bij het modelleren en het
bevragen van web-data.

De Webspace Methode richt zich op semantisch gerelateerde informatie en biedt
een nieuwe aanpak voor het beheren en het bevragen van collecties van documenten
op het web, gebaseerd op het principe van conceptueel modelleren. Het conceptuele
schema, dat in de modelleer-fase van de Webspace Methode wordt gebouwd, wordt
ook wel het webspace schema genoemd. Het webspace schema bevat concepten die
op een semantisch niveau van abstractie de in de document collectie opgeslagen
informatie beschrijven.

Een webspace bestaat uit een tweetal niveaus: een ‘document level’, waar de
collectie van documenten is opgeslagen, en een ‘semantical level’, dat de concepten
bevat die in het webspace schema zijn vastgelegd. De relatie tussen de concepten
uit het webspace schema en de inhoud van de documenten wordt gebruikt door
de Webspace Methode tijdens het doorzoeken van een webspace. Deze schema-
gebaseerde manier voor het bevragen van de inhoud van een collectie van docu-
menten introduceert een geheel nieuwe categorie van ‘search engines’ die preciezere
en geavanceerdere ‘query’-formulatie technieken bieden dan de huidige ‘search en-
gines’.

Het bevragen van een webspace, i.e. een collectie van documenten, is gebaseerd
op de combinatie van ‘concept-based search’ en ‘content-based information re-
trieval’. De Webspace Methode stelt een gebruiker in staat om zowel conceptuele
als multimediale eisen aan de zoekopdracht over de inhoud van de gehele collectie
te stellen. De gebruiker wordt derhalve niet beperkt tot het slechts kunnen bevra-



gen van de inhoud van een enkel document per keer. Hij formuleert zijn behoefte
aan informatie aan de hand van het webspace schema in een aantal conceptuele
eisen. Vervolgens breidt de gebuiker de zoekopdracht uit met eisen ten aanzien
van de verschillende te bevragen multimedia typen. Omdat de conceptuele eisen
worden gefomuleerd aan de hand van het webspace schema, is het mogelijk om
informatie uit verschillende documenten te integreren bij het doorzoeken van de
collectie. Door het gebruik van het conceptuele raamwerk is de webspace search
engine in staat om informatie te vinden die niet gevonden kan worden met behulp
van de huidige ‘search engine’ technologie.

De integratie van het conceptuele raamwerk met technieken uit de ‘informa-
tion retrieval’ stelt de Webspace Methode in staat om ‘content-based retrieval’
te combineren met conceptuele zoekopdrachten over gelimiteerde domeinen van
het Internet. De gebruiker kan dan op eenvoudige wijze verschillende multimedia
(deel-)zoekopdrachten in een conceptuele zoekopdracht over een webspace opne-
men. Even onconventioneel is de wijze waarop de gebruiker in staat wordt gesteld
om aan de hand van de concepten uit het webspace schema zijn informatie behoefte
te specificeren als het resultaat van een zoekopdracht. In plaats van de gebruikelij-
ke lijst met mogelijk relevante documenten wordt een ‘materialised view’ van het
webspace schema gegenereerd, dat de gevraagde informatie bevat.

Ten einde de resultaten van de Webspace Methode te evalueren en de bijdrage
van de Webspace Methode aan het proces van het vinden van relevante informatie
te kunnen meten, is een ‘retrieval performance experiment’ uitgevoerd. Hierbij
zijn de resultaten van zoekopdrachten uitgevoerd met de webspace search engine
vergeleken met de resultaten van een standaard search engine, welke uitgerust
is met hetzelfde IR-model. De resultaten van het experiment laten zien dat de
‘retrieval performance’, uitgedrukt in ‘recall’ en ‘precision’, toeneemt met een fac-
tor 2 wanneer de collectie van documenten wordt bevraagd met behulp van de
Webspace Methode.


