


Propositions
Accompanying PhD thesis “Energy-based and biomimetic robotics.”

1. Spineless biomimetic cheetah robots are a slight to nature.

2. A geometry-based look at synchronisation allows defining syn-
chronicity and phase difference of arbitrary periodic systems.

3. The dynamic effect of a running cheetah’s spine can be represen-
ted well by a single compliant element.

4. It is awelcome change to have aworking prototype but no idea how
it works, rather than a good theory but no functional prototype.

5. A new cost function should be introduced in optimal control:

J := max
i∈[1,N ]

(
x2
i + y2i

)
; xi, yi ∈ RN .

Since it takes the maximum over squared terms, people may
finally talk about the “most optimal” solution without reprisal.

6. A good PhD thesis does not only report and document, but also
teach and entertain.

7. If universities were serious about their education duty, they would
find ways to value, stimulate and reward good teaching.

8. “Defence” is not a synonym of “stage play”—having worked on
their topic for four years, the PhD candidate should be given the
proverbial third degree.

9. Trying to keep track of the state of the world through the news is
futile: by definition, news is high-pass filtered; state reconstruc-
tion is subject to severe integration errors.

10. Nothing beats enharmonic humor, the intersection of puns and
music. That’s why you visit an optician when you don’t D[.
Er gaat niets boven enharmonische humor, de intersectie van woord-
grappen en muziek. Daarom eten we gisperfis.
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Summary

The cheetah is a truly wondrous beast:
to catch its prey it hunts them down at speed
and runs at sixty km-h at least!
A stunning figure—nature’s best, indeed.

A legged robot has not yet come close.
They stumble at a low velocity,
or if one ever to the same speed rose,
its lack of grace was an atrocity.

For cheetah’s high performing gaits we yearn,
to be so fast, efficient, full of grace.
From nature therefore we must try to learn,
to reap from evolution’s high-speed race.

This plan makes sense, the logic sounds so smart!
The only problem is now: where to start?

The world around us runs on energy:
the “lingua franca”’cross domains of sorts.
So E in this work features centrally
and interactions go through power ports.

This holds not solely for the physical,
the presentation of the real-life thing,
but also E is used for virtual:
describing algorithms, like a spring.

Control of port behaviour is the key.
The flow and effort, always as a pair,
determine interaction properly,
as introduced by Hamilton of Éire.

This holistic view sounds splendid; yet
will this give us a working robot pet?
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A running cheetah’s butt goes down and up—
that is to say: the shoulder and the hip.
So, looking at the motion in close-up,
two hoppers are the legs that jump and skip.

To replicate this with efficiency,
in resonance-based running like a boss,
avoiding energy-deficiency,
we have to minimise the impact loss.

A good mechanics analytical
description of the loss’s cause and source
has shown which aspects here are critical
and taught which rules of thumb we must enforce.

Alas, the final prototype that hopped
did overheat: it stumbled and then stopped.

A running cheetah has a moving spine:
it arches and it bends without a pause.
This fact is surely an important sign;
the cheetah does it for a certain cause.

Suppose that all this effort of the back
in energy is nett conservative:
a spring that alternates ’tween taut and slack;
an oscillation that’s repetitive.

Connect a pair of hoppers through a spring,
then vary geometric properties:
its stiffness, RCC, amount of swing,
within some realistic boundaries.

And yes: with good parameters in place,
the model starts to run!—if not yet race.
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A running cheetah shows quite readily
that bodies front and rear in lockstep move.
The next pursuit is: study synchrony
and hopefully our prototype improve.

The question first is: what is “synchronous”?
How“difference in phase” should be expressed?
Geometry is advantageous
defining terms like this, we can attest.

While homeomorphism-maps are by
themselves still insufficient for control,
a tube around the limit cycle, why—
provides an easy way towards the goal.

And now two Van der Pols are synchronised;
hence thereby the approach legitimised!

We’ve studied all the aspects thoroughly,
meticulously covered all the parts.
Described their functions quite exhaustively,
so now the synthesis in earnest starts.

Another look at cheetahs videoed,
their quantitive analysis complete,
the final outcome of this study showed
us how we can achieve our high-speed feat.

The spine reduced to simple 1-dof joint
equipped with springs, position movable,
joined to a pair of legs—the case in point:
it runs! Success is irrefutable.

So just a carper would point out right now
the gait resembles rabbit hops somehow.
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Enough about the cheetah prototype;
the legged locomotion is now done.
Let’s focus on a flying archetype:
our research on the“Robird” has begun.

An ornithopter flies with flapping wings,
exactly like a bird: no jet or prop.
Two heaving, pitching, twisting, beating limbs,
in gliding mode can too be made to stop.

To other birds this robot looks just like
the Falco peregrinus bird of prey.
In order to prevent an airplane strike,
it herds and drives all other birds away.

This makes for a successful enterprise,
we just don’t understand yet how it flies.

Some four years after starting on this quest,
to study nature for robotics sake,
we’ve put ideas and methods to the test.
What did we learn in this; what did we make?

We’ve looked at energetic properties—
like port behaviour, power-routing laws—
and how they change a robot’s qualities:
what positive behaviour they can cause.

A quantitative cheetah study has
uncovered its dynamics, which has led
toCost of Transport almost as good as
the cheetah’s gracious and efficient tread.

Continuing this potent research line,
the “Robird” can expect a redesign.
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Samenvatting

“Energiegebaseerde en biomimetische robotica”

Een jachtluipaard of cheeta kan hard rennen: met een kruissnelheid van
60 kmh−1 en een topsnelheid van 120 kmh−1 is hij het snelste landdier
ter wereld. Lopende robots zijn veel minder snel; bovendien gebruiken
ze in vergelijking met het luipaard veel meer energie. In dit proefschrift
wordt de loopbeweging van het jachtluipaard bestudeerd, om zo beter te
begrijpen waar zijn goede prestaties vandaan komen. En, hopelijk, om
die na te bootsen in een robot.

Het onderzoeksproject is getiteld“FREEQ:Fast-Running, Energy-Efficient
Quadruped.” Het doel is om geen ingewikkelde regelalgoritmes te be-
denken, maar om juist de dynamica van de robot zo te maken dat hij
zonder enige bijsturing al loopgedrag vertoont. Deze dynamica wordt
afgeleid uit beelden van echte luipaarden, door te bestuderen hoe hij
energie van zijn spieren omzet in voorwaartse beweging; hoe die energie
wordt uitgewisseld tussen zijn poten en ruggengraat (potentiële energie)
en zijn beweging (kinetische energie).
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Energie in de robotica

Bijna alle interacties tussen fysische systemen vinden plaats via uitwis-
seling van energie. In de theorie van poort-Hamiltoniaanse systemen
staat de Hamiltoniaan, de totale energie in een (sub)systeem, centraal.
Systemen kunnen aan elkaar gekoppeld worden met poorten waardoor
vermogen wordt overgedragen, dus waar energie door wordt uitgewis-
seld.
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Zelfs regelalgoritmen kunnen beschrevenworden als poort-Hamiltoniaans
systeem. Een regelaar is dan niet meer een abstracte formule die een
bepaald signaal probeert te sturen, maar wordt gekarakteriseerd door
zijn interne energie en zijn gedrag aan de poort. Dit geeft inzicht in de
energiestromen die tussen de regelaar (C) en het systeem (P) optreden.

Efficiënt stuiteren

De poten van een jachtluipaard kunnen gezien worden als “hoppers.”
Het voor- en achterlijf stuiteren immers continu op en neer tijdens het
rennen. We zouden dus een robot-cheeta kunnen maken door twee
“hoppers” aan elkaar te verbinden met een ruggengraat.

Een luipaard heeft
natuurlijk vier poten,
maar als we er van
de zijkant naar kijken,
dus in het platte vlak,
wordt het probleem
wat eenvoudiger. Het
betreft hier dus een
tweebenige cheeta.
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Om de robot efficiënt te maken, is het handig als de“hoppers” ook ef-
ficiënt zijn. Een uitgebreide studie naar verliezen tijdens het stuiteren
leverde goede inzichten in de oorzaken van die verliezen.

Flexibele ruggengraat

De ruggengraat van een jachtluipaard buigt en strekt zich tijdens het
rennen. Dit heeft gunstige effecten op zijn snelheid en efficiëntie, dus
moet de robot-cheeta ook een ruggengraat krijgen. Om de robot zoveel
mogelijk passieve dynamica te geven, bestuderen we het effect van een
elastische ruggengraat.

XII



body P

lP

fP

l F

body A

lA

fA

l F

spine

Ψ0
x

y

−0.4
−0.2

0−0.5

0

0.5

0

2

4

CoCx (m) Co
Cy

(m
)

Pe
rf
or
m
an

ce
(m

)

Door de geometrische eigenschappen van de ruggengraat te variëren,
verandert het gedrag van het luipaardmodel. Het blijkt dat de locatie
van het“Remote Centre of Compliance,” dat punt waarop translatie- en
rotatiestijfheden ontkoppeld zijn, van grote invloed is op het loopgedrag.

Synchronisatie van periodieke systemen

De“cheeta”met flexibele ruggengraat vertoont loopgedrag, maar dat
is niet erg stabiel: hij struikelt vaak. Een echt jachtluipaard heeft een
duidelijke tred of gang, waarbij de poten gesynchroniseerd bewegen. Om
het loopgedrag van de robot te verbeteren, moeten de twee“hoppers”
gesynchroniseerd worden, met een bepaald faseverschil tussen voor- en
achterkant.

CsyncC1 C2

Σ1 Σ2

X1

`1

S1

Φ1
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`2
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Wij definiëren“synchronisatie” op basis van geometrische afbeeldingen
tussen de toestandsruimten van de systemen. Op deze manier is het
mogelijk om eenduidig over synchronisatie en faseverschil te spreken.
Willekeurige periodieke systemen zijn op deze manier met elkaar te
synchroniseren.

Synthese van een jachtluipaard-robot

Met kennis over efficiënt stuiteren, de rol van de ruggengraat en syn-
chronisatie tussen dynamische systemen, kan de volledige cheeta-robot
gebouwd worden. De hoppers zijn geoptimaliseerd, de ruggengraat
versimpeld tot een rotatieveer en de synchronisatie op basis van energie-
uitwisseling kan de tred stabiliseren.
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Het gebouwde prototype is volledig symmetrisch, op een uitzondering
na: de ruggengraat, welke op verschillende locaties geplaatst kan worden.
Met dit systeem is aangetoond dat deze simpele, tweebenige robot kan
lopen, en dat de looprichting en -snelheid volledig veroorzaakt en bepaald
worden door de asymmetrie van de ruggengraat!

Slechtvalk “Robird”

De jachtluipaard mag het snelste landdier zijn; in de lucht wordt hij
afgetroefd door de slechtvalk: deze haalt snelheden van maar liefst
389 kmh−1. De slechtvalk is het snelste dier ter wereld, alhoewel daarbij
aangetekend moet worden dat hij dit alleen in duikvluchten haalt.

In het laatste hoofdstuk van dit proefschrift wordt aandacht besteed aan
de“Robird,” een robotvogel gebaseerd op de slechtvalk die vliegt door
middel van vleugelslag.

Zwarte marlijn

De zwarte marlijn is het snelste zeedier ter wereld: hij kan 129 kmh−1

zwemmen. Dit is erg indrukwekkend, en het ontwikkelen van een robot
die dit ook kan zou zeer interessant zijn. Dit proefschrift heet echter niet
“te land, ter zee en in de lucht.” De marlijn komt verder dan ook niet
voor in dit proefschrift.

Deze afbeelding komt
van [22].
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Chapter 1

Introduction

Robotic research can learn from nature. When designing an artificial
system—for example a robot—for a certain task, one can start from
scratch when designing the system, dynamics and control laws. Or, one
can first study nature, to see how millions of years of evolution have
solved similar problems, and take these lessons as a starting point. This
idea of biomimetic robotics sounds good, but its application may be dif-
ficult. In this thesis, we look at

how exactly to “study nature”;

where to look at “similar problems”;

what “these lessons” are that can be extracted; and in

which way these can be applied to robotics.

These questions are addressed in an energy-based framework: the thesis
is about energy-based biomimetic robotics. We shall study methods and
tools; design a cheetah robot and introduce a robotic falcon.
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Chapter 1 Introduction

§1 Biomimetic legged locomotion

Within biomimetic robotics, the focus of this work is on legged loco-
motion. Moving about on legs tends to be harder than rolling on wheels,
as far as robots go. However, robotics researchers see enough advant-
ages of legged locomotion over wheels. Consequently, much research is
carried out on the topic, focussing on: bipeds, quadrupeds, hexapods;
balancing, walking, running; speed, energy-efficiency, robustness…The
motivation for this research is simply curiosity: how does legged loco-
motion work? Can the current state-of-the-art be improved? Are there
more lessons to be learned in this field of research?

Be it because of versatility, or simply from a lack of grown rotational
joints, most large land animals have legs. The advanced locomotion
systems of these animals have been“developed”overmillions of years of
evolution. One can expect to find good inspiration for designing artificial
walking machines—legged robots—by studying these biological systems.
The fastest land animal is the cheetah: it is much more slender than
other big cats (like the lion), relying more on speed than strength for
hunting [67]. If a fast quadrupedal robot must be developed, the cheetah
is a good source of inspiration.

When doing biomimetic robotics research, it is important to realise that
nature and robots are quite different. The inspiration for this research,
the cheetah, has many capabilities: it can jump, lie down, climb trees,
and run fast. We are only interested in the part where it runs very fast.
At the same time, robots offer different opportunities than a real cheetah:
rotational joints, fast computers and absolute measurements are not
found in nature. We are not bound by some of the restrictions that nature
has. The important question is therefore: how to do“biomimetics” in
such a way that we learn important lessons from nature, while taking
advantage of the technology at our disposal? Specifically, in this thesis:
how to make a biomimetic fast-running, energy-efficient quadruped?

§2 Morphological computation

In slowly-walking robots, the inertia of the mechanical system is of-
ten negligible: the stiffness of the mechanisms and control algorithms
ensures that the lowest eigenfrequencies are far above the walking fre-
quency. The feet may execute position-controlled trajectories that mimic
a walking motion; stability control keeps the balance of the robot.

Conversely, in fast locomotion, the dynamics of the robot itself be-
come important in design and control. The dynamics of the mechanical
system and the dynamics of the controller together shape the motion
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The energy-based view §4

of the robot. If the mechanical system is properly designed, much of
the desired behaviour is already present in the inherent dynamics of the
system. Control algorithms can excite, stabilise or augment these natural
dynamics with little effort. This idea is called morphological computation,
because much of the “computation” of “control actions” is carried out
by the morphology. The morphology describes the mechanical prop-
erties of the system: mass distribution, compliance, mechanisms, et
cetera.

§3 The energy-based view

There is no need to make a hard distinction between control algorithms
and the physical system. Together they form the robot: both have their
dynamics, and the behaviour of the robot is the result of their intercon-
nection. This interconnection can be characterised by energy exchange.
From the actuators into the robot, or from the robot, through the ac-
tuators, into the control algorithm. The dynamics of both subsystems
can also be described in an energy-based way: in the mechanical sys-
tem, energy is exchanged between storage elements such as springs and
masses, transformed or dissipated, depending on the morphology. In
Control by Interconnection, control algorithms are described by power-
continuous transformations or dissipation, by (virtual) storage elements
and their interconnection—to each other and to the physical world—all
determining the energy flow.

By describing, modelling and designing both the control algorithms
and the mechanical system of the robot as energy-based systems, with
power ports for interconnection, there is no conceptual distinction between
control and mechanical system. There is just one holistic, energy-based
view of the robot. Morphological computation—which is based on the
proper interconnection of physical storage elements—and this energy-
based view—wherein storage elements, interconnection and energy flows
are explicitly modelled—are a perfect match.

§4 The purpose

The purpose of the work presented in this thesis is to bring together
Port-Hamiltonian System theory and the field of morphological compu-
tation. As motivated above, the similarities between this mathematical
formulation on the one hand, and mechanical design ideas on the other
hand, are striking. To connect them together in one study may lead to
new insights.

3
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The cheetah robot is the central case study of this thesis. The fu-
sion of morphological computation and the Port-Hamiltonian System
theory enables “quantitative biomimetics”: the dynamics and energetic
behaviour of a running cheetah can be studied, abstract lessons can be
extracted and subsequently applied in a mechanical cheetah robot. The
result is not only a running quadrupedal robot, but also the methodology
that enables the design and realisation of this robot.

The contributions of this work will be threefold:

1. There aremany quadrupedal robots being developed and researched
around the world. Lessons learned in the design of our cheetah
may be beneficial to others. Because of our unique approach, based
on dynamics, energy and morphological computation, these les-
sons are expected to be an enrichment for the field of quadrupedal
locomotion.

2. We design the cheetah robot using “quantitative biomimetics,”
studying the dynamics and energetic behaviour of a real chee-
tah. This method is not restricted to the cheetah, to the field of
quadrupedal robots, or even to legged locomotion. Hopefully, the
methodology can be applied by other researchers who want to take
inspiration from dynamics in nature.

3. Finally, the various tools and aspects of the methodology shall
not be restricted to biomimetics or walking robots alone. The
practical application of energy-based control laws, control-by-
interconnection, or dynamic morphological computation can be
used in any kind of robotics research.

§5 The research

The research is focussed on the development of a cheetah robot. The
main, motivating research question is therefore:

“What are the important dynamic functions in a running cheetah? ”

This leads to some other questions:

1. How can these functions be identified?

2. Can they be identified in a quantitative manner?

3. What tools and methods are needed to describe them?

4. How can the essential functions be synthesised into the design of
a robot?

4



The starting point §6

§6 The starting point

The inspiration for this work came from working on the “MITChee-
tah” ([130]). The research, presented in [45], focussed on the role of
a flexible spine and parallel stiffness in a quadrupedal robot. Although
the outcome of the study was very positive, showing greatly reduced
energy consumption from the springs and spine, the research raised
many questions, too:

MIT Cheetah running in
simulation

• The MITCheetah is a biomimetic robot, designed by roughly
copying measurements and joint locations from the real cheetah.
Is this the best way to mimic the desired behaviour of high-speed
locomotion?

• The flexible spine, consisting of rigid vertebrae and soft interver-
tebral discs, looks very much like a real spine. Is this complexity
required for its function?

• In subsequent work on the MITCheetah the spine was locked,
because it made control problems harder, rather than easier. How
can a spine be used to actually improve the behaviour, without
adding much complexity to the system?

These questions resulted in the proposal in Appendix A, with the main
aim to do dynamic biomimeticswith a focus on the role of the spine, where
the desired dynamic behaviour is copied, rather than the morphology
itself.

An initial, quantitative study of running cheetahs resulted in three
main“dynamic aspects” that can be identified:

Spine Many quadrupedal robots do not have a spine, but consist of a
rigid body with four legs. However, a galloping cheetah arches and
bends its back during the stride. Clearly, this has a large influence
on the dynamics of the running cheetah.

Hopping With a focus on the spine, the cheetah can be seen as an an-
terior body (or body part) and a posterior body, connected by the
spine. These two bodies have legs that provide necessary upward
and forward momentum to keep running, by pushing off from the
ground.

Synchronisation The way a cheetah runs can be qualified using gait pat-
terns, which describe the order in which the feet touch the ground.
Clearly, there is some sort of synchronisation between the legs, which
keeps the cheetah running in a certain gait.

These three aspects will be studied in more detail in this thesis.

5
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§7 Theoretical framework

Central to the analysis and design of the cheetah robot is the energy-
based approach. A thorough introduction to this approach is presen-
ted Chapter 2: Energy in robotics. Bond graphs are used to visualise
the system models (see Paynter [98] and Breedveld [17]). The storage
elements of bond graphs can be directly related to the Hamiltonian of
Port-Hamiltonian System (PHS) equations; resistive elements to the dis-
sipation matrix. All power-preserving interconnections in bond graphs,
such as transformers and the 0 and 1-junctions, represent the Dirac
structure or the skew-symmetric J-matrix of the PHS formulation.

It will become clear, in the chapters concerning morphological com-
putation and synchronisation, that this graphical bond graph expression
gives further insight into the interconnection and energy flows.

Finally, Lie Group theory will be used for the geometric description
of robot dynamics.

§8 What comes next

Before focussing on the cheetah, the energy-based view, methods and
tools will be extensively introduced in Chapter 2: Energy in robotics.
Then, although the main focus of the biomimetic morphological compu-
tation is the spine, a means of propulsion or actuation is required before
the spine can be tested in a cheetah model. Therefore, the first aspect
of the cheetah that is studied is the hopping, in Chapter 3: Hoppers.
Because these“hoppers”will have to function as the legs of a resonance-
based dynamic morphological computation cheetah, special attention is
given to the energy-efficiency of the hopping.

Then: the spine. Frompreviouswork on theMITCheetah (Folkertsma,
Kim and Stramigioli [45]), an elastic spine was found to be beneficial.
The effect of a fully compliant, 6-DoF spatial spring* as spine is explored

* Although a spatial
spring does not have
“Degrees of Freedom”
in the traditional sense
of the word, 6-DoF
heremeans compliance
in all three translational
and rotational direc-
tions.

in Chapter 4: Spine. The result of this chapter is a cheetah model that
shows locomotion behaviour induced by the spine, but the gait is not
very stable.

If the anterior and posterior hoppers can be synchronised, the gait is
stabilised and the locomotion behaviour induced by the compliant spine
may improve. Therefore, in Chapter 5: Synchronisation, synchronisation
of periodic motions—of limit cycles—is studied.
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What comes next §8

With all these parts in place, we have set a direction for:

How to study nature: in an energy-based way.

Where to look in the cheetah: at the motion of the anterior and posterior
bodies, connected by the spine.

What lessons to extract: the dynamics of the spine.

Which way to apply these on a cheetah robot: energy-efficient, resonance-
based hoppers connected by a compliant spine.

In Chapter 6: Synthesis, the quantitative biomimetic study is carried out;
important lessons for the design of an artificial spine are extracted and a
cheetah robot is designed, built and tested. It shows successful, stable,
dynamic morphological computation.

The synthesis chapter concludes the work on the cheetah. How-
ever, we are also working on another biomimetic robot: the “Robird,”
a robotic falcon. We are starting to apply the methods and tools used
and developed in the cheetah research also on the Robird. Although
this is mostly future work, the robotic peregrine falcon is introduced in
Chapter 7: Robird.

Some of the methods can be applied directly, for example to study
and control the synchronisation of the beating wings, or in analysing
and optimising the energy-efficiency of the driving mechanism. Other
aspects of the Robird are fundamentally different: aerodynamic forces
and wing deformation are both distributed-parameter phenomena, some-
thing that has not been studied for the cheetah. There is also a difference
in approach: the Robird already exists, and flies: it does not have to be
designed. We want to understand it—at least better than we do now.

7



Chapter 1 Introduction

8



Chapter 2

Energy in robotics

Energy and energy exchange govern interactions in the physical world. By
explicitly considering the energy and power in a robotic system, many con-
trol and design problems become easier or more insightful. We show the
application of these energy considerations to robotics; starting from the
fundamental aspects, but, most importantly, continuing to the practical ap-
plication to robotic systems. Using the theory of Port-Hamiltonian System
as a fundamental basis, we show examples concerning energymeasurement,
passivity and safety. Control by interconnection covers the shaping and
directing of energy inside the controller algorithms, to achieve desired be-
haviour in a power-consistent manner. This idea of control over the energy
flows is extended to the physical domain. The boundary between controller
and robot disappears and everything is an interconnected system, driven
by energy exchange between its parts.

This chapter will appear as a tutorial, article and book in “Foundations and
Trends® in Robotics” by now Publishers Inc.
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§1 Introduction

The physical world is governed by energy.
From the kinetic energy in a speeding car to the first law of thermo-
dynamics, energy is the lingua franca in all physical domains. It is a
coordinate-independent description of the energetic state of a system.
Interactions are almost exclusively1 characterisedby energy exchange.
From a battery, through an electric motor—via the magnetic fields—to
the mechanical system of a robot: the power or exchanged energy can be
traced across all these physical domains. A car does not speed up because
the engine applies a torque on the wheels: that is simply the means of
pouring energy from the petrol or battery into the kinetic energy of the
car as a moving mass.

Many applications in robotics are concerned with energy: the amount
of kinetic energy in the robot (e.g. for safety issues), a periodic motion—
oscillation—with a certain amplitude (i.e. total energy), energy-efficiency
objectives, and storing and releasing energy in springs for explosive mo-
tions are some examples.

By considering the energy in robotic systems explicitly, more insight
can be gained, control problems may become easier and a “feel” for
the actual physical processes emerges. This energy-based perspective
should not focus on only the control system, nor should it only focus on
the description of the physical robot. We present a holistic, energy-based
view of robotic systems: Energy in Robotics. To achieve this holistic
view, we shall address the following topics:

1. Energy-based formulation of physical systems: Port-Hamiltonian
System theory.

2. Passivity and stability in robotic systems.

3. Measurement and control of energy flowing through actuators.

4. Energy-based controller design: energy shaping and energy rout-
ing in the controller.

5. Energy-based systemdesign: shaping the energy flows in a physical
robotic system.

§1.1 Port-Hamiltonian systems

Hamiltonian mechanics is a theory of classical mechanics similar to
Lagrangian mechanics. The classical canonical formulation is described

1Certain interactions, like ideal constraints, can influence motion without energy
exchange.
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by a set of equations governing the Hamiltonian:

dp
dt

= −∂H
∂q

(2.1)

dq
dt

= +
∂H
∂p

H = T + V.

H is the Hamiltonian, the sum of kinetic T and potential energy V ,
i.e. the total internal energy of the system; q and p are the generalised
coordinates and momenta, respectively. It is clear that Hamiltonian
mechanics is very suitable for energy-based modelling and control: the
total energy is expressed explicitly in the equations.

Example 2.1. Asimple example of a physical systemdescribedwithHamilto-
nian mechanics is the mass-spring oscillator. The position q is the spring
deflection; momentump is themomentumof themass, p = m·v. With kin-
etic energy T = p2/(2m) (massm) and potential energy V = q2/(2C)
(C is the compliance of the spring, the inverse of its stiffness) the dynamic
equations become:

H =
p2

2m
+

q2

2C
(2.2)

dp
dt

= − q

C

dq
dt

=
p

m
.

Of course, in the equation for p we recognise ṗ = F , Newton’s second
law; in this case mv̇ = Kq. The equation for q is the obvious q̇ = v.

〈example end〉

This example shows that energy is explicitly modelled: when solving
the equations one will see the energy flow between T and V . In this
closed systemwithout friction, the total energyH is of course conserved.

In robotics, however, there is always interaction: between mechanical
parts, across domains through transducers, and with the environment.
For this interaction, the sub-systems must be interconnected. This
interconnection can be described by so-called power ports: interfaces that
transfer energy between elements, domains, systems. A power port is
always a pair of variables whose pairing characterises the power exchange,
e.g. force and velocity or voltage and current.

In port-Hamiltonian systems theory, a common representation is the
causal Poisson framework representation, which is an input-state-output
representation. In this representation, all the states like q and p are
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collected in a single state vector which may even be a combination of
generalised moments and displacements and indicated as x:

ẋ =
[
J(x)−R(x)

]∂H
∂x

(x) + g(x)u x ∈ X , u ∈ Rm (2.3)

y = g>(x)
∂H
∂x

(x), y ∈ Rm

where J(x) = −J>(x),R(x) = R>(x) ≥ 0. J is an internal intercon-
nection matrix;R is a resistive structure. g represents the interconnec-
tion, and therefore effect, of the port variables on the state variables and
viceversa.
Thematrix J is a power-continuous interconnection by its skew-symmetry,
whereasRmodels pure resistive losses of the system, as can be seen by
taking the time derivative of the Hamiltonian:

Ḣ(x) = ∂H
∂x

>
(x) · ẋ (2.4)

=
∂H
∂x

>
(x)
[
J(x)−R(x)

]∂H
∂x

(x) +
∂H
∂x

>
(x) · g(x)u

= −∂H
∂x

>
(x)R(x)

∂H
∂x

(x) + y>u,

which is the power supplied through the port yTu, minus the power lost
to friction, quadratic onR(x).

Example 2.2. Consider the mass-spring-damper system in Figure 2.1: it
does not have an external interaction port, so g(x) ≡ 0, hence the Hamilto-
nian should change only with the quadratic R(x) term of (2.4). The

m

C
b

Figure 2.1 – A mass-spring-damper system. (Example 2.2)

state vector comprises p and q as in Example 2.1; the damping force
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Fb = b · v = b · p/m is modelled in theR matrix.

H(x) = p2

2m
+

q2

2C
(2.5)(

ṗ
q̇

)
=

[(
0 −1
1 0

)
−
(
b 0
0 0

)](
p/m
q/C

)
Figure 2.2 shows a simulation of this example system, withC = 1mN−1, b =

0.1N sm−1, m = 1 kg, x(0) =
(
0 1m

)>
. Especially the plot of the

energy shows how the Hamiltonian (EM + EC) decreases with the energy
dissipated in the damper, as expected from (2.4). (EM andEC are the first
and second term of the Hamiltonian of (2.5);ER is the energy dissipated
by the damper, given by

∫
Fbvdt =

∫
bv2dt.) 〈example end〉
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Figure 2.2 – Simulation of the mass-spring-damper system of Figure 2.1.
Energy flows back and forth between the spring and mass, and is
dissipated in the damper. (Example 2.2)

Example 2.3. An example of a system with an external port is the sliding
mass, with an actuator applying a force on it, as in Figure 2.3. The only
state is the momentum p. Choosing F as the input determines g(x) = 1
and the dynamic equations are:

H(x) = p2

2m
(2.6)

ẋ = ṗ =
[
(0)− (b)

]
· p
m

+ (1)F

y = (1)>
p

m
.
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M

b

F

Figure 2.3 – A mass sliding on a surface with friction, with a port to the
environment: the actuator force. (Example 2.3)

The choice forF as input has made y = p/m = v, such that the product of
input and output is power and this is indeed a power port. Simulation results
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Figure 2.4 – Simulation of the sliding mass in Figure 2.3. The difference
between the power supplied through the port, PF, and the power lost
to friction, PR, is equal to the time derivative of the HamiltonianEM.
(Example 2.3)

of this system (withm = 1 kg, b = 0.5N sm−1, F = 0.5N1(t − 1))
are shown in Figure 2.4. The difference between the power injected by the
actuator (PF = v · F ) and the power lost in friction (PR = bv2), shaded in
the middle graph, is exactly equal to the time derivative of the Hamiltonian,
ĖM = PM. 〈example end〉

Finally, the port of the Port-Hamiltonian System is an interface: the
system can be connected to other systems through this power port. The
interconnection between two or more PHS is described by a Dirac struc-
ture, which is a power-continuous coupling of the port variables. In fact,
the mass-spring-damper of Example 2.2 can be viewed—and modelled—
as three PHS, one for each element, interconnected by a Dirac structure,
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as in Figure 2.5. The interconnection of Port-Hamiltonian Systems is
again a Port-Hamiltonian System, with a Hamiltonian that is the sum
of the two systems’ Hamiltonians and a new internal interconnection
matrix J that incorporates the (old, external) Dirac structure.

D

Dirac structure

C

R I

spring

friction mass

Figure 2.5 – A Dirac structure is a power-continuous interconnection
between Port-Hamiltonian Systems. This figure shows the system of
Figure 2.1 as three interconnected elements, or systems.

An excellent introductory overview of Port-Hamiltonian Systems
Theory can be found in [123].
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§2 Energy in controlled physical systems

§2.1 Passivity

Willems [164] introduced the concept of dissipative dynamical systems
as follows. Consider a dynamical system Σ with state x, input u and
output y and a real-valued function w(u, y) called the supply rate. If a
non-negative storage function S(x) can be found such that:

S(x0) +

∫ t1

t0

w(u(t), y(t))dt ≥ S(x1) (2.7)

then the system is said to be dissipative.
Whendescribing the dynamics of physical systemsusingPort-Hamiltonian

Systems Theory, a natural choice for both w and S are w(u, y) = y>u
and S(x) = H(x). As seen before in (2.4):

Ḣ(x) = y>u− ∂H
∂x

>
(x) R(x)

∂H
∂x

(x). (2.8)

This can be recognised as the differential form of (2.7): sinceR = R> ≥
0, the square term on the RHS is≥ 0. The storage function is the energy
present in the system and the supply rate y>u is the power transferred
to the system through its port.

Physical systems for which the inequality holds are passive systems.
If R = 0, i.e. there is no dissipation2, then equality holds in (2.8) and
the system is said to be conservative or lossless.

We refer to [122] for a unified and in-depth treatment of passivity
and L2-gain theory; dissipative systems; nonlinear stability; and other
related subjects.

Passivity as a must

Many robots are controlled in a non-passive way, for example through
PID joint controllers or non-passive state feedback. This leads to good
performance, and generally stability can be proven for the free-standing
robot. However, as soon as the robot interacts with its environment,
things become completely different—especially if it is an unknown en-
vironment. In that case, it turns out that a passively-controlled robot is
a necessary condition for stability, as shown in the following theorem,
first presented in [23, Ch 3].

2Properly speaking, energy cannot be dissipated for the first principle of thermody-
namics, but what is meant here is what is called free energy and this means irreversible
transformation of energy to heat.
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Theorem2.2.1. Given a non-passive systemΣwith input-output pair (u, y),
then there always exists a passive system Σ̃ that, when connected toΣ, will
give rise to unstable behaviour of the interconnection of Σ and Σ̃.

Proof. By the definition of passivity, (2.7), non-passiveness of Σ implies
that ∃ ū(t) such that the integral of minus the supply rate is unbounded,
which means we can extract infinite energy from the system. Indicate
with ȳ(t) the output corresponding to the input ū(t). This means that
we can define the extracted energy functionHo(t) as:

Ho(t) =

∫ t

0

ū(s) · ȳ(s) ds. (2.9)

By construction, limt→∞ Ho(t) = ∞. This implies that due to the
continuity ofHo(t), ∃ a boundedHmin := mint Ho(t)

We will now constructively define a passive system Σ̃ that will gener-
ate the input ū(t) as its output ỹ:

ẋ = n(t)ũ (2.10)

ỹ = n(t)
∂H̃

∂x
, (2.11)

with H̃(x) = 1
2x

2 and n(t) = ū(t)
∂H̃
∂x

. It is easy to see that this system is

passive (even conservative) with storage function H̃(x). By initialising
x(0) =

√
2Hmin + ε for any ε > 0, it can be seen that by construction

∂H̃
∂x (t) > 0 ∀t > 0. Therefore, it is always possible to calculaten(t). By
setting as interconnection ũ = y and u = ỹ (= ū), we by construction
have that

lim
t→∞

H0(x) = lim
t→∞

H̃(x) =∞⇒ x→∞, (2.12)

which proves instability of the coupled system, due to its diverging state
x.

It is worth thinking about this relatively simple proof for a while, be-
cause the implications of the theorem are far-reaching. The theorem
is general and non-linear. This means that, if a controlled robot is not
passive, it is possible to construct an environment—maybe by a second
controlled robot— that would be passive, but when connected to the
original robot would result in an unstable system. This clearly gives a
strong argument to create a passive behaviour for any robot that will
potentially interact with an unknown environment, in order to ensure
stable and safe behaviour.
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Robot

HR

Motorω
τ

Figure 2.6 –A robot as a Port-Hamiltonian System connected to its actuator
through a power port. The rate of change of its HamiltonianHR is
the supplied power, τ · ω.

§2.2 Energy and Distributed Architectures

If a robotic system is seen as a Port-Hamiltonian System, then an actuator
interacts with it through a port. In the case of an electric motor, the port
variables are torque τ and rotational velocityω, Figure 2.6. Not regarding
internal losses and interaction with an environment, the change of the
robot’s internal energy, ḢR, is the supplied power, τ · ω.

Measuring energy

In order to measure the energy supplied to the robot, one could measure
the electrical power going into the motor. However, an—often large—
part of that energy is directly converted into heat, rather thanmechanical
energy. Instead, it is possible to directly and precisely measure the
supplied mechanical energy∆E between two times t0 and t1 (2.13).

Electrical motors are usually current-controlled, at least in an inner
loop, meaning that their torque τ is precisely known if themotor constant
Km is known (2.14). Moreover, most digital control systems use a zero-
order-hold (ZOH) for their outputs during a sample period. Suppose
that t0 and t1 are two consecutive instants in which the sampling of the
position of the actuated joint takes place. At the same time the new
set-point of a current, and therefore a torque, takes place and it will
be held constant (ZOH) until the next sampling instant. In this way,
the current is kept constant over the integration period (2.15) and the
energy injected by the actuator can be measured exactly (2.16). In this
last equation, q(ti) is a position measurement of the motor at a sampled
time instant.
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∆E =

∫ t1

t0

τ(t) · ω(t)dt supply rate (2.13)

=

∫ t1

t0

Kmi(t) · ω(t)dt motor constant (2.14)

= Kmi(t0)

∫ t1

t0

ω(t)dt ZOH (2.15)

= Kmi(t0) · (q(t1)− q(t0)) (2.16)

It is important to realise that this is indeed the exact amount of injected
energy, not an estimate. It can be measured if two conditions are met:

1. A zero-order hold is used for the current or motor torque.

2. A position sensor is collocated with the motor.

Note that there are no conditions on the sample time. This method of
passive sampling was first introduced in [145]. Later, in Stramigioli et
al. [146], the sampled energy was sent as an“energy packet” through
discrete-time scattering between two haptic devices, ensuring a passive
interconnection regardless of communication delays or losses.

Of course, if there is uncertainty in the measurement of i or q, that
uncertaintywill carry to∆E. Specifically, in the case of angular encoders
with a resolution of∆q, the maximum error of the measurement∆Ê is
known:

q(ti) ∈
[
q̂(ti)−

∆q

2
, q̂(ti) +

∆q

2

)
⇒ |∆Ê −∆E| < Kmi(t0)∆q.

(2.17)
In this equation, q̂ is the quantised measurement of q.

Example 2.4. Consider the system in Figure 2.7: a mass can be lifted by an
electric motor, through a gearbox and pulley. The motor current is set by
a PID controller. This system is simulated, where the setpoint is a cycloid
(smooth step) from 0–0.5m for the mass, executed between 1 and 3 s. See
Table 2.1 for all parameters of the simulation.

The energy measurement block Ê implements the result of (2.16) as
follows, where î and q̂ indicate the discrete-time variables, as labelled in
Figure 2.7.
p r o c e d u r e I n i t i a l i s a t i o n

E ← 0
qp r e v ← 0
ip r e v ← 0

e n d p r o c e d u r e
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Parameter Value Description

Km 0.04NmA−1 Motor constant
Jm 1× 10−8 kgm2 Motor inertia
R 4× 10−7 Ns rad−1 Viscous motor friction
n 30 Gear reduction ratio
rp 0.02m Pulley radius
M 1 kg Mass
KP 1.5× 10−4 PID proportional gain
τD 0.4 s PID derivative time constant
τI 5 s PID integral time constant

Table 2.1 – Parameters used in the simulation of Figure 2.7.

p r o c e d u r e U p d a t e

E ← E +Km · ip r e v · (q̂ − qp r e v )
ip r e v ← î
qp r e v ← q̂

e n d p r o c e d u r e

The result of the simulation with various sample frequencies fs for the
discrete-time part is shown in Figure 2.8. While the controller perform-
ance clearly deteriorates for very low sampling frequencies, the energy
measurement is actually always exactly equal to true injected energy.

PID ZOH

sample

setpoint

Ê

+

q̂

−

î M

q

Figure 2.7 – A mass that can be lifted by a current-controlled motor. A
discrete-time PID controller tries to follow a cycloid setpoint from
0–0.5m between 1 and 3 s. The energy injected by the motor is
measured exactly by the block Ê.

〈example end〉

Example 2.5. When the position measurement is quantised, for example
by an encoder with limited counts per revolution (cpr), the energy bounds
calculation from (2.17) can be implemented as follows:
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Figure 2.8 – Simulation of a PID-controlled mass that is lifted to 0.5m. The
energy is measured exactly, according to (2.16). Most of the injected
energy E goes into potential energy of the mass Epot, but some is
lost to friction. While moving, the mass has some kinetic energyEkin.
Note that for low sample frequency the controller loses performance,
but the energy is still measured exactly.

p r o c e d u r e I n i t i a l i s a t i o n

Em i n ← 0
Em a x ← 0
qp r e v ← 0
ip r e v ← 0

e n d p r o c e d u r e

p r o c e d u r e U p d a t e

qd i f f ← q̂ − qp r e v
i f qd i f f > 0 t h e n

Em i n ← Em i n +Kmip r e v (qd i f f − 0.5∆q)
Em a x ← Em a x +Kmip r e v (qd i f f + 0.5∆q)

e l s e

Em i n ← Em i n +Kmip r e v (qd i f f + 0.5∆q)
Em a x ← Em a x +Kmip r e v (qd i f f − 0.5∆q)

e n d i f

ip r e v ← î
qp r e v ← q̂

e n d p r o c e d u r e

In the simulation, the position measurement is quantised by truncation:

q̂ = q − (q mod ∆q); ∆q =
2π

cpr
. (2.18)

The two simulations in Figure 2.9 show that the true injected energy always
lies between the calculated bounds. Considering the second experiment,
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Chapter 2 Energy in robotics

with a sample frequency of only 10Hz and an encoder with only one count
per revolution, this is remarkable indeed.

A potential problem with the method does become apparent from these
figures: the bounds are widening as time passes, because theoretically the
motors could always be jittering back and forth within a single encoder step
in the worst possible way, continuously extracting energy from or injecting
energy into the system. In practise, the encoder resolution will be much
higher and this problem mitigated tremendously. Additionally, an external
energy observermight be added to compensate for the drift of these bounds.
However, the guarantee that the true energy lies strictly within the bounds
would be lost. Alternatively, a worst case approach could be used in order
to ensure that the energy injected in the system will be overestimated, as in
[127]. 〈example end〉
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Figure 2.9 – Simulation of Figure 2.7, but now with a quantised motor
positionmeasurement. Using (2.17), exact bounds onE are calculated.
Note that even with only 1 count per revolution (cpr) and low sample
frequency, the bounds remain quite close to the actual energy.

We have carried out experiments with a simple 1-DoF robot arm,
measuring the energy according to (2.17). When the motor is controlled
with a proportional position controller, it behaves as a virtual spring with
stiffnessKP (the proportional gain). The“virtual energy” that is inside
this virtual spring is given by

EC = KPe
2, (2.19)

where e is the position error, or indeed the virtual spring state. This
energy should match exactly with the energy that is extracted from the
system, i.e. EC = −Ê. As Figure 2.10 shows, when manually pushing
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the arm away from its setpoint, the internal controller energy is exactly
equal to the measured energy.

3 4 5
0

0.1

0.2

0.3

Time (s)

E
(J
)

EC Ê

Figure 2.10 – Experiment with P-controller on a 1-DoF robot arm. The
virtual energy present in the controller,EC = KPe

2, is exactly equal
to the sampled energy Ê.

§2.3 Energy budgets

From the stability-passivity criterion in Section 2.2.1: Passivity as a
must, it is clear that in some cases—robots interacting with unknown
environments—it is indispensable for stability to have a strictly pass-
ive control system. In other cases, it may still be advisable to limit the
amount of energy that can be injected into the robot by the actuators: con-
sidering that damage and injury strongly correlate with energy transfer,
limited energy greatly enhances the safety of a robotic system.

This can be done with energy observers that make use of knowledge
of the system, for example by limiting the velocity or force of the motors,
as in [149]. However, with the exact energy measurement scheme, it is
possible to limit the energy that actually enters the system, which is a
safety measure that is completely independent from the system model
(and thus from modelling errors).

The controller can be given an energy budget that is put into a virtual
energy tank. The first work introducing this concept can be found in
[38]. The energy flowing through the actuators, measured using (2.16),
also comes from this tank. In case the actuators extract energy from the
system, for example when they slow down a mass, the energy of course
flows back into the tank as well. When the tank is empty, the controller
is no longer allowed to inject additional energy into the system: then the
controller is guaranteed to be passive.

Since the power flowing into the robot is given by F · v (or τ · ω),
preventing the injection of more energy is achieved by forcing either the
force or the velocity to zero. (Note that a control action that would cause
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energy extraction can still be allowed.) See Figure 2.11 for a Finite State
Machine implementation of the energy tank.

A c t i v e E m p t y

F = Fcontrol
or

v = vcontrol

If F · v ≥ 0:
F = 0 or v = 0

If F · v < 0:
F = Fcontrol

or
v = vcontrol

tank empty
E <= 0

E > 0
energy available

Figure 2.11 – A Finite State Machine implementation that, given the current
energy tank level E, prevents further energy injection if the tank is
empty.

Example 2.6. Consider the system depicted in Figure 2.12: a mass is lifted
by a pulley, driven by an electric motor. The motor command is a constant
torque resulting in a force on the mass greater than its weight, so the bucket
is lifted. This action injects much (potential) energy into the system. By
implementing the energy-sampling algorithm of (2.16) and the FSM of
Figure 2.11, the amount of injected energy is limited: the actuator is given
an energy budget of 5 J; the mass of 1 kg is lifted until this energy has been
used up, after which the mass is held steady.

M

m

Figure 2.12 – A motorM that lifts a massm by means of a pulley.

Around t = 6.5 s, the mass is pulled down manually, which—acting
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Figure 2.13 – Lift experiment and simulation: themass is lifted by a constant
torque, with the energy tank algorithms in place. Around t = 6.5 s,
the mass is pulled down manually.

against the holding torque—injects energy back into the virtual tank, al-
lowing the controller to resume normal operation until the energy is used
up again.

Note that the mass does not quite reach its expected height of h =
5 J/(1 kg · 9.8m s−2) ≈ 0.5m due to friction in the gearbox between
motor and pulley. Dissipation can be a serious problem in passivity-based
control, but as shown in Theorem 2.2.1, non-passive control may cause
serious stability and safety problems. 〈example end〉

E2A2 lift experiment

With the energy tank and an energy budget, the controller is guaran-
teed to be passive, regardless of the control algorithms. To see this, take
the integral form of the dissipation inequality (2.7):

S(x0) +

∫ t1

t0

w(u(t), y(t))dt ≥ S(x1). (2.20)

With S(x0) the initial energy in the tank and supply rate w = τ · ω, it
is clear that the energy left in the tank at time t1, S(x1), is the initial
energy S(x0)minus the injected energy, satisfying the (in)equality.

Hence, with a passive mechanical system driven by this passivated
controller, the overall system is also guaranteed to be passive and thus
stable (Theorem 2.2.1).

Appendix C contains
a not-yet-published pa-
per on the practical im-
plementation of actu-
ators with an energy
budget.
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Chapter 2 Energy in robotics

§3 Control by interconnection

In classical control theory, the inputs and outputs of the controller and
plant are treated as signals. A sensor in the plant gives feedback to the
controller (y); the output of the controller is an input to the plant (u)
(Figure 2.14). The dimensions of u and y do not necessarily match in a
Multi-Input, Multi-Output (MIMO) control system.

C Py∗
+ u y

−

Figure 2.14 – A classical control system treats the inputs and outputs of
plants and controller as signals.

This method of control does not lend itself well for energy-based
robotics: if the sensors are not necessarily collocated with the actuators,
it is impossible to measure or influence the exchanged energy as in Sec-
tion 2.2.2: Energy and Distributed Architectures. Moreover, it is often
hard to give a physical interpretation of a signal-based control law, which
makes the controller itself sometimes difficult to understand.

From Figure 2.6 it is clear that in reality, all actuators in a robotic sys-
tem actually exchange energy and physical quantities in a bi-directional
way: in the case of electrical motors, electrical power is converted to
mechanical power and exchanged with the system. This bi-directional
flow of energy and physical variables can be extended to the control
system: with this paradigm, the controller is no longer a signal-processor
with separate inputs and outputs, but is a (Port Hamiltonian) system
connected to the robot via power ports, as shown on the left in Figure 2.15.

In reality, the actuators sit between the controller and the plant. Or,
drawing the boundary somewhere else, the actuators may be considered
part of the plant, too, and the electrical circuit (current amplifiers) sit
between controller algorithm and mechanical plant. In any case, the ac-
tuators are connected to a power source and have losses, so the drawing
on the right in Figure 2.15 is more accurate. However, with proper consid-
erations as described in the previous section, Section 2.2.2: Energy and
Distributed Architectures, the actuator does become a power-continuous
“transparent” connection between controller and plant.

With both the controller and plant described as a Port-Hamiltonian
System, physical interpretation can be given to both of them. And,
because the interconnection of two PHSs is again a PHS, this approach is
inherently modular.3 Most importantly, because the connection between

3The Port-Controlled Hamiltonian Systems structure is not strictly necessary: it is the
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C P C actuator P

source

R

u

y

u

y

Figure 2.15 – The controller is a (Port-Hamiltonian) system connected to
the robot via power ports (left). In real robotic systems, the actuators
sit between the controller and mechanical system, but can be made
“transparent” with the energy sampling method presented earlier.

controller and plant is power-continuous, there is direct control over
the energy in the system. Passivity or energy-budgeted control are now
inherent in the controller design. This approach of control is called
control by interconnection; see [144], for likely the first real example in this
context; and [94] and [95] for an in-depth mathematical treatment. In
this section, we will consider the application to robotics.

§3.1 Impedance control

Impedance control was introduced by [65] as an approach to manipula-
tion, after realising that force or position control is inadequate for real
interaction tasks:

“Because of dynamic interaction [with the environment],
the manipulator may no longer be treated…as an isolated
system. Strategies directed toward the control [of ] position,
velocity or force will be inadequate as they are insufficient
to control the mechanical work exchanged between the ma-
nipulator and its environment.”

In his three-part paper series, Hogan argues that most environments be-
have like an admittance—mass-like—so that the controller must behave
as an impedance. Often, the controller (actuator) is directly connected
to the robot’s mass, an admittance, so even without regarding the en-
vironment, the controller should be an impedance. This means that a
controller is defined by its port behaviour, by the relation between force
and velocity. The impedance versus admittance is a “causality” argu-
ment, which regards the robot’s velocity as an input to the controller

power-continuous interconnection that is vital; passivity properties can always be restored
with the energy tank approach.
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and, consequently, the output of the controller is a force. It does not in
principle say anything about how this relation should be implemented.

In the examples of Hogan, a second order behaviour has been used
as an example of such a control strategy. By shaping the second order
behaviour, the compliance, damping and the felt inertia—also called
driving-point inertia—may be changed. Often, this specific implement-
ation and choice has been considered in literature as “The impedance
control approach,” instead of the much more general causality and port-
behaviour argument mentioned before. A characteristic example of this
debate was published in [161] and the reaction by [167].

A simpler implementation of impedance control not trying to change
the driving point inertia is compliance control. In this approach, a mech-
anical impedance can be a combination of a spring and a damper, so
with x the end-effector position and v its velocity, the control force is
determined by:

Fimpedance = −K · (x− x0)− b · v, (2.21)

wherex0 is the end-effector position at zero potential energy andK, b are
the controller parameters: stiffness and damping coefficients, respect-
ively. Since the two behaviours that are implemented—the spring and
damper—are both physical systems, it is easy to describe (2.21) as a Port-
Hamiltonian System, and recognise that the combination (Fimpedance, v)
is a power port interconnection between the PHS of the controller and
that of the physical robot, as depicted in Figure 2.16. The PHS equations
of the controller are now:

H(x) = K

2
(x− x0)

2 (2.22)

ẋ = (0)
∂H
∂x

(x) + (1) · v

F = (1)
∂H
∂x

(x) + bv.

(The term bv is a direct feed-through from input to output.) The power-
continuous interconnection is characterised by the Dirac structure or
network structure

Frobot = −Fcontrol, vcontrol = vrobot. (2.23)

The power-continuity of this interconnection can be shown by consider-
ing the power flowing through both ports:

Probot = Frobotvrobot = −Fcontrolvrobot = −Fcontrolvcontrol = −Pcontrol.
(2.24)
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The sum of Probot and Pcontrol is zero and the network structure is indeed
a proper Dirac structure. It is actually possible to expand the intercon-
nection of this controller PHS with the robot as a mass into the same
system as Figure 2.5, where the mass I is “physical” and the spring and
friction are “virtual”, implemented in the controller.

Robot
u
y

Figure 2.16 – Port-Hamiltonian interpretation of the impedance control
strategy: the port variables u and y are the controller force and velo-
city, respectively.

A last important issue which should be considered is the fact that the
interconnection is defined via port variables, which are force and velo-
cities in the mechanical domain. By implementing the compliance, the
position of the robot is used instead. A proper formulation to understand
how to handle this issue is proposed in [144].

Port behaviour and interaction

It is important to realise a subtle but fundamental issue which is often
not regarded in the literature. Force control and position control are not
always well-posed problems, considering that the force or position of the
end effector of te robot is a consequence of both the controller—which
we can influence—and of the environment—which we cannot influence.

To clarify the issue: it is impossible to apply a desired force if no
environment is touched, or to position an end-effector behind a rigid
wall. On the other hand, it is always possible and well-defined to achieve
the dynamics of (2.21) and controlling K, x0 and b, independently of
whether we move in free air or touch a very stiff wall. It therefore makes
sense to control the behaviour (K,x0, b): this is possible in all interaction
situations, unlike when trying to control signals like force or position
([143]). This issue will be treated in more detail hereafter.

Stability of impedance control

An important note on stability and passivity with impedance control:
as drawn and analysed here, the reference position x0 is assumed to be
constant. The virtual spring and damper are connected to a fixed world,
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the controller PHS is a passive physical system, hence the total system
is guaranteed to be stable.

Often, however, x0 is a time-dependent reference trajectory. In this
case, although the controller seems to be a passive dynamical system, it
is in fact in general not passive and therefore no guarantees can be given
on stability. This is because the controller PHS has a second input v0
(ẋ0), through which energy can be injected into the spring-damper and
subsequently into the robot.

Comparison to position and force control

Position control Control strategies that aim for a position error e→ 0
as t → ∞ are only meaningful for robotic manipulators that do not
touch a (rigid) environment and are thus very different from impedance-
controlled robots. However, there is a large overlap as well: a PD-
controller is identical to a spring-damper impedance controller where
KP andKD (the proportional and derivative gain) are equal toK and b
of (2.21).

The distinction lies in the control objective: an impedance controller
really aims to implement a certain stiffness and damping, whereas in
position control the gains are usually maximised to reach a minimal
position error. In the case of integrating action, the position controller
loses all direct equivalence with impedance control. The equivalence
could be regained by varying the rest position of the spring as derived
below in (2.25), but as remarked before, varying x0 generally injects
energy, hence passivity is lost.

FPI = Ke+KI

∫
edt e = xs − x (2.25)

Fimp,K = K(x0 − x) x0 := xs +
KI

K

∫
(xs − x)dt

= K(xs +
KI

K

∫
(xs − x)dt− x)

= Ke+KI

∫
edt

Force control In interaction tasks, one can also control the force ap-
plied to the environment. The main drawback is that force control is
only possible if there is contact between the manipulator and the envir-
onment. In some cases there is an equivalence between force control and
impedance control: if the manipulator does not move—for instance with
an infinitely stiff environment—then ẋ = 0 in (2.22) and F is constant;
[161]. However, there is again a clear distinction: impedance control
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determines the dynamic interaction behaviour of the manipulator and
the observed equivalence only holds in some very specific cases; [167].

Impedance control In specific situations there can be an equivalence
to some form of position control; and in other cases to some form of
force control. However, impedance control is far more general in that
it determines the port-behaviour at the interaction port between robot
and environment. That behaviour is always independent of the specific
environment and can be controlled independently from it.

Example 2.7. Implementing the spring-damper impedance control of Fig-
ure 2.16 in practice leads to two difficulties:

1. Real motors are usually equipped with position sensors, not velocity
sensors, so implementing the damper requires some form of velocity
observer.

2. The actuator limits may cause the actual control force u to deviate
from the desired force.

Both these issues can be solved in an elegant way by extending the con-
troller with an extra (virtual) spring and mass, as shown in Figure 2.17 and
introduced in [139, 96].

1. If the coupling spring is sufficiently stiff and the virtual mass suffi-
ciently small, that is to say,

kcoupling � kcontrol; m�M, (2.26)

then vm ≈ vM. Because the virtual mass m is simulated, its velocity
is known; and to calculate the control force u, only the displacement
of M needs to be known—which is measured by a position sensor.

2. The coupling spring is piecewise linear, flattening at the maximum
actuator force Fmax:

Fcoupling =


Fmax kcouplingxcoupling ≥ Fmax

−Fmax kcouplingxcoupling ≤ −Fmax

kcouplingxcoupling elsewhere

.

(2.27)
This way, the force calculated by the impedance controller can always
be met by the actuator and the control system behaves as expected.

〈example end〉
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Figure 2.17 – Damping injection by extending the regular spring-damper
impedance controller with an extra mass and (nonlinear) spring. They
solve the problems of velocity observation and actuator saturation.

§3.2 Energy shaping

The impedance control law of (2.21) implements a spring pulling the end-
effector to the virtual position x0. Another way to look at this is that the
energy function of the PHS of this same controller, (2.22), implements
a potential energy function quadratic in x, with a minimum at x0.

This idea, energy shaping, can be applied in a more general way. The
method is well-known in the literature; here we look at it from a Port-
Hamiltonian System point of view. Consider a robot mechanism de-
scribed by

M(q)q̈ + C(q, q̇)q̇ +
∂V (q)

∂q
= τ, (2.28)

where q are the joint positions and τ the applied joint torques; M its
inertia matrix; C describes the Coriolis and centrifugal forces; and V
the potential energy.

In this fully-actuated collocated control system, it is possible to con-
struct the control force τ from the derivative of some controller potential
energy Vc:

M(q)q̈ + C(q, q̇)q̇ +
∂V (q)

∂q
= −∂Vc(q)

∂q
, (2.29)

such that the closed-loop dynamics become

M(q)q̈ + C(q, q̇)q̇ +
∂ (V (q) + Vc(q))

∂q
= 0. (2.30)

In other words, the robot behaves as a mechanism with a new potential
energy V + Vc. If V (q) is known, it can even be fully compensated by
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setting Vc = −V +V ′
c and the robot given an arbitrary desired potential

energy V ′
c with its minimum at a desired q0.

From a Port-Hamiltonian System point of view, the controller is
interconnected to the robot’s power port (q̇, τ). The controller’s PHS-
equations become:

H(x) = −V (x) + V ′
c (x) (2.31)

ẋ = u

y =
∂H
∂x

(x)

with the Dirac structure (u = q̇, τ = −y). These interconnected
systems are again a PHS with total energy

Htot(q, x) = (V (q)− V (x)) + Vc(x) + q̇>M(q)q̇. (2.32)

Due to the interconnection, x = q and so Vc can be designed such that
its minimum is at the desired equilibrium q0.

If there is no or insufficient damping present in the robot, this may
be added, e.g. by a damping matrix B(q) ≥ 0 adding a damping force
B(q)q̇ to τ of (2.28). It is implemented as a direct feed-through term like
in (2.22), by adding a termB(x)u to the output expression of (2.31). This
damping injection dissipates (free) energy, reducingH(x) to its minimum
ofHtot(q0, q0) sooner, as shown by the dissipation relation of (2.4):

Ḣtot(q, x) = −q̇>B(x)q̇. (2.33)

Remarks on energy shaping

• In the example above, we have made x equal to q by setting g(x),
the input/state/output mapping of (2.3), equal to 1. Instead, g(x)
can be used for a coordinate transformation to shape the poten-
tial energy in some other coordinate system, e.g. Cartesian end-
effector coordinates.

• In the case of underactuated robots, the potential energy may not
be fully reshaped. In that case, V (q) − V (x) in (2.32) does not
disappear—still, the system converges to the minimum ofHtot.
Closely related to this is the issue of state detectability: if some
state variables of the plant are undetectable, it is impossible to
shape the energy related to those coordinates.

• In general, there might not be a direct one-to-one connection
between the full plant state x and the controller state q as as-
sumed in the example. A method to obtain a connection between
x and q is to generate Casimir functions for the connection ([144]).

33



Chapter 2 Energy in robotics

Casimirs are conserved quantities of q and x that can be used in
Lyapunov candidates to find a stabilising control law. We refer to
[26] and [123] for more on this topic.

• Energy shaping is a form of passivity-based-control: the control-
ler is a passive Port-Hamiltonian System, so it can inject only
a finite amount of energy, namely H(x(0)) − minH(x). This
means it is impossible to steer the system to a state in which it
dissipates energy, e.g. to a constant nonzero velocity with friction
loss. In the presence of dissipation—that is to say, in all relev-
ant practical cases—it is therefore only possible to reach a state
(q, q̇) = (q0, 0). In position control, this is exactly the goal, so this
dissipation obstacle is of no concern. However, it should be noted
that this energy shaping is actually only potential energy shaping.
If some kind of (periodic) motion is the control objective, also the
kinetic energy must be controlled, which is addressed in the next
section.

§3.3 Energy routing

The concept of controlling the energy of a robotic system can be taken
further. Before, the (potential) energy of the controller was shaped,
thereby shaping the energy of the interconnected system. In this section,
we will investigate how to directly influence the power flows between
the controller and system(s).

By energy routing we refer to all control methods that do not influence
the energy content of the system. That is, the total Hamiltonian of the
interconnected system is constant; the control algorithms only direct the
energy flow. The energy flows are determined by the interconnection of
the systems—e.g. of the controller and robot—so energy routing takes
place in the interconnection structure: by modulating the Dirac structure
or the internal interconnection J , whilst keeping their skew-symmetry
intact.

In this section, we will give various examples of energy routing. For
further applications, we refer to existing work in [38, 119, 48, 39].

Modulated buffer

First, we introduce the concept of a modulated buffer, which is a passive
controller structure that can be regarded as a force actuator with lim-
ited energy budget. The structure of the modulated buffer is drawn in
Figure 2.18: the input-state-output g of the Port-Hamiltonian System
is modulated, which is equivalent to a modulated transformer element
connected to a buffer, also shown in the figure.

Note that the output y of this modulated buffer will form the input to
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the system it is connected to; the buffer’s input u is the system’s output.

H(q) = q2/2 g port (u, y)

C MTF
g

port (u, y)

g · q = y

u

q

q̇ = g · u

Figure 2.18 – Buffer with modulated input-state-output map (top); in bond
graph expression (bottom) a C-type storage with modulated trans-
formerMTF.

Theorem 2.3.1. Consider a Port-Hamiltonian System with Hamiltonian
H(q) = q2/2 and scalar state-port map g as drawn in Figure 2.18. g is a
pure modulation input and can be modulated such that the output of this
PHS is an arbitrary force. The Port-Hamiltonian System is passive and the
energy it can inject is bounded byH(q0).

Proof. The PHS-formulation of this controller system is given by

H(q) = q2

2
(2.34)

q̇ = g · u
y = g · q.

With modulation

g =
F

q
(2.35)

the output y of the controller is

y = g · q = F, (2.36)

an arbitrary force, as long as q 6= 0. The energy change due to g is
∂H/∂g = 0, so g is a purely modulating input.

Any energy injected into a system that is interconnected to the con-
troller by

usystem = y; u = −ysystem (2.37)

is extracted from the Hamiltonian of the controller:

Psystem = usystem · ysystem = −yu = −dH
dt

. (2.38)
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When q = 0, the Hamiltonian becomes 0 too and the controller can
no longer deliver a force that would decreaseH, i.e. the controller can
no longer inject energy into the interconnected system. Therefore, the
maximum energy this PHS-controller can inject is given byH(q0), the
initial energy in the controller.

This modulated-buffer approach may seem like a simple but useless
trick: any control output is possible, as long as there is enough energy
inside the buffer. If the buffer is empty, the controller stops working.
However, this approach allows to turn any control algorithm into a pass-
ive controller, giving important dissipativity and stability guarantees.
Similar to the energy-tank approach, the integral dissipation inequality
of (2.7) is satisfied with S(x0) equal toH(q0) and w = y>u. Any non-
linear feedback problem can be easily formulated with this approach,
where the result is guaranteed to be passive. In [142], this method is used
to create globally attractive, energy conservative limit cycle oscillations.

Energy level control

Considering the importance of energy in physical systems, sometimes it
may be desirable to control the actual energy level in a robotic system,
rather than a velocity, force or position. Consider for example a system
that must execute a periodic motion along its natural dynamics, e.g.
an oscillation: the energy level directly determines the amplitude and
velocity of the system. Control of the energy present in the system is a
robust and coordinate-independent way of keeping the motion on this
specific (geodesic) path, with a certain desired amplitude.

Example 2.8. Consider the simple mass-spring system of Figure 2.19. A
controller interacts with the system through a force/velocity port and its
goal will be to maintain a certain amplitude of oscillation xs.

The PHS equations for the system are familiar:

H(x) = p2

2m
+

k
2
x2
m (2.39)(

ṗ
ẋm

)
=

[
0 −1
1 0

]
∂H
∂x

(x) +

(
1
0

)
Fcontrol

v =
(
1 0

) ∂H
∂x

(x),

where the state vector x should not be confused with xm, the mass position.
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1

Im

C1
k

MTF
g

C C
Fcontrol

v

m

1
k Fcontrol

Figure 2.19 – Mass-spring system with force controller, aiming to keep
the energy level constant. Left: Ideal Physical Model representation;
right: bond graph representation.

The suggestion for a passive controller structure is the following:

Hc(q) =
q2

2C
(2.40)

q̇ = g · u

y = g · q
C
,

which is the modulated storage element of Theorem 2.3.1, but now with
a capacity C. In Figure 2.19, the controller is shown as a bond graph rep-
resentation of the storage element C and a modulating transformer as
the port-state map g. (While the bond graph formulation is not necessary for
Port-Hamiltonian System theory, this example shows how well the two relate, since
bond graphs are an explicit graphical representation of the various storage elements,
ports and Dirac structures. We shall address bond graphs in this work no further, but
refer to [98] and [17].) With the interconnection u = −v, Fcontrol = y the
power injected by the controller, Pc, can be calculated (2.41). However, v
is known—it is the input to the controller—and hence Pc can be controlled,
by choosing g as follows:

Pc = yv =
(gq
C

)
v ⇒ g :=

(
C
qv

)
Pc. (2.41)

Finally, by choosing Pc depending on the “energy error” Ẽ, the controller
will inject or extract energy as needed:

Pc = −
λ

2
Ẽ; Ẽ = H(x)− k

2
x2
s . (2.42)

H(x) can be calculated from the measured v; λ is a free control parameter
that determines the rate of convergence.
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This control law regulates the energy level of the systemwith exponential
convergence, resulting in the desired oscillation amplitude of xs. The
stability and convergence proof is given in Appendix B.

〈example end〉

Irreversible transduction

The dissipation matrixR in Port-Hamiltonian Systems (2.3) is usually
associated with energy loss. From a mathematical point of view, this is
correct: the Hamiltonian decreases with the energy dissipated through
R. Physically, however, energy is not lost; instead, dissipation means
(irreversible) transduction to an entropy flow: it is converted to heat.
A model for this irreversible transduction is a resistive element with
two ports, the“RS”model: one mechanical with port variables (F, v)
and one thermodynamical with port variables (T, dS), where T is the
absolute temperature and dS the entropy flow. The constitutive relations
are as follows:

F = −Rv; dS =
Rv2

T
. (2.43)

It is easy to check that the mechanical power Fv = −Rv2 is always
negative and equal to the power flowing out of the thermodynamical
port.

The relevance for energy-based control is that this is a power-continuous
element that allows energy to flow only in one direction. The ports do
not necessarily have to be mechanical and thermodynamical: the port-
behaviour can be used inside a controller to direct (kinetic) energy from
one element to another.

Example 2.9. Consider two masses interconnected by a controller that
behaves as anRS-like irreversible transduction element. Because themasses
require a force input, the “thermodynamic” port relation of (2.43) has to
be rearranged to output a force:

F1 = −Rv1; F2 =
Rv21
v2

, (2.44)

which is still a power-continuous interconnection. The closed-loop equa-
tions are:

H(x) = p21
2m1

+
p22
2m2

(2.45)

ẋ =

(
0 −Rv1

v2
Rv1

v2
0

)
∂H
∂x

(x), (2.46)

with the two masses’ momenta as the state vector. From (2.44), we would
usually find “−R” in the upper-left position of the matrix in (2.46), but the
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upper-right term gives the same result:

−Rv1
v2

∂H
∂p2

= −Rv1
v2

p2
m2

= −Rv1
v2

v2 = −Rv1. (2.47)

Now, however, thematrix is skew-symmetric and thus the system is lossless—
because the damping energy is not dissipated, but directed to the other
mass.

Figure 2.20 shows a simulation of this example, withm1 = m2 = 1 kg,
R = 0.5N sm−1 and x(0) = (1 0)>kgm s−1. Mass 1 is slowed down by
the friction of R, but the dissipated energy is injected into mass 2. The total
energy remains constant. 〈example end〉
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E
(J
)

E1

E2

H

Figure 2.20 – Simulation of two masses interconnected by a power-
continuous controller that creates irreversible transduction from mass
1 to mass 2. For mass 1, the controller behaves as a friction, but all
“dissipated” energy is diverted to mass 2. (Ei is the kinetic energy of
mass i.)

Kinetic energy routing

The concept of irreversible transduction can be generalised further, to
achieve arbitrary energy routing in the controller. A gyrator is a power-
continuous Dirac structure that connects two Port-Hamiltonian Systems
as follows: (

u1

u2

)
=

[
0 r
−r 0

](
y1
y2

)
, (2.48)

with r the gyration ratio. It is easy to verify that the connection is power-
continuous, but more importantly, the power flow through the intercon-
nection is modulated by r.

Theorem 2.3.2. Given two Port-Hamiltonian Systems Σ1 and Σ2 with
power ports (u1, y1) and (u2, y2) that are interconnected by a gyrator with
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gyration ratio r. If the gyrator is modulated according to

r =
1

y2y1
· rP , (2.49)

then the energy flow from Σ2 to Σ1 is equal to rP , as long as y1 6= 0
and y2 6= 0. This interconnection is power-continuous and rP is a pure
modulation to passively direct the energy flow between the two systems.

Proof. With the gyrating Dirac structure behaving according to (2.48),
the power flows into Σ1 and Σ2, P1 and P2, are:

P1 = y1u1 = y1ry2; P2 = y2u2 = −y2ry1. (2.50)

P1 = −P2, so the interconnection is power-continuous. With the gyra-
tion ratio given by (2.49), P1 is:

P1 = y1u1 = y1ry2 = y1
1

y2y1
rP y2 = rP . (2.51)

Corollary 2.3.3. If the gyration ratio is instead set according to (2.52), the
ratio is always well-defined—even if y1 = 0 or y2 = 0. However, for
y1 = 0 or y2 = 0, still no energy transfer takes place; and while the
direction of power flow is still controlled by rP , the rate of energy exchange
depends on y1 and y2 (2.53).

r = y1y2rP (2.52)

P1 = y1u1 = y1ry2 = y1(y1y2)rP y2 = (y21y
2
2)rP (2.53)

In practice, the condition that y1 6= 0 and y2 6= 0 is rather restrictive
and the alternative gyration ratio does not allow output-independent
control over the rate of energy exchange. However, as is shown in the
following example, there is a way to get around the restriction, with little
deviation between rP and the actual energy flow.

Example 2.10. Consider a simple example of two masses connected to
a control system that implements the energy routing of Theorem 2.3.2,
illustrated in Figure 2.21. The inputsui represent a force; the corresponding
outputs yi the masses’ velocities.

In order to allow situations where y1 = v1 = 0 and y2 = v2 = 0, the
gyrator ratio of (2.49) is adapted to:

r =
y1y2

(y22 + ε)(y21 + ε)
rP (2.54)
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D

gyrator

Σ1

m=1 kg

Σ2

m=2 kg

sin

rP

u1

y1

u2

y2

Figure 2.21 – Two masses connected by a gyrating controller that can route
kinetic energy. The “s i n ” block generates a sinusoidal energy flow
setpoint.

where ε > 0 is some small number. For large values of y1 and y2—that is,
y2i � ε—the gyration ratio will be approximately equal to (2.49). When
yi = 0, it remains well-defined.

The system of Figure 2.21 is simulated with an initial velocity of v1 =
1.1m s−1 and rP is a sine wave of amplitude 0.2W and period 10 s. ε is set
to 0.001. Figure 2.22 shows the results: except for when v1 ≈ 0 or v2 ≈ 0,
the actual energy flow to Σ1 is equal to the setpoint rP . The energy plot
in the middle shows that the complete system is power-continuous, as was
expected. 〈example end〉
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Figure 2.22 – Implementation of the kinetic energy router of example Ex-
ample 2.10. Because of the adapted gyration ratio (2.54), when v1 or
v2 gets close to 0, the actual power flow P1 deviates from rP .

The previous example considered two simple systems Σ1 and Σ2.
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However, the concept of energy routing can be applied to much more
complex systems. For example, the two ports do not have to be the velo-
city of two separatemasses. It can also be the two velocity components of
a mass moving in 2-D, or even those velocities in a transformed coordin-
ate system, such that v1 corresponds to the mass’s velocity in a desired
direction and v2 the velocity perpendicular to that. By modulating rP ,
all kinetic energy4 can be routed from the“unwanted” direction to the
desired direction, thereby steering the mass along a certain trajectory—
without using external energy. In [38], this method is used to create
passive limit cycles.

In [47], the gyrating controller is connected to the stiffness-changing
ports of two springs (K̇, x2/2), adapting their stiffness in a power-
continuous way to achieve synchronisation between two oscillators by
routing energy between the springs.

4Full energy transfer does require the systems, or at least the“source” system, to be
zero-state-detectable.

42



Control by physical interconnection §4

§4 Control by physical interconnection

In control by interconnection, the control algorithm has the dynamics
of a Port-Hamiltonian System that could represent a physical system,
e.g. the virtual springs and masses of Example 2.7. At the same time,
the physical system can be represented as a PHS. The interconnection
of the controller and system is of course again a Port-Hamiltonian Sys-
tem, which raises the question: what distinguishes the controller from
the physical system? The answer is: conceptually and mathematically,
nothing at all.

Thismeans that the boundary between system and controller is a fluid,
shifting boundary that is frozen only at the moment of implementation,
when the interface between computer and physical system is decided.
And even then, one might argue that part of the control effort is car-
ried out by the system dynamics, or part of the system dynamics are
simulated in the controller. In the previous section, we have studied
control by interconnection, where the controller was represented by a
Port-Hamiltonian System, which gives a physical interpretation to the
control algorithms. In this section, we shall consider the physical sys-
tem’s PHS-representation in the light of the control objectives. We call
this “Control by physical interconnection,” where desired behaviour
previously achieved by the controller is now achieved by the physical
system itself.

§4.1 Physical compliance

Electric motors have many benefits when used in robotic systems: high
availability in a broad range, easy electrical interconnection to the control
system, integrated position encoders, a large selection of gearboxes,
precise torque control, easy integration in rotational joints, et cetera.
However, there is also a major drawback: electric motors are very ef-
ficient in a high speed/ low torque region, whereas many robotic systems
usually operate in low speed/high torque regions.

An electric motor’s efficiency is mostly determined by its motor con-
stant Km and its electrical resistance Re, for a given required torque
output. In low speed regions, mechanical losses are negligible and the
electrical loss is computed as:

Pe,loss = i2Re =

(
τ

Km

)2

Re =
τ2

S
. (2.55)

S is the “motor steepness” and defined as K2
m/Re. Clearly, a higher

motor steepness results in lower power loss. In motor fabrication, there
is a tradeoff between size, weight andmotor steepness: to increaseS, the
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resistance must be low (thick wires), or the motor constant high (long
wires, large motor diameter, high magnetic fields). For research on the
analysis and improvement of electric motor efficiency, we refer to [130]
and [37].

In practice, the motor with lowest losses may be picked, but there is
still no way around the fact that for zero speed and nonzero torque—
which is the desired equilibrium in e.g. position control—the motor
efficiency becomes zero:

ηmotor =
Pmechanical

Ploss
=

ωτ

Pe
=

ω=0,τ 6=0

0

τ2/S
. (2.56)

Physical storage elements

Much of the work that electric motors do in robotic applications is con-
servative, for example whenmoving a robot arm up and down in a gravity
field. Indeed, if for stability or safety reasons the controller is strictly
passive, as argued in Section 2.2.1: Passivity as a must, the net mechanical
work of the motor is 0. Therefore, much if not all of the work that the
motor does could be done by a passive physical storage element: by a
spring or by an inertia.

A flywheel stores kinetic energy, determined by its state, the mo-
mentum p:

Eflywheel(p) =
p2

2J
, (2.57)

which is in value equal to the kinetic co-energyE∗:5

E∗
flywheel(ω) =

Jω2

2
. (2.58)

J is the flywheel’s moment of inertia. While flywheels are used in auto-
motive industry ([84]), for example to make stops and starts of buses
more efficient, they are not so suitable for robotics applications. This
is because they store and release their energy typically at high speeds,
which is exactly the region in which electric motors are quite efficient,
and in which robotic systems typically do not operate.6

Springs, on the other hand, store potential energy, determined by the
state q:

Espring(q) =
Kq2

2
(2.59)

5The co-energy is a function ofω, the port variable that is a thermo-dynamical intensive
variable, rather than a function of (the extensive variable) p.

6As electrical energy storage, they are very suitable: through the gyrating motor/dy-
namo, the flywheel behaves as a capacitor-like storage element as seen from the electrical
side.
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or potential co-energy

E∗
spring(F ) =

F 2

2K
, (2.60)

whereK is the spring stiffness. Because the spring can store and release
energy at low or even zero velocity, it is very suitable for application in
robotics, where it can assist electric motors in regions where the motor
efficiency is very low. Furthermore, this energy is stored in a physical
deformation in the mechanical domain, at zero velocity. Therefore, the
energy is not lost to friction over time, as may be the case in a flywheel.

Parallel spring configuration

When the spring is connected in parallel to the motor, their torques are
added:

τtot = τmotor + τspring = τmotor +K(q − q0). (2.61)

The spring is characterised by two parameters: the spring stiffnessK and
its rest length q0. The spring can be dimensioned to supply quasi-static
torque, for example for passive gravity compensation. In that case, a
lowK combined with high q0 leads to a nearly constant output torque,
greatly lowering the static torque on the motor and thereby reducing
electrical energy loss. In more dynamic applications, especially when
the motion executed by the robot is periodic, an optimal spring can even
deliver a large part of the required torque during the trajectory. In [68]
and [163], parallel stiffness is applied in energy-efficient hopping robots.
The use of balancing springs has been also extensively and elegantly
treated in [63].

Example 2.11. Consider the simple 2-DoF robot arm in Figure 2.23, con-
sisting of two rotational joints with joint angle qi and joint torque τi. Its
end-effector follows an elliptical trajectory according to (2.62) in the (x, y)-
plane, so there is no gravity interaction. The system parameters can be
found in Table 2.2.

psetpoint =

(
0.5 + 0.8 cos(πt)
1.2 + 0.3 sin(πt)

)
m (2.62)

The controller used in this example is a virtual prismatic spring and
damper between the end-effector and the setpoint, with parameters ac-
cording to Table 2.2:(

τ1
τ2

)
= J>(q) · (K(psetpoint − pee) +D(ṗsetpoint − ṗee)) . (2.63)

J(q) is the Jacobian map from joint velocity q̇ to end-effector velocity ṗee,
and so J>(q) is the dual map from end-effector force to joint torque. The
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Parameter Value Description

L 1 m Link length
m 1 kg Link mass

Km 0.04 NmA−1 Motor constant
Re 1 Ω Motor electrical resistance
n 1:33 Gear reduction ratio
K 30 Nm−1 Impedance controller stiffness
D 3 N sm−1 Impedance controller damping

k1 15 Nm rad−1 Optimal stiffness joint 1
q0,1 0.5 rad Optimal rest length joint 1
k2 2.6 Nm rad−1 Optimal stiffness joint 2

q0,2 1.95 rad Optimal rest length joint 2

Table 2.2 – Parameters of the 2-DoF pick-and-place robot arm with parallel
springs.

performance of this controller will be rather poor, with no feed-forward
torque for acceleration, but the end-effector does follow the trajectory well
enough to show the effect of parallel springs.

A simple linear spring is added to both joints, according to (2.61). The
motor torque is set to

τmotor,i = τi −Ki(qi − q0,i) (2.64)

such that the total torque applied on the joint is always τi.

x

y

q2

q1

Figure 2.23 – A simple pick-and-place 2-DoF robot arm whose end-effector
moves along an elliptical trajectory.

With a spring stiffness of ki = 0, i.e. without a parallel spring, both
joints’ motors show peaks in power loss of up to 200W (Figure 2.24). The
average power loss for the two motors is 50W and 28W, respectively.
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Figure 2.24 – Simulation of the pick-and-place robot arm that executes
a periodic trajectory. The power plotted is the electrical power loss
i2Re; dashed in dark is the average power loss. Adding a parallel
spring greatly reduces this loss, especially for the first joint. The motor
torque is lowered by the spring torque, seen in the bottom-right.

From the joint-space plots of both motors, it can already be seen that
especiallymotor 1 delivers a torque that is largely proportional to its rotation,
which means that a linear parallel spring could supply most of the work.
An numerical optimisation on parameters ki and q0,i that minimises the
objective function (2.65) gives two optimal parallel springs as listed in
Table 2.2.

J =

∫ T

0

(Pe,1 + Pe,2) dt (2.65)

From the plots on the right hand side of Figure 2.24 it is clear that the springs
significantly reduce the energy loss: for motor 2 from 28W to 22W, a
moderate improvement, but for motor 1 from 50W to 7W. Overall, this
means the energy loss is reduced by 63 %. Moreover, the maximum torque
delivered by the motors has been lowered, which allows for lighter and
smaller motors to be used.

In [107], the use of nonlinear parallel springs is investigated on a realistic
pick-and-place 2-DoF robot arm, where real-world experiments show an
efficiency improvement of 20 %. In [35], a similar approach of tuning elastic
elements to increase efficiency is used on a walking biped. 〈example end〉

In [45] it was shown that the inclusion of parallel springs in the MIT-
Cheetah quadruped robot would lead to a reduction in power consump-
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tion by over 50 %. Hunt et al. [68] have obtained very efficient resonance-
based kangaroo-like walking robots by applying parallel springs.

Serial spring configuration

Oneway tomake themotor operate in amore efficient region is by includ-
ing a large gear reduction. While this solves the problem of low speed,
high torque applications, it comes with two major drawbacks: first, gear-
boxes with high ratios often have a rather low efficiency; second, the
reflected motor inertia is scaled by n2, which may lead to inefficient
power transfer (through bad inertia matching), low bandwidth and bad
interaction behaviour. Indeed, the motor can become practically non-
backdrivable, which makes impedance or even torque control infeasible.
Even if the motor is backdrivable, the friction behaviour of a gearbox is
typically nonlinear, which makes precise torque control difficult.

SEA

motor gearbox

1 : n

D

C

Plant

Figure 2.25 – A Series Elastic Actuator allows the motor to operate in a
more efficient region, but more importantly, it allows for precise force
control and physical, reversible energy storage. The Dirac structure
is such that τgearbox = τout = τspring and consequently ωspring =
ωgearbox − ωout.

The solution to most of these problems is to connect a spring in series
with the motor, resulting in a Series Elastic Actuator, as introduced by
[110]. A Port-Hamiltonian representation is show in Figure 2.25. Because
the output torque is determined purely by the spring state and stiffness,
according to (2.66), force control is transformed into an (easier) position
control problem.

τout = K · (qout − qmotor/n) (2.66)

If the gear reduction ratio is sufficiently high, such that the motor is
practically nonbackdrivable, any static holding torque—that is to say,
τ̇out = 0 and q̇out = 0—can be sustained with zero power draw by the
motor.

Another benefit of SEA is that the (large, reflected) motor inertia
is decoupled from the output. Therefore any impacts on the robot, for
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example ground contact events in a walking robot, are absorbed by the
spring. On the one hand this makes the robot safer and lowers energy
loss; on the other hand there is less strain on the gearbox and motor.

However, the decoupling between motor and output also mean that
the achievable bandwidth is much lower. This is most easily seen by
considering the classical transfer function from motor torque τM to load
angle θL for the simplified system of Figure 2.26:

JLs
2ΘL = K(ΘM −ΘL) (2.67)

JMs
2ΘM = −K(ΘM −ΘL) + TM (2.68)

ΘL =
K

(JMs2 +K)(JLs2 +K)−K2
TM (2.69)

=
1

(JLJMs2/K + (JM + JL)) s2
TM. (2.70)

ForK → ∞, the transfer function reduces to 1
(JM+JL)s2

, i.e. a direct-
drive. With a low K, however—which is whence the SEA derives its
benefits—extra low-pass behaviour is introduced by the termJLJMs

2/K.

M JM JL

K

Figure 2.26 –A simplified SEAmodel with a spring betweenmotor and load
inertia. The bandwidth of this system is—depending onK—much
lower than a direct-drive actuation.

§4.2 Variable stiffness

From the previous section it is clear that adding physical storage ele-
ments, especially in the form of springs, can be very beneficial for energy-
efficiency, precise torque control, impact absorption et cetera. However,
the optimal stiffness very much depends on the application.

In the case of parallel elastic actuation, a spring that is used to com-
pensate gravity in a robot arm only counteracts the robot’s weight in a
specific configuration, or at best in a limited range of arm positions. In
series elastic actuation, there is a trade-off between desiring a low spring
stiffness for more precise force control and better impact absorption,
versus a higher stiffness for more precise position control and higher
bandwidth.

In highly dynamic applications, such as running legged robots, or
robot arms executing fast, periodic motions, the spring stiffness must be
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tuned to the robot inertia and the desired period of the motion.
It follows that the spring stiffness can be optimised for a certain situ-

ation, trajectory, or application; but once the robot deviates from this
nominal behaviour, a different stiffness would be optimal. With a variable
stiffness, the stiffness can be tuned so it is optimal in every situation
([160]). Therefore, the concept of actuators with an adaptable stiffness,
called Variable Stiffness Actuators or VSAs, has received much attention
recently. We refer to [58, 156, 157, 166] for extensive reviews of the
state-of-the-art in VSAs.

A VSA has a physical spring and a means to change the stiffness felt
at the output of the actuator. To distinguish VSAs from Variable Spring
Mechanisms, they are also understood to have an actuator capable of
injecting energy into the system. The output port of the VSA is given by
the power pair (τout, ṙ), with τout the torque at the output and r the output
displacement. Because the spring is most often in a serial configuration,
the VSA’s output is the torque. The apparent output stiffness is a local
property defined as

kout =
δτout
δr

. (2.71)

Example 2.12. In its simplest form, a VSA can be represented by a linear
spring with mechanical control port “p1”, a stiffness-changing control port
“p2” and an interaction or output port (τout, ṙ). The Port-Hamiltonian
System of this VSA is given by

H(x) = k

2
s2 (2.72)

ẋ =

(
ṡ

k̇

)
= (0)

∂H
∂x

(x) +

(
1 0 1
0 1 0

)q̇1
q̇2
ṙ


y =

 τ1
τ2
τout

 =

1 0
0 1
1 0

( ks
s2/2

)
,

where the state x = (s, k)> consists of both the spring’s strain s and its
stiffness k. The interaction ports are (τ1, q̇1), which may inject mechanical
power into the spring; (τ2, q̇2), the stiffness-changing port; and (τout, ṙ),
the output port.

Note that the input-state-output map g need not be constant as in this
example; nor have the two control ports to be decoupled—the choice
is made in this example such that port 1 only injects mechanical energy,
through the direct coupling from q̇1 to ṡ; and port 2 only changes the
stiffness, through k̇ = q̇2.

From these PHS equations it is apparent that changing the stiffness is
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not “free”: there is an energy cost from the power injected at port 2,

P2 = τ2q̇2 = g>2
∂H
∂x

(x)q̇2 =
s2

2
k̇. (2.73)

Only when the spring is unloaded there is no energy cost associated with
changing k. (This can be a drawback, but also be exploited; see [47].)

It is of course possible to control q̇1 and q̇2 in such a way that the internal
energy of the VSA is not changed, as long as the output does not move
(ṙ = 0):

P1 = −P2 ⇒ ksq̇1 = −s2

2
q̇2 ⇒ q̇1 = −s

2
q̇2. (2.74)

If a real VSA can be constructed or controlled in such a way that the energy
cost associated with changing the stiffness is always 0, we call that VSA
energy-efficient. 〈example end〉

M JM JL
K

(a) The actual physical stiffness of the compliant element may be
changed.

M1

M2

stiffening springs out

(b) An antagonistic motor setup
with stiffening (non-linear) springs
results in an output stiffness de-
pending on the preload.

M1

M2

JM
JL

r

(c) A mechanism, usually a
variable gear ratio between
spring and output, can change
the apparent output stiffness of
the spring.

Figure 2.27 – Three ways of achieving a variable-stiffness series elastic
element in a Variable Stiffness Actuator (VSA).

A VSA generally has two motors, because the output force of the
spring has two degrees of freedom, r0 and k. The two motors can be
configured in two ways ([166]):
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1. an antagonistic motor setup, as in Figure 2.27b;

2. an independent motor setup, as in Figure 2.27c.

The stiffness can be varied by means of three methods:

1. variation of the spring preload, as in Figure 2.27b;

2. variation of the transmission ratio between spring and output
(Figure 2.27c);

3. influence of the spring’s physical properties (Figure 2.27a).

These stiffness-changing methods can all be combined with either of
the motor configurations; Figure 2.27 shows three of the six possible
combinations. We will focus on the configurations of Figure 2.27c and
2.27b, because they are used often and are interesting from an energy
perspective.

Antagonistic stiffening springs

The VSA configuration of Figure 2.27b features two antagonistic motors,
connected to the output pulley by nonlinear, stiffening springs. The
motor positions are denoted by qi, output position by r and spring states
by si. In spite of what the drawing suggests, both motors are connected
such that a positive qi means a compression of the spring. The power-
conjugate torques of each port are τi for the motors and τout for the
output link.

It is known that to obtain a linear output stiffness, the spring force
must be quadratic:

τi = −kisi|si| = −kis2i , (2.75)

where the simplification can be made because in an antagonistic spring
set-up the springs are always loaded in extension, i.e., si > 0.

The apparent output stiffness and the energy storage of the actuator
can be studied in the Port-Hamiltonian formulation of this system. The
state vector is x = (s1, s2)

> and the system has three power ports:
(τ1, q̇1), (τ2, q̇2) and (τout, ṙ).

H(x) = k

3

(
(s1)

3 + (s2)
3
)

(
ṡ1
ṡ2

)
= (0)

∂H
∂x

(x) +

(
−1 0 −1
0 −1 1

)q̇1
q̇2
ṙ


 τ1

τ2
τout

 =

−1 0
0 −1
−1 1

(k(s1)2
k(s2)

2

)
(2.76)
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The apparent output stiffness is given by

kout =
∂τout
∂r

= g>r
∂2H(x)
∂x2

gr, (2.77)

where gr denotes the third column of g, the mapping from ṙ to ṡ. The
stiffness is found to be

kout =
(
−1 1

)(2ks1 0
0 2ks2

)(
−1
0

)
= 2k(s1 + s2). (2.78)

If the system starts at rest with qi = r = si = 0, then s1 = −q1 − r
and s2 = −q2 + r, and the stiffness expressed in motor positions is

kout = −2k(q1 + q2). (2.79)

From si > 0 follows that (q1 + q2) < 0 and thus this output stiffness is
always positive and linearly dependent on the total pretension q1 + q2.
The equilibrium position r0 of the output is given by

τout|r=r0 = 0⇒ k(−q1 − r0)
2 = k(−q2 + r0)

2 ⇒ r0 =
q2 − q1

2
,

(2.80)
which is the average differential motor position: a simple linear coordin-
ate transformation on q1 and q2 to their sum and difference gives direct
control inputs for kout and r0.

While the derivations show that an easily controllable VSA can be
realised in this way, it is also apparent that there is always a load on the
motor, even if τout = 0, due to the preload on the springs:

τi = −k(si)2 =
r=r0

k(−1

2
(q1 + q2))

2 = k(−1

2
(−kout

2k
))2 =

k2out
16k

.

(2.81)
Considering the significant electrical energy loss in motors, energy-
efficiency-wise this is not an ideal situation. Furthermore, not all energy
stored in the springs can be used by the system: the output can extract
energy until the minimum ofH for r, i.e. until

∂H
∂r

= g>r
∂H
∂x

(x) = 0⇒ k(s1)
2 = k(s2)

2 ⇒ r = r0. (2.82)

However, in the equilibrium position r = r0 there is still energy in the
actuator, namely

H|r=r0 =
2k

3

(
−q1 + q2

2

)3

=
2k

3

(
kout

4k

)3

. (2.83)

Due to strain or stress limits caused by the mechanism or physical prop-
erties of the springs, there is a maximum to the energy that can be stored
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in each spring. This means that the higher the output stiffness, the less
energy storage is available to the system coupled to the actuator:

Havailable = Hmax −Hr=r0 . (2.84)

Variable transmission

The variable-transmission VSA as shown in Figure 2.27c is promising
from an energy perspective, because the output is coupled directly to
the spring, as is the main motor M1. This means that all of the energy
storage capacity of the spring can be used; the system truly behaves as
a series elastic actuator with variables spring stiffness. Furthermore,
the stiffness changing mechanism for M2 can be designed such that it is
completely decoupled from the spring, input and output, such that the
stiffness can be changed using minimal—theoretically even 0—energy.

We shall analyse a 1-DoF VSA with a variable transmission by study-
ing properties of the Dirac structure that defines the interconnection
between the motors, internal states and output. In Visser, Carloni and
Stramigioli [159], the analysis is done forn-DoFVSAs and used to design
an energy-efficient Variable Stiffness Actuator.

DM1

M2

C

output
q̇1

τ1

q̇2 τ2

ṡ τs

ṙ

τout

Figure 2.28 – Port-Hamiltonian representation of the variable-transmission
type VSA. There is only one storage element, the spring, but the Dirac
structure has an internal degree of freedom, q, that represents the
variable transmission between spring and output.

The drawing in Figure 2.28 defines all the port variables of the VSA.
Their interconnection is determined by theDirac structureD, whichmay
depend on the output position r and some internal degree of freedom
of the mechanism, q that may in turn depend on qi or s. A matrix
representation of the Dirac structure is given in (2.85). Each αi may be
αi(q, r). The lower-right part of the matrix is filled with zeros, because
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that part describes a gyrating effect between the mechanical ports, which
is impossible. The matrix is skew-symmetric so the interconnection is
power-continuous.

ṡ
τ1
τ2
τout

 =


0 α1 α2 αr

−α1 0 0 0
−α2 0 0 0
−αr 0 0 0



τs
q̇1
q̇2
ṙ

 (2.85)

With this interconnection matrix, the PHS equations of the system
with state x = (s, q)> and external ports for M1, M2 and the output are:

H =
k

2
s2 (2.86)(

ṡ
q̇

)
= (0)

∂H
∂x

(x) +

(
α1 α2 αr

β1 β2 βr

)q̇1
q̇2
ṙ


 τ1

τ2
τout

 =

α1 β1

α2 β2

αr βr

 ∂H
∂x

(x),

where βi determines the mapping of inputs to the internal configuration
of the VSA.

In order to separate the functions of M1 and M2 into a pure power
source and pure stiffness changing motor, respectively, q̇2 must be de-
coupled from ṡ (α2 = 0) and q̇ must only depend on q̇2 (β1 = βr = 0).
If the mechanism can be constructed in such a way, the result is a per-
fectly energy-efficient VSA with the following properties.

The apparent output stiffness around a certain position r = r̄ is found
by

kout(q, r = r̄) = g>r
∂2H
∂x2

gr = (α3(q, r̄))
2k (2.87)

and thus the output stiffness can be changed if the mechanism is such
that α3 depends on q, i.e., such that the transmission ratio between
output and spring is variable; q̇ = β2q̇2. The energy cost associated
with a stiffness change is

P2 = τ2q̇2 = g2
∂H
∂x

(x)q̇2 =
(
0 β2

)(ks
0

)
q̇2 = 0. (2.88)

Finally, the equilibrium position of the output r0 when τout = 0 depends
on α1 and α3, but is determined by M1.
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§4.3 Morphological computation

The concept of control by physical interconnection can be taken fur-
ther by pushing the boundary between control and system even farther
towards the physical system. The “computation” that is traditionally
carried out by a computer running control algorithms is mostly—or even
completely—executed in the controlled system. This sharing of control
of the robot between “traditional” control and the morphology of the
robot itself is called morphological computation, introduced by [104].

In general, morphology may refer to only the shape of the mechanical
system, in which case there is only kinematic morphological computa-
tion. A famous example of this is the Strandbeest [75], which contains a
mechanism that converts a continuous rotating motion into a walking
leg motion. This and similar mechanisms were analysed in [137]. While
a well-designed kinematic morphology results in kinematic morpholo-
gical computation, it is “merely” good mechanism design and not novel.
(Mechanisms designed by Pafnuty Chebyshev in the 19th century are
still widely used in locomotion.)

On the other hand, morphology may also refer to the dynamic prop-
erties of the robot, such as mass distribution and compliance. This leads
to dynamical morphological computation, which not only simplified con-
trol but can also lead to high energy efficiency. After all, whereas in
traditional control theory the dynamics of a system are cancelled out as
much as possible, to steer the system’s states to a desired point or along a
desired trajectory, in dynamic morphological computation the inherent
dynamics of the system are the desired dynamics, so the natural beha-
viour of the system already follows the desired trajectories. Successful
examples of dynamic morphological computation may be found in [108]
or [72], quadrupedal robots with almost-passive locomotion behaviour.

One possible approach to morphological computation is biomimetic
morphological computation, where “proper”morphology is observed
in nature and translated to morphological concepts for robots, as in
[50]. (Parts of ) the field of Soft Robotics may also be considered as
morphological computation; see [78]. At the same time, an attempt is
made at a proper theoretical foundation for morphological computation,
viz. [62] and [49].

In dynamic morphological computation, Port-Hamiltonian System
theory and energy-based robotics can make an important contribution.
After all, morphological computation is concerned with properly inter-
connected physical storage elements (masses, springs). In Port-Hamiltonian
System theory, those storage elements and their interconnection are ex-
plicitly modelled by their energy functions and the Dirac structure or
internal interconnection matrix (J). Therefore, modelling the combina-
tion of system and controller as interconnected PHSs gives direct insight

56



Control by physical interconnection §4

into the dynamic morphology. Furthermore, the distinction between
“controller” and “system” completely disappears, since both are de-
scribed, modelled and designed as a PHS. And if the system’s inherent,
natural dynamics exhibit desired behaviour, the control system merely
needs to inject energy to keep the motion going and compensate for e.g.
friction losses, and possibly stabilise the oscillations.

The energy-based modelling and control approach is a perfect match
for designing, analysing and understanding morphological computation.
The application of Port-Hamiltonian System theory and energy-based
robotics to the field of morphological computation was first studied in
[46], where a fully elastic spine was shown to generate locomotion in a
quadruped, with control limited to energy injection through the 1-DoF
legs.
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§5 Conclusion

Robots, like all physical systems, are governed by energy. Interaction of
the actuators with the mechanical system of the robot, and interaction
of the robot with the environment, is characterised by energy exchange.
Describing systems and controllers in an energy-based way gives more
insight into these energy flows in the physical system. In this work, we
have shown how energy-based theories and tools can be applied to the
field of robotics.

We have used the Port-Hamiltonian System theory to model the
robot with energy at the centre. We have shown methods to measure
and control energy flows in practical systems. Energy-based thinking can
also be used for controller design: whether in control by interconnection,
where the control algorithms are “virtual physical systems” in Port-
Hamiltonian fashion; or in control by physical interconnection, where
the mechanical design of the robot is based on the desired energetic
behaviour.

This energy-based view of the mechanical system, actuators and
control algorithms dissolves the traditional boundaries between them: it
is irrelevant whether a behaviour is the result of a physical process, or of
a virtual process. It is a holistic, energy-based view of the robot.
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Hoppers

Quadrupedal running is an efficient form of locomotion found in nature,
which serves as an inspiration for robotics. We believe that a resonance-
based approach is the path towards energy-efficient legged locomotion
and running robots. The first step in working towards this goal is creating
an energy-efficient one-legged hopper. Such a one-legged hopper was
designed and constructed. The impact efficiency of the mechanism is
calculated analytically, determined in simulation and measured with the
prototype. The impact efficiency as calculated from the experiments is
found to be in agreement with the analytical expectation and simulation
results. Finally, using an electric motor to inject energy by creating a virtual
spring with reverse hysteresis, hopping is achieved.

This chapter was published in Wanders, Folkertsma and Stramigioli [163].
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§1 Introduction

Quadrupedal running consists of coordinated periodic motions that, in
nature, form a fast and energy-efficient bound or gallop. This form of lo-
comotion has been an inspiration for the field of robotics for years. How-
ever, we have still not achieved the graceful, fast movement; normatched
this energy-efficiency in quadrupedal robots. We believe one of the steps
towards this goal is to exploit the periodicity of the locomotion, by using
resonance to generate the motions and improve energy-efficiency: just
like in nature [4].

Animals have a certain degree of elasticity in their tendons andmuscles
[7]. As such, the stiffness is also incorporated in models of walking, for
example in the SLIP model [50, 51]. The compliance in legs is useful
to absorb shocks from impact, as in MIT’s cheetah, in which elastic
tendons introduce compliance in the leg mechanism [130, 45]. Another
option to introduce compliance is to actuate stiff members in a compli-
ant way, for example with pneumatics as in HyQ[129]. The stiffness of
animal legs has been related to their movement speed [87] and energetic
cost of locomotion [117]. This has led other researchers to investigate
the application of variable stiffness actuators and mechanisms for use in
legged locomotion [70, 162].

To take the concept of compliance in legs further, it would be benefi-
cial to the energy-efficiency if this compliance could be used to facilitate
the periodic motion required to move forward. In the field of morpho-
logical computation, research is ongoing towards exploiting the body
dynamics in achieving desired behaviour [103]. For example, special
controllers that make use of the passive dynamics of a system are invest-
igated [155, 20, 72]. Others use actuators that introduce high-frequency
oscillation and try to find mechanisms that then effectuate forward mo-
tion [85]. Some analysis on the energy efficiency of a vibrating elastic
robot has been done [169]. In spite of all this effort, we have yet to reach
the high energy-efficient performance that is seen in nature.

Our goal is to create a robot that can run efficiently and with grace,
like a real cheetah does. We intend to use a flexible spine that, combined
with front and rear legs, creates the periodic motion seen in animals.
Previous research has shown that a spinal joint with a spring can improve
the overall energy-efficiency of the robot [45]. Others have shown that
a spine with nonlinear stiffness leads to even higher efficiency [77]. In
our robot, the front and rear body will be made to bounce on their legs,
while the flexible spine introduces a resonance that results in forward
motion. For maximally energy-efficient actuation, the front and rear
‘hoppers’ will be actuated in resonance with a controlled offset in their
phase, as in [47]. A crucial part of such a resonance-based robot is thus
an energy-efficient bouncing leg, i.e. the ‘hopper’.
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This chapter is about the design and analysis of such a one-legged
hopper. The design considerations of the mechanism are discussed and
the used prototype is described; then the energy loss is investigated in
both a mathematical framework and in practice and is shown to be in
accordance with the expectations.

§2 Design

In order to be useful in resonance-based locomotive systems, the leg
should have passive dynamics that allow for hopping at resonance. Im-
portant features are the parallel spring, low weight and minimal impact
loss, as detailed in the following section.

§2.1 Design Considerations

Our goal for the robot is to have a natural bounding gait, ideally with a
leg step frequency of about 1Hz so that the movement is clearly visible.
During the hopping, energy will be lost due to friction and impact on the
ground. This energy loss needs to be compensated to sustain continuous
hopping. The stance phase is the only period during which energy can
be introduced into the system. To allow enough energy to be introduced,
we aim for a long stance phase of 50% of the step period.

Assuming the air phase is parabolic, a flight time of half a second
implies an initial vertical velocity of v0 = gt/2 = 2.45ms−1. With this
vertical velocity, a height of about 30 cm would be reached, regardless of
the system’s mass. A small bench top prototype is desired for testing, so
a jump height of 30 cm is considered unpractical. To lower the height,
an increase of the stepping frequency is required.

The designed one-legged hopper will be a planar mechanism. This
means it can be light, so that the required power and forces in the mech-
anism are as low as possible. To keep the number of joints (and thereby
the amount of friction) low, a parallelogram construction is chosen. This
ensures that the leg stays perpendicular to the ground, resulting in a
well-defined ground contact point. A spring placed in the diagonal of the
parallelogram allows energy storage during compression of the leg. To
be able to compensate for the friction and impact losses, a DCmotor can
be attached to one of the joints with minimal impact on the mechanism’s
behaviour.

A backdrivable parallel elastics configuration is obtained, so no hold-
ing torque is required to be able to store energy in the spring and, there-
fore, it also allows the leg to function without the motor.
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Figure 3.1 – Schematic diagram of the one-legged hopper. The three de-
grees of freedom are x and y for the translation of the body and the
angle θ of the leg. The relevant parameters are listed in Table 3.1.

§2.2 System

The prototype is lasercut from Delrin™ (Polyoxymethylene). The
low friction coefficient of this material allows efficient plain bearings
to be created by inserting metal rods through smooth drillholes. The
thickness for all structural members is 6mm, the driving axle is a�6mm
brass cylinder and the other joints are made with �3mm polished steel
cylinders.

Theprototype is attached to a 33 cm long aluminiumL-profile (20x20x2mm),
which pivots at the other end to allow upwards motion of the mechanism
while constraining the other degrees of freedom. A small Delrin™
cylinder with a diameter of 2.5mm is used to reduce the ground contact
area and minimise friction.

A relatively low transmission ratio of 1 : 2 is chosen between motor
and leg, to allow backdrivability while increasing the torque that can be
applied to the rotating elements. The motor used is a Maxon RE-Max
226806, which has a stall torque of 299mNm [3]. The sensor, an AMS
AS5045 rotary position sensor, is mounted collocated to the motor[2].

A schematic drawing of the mechanism is shown in Figure 3.1 and a
photograph of the actual prototype can be seen in Figure 3.2. Relevant
parameter values of the mechanism are listed in Table 3.1. The rotating
elements are present in an upper pair and lower pair, but in the table
their mass is combined as Ml.
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Table 3.1 – Properties of the mechanism.

Symbol Value with motor (without) Unit

Mb 370 (210) gram
Ml 28.0 gram
Mf 11.5 gram
L 8.0 centimeter
hv 6.0 centimeter
ha 7.4 centimeter
k 368.6 (184.3) newton/meter

Figure 3.2 – Photograph of the mechanism with the motor mount attached.
The green PCB holds the rotary position sensor. Themotor is mounted
behind the main body element, coaxially to the sensor.
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Figure 3.3 – Reduced mechanism for the analytical consideration. The
degrees of freedom q1 and q2 correspond to the translation of the
body x and y in Figure 3.1, q3 corresponds to the leg angle θ. The
relevant parameters are listed in Table 3.1.

§3 Method

§3.1 Analytical

To obtain an analytical description of the system, the Lagrangian equa-
tions are used to derive the generalised robotics equation:

M(q)q̈+ C(q, q̇)q̇+N(q, q̇) = F. (3.1)

For the analytical derivation of the impact loss, the mechanism is
reduced to the one depicted in Figure 3.3. This results in the following
terms forM, C andN:

M(q) =

(Mb +ML) 0 − sin(q3)γ
0 (Mb +ML) cos(q3)γ

− sin(q3)γ cos(q3)γ L2
(
1
4Ml +Mf

)
+ Ileg

 ,

(3.2)

C(q, q̇)q̇ =

 −q̇23 cos(q3)γ
−q̇23 sin(q3)γ

−q̇1q̇3 cos(q3)γ − q̇2q̇3 sin(q3)γ

 , (3.3)

N(q, q̇) =

 0
g (Mb +ML)
g cos(q3)γ

 , F =

Fx

Fy

τ

 , (3.4)

where γ = L
(
1
2Ml +Mf

)
, Ileg = 1

12MlL2 and ML = Ml +Mf.
This description of the system can subsequently be used to determine

the theoretical impact efficiency. To this end, the Pfaffian constraints
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of the system at ground contact are identified. In ground contact, the
system can be described by (3.1) extended with a constraint matrix A(q)
and corresponding constraint force λ:

M(q)q̈+ C(q, q̇)q̇+N(q, q̇) = F+ A(q)λ,

A>(q)q̇ = 0.
(3.5)

When contact is made with the ground, the foot (xf, yf) does not move
any more. The constraint equation for the system is then given by:

A>(q)q̇ =

[
1 0 −L sin(q3)
0 1 L cos(q3)

]q̇1q̇2
q̇3

 =

[
ẋf
ẏf

]
=

[
0
0

]
. (3.6)

The instantaneous impact is considered: let t− be the time just before
the impact and t+ the time after the impact. Equation (3.5) can be
integrated over time, under the assumption that q(t+) ≈ q(t−), because
t+ ≈ t−. This results in:

M(q)q̇
(
t+
)
−M(q)q̇

(
t−
)
= A(q)

∫ t+

t−
λ(t) dt, (3.7)

A>(q)q̇
(
t+
)
= 0. (3.8)

Left multiplying (3.7) byM−1(q), subsequent left multiplication by
A>(q) and substitution with (3.8) results in (q as argument left out for
clarity):

−
(
A>M−1A

)−1
A>q̇

(
t−
)
=

∫ t+

t−
λ(t) dt. (3.9)

Substituting (3.9) back into (3.7) allows the expression to be written
without the integral:

Mq̇
(
t+
)
−Mq̇

(
t−
)
= −A

(
A>M−1A

)−1
A>q̇

(
t−
)
, (3.10)

q̇
(
t+
)
=
(
I−M−1A

(
A>M−1A

)−1
A>
)
q̇
(
t−
)
. (3.11)

This result is an explicit equation that relates the velocity q̇ after the
impact to the velocity before the impact. By combining this relation with
the expression for the kinetic co-energy before and after the impact, a
relation for energy loss due to impact is found:

∆Ek =
1

2
q̇
(
t+
)>M q̇

(
t+
)
− 1

2
q̇
(
t−
)>M q̇

(
t−
)

(3.12)

= −1

2
q̇
(
t−
)> (A (A>M−1A

)−1
A>
)
q̇
(
t−
)
. (3.13)
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The impact efficiency η is expressed as the ratio of energy after impact
to energy before impact:

η =
E+

k

E−
k

=
E−

k +∆Ek

E−
k

. (3.14)

Substituting (3.11) into (3.14) leads to an expression of the form

ηfit = v0 (A cos(2θ)−B) , (3.15)

where A contains mass terms of the body, and B of the foot—the leg
inertia is present in both. This shows that some energy is always lost
(theB term), but the kinetic energy loss of the body depends greatly on
the leg angle at impact.

§3.2 Simulation

The mechanism described in 3.2.2 is modelled as four rigid bodies con-
nected by rotational joints. These are simulated in the modelling and
simulation package 20sim[29]. The properties of the elements are made
identical to the values from the prototype.

The ground contact is modelled as a combination of a Hunt-Crossley
model [69] for normal force (3.16) and Coulomb friction (3.17).

Fy = Kc · δ +Kd · |δ| · δ̇. (3.16)

Fx = −µ · Fy · sgn (vx). (3.17)

This ground contact is tuned such that a deflection δ of the foot is less
than 1mm into the ground and the ground contact is critically damped.
A linear guide is simulated by constraining all degrees of freedom but
the vertical translation; this guide is attached to either the foot or the
body element. The impact efficiency calculation is trivial, as the energy
in the system is known.

§3.3 Real World

The prototype, as described in Section 3.2.2: System, can also be used to
determine the impact efficiency in the real world. For these measure-
ments, the motor was removed and a spring with a lower stiffness was
used. Furthermore, a piece of nylon string was attached between the
other corners of the parallelogram to configure the impact angle.

The energy loss during the impact cannot be measured directly, but
needs to be calculated from other—measurable—values: only the angle
θ can be measured. In the following energy calculations, all mass except
the body mass is considered negligible.
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When the mechanism is dropped from a predetermined height (hdf,
measured from the foot down), the energy before impact is known. Just
before impact, at t = t−, the total energy E− consists of the kinetic
energy from the drop, the potential energy from the remaining height
and the energy stored in the spring (Eu):

E− = Ep + E−
k + Eu (3.18)

=
(
ha − L sin

(
θ−
)
+ hcom

)
Mbg +hdfMbg + Eu

(
θ−
)
.

Immediately after impact, at t = t+, the only term that is changed
(and therefore unknown) is the kinetic energy E+

k . An instantaneous
change is considered, so the angle is unchanged (θ+ ≈ θ−):

E+ = Ep + E+
k + Eu (3.19)

=
(
ha − L sin

(
θ+
)
+ hcom

)
Mbg + E+

k + Eu
(
θ+
)
.

After the impact, the leg continues to compress, up to the point of
maximum compression at t = t∗. At this point the kinetic energy is
zero.

E∗ = Ep + 0 + Eu (3.20)

= (ha − L sin(θ∗) + hcom)Mbg + 0 + Eu(θ
∗).

The energy terms (3.20) and (3.18) can be subtracted from each other
which, combined with θ+ ≈ θ−, results in:

E+ − E∗ =
(
−L sin

(
θ−
)
+ L sin(θ∗)

)
Mbg (3.21)

+ E+
k + Eu

(
θ−
)
− Eu(θ

∗).

The assumption is made that there is no energy lost during the com-
pression of the leg from after the impact up to the point of maximum
compression:

E+ ≈ E∗ (3.22)

With this assumption, expression (3.21) is equal to zero, which means
the termE+

k can be expressed as:

E+
k = −

(
−L sin

(
θ−
)
+ L sin(θ∗)

)
Mbg (3.23)

−
(
Eu
(
θ−
)
− Eu(θ

∗)
)
.

This shows that the kinetic energy in the system before the impact and
after the impact can be determined by only measuring the leg angle θ.
The impact efficiency can again be calculated with (3.14).
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Figure 3.4 – Plot of θ for all impact measurement tests. Every measure-
ment is represented by one semi-transparant line. The highest peak,
roughly around t = 0.1 s corresponds to t∗: the point of maximum leg
compression. The subsequent peaks are from bounces on the floor.

§4 Results

§4.1 Impact

To obtain values of the impact efficiency in the real world, the prototype
was dropped as described in subsection 3.3.3. Over 500 experimentswere
carried out with varying impact angles, logging the angle θ at 100Hz.

The measured angle profiles of all these measurements are shown
in Figure 3.4. Test runs with equal impact angles show almost identical
angle profiles, even though the setupwasmoved andmeasurements were
performed over a two-day timespan. This shows that the repeatability is
very high.

Impact efficiency
measurement

The impact efficiency for each test run is graphed in Figure 3.5a. The
analytical impact efficiency, as determined with (3.14) and (3.13), is also
plotted. Additionally, a least squares fit of (3.15) was made through the
points. This fit is made because the dynamics of the pivoting boom
are not considered in the analytical derivation. With slightly changed
parameters for A and B, this fit aligns well with the measurements.
However, the measurements seem to be somewhat skewed compared to
the analytical fit.

To investigate the cause of this skew, the dynamic model of Sec-
tion 3.3.2: Simulation was used to replicate these experiments in simula-
tion. In the theoretical consideration, the leg is unable to slip. However,
in the prototype, the body is constrained in rotation but the leg slides
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over the floor during the compression phase. As such, simulations were
performed with both the linear guide attached to the leg element and the
guide attached to the body element. The obtained impact efficiencies
are graphed in Figure 3.5b.

When the linear guide is attached to the foot element, the assumption
that no energy is lost during compression (3.22) is correct. However,
when the linear guide is attached to the body element, the foot is able to
slide over the floor, resulting in energy loss due to friction. This results
in the skewed line seen in Figure 3.5b. Surprisingly, the simulated impact
efficiencies were higher than expected from the theory. This can be
attributed to the visco-elastic ground contact model, which results in
less energy loss than the instantaneous impact used in the analytical
description.

§4.2 Hopping

The goal of the research is to obtain a hopping leg. Therefore, the
prototype was also used to attempt this hopping. The purpose of the
motor and controller is to inject energy into the system to compensate
for friction and impact losses.

Our approach is to use the motor to create a virtual spring with neg-
ative hysteresis, similar to [82]: we create the hysteresis not by switch-
ing the equilibrium position of the spring, but by changing the virtual
spring’s stiffness, as illustrated in Figure 3.6. The energy injected is the
area enclosed by the curve and is thus directly dependent on the amount
of hysteresis. The virtual spring allows us to change the effective leg
stiffness and thus change the resonance frequency.

Simulation of hopping

The measurements of the hopping are shown in Figure 3.7. The
frequency of hopping is around 2Hz so only slightly higher than our
original goal of 1Hz. The hopping achieved in the simulation is also
graphed; these results are in close agreement with the measurements.

The hysteresis required for hopping was very large and the stiffness
during the compression phase was even negative. An adverse effect of
the large hysteresis, combined with the low transmission ratio, is that the
motor almost continuously has to deliver maximum torque. This quickly
heats up the motor, which means sustained hopping is not possible.

Hopping experiment

Why this large hysteresis is required is not immediately apparent.
The impact efficiency is obviously very good, as seen in Figure 3.5a.
There is some friction in the joints, but it is very low: Figure 3.4 shows
the hopper completely clears the ground once or twice, without any
energy injection. This can only mean that the problem is in the drive-
chain: the low transmission ratio results in a very high motor torque,
thereby operating the motor in a very inefficient region. Increasing the
transmission ratio would increase the efficiency of the motor, but is
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(a) Calculated impact efficiencies from the analytical model, as measured
and a fit through the points.
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(b) Impact efficiency as found with simulation, compared with analytical
results. Simulations performed with the linear guide attached to either the
body element or the foot element.

Figure 3.5 – Impact efficiency calculations, measurements and simulation
results. The impact efficiency is defined as η = E+

k /E−
k .
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Figure 3.6 – Diagram of the virtual spring created inside the controller. If
the leg starts compressing at θ = 0, the stiffness is low (klow) up to the
point of maximum compression. At this point the controller increases
the virtual spring stiffness to khigh and the leg starts extending back
to the origin.
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Figure 3.7 –Comparison between the simulated hopping andmeasurements
of the hopping prototype. At the top: leg angle θ against time, at
the bottom the phaseplot of θ. The mechanism is clear of the ground
around θ = −0.5, where the leg reaches its maximum extension
before the motor is used to hold the leg at θ = −0.5.
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Figure 3.8 – Left: the current prototype. With a relatively low transmission
to allow backdrivability the motor has to rotate slowly and is far from
its optimal operating speed. Right: proposed new design with series
elastics. A higher transmission is possible, resulting in higher motor
speeds and the backdrivability is maintained by the spring in series
with the transmission.

detrimental to the backdrivability of the mechanism and results in higher
impact losses. Instead, we propose a new design where the drive-chain
includes a series elastics element, allowing a high transmission ratio
while retaining backdrivability. Figure 3.8 illustrates this concept.

§5 Conclusion

We have designed and constructed a simple and affordable leg mechan-
ism for resonance-based locomotion. A mathematical description of this
mechanism was derived, ultimately leading to an expression for the the-
oretical impact efficiency. The proposed mechanism was built and used
to compare this analytical expression to the real world. The measured
results were found to correspond well with the theoretical expectations.

The mechanism was also shown to be capable of hopping. However,
the low motor speed and consequently high torque requirements result
in the motor heating up. This problem cannot be fixed by increasing the
transmission ratio, as this affects the backdrivability of the drive-chain.
We intend to solve this problem with a combination of a series elastics
drive-chain and parallel stiffness.

With this work, we have gained more insight into the impact loss
of mechanisms for legged locomotion. Currently we are developing an
improved prototype for use in a combination of such hoppers, which
will be used in experiments that aim to realise graceful, resonance-based
locomotion.
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Spine

In high-speed locomotion, control is best shared between “brain” and
“body”: if the natural body dynamics already exhibit desired behaviour,
control action can be restricted to stabilising this behaviour, or providing
energy to keep it going. This morphological computation can be modelled
and designed using Port-Hamiltonian systems (PHS) theory, since the basis
of both is the interconnection of dynamic elements. In this chapter, we
explore the application of PHS to morphological computation, showing that
a three degrees-of-freedom elastic spring functioning as spine in a quad-
rupedal robot can lead to forward locomotion—without any complicated
control action whatsoever.

This chapter was published in Folkertsma, Schaft and Stramigioli [46].
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§1 Introduction

Usually, control in robotics focuses on measuring the system state and
providing a feedback through actuators; stabilising at a position, follow-
ing a desired trajectory or realising a controlled impedance. For some
years now however, a new field of embodied artificial intelligence ormorpho-
logical computation has begun to develop, wherein it is recognised that the
morphology of the robot itself has a large influence on the behaviour; and
that control of the robot could—or rather, should—be shared between
“traditional” control and the morphology of the robot ([104]). Good
examples of research into this intelligence embodiment include the ro-
bots “Puppy” of [72] and“Scout” of [108], both bounding quadrupeds
with active hip joints and passive sping-like legs; the“Salamander”, a
undulatory walking and swimming robot in [73]; and the kangaroo-like
resonance-based robots of [85].

The aim in our project is to design a quadruped robot, a “cheetah”,
exhibiting very fast locomotion with a low energy cost. We believe that
in order to achieve this, the desired behaviour (bounding or galloping)
has to be at least partly present in the natural dynamics of the system.
An energy-based modelling approach is a natural choice when studying
energy-efficient locomotion. Port-Hamiltonian Systems (PHS) theory
should be very suited for studying morphological computation, consid-
ering the similarity between them: exploiting natural body dynamics
means obtaining desired behaviour by choosing a proper morphology,
in other words the interconnection of e.g. masses and springs; PHS theory
explicitly expresses, in an energy-consistent way, the interconnection of
various energy storage elements, such as masses and springs, mathematic-
ally represented by a Dirac structure ([26, 123]).

In this chapter, we investigate the effect of an elastic spine on quad-
rupedal running. It is shown that an otherwise completely symmetrical
robot model exhibits desired behaviour—forward locomotion—through
an asymmetry introduced by an elastic spine. Furthermore, we show that
Port-Hamiltonian systems theory, especially in the form of geometrical
bond graph modelling, is an excellent way of investigating and designing
highly dynamical systems with embodied intelligence.

It has already been shown in multiple quadrupedal runners that an
elastic rotational joint in the body or an actuated rotational spine can
improve performance: see for instance [33, 24, 109, 61]. However, in this
case the spine is a full-dimensional spring with both rotational and trans-
lational compliance—moreover, it is solely responsible for any forward
locomotion, being the only asymmetry in the model.

Note that, in the final system, control will be shared between“body”
and“brain”, where the body—through morphological computation—
crudely generates the desired locomotion behaviour, while a separate
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controller, the “brain”, will be used to stabilise the gait. This chapter
addresses the first part, the high-speed morphological computation.

§1.1 Geometrical bond-graph modelling

Bond graphs are a graphical, energy-consistent modelling language,
where storage elements, frictional elements and energy sources are inter-
connected by bonds that describe power flow between those elements,
in the form of effort and flow: generalised force and velocity. The bonds
can go through a transformer or gyrator to interface different physical
domains or to model power-continuous transformations. In geometrical
modelling*, the effort is a wrench and the flow is a twist, both of which

* The application of
Port-Hamiltonian Sys-
tems on manifolds

have a geometrical interpretation of a screw ([141]). Geometrical reason-
ing gives direct insight in how to model motions, coordinate transforma-
tions and, as is shown later in Section 4.2.1: Spine, a three-dimensional
spring ([42, 141]).

Straight running happens mainly in the sagittal plane, so considering
the large number of parameters associated with the elastic spine, the
quadrupedal robot is modelled in the sagittal plane only. Coordinate
frames are indicated by Ψi, Ψj with a coordinate change from frame
i to j represented by a 3 × 3 homogeneous matrix Hj

i ∈ SE(2). The
velocity of a body A with respect to body P , expressed in Ψk can be
expressed as a twist kTP

A ∈ se(2). Wrenches are elements of se∗(2);
kWA is a wrench exerted on bodyA, expressed inΨk.

Coordinate transformations of twists and wrenches are calculated by
the Adjoint map ([39]):

jTP
A = AdHj

i

iTP
A ; jWA = Ad>Hi

j

iWA (4.1)

§2 Model

As explained in the introduction, the quadruped robot is modelled in
the sagittal plane and as such is two-dimensional. It consists of intercon-
nected rigid bodies and is fore–aft symmetrical, with exception of the
spine.

Bodies

Both the anterior and posterior part consist of three rigid bodies: the
body, the leg and the foot, respectively indicated with “body A/P”,
“lA/P” and “fA/P” in Figure 4.1. Dimensions and inertial properties
of these bodies can be found in Table 4.1 and were chosen to result in a
realistic robot model.
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body P

lP

fP

l F

body A

lA
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l F

spine

Ψ0
x

y

Figure 4.1 – The two-dimensional quadruped robot model. All joints are
equipped with passive, linear springs; the ankle joints also feature a
force actuator.

Table 4.1 – Body dimensions and inertial properties.

Width Height Mass Inertia

Body 0.5m 0.2m 1 kg 0.02 kgm2

Leg 0.5m 0.1m 0.5 kg 0.02 kgm2

Foot 0.01m 0.01m 0.05 kg 0.001 kgm2
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Springs

Stiffness parameters for the hip (Kh) and ankle (Ka) joints are listed in
Table 4.2 and were chosen as follows. Firstly, the ankle springs should
carry the full body weight without having the feet hit the legs, whilst
facilitating bouncing and a stance time that is long enough to allow the
controller (see Section 4.2.2: Control) to insert a sufficient amount of
energy. A maximum deflection of 25 cm provides enough stance time.
[25] found that during running, the ground reaction force is typically 3–5
times the body weight, so a stiffness of 300Nm−1 allows for 25 cm of
spring deflection.

The hip spring stiffness was chosen such that it allows large deflection
during running (±45°) but does not collapse under the body weight. For
anteroposterior stability during running, the rest configuration points
the legs slightly outward (5°) for a wider stance.

Table 4.2 – Stiffness parameters. Rest configuration is the distance between
the foot and the bottom of the leg for ankle springs; the outward
rotation (extension) for hip springs.

Hip spring Ankle spring

Stiffness 33Nm rad−1 300Nm−1

Rest configuration 5° 25 cm

§2.1 Spine

The spine is modelled as a geometric spring parameterised by a centre of
compliance, where the spring locally behaves as a decoupled rotational

stiffness kz and translational stiffness Kt =

(
kx 0
0 ky

)
. The elastic

wrench is applied in frames Ψi and Ψj that are connected to body A
andB respectively; the minimal-energy configuration i.e. equilibrium
position is whenΨi andΨj coincide and thusHj

i ,eq = I3. See Figure 4.2
for a schematic drawing.

For the three-dimensional case an expression for the elastic wrench
is known to be ([141]):

iW =
(
mi f i

)
(4.2)

m̃i = −2 as(GoR
j
i )− as(GtR

i
j
jp̃i

jp̃iR
j
i )− 2 as(Gc

jp̃iR
j
i )

f̃ i = −Ri
j as(Gt

jp̃i)R
j
i − as(GtR

i
j
jp̃iR

j
i )− 2 as(GcR

j
i ),
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Figure 4.2 – A 3-DoF spring between front and rear body forms the spine.
The elastic wrench generated by this spring is given in (4.3)

where Hj
i =

(
Rj

i
jpi

0 1

)
∈ SE(3) and G{o,t,c} are the co-stiffness

matrices for orientational, translational and coupling stiffness, respect-
ively. as(M) is an operator that returns the antisymmetric part of a
matrixM : 1

2 (M −MT ). The tilde form ṽ is a 3× 3 skew-symmetric
matrix for which holds ṽw = v × w, if v and w are three-dimensional
vectors.

In two dimensions, (4.2) reduces to a 3-DoF elastic wrench:
iW = (mi

z f
i) (4.3)(

0 −mi
z

mi
z 0

)
= −2 as(GoR

j
i )− as(Gtww

>) (4.4)

f i = −1

2
Ri

jKt
jpi −

1

2
KtR

i
j
jpi (4.5)

where w := Ri
j

(
0 −1
1 0

)
jpi is a vector that is used to calculate the

moment resulting from the translational forces of an anisotropic spring.
The coupling termGc drops out because it models a coupling between
translation along an axis and the torque around that axis and vice versa—
a screw motion—which is impossible in 2-D.

Of course, Hj
i =

(
Rj

i
jpi

0 1

)
∈ SE(2) in this case and the co-

stiffness matricesG• are given by (4.6).

Gt =
1

2
tr(Kt)I2 −Kt; Go =

1

2
kzI2 (4.6)

The iW of (4.3) is the wrench applied on frame i (which is connected
to body A) expressed in the same frame; to obtain the wrench exerted
on body B it has to be transformed using the Adjoint ofHi

j :

jW = AdHi
j

>iW. (4.7)
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Note that the Centre of Compliance is characterised byHP
i andHA

j :
whenHj

i = 0, framesΨi andΨj coincide with the CoC.

§2.2 Control

We want any locomotion to be the sole result of inherent body dynamics,
so the controller should not aim for forward motion but merely excite
the system enough to facilitate spontaneous locomotion. The controller
therefore only tries to keep the total system energy constant to com-
pensate for friction and impact losses. In order to be able to implement
the controller also on a real system, it will not have access to full state
information; therefore an estimate for total system energy has to be used.
We choose a collocated control architecture where the only sensor is
located on the ankle joint and measures displacement q and velocity
v = q̇. Combined with the actuator force, this results in a proper power
port.

DS Environment

Energy controller

eS

fS

eI

fI

e C f C

Figure 4.3 – The system in a general PHS view: the controller injects or
extracts energy through the control port, aiming to keep the total
system energy in S constant. This energy is estimated once every
stride, solely using information available from the control port.

The controller tracks the maximum ankle spring compression during
stance qmax, which is a measure for the energy stored in the spring and—
considering the vertical speed is zero at this instant—also a measure for
the total system energy. This leads to an energy error:

Ẽ = Emax − E∗ =
1

2
Ka(qmax)

2 − 1

2
Ka(q

∗
max)

2 (4.8)

whereE∗ and q∗max are the desired energy and spring compression. This
energy Ẽ is the surplus (when positive) or shortage (when negative) of
system energy, so the actuators have to remove or inject this energy,
respectively. While the foot is on the ground, the ankle force actuator
can insert or extract energy from the system during a time τground. The
power that the actuator must supply during stance is therefore given by
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(4.9), where τground is the stance time.

Pc =
−Ẽ
τground

(4.9)

Since P = 〈e, f〉 = F>v, the force for the actuator is found through
(4.10). Infinite control effort is prevented when v ≈ 0.

Fc =

{
Pc

v |v| > ε

0 |v| < ε
(4.10)

Figure 4.4 shows a block diagram of this energy controller. It should be
noted that qmax can only be determined once per stride. Therefore, the
energy error is fed through a PI controller that updates once per stride.
The force on the other hand is updated constantly throughout the stride
according to (4.10) and set to 0 if the foot is not on the ground.

max
stance

(q)q Ka

2 q2max PI

v

limit F
÷

q∗max
Ka

2 q∗ 2
max

+

E∗

− ×

Figure 4.4 – Block diagram of the energy controller; inputs q and v are the
ankle joint position and speed; output F is the ankle actuator force.
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§3 Experiments

The robot model is put through a number of simulation experiments, to
investigate the existence of morphological computation and to optimise
the performance of the robot. In this section the in silico experimental
set-up is explained first; then simulation results are presented.

§3.1 Simulation

The bond-graph model of the robot is simulated using the program
20-sim, a multi-domain numerical simulation package by [29]. The
ground contact model used is a visco-elastic Hunt–Crossley model in
the vertical direction and a Coulomb friction model for the horizontal
forces, according to [52]. Figure 4.5 shows a visualisation of the robot
model.

Figure 4.5 – Visualisation of the robot model in the simulation program.

Controller validation

Firstly, a short experiment was carried out to validate the functioning
of the energy controller. During one of the running experiments, the
true total system energy* was calculated using the complete system state.

* Consisting of kinetic
energy for the bodies
and potential energy
for bodies and springs.Figure 4.6 shows this energy and energy levels calculated in the controller

for one leg. The lower plot show Pc and the actually injected power,
Pactual = F>v—the dip at mid-stance is caused by the limited control
force from (4.10)

The graphs show thatEmax is indeed a good estimate of half the total
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system energy, i.e. the energy in one anterior or posterior part. Also, the
proposed controller is capable of maintaining a constant energy level and
can cope with setpoint changes, if necessary. Notice that the calculated
energy level Emax always lags behind 1 stride, because the maximum
spring depression is only known after the ground contact phase has
ended. Also, the controller can only inject energy when there is ground
contact.
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Figure 4.6 – Validation of the energy controller. The top graph shows
the energy “setpoint” E∗, the maximum ankle spring energy after
each stride Emax and Etot, the actual total system energy based on
the complete model state. The bottom graph shows control power
setpoint Pc and actually injected power Pactual.

Experiment description

The goal of the simulation experiments is to findmorphologies for which
the natural body dynamics result in forward locomotion. The model
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is completely symmetrical except for an asymmetry introduced by the
spine, the 3-DoF elastic wrench of (4.3). The three stiffness parameters
kz, kx and ky together with a 2-dimensional Centre of Compliance loca-
tion result in a rather large parameter space to search. However, because
the model is simulated in the sagittal plane, multiple simulations can be
carried out relatively quickly.

The strategy is therefore to start with a course parameter grid, search-
ing these five parameters in five steps over a reasonable range as shown in
Table 4.3. From this initial search, promising regions in this 5-dimensional
space are selected for finer searching and optimisation.

Each experiment is identical, save for parameter changes: the robot
starts at x = 0 with the feet 25 cm above the ground, with zero initial
velocity. The performance is the horizontal distance covered in 6 s; an
experiment is considered a failure (performance := 0) if the robot falls,
defined when any body’s centre of mass goes below y = 0m.

Table 4.3 – Parameter range for initial search; the parameters are varied
linearly over this range in 5 and later 20 steps. CoC location (0, 0)
corresponds to the frontal end of the posterior body.

parameter kz kx ky CoCx CoCy

unit Nm rad−1 Nm−1 Nm−1 m m

minimum 15 50 100 -0.5 -0.5
maximum 35 150 300 0 0.5
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§3.2 Results

The results of the coarse parameter search are presented in Figure 4.7,
where the averaged performance is shown for each parameter: for each
parameter value, the top 40% of the runs where the parameter had that
value is averaged, to convert the (5+1)-dimensional data into a readable
graphic. One obvious finding but good to verify nonetheless is that the
performance is 0 for CoCx=0m, because this introduces no asymmetry
at all.

kz kx ky CoCx CoCy

3
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6

7

run 1–5 per parameter

Pe
rf
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m
an

ce
(m

)

Figure 4.7 – Averaged performance of the top 40% runs for indicated para-
meters. Each bar corresponds to the trials where the corresponding
parameter is varied according to Table 4.3. The performance for the
final run of CoCx was 1.8m and does not fit in the graph.

Based on this first search, the stiffness parameters were frozen to
do a fine search and optimisation for the location of the CoC, because
the latter has the most influence on asymmetry and locomotion shape.
The values chosen are kz = 25Nm rad−1; kx = 150Nm−1; ky =
250Nm−1. The result of this search is shown in Figure 4.8 with the
performance, i.e. distance covered in 6 s on the vertical axis.

This 3-D plot is a bit hard to read, so instead it is interesting to see
whether there are regions for the CoC where the robot shows good
performance, i.e. the peaks of the graph in Figure 4.8. Figure 4.9 shows
those CoC locations where the performance was at least 60 % of the
maximum performance.

It is clear that there is a large region where the asymmetry introduced
by the spine results in consistent forward locomotion: if the Centre of
Compliance lies somewhat below the posterior body’s centre of mass,
the robot model accelerates from a complete standstill to a speed of over
2m s−1. There is also a second, smaller region above the posterior body
that leads to forward locomotion: the gait there is different, and the
distance covered less. Figure 4.10 shows frames of a visualisation of the
running robot model.
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Figure 4.8 – Fine CoC location search (20 steps) with fixed stiffness para-
meters.
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Figure 4.9 – Thresholded performance of Figure 4.8, showing only those
CoC locations where the covered distance was at least 60 % of the
maximum. Contour lines are shown for 40 and 60 %.
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Figure 4.10 – Stills from a visualisation of the robot, showing a gait cycle
typical for the high-performance CoC region.

§4 Conclusion

§4.1 Conclusions

In this chapter, we have shown a way to model and parametrise an elastic
spine; and that this spine can lead to forward locomotion. In an other-
wise completely symmetrical model, the morphological computation
introduced by the spine led to natural body dynamics resulting in for-
ward locomotion. The energy-based controller injected energy into the
system to keep the total constant, compensating for friction and impact
losses and otherwise not pushing towards a certain gait.

Furthermore, we have successfully used the Port-Hamiltonian Sys-
tems theory in combination with geometrical bond graph modelling
for design and analysis of the robot model, opening the way for more
high-speed morphological computation analyses and designs.

Running simulation
§4.2 Future work

In the future, wewant to take the approachwith geometric spring further:
we are most interested in using this framework to investigate morphosis,
i.e. the active changing of morphology. It is theoretically possible to
change the Centre of Compliance on a running system, by adding two
power ports to the elastic element (see Figure 4.11 for a conceptual draw-
ing). In this way, HA

i and HB
j can be influenced—what’s more, by

choosing a proper interconnection for these ports it is possible to do so
in a power-continuous way. Hence, it is possible to control the elastic
wrench without using any energy. If the elastic forces can be shaped so as
to generate high-speed locomotion, high performance can be obtained—
without using any additional energy!

On the theoretical/simulation side, we are looking at ways to improve
this locomotion by designing a more intelligent controller that aims to
turn this “crude” system behaviour, induced by natural body dynamics,
into a properly stabilised limit cycle.
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ΨA ΨBΨAc ΨBc

TA
Ac TA

Bc

Figure 4.11 – A conceptual drawing of a spring with changeable CoC
through two additional power ports.

At the same time, we are working on a prototype sagittal-plane runner
that can demonstrate the practical feasibility and—hopefully—effectiveness
of the elastic spine. The first step, literally, was to design a one-legged
hopper that is suitable for resonance-based locomotion [163]. Current
research focuses on practical implementations of a spring with adjustable
centre of compliance.
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Chapter 5

Synchronisation

Synchronisation is an important phenomenon when studying multiple dy-
namic systems: it describes whether the systems “move in lock-step.” Our
motivation to study synchronisation stems from legged locomotion: gait
patterns describe a desired “phase difference” between the legs. In this
paper we give a novel, geometric definition of synchronisation and phase,
which can be applied to define and achieve synchronisation of arbitrary limit
cycles. From a control-by-interconnection perspective, we aim to create
and synchronise limit cycles of dynamic systems in a power-continuous way.
We show several examples of power-continuous synchronisation: synchron-
isation of dynamical systems achieved without using external energy. The
new geometric definition is a coordinate-free description of synchronisation
that gives insight into the concepts of synchronisation, phase and phase
difference, that can be applied to all synchronisation problems. For us, it
opens the way to better-performing legged locomotion.

This chapter has been submitted to the International Journal of Robust and
Nonlinear Control in January 2017.
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§1 Introduction

Synchronisation is “The operation or activity of two or more things
at the same time or rate,” according to the dictionary ([136]). It is an
important phenomenon in the behaviour of multiple dynamic systems:
when systems act in concert, they are synchronised. Or, when they have
to act in concert, they must be synchronised.

Synchronisation is studied in many fields: in robotics, where mul-
tiple “agents” have to work together (e.g. [115]), or to solve the age-old
mystery of Huygens’ synchronised pendulum clocks ([66]). In biology,
synchronisation is studied both inter- and intra-organism: neurones ex-
hibit synchronisation phenomena, [53]; fireflies blink in a synchronous
manner, [89]. The electricity grid consists of multiple generators that
have to be synchronised to each other, something that will become a
larger challenge with many localised generators (wind turbines, solar
panels); see [14, 124, 11].

§1.1 Synchronisation in dynamic locomotion

Ourmotivation for studying synchronisation stems from (energy-efficient)
dynamic locomotion. With dynamic locomotion, we indicate that the
feet are not simply position-controlled, like when walking, but that the
dynamics of the whole robot play a significant effect in the trajectory of
the feet. In locomotion, all limbs have to move in a certain gait pattern,
so they have to be synchronised. A running quadruped, for example
a cheetah, can be seen as a collection of rigid bodies all executing syn-
chronised limit cycle oscillations: the anterior and posterior body move
with the spine; the legs execute a galloping footfall pattern; even the
separate parts of each leg are locked in a periodic motion.

Because the system dynamics have such a high influence in dynamic
locomotion, the overall goal is to (physically) shape them such that the
inherent, natural dynamics exhibit much of the desired dynamics: lo-
comotion. This methodology is called“morphological computation,”
because the morphology of the robot takes over“computation” from the
control algorithms; [104]. The central role of morphology—the inter-
connection of masses and springs—motivates a modelling and control
framework wherein this interconnection is explicit and central: Control
by Interconnection; [95]. In this framework, (sub)systems and control
algorithms are interconnected by power ports, which has the added be-
nefit of giving direct insight into energy flows in the system. This in turn
gives insight into—and possibly control over—energy-efficiency. Using
this methodology and framework, in [46] we showed successful morpho-
logical computation in the spine of a planar cheetah robot. However,
synchronisation between the anterior and posterior leg was an emergent
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behaviour, depending on the initial conditions. Often it was chaotic or
unstable: the performance of the quadruped may be greatly improved if
there is more control over the synchronisation.

§1.2 Related work

There is a large amount of publications on synchronisation phenomena.
A well-known synchronisation model is the Kuramoto model ([79]),
treated in detail in [31], where the systems-to-be-synchronised are phase
oscillators of the form

θ̇i = ωi + u, (5.1)

where u is an input term depending on the coupling of the individual
oscillators. Further work on Kuramoto models is presented in [1, 147],
with extended results on stability and collective synchronisation. Al-
though the phase oscillator of (5.1) is a simple system, it can be used to
describe the“phase behaviour” of many periodic systems, where ω is
each system’s oscillator frequency [152].

The phase behaviour is not always an adequate description of the
system dynamics, for example because the coupling between the subsys-
tems has a significant effect on their dynamics. In this case, the systems
are often identical oscillators that have to become synchronised, i.e. the
state or output of each system has to become equal. Some examples
are [148] (Lur’e systems), [99, 100] (chaotic systems) and [121] (linear
systems). Since the systems are identical and a large number of systems
is considered, the focus in these papers is on the network structure that
connects the systems. Each system’s (identical) control law, in combina-
tion with the interconnection, is used to obtain consensus on state x or
output y of each system; [92, 27]. Consensus on xmeans:

lim
t→∞

xi(t) = x̄(t), (5.2)

i.e. all evolutions of the coupled systems tend to the same solution.
For the Kuramoto model, it is also clear what synchronisation means:

the rate of each phase oscillator becomes equal. For the more complic-
ated dynamic models, it is more difficult: what is the phase of a random
oscillator or arbitrary limit cycle? If different systems have to be syn-
chronised, or if a phase difference is desired, consensus is an insufficient
description of synchronisation. [116] proposed to use the instantaneous
amplitude and phase of an arbitrary signal, to define phase and phase
difference. The drawback is that the signal analysis has little relation with
the actual system and systemdynamics. In [15], a very generic and formal
definition of synchronisation is presented: functionals on the outputs
of the systems, possibly time-shifted, define whether the systems are
synchronised. This definition of synchronisation is much closer related
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to the system dynamics, but is still a very coordinate-dependent defini-
tion and does not give much geometric insight into the synchronisation
phenomenon. Control of oscillating systems is studied in [133] and [132].
Here, synchronisation is regarded as convergence of the trajectories to a
diagonal set in the state space of the overall system.

In [47] we showed a method for power-continuous synchronisation of
mass-spring oscillators and applied it on two“hoppers” that modelled
two legs of a quadruped. In this work, we will extend this work to the
power-continuous synchronisation of dynamic systems with arbitrary
limit cycles.

§1.3 Problem formulation

We will investigate the generation and mutual synchronisation of limit
cycle oscillations. Although the application in mind is dynamic loco-
motion, the approach is more general. First, we aim to define synchron-
isation of limit cycles in a coordinate-freeway (Section 5.2: Synchronisation).
Then, we use some example systems to study how limit cycles may be
generated and how these limit cycles may be synchronised, both in a
power-continuousway (Section 5.3: Van der Pol oscillators and Section 5.4:
Circling masses).

As a graphical notation for both the dynamic systems and the Control-
by-Interconnection controllers, we use bond graphs ([98, 18]). This
notation method has close ties with Port-Hamiltonian Systems theory,
[123]. In both frameworks, system dynamics are characterised by energy
functions, theHamiltonian, and interconnection between energy-storage
elements. Figure 5.1 shows the problem set-up: two systems,Σ1 andΣ2,
have some periodic behaviour. This limit cycle behaviour may be created
or stabilised by a controller Ci. The two systems are interconnected by a
synchronisation controller, Csync. The aim is to:

1. generate or stabilise periodic behaviour of the system Σi by con-
troller Ci, if necessary;

2. define a“phase” for this periodic behaviour (limit cycle);

3. synchronise the two systems by regulating the“phase difference.”

All of this should be accomplished in a power-continuous way, in other
words: the controllers may only modulate the interconnection structure
and thereby “direct” the energy flow; not modify the actual energy
contents of the system.
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CsyncC1 C2

Σ1 Σ2

Figure 5.1 – The lay-out of the problem: two systems with periodic
behaviour—whether or not caused by a controller Ci—synchronised
by a controller Csync. The double bonds between the subsystems in-
dicate power interconnections and consist of a power-conjugate pair
of variables, like force and velocity.

§2 Synchronisation

The answer to the problem, as is often the case, starts with finding the
right question. The answer to the synchronisation problem, therefore,
starts with the question: what is synchronisation?

We propose a geometric definition for synchronisation. In the follow-
ing definition, the dynamic systems are expressed in thePort-Hamiltonian
System formulation, but the synchronisation is independent of this for-
mulation.

Definition 1. Given two systems Σi i = 1, 2 as follows:

ẋi(t) =
[
Ji(xi)−Ri(xi)

]∂Hi(xi)

∂xi

+ gi(x)ui(t) (5.3)

yi = g>i (x)
∂H>

i (xi)

∂xi

where xi ∈ Xi, some metric space. Take ui(t) ≡ 0.
Suppose that the two systems both have at least one stable limit cycle

`i ∈ Xi, a closed trajectory in the state space of system i. Due to the
topology of `i it is possible to consider homeomorphic maps Φi : `i →
S1;xi 7→ si, which map a point on the limit cycle to a point on a circle.

Let’s indicate with Θ : S1 → S1 a homeomorphic map. We call the
systems synchronised forΘ if the following holds when both systems are
in their limit cycle `i:

x2(t) = (Φ−1
2 ◦Θ ◦ Φ1) x1(t) ∀t (5.4)

The drawing in Figure 5.2 illustrates this definition: Φmaps each limit
cycle to a circle, and between these mapped limit cycles there exists a
constant mapΘ. It is not necessary to first map `i to S1, but doing so
makes comparison of different limit cycles easier.
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X1

`1

S1

Φ1

X2

`2

S1

Φ2

Θ

Figure 5.2 – Two systems are synchronised if there is a homeomorphic
map between their periodic trajectories, or—equivalently, but more
intuitively—between the mappings of their limit cycles to S1.

Definition 2. Letφi be the local coordinate onS1of themapped limit cycle,
i.e.

φi := Φi(xi). (5.5)

φi is called the phase of Σi. A straightforward coordinate choice for the
synchronisation mapΘ is the difference of φi,

θ := φ2 − φ1, (5.6)

which we call the phase difference.

A possible choice for the parametrisation is normalised time:

φi =
t− t0i
Ti

(5.7)

where t0i is the time when the xi(t) passes a particular point x0 on the
limit cycle; Ti is the period of `i. Because point x0 is passed every cycle,
t0i is reset every period and thus φi ∈ [0, 1).

Theorem 5.2.1. The systems of Definition 1 can be synchronised under
either of the following necessary and sufficient conditions:

a) T1 and/or T2 can be changed continuously, at least enough to make
T1 equal to T2;
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b) T1 = T2 = T and the basin of attraction of at least one of the limit
cycles allows a temporary deviation that causes a required change
∆T from the normal period.

Proof. For case b, it is clear that the phase difference θ is constant if both
systems are on their limit cycle:

φ2 − φ1 =
t− t02
T2

− t− t01
T1

=
t01 − t02

T
(5.8)

Furthermore, a small disturbance to one of the systems that causes a
temporary deviation∆T from the period Ti will change t0i . Doing this
in such a way that

t01 = t02 + θsT (5.9)

will result in two synchronised limit cycles with desired phase difference
θs:

θ =
t01 − t02

T
=

t02 + θsT − t02
T

= θs. (5.10)

For case a, the proof is equal to case b when T1 and/or T2 is changed
such that T1 = T2 = T and ∆T is a direct result of influencing T1

and/or T2.

The theorem makes clear that two systems can be synchronised if
their period is equal. The phase difference may be controlled if the
period of at least one of the systems can be influenced, to control the
time delay and thus phase. However, this time-based definition of phase
is not very much connected to the system dynamics.

A better definition for the phase would depend on the state xi. The
problem is that it is often non-trivial to assign a phase φi to the current
state of Σi, especially when (as in case b) the system is not currently on
the limit cycle. However:

Corollary 5.2.2. If a continuous surjective map fromXi to S1 is defined,
and the restriction of this map to `i is homeomorphic to S1, then a syn-
chronising controller Csync can be found for systems, as described in The-
orem 5.2.1.

§2.1 Extension to off-limit cycle

Definition 1 defines synchronisation when the systems are on their limit
cycle, i.e. only for xi ∈ `i. This is because the limit cycle is topologically
equivalent to S1, so the map Φi can always be defined. However, when
the system is not on its limit cycle (yet), the map Φ : `→ S1 cannot be
used. This is also the case when the system is actively perturbed from
the limit cycle to achieve synchronisation, as in Theorem 5.2.1. Especially
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in the latter case, it is essential to define the phase and phase difference
also when xi /∈ `i, as proposed in Corollary 5.2.2.

A projection of Xi → `i would suffice, but this projection cannot
necessarily be defined globally as a continuous surjection, depending
on the topology of Xi. Instead, we assume the system to stay close
to the limit cycle1. Let Li be a submanifold of Xi such that `i ∈ Li.
Furthermore, Li is a fibre bundle defined by projection πi : Li → `i,
with base space `i and fibres π−1

i (li), li ∈ `i. Now we can define a new
phase map Φ′

i : Li → S1:

Φ′
i := Φi ◦ πi. (5.11)

Due to the structure of the fibre bundle, this map is a continuous surjec-
tion and thus we can determine phase, phase difference and synchron-
isation when xi ∈ Li.
L defines a“tube” around the limit cycle (see Figure 5.3). The size

cross-section of the tube depends on how“close” the system is going to
stay to the limit cycle. If L is in the limit cycle’s basin of attraction, then
the active synchronisation control of Theorem 5.2.1-b stays within L.

L

V (x)

H(x)

l

x

π

`

Figure 5.3 – Definition of a “tube” L around the limit cycle ` by means
of a fibre bundle. Using this structure, the tangent space TL can be
decomposed into a horizontal and vertical part; then, the horizontal
part can be mapped to the limit cycle (T`) and thus to TS1.

§2.2 Tangent maps

A natural phase control method is allowed when there are also tangent
maps from the limit cycle and its neighbourhoodLi to S1. For the defin-
ition of synchronisation, the maps Φi andΘmust be homeomorphisms.

1The metric to define closeness depends on the system in question. In the port-
Hamiltonian formulation, the metric could be defined using the HamiltonianH(x): the
boundary of the “tube” can be a“level set” of energy.
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If the maps are diffeomorphisms, then there also exists a natural map
for the tangent spaces T`i. This tangent map must be extended to Li

to allow phase control when xi is not exactly on the limit cycle. If an
Ehresmann connection is defined on Li, the tangent space to Li can be
split in horizontal and vertical parts:

TxL = H(x)⊕ V (x). (5.12)

H(x) is the tangent space that is parallel to the limit cycle (Tx` =
H(x), x ∈ `); V (x) is the vertical tangent space, along the fibres. (See
also Figure 5.3) The tangent vector for any point li ∈ L can be projec-
ted on the horizontal space. Finally, this horizontal part hor vi, of any
vi ∈ TLi, can be mapped to TS1 using the diffeomorphism Φi. Al-
though the formulation is different, this “tube” and the decomposition
into horizontal and vertical, or parallel and transverse parts, is similar to
the method of “transverse linearisation” by [134].

The benefit of having these tangent maps is that it allows a natural
phase control method as follows. Csync connects to the two systems
through power ports of power conjugate variables, say velocity v and
force F . The decomposition of L intoH(x) and V (x) has a dual:

T ∗
xL = H∗(x)⊕ V ∗(x); H∗, V ∗ ⊆ T ∗L. (5.13)

H∗ is taken as V ⊥ and V ∗ as H⊥, the orthogonal complements with
respect to the duality product. The power that flows through the power
port between Σi and Csync can then also be split:

Pi = 〈v|F 〉 = 〈vH|FH〉+ 〈vV|FV〉, (5.14)

where subscripts H and V denote the horizontal and vertical parts. Now,
the system can be steered towards the limit cycle in the vertical space,
using FV; and along the limit cycle—even when it is not currently on the
limit cycle—usingFH. Clearly, the latter can be used for synchronisation,
by “speeding up” or “slowing down” along the limit cycle.

In other words, the map from TLi → TS1 projects the “phase
velocity” of system i onto the tangent space of the synchronisation
controller, but it also gives rise to a natural adjoint map in the opposite
direction, from T ∗S1 → T ∗Li. That is to say, there is a map for the
control action in phase space S1 to the state space Xi, or at least to an
open subspace Li around `i.

This means that a proper definition of the synchronisation with a dif-
feomorphic map and a fibre bundle immediately leads to a natural control
over the phase. In the example in Section 5.4: Circling masses this is
employed in finding the (power-continuous) synchronisation controller.
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§2.3 Power-continuous synchronisation

From an energy-efficiency or passivity perspective, it is interesting to find
power-continuous control algorithms. That is to say, the controller does
not influence the energy balance or energy content of the total system,
but only modulates the power flows; modulates the interconnection
between the subsystems. In the examples hereafter, we will aim for
power-continuous synchronisation, defined as follows.

Definition 3. Given the two systems ofDefinition 1 and a third Port-Hamiltonian
System Csync. The three passive systems are interconnected through a
power-continuous Dirac structure. By the PHS structure, the interconnec-
ted system is also a passive Port-Hamiltonian System. If Σ1 and Σ2 can
be synchronised by Csync, this requires—by definition—no external energy
supply. This is called power-continuous synchronisation.

§2.4 Examples

The definitions and extensions given above are geometric and abstract
definitions, where the choice for Φ,Θ and the synchronisation control-
ler are dependent on the systems-to-be-synchronised. Because of the
generic, coordinate-free definitions, this concept of synchronisation can
be applied to any kind of dynamical system, also to define or achieve
synchronisation between two completely different type of systems. To
demonstrate the application of the theory outline above, we show two
examples in the following sections.

Van der Pol A Van der Pol oscillator can exhibit a stable limit cycle. In
the example in Section 5.3: Van der Pol oscillators, we synchronise
two Van der Pol oscillators by modifying their limit cycle period, like
proposed in Theorem 5.2.1. Because the Van der Pol oscillator itself
is not a passive system, we first find an energy-conservative formu-
lation of the dynamics. Next, a power-continuous synchronisation
controller will be derived.

Circling masses Two masses moving in a 2-D plane can be made to fol-
low a circular trajectory: when done in a passive way, this results in
a power-continuous limit cycle. Next, the two masses are synchron-
ised, again using a power-continuous synchronisation controller. In
this example in Section 5.4: Circling masses, the extension of Sec-
tion 5.2.2: Tangent maps will be used for both controllers.
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§3 Van der Pol oscillators

Van der Pol oscillators are nonlinear oscillators described by the dynam-
ical equations in (5.15).

ẍ− µ(1− x2)ẋ+ x = 0. (5.15)

For positive values of µ, they exhibit a stable limit cycle and thus we
can attempt to synchronise two Van der Pol oscillators. To put them
into the Port-Hamiltonian System framework, we recognise that they
are equivalent to a mass-spring-damper system withm = 1,K = 1 and
nonlinear, state-modulated damperR = µ(1− x2) (see Figure 5.4a).

1I C

R : −µ(1− x2)

x

(a) Nonlinear, state-modulated
damper R.

1I C

C

MTF : −µ(1− x2)f1/eC

e1 x

eC

(b) State-and-co-energy-
modulated MTF and storage
element.

Figure 5.4 – Van der Pol oscillator represented as physical system.

§3.1 Energy-conservative Van der Pol

The energy of the Van der Pol oscillator modelled a a mass-spring-
damper systemcan be easily found: it is the sumof the kinetic (co-)energy
of the mass and the potential energy of the spring:

Evanderpol =
1

2
mẋ2 +

1

2
Kx2 =

1

2
(ẋ2 + x2). (5.16)

This energy is defined by the state (x, ẋ) and thus it is easy to see that in
the limit cycle, the energy over one period is constant:

x(t+T ) = x(t) ⇒ E(t+T ) = E(x(t+T )) = E(x(t)) = E(t).
(5.17)

Therefore, it is possible to replace the non-linear damper by a passive
storage element. This was previously shown in [142], but repeated here
for completeness.

AC-type storage element, like a spring, has the following constitutive
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relation:

EC =
1

2C
q2 (5.18)

q̇ = fC (5.19)

eC =
∂EC

∂q
= q/C, (5.20)

withEC its energy, q its state and C its capacity. Its power port is formed
by input fC, a flow or generalised velocity; and output eC, an effort or
generalised force. The input and output of the buffer can be modulated
with a transformer, to a new interconnection port (e1, f1):

e1 = n · eC; fC = n · f1. (5.21)

This is a power-continuous interconnection:

PC = eCfC = eCnf1 = e1f1 = P1. (5.22)

Figure 5.4b shows how the modulated transformerMTFwith a buffer
element C can implement the same port behaviour as the nonlinear R,
according to the following equations:

e1 = n · eC ; n =
−µ(1− x2)

eC
f1 ⇒ e1 = µ(1− x2)ẋ. (5.23)

Here f1 = ẋ is the flow of the 1-junction, thus ẋ of the oscillator; and e1
is the force applied on the oscillator. By modulating the transformation
ratio based on the state x and the buffer’s (co-)energy, the port behaviour
of thisC-MTF- is equal to that of theR-. Now, since the storage element
is passive, the complete Van der Pol oscillator is passive.

§3.2 Influencing the limit cycle period

The Van der Pol oscillator as modelled in Figure 5.4 is essentially a mass-
spring-damper system, even when the nonlinear damper is “implemen-
ted” in a power-continuous way. In order to influence the period of the
limit cycle—a requirement for synchronisation as perTheorem5.2.1—the
mass or spring stiffness could be changed.

The stiffness of a spring can be changed in a proper, power-continuous
manner by extending the C-element with a stiffness-changing port. Fig-
ure 5.5 shows the augmented spring, with the power-conjugate variables
of both ports. The inputs to the spring are the velocity of the Van
der Pol oscillator ẋ and the rate of stiffness change K̇. The related
power-conjugate efforts are given by the partial derivative of the spring
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energy with respect to x andK, respectively, resulting in F = Kx and
eK = 1

2x
2. The Port-Hamiltonian formulation of its dynamics becomes:

HC =
1

2
Kx2 (5.24)(

ẋ

K̇

)
=

[
1 0
0 1

](
fm
fK

)
(5.25)

y =

(
em
eK

)
=

[
1 0
0 1

](∂HC

∂x

∂HC

∂K

)
=

(
Kx
1
2x

2

)
, (5.26)

where (em, fm) form the mechanical port with input fm = f = ẋ and
output em = F = Kx; (eK, fK) form the stiffness-changing port with
input fK = K̇ and associated output effort eK = x2/2.

Note that in any real system it may be difficult to directly change the
physical spring stiffnessK. However, many types of Variable Stiffness
Mechanisms or Actuators exist. They employ variousmeans of changing
the apparent output stiffness, but in essence they obey the energetic
relations given above.

C
HC = 1

2Kx2

pm

mechanical port

pK

stiffness port

F

ẋ

eK

K̇

Figure 5.5 – Spring with variable stiffness, modelled asC-element with two
interaction ports: a mechanical port and a stiffness-changing port.

§3.3 Synchronisation of two Van der Pol oscillators

Twoof theVan der Pol oscillators asmodelled abovewill be synchronised.
Because the period of each oscillator depends on the spring stiffnessK,
the stiffness-changing port allows changing the period of the limit cycle.
According to Theorem 5.2.1, this should allow two Van der Pol oscillators
to be synchronised. Note that, because of the effort eK associated to
changing the spring stiffness, changing the period generally does require
energy exchange.

However, when synchronising two oscillators, the stiffness change of
the two is always opposite: the oscillator that is “behind” in phase must
“speed up,” i.e. the stiffness must increase; the one that is “ahead” in
phase must “slow down,” i.e. the stiffness must decrease. Since x2

i ≥ 0,
the energy cost associated with the former is K̇1x

2
1/2 ≥ 0, whilst the

energy cost associated with the latter is K̇2x
2
2/2 ≤ 0. Therefore, it may

be possible to balance out these energies; and it turns out it is.
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eK,1 eK,2

C
fK,1 fK,2

r

Figure 5.6 – Synchronisation of two Van der Pol oscillators by changing the
springs’ stiffnesses. MTF′ represents the power-continuous model-
ling as in Figure 5.4b.

By connecting the stiffness-changing ports of two augmented Van
der Pol oscillators through a modulating gyrator MGY, as shown in
Figure 5.6, the power is routed from one to the other:(

fK,1
fK,2

)
=

[
0 r
−r 0

](
eK,1
eK,2

)
(5.27)

P1 = eK,1fK,1 = eK,1reK,2 (5.28)

P2 = eK2fK,2 = −eK,2reK,1 = −P1. (5.29)

Furthermore, r is a direct input to change both spring stiffnesses in
opposite fashion, provided that xi 6= 0:

K̇1 = fK,1 = reK,2 = rx2
2/2 (5.30)

K̇2 = fK,2 = −reK,1 = −rx2
1/2, (5.31)

so if r > 0 then K̇1 ≥ 0 and K̇2 ≤ 0. Because the MGY is a proper,
power-continuousDirac structure, r is an energy-free, purelymodulating
control input.

As phase, we can use the polar angle in the phase plane of the oscil-
lators:

φi = atan2(ẋi, xi). (5.32)

(“atan2” is the four-quadrant arctangent function.) To synchronise the
two oscillators with phase difference θ = 0, we use a PD controller to
minimise the error φ2 − φ1.2 The transfer function of the tame PD
controller, from (φ2 − φ1) to r, is:

G(s) = KP

(
1 + sτD
1 + sβτD

)
, (5.33)

2Note that the strong nonlinear behaviour of Van der Pol oscillators, combined with
the simple phase map Φ, causes φ̇i to be non-constant, thereby not allowing any other
synchronisation than forΘ identity, i.e. θ = φ2 − φ1 = 0. The phase maps could be
adapted to have constant φ̇i and thus allow any phase difference, if that is required.
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where KP is the proportional gain; τD the derivative gain and β the
“tameness constant.”

−2 0 2

−2

0

2

x

ẋ
x1 x2

Figure 5.7 – State-space plot of the two Van der Pol oscillators, showing the
limit cycle to which both systems converge. (Both spiral in a clockwise
direction.)
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Figure 5.8 – Two synchronised Van der Pol-oscillators. The control al-
gorithm changes the stiffnessK of each oscillator, until their phase
difference θ equals 0. At that point, the two systems oscillate in phase
and are synchronised.

The system of Figure 5.6 is simulated in the program 2 0 - s i m ([29])
with the parameters as listed in Table 5.1. As Figure 5.7 shows, the two
oscillators converge to the same limit cycle, which is expected since they
have the same value forµ. Figure 5.8 displays the synchronisation results:
the controller achieves synchronisation by modulating the energy flow
between the two springs, changing their stiffness in order to make the

103



Chapter 5 Synchronisation
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Figure 5.9 – Total energy of the two oscillators, and their sum. The control
architecture is power-continuous, so the total energy does not change.
Instead, energy is routed from one system to the other to synchronise
them.

µ 0.5 Van der Pol damping coefficient
KP 0.012 Phase controller proportional gain
τD 20.0 Phase controller derivative gain
β 0.1 Phase controller derivative tameness

K1(0) 1.0 Initial stiffness of system 1
K2(0) 1.1 Initial stiffness of system 2
x1(0) −1.0 Initial position of system 1
ẋ1(0) −1.0 Initial velocity of system 1
x2(0) 3 Initial position of system 2
ẋ2(0) 0 Initial velocity of system 2

Table 5.1 – Parameters used for simulation of the Van der Pol oscillators.

oscillators “catch up” with each other. It is important to state again:
the synchronisation is achieved without using any external energy; the
control input is a pure modulation of energy flows. The total energy
remains constant; see Figure 5.9. This is power-continuous synchronisation.

Van der Pol
synchronisation

§4 Circling masses

This second example is of two masses that are moving in a 2-D plane.
This type of system has no natural limit cycle, so first a limit cycle con-
troller has to be defined for each system (C1 and C2 of Figure 5.1). Then
a synchronising controller is to be defined for the interconnected sys-
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Circling masses §4

tems, Csync of Figure 5.1. Both are to be achieved in a power-continuous
manner.

§4.1 Limit cycle control

The intended trajectory for both masses will be the unit circle in the
plane. To do this, we will use a method similar to the transverse lin-
earisation approach of [134]. We transform the velocity (vx, vy) to a
component that is parallel to the limit cycle, v‖; and a component that
is perpendicular to it, v⊥. In terms of the extension to tangent maps,
of Section 5.2.2: Tangent maps, these are the horizontal and vertical
component of v, respectively. For the limit cycle control, v‖ can be left
free; v⊥ should be controlled to 0 in such a way that the radius of the
circle is equal to 1. In other words, by considering the position of the
mass (x, y) in polar coordinates (r, θ), the control objective is to steer r
to 1.

Figure 5.10a shows one way to achieve the desired limit cycle: by
attaching a spring and damper to v⊥, v⊥ will be stabilised in a position
depending on the rest length of the spring. However, as with the energy-
conservativeVan der Pol oscillator of Figure 5.4b, it is also possible to save
the kinetic energy from the perpendicular direction in a buffer elementC,
as shown in Figure 5.10b. Subsequently, any energy that is available here
can be injected into v‖, redirecting all “transverse” or “perpendicular”
kinetic energy from the undesired direction v⊥, into a direction along
the limit cycle, v‖. This is similar to the energy routing approach of [38].

A simple simulation with a mass of 1 kg is carried out to verify the
limit cycle control. The projection of the mass’s velocity onto the limit
cycle is carried out as follows, where p = (x, y)> is the position of the
mass:

pintersect = p/‖p‖2 projection onto limit cycle

(5.34)

vlc =

(
0 −1
1 0

)
pintersect unit tangential velocity of limit cycle

(5.35)

vperp =

(
0 1
−1 0

)
vlc unit perpendicular velocity of l.c.

(5.36)

R =
(
vlc vperp

)> rotation matrix to transform v.
(5.37)

The first step projects the point p onto the limit cycle; the two rotation
matrices rotate this vector to obtain the unit-length tangential and per-
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(a) A spring and damper
on v⊥ cause the non-
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(b) By storing the energy from v⊥
in a C-element—rather than dissip-
ating it—the energy can be used
again.

Figure 5.10 – Limit cycle control for a 2-D rigid body: anMTFmaps the
(x, y) velocity to a velocity along the limit cycle (v‖) and a velocity
perpendicular to the limit cycle (v⊥).

pendicular velocities. Because these are unit length, they can be used to
construct a rotationmatrixR that transforms (vx, vy) into (v‖, v⊥). This
rotation matrix is the transformation matrix of theMTF of Figure 5.10.

The simulation results in Figure 5.11 show how the mass starts with
an initial velocity v0 that is not on the unit circle. It can be seen from
transformed velocity (v‖, v⊥) of Figure 5.11b that the kinetic energy of
the perpendicular direction is extracted and directed into the tangential
direction. The plot of (x, y) of Figure 5.11a shows the convergence to
the limit cycle.

§4.2 Synchronisation controller

Because the limit cycle of the moving mass is the unit circle, the phase
map Φ is not hard to define: φ is the angle of the polar coordinates of
(x, y) and θ is the difference of the angles.

φi = atan2(yi, xi); θ = φ2 − φ1. (5.38)

Φ is actually a diffeomorphic map: the velocity (vx, vy) is transformed
withR of (5.37) to (v‖, v⊥), of which v‖ is the velocity projected along
the limit cycle: the horizontal component of v. This means that the
synchronisation controller can act directly on v‖: if v‖,1 = v‖,2, then
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(a) Motion of the mass in the
2-D plane. The initial velocity
v0 is indicated, as are v‖ and
v⊥ in one location.
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ergy from the perpendicular dir-
ection and redirects it to the tan-
gential direction.

Figure 5.11 – Limit-cycle control of a mass moving in a 2-D plane, counter-
clockwise along the unit circle. The controller is power-continuous,
neither injecting nor extracting energy.

θ̇ = 0 and the systems are synchronised. The control effort is dual to
θ̇ and can thus be transformed back to the space of (vx, vy) using the
transpose of mapR.

1
v‖,1

0 1
v‖,2

1 θ̇ = v‖,2 − v‖,1

C R

Figure 5.12 – Synchronisation controller strategy: a spring and damper
between v‖ of the two systems will cause their tangential velocities to
become equal and hence the systems to become synchronised.

A possible synchronisation controller is shown in Figure 5.12: the
spring and damper will cause θ̇ to go to zero, while the phase difference θ
will depend on the rest length of the spring C. Although this is a passive
synchronisation controller, we do not want to dissipate energy in the
damper. Hence, the same approach as before is taken: the control actions
are determined by a modulation of the power flow between the system
and a buffer, as with the power-continuous Van der Pol oscillator. Any
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energy that is extracted due to e.g. a damping action can be re-used
and injected somewhere else. Figure 5.13 shows the model structure of
two synchronised circling masses: the limit cycle and synchronisation
controllers have been taken together into a singleMTF-element for each
system; all power flows are directed into a central buffer.

I2
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1

(
vx
vy

)
1

(
v‖
v⊥

)
1

I2

1

MTF

1

(
vx
vy

)
2

(
v‖
v⊥

)
2

MTF′ MTF′0

CLC-map LC-map

C1 C2

Figure 5.13 – Limit cycle and synchronisation control: the centralC-element
acts as a buffer for the power-continuous control laws that are imple-
mented as modulated transformers, theMTF′ elements. Because the
phase map is diffeomorphic, the velocity can be mapped (“LC-map”)
to transverse and tangential components. This allows for straightfor-
ward limit cycle and synchronisation control on these velocities.

The twoMTF′ elements direct the energy flow as follows:

ei =
1

eC

(
e‖,i
e⊥,i

)
eC fC =

1

eC

(
e‖,i e⊥,i

)
fi. (5.39)

(eC, fC) are the port variables of the buffer C-element; (ei, fi) the (2-
dimensional) port variables of system i—so fi = (v‖, v⊥)

>. e‖ and e⊥
are required control forces for the limit cycle generation (e⊥, dual to
the transverse velocity) and synchronisation (e‖, dual to the tangential
velocity). These forces are generated by P(I)D control laws as follows:

e⊥,i = KP,⊥

(
1 +

1

sτI,⊥

)(
1 + sτD,⊥

1 + sβτD,⊥

)
(1− ri) (5.40)

e‖,1 = −KP,‖

(
1 + sτD,‖

1 + sβτD,‖

)
(θs − θ)

e‖,2 = +KP,‖

(
1 + sτD,‖

1 + sβτD,‖

)
(θs − θ);

θs is the desired phase difference and (1− ri) is the radial distance of
mass i to the unit circle/limit cycle. Note that the limit cycle controllers
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are identical for the two systems, while the synchronisation controllers
differ by a sign, resulting from the definition of θ = +φ2−φ1. These are
regular P(I)D control laws, but the output is used for a pure modulation
of the MTF′ elements. Hence, all control actions require no external
energy whatsoever.

Of course, (5.39) is only well-defined when eC 6= 0, i.e. when there is
energy in the buffer element. Any energy used by the control action can
come from this buffer, but as is demonstrated by the next experiment,
the buffer indeed only ever acts as a small, temporary buffer; not as a
large energy source.

§4.3 Synchronisation experiment

Parameter Value Description

mi 1 kg Mass

KP,⊥ 5 Proportional gain of limit cycle controller
τD,⊥ 1 s Derivative time constant limit cycle controller
τD,⊥ 1 s Integral time constant of limit cycle controller
KP,‖ 1 Proportional gain of synchronisation controller
τD,‖ 1 s Derivative time constant of sync. controller
β 0.1 Derivative tameness of all P(I)D controllers

EC(0) 1.5 J Initial energy present in buffer

p1(0)

(
1
0.3

)
m Initial position of mass 1

p2(0)

(
0
1

)
m Initial position of mass 2

v1(0)

(
0.1
1

)
m Initial velocity of mass 1

v2(0)

(
−0.5
−0.3

)
m Initial velocity of mass 2

Table 5.2 – System and control parameters of the simulation experiment
of Figure 5.13. The control parameters are not optimised for fast
response, to better show the effect of control actions.

The system of Figure 5.13 is simulated using the phase mapping of
(5.37) and (5.38); the power-continuous control laws of (5.39) and (5.40);
and the parameters as listed in Table 5.2. Figure 5.14 displays the results
of this simulation: the position of each mass, the phase difference and
the projected velocities.

Initially, neither of the masses is moving along the limit cycle, but the
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Figure 5.14 – Synchronisation of 2-D counter-clockwise circling masses.
The limit cycle control steers both masses into a trajectory along the
unit circle. The synchronisation controller tracks the phase difference
setpoint θs.
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control algorithms quickly steer them in a trajectory along the unit circle,
while the phase difference is regulated to θ = 0. After 10 s, the desired
phase difference θs is gradually increased to π, which the systems are
able to follow. The projected velocities of Figure 5.14d give insight into
how the synchronisation is achieved: one of the masses is slowed down,
while the other is sped up.
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E
(J
)

E1 E2 EC Etot

Figure 5.15 – Energy present in the system during the limit cycle synchron-
isation experiment. The total energy is constant, showing that this
is indeed a power-continuous synchronisation scheme—no external
energy source is required. The energy in the internal bufferEC is first
required to direct the masses along the unit circle and synchronise
them; later to change the phase difference. However, this level quickly
returns to its original value.

Very important is Figure 5.15, which shows the energy present in the
system: kinetic energy of mass 1 (E1) and mass 2 (E2); and the energy
in the buffer element (EC). The total energy Etot is constant, because
the control actions are a pure modulation and neither inject nor extract
energy. The plot also makes clear that the buffer element is indeed only
ever used as a temporary buffer, not as a built-in energy source.

Synchronised circling
masses

§5 Conclusion

In this paper we have taken another look at synchronisation of periodic
systems. Our geometric definition of synchronisation is a coordinate-
independent formulation of the synchronisation phenomenon; it can be
used to define synchronisation of any two arbitrary limit cycles. The
concept of “phase” is inherent in the definition and, when expressed in
coordinates, the “phase difference” θ arises naturally. An extension to
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synchronisation of n systems can be made easily by defining multiple
mapsΘ. From the background of morphological computation, we have
focussed on control by interconnection and power-continuous synchron-
isation.

Our definition of synchronisation is very generic; the choice of the
phase maps Φi depends on the specific systems that are synchronised.
Therefore, we have presented two examples in which we first created
a limit cycle and then synchronised two of these systems. Both were
achieved in a power-continuous fashion, i.e. without using external
energy—both the limit cycle and synchronisation controllers are passive
systems using control-by-interconnection. In future work, we want to
investigate control and controllability aspects of the horizontal and ver-
tical planes: in the “circling masses” example, the control distribution
g(x) always covers the full tangent space. It will be interesting to see
what control methods are necessary when this is not the case.

We are currently applying the synchronisation strategies presented
in this work on a quadrupedal running robot. In previous work ([46]),
the phase between legs was uncontrolled and, especially in real-world
experiments, unstable. With more control over the phase, and thus
the gait, we already see better performance of the robot. In the near
future, we hope to present a successful, energy-efficient quadruped that
runs with synchronised legs, with morphological computation through
control-by-interconnection.
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Synthesis

Biomimetic or bio-inspired robots are designed by taking inspiration from
nature. Morphological computationmeans that the robot’s natural dynam-
ics show desired behaviour, sharing control between “brain” and “body.”
When doing biomimetic morphological computation, the challenge is to
identify nature’s dynamic principles and transfer these to a robot.

This chapter concerns biomimeticmorphological computation for a chee-
tah robot, focussing on the role of the spine. The spine’s dynamic principles
are identified from analysis of a running cheetah video and synthesised in a
robot model. The robot is fully symmetric, except for the spine, such that
any locomotion behaviour can be attributed to the spine.

In both simulation and real-world experiment, the model runs forwards
or backwards determined by the spine configuration. The robot’s natural
dynamics result in locomotion behaviour: the model successfully runs due
to the dynamic, biomimetic morphological computation.

This chapter has been submitted to the Bioinspiration & Biomimetics journal
in March 2017.
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§1 Introduction: on quadrupeds and the spine

When asked what a quadrupedal robot is, one usually responds with “a
four-legged robot.” Indeed, the name draws attention to the four pedes
or feet, which may have caused many a researcher to focus on the legs of
their quadruped. Are they not missing out by ignoring the spine?

A whole range of impressive cheetah robots consists of a single rigid
body with four legs attached: from the MITCheetah to the HyQ robot
and the entire line-up of Boston Dynamics [41, 97, 129]. And this while
Gracovetsky went so far as to state that legs only move for ground clear-
ance and terrain adaptability, while the spine does all the hard running
work [54]! It must of course be acknowledged that these mentioned
robots are truly impressive systems that indeed achieve quadrupedal
running. However: could they do even better with a spine?

Taking their inspiration from nature, many other scientists have in-
vestigated robotic quadrupeds with a spine: studying linear or rotational
spinal joints, actuated and unactuated versions, or passive slope-walkers
[77, 111, 33, 76]. It is clear that a spine can contribute positively to loco-
motion. Our question is: can it cause locomotion?

Some researchers are going so far as Gracovetsky’s extreme, by pla-
cing the only actuator in the spine [170]. By varying the pattern gener-
ating weights in the spine, this robot is able to show multiple, robust
gait patterns [171]. Some questions raised in this work are: what are
the benefits of an asymmetrical spine? And: what can actuated legs
contribute to spine-induced locomotion?

Our research question is: can a passive spine cause locomotion in a
quadrupedal robot where everything—mass distribution, kinematics,
control—is symmetric; with the only asymmetry introduced by the spine?

§1.1 Morphological computation and the spine

Morphological computation means that the robot’s natural dynamics show
desired behaviour. In this case, the aim is to design a quadruped with
a spine, where the spine dynamics cause locomotion. This has two
benefits: firstly, exploiting the natural dynamics should lead to energy
efficiency; secondly, control should be easier, since it will only have to
excite or stabilise the natural dynamics.

In previous work and inspired by the motion of a running cheetah,
we ran computer simulations of a simple two-legged sagittal-plane quad-
ruped that consisted of two mirrored halves, coupled by an elastic spine.
The Centre of Compliance and stiffness of the spine were varied to see
if it would induce locomotion and indeed, there were certain configura-
tions that led to running [46]. However, the 6-DoF spine spring of the
computer model is difficult to implement practically, and the morpho-

114



Introduction: on quadrupeds and the spine §1

logy was inspired by casual observation of a running cheetah. The new
research, presented in this chapter, seeks to do biomimetic morpholo-
gical computation: extract the required morphology from a thorough,
quantitative analysis of a running cheetah.

The challenge in bio-inspired robotics is always choosing what to copy
from nature, and how to implement that in an artificial system [56]. Or,
as Pfeifer put it in 2007 [104]:

“ Simply copying a biological system is … of little interest … . Rather,
the goal is to work out principles of biological systems and transfer those
to robot design. ”

The final goal of the presented research is tomimic the high speed and
energy efficiency of a running cheetah. When working out the principles
of the cheetah, therefore, we shall focus on its movement and dynamics,
rather than simply its kinematics. Hopefully, we can transfer these
observations to a quadrupedal robot with a spine, where most—if not
all—of the locomotion is achieved through morphological computation.
The steps of this methodology are:

1. quantitatively analysing a video of the running cheetah;

2. calculating the relevant dynamics of the motion;

3. abstracting governing principles from those dynamics;

4. synthesising the principles into a robot design;

5. performing experiments with the robot, both in simulation and real
experiments, to obtain running behaviour with minimal control
effort.

The most important contributions of this chapter are:

• quantitative biomimetic kinematic and dynamic analysis of a run-
ning cheetah;

• successful morphological computation by a compliant spine: loco-
motion resulting solely from the passive, asymmetric spine.

§1.2 Tools

When studying the motion of the cheetah, we shall use tools from dif-
ferential geometry: homogeneous transformations, twists and wrenches.
The notation is as follows:

• ΨA is a 2-D Euclidian coordinate frame.
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• HB
A ∈ SE(2) is the homogeneous transformation from ΨA to

ΨB .

• CTB
A ∈ se(2) is the twist (generalised velocity)

(
ω vx vy

)>
ofΨA w.r.t. ΨB , expressed inΨC .

• BWA ∈ se∗(2) is a wrench (generalised force)
(
τ Fx Fy

)
acting onA, expressed inΨB .

• P is the generalised momentum co-vector.

One benefit of using differential geometry is that the dynamics of rigid
bodies, dampers and springs can easily be expressed as Port-Hamiltonian
Systems (PHS), with as ports the conjugate power pairW and T . The
interconnection of these PHS is characterised by a power-continuous
Dirac structure [123].

Although the PHS formulation—and its graphical expression in bond
graphs—is beyond the scope of this chapter, the applicability of these
frameworks is striking: morphological computation is about the proper
interconnection of various energy-storing elements (masses, springs);
PHS and bond graphs explicitly model and show these energy-storing
elements and their interconnection!

§2 Identification

To study the natural kinematics and dynamics, we analyse a video of a
running cheetah. To focus on the role of the spine in locomotion, the
torso of the cheetah is considered as two rigid bodies—an anterior body
A and posterior body P—connected by the spine.

The running cheetah
§2.1 Video analysis

To extract the information from the video (see Figure 6.1 for a single
frame), we execute the following steps:

1. WithMatlab’s video processing toolbox, track points* on the* The animal conveni-
ently provided distinct
spots to track.

hip, spine and shoulder of the cheetah.

2. Use these points to obtain ΨA and ΨP , frames attached to the
anterior and posterior body of the cheetah, expressed as H0

A(t)
andH0

P (t).

3. Obtain the twist of the bodies using a numerical approximation of
Ḣ as follows:

AT̃ 0
A(t) = HA

0 (t) · ˆ̇H
0

A(t). (6.1)
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ΨP

ΨA

x

y

Ψ0

Figure 6.1 – A single frame from the video, showing the cheetah and the
frames placed on its “anterior body”ΨA and “posterior body”ΨP ;
and the reference frameΨ0. Video from [165].

4. Find the wrenches AWA(t) and PWP (t) using inverse dynamics
according to (6.3).

5. Split the time series into “strides,” extracting the periodic traject-
ories ofH0

A, AT 0
A, AWA and those corresponding to the posterior

body.

Newton’s second law in SE(2) is simply 0Ṗ = 0W, or in principal
inertia frameΨA (where the inertia tensor I is constant and diagonal):

AṖ>
= AI · AṪ 0

A = ad>AT 0
A

AP> + AW>, (6.2)

where adAT 0
A
is the adjoint representation of the Lie algebra se(2).

An estimate of the cheetah’s mass properties gives AI, which is used
to calculate the wrench exerted on the body, AW:

AW> = AI · AṪ 0
A − ad>AT 0

A

AP>. (6.3)

§2.2 Observed principles: Twist

The result of step 5 is shown in Figure 6.2: the twist of the anterior and
posterior body as observed in the 5 full strides that the video shows,
normalised in time with the observed period T . While there is some
variation in the magnitude of the forward velocity vx, the trajectories
are consistent enough to extract a “stride trajectory” for the cheetah.
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Figure 6.2 – Twist of anterior and posterior body in the video: split in 5
strides, overlaid in normalised time t/T . Although there is some
spread in the forwards velocity vx, the shape is similar in each stride;
andω and vy overlap very well. The phase difference between anterior
and posterior body is very clear.

Focussing on the spine, the relative velocity of the anterior body and
posterior body is most interesting. This twist is easily calculated (6.4)
and is plotted in Figure 6.3a. It is the result of the complicated arching
and bending of the spine, but can it be described in a simpler way?

PTP
A = PT 0

A − PT 0
P = AdHP

A

AT 0
A − PT 0

P . (6.4)

All motions in 2-D can be described as a pure rotation around some
point, the Instantaneous Centre of Rotation (the projection of Mozzi’s
theorem* on the plane). Figure 6.3b shows the calculated ICR of PTP

A ,

* Sometimes attrib-
uted to Chasles, it
states that every
Euclidean motion is
a screw displacement
along a screw axis.

expressed inΨP .

Except for when ω ≈ 0—where the ICR necessarily moves towards
infinity—and around t/T ≈ 0.6, where the relative velocity is nearly
zero, the ICR appears in a nearly constant location. This means that
the complicated spine motion is actually largely a pure rotation around a
fixed point, somewhere above the back of the cheetah! Figure 6.3a shows
that the linear velocity is indeed nearly zero in this point.

Motion of anterior and
posterior body, with ICR

shown
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(b) The location of the In-
stantaneous Centre of Rotation
(ICR), expressed as r inΨP .

Figure 6.3 – Relative velocity between anterior and posterior bodies (PTP
A ).

It turns out that the complicated spine motion is mostly a pure rotation
around a virtual point fixed somewhere above the cheetah’s back. ΨS

is placed in this point; (a) shows that the linear velocity there (dashed
line) is indeed practically zero.

§2.3 Observed principles: Wrench

Although we do not have any measurements of ground reaction forces
in the cheetah, an estimate estimate of the wrench that the spine exerts
on the anterior and posterior body can be obtained by subtracting the
wrenches on the two bodies, found by inverse dynamics calculation.
Thesewrenches are the sumof the spinewrench SW•,S and a legwrench
SW•,L, where the spine wrench has a different sign in the anterior and
posterior bodies:

SWA = SWA,L + SWA,S (6.5)
SWP = SWP,L − SWP,S (6.6)

SWA − SWP = 2SWS + SWA,L − SWP,L (6.7)

Figure 6.4 shows this wrench difference of (6.7) together with the angle

First attempt with a spine
joint i.s.o. RCC spring

between the anterior and posterior body, θ. The correlation is striking: a
rotational spring in this location can supply most of the required torque,
as shown in Figure 6.4b. Adding this spring significantly lowers the force
that the legs (SW•,L) will have to generate!

119

https://youtu.be/BL5wCQYduDs


Chapter 6 Synthesis

0 0.2 0.4 0.6 0.8 1

−500

0

500

t/T

(N
m
,N

)

τ Fx Fy

(a) SWP−SWA: the torque
τ can be significantly reduced
by adding a rotational spring in
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Figure 6.4 – The wrench that the spine could exert, from (6.7), correlates
strongly with the rotation between anterior and posterior body θ: most
of it could be supplied by a passive rotational spring.

§3 Synthesis

We have learned two lessons from the cheetah analysis:

1. the spine motion is largely a pure rotation around a fixed point;
and

2. a major part of the force exerted by the spine can be supplied by a
rotational spring.

The challenge now is to transfer these lessons to robot design: the syn-
thesis. The abstract dynamic model shown in Figure 6.5 incorporates
the minimal requirements to apply the two lessons:

1. Passive compliant spine joint with adjustable position
This is the morphological tuning parameter that is the only asym-
metry in the model. The location is adjustable to find the proper
ICR for the model, and study its effect on locomotion.

2. SLIP-like legs
Many studies have shown that running legs can be modelled and
built as Spring-Loaded InvertedPendulum (SLIP).The feet should
describe a linear motion.
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Figure 6.5 – Abstract model synthesised from the observed dynamic prin-
ciples: two SLIP-like legs (translational joints T ) with series-elastic
connection to the motor M ; connected through a passive compli-
ant spine (rotational joint,R) whose location can be adjusted. The
numbers indicate the three requirements explained in the text.

3. Energy injection
Each leg will have an electric motor for energy injection, to excite
and sustain the natural dynamics. In order not to disrupt those
dynamics, it should be elastically coupled to the feet (series elastic
coupling), or be fully backdrivable (parallel actuation).

§4 Robot

The abstract dynamicmodel of Figure 6.5 is translated into a constructible
robot design. In addition to the three principles from the preceding
section, the design should have:

1. a way to constrain out-of-plane motion;

2. an easy-to-produce design; and

3. a light-weight construction in order to limit actuation require-
ments.

All these requirements are translated in the design shown in Figure 6.6
(single hopper, or half the robot) and Figure 6.7 (full robot). The most
important design features are highlighted below; Table 6.1 lists important
parameters.

Assembly of the single
hopper

Evans’ mechanism The linear leg motion is obtained by use of Evans’
mechanism, a four-bar linkage that approximates a straight line in a
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lleg

Flexure hinge

Servo motor
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(a) Render of the single hop-
per. The prismatic spring is the
stiffness felt at the foot, caused
by the series elastic elements
drawn in (b).

k s
pr
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g

∆L

(b) The two extreme posi-
tions of Evans’mechanism. The
servo motor is connected to the
leg mechanism through series
elastic elements.

Figure 6.6 – A single hopper, or half the cheetah robot. It is connected to
the spine assembly just north-west of the CoM.
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Property Value Description

mbody 0.40 kg Mass of single body, including motor
mleg 0.07 kg Mass of single leg (Evans’ moving parts)
lleg 0.10m Length of each leg segment
hCoM 0.22m Height of hopper’s CoM at rest
kspring 2570Nm−1 Series elastics stiffness
kleg 200Nm−1 Equivalent stiffness at foot

d 0.30m Distance between feet at rest
hspine 0.30m Height of spine in topmost configuration

Table 6.1 – Robot parameters. The first five concern a single hopper (Fig-
ure 6.6); the last two refer to the full cheetah of Figure 6.7.

limited range of motion. It is the simplest mechanism that can de-
scribe (almost) linear motion using revolute joints, with low friction
and good constructibility.

Series Elastic Actuation (SEA) While parallel actuation as used in [46]
is theoretically better for exploiting natural dynamics, previous work
showed that in practice there is a detrimental trade-off betweenmotor
operability and backdrivability. [163]

Rapid prototyping Laser-cut DelrinTM (PolyOxyMethylene or POM)
and 3-D printed ABS are used as main construction materials. They
are light-weightmaterials, and using these rapid prototypingmethods
it is possible to build the robot in-house with a lead time of two days.

Adjustable spine joint location The location of the spine joint can be ad-
justed in the vertical direction using predetermined holes for the
attachment of the spine elements. Horizontal variation is achieved
by the use of spine elements with various lengths.

Boom fixture Out-of-plane motion is constrained by a boom attached to
the spine joint. The robot can rotate freely around the boom axis; the
base of the boom is mounted on a central pole, releasing the other
two rotational degrees of freedom. This way, the robot can move on
a semi-sphere shell that approximates the sagittal plane with a long
enough (1m) boom.

Springs Antagonistically mounted linear (prismatic) springs are used to
create a torsional compliance at the spine joint.
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h
sp

in
e

d

Figure 6.7 – Full cheetah model, consisting of two mirrored hoppers and
the spine in-between. In the background: the central pole around
which the cheetah runs. Picture taken on photosensitive paper by
artist Wanda Tuerlinckx w w w . w a n d a t u e r l i n c k x . c o m .

§4.1 Control

Energy is injected into the system by reverse-hysteresis control on the
SEA: when the leg is compressed, the servo is rotated to aid in compres-
sion; at maximum deflection it is rotated back for extra push-off. The
servo rest position is θ0; θservo is its setpoint and θknee is the knee angle:

θservo =


θ0 θknee < θth

θ0 + θhys θknee ≥ θth ∧ θ̇leg ≥ 0

θ0 − θhys θknee ≥ θth ∧ θ̇leg < 0

(6.8)

Such a reverse hysteresis loop has been shown to result in stable limit-
cycle behaviour for hopping robots [81, 163]. The parameter θhys de-
termines the amount of injected energy and thereby the amplitude of
the limit cycle. This controller degree-of-freedom will be used later for
phase stabilisation.

Single hopper control
demonstration

§4.2 Single-hopper experiments

In order to obtain a competent robot model, first a single hopper (sep-
arate anterior or posterior part) is considered. It is a relatively simple
model consisting of rigid bodies connected through rotational joints, of
which most parameters (mass, length, stiffness) are known. A series of
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experiments is conducted to obtain estimates for unknowns—mainly
friction coefficients in the mechanism and the ground contact. The para-

Simulation of the single
hopper

meters were identified in an experiment with fixed controller parameters
and verified for a number of different θth and θhys. The predictability
of the model is very high, given the maximum observed errors of 5 % in
hopping frequency and 10 % in leg compression (Figure 6.8).

Single hopper works
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θ k
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ident. (sim) ident. (exp) val. (sim) val. (exp)

Figure 6.8 – Simulation and experiments for single hopper. The model
shows good predictability: the parameters matched in the identifica-
tion experiment predict a very different experiment rather well, too.

§5 Results

To investigate whether the inherent dynamics of the system can generate
locomotion, the described setup is subjected to a“drop test.” In these
tests, the cheetah is released from a small height (3 cm) to provide initial
energy, and observed whether it shows a tendency to move forwards or
backwards, for various spine configurations.

The spine jointwasmoved in steps of 3 cm,measured from the bottom
middle position: (−2, 1)means shifted 6 cm to the left and 3 cmup. (The
results summary in Figure 6.11 clearly shows all configurations.) The full
results for both simulation and experiments are plotted in Figure 6.9.

§5.1 Natural dynamics

In all of the experiments, the cheetah shows a tendency to move in the
direction of the spine joint: all solid lines of Figure 6.9 (spine joint on the
right) have a positive velocity; dashed lines (spine joint to the left) a negat-
ive velocity. It also seems that the more “extreme” configurations, with
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An interactive version of this plot is easily accessible at
the linked site (qr code or h t t p : / / f r e e q r . e u / b m c ).

Figure 6.9 – Simulation and experimental results for the full cheetah model
(without stabilising controller). The phase difference is defined as
(ttouchdown,A − ttouchdown,P)/T : a positive value means the front leg
lags behind the rear leg. It is a very full plot, but similarities between
simulations and experiments and the tendencies shown qualitatively
in Figure 6.11 can be identified.
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the spine farthest removed form the CoM—especially (±2,+2)—start
to move forwards or backwards sooner, and move faster, than the more
symmetric configurations*. This is also illustrated by the phase differ-

* The purely symmetric
configuration did not
move at all, except for
bouncing on the spot,
and is therefore not
shown in the figure.

ence φ between anterior and posterior body, defined as the normalised
touchdown time difference (ttouchdown,A − ttouchdown,P)/T between front
and rear feet: in the more“conservative” configurations, the legs tend
to hop in phase for a long while, until the asymmetry finally achieves a
phase difference and forward velocity.

It even appears that the forward speed and the phase difference are
highly correlated: all configurations, once out of balance, show a rapid
mutual increase in phase difference and forward speed. Unfortunately,
the running behaviour is not stable for all configurations: in some, the
phase difference keeps increasing until the cheetah stumbles over its
own feet. After that, some configurations are able to recover and restart,
whilst others lapse into unproductive behaviour like hopping-on-the-
spot. However, it can be concluded that the inherent dynamics indeed
support graceful locomotion, predictable on the basis of the spine config-
uration. The chaotic or unstable behaviour, which also causes mirrored
configurations to not give exactly mirrored results, may be stabilised by
a simple controller.

§5.2 Phase stabilisation control

Based on the observation that successful locomotion is highly coupled
to a certain phase difference, a controller that stabilises the phase dif-
ference could also stabilise locomotion. Aphaseφ of 0 or 1means that the
cheetah is pronking on the spot; a phase of φ = 0.15, the value observed
in the stable experiments of Figure 6.9, corresponds to a bounding gait.

To stabilise φ around 0.15, we change the amount of hysteresis θhys of
(6.8) per leg, as shown in Figure 6.10. Proportional gainK was optimised
in simulation and a value of 1 rad was found.

The controller works as follows. If φ is too small, the hysteresis of the
anterior leg is increased and that of the posterior leg decreased. More
energy will be injected in the front than in the rear (see Figure 6.10a);
the period of the anterior leg will increase, posterior decrease; anterior
will touch down later and φ will increase. In previous work on synchron-
isation, we showed this strategy to be successful [47, Section IV].

Synchronisation of two
hoppers

§5.3 Successful morphological computation

With the phase stabilisation controller in place, all configurations achieve
sustained locomotion. The behaviour as observed in the uncontrolled
experiments remains the same with the controller in place: locomotion
in the direction of the spine joint and faster locomotion for more extreme
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(a) The hysteresis
controller of each leg
generates an extra
control input: the
amount of hysteresis
(“hys”) determines
the amount of injected
energy.
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(b) Phase stabilisation: the phase φ is de-
termined based on the touchdown times of
both legs. The deviation from the desired
difference φs is used to inject less or more
energy in the anterior and posterior parts.

Figure 6.10 – Hysteresis control and phase stabilisation for the cheetah
model, according to [47, Section IV].

configurations. This indicates that the locomotion is indeed the result of
natural dynamics: the controller merely stabilises those configurations
that are not inherently stable. To validate this: with the spine joint in the
centre, or a rigid spine “joint,” but with the controller active, the model
does not show locomotion. Figure 6.11 summarises the results in one
readable picture: direction, speed and (inherent) stability, caused by the
single asymmetry in the robot: the spine joint’s location. View a movie
and plots of v and φ of the running cheetah at h t t p : / / f r e e q r . e u / b m c .
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Figure 6.11 – Results of the experimental cheetah setup (without stabil-
isation control). The overview clearly shows that more conservative
spine locations (low, between the CoMs of the two hoppers) lead to
low speeds, but stable locomotion. More “extreme” configurations
give rise to high speeds, but the locomotion is not very stable. With
the controller of Figure 6.10, all these configurations can be stabil-
ised. Note that the lateral location of the spine joint determines the
direction of locomotion.
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§6 Conclusion

The presented research concerned morphological computation by the
spine in a cheetah-inspired robot. We have argued that, when doing
biomimetic morphological computation in a highly dynamic fashion,
one should mimic the dynamics—the result of biology’s morphological
computation—rather than the morphology directly.

Video analysis of a running cheetah has shown that the spine, though
being a complicated set of vertebrae and muscles, generates a motion
that can be approximated very well by a simple rotational joint placed in
the right position. Furthermore, inverse dynamics indicated that much
of the spine’s effort can be supplied by a passive torsional spring.

These two observed principles were applied on a robot that is fully
symmetric, save the spine joint; the only control being energy injection.
There is of course much more to a cheetah’s spine than a rotation; and
to a cheetah’s legs than an energy pump. However, we have shown that
only this is already enough to lead to locomotion; and a little stabilisation
of these natural dynamics is enough for sustained running.

Simulation and
experiment of the
cheetah robot

We hope to achieve two things with sharing this research. Firstly, to
inspire quadrupedal robot designers who have not yet considered a spine
to do so; and secondly, more importantly, to show that studying and
copying nature’s dynamics to a biomimetic or bio-inspired robot—rather
than the size, shape or structure—can lead to desired inherent dynamics
and thus greatly simplify control.

This is biomimetic morphological computation.
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Chapter 7

Robird

Ever since the start of aviation, birds and aeroplanes have posed a mutual
risk: birds are killed when struck by aircraft, but in return, bird strikes cause
billions of damage to the aviation industry. Airports employ bird control
methods such as audiovisual deterrents, weapons and chemicals to relocate,
suffocate or otherwise terminate the birds. Whilst the latter methods work,
they are ethically questionable. The problem of audiovisual deterrents
(noise, lasers) is that they quickly lose effectiveness due to habituation.

The approach that works consistently is the use of predator birds, to
scare off the prey birds and permanently relocate them away from runways.
However, the predators themselves cannot be precisely controlled and in
turn pose a threat to aeroplanes.

The “Robird” is a robotic bird mimicking a peregrine falcon: in ap-
pearance, but also in weight (730 g), size (112 cm wingspan) and flying
speed (16m s−1). Most importantly: the Robird is a flapping-wing aerial
vehicle, mimicking the method of flight of the real falcon. The similarity in
appearance and dynamics makes that other birds cannot distinguish real
falcons from the Robird. This allows using the Robird for effective and
nature-friendly bird control.

From a research perspective, the Robird is most interesting: much is still
unknown about how it flies. Challenges are in understanding the (aero)dy-
namics and improving its autonomy.

This chapter will be published in the spring 2017 issue of the Robotics and
Automation Magazine.
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§1 Introduction

Homo universalis Leonardo da Vinci dreamed of bird-like flying machines
in his “Codex on the Flight of Birds” [158]. Failing to make those work,
we have since switched to fixed-wing aircraft that perform admirably
well—until they come into contact with an actual bird. Worldwide, bird
strikes lead to annual damages in the billions, with a risk of plane crashes.

The danger that aviation poses to birds and, in turn, to itself, neces-
sitates relocation of birds around airports. Conventional bird control
methods include audiovisual deterrents (like scarecrows, lasers, noise),
weapons and even chemicals [36]. However, habituation causes the
audiovisual deterrents to quickly lose effectiveness. The more violent,
ethically questionable approaches meet resistance from environmental
agencies and the public in general.

One very effective natural approach is the use of birds of prey, such
as falcons or eagles. Fear of these natural enemies is bred into the birds
that require relocating; the approach does not lose effectiveness [36].
However, the birds of prey themselves take the place of the original
birds, possibly colliding with the aeroplanes. Aside from this risk, they
need to rest frequently and are by nature nocturnal, which limits their
availability.

Fixed-wing or quadrotor Remotely-Piloted Aircraft Systems (RPAS)
have the short-term effectiveness of scattering birds, but also suffer from
habituation. Better results have been obtainedwith fixed-wing RPAS that
look like predator birds, although actual birds of prey are not fixed-wing:
they use flapping flight when hunting, so results may be improved by
using an ornithopter capable of flapping and soaring [10, 90].

“Robirds” are robotic birds that closely resemble natural birds, both
in appearance and in flight behaviour: they fly by flapping their wings,
can soar, and have speed and wing frequencies similar to a real bird. The
peregrine falcon model is capable of flying up to 60 kmh−1 (16m s−1)
and has the same effect on prey birds as a real peregrine falcon. Moreover,
its only downtime is the changing of batteries and it can be controlled to
stay off the runways. It is a perfect nature-inspired and nature-friendly
means of bird control for aviation safety.

§1.1 Research perspective

The first Peregrine Falcon Robird was painstakingly put together by
a falconer and model aeroplane enthusiast, in a shed in his backyard
[9]. Through his experience with model aeroplanes and the study of his
birds, he managed to make a working prototype by trial-and-error. This
presents us with a unique opportunity: usually in engineering research,
we design a device that should work theoretically and subsequently spend
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(a) peregrine falcon (b) bald eagle

Figure 7.1 – The two Robird models. Inset of (a): an actual pereg-
rine falcon. (Julien Baudat-Franceschi, IBC178643. Accessible at
ibc.lynxeds.com/node/178643)

much time and effort trying to make it work. Here, it is the opposite: we
have a working system, but no real insight yet into how it works!

The Robird offers a myriad of research opportunities. First and fore-
most: how does it fly? What is the unique combination of dynamics
and aerodynamics that leads to its high-performing flight? Secondly,
the engineering challenge of making it better: fly longer on a battery,
become self-stabilising, add autopilot capabilities, et cetera. Thirdly, we
can study nature: how do prey birds react on the robotic counterpart of
their natural enemy? And, excitingly: will studying the Robird’s flight
lead to insight into real bird flight?

§1.2 Other ornithopters

There exists a range of flapping-wing vehicles, or ornithopters, differing
in scale and similarity to the animals they are modelled after.

Festo’s SmartBird was inspired by a gull and it very closely mimics
wing kinematics of a real gull [44]. It achieves a graceful flight with
fully actuated wings; however, its size is far greater than its biological
counterpart and its weight less, resulting in much slower flight dynamics.
The bird can only fly in very light wind conditions. A bio-inspired or-
nithopter that focuses more on dynamic similarities in flight behaviour is
the DelFly, an insect-like flapping-wing micro-aerial vehicle (MAV) that
can both hover and fly up to 7m s−1 [32]. Its wings are driven by a single
spar, relying on the wing’s flexibility for proper wing motion. Similarly
but on a different scale, Harvard’s Robobee mimicks the flight of a bee.
It has the same size, achieving dynamics and aerodynamics comparable
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to the honeybee [168]. Also driven by a single spar, its shoulder has a
passive hinge for tilting of the wings.

Like the Robobee, the Robird ismatching dynamics and aerodynamics
to its biological inspiration in order to achieve similar performance. It
combines two spars with proper wing flexibility to achieve the required
flapping motion. The Robird is the first ornithopter to do this in the
weight and speed range of (predator) birds.

§1.3 Peregrine Falcon and Bald Eagle

There are currently two Robirdmodels: the peregrine falcon and the bald
eagle (see Figure 7.1). They can reach speeds of 60 and 90 kmh−1 (16
and 24m s−1), respectively, and fly in wind speeds of up to 6 Beaufort
(13m s−1). They stay airborne by a combination of wing and body shape,
active wing pitch control, wing flexibility, and various control surfaces
for stabilisation.

Several videos of the bird
in flight

While the bald eagle model flies faster and can carry a payload of up
to 1 kg, it is—due to its size and weight—also slightly more unwieldy
than the peregrine falcon. More importantly, the birds we are targeting
at airports are preyed upon by the falcon. Therefore, our research in
this chapter focuses on the peregrine falcon model. In the remainder
of this chapter, we will refer to the peregrine falcon model simply as
the“Robird.” Table 7.1 shows some physical characteristics of the two
models and a comparison to the real birds.

Bald eagle Peregrine falcon
Bird Robird Bird Robird

Mass 3.0–6.3 kg 2.1 kg 0.6–1.3 kg 0.73 kg
Body length 70–102 cm 88 cm 39–50 cm 56 cm
Wingspan 1.8–2.3m 1.76m 0.95–1.15m 1.12m
Flight speed 15–20m s−1 18m s−1 18–25m s−1 16m s−1

Table 7.1 – Physical characteristics of the bald eagle, peregrine falcon and
their robotic counterparts [43].

In the following sections, we address the topics: systemdesign, (mech-
anical and aero-) dynamics and control.
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Figure 7.2 – Hull of the peregrine falcon.

§2 System

The key feature of the Robird is its flapping-wing flight. Both thrust
and lift are produced by a combination of the shape and flexibility of
the wings and the mechanism that not only flaps the wings (a plunging
motion), but also changes their angle of attack (pitching) during the wing
stroke. The wings and tail have control surfaces for stabilisation; the
mechanism (Figure 7.3) and avionics for the autopilot reside inside the
hull (Figure 7.2).

§2.1 Wings and mechanism

The plunging and pitching motion of the wings is realised by driving
them up and down at the leading and trailing edge of the wing, with the
leading edge also leading by a small phase difference ∆φ ∈ [0◦, 15◦].
Figure 7.3 gives a schematic overview of the mechanism. It has a latch to
lock the wings in a gliding position, allowing the Robird to soar with the
motor turned off. (This “glide mode” operation is explained more fully
in Section 7.4.1: Flight modes.)

The wings are made of foam with a laminated resin skin, resulting in
a light-weight and flexible material. While the two spars that drive the
wing introduce some pitching, the flexibility combined with aerodynamic
forces causes additional twisting, leading to a more favourable angle-of-
attack towards the distal end of the wing. The shape, especially the sharp
transition from straight to swept wing and possibly the jagged trailing
edge, have turned out to be crucial for generating and subsequently
shedding vortices that generate thrust and lift (Figure 7.4).

§2.2 Control surfaces

The Robird has three control surfaces: a spoiler on each wing (see Fig-
ure 7.4) and an elevator in the tail. The hinge and attachment point of
the latter are just discernible in Figure 7.2. Whilst the elevator functions
as a direct pitch control, steering with spoilers is rather complicated:
when opened, they cause reduction of lift at that wing and induce a roll
motion. At the same time their drag induces a yawing motion. Whereas
the yawing initially helps to start a turn, once the Robird is rolled on its
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side the same motion now pitches the nose downwards, which leads to a
loss of altitude.

The latest version of the peregrine falcon incorporates a V-shaped
tail with two control surfaces that act as a combined rudder and elevator.
Preliminary tests show that stability and flight performance is increased,
at the cost of a slight deviation from the real bird’s looks.

§2.3 Avionics

The bird is driven by a brushless DC motor (max. 112W output at
11.1 V) and powered by a regular, hobby-grade Electronic Speed Control-
ler (ESC). The control surfaces are actuated using standard RC servos.
All actuators are controlled by an ArduPilot Mega / Pixhawk autopilot
system running on a PX4 embedded computing board [88]. The redund-
ant and failsafe design of the software and hardware is indispensable
when flying on or near airports.

§2.4 Robustness

Limited robustness is a well-known problem in ornithopters: because of
the violent wing motions there is much strain on the mechanics. How-
ever, the mechanism consists of just two con rod mechanisms and the
wings consist of reinforced foam, with—in the new V-tail model—no
further actuators. Due to this relative simplicity of the system, the
Robirds typically have an MTBF of several flight hours, which are many
10–15min flights indeed.

§3 Dynamic system model

Studying the dynamics of the Robird is interesting in and of itself, to
learn how it flies. Moreover, detailed understanding is a prerequisite
for improvements to and optimisation of the system: state estimation,
controller (autopilot) design and drive-train optimisation all benefit from
better knowledge of the bird’s dynamics.

§3.1 Fixed-wing Aerodynamics

In fixed-wing flight mode, the aerodynamics of the Robird are essentially
equal to those of a glider. A glider’s performance can be expressed by its
glide number, the maximum lift/drag ratio [8]:

(L/D)max =
1

2

√
πeAR
cD,0

. (7.1)
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CD,0 0.08 drag coefficient cL = 0
e 0.81 Oswald span efficiency factor
b 1.12 wing span (m)
S 0.145 wing surface arera (m2)

Table 7.2 – Aerodynamic parameters for the glide ratio calculation of the
Robird.

AR is the glider’s aspect ratio, b2/S, where b is the total wing span and
S the wing area plus the area of the body directly between the wings.
cD,0 is the drag coefficient at zero lift (cL = 0) and e is the Oswald span
efficiency factor. [131, 91]

The values for the Robird model (see Table 7.2) give a glide ratio
of 8.3. This implies that it can cover a forwards distance of 8.3m for
every 1m loss in altitude. (For comparison: the glide ratio for a glider
plane is over 40 and that of a Boeing 747 is approximately 14.) There is
some discrepancy between this theory and experiments with a Robird
scale model, where a glide ratio of up to 18 was observed for very high
Reynolds numbers. It is still unclear what causes this discrepancy, but
the real falcon has a similar low glide ratio of 10 [60]. The Robird’s
poor performance as a glider is partly due to the locking mechanism,
which locks the wings when moving downwards, with a negative angle
of attack. Also the drag coefficientCD,0 is very high—the wing shape of
both falcon and Robird is clearly optimised for fast flapping-wing flight.

§3.2 Flapping-wing aerodynamics

Muchmore interesting—and challenging to characterise—is the flapping-
wing flight regime. There are no precise analytical results to calculate
lift and thrust generation and even numerical methods can only give an
approximation [64]. Qualitatively, however, flapping-wing flight works
as follows.

Kinematics A 2-D cross-section of the wing (Figure 7.5) moves as
follows: {

h(t) = h0 sin(ωt)
θ(t) = θ0 sin(ωt+ ϕ)

(7.2)

where h0 and θ0 are amplitudes of the plunging and pitching motion,
and ϕ is the phase difference between the plunging and pitching motion,
determined by the phase offset between the two driving spars as shown
in Figure 7.3. From these kinematics, the effective angle of attack αeff
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can be found:

αeff(t) = arctan

(
−ḣ(t)
U∞

)
+ θ(t). (7.3)

For the mid-wing cross-section of the Robird, θ0 = 17.12° and h0 =
16 cm. For a flight velocity of 14m s−1, αeff is shown in Figure 7.6. The
active pitching of the wing reduces the effective angle-of-attack, which
is vital for stable flight.

Characteristic dimensionless numbers In flapping-wing flight, the
Strouhal number is an essential characteristic dimensionless number
[151]. It can be calculated by

St :=
kh0

πc
, (7.4)

where c is the average chord length of the wing. k is reduced flapping
frequency, non-dimensionalised with c and flight speed U∞, as in [106]:

k :=
ωc

U∞
(7.5)

Taylor et al. [151] have shown that the Strouhal number lies between 0.2
and 0.4 in cruising flight for 42 different species of flying animals, and
even for sharks, fish and dolphins. For the Robird it lies just below 0.4.

Equation (7.6) shows that the effective angle of attack αeff depends
directly on the Strouhal number. If αeff is in the proper range, the wing
is always on the onset of dynamic stall: a Leading-Edge Vortex (LEV)
is generated along the leading edge of the wing, travels in chordwise
direction and is finally shed into the wake at the trailing edge. These
LEVs are essential for flapping-wing flight.

αeff(t) = arctan

(
−ḣ(t)
U∞

)
+ θ(t) = arctan(St π cos(ωt)) + θ(t)

(7.6)

Von Kármán vortex street In an airflow, vortices are generated and
shed about stationary blunt objects, resulting a so-called Von Kármán
vortex street: a series of vortices that are shed alternating on the two sides
of the object, rotating clockwise above and counterclockwise below the
object. The vortex street induces a velocity field at the object, resulting
in an oscillating force on the object that can cause it to vibrate (e.g.
conductor gallop in power lines). In the wake, the vortex street induces
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a deficit in the stream-wise velocity that is a reminiscence of the object
experiencing a drag force.

In bird flight, the plunging and pitching causes the vortices to be shed
such that the top and bottomvortices are switched: a reversedVon Kármán
street is generated. The vortex street now causes a rearwards-pointing
jet-like flow that induces a thrust force on the wing.

CFD visualisation of the
vortex street

§3.3 Dynamics

All the aerodynamics results in the preceding section start from an obser-
vation of the wing motion, which is then used as a rigid (kinematic) input
to a computational fluid dynamics (CFD) method. To truly understand
the flight behaviour, the full fluid-structure interaction should be solved:
in reality the wing is not a rigid input to the airflow; rather, there is an
interconnection, a bi-directional interaction, between fluid dynamics and
structural dynamics.

While in theory it is possible to generate a fine FEMmodel of the wing
and connect it to a CFDmodel of the surrounding air—numerically solv-
ing the Navier-Stokes equations in conjunction with wing deformation—
this would require enormous computation resources. The solution of
this problem lies in proper simplification.

Currently, we are working on dividing the wing in a number of rigid
bodies in Port-Hamiltonian Systems form, which gives them a power port
for interacting with the aerodynamics. The optimal number and distribu-
tion of bodies and their parameters (mass, coupling stiffness, damping)
are determined by comparing simulations with experiments in a wind
tunnel. We place markers on the wing (visible in Figure 7.8) and, with a
stereoscopic camera setup and a stroboscope, obtain high-frequency 3-D
wing motion at various wind speeds, flapping frequencies, and leading-
trailing edge phase differences. The Port-Hamiltonian lumped-system
model is then numerically optimised to show the same motion.

Because the simulation currently uses simplified aerodynamics equa-
tions, it is still difficult to identify dynamic wing parameters from these
measurements—the aerodynamic effects cannot be easily separated from
the wing dynamics. One of the next steps in our research will be to place
thewing in a large vacuum chamber and carry outmeasurements without
any aerodynamic effects: this will allow us to accurately estimate the
wing parameters. Comparing these measurements with the wind tunnel
measurements will also allow to precisely identify the contribution of
the aerodynamic effects.
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§3.4 Wind tunnel measurements

Exploiting the lateral symmetry of the Robird, a model of half the bird
has been placed in a wind tunnel to measure forces on the body and to
study the air flow around the beating wing (3Hz, 5°). The forces are
compared to simulation results of a very simple 2-rigid-body dynamical
model, with the mass distribution of the wing lumped in a front and
rear half-wing, both connected to one driving spar. This simple model
cannot capture most of the higher-order dynamics or the aerodynamic
forces. Figure 7.7 shows the measured forces, where x points forwards
(into the tunnel) and z upwards (along the wing when upright). The
most important experimental observation is in the plot of Fx: the wing
indeed generates a positive average thrust force.

Figure 7.8 shows a picture of smoke trail measurements, visualising
the vortices around and behind the wing.

Anaglyphic 3-D videos of experiments in a wind tunnel at UT and a
vacuum chamber at ESA. (Use red/cyan glasses to see the 3-D effect.)

Marker tracking in wind tunnel and vacuum chamber experiments, plus
simulation of a dynamic wing model.
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Motor

leading
spar

∆φmechanism

trailing spar

latching mechanism

Figure 7.3 – Schematic drawing of the wing mechanism: the leading and
trailing edge of the wing are driven with a phase difference ∆φ ∈
[0◦, 15◦]. Their rotation is transformed to a flapping motion of the
wing through a con rodmechanism for each driving spar. If themotor is
stopped at the right time, lift pressure pushes the notch wheel against
the pawl (latching mechanism), which allows the Robird to soar with
the motor turned off.

Figure 7.4 – Wing of the peregrine falcon. Note the spoiler—trapezoidal
patch in the centre—used for rolling manoeuvres, and the two spars
used for driving the wing.
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c

U∞

θ(t)

−ḣ(t)
αeff(t)

α0

Figure 7.5 – A 2-D cross-section of the wing: the plunging velocity (ḣ(t))
and flight velocity U∞ result in an angle-of-attack α0, which is re-
duced due to pitching (θ(t)) to the effective angle-of-attack αeff(t).
(c is the chord length of the wing.)
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Figure 7.6 – The effective angle of attack αeff is a result of the interplay of
the plunging motion (ḣ(t)) with the free-stream (flight) velocity U∞
and the wing’s active pitching. Without pitching, the wing would stall
because of the high angle of attack (α0).
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Figure 7.7 – Force measurements in the wind tunnel (solid line ),
compared to purely inertial forces in a simple 2-rigid-body dynamical
model (dashed line ). Note that Fx is positive on average,
implying that the wing generates thrust. f = 3Hz,∆φ = 5°, U∞ =
0m s−1

Figure 7.8 – 3-D smoke trail measurements in the wind tunnel. Use a pair
of red/cyan anaglyphic glasses to see the 3-D effect. The inlet of the
tunnel is on the left, with the wing positioned right in front of it. The
smoke trail shows the vortex street that is generated by the wing.
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§4 Control

Although there are a few very skilled pilots who can manually fly the
Robirds, the cognitive load is too extensive when flying close to runways
for an entire day. An autopilot system should make flying easier, such
that in the end anybody could fly the Robird—or indeed program its
flight path.

When in gliding mode, the bird closely resembles a normal glider
plane and the standard autopilot of the Pixhawk/APM system suffices.
The challenge lies in the flapping flight and in switching between modes.

§4.1 Flight modes

As shown in Section 7.2: System (Figure 7.3), the flapping mechanism fea-
tures a latch that acts as a lock for a passive gliding mode. For the latch to
engage—due to aerodynamic lift pushing the notch wheel backwards—
the wings must be stopped in the right position, at a dihedral angle of
approximately 20° (Figure 7.9b). A gliding controller takes care of auto-
matically engaging the lock when the throttle drops below a threshold,
as depicted in Figure 7.9. The main drive shaft has an angular encoder
measuring the shaft angle φ; the latch can engage when φ ∈ [φm, φM ].

§4.2 Autopilot

While research on a workable (aero)dynamicmodel of the bird in flapping
flight is in progress, for stabilising control we have to rely on existing
autopilot controllers offered by the Pixhawk/APM board, tuning para-
meters by observations of many failed flights, pilot experience and logged
data analysis. Without a very skilled pilot able to save the bird whenever
the controller destabilised the flight, it might have proven impossible.
We are now at a point where the autopilot can successfully stabilise the
system.

There are some challenges left, most of which relate to the flapping
flight—with vertical accelerations of 3 g in amplitude and heavy pitch-
ing, even state estimation is not straightforward. The reason that the
autopilot—which was designed for fixed-wing aircraft—only has to be
slightly adapted for our flapping-wing system, is that the flapping fre-
quency is relatively low, compared to smaller-scale ornithopters: 6Hz
is well within the range of the (aero)dynamics of fixed-wing aircraft and
hence the autopilot can handle it. A full path of a flight with the autopilot
in stabilising fly-by-wire mode is shown in Figure 7.10; the figure-8s in
the flight path are the bird autonomously loitering.
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throttle<50 %

φ ∈ [φm, φM ]

throttle>50 %

∆t > 2 s

(a) Finite state machine displaying
controller states and transition guards.
The “surge” state is required to pull the
bird out of gliding mode, by supplying a
high throttle for a short time.

(b) The range wherein the
lift force can engage the glid-
ing lock. Top: dihedral
angle range; bottom: drive
shaft/latch range.
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(c) Demonstration of the gliding controller. The throttle threshold is 50 %;
input is the manual RC signal received from the pilot and output goes to the
ESC.

Figure 7.9 – The gliding mode controller automatically engages the mech-
anism’s passive latch when the throttle drops below a threshold.

145



Chapter 7 Robird

−100 −50 0 50 100 150

0

100
0

50

x (m)
y (m)

z
(m

)

(a) Flying from blue to red.
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(b) Anaglyphic 3-D flight path (same as 7.10a; view with
red/cyan glasses).

Figure 7.10 – 3-D flight path log. The bird was brought to altitude in
fly-by-wire mode, then autonomously loitered around (0, 0, 80) and
(0, 0, 60) ((x, y, z) setpoint in metres) before being brought down to
land by the pilot.
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§5 Conclusion

Some five hundred years after his days, Leonardo da Vinci’s dreams
about artificial flapping-wing flight have come true: in ornithopter toys,
Robobees, kinematic seagulls and now the Robird. The Robird’s simil-
arity to the peregrine falcon allows the spin-off company Clear Flight
Solutions [28] to use it for bird control, but at least equally interesting
are the research opportunities.

There is a qualitative understanding of how flapping-wing flight at
this scale works, and simple mechanical and aerodynamical models have
been developed. The bird can be controlled in gliding and flapping-wing
flight, although the robustness can be improved. Current work therefore
focuses on improving the dynamic model of the bird, by designing more
realistic measurement set-ups and collecting data on both aerodynamic
and structural dynamical behaviour.

With this, we hope to answer questions like “How to improve the
flight efficiency?” and“How to do proper, on-board state-estimation and
control on such a highly-dynamic system?”—but also“Are the principles
of the Robird close to how real birds fly?” and“Could we use this system
to study real birds?”
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Conclusion

Robotic research may be inspired by nature. The question in biomimetic
design is always: “What is the proper way to do biomimetics?” Or, as
put by Pfeifer, Lungarella and Iida [104]:

“ Simply copying a biological system is … of little interest … . Rather,
the goal is to work out principles of biological systems and transfer those
to robot design. ”

With a running quadrupedal robot as objective, this work has focussed
on the cheetah. And, rather than copying kinematics, looks, or morpho-
logy in general, the principles that were worked out are those related
to high-speed, dynamic locomotion. Therefore the main, motivating
research question was:

“ What are the important dynamic functions in a running cheetah? ”

To arrive at an answer, the following questions were addressed too:

1. How can these functions be identified?

2. Can they be identified in a quantitative manner?

3. What tools and methods are needed to describe them?

4. How can the essential functions be synthesised into the design of
a robot?

In this chapter we answer some of these questions, based on the work
presented in this thesis. The significance of these answers—or in other
words, the implications for and contribution to the research field—will
be discussed as well. Finally, as is their wont, the answers raise even
more questions. Those are the topic for further discussion and research.
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§1 The answers

Our way towards a working quadruped, towards a running cheetah robot,
was not one of separate mechanic and controller design. Instead, a hol-
istic view of the complete system was first developed, before starting on
implementation of each sub-system. The reason for this approach is the
fact that in dynamic locomotion, the dynamics of the mechanical system
interact with those of the controller; together they shape the behaviour.
Rather than compensating for the physical system dynamics and trying
to force them into some desired behaviour, the two complement each
other: this is dynamic morphological computation.

The resulting dynamics are a combination of various oscillations
or other resonance-based phenomena. Energy flows back and forth
between physical storage elements—springs and masses—directed by
the kinematic structure, but also between the physical system and the
control algorithms. An energy-based view for both the controller and
system dynamics gives insight into these energy flows. More importantly,
there is no conceptual distinction between the controller and physical
system: both are characterised by energy storage elements and their
interconnection. Moving from design to implementation, there is a
shifting boundary between controller and physical system: the choice of
what behaviour is implemented where is not dictated by the formulation
and becomes a free design choice.

§1.1 The cheetah robot

In order to identify the dynamic principles of the running cheetah, a
slow-motion video of the running cheetah was analysed. Tracking the
position of the anterior and posterior bodies, the kinematics were first
identified. With inverse dynamics, the forces that act on these bodies
were found. However, a cheetah robot is not equipped with full actuation
on the bodies. In order to do something with the information, it should
be fitted to an abstract (dynamic) model. We focus on the spine, hence
the split in anterior and posterior body. This focus also gave a way to
interpret the results: looking at the elastic behaviour of the cheetah’s
spine.

To isolate the spine’s contribution to locomotion, the entire loco-
motion behaviour should originate from the spine. The legs, therefore,
only need to inject energy to keep the motion going. There still needs to
be push-off and ground clearance, so the legs in this work were modelled,
designed and built as simple “hoppers.” They really do nothing but
bounce up and down, leaving all other locomotion dynamics to the spine.
Of course, the spine does this by interacting with the legs, too: there is a
combined oscillation or resonance. Therefore, the legs were designed
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such that they allowed oscillation, by being compliant and losing little
energy in ground impact.

Although the combination of hoppers and a fully elastic spine showed
successful locomotion, the robustness and stability were limited. To im-
prove the behaviour, to exercise more control over the gait, the synchron-
isation of oscillators was studied, resulting a very generic, geometric
description of the synchronisation phenomenon.

With all three conceptual aspects of dynamic locomotion in place—
the spine, the hoppers, and synchronisation between them—the final
cheetah robot was designed. The spine has been simplified to a rotational
joint with compliance that can easily be implemented mechanically. The
new legs, based on Evans’ mechanism, combine energy-efficiency of the
first hopper model, with more mechanical robustness and the ability to
inject more energy. This cheetah robot shows locomotion induced by the
spine, stabilised by a synchronisation controller between the legs. The
cheetah robot exhibits successful energy-based, biomimetic, dynamic
morphological computation.

To give explicit answers to the biomimetic cheetah research questions:

1. How can these functions be identified?
By observing a running cheetah and choosing some aspects.

2. Can they be identified in a quantitative manner?
Yes: a video of a running cheetahmay be analysed to give kinematic
and dynamic information of the running motion.

3. What tools and methods are needed to describe them?
To interpret the information, it needs to be cast into a framework.
Here, an energy-based and geometric framework was chosen.

4. How can the essential functions be synthesised into the design of a robot?
By abstracting the dynamic behaviour into simple formulations,
such as rotational springs and energy-efficient hoppers.

It is important to note that there are multiple arbitrary choices in these
answers: the aspects that were studied, the specific video material, the
theoretical framework and fabrication methods. However, with these
choices, we have arrived at an answer for the main research question;
an answer that is backed by a cheetah robot that runs due to biomimetic
morphological computation by the spine:

“What are the important dynamic functions in a running cheetah? ”

A mutually synchronised hopping anterior and posterior body,
connected by a compliant spine.
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§2 The implications

The motivation for the research presented in this thesis was the devel-
opment of a cheetah robot. However, that was not its purpose or its goal.
The purpose, as stated in the introduction, was

“ to bring together the Port-Hamiltonian System theory and the field of
morphological computation. ”

And the goal, the envisioned result:

“ not only a running quadrupedal robot, but also the methodology that
enabled the design and realisation of this robot. ”

In the following sections, the insights, implications, contributions and
limitations of the work are discussed. They are discussed on three levels,
for three fields: quadrupedal robots, biomimetic robots and energy-based
robots.

§2.1 Quadrupedal robots

The spine of a real cheetah was shown to exhibit compliant behaviour:
from a video analysis of the dynamics, a large part of its force can be
supplied by a passive compliant element. It was shown that a fully com-
pliant spine, modelled as a spring with a Remote Centre of Compliance,
is capable of inducing locomotion in an otherwise fully symmetric model.
A simplified version, the rotational spine of the final cheetah robot, could
be made to achieve the same.

It cannot be argued that a spine is necessary for locomotion in quadru-
peds, since many of the existing quadrupedal robots do not have a spine.
Nor can it be argued that the legs are required to make some kind of
controlled running motion, since in this work, they were simple hoppers
that do not actively pursue locomotion.

However, the work presented in this thesis does show that it is worth-
while to look at the addition of a spine to quadrupedal robots, because
it can improve the dynamics of locomotion—it can make them better
resemble the dynamics of a real galloping cheetah. Furthermore, this
spine does not have to be a full artificial spinal column, or a rotational or
translational joint somewhere in the middle of the body. Instead, it can
be a compliance, with geometric properties that determine the emergent
locomotion behaviour. Hopefully, more researchers can benefit from
these lessons and more quadrupedal robots will feature a spine in the
future.
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It is important to note some important limitations to the cheetah robot
of this thesis, especially in light of the original proposal, which called for
a “Fast-running, Energy-Efficient Quadruped” (see Appendix A).

Fast-running Both cheetahmodels definitely run, based on various defin-
itions of running (Centre of Mass trajectory, flight phase). What
exactly“fast”means can be a topic for discussion, but comparing the
speed of the final cheetah robot with the speed of the real cheetah
gives the following:

v (m s−1) Lbody (m) v/Lbody (s−1)

Real cheetah 25 1.3 19
Cheetah robot 0.3 0.3 1

Clearly, the normalised velocity (in body lengths per second) of our
robot is still a far cry from the real cheetah’s.

Energy-Efficient The premise of energy-efficiency was that, if the mech-
anical system is such that its natural dynamics show locomotion, the
actuator or controller will have to spend little energy to keep this
going, opposed to when the controller has to force the robot into some
kind of behaviour. Although the energy-efficiency of the hoppers in
isolation was studied and optimised, there are no measurements yet
on the efficiency of the complete robot.
Ongoing work on the system—see also the future work in Section 8.3:
The new questions—indicates a Mechanical Cost of Transport, a
non-dimensional measure for efficiency, of approximately 0.3, which
is a bit better than some (Bigdog: 15, MITCheetah: 0.5 [130]) and a
bit worse than others (ETHMonopod: 0.1 [55]). It is actually close
to that of the cheetah (0.3, [154]).*

* It must be noted that
the Total Cost of Trans-
port may turn out to be
higher, depending on
the efficiency of the ac-
tuation.

Quadruped All the cheetahmodels presented in this thesis are restricted
to the sagittal plane, to focus on the locomotion behaviour without
dealing with lateral stability. Therefore, technically, they are two-
legged. However, the fact that the legs are separated by the body
makes the dynamic behaviour similar to that of a bounding quad-
ruped. Theoretically, it should be possible to duplicate the planar
model, connect the two together and have a working quadruped.

New result: four-legged
cheetah robot

§2.2 Biomimetic robots

Much of the existing work onmorphological computation is based on kin-
ematics. In this work, this has been extended to dynamic morphological
computation. The system behaviour is described in terms of desired
dynamics, which are a result of internal resonance and energy flowing
between storage elements, both in the physical model and in the control
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algorithms. The combination of Port-Hamiltonian System theory and
morphological computation, both explicitly describing the interconnec-
tion of (physical) storage elements, gave insight into the dynamics and
energy flows. The graphical expression in bond graphs visualises the
interconnection structure, which leads to more intuitive understanding
of the energy-routing control approaches: the routes can literally be seen
in the graphically modelled dynamics.

Using this approach, it was shown that new lessons can be learned
from nature by looking at it in a different way: by looking at the dynamics,
by identifying the storage elements and their interconnection, by study-
ing the geometric aspects of the spine. This approach can be valuable to
any research into biomimetic robots, whenever the desired behaviour is
a dynamic behaviour.

§2.3 Energy-aware robots

The energy-based view of modelling and control is not new (see e.g.
[94, 123]), but many practical robotic systems are still operated with
traditional controlmethods. InChapter 2: Energy in robotics it was shown
how to apply many of the abstract principles from control theory to real
robotic systems. Important results from the mathematical community
become tangible to robotics researchers. The idea of passivity and energy
budgets, with its practical implementation in the actuator equipped
with a virtual energy tank (Section 2.2: Energy in controlled physical
systems), can be very valuable to the field of robotics, especially when
physical human-robot interaction is concerned. (See Appendix C for a
not-yet published paper on this subject.) However, in reality, friction and
other non-ideal aspects make control over energy difficult, or deteriorate
performance when combined with traditional control methods. Even
so, we have made steps to apply the shaping, measuring, directing and
controlling of energy in real robotic systems.

The synchronisation of limit cycles that was investigated for gait
stabilisation led to a novel look at the phenomenon of synchronisation.
A new, coordinate-free, geometric definition of “synchronisation” was
developed. It allows synchronisation of arbitrary periodic systems, by
describing topological connections between arbitrary limit cycles. In
light of the energy-based analysis and design perspective, it was shown
how to achieve power-continuous synchronisation, by modulating the
energy flow between two systems. The practical applicability of the
method depends very much on the systems in question; controllability
aspects were not investigated. However, the synchronisation method
was successfully applied on the cheetah robot to stabilise its gait.
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§3 The new questions

The answers presented in the preceding sections are not the definitive
answers. They are the result of a specific way of looking at the problem,
using a specific formulation, and working towards a specific goal. Some
limitations were already indicated; they give rise to new questions. We
are already working towards answers to some of these questions in future
research. Others are topic for further discussion.

§3.1 Quadrupedal robots

Spine The spine in the final cheetah robot is a fixed rotational joint.
It would be interesting to make the location of the joint not only
adjustable, but controllable: considering its direct influence on loco-
motion, the robot could be steered using this extra control input.
Furthermore, the robot is currently being extended to a full quad-
ruped, by duplicating the planar version. Questions in this research
are: how should the two halves be coupled? Can a compliant spine
passively provide lateral stability? Can the spine also facilitate turn-
ing, if its geometric properties are controlled?

Legs The current legs are designed as simple hoppers that only inject
energy by bouncing up and down. While this was required to show
that a spine can induce locomotion by itself, the performance could
be improved if the legs also actively contribute to this. Currently,
a novel leg mechanism is studied that allows a continuous range
from hopping (feet moving up and down) to active locomotion (feet
moving in a circular trajectory). It must be studied whether this
allows for “directed energy injection,” shaping the internal motion
of the cheetah in such a way that the energy injected by the feet
contributing to forward velocity is maximised.

First simulation
experiments with the new

hopper design

Synchronisation The definition of synchronisation is not enough to prac-
tically apply it. The control aspects must be further studied: can
the system always be steered in the horizontal and vertical tangent
planes? Can synchronisation still be achieved if the control distri-
bution g(x) is really state-dependent, or if the system is not fully
actuated?
Furthermore, the practical applicability of the energy-routing control
methods presented in the examples must be studied. For example,
changing stiffness in real robots may be achieved using Variable Stiff-
ness Actuators (VSAs). Is it possible to equip the hoppers with VSAs
and use them for synchronisation of the various oscillations in the
system?

155

https://youtu.be/8LwW5H2ODtY


Chapter 8 Conclusion

§3.2 Biomimetic robots

In Chapter 7: Robird, a new biomimetic flying robot was introduced. The
Robird can fly, but it is not yet clear how it does this, exactly. In the
near future, we want to apply the energy-based view to this ornithopter:
to describe the aero- and structural dynamics in a port-based way, to
improve the efficiency, and to understand its flight a little better. The
phase difference in the driving of the wings, that is currently enforced
by kinematic constraints, may be achieved dynamically: by using the
synchronisation methods. This may result in an ornithopter with a dy-
namically varying phase difference, always flying at the optimal Strouhal
number.

Next, the kinematic coupling between the left and right wing may be
released in a similar way, to allow individual control over both wings.
This should enable steering the Robird purely by the wings, thereby
obsoleting the flaps, spoilers and rudders that are currently required.

§3.3 Energy-aware robots

Further work has already been done on the idea of energy budgets and an
actuator with an embedded, virtual energy tank. This “energy-aware ac-
tuator” leads to guaranteed passivity and thereby stability and safety, re-
gardless of the control algorithms used. Still, the most challenging ques-
tion has not been answered yet: how to determine the energy budget?

In human-robot interaction, safety is of the utmost importance. Con-
trol over the energy exchanged in the interaction can greatly improve the
safety. The extension of the energy-aware actuator to this field requires
answers to the following questions:

1. Can the energy exchange between robot and environment (human)
be measured?

2. How can this energy exchange be controlled, or limited?

3. In a rehabilitation robot, the mass of the robot must often be com-
pensated using an admittance controller. Can this be done in a
safe, energy-consistent way?

Finally, the “holistic view,” where the boundary between control
algorithm and physical system is flexible, will be applied to more systems.
A specific example is the use of VSAs in a robot arm with an impedance
control strategy: part of the desired dynamics—a certain workspace
stiffness—may be achieved by the VSAs, in a safe and energy-efficient
manner.
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§4 Conclusion

In this thesis, we have investigated biomimetic and energy-based robotics.
The motivation was a running quadruped, a cheetah robot. A methodo-
logy for biomimetic, energy-based, dynamic morphological computation
was developed and has resulted in a robot that runs. The lessons learned
from the cheetahmay be applied by other researchers working on quadru-
pedal robots and themethodology itself can be used for other biomimetic
robots. More broadly, the energy-based perspective on robotics has led
to new tools, new insights and new ideas to use in robotics research.
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§1 Proposal details

Title Fast-Running Energy-Efficient Quadruped (FREEQ)

Groups Robotics and Mechatronics, University of Twente
Systems, Control and Applied Analysis, University of
Groningen

Summary The development of legged robots has come a long way,
but concerning speed and energy efficiency there are
still crucial steps to be taken. For inspiration we can
take a look at nature, where quadrupedal runners far
outperform anything mankind has produced thus far.
Attempts to make high-performance quadrupeds are of-
ten based on a mechanical design that “looks like” an
animal such as the leopard. From there, controllers are
optimised for speed, energy or stability—but this will
not yield the desired performance.
Embodied (artificial) intelligence or morphological com-
putation is the idea that system behaviour is the result
of the geometrical interconnection of elements such as
springs and inertias. This embodied AI leads to inher-
ent behaviour, in this project a (fast, efficient) running
motion.
Port-Hamiltonian Systems (PHS) theory models phys-
ical systems as the (geometrical) interconnection of
energy storage and dissipation elements, which not
only gives direct insight to the power flows, but makes
PHS theory by its nature the perfect candidate to study
morphological computation.
In this research project we will design a quadrupedal
runner that has inherent running behaviour, caused
by proper interconnection of storage elements: then a
control system only needs to supply energy to keep this
motion going and stabilise it when necessary, resulting
in a fast, energy-efficient running quadruped.
As inspiration for the design we will look at nature’s
best runners—not by copying the mechanical design,
but by identifying them as a PHS and mimic the ener-
getic behaviour, copying that embodied AI that leads
to running motions.

Supervisors prof. dr. ir. S. Stramigioli, RAM, UT
prof. dr. A.J. van der Schaft, SCAA, RuG
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§2 Description of proposed research

A large part of the earth is inaccessible to wheeled or tracked vehicles.
Were it only the rainforests of Brazil and the peaks of the Himalayas
this might be considered a moot case, but our everyday life is filled with
stairs, berms, dikes—an unreachable subspace for wheeled robots. If we
want robots to perform tasks for us or to cooperate with us in our own
environment, they need to manage that environment: they have to move
on legs [59, 128].
For a stable stance and a large static support base during tasks (e.g. manip-
ulation, inspection), a quadruped is indispensable. A high-performance
quadruped, with respect to speed and energy-efficiency, can form the
basis for a robot that can function in our environment.

Energy-efficient, fast quadrupedal locomotion is an enabling technology
for future robotics.

(a) Dribble, a McGeer-inspired walker
[93].

(b) FastRunner, an
energy-efficient runner
[30].

Figure A.1 – Bipedal, energy-efficient robots.

§2.1 Energy-efficient locomotion

Energy-efficiency can be attempted to achieve by optimising a controller
for minimal power consumption on a given robotic system, but this will
generally not yield good results. The real mechatronic approach is to op-
timise the design of hardware and software, mechanics and electronics,
together. The passive-dynamic walkers by McGeer show that walking
bipeds can be very efficient, requiring only a little energy input to com-
pensate for friction and impact losses [86] (Figure Figure A.1a). Similar
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designs have not succeeded for quadrupeds, however [138].
When higher speeds are required, the stiff McGeer design does not

suffice anymore: the high velocities require compliance in the design to
minimise impact losses. For the bipedal runner, a lowmechanical cost-of-
transport has been realised using the Spring-Loaded Inverted Pendulum
(SLIP) model, but because these still use electric or hydraulic actuators
without much use of passive elements, practical power consumption is
still high [126, 71, 112]. One of the first bipedal runners that actually has
a very low electrical cost-of-transport due to the use of passive storage
elements is the FastRunner ostrich-inspired robot that is now being
developed at IHMC ( Jerry Pratt) and the MIT Leg laboratory (Russ
Tedrake) [30] (Figure Figure A.1b).

§2.2 Fast energy-efficient quadrupedal running robot

So far, no energy-efficient fast-running quadrupedal robot has been de-
veloped yet. The best-known dynamic runner, BostonDynamic’s Big-
Dog, has a 15-hp (11.2 kW) combustion engine on its back; its follow-up
is not much more efficient [16, 13]. The Scout-II robot [150] and one
of Raibert’s quadrupeds [113] perform better—energy-wise—but there
are none that come close to fast passive-dynamic running. This pro-
ject, FREEQ, will therefore focus on the development of a quadrupedal,
energy-efficient fast-running robot.

Morphological computation TheMcGeer-type walkers mentioned
above, as well as the FastRunner robot, all have certain behaviour built
into the mechanical system: their passive behaviour is already close to
the desired motions (walking, running), which means that very little
control action is required to keep that motion going. This morphological
computation [105, 102] is also an important aspect of the FREEQproject.

Port-Hamiltonian formulation Morphological computation is pos-
sible through the physical interconnection of storage elements, i.e. (multi-
dimensional) springs and inertias. Port-Hamiltonian Systems (PHS)
theory provides a framework for modelling physical systems in precisely
this manner: the interconnection (called“Dirac structure” in PHS) is a
connection of power ports and thus directly shows the topology of the
energy flows. The use of PHS for control is also known as Control by
Interconnection [95].

Biomimetics It is no coincidence that the FastRunner robot is inspired
by an ostrich: through evolution, nature has provided us with optimised
designs for various tasks. By studying quadrupedal runners in nature,
we can learn how to build them ourselves. In this project it doesn’t make
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much sense to try and copy for example a leopard exactly, but rather
to extract useful knowledge that can be applied. We want to identify
the animal’s motions within the PHS framework: what elements are
present; can we identify the Dirac structure? Once this step is taken, we
can analyse recordings of a running leopard to extract parameters to be
used in the FREEQrobot. In subsection A.2.3, this strategy is explained
in an example.

Validation The research project presented in this proposal is rather
fundamental, in the sense that there is no direct application and a large
part of it is trying to understand the principles involved in high-performance
quadrupedal motion. Apart from applying these principles to a robot
model in simulation, it would be great to do a validation on an actual
robot. Within this DISC program, there is unfortunately almost no fund-
ing for this. However, the RAM group has good contacts with various
mechatronic companies in the region, which have worked together with
RAM in the past. If this project gets funded by DISC, collaboration with
companies will be sought to build a robot setup to validate the theoretical
results.
One of the companies in the LEO center for service robotics that has
already expressed its interest in the project is Demcon, a company“ded-
icated to the development and production of mechatronic applications”
[34].

Novelty of the proposed research

The field of morphological computation or “embodied artificial intelli-
gence” has not yet been extended to high-speed locomotion [101]. The
Port-Hamiltonian Systems theory as a framework to study the effect of
morphology or physical interconnection can facilitate this extension. On
the one hand, it allows to study what elements should be interconnected
in what way; on the other, it may lead to the formulation of new required
components such as variable stiffness actuators.

Biomimetic (running) robots have been developed before, but there
the biological inspiration usually consists exclusively of mechanisms, i.e.
the shape of a robot. In this project, the use of PHS theory enables to
study the energetic behaviour instead, looking not only at mechanisms
but also at storage elements and their interconnection. This type of
biological inspiration is much closer to what we want to achieve: similar
fast, energy-efficient locomotion.

Finally, to the best knowledge of the author, there exist no quadru-
pedal energy-efficient fast-running robots yet.
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§2.3 Biomimetics (example)

For efficient quadrupedal locomotion we can learn from nature: presum-
ably, evolution and training have led to efficient morphology and gaits.
Granted, muscles and tendons are different from electric motors and
springs, but energetically they are alike, e.g. when looking at impedance,
or the fact that zero mechanical work but nonzero force does consume
(metabolic or electric) energy [12].

body P

fP

leg
P

body A

f A

leg
A

spine

Figure A.2 – Example (planar) quadruped system: anterior (A) and pos-
terior (P) body, feet, and 3-D springs as interconnection.

Suppose a quadrupedal runner, a leopard for instance, could be mod-
elled as in Figure A.2: with spring-like legs, a front or anterior (A) and
rear or posterior (P) body and feet, with an elastic spine. The positions
of bodies A and P are extracted from a video, i.e. HA(t) andHP (t) are
known. Then, with inverse dynamics, the 6-D wrenches on these bodies
can be found. The wrench on either body is the sum of the forces exerted
by the foot and those exerted by the spine (A.1). This way, a biomimetic
spinal spring stiffness can be found, which can in turn be applied to a
robot design.

HA(t)
HP (t)

⇒ inverse dynamics⇒ WA(t) = W legA(t) +Wspine(t)
WB(t) = W legP (t)−Wspine(t)

(A.1)
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§3 Organisation

§3.1 DISC

This research project will be carried out in a collaboration between two
groups within the Dutch Institute for Systems and Control (DISC). The
supervisors for this project are professor Stramigioli, of the Robotics and
Mechatronics (RAM) group at the University of Twente; and professor
Van der Schaft, of the Systems, Control and Applied Analysis (SCAA)
group at the University of Groningen. Together, these two groups form
a perfect combination to facilitate the research in this project (see below,
subsection A.3.2).

Within DISC there are three main research areas, with themes in all
areas being addressed in this project [40]:

• System and control theory:
System theory, including behavioural systems, nonlinear, dis-
tributed and hybrid systems. Control theory for nonlinear, ro-
bust, adaptive, optimal control.

• Theory and application of system modelling:
System identification, estimation and signal processing; Mod-
elling tools: discrete events, hybrid systems, fuzzy logic/neural
networks;

• Applications of control engineering:
Mechatronics, robotics, precision technology, motion control
systems; Process control and optimisation.

§3.2 Research groups

RAM “The science and engineering topics we [Robotics and Mechat-
ronics] work on are: modeling and simulation of physical systems; intel-
ligent control; robotic actuators; embedded control systems.” [114]
More specifically, research carried out at the group that is relevant for
this project includes design and application of Variable Stiffnes Actuat-
ors, bipedal dynamic walkers; and in general the modelling, control and
simulation in terms of Port-Hamiltonian Systems, using bond graphs
for representation and a simulation package that directly supports this
formulation [29].

SCAA “The research programSystems, Control andAppliedAnalysis
is devoted to the analysis and design of complex and heterogeneous
system and optimization. The mathematical research in this program is
motivated by applications in various areas, including physical engineering
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systems, networked systems, and systems biology.” [120]
One of the four main lines of research in this group, the one that is
chaired by prof. Van der Schaft, is described as: “Modeling and control
of complex physical systems as port-Hamiltonian systems,” which of
course directly applies to the research in this project.

§3.3 Timetable

Year 1 DISC courses†, Start project, Biomimetic analysis (focus)
Year 2 DISC courses continued†, Quadruped system design (focus)
Year 3 Validation (setup, simulation), Optimisation of design
Year 4 Conclusion of research, Thesis writing

† Unfortunately, the schedule or availability of DISC courses for
2012–2013 is not available yet, so it is not yet possible to include those
more explicitly in the timetable. However, relevant courses that were
taught in 2011–2012 and will hopefully be available again, include“Flex-
ible Multibody System Analysis for Control Purposes”, “Mathematical
Models of Systems”, “Nonlinear Control Systems” and“Design Meth-
ods for Control Systems”.

§3.4 Budget

There is a total budget of € 10,000 available for e.g. equipment, consum-
ables, travel (including conference visits).

Conferences (registration and accommodation) € 4,000
Travel € 4,000
Small equipment, supplies € 2,000
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Energy control: proof

The mass-spring system with force actuator, described in (2.39), is inter-
connected with the passive controller of the form (2.40). If g is chosen
as derived in (2.41)–(2.42), the system is exponentially stable at desired
energy levelEs =

k
2x

2
s .

Proof. The closed-loop dynamics of the interconnected system are the
following:

Htot(x) =
p2

2m
+

k
2
x2
m +

q2

2C
(B.1) ṗ

ẋm

q̇

 =

 0 −1 g
1 0 0
−g 0 0

p/m
kxm

q/C

 ,

with g chosen as

g := −λ

2

C
qv

(E − Es); E :=
p2

2m
+

k
2
x2
m. (B.2)

Note that there are two issues with this proposed control law, namely:
v = 0 or q = 0. The latter case corresponds to an empty energy buffer
in the controller, which must be avoided—if more energy needs to be
injected to reach Es than is available, it will of course never reach Es.
On the contrary, the first case happens often during the oscillations. In
practice, g should be set to some constant, e.g. 0 or 1, whenever v = 0
(or v < ε, some small threshold).

Energy-like functions are often chosen as Lyapunov candidate func-
tions. In this case, we can use the actual energy errorE − Es:

V :=
1

2
(E − Es)

2, (B.3)
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which is radially unbounded and has a single minimum 0 atE = Es. The
time derivative of V is derived in (B.4)–(B.9) below. To obtain (B.6),
the system dynamics of (B.1) are used; in (B.7) the control law was used
and p/m substituted for v, again from the system dynamics.

dV
dt

= (E − Es)

(
d
dt

E

)
(B.4)

= (E − Es)
( p

m
ṗ+ kxmẋm

)
(B.5)

= (E − Es)
( p

m
(−kxm + gq/C) + kxm(p/m)

)
(B.6)

= (E − Es)

(
pq

mC
(−λ

2

C
qv

(E − Es))

)
(B.7)

= (E − Es)

(
−λ

2
(E − Es)

)
(B.8)

= −λV (B.9)

This derivation shows that V̇ is strictly negative when V 6= 0, except
when p = 0: then g is set to some constant and (B.6) will be 0. From
LaSalle’s invariance principle, the final trajectories of the system will all

lie in the set
{
x(t)|V̇ (x) = 0

}
, which is the union of {x(t)|V (x) = 0}

and {x(t)|p = 0}. The first set is the trajectory where E = Es; the
second set is only an invariant set when p = 0 ∧ ṗ = 0, i.e. it contains
only the trivial trajectory xm(t) = 0.

It can be concluded that V decreases exponentially fast with λ and
hence the system is globally exponentially stable atE = Es, if there is
sufficient energy in the control buffer such that q > 0∀t.
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Embedded, Energy-AwareActuators

Safety is essential for robots in unknown environments, especially when
there is physical Human–Robot Interaction. Control over energy, or passiv-
ity, is an effective safety mechanism [125]. However, when the control
algorithm is implemented in a discrete-time computer, possibly even in a
distributed architecture, computation and communication delays readily
lead to loss of passivity and to instability. In this paper we present a way
to make the actuators themselves aware of the energy that they inject into
the system. Now passivity and stability are always guaranteed, even in
situations of total communication loss. These Embedded Energy-Aware
Actuators are a model-free passivity and safety layer that make complex
robotic systems again dependable, well-behaved and safe. In its relative
simplicity, the presented methodology can have deep implications in ro-
botics for safety, tele-manipulation, architectures and the way we develop
systems. It is the only open, interconnectable method that ensures passive
behaviour in distributed architectures under any kind of time delays or even
communication failures.

This paper has been submitted to a number of robotics conferences and the
Robotics & Automation Letters, but it has not yet been accepted.
The main issues are:

• Passivity, required for guaranteed stability, may lead to loss in perform-
ance when classical control laws are used. This is quite a paradigm shift
in robotics research.

• An important question is not answered in this paper: how to determine
the energy budgets?

As indicated in the conclusion, we are working on addressing both points. The
manuscript is included in this thesis to document andmake it available, regardless
of publication status.
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§1 Introduction

Robots have left the controlled environment of factories and are slowly
coming into our lives. Apart from all cognitive challenges associated
with this change, one of the major concerns is safety—especially when
there is physical human–robot interaction (pHRI). There are a number
of criteria defining“safety” in pHRI: amongst others the Head Injury
Criterion, Maximum Power Index, and MaximumMean Strain Injury
Criterion. In general, to meet these criteria—and thus to be safe—the
amount of power/energy/force/acceleration transferred to the human
must be limited [5].

The best way to improve a robot’s safety is to move away from stiff,
heavy, rigidly-controlled systems towards compliant, lightweight robots
under impedance or interaction control [57]. If possible, mechanically:
“The intrinsic or passive safety cannot be underestimated.” [5] For
instance, through the use of “soft actuators”: series elastic or variable
stiffness actuators that are back-drivable, also under control failure [153,
6]. Still, it is important to limit the robot’s velocity to safe levels [57].

Returning to the injury criteria: many depend directly or indirectly
on the energy transfer. The Maximum Power Index directly, but also for
instance the strain and acceleration based measurements are related to
energy. Control strategies that limit (mostly kinetic) energy present in
the robot are successful: by estimating the energy in the robot, based on
joint velocities, the position setpoint or maximum velocity are adapted
to stay below unsafe energy levels [149, 80].

§1.1 Passivity

Better (that is, safer) than changing the robot’s set point or scaling its
velocity based on measured joint velocities, as in the referenced work
above, is to ensure passivity of the robot. As proven by Stramigioli [140],
if a system (the robot) is not strictly passive, it is always possible that a
passive environment destabilises the system and extracts infinite energy
from it. This is a very strong theoretical result: robots operating in an
unpredictable environment can be guaranteed to remain stable if and
only if they are passive.

Recently, Schindlbeck andHaddadin [125] presented a passivity-based
control scheme for pHRI. Because most tasks do require energy, the
authors introduced an task-based energy-tank method, where tasks can
use a certain amount of energy but no more than that.
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§1.2 Actuator-level passivity

While the continuous-time control laws of Schindlbeck and Haddadin
[125] are proven to be passive and the conducted experiments on a
K U K A / D L R L W R - I I I were successful, what happens under coarse dis-
cretisation (of time and state measurements), (variable) time delays, or
even communication loss between the high-level control computer and
motor controllers in the joints?

Many modern control systems have a distributed architecture. If
communication loss results in a failure of torque command updates to
any of the low-level joint controllers, passivity cannot be guaranteed any
longer. Therefore, we propose to move the passivity layer as close to the
mechanical system as possible: if the actuators can be made passive, the
whole system is always guaranteed to be passive [122]. Control messages
will consist of the classical torque, velocity or position setpoint, combined
with an energy budget, similar to the task-energy of [125].

In tele-manipulation and haptic interfaces, passivity has already been
used to stabilise (variably) time-delayed systems, e.g. in the “PSPM”
method of Lee and Huang [83], or PO/PC of Ryu, Kwon and Hannaford
[118]. In these systems, the passivity relies on a series elastic element
(PSPM) or precise interaction force measurements (PO/PC). In this
paper, we present a method to add passivity to any electric-motor based
actuator, without adding extra sensors.

§1.3 This paper: E2A2

This paper describes the idea of Embedded Energy-Aware Actuators
(E2A2): actuators that, on an embedded computing level, regulate the
amount of energy they inject into the system. To illustrate the concept,
the paper is structured as follows:

1. First, a very simple 1-DoF simulated systemwith passive continuous-
time controller is presented. The demonstration system is dis-
cretised in such a way that it loses passivity, due to time delays.
(Section C.2.2: The problem)

2. Exact energy measurement is implemented on the 1-DoF system,
similar to [146, 19]. (Section C.2.3: Energy sampling)

3. The controller is augmented with a local, discrete-time energy
tank. (Section C.3: The E2A2 concept)

4. Two demonstration experiments are presented to show the guar-
anteed passivity and precise energy tank control in practice. (Sec-
tion C.4: Experiments)

5. Finally, the method is applied to a 3-DoF robot arm in simulation.
(Section C.5: Robotic arm)
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§2 Energy in controlled systems

§2.1 Passivity

In physical systems, the property of passivity is an energy-basedmeasure
of stability—it is a special case of dissipativity as introduced by Willems
[164] that arises naturally in physical dynamical systems. General dissip-
ativity is defined in the following way: consider a system

ẋ = f(x,w), z = g(x,w) (C.1)

wherex is the system state,w the input and z the output, which take their
values in their respective manifoldsX,W and Z. The supply function is
a mapping

s : W × Z → R (C.2)

The system (C.1) is said to be dissipative if there exists a storage function
V : X → R such that

V (x(t1)) ≤ V (x(t0)) +

∫ t1

t0

s(w(t), z(t))dt (C.3)

The system is conservative if equality holds in (C.3). In physical systems,
a natural choice for the storage function V is the total energy in the
system; the supply function is the supplied power 〈F, v〉 of the input
port of the system. Indeed, systems that contain only passive physical
elements (masses, springs, dampers) can never contain more energy
than initially present. Consequently, the energy is bounded and thus a
system that is overall passive is always stable [95, 122].

§2.2 The problem

Figure C.1a is an example of a physical system with only an inertia (1 kg)
and an actuator. Because the PD-controller acts as a virtual spring
(20Nm−1) and damper (0.1N sm−1), the overall system is passive and
hence stable. When the controller is implemented in discrete-time, how-
ever, the system is not passive or stable anymore. Figure C.1b is the
discrete-time implementation of the passive controller of Figure C.1a.
Indeed, simulation results show that the discrete-time system becomes
unstable, even at a rather high sampling frequency of 100Hz, for a system
with an eigenfrequency of only 0.7Hz (see Figure C.2).

Note that the original system was intentionally underdamped, and
no special care was taken to do a proper discretisation, e.g. a bilinear
transform. The E2A2-method is completely independent of the chosen
controller or system, so the purpose here is to obtain a simple demon-
stration system for the E2A2-method.
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(b) Discrete-time controller. The sample block samples the position at each
sample time; the ZOH (Zero Order Hold) block holds the previous force
command during a sample timestep.

Figure C.1 – A very minimal system with a passive controller: a moving
mass with a force actuator and a virtual spring/damper controller.
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FigureC.3 shows the energy present in the system, which decreases for
the continuous-time, truly passive system, but grows for the non-passive
discrete-time controller.

If instability due to time delays already occurs in this simple system, it
is clear that we must take additional measures to ensure passivity—and
thereby stability and safety—in any robotic or mechatronic system, espe-
cially if it has a distributed architecture, there is risk of communication
loss, or is highly dynamic.
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1

Time (s)

q
(m

)

continous discrete

Figure C.2 – Comparison between a passive continuous-time controller
and the same controller in discrete-time, with a sampling frequency
of 100Hz. Notice that while the controller acts as a passive spring
and damper, the discrete-time implementation is unstable.
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(a) Continuous-time system.
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(b) Discrete-time system.

Figure C.3 – The energy present in the system and controller: kinetic energy
Ek in the mass and controller energyEC in the virtual spring.
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§2.3 Energy sampling

The first step towards ensuring passivity of the controller is measuring
how much energy it supplies to the system. It is possible to accurately
estimate the energy supplied by the controller if two conditions are met:

1. the actuator force is constant during a single sampling period;

2. there is a position sensor collocated with the actuator.

Condition 2 is a straightforward design choice; condition 1 is met if the
actuator’s inner control loop—e.g., the current controller of an electric
motor—is sufficiently fast compared to the main control loop and a ZOH
is used. When these conditions are met, the energy injected during a
single sampling period can be calculated:

E =

∫ ti+1

ti

P (t)dt =
∫ ti+1

ti

〈F (t), v(t)〉 dt

=

∫ ti+1

ti

〈F (ti), v(t)〉 dt = 〈F (ti), q(ti+1)− q(ti)〉 (C.4)

Or, writing the discrete-time equations in computable form, where F̄i−1

is the control force set at ti−1, held constant until ti by Condition 1:

Êi = Êi−1 + F̄i−1 · (qi − qi−1) (C.5)

For the example system of Figure C.1b, this energy sampling method
gives the result shown in Figure C.4: even at a very low sampling fre-
quency of 25Hz, with a clearly unstable system, the energy is very ac-
curately estimated.

Stramigioli et al. [146] introduced this energy sampling method as
“sampled passivity” for discrete Port-Hamiltonian Systems, with a focus
on stable and passive telemanipulation systems. The concept has until
now only been used in the context of telemanipulation chains, not as
a tool to build (distributed) passive architectures, other than in [19].
In this paper, for the first time this concept is used to make actuators
intrinsically passive. In this new control paradigm, the actuator—as the
interface between the continuous and discrete world—is responsible for
ensuring passivity.

§3 The E2A2 concept

E2A2 stands for “Embedded Energy-Aware Actuators”: by embedding
the energy sampling as explained in the previous section in an actuator,
or as close to it as possible, the actuators themselves can keep track of the
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Figure C.4 – Supplied energy estimated by “passive sampling”, compared
to the actual kinetic energy of the mass. To show the effectiveness,
sampling frequency has been reduced to 25Hz.

energy that they inject into—or extract from—the mechanical system or
robot. To ensure passivity of the actuator, two more things are required:
an energy tank, and a strategy to apply when the tank is empty.

§3.1 The energy tank

By providing the actuator with an initial energy E0, (C.5) can be used
to keep track of an“energy tank”: any energy the actuator supplies to
the robot must be taken from this tank. Hence, when the tank is empty,
the actuator’s power output must be zero: passivity is then guaranteed.
Note that any negative work done by the actuator also “flows back” into
the tank, since injected energy F∆q of (C.5) is negative.

The injection of energy by the actuator into the mechanical part of
the robot can be forced to 0 in two ways: forcing F to zero, or forcing
v to zero. Which of these is the proper choice depends very much on
the system: setting F to zero still allows other (external) forces on the
system to accelerate the robot and actuator. If gravity is present in the
system, it is better to force v to zero (constant position). On the other
hand, in the mass-spring-damper system the logical choice is F = 0.

Actually, whenE = 0 the actuator must not inject additional energy
into the system; it may of course extract energy from it. The E2A2-type
actuator has an embedded passivity layer between controller and actuator
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(a) Classical actuators have an unlimited power supply and can therefore
inject unlimited energy into the system.
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(b) E2A2-type actuators have a virtual energy tank and can therefore never
inject more energy into the system than the amount that was provided expli-
citly by the controller.

Figure C.5 – Classical actuators versus Embedded Energy-Aware Actuat-
ors. Although both are connected to an infinite power supply and
might lose communication with the computer, the E2A2 has a virtually
limited amount of energy available.
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that “passivates” the system as follows:

Factuator =


Fcontroller Ê > 0{
0 Fcontroller · ˆ̇q ≥ 0

Fcontroller Fcontroller · ˆ̇q < 0
Ê ≤ 0

(C.6)

Note that for (C.6) an estimate of the actuator velocity direction sgn (q̇)
is required.

§3.2 The new “set-points”

With the new Embedded Energy-Aware Actuators in place, a control
message sent over the system bus is not longer just a set-point for torque,
velocity or position, but also includes the energy that may be expended
during themotion: σ := (r, ∆E). ∆E is added to the local energy tank;
r is executed until the next set-point σ comes in, or until the energy tank
is empty.

With task-based energy budgets, a controlled amount of energy may
be injected or“used” by the actuator. The budget may depend on expec-
ted potential energy change (when lifting a robot arm), or e.g. friction
losses.

§4 Experiments

Two different experimental setups were constructed to show the working
of the E2A2 in practice: the running example of an inertia with an actu-
ator that implements a spring; and a motor with a pulley that lifts a mass
(see Figure C.6). The former clearly shows instability in oscillations,
which is solved by the new actuator; the latter neatly demonstrates the
accuracy of the energy estimate, which should of course be approxim-
ately equal to the mass’s potential energy, in turn proportional to its
height.

The electric motors of both setups are driven by a motor controller1

operating in current control mode, which also runs the energy tank al-
gorithm. A computer, communicating with the motor controller over an
RS232 serial connection, sets the torque/current command and available
energy.

1Elmo SimplIQ Solo Whistle.
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J

M

(a) A motorM that acts as a virtual rotational spring for a large inertia J .

M

m

(b) A motorM that lifts a massm by means of a pulley.

Figure C.6 – Systems used for testing the E2A2 architecture.
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§4.1 Virtual spring

The very simple experimental setup illustrated in Figure C.6a consists of
an electric motor2 with a heavy brass disk bolted directly to the motor
shaft. The control algorithm on the computer implements a spring with
a stiffness of 3.98mNm rad−1, which results in an eigenfrequency of
0.51Hzwith the disk’s inertia of 3.76× 10−4 kgm2. The algorithm runs
at 50Hz.

Regular actuator

First, the experiment is carried out without the embedded passivity layer:
the controller is started and the disk given a small initial push to start
oscillation. Figure C.7 shows that the disk quickly spins out of control
and the motor keeps injecting energy into the system. Clearly, also a very
simple system will quickly become unstable; even when the sampling
frequency is two orders of magnitude higher than the eigenfrequency.

E2A2-actuator

With the E2A2-concept implemented, the low-level controller keeps
track of injected energy; the computer includes the initial energy tank
contents (0.1 J) in the firstmessage. Now, the passive controller is indeed
passive: whenever the tank is empty, the current (torque) is cut off to
0A, preventing further energy injection. The disk keeps oscillating as
expected.

2maxon A-max 26, 110201.
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Figure C.7 – Experimental results for the virtual spring setup depicted
in Figure C.6a. Note that the torque is continually cut off for the
passivated system when the energy tank is empty, resulting in a stable
system with bounded energy.
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§4.2 Lift

The lift experiment consists of a motor with gearbox3 and a pulley, which
lift a mass—see Figure C.6b for a schematic drawing. The control com-
mand will be a constant torque that lifts the weight off the ground, which
requires an amount of energy equal to the potential energy gained by
the mass. Note that instead of a constant torque, any torque or even
velocity profile can be applied—the E2A2-method works independently
from high-level control law and the actual system. In this case when the
energy tank is empty, the torque cannot be set to 0Nm: the mass would
drop to the floor. Instead, a weak P-controller is engaged locally at the
actuator to hold the mass steady. If extra energy is added to the tank by
a control message or by pulling the mass down (against the P-controller,
which extracts energy from the environment), the actuator will switch
back to the original torque command.

Figure C.8a shows the experimental results: indeed, the mass is halted
shortly before the motor has rotated 400 rad, because the energy tank
has been emptied. With a gearbox ratio of 33 : 1 and pulley radius of
2 cm, this corresponds to a height of 23 cm. The mass weighs 816 g,
so the potential energy gain is only about 1.8 J—apparently a lot of the
controller energy of 3 J is lost to friction.

E2A2 lift experiment

In order to verify this, we have modelled the system with the mod-
elling and simulation program 20-sim [29]. The parameters that were
used are listed in Table C.1. The mechanical friction is implemented
as a Coulomb-viscous friction model according to (C.7). These para-
meters were fitted to the measurements to obtain the results shown in
Figure C.8b. This simulation confirms that 1.2 J is lost in motor/gearbox
friction.

τR = τCoulomb · sgn(ω) +Rviscous · ω (C.7)

Friction loss compensation

With the energy loss estimate, we could carefully add extra energy to the
tank and achieve the desired height of 35 cm—at the risk of overshooting
if the actual friction is, after all, less than the modelled friction. First, the
simulation was used to estimate the energy lost to friction when the mass
is pulled all the way up to 35 cm, which turned out to be 1.8 J. When this
energy was added to the tank at the start of the experiment, on top of the
original 3 J, the mass does indeed reach the intended height of 35 cm.

3maxon DC motor 118746, maxon gear 166938.
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Figure C.8 – Lift simulation and experimental results. The mass is pulled
downwards at 6.5, 16 and 22.5 s (which injects energy into the actu-
ator) and lifted at t = 12 s (which does nothing: the cable slacks).
The red, dashed line shows that a little energy is lost to friction every
time the mass moves down and up.

Parameter Value Description

Km 43.9 mNmA−1 Motor constant
τCoulomb 3.0× 10−5 Nm Coulomb friction
Rviscous 4.0× 10−5 Nm/(rad/s) Viscous friction
Jmotor 10.5× 10−7 kgm2 Motor inertia
n 1:33 Gearbox ratio
Jgearbox 8.7× 10−5 kgm2 Gearbox inertia
r 0.020 m Pulley radius
m 0.816 kg Mass
Fg −8.0 N Weight

Table C.1 – Parameters for the lift simulation.
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§5 Robotic arm

We have carried out a simulation of a 3-DoF robot arm with and without
the use of Embedded Energy-Aware Actuators. Although this is a com-
puter simulation, the previous experiments have shown that the E2A2-
approach works in practice, guaranteeing passivity or precise control of
the amount of injected energy. This experiment serves to demonstrate
the application of the E2A2-method for energy safety guarantees on a
more complicated system.

§5.1 System and Controller

The arm consists of three links and three rotational joints (see Figure C.9).
In the reference configuration (q1 = q2 = q3 = 0) the joint axes are z,
y and x, respectively. Each link is 0.5m long and weighs 1 kg; a uniform
weight distribution is used. Each joint is modelled as a torque actuator
with a viscous friction of 2.0Nm s rad−1.

q1

q2

q3

end effector

x

z

Figure C.9 – The robotic arm consists of three links with three rotational
joints. Each link is 0.5m long and weighs 1 kg. When qi = 0,∀i, the
arm points straight up.

The controller is impedance control on the end-effector, with stiffness
K = 20Nm−1 and with active gravity compensation according to (C.9).
τ is the torque sent to the joint actuators and τgravity is the calculated
joint torque due to gravity. The Jacobian J of (C.8) is derived from the
robot kinematics. x is the

(
x y z

)>
position of the end-effector or

setpoint; q are the joint positions
(
q1 q2 q3

)>
.

vee = J(q) · q̇ (C.8)

τimpedance = J(q)> ·K
(
xsetpoint − xee

)
(C.9)

τ = τimpedance − τgravity (C.10)
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§5.2 Experiment

The control law of (C.10) is implemented in discrete-time, with a fre-
quency of 100Hz, and simulated 12-bits angular encoders on each joint.
The actuators are implemented as Embedded Energy-Aware Actuators
from the lift experiment.

At the start of the simulation, the arm starts in its zero configuration
(straight up). At t = 0 s the setpoint is

(
0.3 0.4 1.0

)>
m; at t = 5 s

it changes to
(
−0.7 0.1 1.2

)>
m.

The experiment is carried out twice: once without the energy-limit
(the torque from (C.10) is sent to the motors directly) and once with the
E2A2-scheme in place at each actuator. Because there is a significant
amount of potential energy change from the first to the second setpoint,
each actuator is given an energy budget of 4 J in the second experiment.

§5.3 Results

The left half of Figure C.10 shows the results of the first experiment. The
end-effector is pulled towards the setpoint by the impedance controller.
Due to the large distance between setpoint 1 and 2, the kinetic energy
reaches high levels during that change (middle left: 12 J). In total, the
actuators inject almost 20 J.

In the second experiment, right of Figure C.10, the E2A2 limits the
total amount of energy injected (bottom right), which also keeps the
maximum kinetic energy bounded. The velocity of the arm is much
decreased and the setpoint is reached much slower than before, as seen
in the top right plot. This is of course a direct effect of the desired lower
kinetic energy.
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Figure C.10 – Robot arm simulation experiment without (left) and with
(right) E2A2: during a large setpoint change, the kinetic energy
reaches high levels. Note that the energy plots are stacked.
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§6 Conclusion

Robots in unknown environments, especially when there is physical
Human–Robot Interaction, benefit from precise control over the amount
of energy present in the physical system. Indeed, passivity is a necessary
requirement for stability [140].

In modern distributed architectures, where the—possibly passive—
control algorithms send torque or position commands to low-level motor
controllers, communication malfunctioning will likely render the sys-
tem unstable. For sure, without extra precautions, passivity cannot be
guaranteed any longer.

In this paper we have presented E2A2: energy-awareness and passiv-
ity, or exact control over the amount of injected energy, at the actuator
level. Even in the case of communication failure between high-level con-
troller and motor controllers, passivity and stability are still guaranteed.

Embedded Energy-Aware Actuators are a model-free safety and sta-
bility layer, realised by:

1. Defining an“energy budget” that may be used by an actuator;

2. keeping track of the amount of energy injected into the system by
the actuator;

3. taking measures to avoid injecting additional energy when the
whole budget has been used.

By implementing this passivity layer locally at the actuator, so by embed-
ding it in the low-level controller, overall system passivity and stability is
guaranteed—even under communication failure conditions. The actuat-
ors themselves have become energy-aware.

Two experiments have shown that implementing the E2A2-concept
ensures passivity and stability. A simulation experiment has demon-
strating the effect of applying the E2A2-method on a more complicated
system: a 3-DoF robotic arm.

In today’s complex robotic systems, it is worthwhile to think about the
energy in the system: for stability and, most importantly, safety. With
Embedded Energy-Aware Actuators, it is possible to ensure adherence
to an energy budget—to prevent control malfunctions, system damage
and injuries.
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Dankwoord

Thank you.
Yes, you, the reader. The fact that you’re reading this means that at

least someone is appreciating the work I put into writing this thesis—or
at least into these acknowledgements.* Furthermore, it probably also

* If you haven’t done
so, I recommend read-
ing at least the Samen-
vatting or Summary,
which give a good idea
of the full contents of
this thesis.

means that you are at my defence, a colleague, or in some other way
involved in my research. So, again: thank you, dear reader.

Dan door naar het echte dankwoord. Ik heb getwijfeld of ik iedereen
zou proberen te benoemen—met het risico iemand te vergeten—of te
volstaan met een“iedereen bedankt.” (Uiteindelijk weten degenen die
een bijdrage hebben geleverd enmijn dank verdienen dat tochwel.) Maar
ik blader zelf bij andere proefschriften ook altijd naar het dankwoord en
weet hoe leuk het is om je eigen naam daarin te ontdekken, dus we gaan
toch voor optie 1. Kun je je naam niet vinden in het volgende, ga dan niet
zitten pruilen: ofwel ik ben je vergeten, waarvoor mijn excuses; ofwel je
hebt toch minder bijgedragen dan je dacht. Kies zelf maar.

Ten eerste mijn promotor en“dagelijks begeleider” Stefano. Er wa-
ren momenten dat het beperkte contact tussen ons lastig was, maar over
het algemeen heb ik heel veel gehad aan je vertrouwen, inspiratie en input
tijdens inhoudelijke discussies. Door de grote vrijheid en verantwoor-
delijkheid die je me gaf, heb ik me kunnen ontwikkelen—niet alleen op
wetenschappelijk gebied, maar juist ook daarbuiten. Mijn co-promotor
was Arjan van der Schaft, van de RuG: zo af en toe maakte ik een tripje
naar Groningen, of kwam Arjan naar Twente. We hebben niet intensief
samengewerkt, maar juist daardoor kon je altijd met een kritische blik
naar mijn onderzoek, artikelen en plannen kijken. Vooral je inhoudelijke
input op de wat meer wiskundige zaken was zeer waardevol.
Stefano, Arjan: bedankt!

In een vakgroep is veel verloop van studenten en aio’s, maar met
degenen die ongeveer in hetzelfde cohort zitten werk je toch gauw 6
jaar samen. Douwe: er is te veel om alles op te noemen. Lopende
robots, activiteiten voor de brainstorm, discussies over wetenschap, auto
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delen, ervaringen uitwisselen over kinderen, werken aan de organisatie,
aanzetten tot OFL,…. Ik ben blij dat wij in hetzelfde cohort zaten!
Éamon, ook wij begonnen ongeveer tegelijk. We waren te veel met onze
eigen projecten bezig om veel samen te werken, maar ik heb meermalen
dankbaar gebruik gemaakt van jewerktuigbouwkundige kennis en inzicht,
en jou hopelijk verder geholpen met geometrische vraagstukken.

In de ruim vier jaar die ik aio was bij RaM, heb ik veel studenten
mogen begeleiden: het is niet voor niets dat twee hoofdstukken uit dit
proefschrift direct voortgekomen zijn uit het werk van afstudeerders. In
chronologische volgorde: Eric (glide mode v2), Wessel (autopilot), Ivor
(hoppers), Cyrano (vleugelslagopstelling), Rik (parachute), Berend (vleu-
gelslag), Bart (cheetah), Luca (e2a2), Frank (robotarm), Frank (robird-
model), Jeroen vD (glide mode v3), Erik (robird-opstelling), Jeroen M
(robird-mechanisme), Ernesto (glide mode v3), Nicolò (cheetah), Alan
(lanceerplatform), Camiel (fasesturing),Martijn (hopper v3), Steven (vleu-
gelslag), Jelmer (landingsplatform).
Bedankt voor jullie bijdragen aan mijn onderzoek!

Bij het ontwikkelen van robots hoort ook het bouwen van robots.
Ikzelf, maar vooral de hiervoor genoemde studenten, zijn hierbij altijd
enorm geholpen door de technici van RaM. Zonder de ervaring, hulp
en parate kennis van Gerben was het rapid prototyping niet gelukt; alle
RaMstix-perikelen werden door Marcel verholpen. Ook Hennie kon me
af en toe helpen bij een mechanisch vraagstuk. Heren: bedankt!

Uit het feit dat ik al sinds mijn bacheloropdracht in 2009 bij RaM
rondloop, blijkt dat ik het wel naar mijn zin heb in deze vakgroep. Dat
komt misschien een beetje doordat ik er mijn onderzoek kan doen, maar
toch vooral door de mensen. De vaste staf (met wat wisselingen in
de wacht door fusies en splitsingen), ondersteuning (ik geloof dat ik je
eerste BSc-student was toen je bij CE kwam, Jolanda), aio’s en studenten
die komen en gaan—samen maken ze de groep. Hoogtepunten waren
de oprichting van de StiBiBaRo met Jos Vos en het aanbrengen van
ledverlichting in de koffieruimte.

Ik heb het geluk gehad om vrijwel vanaf de oprichting bij Clear Flight
Solutions betrokken te zijn en zo de ontwikkeling van de vogel, van
prototype tot product, mee te maken en er mijn steentje aan bij te dragen.
Inmiddels werk ik er officieel en ik hoop samen met het geweldige team
daar nog veel verder te komen met de vogels!

Mijn interesse in de wetenschap en robotica is voor een groot deel
gevormd door inspirerende docenten. Van Guit-Jan Ridderbos die mij
als welpje tijdens een hike 212 liet uitrekenen, via Meile Haan en Jan Bos
die mij op de middelbare school wisten uit te dagen, tot professors als
Ruud van Damme, Gijs Krijnen en Leon Abelmann, die allemaal op hun
beurt net iets méér deden dan gewoon college geven. Ik hoop dat jullie

Een bijzonder woord
van dank aan Peter
Breedveld, die zo diep
wist te gaan bij colleges
over dynamisch model-
leren dat ik het maar
net kon volgen. blijven inspireren.
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Buitenmijn promotie om is natuurlijk veelmeer gebeurddan erbinnen—
per slot van rekening zit er van de 168 uur in de week slechts 40 in de
werkweek. Idealiter nog zo’n 56 in slapen, maar zelfs als dat gehaald
wordt dan blijft er 72 uur over. Die tijd is voor familie, vrienden en
hobby’s.

In omgekeerde volgorde: aan allemuzikanten vanExcelsiorWestenholte—
in het bijzonder aan de sexy sectie natuurlijk—en aanMarten hoef ik niet
te vertellen hoezeer ik het er naar mijn zin heb; dat ik er elke donderdag
voor naar Zwolle reis spreekt boekdelen.

Ontwikkelingen in vestigingsplaats en gezinsleven zorgen dat de kwan-
titeit minder wordt, maar de kwaliteit is dik in orde: Auke, Hein, Ramon,
Bas, ik hoop dat de kwantiteit nooit 0 wordt. Ook andere vrienden, van
school, studie en daarbuiten: zonder jullie was het minder.

26 en D+K: bedankt
voor jullie onvoorwaar-
delijke steun, zeker na
de geboortes van I&J.Ten slotte de familie. Die kies je niet (nou ja, de helft misschien),

dus je moet het geluk hebben dat het botert. Dat heb ik. Heit, mama,
Anne, Jelte; Leendert, Menne: ik kijk alweer uit naar Terschelling! En
mijn favoriete tante in Frankrijk, waar ik een paar jaar achter elkaar flink
kon meeklussen, en natuurlijk eten & drinken. Ook de andere kant (die
ik dus min of meer wel heb gekozen) zit wel snor: Ruud, Jo, Marloes,
Carlijn; Stefan; José: ik zou me een vervelender schoonfamilie kunnen
voorstellen.

Mijn vrouw heeft me op niet mis te verstane wijze duidelijk gemaakt
dat het dankwoord toch vooral een pagina’s-tellende lofzang aan de
partner moet zijn. Nu houd ik nauwlettend de git-repository van háár
proefschrift in de gaten, maar zie daar nog niet iets wat dergelijke pro-
porties aanneemt. Vanuit het gelijkheidsbeginsel denk ik dus dat ik wel
weg kan komen met een iets korter stukje. Thanks, Laura!

Kijk, ik kan hier wel een
heel uitgebreid verhaal
gaan houden, maar het
wordt ook op internet
gepubliceerd en straks
wordt het nog gênant.
Ik hou van je.Last of all, then. These may be the acknowledgements of my thesis—

and I don’t think you two had any positive contribution to that—but
still: Iris and Jasper, you are a delight. (If only because the sleeping
time mentioned above is lowered drastically, putting even more“awake”
hours in a week.) Thanks a lot!
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