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“If we knew what it was we were doing,
it would not be called research,
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Summary

Vibrations due to environmental disturbances can cause a loss of accuracy
in high-precision manufacturing and inspection equipment. In many cases,
floor vibrations are the dominant mechanical disturbance source. To reduce
the vibration levels due to floor motion, the equipment is commonly mounted
on vibration isolation systems with relatively small support stiffness (called
soft mounts). However, the low support stiffness may introduce difficulties in
the response to disturbances other than floor vibrations and with the levelling
of the equipment.

The objective of the research described in this thesis is to develop an altern-
ative vibration isolation concept, which makes use of relatively stiff supports
(so-called hard mounts). The increased support stiffness of these mounts cir-
cumvents the previously mentioned difficulties of soft mounts. Additional
objectives for this vibration isolation concept are: improvement of the damp-
ing of the suspension modes as well as relevant structural modes of the sup-
ported equipment; and achievement of floor vibration isolation performance
as achieved by state-of-the-art soft mounts.

The required additional damping in the suspension modes and structural
modes is achieved by feedback control. It is shown that absolute motion
sensors (i.e. accelerometers or geophones) are preferred over force sensors and
displacement sensors when additional damping is to be achieved in the sus-
pension modes as well as several structural modes. Conditions are derived for
which the feedback control system (using absolute motion sensors) is practic-
ally collocated, resulting in a robustly stable feedback system.

To reduce the transmission of floor vibrations further, feedforward compens-
ation of measured floor vibrations is applied. The optimal feedforward com-
pensation partly depends on system dynamics that are generally unknown.
Therefore, adaptation algorithms are used to update the feedforward control-
ler parameters in order to find the optimal feedforward compensation.
By using a Finite Impulse Response (FIR) parametrization, the Filtered–refer-
ence Least Mean Squares (FxLMS) algorithm, which is widely used in Active
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Noise Control applications, can be used to update the controller parameters.
In this case, the instantaneous squared error has a global minimum. More-
over, the algorithm is fairly robust to modelling errors. Several existing exten-
sions to the FxLMS algorithm are implemented in order to prevent actuator
saturation, improve the convergence rate and shape the performance in the
frequency domain. Unfortunately, the FIR parametrization requires a large
number of parameters to model the optimal feedforward controller with suf-
ficient accuracy. Therefore, the real-time computational capacity is found to
be an important performance limitation, especially for multiple input, mul-
tiple output (MIMO) systems.
As an alternative, an Infinite Impulse Response (IIR) parametrization with
fixed poles is proposed in this thesis. The same adaptation algorithms can be
used for this parametrization and the adaptation problem is still convex in
the controller weight parameters. It is shown that a similar performance can
be achieved with less parameters, resulting in less demanding computational
requirements. However, the performance depends critically on the choice of
the fixed poles in the IIR filter.

In general, exact-constraint mechanical design of the supports is desired to
prevent unpredictable deformations due to e.g. thermal loading. Moreover,
deviating from the exact-constraint design has implications for the feedback
and feedforward performance as well. Based on the analysis of a planar model,
a guideline for the ratio of principal and parasitic stiffness of the supports has
been derived: to reduce the influence of parasitic stiffness to an acceptable
level, this stiffness ratio should at least be larger than 100.

Requirements for the absolute motion sensors that are used in the hard mount
vibration isolation system are derived from a generic sensor model and as-
sumptions on the vibration input levels. It is shown that very stringent re-
quirements are posed on these sensors, in terms of bandwidth and noise level
(referred to input). No sensors has been found that meets the requirements
over the entire frequency range. As a result, the sensor noise characteristics
are an important limiting factor for the achievable vibration isolation per-
formance.

The feedback and feedforward control strategies are verified by tests on a hard
mount experimental setup which allows motion in only one direction. The ex-
periments show that the feedback control achieves significant damping in the
suspension mode (ζ > 70%) and structural mode (ζ > 30%) of the setup. The
increased damping reduces the root mean square (RMS) acceleration levels
by 15–20 dB compared to the open loop response. At a floor acceleration of
approx. 20 mm/s2 RMS (0–1600 Hz), the feedforward compensation (in com-
bination with the feedback control) is able to reduce the residual acceleration
level to 0.8–1.7 mm/s2 RMS (−27 to −21 dB).
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The floor vibration isolation performance that is achieved experimentally is
not yet comparable to the performance of a state-of-the-art soft mount. How-
ever, the obtained results are encouraging, especially when taking into ac-
count the much larger support stiffness of the experimental setup (by at least
a factor 300) compared to that of a soft mount system. Currently, the perform-
ance is primarily limited by the noise level in the motion sensors and delay
due to the anti-aliasing filters.
Further research is required to improve the vibration isolation performance
and develop the vibration isolation system. This research should focus on
implementation on a MIMO setup, more efficient implementation of the ad-
aptive algorithms and improvement of the sensors.
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Notational conventions and operators

x Scalar variable/signal (italic, lower case)
x Vector variable/signal (bold italic, lower case)
X Scalar constant, Fourier/Laplace/z-transform (scalar), or

SISO transfer function (italic, upper case)
X Matrix constant, Fourier/Laplace/z-transform (vector), or

MIMO transfer function (bold italic, upper case)
•̇ First derivative of • with respect to time
•̈ Second derivative of • with respect to time
•̂ Model of the dynamic system •, or estimate of the signal •
•(t) Continuous time signal
•(k) Sampled signal at time instance k
•(s) Laplace transformed variable or continuous system
•(z) z-transformed variable or discrete system
•(ω) Fourier transformed variable, or value of • at ω
•(jω) Value of • at s = jω
•(ejω) Value of • at z = ejω (−π ≤ω ≤ π)
•(f ) Value of • at s = j2πf or z = ej2πf Ts

•ci(z) Co-inner factor of the discrete system •
•co(z) Co-outer factor of the discrete system •
•i(z) Inner factor of the discrete system •
•o(z) Outer factor of the discrete system •
|•| Absolute value or magnitude of •
∠• Angle of the complex number • [◦]
‖•‖ Norm of •
‖•‖F Frobenius norm of •

(square root of sum of squared elements of •)
‖•‖p p-norm of the vector • (p = 0,1,2, . . . ,∞)
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•⊥ Orthogonal projection
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{•}+ , {•}− Causality/anti-causality operator
diag(•) Diagonal elements of the matrix •, or a square matrix with

the elements from the vector • on its main diagonal and all
other elements equal to zero

eig(•) Eigenvalues of •
E {•} Expectation of the random variable •
F [•] Convolution of the impulse response of the discrete filter F

and the signal •
F ⊗ [•] Convolution of the impulse response of the discrete filter F

and all the components of the vector signal •
Im(•) Imaginary part of •
ker(•) Kernel or null space of the matrix •
rank(•) Rank of the matrix •
Re(•) Real part of •
sup {•} Supremum (least upper bound) of •
tr (•) Trace of the matrix • (the sum of its diagonal elements)

Abbreviations

AD, ADC Analog-to-digital (converter)
ANC Active noise control
CSD Cross-power spectral density
DA, DAC Digitial-to-analog (converter)
DOF Degree of freedom
DVF Direct velocity feedback
FB Feedback
FF Feedforward
FFT Fast Fourier transform
FIR Finite impulse response
FOS First order section
FRF Frequency response function
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FxNLMS Filtered reference, normalized LMS
HP High-pass
IFF Integral force feedback
IIR Infinite impulse response
IMC Internal model compensation
ISE Instantaneous squared error
LMS Least mean square
LP Low-pass
LTI Linear, time-invariant
MEMS Micro-electromechanical system(s)
MIMO Multiple input, multiple output
MSE Mean square error
NHNM New High Noise Model
NLMS Normalized LMS
NLNM New Low Noise Model
NMP Non-minimum phase
OL Open loop
PD Proportional-derivative
PE, PEA Piezoelectric (actuator)
PI Proportional-integral
pk-pk Peak-to-peak value of a signal
PSD Power spectral density
RMS Root mean square
RTI, RTO Referred to input or output
SISO Single input, single output
SNR Signal-to-noise ratio
SOS Second order section
SPR Strictly positive-real
SVD Singular value decomposition
VCA Voice coil actuator
VC Vibration Criterion

Latin(-like) symbols

C Set of complex numbers
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d(k) Disturbance signals for (adaptive) feedforward controller
de(k) Error signal component due to the disturbance signals
e(k) Error signals for (adaptive) feedforward controller
f Physical frequency [Hz]
fs Sample frequency [Hz]
g Earth’s gravity (g = 9.81 [m/s2])

j =
√−1 Imaginary unit

kB Boltzmann’s constant (kB = 1.38 · 10−23 [J/K])
mi Floor mass (i = 0) / Machine mass 1,2 (i = 1,2) [kg]
ne(k) Measurement noise on error signals
nr (k) Measurement noise on reference signals
p(s), pr(s) Characteristic polynomial
r(k) Reference signals for (adaptive) feedforward controller
u,u Input (control) signal(s)
w(k) Vector of adaptive feedforward controller weights
∆x Machine deformation (x2 − x1) [m]
x(k) Reference signal component due to the disturbance signals
xi Displacement of mass i (i = 0,1,2) [m]
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C•1•2
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Ci(s) Compliance transfer function (i = 0,1,2) [m/N]
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F (z) Regression filter
Fa Control actuator force [N]
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JMSE Mean squared error cost criterion
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Chapter 1

Introduction

In section 1.1, several applications are presented that require precision equip-
ment. To achieve the required accuracy in these precision machines, disturb-
ances must be adequately dealt with. Vibration isolation systems specifically
aim at reducing the vibration levels in a machine. In this thesis, a novel vibra-
tion isolation concept is investigated. The research objectives are discussed in
section 1.2. Finally, the outline of the thesis is discussed in section 1.3.

1.1 Application background

Over the last decades, the technology development in many fields of engin-
eering and research has focussed on miniaturization and increasing accuracy.
Perhaps the best known example is found in the semiconductor industry. For
over four decades, “Moore’s Law” has been a driving force behind the devel-
opment of integrated circuit (IC) technology. It is based on Gordon Moore’s
observation of an exponential decrease in IC component size [Moore (1965)].
This decrease in component size has led to the widespread availability of
powerful computer chips as well as large-capacity data storage and memory
modules.
Moreover, new fields of research have emerged, such as micro electromech-
anical systems (MEMS) and microfluidics (e.g. the so-called lab-on-a-chip),
which build on the production technology developed by the semiconductor
industry.
Another field of research that is concerned with increasingly smaller scales is
the field of materials science and engineering. Various scientific instruments
such as (scanning or transmission) electron microscopes or scanning probe
microscopes (e.g. atomic force microscopes) are commonly used to inspect
samples for e.g. surface roughness, constitution or crystalline structure.
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Finally, the development of new (linear) particle accelerators for physics ex-
periments on subatomic particles is mentioned as an area where increasing
accuracy is desired, see e.g. the project websites [EuroTeV; SLAC].

A common denominator in the mentioned industries and fields of research, is
their need for high-precision equipment. The required accuracies range from
a few Ångströms to several tens of nanometres. These (ever increasing) accur-
acy demands, in some cases combined with throughput requirements, pose
challenging design objectives for the manufacturers of high-precision equip-
ment. Besides obtaining the desired functionality, the design also has to take
into account any environmental disturbances that can limit the overall accur-
acy. These disturbances can include mechanical loads (vibrations), thermal
loads, electromagnetic radiation as well as contaminations and humidity.
The design of such equipment is commonly known as precision engineering
and has to take into account a wide range of topics, e.g. physics, optics, kin-
ematics, dynamics, materials selection, thermal management and control. A
more in-depth discussion of some of these topics can be found in e.g. [Slocum
(1992); Nakazawa (1994); Koster (1998); Schellekens et al. (1998); Blanding
(1999)].

Dealing with disturbances

In general, dealing adequately with disturbances requires a robust machine
design as well as disturbance rejection measures. Robust machine design aims
at reducing the intrinsic sensitivity of the machine to disturbances, for ex-
ample:

• stiff and lightweight design, which results in as little deformation
of the structure as possible under dynamic loads

• exact-constraint design, which prevents unpredictable deforma-
tions due to thermal stresses

Disturbance rejection can be achieved by controlling the machine’s operating
environment. On a (very) large scale, this can be achieved by minimizing the
effect of disturbances throughout the complete facility design. This may in-
clude site selection, facility layout, floor design and clean room facilities.
However, typically, machines are equipped with their own disturbance rejec-
tion systems. Some commonly used systems include:

• soundproof enclosures
• cooling systems
• servo-controlled positioning systems
• vibration isolation systems
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1.2 Research objectives

Typical industrial vibration isolation systems focus on reducing the effects
of floor vibrations. To this end, these systems have a relatively low support
stiffness (so-called soft mounts). However, very low support stiffness values
lead to problems with the levelling of the supported machine and increase the
susceptibility to direct disturbances, i.e. disturbances that act directly on the
machine.
These problems can be circumvented by increasing the support stiffness. How-
ever, without any additional measures, the higher stiffness would significantly
increase the transmission of floor vibrations to the machine. Therefore, an act-
ive control system is required to improve the response to floor vibrations.

The aim of this research project is therefore

to develop a vibration isolation system that combines high support
stiffness with adequate isolation of floor vibrations.

The development of the active control system is the main subject of this thesis.
The control system uses feedback control to improve the damping in the sys-
tem, in combination with feedforward compensation of measured floor vibra-
tions. For the feedforward control, control concepts are considered that are
carried over from the field of Active Noise Control (ANC), which is closely
related to vibration isolation.
Moreover, much attention is paid to the requirements for the mechanical de-
sign as well as the sensors and actuators. This is necessary as the mechanical
design and the choice of sensors and actuators have a significant influence on
the overall vibration isolation performance that can be achieved by the active
control system.

1.3 Thesis outline

In chapter 2, the principles of passive and active vibration isolation are ex-
plained. Moreover, the characteristics of disturbances are discussed. The
chapter concludes with a discussion of the current state of the art and some
recent developments in the field of vibration isolation.
In chapter 3, the performance objectives for the hard mount vibration isola-
tion system are presented. Moreover, the mechanical design concept is presen-
ted and the effect of non-ideal mechanical behaviour on the control perform-
ance is analysed. Based on the results of this theoretical analysis, guidelines
for the mechanical design are formulated.
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In chapter 4, design methods for the feedback controller are discussed, which
aim at improving the suspension mode damping and the (relevant) structural
mode damping. The suitability of several sensor types for adding structural
damping are analysed.
In chapter 5, the feedforward compensation of floor vibrations is discussed in
detail. The optimal causal controller is presented. From these optimization
results, several factors are identified that can limit the achievable vibration
isolation performance. It turns out that the optimal controller can not be
computed in practice. Therefore, an adaptive feedforward control scheme is
used to find the optimal controller. This scheme is based on the Filtered-x
LMS algorithm that is widely used in ANC applications. Several extensions to
the algorithm are presented that improve the stability or the convergence rate
of the adaptation.
In chapter 6, several absolute motion sensors and two actuators are tested for
their applicability in active hard mount vibration isolation systems. It turns
out that the noise characteristics of sensors and actuators are dominant factors
in the overall vibration isolation performance
In chapter 7, the modelling of the experimental setup that is used for control-
ler experiments is discussed. Two versions of the setup are described, which
have different actuator types and different support stiffness. Moreover, the
results from system identification experiments are presented.
In chapter 8, the results of the controller experiments are presented that have
been performed on the two experimental setups. The feedback control meth-
ods of chapter 4 and the adaptive feedforward control methods of chapter 5
have been tested on both setups.
In chapter 9, the conclusions from the various theoretical and experimental
results that have been presented in this thesis are summarized. Moreover,
recommendations for further research are discussed.



Chapter 2

Vibration isolation: principles
and state of the art

In this chapter the principles of vibration isolation are discussed. Firstly, a
bird’s eye view of the design of a vibration isolation system is presented. Con-
sequently, the characteristics of disturbances and an evaluation method for
isolation performance are discussed. Moreover, the principles of passive and
active vibration isolation are explained. The chapter concludes with a discus-
sion of the current state of the art and some recent developments in the field
of vibration isolation.

2.1 Introduction

For precision equipment, the process or product quality is highly dependent
on the alignment of several critical machine parts during operation. Disturb-
ance sources can cause vibrations in the equipment, resulting in a (temporary)
loss of accuracy. Commonly, vibration isolation is applied to reduce the vibra-
tion levels to acceptable levels, thereby assuring the correct operation of the
machine. As illustrated in figure 2.1, three important factors can be recog-
nized in any vibration isolation problem:

1. the sensitive equipment; referred to as the machine1

2. one or more disturbance sources;

3. the vibration isolation system; comprised of the machine mounts
and (possibly) sensors, actuators and their accessories

1 Note that the sensitive equipment may actually be only a component of a larger machine.
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direct
disturbance

mount mount

misalignment

indirect
disturbance

Figure 2.1: Illustration of deformations in a machine due to various disturb-
ances, leading to a reduction in the machine’s accuracy. The machine mounts
may be equipped with sensors and actuators in order to reduce the effects due
to these disturbances.

A vibration isolation system is said to provide passive isolation when the isol-
ation performance is solely based on the mechanical design of the machine
supports. In active vibration isolation systems the machine supports incor-
porate actuators, sensors and a control system. These active components allow
improvement of the vibration isolation performance compared to the passive
behaviour. The basic principles of passive and active vibration isolation and
their current state-of-the-art are discussed in sections 2.5, 2.6 and 2.7, respect-
ively.

Before examining these vibration isolation principles more closely, it is use-
ful to briefly discuss the requirements that have to be fulfilled by a vibra-
tion isolation system. This is by no means a simple task, and is usually very
application-dependent. A generic, implicit definition of the design require-
ments can be stated as:

The design requirements for any vibration isolation system follow
from the discrepancy between the desired accuracy level and the
expected accuracy level, which would be obtained without any vi-
bration isolation system.

The first difficulty that arises is the definition of the (desired) accuracy level.
This definition must include a clear indication which critical components are
involved. Moreover, a specific, measurable performance criterion must be
defined. Several performance criteria and a method to evaluate these criteria
are discussed in section 2.3.
Once the desired accuracy level is defined, the next step is to predict the
achievable accuracy from a dynamic model of the machine, which is subjec-
ted to various disturbances. Hence, a vital step is to determine the disturbance
levels which may be expected during operation. The characteristics of various
disturbances are discussed in more detail in section 2.2.
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2.2 Characterization of disturbances

There are many ways to distinguish between different disturbance types. One
possibility is to distinguish between deterministic disturbances and random
disturbances. The latter may also be referred to as broadband disturbances.
Periodical and, more specifically, (multi-)tonal disturbances are important
subsets of deterministic disturbance signals.
Another distinction can be made based on the stationarity of the disturbances.
For periodical disturbances, this means that the signal spectrum is invariant
over time. For random disturbances, strict stationarity requires that the prob-
ability density function is time-invariant. In many cases the less strict wide
sense stationarity is sufficient, which implies that only the mean and variance
of the random process are time-invariant.
Although the distinctions mentioned above are used on occasion in this thesis,
the main distinction in this thesis is based on the way disturbances enter the
machine. The disturbances are dubbed either direct or indirect disturbances,
see also figure 2.1. Direct disturbance sources are forces which act directly
on the machine, causing it to vibrate. Indirect disturbances are vibrations
which originate from the support structure and are transmitted through the
machine supports. The latter disturbances will be informally referred to as
floor vibrations, although it should be recognized that the floor vibrations are
actually the result of the indirect disturbances and not a disturbance source
by itself. However, it is often convenient to consider floor vibrations instead
of the actual indirect disturbance sources.
In the following subsections, some direct and indirect disturbance sources and
their characteristics are discussed. Moreover, the approach to evaluating the
effects of multiple disturbance sources is discussed.

2.2.1 Direct disturbances

Direct disturbance sources vary greatly between different applications, but
may include:

• Reaction forces on the machine due to stage motion
• Forces transmitted through power or data cables
• Forces generated by vacuum pumps (due to unbalance)
• Forces transmitted by the cooling water system [Redaelli et al.

(2002)]
• Acoustic excitation [Gendreau (1999); Roozen et al. (2006); Roozen

and Vervoordeldonk (2007)]
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It is expected that most of these sources are random in nature, except for
the reaction forces due to stage motion and the forces generated by vacuum
pumps, which are mostly deterministic.

Moreover, for active vibration isolation systems the active components (sensors
and actuators and their amplifiers) should also be considered as disturbance
sources. The injected noise will cause the actuator to generate random forces,
thus adding to some extent to the vibration level.

2.2.2 Indirect disturbances

The indirect disturbances which are observed at the machine mounts are dom-
inantly caused by ground vibrations and disturbance sources inside the build-
ing. Additionally, building sway due to wind loading can result in large hori-
zontal motion at elevated floor levels.

• Disturbance sources inside buildings:
Inside a building, disturbances originate from e.g. workshop ma-
chinery, climate control systems and human activity (footfall, clos-
ing doors). In the case of poorly balanced rotating machinery,
tonal disturbances may be significant, otherwise random disturb-
ances will dominate. The disturbances related to human activity
are usually of a repetitive-impact nature.

• Ground vibrations:
Ground vibrations have been studied to a great extent by seismo-
logists and the designers of particle accelerators, see e.g. [Peterson
(1993); Sery and Napoly (1996); Bialowons et al. (2007)]. These vi-
brations are generally random in nature. Commonly, a distinction
is made between “slow” (f ≤ 1 Hz) and “fast” vibrations (f > 1 Hz).
Some of the sources that have been identified to cause the “slow”
vibrations are (remote) earthquakes, atmospheric pressure changes,
ocean swell [Friedrich et al. (1998)] and temperature variations.
The actual motion level at a site depends on the soil type, and
may show seasonal variation as well. The New High Noise Model
(NHNM) and the New Low Noise Model (NLNM), which are based
on numerous measurements from seismological stations around
the world [Peterson (1993)], may be used as a guideline for “slow”
ground vibrations.
On the other hand, “fast” vibrations are dominated by so-called
cultural noise, which is caused by human activities such as road
traffic and rail traffic. Obviously, the cultural noise level is highly
site-dependent. It may also vary from day to night and from week-
days to weekends.
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Figure 2.2: Comparison of floor vibration measurements (courtesy of FEI
Company [Visscher (2006)]) with VC-curves D & E and the NHNM model
—×— : measurements (maximum) ; −+− : VC-D (6 µm/s) ; —4— : NHNM
−�− : measurements (median) ; −	− : VC-E (3 µm/s) ;

Determining the expected floor vibration levels at a certain site is a difficult
task, as the vibration levels usually vary over time. Although (sufficiently
long) measurements at the specific site offer the best information, it may be
impractical to measure each separate site. If available, measurements of pre-
vious, similar sites could be used. Alternatively, a dynamic model of the site
and some suitable input signals could be used. Again, previous data may be
used as a reference. Models of floor dynamics have been reported by e.g. [Petyt
and Mirza (1972); Amick et al. (1991); Howard and Hansen (2003)].
In the early stages of the design, the Vibration Criterion (VC) curves may be
used as a rule of thumb [Gordon (1991)]. These curves are based on the obser-
vation that many floor vibration spectra can be roughly approximated by a flat
spectrum when expressed as root mean square (RMS) velocity on a one-third
octave frequency grid from approximately 4 to 80 Hz, with a slight increase
below 8 Hz. As the name implies, this logarithmic frequency grid has three
bins per octave.

In figure 2.2, the VC-D and VC-E curves (respectively 6 and 3 µm/s RMS
in one-third octave bandwidth) are compared with actual floor acceleration
measurements (courtesy of FEI Company [Visscher (2006)]). For this purpose,
the VC-curves have been converted to acceleration values. The (vertical) accel-
eration measurements were obtained from six different sites. For proprietary
reasons, only the maximum and median of the measured sites are plotted at
each frequency bin. For comparison, the RMS acceleration according to the
NHNM model is shown as well.
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The VC-curves describe the general trend of the measured data in the fre-
quency range in which they are defined, but the (site-specific) resonant beha-
viour is not captured correctly. Therefore, the VC-curves should only be used
as a rule of thumb in the initial stages of the design. In this thesis, an extension
of the VC-curves (over frequency) is used in chapter 6 to derive requirements
for sensors.

2.3 Evaluating disturbance effects

As already mentioned in section 2.1, the effects of disturbances on the ma-
chine accuracy are to be reduced by the vibration isolation system. In order
to evaluate the effectiveness of the vibration isolation system, an appropriate
performance measure has to be defined.
Denoting the error vector by z(t), the p–norm of z(t) may be considered for
this purpose, with an appropriate choice for p, see equation (2.1). Common
choices for p are 1 (integral absolute value), 2 (integral square value or “en-
ergy”) and ∞ (peak value). Another common (semi-)norm is the RMS–norm,
which is a measure for the average signal power, see equation (2.2).

‖z(t)‖p =




∫ ∞

−∞

Nz∑

i=1

|zi(τ)|p dτ




1/p

, z(t) ∈RNz (2.1)

‖z(t)‖RMS = lim
T→∞

√√√
1

2T

∫ T

−T

Nz∑

i=1

|zi(τ)|2 dτ (2.2)

The RMS–norm has the advantage that its value is finite for signals with in-
finite energy, e.g. random signals and periodic signals. For finite energy sig-
nals, e.g. impact-like responses, the p–norms result in finite values but the
RMS–norm is zero. In this thesis, the RMS–norm is adopted for random and
periodic disturbances and the 2–norm for impact-like signals.

For linear, time-invariant (LTI) systems, the 2–norm of z(t) can be expressed
by equation (2.3), provided that the Fourier transform W (ω) of the disturb-
ance signal w(t) exists. Here, G(jω) is the multivariable frequency response
function of the LTI system G(s) and ‖.‖F denotes the Frobenius norm.

‖z(t)‖22 =
1

2π

∫ ∞

−∞
tr

(
Z (ω)Z (ω)H

)
dω =

1
2π

∫ ∞

−∞
‖Z (ω)‖2F dω

=
1

2π

∫ ∞

−∞
‖G(jω)W (ω)‖2F dω

(2.3)
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For disturbance signals whose Fourier transforms do not exist, a similar result
is found for the RMS–norm by using the power spectral density (PSD) matrix
P ww(ω) of the disturbance signal, see equation (2.4).

‖z(t)‖2RMS =
1

2π

∫ ∞

−∞
tr

(
G(jω)P ww(ω)G(jω)H

)
dω (2.4)

When the disturbance signals are mutually independent, the power spectral
density P ww(ω) is diagonal. In this case the RMS–norm can be expressed by
equation (2.5).

‖z(t)‖2RMS =
1

2π

∫ ∞

−∞

∥∥∥G(jω)
√
P ww(ω)

∥∥∥2

F
dω (2.5)

In the early stages of the system design, it is desirable to use disturbance mod-
els instead of non-parametric PSD data. It is well known that coloured noise
signals can be obtained by filtering white noise signals through a minimum-
phase LTI filter Φw(s). Φw(s) is commonly referred to as the spectral factor of
P ww(ω), see equation (2.6) [Sayed and Kailath (2001)].

P ww(ω) = Φw(jω)Φw(jω)H (2.6)

Then, the RMS–norm is expressed in terms of the spectral factors of the dis-
turbances and the frequency response function, as indicated in equation (2.7).

‖z(t)‖2RMS =
1

2π

∫ ∞

−∞
‖G(jω)Φw(jω)‖2F dω (2.7)

The interpretation of the 2–norm and the RMS–norm in terms of the frequen-
cy-dependent Frobenius norm is especially useful. Recall that the square of
the Frobenius norm of a matrix equals the sum of the squares of the elements.
Hence, this allows independent evaluation of the effect of each disturbance
source. Moreover, this approach is very useful for determining in which fre-
quency range a disturbance signal delivers the largest contribution to the er-
ror. It is the basis of Dynamic Error Budgeting (DEB), a system design ap-
proach put forward by [Jabben (2007); Jabben et al. (2008)].

2.4 Basic system model

In this section, a basic system model is introduced that still describes many
of the relevant phenomena that occur in vibration isolation problems. This
model is used often throughout this thesis to illustrate various theoretical res-
ults. The model is presented in figure 2.3.



12 Chapter 2. Principles and state of the art

Fd0

Fd1

Fd2

x0

x1

x2

m0

m1

m2

k0

k1

k2

d0

d1

d2


machine

 mount


floor
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Figure 2.3: Elementary models of vibration isolation problems

As shown in figure 2.3a, the model uses lumped masses, linear springs and
viscous dampers to describe the dynamics of the machine, the mount and the
floor. All bodies are restricted to translate only in one direction. The machine
has one internal degree of freedom, which describes the internal deformation
or structural mode. The mount is modelled as the parallel connection of the
spring k1 and the viscous damper d1.
Given a certain total machine mass (m1 +m2), the stiffness k1 determines the
suspension mode frequency fsusp. In this thesis, a distinction is made between
soft mount and hard mount systems. The division is, somewhat arbitrarily,
chosen at fsusp = 5 Hz, with soft mount systems having a suspension frequency
smaller than this value and hard mount systems a higher one.
The floor or support structure2 is modelled as a mass-spring-damper system.
Hence, the compliance of the floor, as well as its dominant vibration mode,
can be taken into account. Several disturbance forces (Fd0

, Fd1
, Fd2

) are shown
that can excite the floor and the machine.

Figure 2.3b shows the additional model elements that are relevant for active
vibration isolation systems. These include a force actuator Fa in the mount, as
well as several types of sensors:

• Fm: measurement of the force in the mount (assumed positive in
compression);

• yr : measurement of relative motion between the machine and the
floor (assumed positive in extension);

2 In general, the equipment is placed on the floor, but it may also be placed on a separate frame.
Therefore, the support structure is comprised of everything not supported by the vibration
isolation system.
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• ya0: measurement of the floor motion with respect to an inertial
reference (assumed positive in the indicated direction);

• ya1: measurement of the machine motion with respect to an inertial
reference and collocated with the mount (assumed positive in the
indicated direction)

In this thesis, motion with respect to an inertial reference, i.e. ya0 and ya1, is
referred to as absolute motion. Throughout this chapter, any absolute motion
sensor is assumed to be ideal. Therefore, the absolute position, velocity and
acceleration measurements can be readily converted back and forth by using
analytical integration and differentiation.
However, it is well known that numerical differentiation of high-frequency
signal components should be avoided in practice. Moreover, the bandwidth
limitations of absolute motion sensors restrict the frequency range in which
absolute motion measurements are available, see chapter 6 for details.

2.4.1 Dynamic modelling

Commonly, the machine response is described in terms of the displacement
x1 and the deformation ∆x ≡ x2 − x1. In the Laplace domain, the responses of
these signals due to the three disturbance forces are expressed by six trans-
fer functions: the compliances Ci(s) of equation (2.8) and the deformabilities
Di(s) of (2.9).

C0(s) ≡ X1(s)
Fd0

(s)
, C1(s) ≡ X1(s)

Fd1
(s)
, C2(s) ≡ X1(s)

Fd2
(s)

(2.8)

D0(s) ≡ ∆X(s)
Fd0

(s)
, D1(s) ≡ ∆X(s)

Fd1
(s)
, D2(s) ≡ ∆X(s)

Fd2
(s)

(2.9)

In practice, the disturbance source Fd0
may be difficult to identify, and even,

in many cases, there will be more than one source causing floor vibrations. As
an alternative, the floor motion x0 is usually considered to be an independ-
ent input signal, even though this is fundamentally incorrect. However, if the
floor dynamics and machine dynamics are sufficiently decoupled, the approx-
imation is valid. Then, the system response to floor motion is defined by the
transmissibility T (s) and the deformation transmissibility Td(s), see equation
(2.10). Please note that Ẍi(s) is a shorthand notation for the Laplace trans-
formation of the acceleration signal ẍi(t).

T (s) ≡ Ẍ1(s)
Ẍ0(s)

, Td(s) ≡ ∆X(s)
Ẍ0(s)

(2.10)

The reader is referred to appendix A.1 for the derivation of these transfer
functions and their dependency on the model parameters.
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2.4.2 Parameter values

Table 2.1 lists the numerical values for the model parameters that are used
throughout this chapter. These values represent the experimental setup that
is used for control experiments. This setup is presented in chapter 7.
There are two settings for the parameter set (k1, d1). These are chosen such
that the suspension mode frequency is either 1 Hz or 10 Hz, i.e. either a soft
mount or a hard mount support is obtained. The soft mount parameters are
indicated by a superscripted s and the hard mount parameters by a super-
scripted h.
The value for k2 is chosen such that the structural mode frequency is approx-
imately 100 Hz. The damping values are chosen such that the suspension and
structural modes are approximately 1% damped and the floor vibration mode
is approximately 10% damped.

Table 2.1: Numerical values for model parameters, see figure 2.3

Param. Value Value Value

m0 20 kg d0 120 Ns/m k0 20 · 103 N/m

m1 2.5 kg ds1 0.5 Ns/m ks1 0.2 · 103 N/m

dh1 2.5 Ns/m kh1 20 · 103 N/m

m2 2.5 kg d2 15 Ns/m k2 500 · 103 N/m

2.5 Passive vibration isolation

In this section, the effects of the mechanical design parameters on the vibra-
tion isolation performance are examined. The focus lies on the mechanical
parameters of the mount, i.e. k1 and d1, but the effect of the machine para-
meters (m1, m2, d2, k2) on the machine’s sensitivity to the various disturbance
sources is also discussed briefly.

Moreover, some basic design guidelines for the machine parameters (m1, m2,
d2, k2) are derived in section A.1.3 which result in a reduced sensitivity to
vibration sources. The main conclusion of section A.1.3 is repeated here:

In order to reduce the sensitivity to most disturbance sources, a
lightweight, stiff upper structure design is preferred, with suffi-
cient internal damping and placed on a heavy (rigid) base frame.

Especially the latter two requirements may be difficult or impractical to real-
ize in practice, when only passive means are used.
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Figure 2.4: Effect of k1 on the transmissibility T (s) and the compliance C1(s).
The value of k1 was varied by a factor 25, resulting in suspension frequencies
of 1 Hz (dashed), 5 Hz (solid) and 25 Hz (dotted).

Of more interest for a vibration isolation system design are the effects of the
support parameters k1 and d1. To illustrate these effects, the transmissibility
T (s) and the compliance C1(s) are examined more closely. The expressions
for these transfer functions are derived in appendix A.1.2 and are repeated in
equations (2.11) and (2.12).5

T (s) ≡ Ẍ1(s)
Ẍ0(s)

=
(k1 + d1s)

(
m2s

2 + d2s+ k2

)

pr(s)
(2.11)

C1(s) ≡ X1(s)
Fd1

(s)
=
m2s

2 + d2s+ k2

pr(s)
(2.12)

pr(s) =
(
m1s

2 + (d1 + d2)s+ k1 + k2

)(
m2s

2 + d2s+ k2

)
− (k2 + d2s)

2 (2.13)

Figure 2.4a illustrates the effect of increasing support stiffness on the trans-
missibility T (s), resulting in a suspension frequency fsusp of 1 Hz (dashed),
5 Hz (solid) and 25 Hz (dotted) respectively. The effect on the deformation
transmissibility Td(s) is similar, i.e. an increase of the suspension frequency
and an increase of the frequency response above the suspension frequency.
The effect on the compliance C1(s) is shown in figure 2.4b. In this case, the
frequency response is reduced at frequencies below the suspension frequency.
Similar effects occur in the compliance C2(s) and the deformability D1(s).
There is no significant effect on the deformability D2(s).
From these figures, it is clear that a low support stiffness k1 is preferred with
regard to the transmissibility T (s) (and Td(s)), whereas a high support stiffness
is more beneficial in terms of the compliance C1(s) (as well as C2(s) andD1(s)).
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As a result of these conflicting requirements, the choice of k1 offers a trade-off
between floor vibration isolation and rejection of direct disturbances. Hence,
that choice should be based on the (expected) relative importance of floor vi-
brations versus direct disturbance forces.
In most applications, floor vibrations are the major source of disturbances,
and hence a soft mount system is preferred. Unfortunately, the low support
stiffness in soft mount systems introduces several disadvantages compared to
hard mount systems:

• direct disturbances induce larger displacements and deformations,
as well as longer settling times

• the tilt modes of machines with a high centre of mass may become
unstable

• the levelling problem due to gravity3

As an illustration of the levelling problem, equation (2.14) gives the static
deflection ∆x of a body with mass m, which is supported by a linear spring
with stiffness k1 in Earth’s gravity field. For a (typical) soft mount suspension
resonance frequency of 1 Hz, the static deflection will be 0.25 m(!). In order to
compensate for this deflection, soft mount systems have to be equipped with
an additional levelling system.

∆x = −mg
k1

= − g
(
2πfsusp

)2 (2.14)

The second design trade-off in passive isolator design is concerned with the
damping constant d1. Figures 2.5a and 2.5b illustrate the effect of increasing
d1 (sequentially by a factor of 10) on the transmissibility and the compliance,
resulting in suspension damping ratios of 1% (dashed), 10% (solid) and 100%
(dotted) respectively.
In view of the compliance C1(s), increasing d1 reduces the suspension res-
onance peak without any adverse effects. This is also the case for the other
compliance C2(s) and the deformabilities D1(s) and D2(s).

The suspension resonance peak in the transmissibility response is also re-
duced. However, a larger damping constant d1 results in increased transmiss-
ibility of floor vibrations in the frequency range above the suspension reson-
ance frequency. More specifically, the −40 dB/decade roll-off for undamped
systems is converted into −20 dB/decade roll-off. This is caused by the nu-
merator term (k1 + d1s) in the transmissibility, see also equation (2.11). The
same effect also occurs in the deformation transmissibility Td(s).

3 The levelling problem is actually related to the suspension frequency, and hence only indi-
rectly to the support stiffness. See also equation (2.14)
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Figure 2.5: Effect of d1 on the transmissibility T (s) and the compliance C1(s).
The value of d1 was varied by a factor 10, resulting in suspension damping
ratios of 1% (dashed), 10% (solid) and 100% (dotted).

2.6 Active vibration isolation

By augmenting the passive isolator with actuators, sensors and an associated
control system, some of the drawbacks of passive vibration isolation systems
can be overcome. Depending on the control strategy, active vibration isolation
systems can be based on feedback control, feedforward control, or a combin-
ation of both. Feedback control can be used to change the eigenvalues (poles)
of a system. As a result, the system response to all inputs can be altered (to
some extent). On the other hand, feedforward control can only be used to im-
prove the response to a specific set of inputs.
In the following sections, some basic feedback and feedforward control laws
are presented. The main purpose of these sections is to illustrate how feed-
back and feedforward control can be used to improved various characteristics
of the vibration isolation system.

2.6.1 Active vibration isolation using feedback control

Figure 2.6 shows a simplification of the basic system model of figure 2.3. The
floor motion x0 is regarded as an independent input. Moreover, the internal
mode has been disregarded for the moment, as most state-of-the-art vibra-
tion isolation systems are primarily concerned with the suspension mode(s)
of the machines. The viscous damper has also been left out. In the previous
section, the disadvantage of high (relative) damping at frequencies above the
suspension frequency was demonstrated. Therefore, active vibration isolation
systems are usually designed with little or no mechanical damping. Instead,
reduction of the suspension resonance peak is achieved by the feedback con-
trol system.
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Figure 2.6: Model of a machine m supported by an active vibration isolation
system, which consists of a linear spring k1, a feedback-controlled force actu-
ator Fa and several possible sensors ya1, y

r , Fm. The machine is subjected to a
direct disturbance force Fd and floor vibrations x0.

Equation (2.15) expresses the system’s equation of motion in the Laplace do-
main, assuming zero initial conditions. The measurement signals Y a1 (s), Y r (s)
and Fm(s) are expressed in equations (2.16)–(2.18).

(
ms2 + k1

)
X1(s) = k1X0(s) +Fd(s) +Fa(s) (2.15)

Y a1 (s) = X1(s) (2.16)

Y r (s) = X1(s)−X0(s) (2.17)

Fm(s) = Fa(s)− k1 (X1(s)−X0(s)) (2.18)

Absolute motion measurement

Initially, feedback control based on the absolute measurement of equation
(2.16) is considered, see equation (2.19). The feedback controller combines
proportional, derivative and double derivative control. The feedback para-
meters kp, kv and ka are the absolute position, absolute velocity and absolute
acceleration feedback gains.

Fa(s) = −
(
kp + kvs+ kas

2
)
X1(s) (2.19)

The resulting closed loop equation of motion for this system is expressed in
equation (2.20).

(
(m+ ka)s

2 + kvs+ k1 + kp
)
X1(s) = k1X0(s) +Fd(s) (2.20)
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Figure 2.7: Effect of the feedback parameters kp, kv and ka on the magnitude
frequency response of the transmissibility T (s). The single arrows indicate an
increase in the parameter value.

The corresponding transmissibility T (s) and compliance C1(s) of this closed
loop system are given in equations (2.21) and (2.22).

T (s) =
Ẍ1(s)
Ẍ0(s)

=
k1

(m+ ka)s2 + kvs+ k1 + kp
(2.21)

C1(s) =
X1(s)
Fd(s)

=
1

(m+ ka)s2 + kvs+ k1 + kp
(2.22)

From equation (2.20), it is clear that the feedback parameters kp, kv and ka can
be used to add (servo) stiffness, damping and mass to the system. Figure 2.7
illustrates these effects of the feedback parameters on the closed loop trans-
missibility. Note that the transmissibility and compliance are now identical,
up to scaling by the support stiffness k1, and hence the same effects apply to
the closed loop compliance.
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Through the position feedback parameter kp, the stiffness and the suspension
frequency can be increased. From figure 2.7a, it appears that even the static
transmissibility can be reduced. This is however a theoretical result. In prac-
tice, absolute motion sensors are AC-coupled, i.e. they have zero response to
low frequency displacements.
The velocity feedback parameter kv provides an inertial damping force (pro-
portional to the absolute machine velocity). This is commonly called skyhook
damping, a term introduced by [Crosby and Karnopp (1973)]. As shown in
figure 2.7b, −40 dB/decade high-frequency roll-off and damping at resonance
can be obtained simultaneously with ideal skyhook damping. For sufficiently
high velocity feedback gains, even overcritical damping can be achieved.
The acceleration feedback gain ka adds virtual mass. As a result, it can be used
to reduce the closed loop suspension frequency, see figure 2.7c.

Relative motion measurement

Now, consider the feedback control law of equation (2.23). This control law
also combines proportional, derivative and double derivative control, but uses
the relative motion measurement signal Y r (s).
The resulting closed loop equation of motion for this system is expressed
in equation (2.24). The corresponding transmissibility T (s) and compliance
C1(s) of this closed loop system are given in equations (2.25) and (2.26).

Fa(s) = −
(
kp + kvs+ kas

2
)
Y r (s) (2.23)

(
(m+ ka)s

2 + kvs+ k1 + kp
)
X1(s) =

(
kas

2 + kvs+ k1 + kp
)
X0(s) +Fd(s) (2.24)

T (s) =
kas

2 + kvs+ k1 + kp
(m+ ka)s2 + kvs+ k1 + kp

(2.25)

C1(s) =
1

(m+ ka)s2 + kvs+ k1 + kp
(2.26)

From both equations (2.25) and (2.26), it is concluded that the position feed-
back parameter kp is equivalent to a mechanical stiffness parallel to k1. Hence,
kp can be used to increase the suspension stiffness (and the suspension reson-
ance frequency).
The velocity feedback parameter kv appears in exactly the same places as the
mechanical parameter d1 in equation (2.11). Therefore, the velocity feedback
is equivalent to a mechanical damper placed between the machine and the
floor. As a result, skyhook damping can not be achieved using this feedback
control law.
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However, the −40 dB/decade roll-off of the transmissibility can be retained by
applying a frequency-dependent velocity feedback, see equation (2.27) for an
example. Unfortunately, it can be shown that the suspension frequency will
increase simultaneously.

k̄v(s) =
kv

1 + τvs
(2.27)

The acceleration feedback ka can be used to reduce the suspension resonance
frequency. However, from equation (2.25), it is clear that it also eliminates the
−40 dB/decade roll-off of the transmissibility T (s) at high frequencies. Again,
this may be avoided by using a frequency-dependent acceleration feedback,
see for example equation (2.28).

k̄a(s) =
ka

1 + 2ζaτas+ τ2
a s2

(2.28)

Another possibility is to include integral feedback. In this case, the static com-
pliance will be zero. As a result, the machine displacement to constant force
disturbances is zero. Hence, the levelling problem of (soft mount) vibration
isolation systems can be solved through integral feedback of relative position
measurement.

Force measurement

Combining the equation of motion (2.15) with the definition (2.18) of the force
measurement Fm(s) leads to an alternative expression for the measured force,
as indicated in equation (2.29).

Fm(s) = ms2X1(s)−Fd(s) (2.29)

Fa(s) = −
(
kv
s

+ ka

)
Fm(s) = −

(
kv
s

+ ka

)(
ms2X1(s)−Fd(s)

)
(2.30)

When the proportional-integral feedback control law of equation (2.30) is ap-
plied, the closed loop equation of motion is given by equation (2.31).

(
m(1 + ka)s

2 +mkvs+ k1

)
X1(s) = k1X0(s) +

(
1 + ka +

kv
s

)
Fd(s) (2.31)
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The corresponding transmissibility T (s) and compliance C1(s) are given in
equations (2.32) and (2.33).

T (s) =
k1

m(1 + ka)s2 +mkvs+ k1
(2.32)

C1(s) =
(1 + ka)s+ kv

s
1

m(1 + ka)s2 +mkvs+ k1
(2.33)

In terms of the transmissibility, the force feedback is conceptually the same
as absolute acceleration feedback (compare equations (2.21) and (2.32)), al-
though the feedback parameters are now scaled by m. As a result, skyhook
damping can also be achieved by integral force feedback (IFF).
However, for this case, the closed loop compliance shows a significantly dif-
ferent behaviour. In particular, the static compliance is infinite. Hence, the
static stiffness as observed by a direct force disturbance is zero, causing seri-
ous levelling problems. Once more, this can be solved by using a frequency-
dependent velocity feedback parameter, which should contain a high-pass fil-
ter of at least first order, see equation (2.34). However, the compliance at low
frequency is inevitably increased by this type of feedback control.

k̄v(s) =
skv

1 + τvs
(2.34)

Summary and additional remarks

In this section, basic feedback laws based on absolute motion, relative motion
and force measurements have been presented. In principle, each feedback law
provides a means to add (servo) stiffness, damping and/or mass to the system.
Adding servo stiffness is most useful for relative motion feedback. Especially
integral relative motion feedback can be applied to eliminate the levelling
problem. Moreover, adding servo stiffness is useful for soft mount systems
with unstable tilt modes [Heertjes et al. (2005)].
Both the absolute motion and force measurements allow the implementa-
tion of skyhook damping, although this has an adverse effect on the effect-
ive stiffness in case of force feedback. When relative motion measurement
is used, skyhook damping can not be achieved, but may be approximated by
frequency-dependent (low-pass filtered) velocity feedback. In this case, the
suspension frequency is increased simultaneously.
By adding virtual mass, the suspension frequency can be reduced without al-
tering the support stiffness. This is beneficial for hard mount systems in par-
ticular. Both force feedback and absolute acceleration feedback can be used
for this purpose.
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The feedback laws presented in this section are meant to illustrate some of the
possibilities and limitations of feedback control for active vibration isolation.
Obviously, more complex control laws can be conceived. Moreover, many of
the feedback laws are improper, which means they can not be implemented
in their current forms.
Lastly, some control laws result in infinite bandwidth closed loop systems. In
practice, the bandwidth has to be limited due to additional system and/or
sensor dynamics, which have been ignored so far. Outside the control band-
width all the closed loop responses inevitably have to return to the open loop
responses.

2.6.2 Active vibration isolation using feedforward control

Vibration isolation by feedforward control relies on compensating for specific
disturbances, by generating forces which cancel the effects of the disturbances
on the machine. Therefore, it is also known as vibration cancellation. Obvi-
ously, the disturbances have to be known in order to counteract their effects.
This knowledge can be user-supplied or obtained from measurements. An ex-
ample of the former are signals generated by a stage motion controller and this
type of feedforward control is referred to as motion feedforward. In contrast,
when the feedforward is based on measurements, it is referred to as vibration
feedforward. Figure 2.8 illustrates the latter situation, in which floor motion
measurements are used to control the actuator. In this thesis only vibration
feedforward is considered.

Fa ya0
x0

x1
m =m1 +m2

k1

Fd

Figure 2.8: Model of a machine m supported by an active vibration isolation
system, which consists of a linear spring k1, a feedforward-controlled force
actuator Fa and an absolute motion sensor ya0. The machine is subjected to a
direct disturbance force Fd and floor vibrations x0.

For this system, the equation of motion is given by equation (2.35). The op-
timal feedforward control signal, which will compensate exactly for the effect
of floor vibrations, is given by equation (2.36).

(
ms2 + k1

)
X1(s) = k1X0(s) +Fd(s) +Fa(s) (2.35)

Fa(s) = −k1X0(s) (2.36)
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In this example, the feedforward control law is deceivingly simple. However,
in general, it should be interpreted as an attempt to generate a counteracting
force or anti-force. Therefore, every frequency component in the disturbing
force should be matched in magnitude, but with opposite phase.
For more complex systems, the feedforward control law should not only com-
pensate for the static stiffness, but for the dynamic stiffness. In this dynamic
stiffness the effects of static stiffness, damping and structural dynamics are all
combined. In chapter 5, methods to find such a feedforward control law are
discussed in detail.

2.7 State of the art

Most industrial vibration isolation systems fall into the soft mount system
category, with the high-end isolators having suspension frequencies fsusp . 1
Hz. In general, these industrial systems achieve −30 to −40 dB/decade roll-off
in the transmissibility function above the suspension frequency. At high fre-
quencies, the lower transmissibility limit ranges from −35 to −60 dB at best.
See e.g. the websites of the following manufacturers [Halcyonics; Minus K
Technology; Technical Manufacturing Corporation (TMC)]. Feedforward con-
trol is sometimes offered as an extension kit, and concerns motion feedfor-
ward in most cases.
Usually, these isolators use steel coil springs or pneumatic isolators for ver-
tical isolation, whereas pendulum or parallel guidance mechanisms are used
for horizontal isolation, see e.g. [Nelson (1998); Platus (1999)].
Several authors have reported the use of nonlinear springs [Winterflood et al.
(2002)] or negative spring mechanisms [Platus (1999)] to overcome the level-
ling problem for soft mounts.

State-of-the-art soft mount isolation systems use feedback control to actively
dampen the suspension resonance. For an excellent introduction to active
damping in flexible structures, see the textbook by [Preumont (2002)].
Heertjes et al. use a modal feedback control approach to achieve active sus-
pension damping, low-frequency levelling control as well as stabilization of
tilting modes [Heertjes et al. (2005)].
Zuo et al. propose the use of sliding mode control to achieve skyhook suspen-
sion damping [Zuo et al. (2004); Zuo and Slotine (2005); Zuo et al. (2005)].
Their method is not restricted to skyhook damping, but also allows more gen-
eral performance specifications.

Active hard mount vibration isolation systems are not common, although
some experimental setups with hard mount characteristics have been repor-
ted, see e.g. [Nakamura et al. (2000); Redaelli et al. (2004)].
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The only industrial system that is explicitly advertised to be a hard mount sys-
tem is the TMC STACIS® system [Beard et al. (1994); Schubert et al. (1998)].
It uses a two-stage active/passive approach to reduce the transmissibility of
floor vibrations. High gain feedback control of an intermediate mass, which is
mounted very stiffly to the floor (fres� 10 Hz), provides a “quiet” platform for
the second, passive isolation stage, which provides a suspension frequency of
approximately 20 Hz. For the STACIS system, motion feedforward is optional.

Vervoordeldonk et al. propose a soft mount vibration isolation system which
uses position feedback control to force the machine to follow a separate ref-
erence mass [Vervoordeldonk et al. (2004, 2007)]. The reference mass is de-
signed to be isolated from floor vibrations and direct disturbances, thus provid-
ing an inertial position reference above the suspension frequency of the refer-
ence mass. The position feedback control is then used to reduce the sensitivity
to direct disturbances, without affecting the floor vibration isolation perform-
ance (or even improving it).

As mentioned earlier, most state-of-the-art vibration isolation systems do not
specifically take into account the structural resonance modes which may be
present in the supported machine. A device which specifically aims at act-
ively increasing the damping of structural resonance modes is described by
[Holterman et al. (2002)]. Moreover, it has been proposed recently to extend
the feedback control of active vibration isolation mounts to increase the struc-
tural damping of selected modes in the supported machine [Vervoordeldonk
et al. (2006)].

On a side note, vibration isolation problems are also encountered in space
structure engineering. Although the performance requirements may differ
considerably from Earth-based high-precision equipment, the same principles
apply. The use of H2-control design for several active soft mount vibration
isolation systems is described by [Hyde and Crawley (1995)]. The use of six
degrees of freedom (DOF) Stewart platforms with various feedback control
laws has been reported by e.g. [Spanos et al. (1995); Cobb et al. (1999); Hauge
and Campbell (2004)]. The use of adaptive feedforward control for tonal vi-
bration isolation using a Stewart platform is described by [Geng and Haynes
(1994); Anderson and How (1997)].





Chapter 3

Active hard mount concept

In this thesis, it is investigated whether the inherent disadvantages of soft
mount systems1 can be circumvented by using hard mounts instead. In this
case, an active control system is required to improve the vibration isolation
performance.
In section 3.1, several performance objectives for the hard mount vibration
isolation system are discussed. For these systems, an active control system is
a necessity. The chosen control strategy is discussed briefly in section 3.2.1.
Then, the mechanical design concept is presented in section 3.2.2. In this sec-
tion, the effect of non-ideal mechanical behaviour on the control performance
is analysed. Based on the results of this theoretical analysis, guidelines for the
mechanical design are formulated.

3.1 Performance objectives

As already mentioned in section 2.1, the general purpose of the vibration isol-
ation system is to increase the machine accuracy. In the absence of a specific
application, and hence a specific definition of accuracy, it is assumed that the
internal deformation of the machine is the performance objective that should
be minimized.
Recall from section 2.3 that, in terms of signal power, the overall internal
deformation is a summation of the individual deformation responses to the
various disturbance sources. In turn, each of these responses is determined
(in the frequency domain) by the product of a frequency response function
and the power spectral density of the respective disturbance source.

1 See page 16
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(c) Deformability D2(s) = ∆X(s)/Fd2 (s)

Figure 3.1: Deformation responses of the reference soft mount system
(dashed) and a passive (10 Hz) hard mount system (solid) to: (a) floor ac-
celeration ẍ0; (b) direct disturbance Fd1

; (c) direct disturbance Fd2

Therefore, the frequency response functions to the various disturbance sources
are important factors in the vibration isolation performance. In figure 3.1, the
frequency response functions of the deformation ∆x due to floor vibrations
ẍ0 and the direct disturbances Fd1

and Fd2
are compared for a passive hard

mount system with its suspension frequency at 10 Hz and a reference soft
mount system (1 Hz suspension frequency).
The underlying model for the hard mount system and the soft mount system
has been presented in section 2.4. Moreover, it is assumed that the soft mount
system is equipped with an active control system that achieves 70% skyhook
damping of the suspension mode.

By comparing the passive hard mount response to the active soft mount re-
sponse to floor vibrations (figure 3.1a), it is immediately clear that the re-
sponse to floor vibrations has to be improved drastically for frequencies above
the soft mount suspension frequency of 1 Hz.
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In figure 3.1b, the increased robustness of the hard mount system to the direct
disturbance force Fd1

at low frequencies is observed clearly. However, the
damping of the suspension resonance mode must be improved significantly
to achieve an overall better performance.
From figure 3.1c, a similar conclusion is reached regarding the response of
the hard mount system to the direct disturbance force Fd2

. It will only be
similar to or smaller than the soft mount response, when the damping of the
suspension resonance is improved significantly.
Finally, it is immediately clear in all these figures that increasing the damping
of the structural mode is also desirable.

Based on these observations, the following qualitative performance objectives
for active hard mount vibration isolation systems can be formulated:

i. High support stiffness:
A relatively high support stiffness improves the robustness to low-
frequency (and static) direct disturbances like e.g. stage accelera-
tion forces and forces transmitted by cables. Moreover, the diffi-
culties related to levelling are reduced.

ii. Small deformation transmissibility:
The passive response of a hard mount system to floor vibrations
usually offers insufficient vibration isolation. Therefore, the effect
of floor vibrations on the internal deformation must be reduced.
This requires an active vibration isolation system.

iii. Skyhook damping of the suspension mode:
Recall from figure 2.5 that mechanical (viscous) damping in the
mount increases the transmissibility of floor vibrations at high fre-
quency. Therefore, many isolators are designed with little mech-
anical damping. The suspension damping must then be increased
by using feedback control. Preferably, skyhook damping must be
achieved.

iv. Improved damping of the relevant structural modes:
It is clear from figure 3.1 that poorly damped structural reson-
ance modes can have a significant contribution to the structural
deformation. For hard mount systems, this is especially the case
when regarding floor vibrations (see figure 3.1a). Therefore, the
active vibration isolation system must be able to improve the damp-
ing of these relevant structural modes.

As mentioned in section 2.1, the quantitative objectives depend heavily on the
application (the required accuracy level) and the environment (disturbance
levels). This is most obvious for the support stiffness, which offers a trade-
off between robustness to direct disturbances and isolation of floor vibrations
(see also figure 2.4).
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In this thesis, it is assumed that a relatively high support stiffness is required
to cope with direct disturbances and reduce the levelling problem. With this
high support stiffness being realized by the mechanical design, the remain-
ing requirements, i.e. sufficiently high damping ratios for the suspension and
relevant structural modes as well as reduction of the floor vibration transmiss-
ibility, can only be met by using active control. The remainder of this thesis
will focus on active control methods for meeting these requirements.

Throughout this thesis, the following quantitative objectives for the control
system are assumed:

• Deformation transmissibility:
The deformation transmissibility Td(s) and the transmissibility T (s)
have roughly the same frequency response for frequencies below
the structural resonance frequency, aside from a scale factor (see
appendix A, figures A.2a and A.2b). Therefore, an objective for the
transmissibility function is stated instead. In chapter 6, this trans-
missibility objective will also be used to determine requirements
for sensors and actuators.
The desired floor vibration transmissibility is chosen as the trans-
missibility of a reference soft mount system, which is meant to
represent a state-of-the-art vibration isolation system. The suspen-
sion frequency of this reference system is chosen at 1 Hz. More-
over, 70% skyhook damping of the suspension mode is assumed
(by means of an active control system). As mentioned in section
2.7, the transmissibility of such state-of-the-art systems typically
has a lower limit between −35 and −60 dB at best. In the remainder
of the thesis, a lower transmissibility limit of −60 dB will be as-
sumed.
The reference transmissibility Tref(s) is then expressed by equation
(3.1), with ωsusp,ref = 2π rad/s, ζsusp,ref = 0.70 and εref = 1 · 10−3.

Tref(s) =
ω2

susp,ref

s2 + 2ζsusp,refωsusp,refs+ω2
susp,ref

− εref (3.1)

• Suspension mode damping:
The damping in the suspension mode is to be increased to at least
40% and should be achieved by skyhook damping.

• Structural mode damping:
The damping of the (relevant) structural mode(s) is to be increased
to at least 10%.
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Please note that the first objective is meant primarily to compare the active
hard mount vibration isolation performance to state-of-the-art soft mount sys-
tems. It should not be interpreted as a strict performance target. On the other
hand, the two objectives regarding the improved damping are meant as strict
performance targets.

3.2 Conceptual system design

In the previous section, it is concluded that the hard mount isolation system
most likely requires an active control system to improve the vibration isola-
tion performance. In section 3.2.1, the chosen active control strategy is briefly
introduced. Then, the mechanical design concept is discussed, in particular
the effect of the mechanical design on the control performance. From this
analysis, several guidelines for the mechanical design of hard mount isolators
are derived.

3.2.1 Control strategy

From section 3.1, it is concluded that the active control system must add
skyhook damping to the suspension mode, increase the damping of relevant
structural modes and improve the floor vibration transmissibility, preferably
to a level comparable to a state-of-the-art soft mount system.

Recall from section 2.6.1 that either proportional-integral (PI) control using
force or acceleration measurement or proportional-derivative (PD) control us-
ing absolute velocity measurement can be used to add skyhook damping to the
suspension mode, and simultaneously reduce the suspension mode frequency.
Hence, these feedback laws and their respective sensor types are candidates
for application in the considered hard mount concept.
However, the feedback control should also improve the damping in the struc-
tural mode. It turns out that these three requirements (increased suspension
damping, increased structural damping and reduced suspension frequency)
can not be met simultaneously by a single feedback controller. This will be-
come clear in chapter 4, where the feedback control design is discussed in
detail. For the moment, it is only important to realize that some additional
control system is required.

One possibility is to augment the supported machine with an internal control
system which specifically targets the problem of structural damping. Such a
system has been reported by e.g. [Holterman (2002)]. However, this requires
additional hardware components to be incorporated into the design of the
machine itself. This may not always be possible or practical.
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In this thesis, an attempt is made to achieve all the vibration isolation re-
quirements by using active mounts only, i.e. without making changes to or
adding active components to the supported machine. Therefore, all the re-
quired sensors and actuators are incorporated into the hard mount, resulting
in a modular design.
In this case, the damping of the suspension mode and the (relevant) struc-
tural modes has to be achieved by feedback control. Then, the transmission
of floor vibrations will be reduced by adding feedforward compensation of
the measured floor vibrations. The feedback control strategy is discussed in
detail in chapter 4 and the chosen feedforward control strategy is the subject
of chapter 5.

3.2.2 Mechanical design concept

The concept considered in this thesis, is based on an exact-constraint design.
The notion of exact-constraint design is well known in precision engineer-
ing, see e.g. [Slocum (1992); Koster (1998); Blanding (1999)]. It is perhaps
described best by [Hale (1999)]:

It is the objective of exact-constraint design to achieve some de-
sired freedom of motion or perhaps no motion by applying the
minimum number of constraints required.

When multiple constraints are applied to the same degree of freedom (DOF),
it is said to be overconstrained. Usually, the same is said of the entire mech-
anism or object.
If a mechanism is overconstrained, support deformations, thermal loads and
geometry variations due to assembly and part tolerances will induce internal
stresses. These stresses and the accompanying deformations may become un-
acceptably large. Moreover, the induced deformations are difficult to predict.
Therefore, an exact-constraint mechanical design is a necessity for a hard
mount vibration isolation system, as the stiffnesses involved are rather large.

For our purpose, all rigid body (quasi-static) motion of the machine should be
constrained. As any rigid body has six DOFs in three-dimensional space, six
mutually independent constraints have to be applied.
In the considered hard mount concept, these six ideal single-DOF constraints
are realized by six “legs”. Each leg should be designed to be relatively stiff in
one direction, called its principal direction, and very compliant in all other
directions, called the parasitic directions.
The legs can be arranged in a hexapod configuration to achieve mutually in-
dependent axes, although more conventional configurations (e.g. legs aligned
with Cartesian axes) are possible as well.
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Planar example of the exact-constraint hard mount concept

The exact-constraint hard mount concept is illustrated for a two-dimensional
machine in figure 3.2a. The machine is assumed to be rigid, with mass m and
rotational inertia J , evaluated at the centre of mass (COM ).
The machine has three degrees-of-freedom, which are exactly constrained by
the three supporting legs (indicated by the spring elements and hinges). The
model for each of the supporting legs is shown in more detail in figure 3.2b.

θ

x

y

g

k1
k2 k3

a1 a2

b

α2 α3

h

©1 ©2 ©3

©4 ©5

COM

(a) Planar model of an exactly constrained, rigid
machine

ki Fi

x′iy′i
θ′i



(b) Detailed leg model

Figure 3.2: Illustration of the exact-constraint design concept

Each leg is modelled by two hinges and a slider truss with internal stiffness ki .
A force actuator Fi is incorporated in each leg for active control. The hinges
are ideal, i.e. their rotational stiffness is zero. The slider truss only has a finite
stiffness along its principal direction y′i and is rigid in all other directions. As
a result, each leg only provides stiffness in the principal direction y′i , but is
completely free in any other direction, i.e. each leg provides exactly one con-
straint (when the internal stiffness is large enough).
The floor is modelled by three separate blocks. Each block can move and ro-
tate independently, providing 27 rheonomic constraints, i.e. the accelerations,
velocities and positions of each block and in each direction (x′i , y

′
i , θ
′
i ) are pre-

scribed. However, these constraints are not fully independent. For each block,
the acceleration, velocity and position in each direction are interdependent
through integral/derivative relations. Therefore, only nine independent driv-
ing conditions exist. In this section, the floor motion is expressed in terms of
the nodal accelerations (ẍ′i , ÿ

′
i ) of the hinges ©1 –©3 and the angular accelera-

tions θ̈′i of the corresponding blocks. Note that the nodal displacements are
expressed in the local coordinate systems of the legs.
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The design parameters for the legs are the stiffness parameters k1, k2 and k3
and the geometry parameters α, β, a1, a2 and b. Together, these parameters
allow full control over the stiffness matrix of this system. As a result, the
support stiffness in each direction and the suspension mode frequencies can,
in principle, be tuned to any desired values.

Using this planar model, several guidelines for the mechanical design of hard
mounts can be derived. For this purpose, a numerical example is evaluated,
see table 3.1 for the chosen parameter values.

Table 3.1: Numerical values for model parameters of figure 3.2a

Parameter Value

a1 = a2 0.2 m

b 0.035 m

h 0.05 m

α2 = α3 45 ◦

k1 = k2 = k3 1 · 105 N/m a

m 12 kg

J 2.2 kg m2

a Each leg also provides 50 Ns/m
of viscous damping

The equations of motion for this model can be derived in a parametric form
from the Euler-Lagrange equations. However, even for this relatively simple
system, the derivation is tedious and error prone. Instead, the model has
been analysed using SPACAR, a nonlinear finite element software package for
(flexible) multibody dynamics, see e.g. [Jonker et al. (2009)] and the references
therein.
The nonlinear element deformation description used by SPACAR allows the
accurate modelling of the system dynamics with relatively few elements. More-
over, rigid and flexible elements can be used simultaneously. Geometrical
nonlinear stiffness effects like preloading due to gravity are easily included
into the model as well.
Another advantage is that linearized state-space representations for arbitrary
inputs and outputs can be easily computed. These state-space systems are of
low order due to the relatively small number of elements compared to typical
finite element models. Therefore, these system descriptions are easily used
for analysis and control system design.
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Figure 3.3: Singular value plot of the MIMO transmissibility for the model
of figure 3.2a (see table 3.1 for parameter values). Inputs: see equation (3.2);
outputs: see equation (3.3); : σ1 = σ ; · · · · : σ2; − − : σ3

With the numerical values as listed in table 3.1, the displacements2 of the
centre of mass (COM ) due to gravity are 0.47 µm and −0.59 mm in the x- and
y-direction. The resulting rotation is −13 µrad.
The suspension frequencies of the linearized model around this equilibrium
position are 9.6, 14.6 and 20.5 Hz, respectively. The first two mode shapes
exhibit a rotation and horizontal translation of the COM. The first mode is
mostly dominated by rotation, the second by horizontal translation. The third
mode shape is dominated by vertical translation.

To assess the floor vibration isolation performance for this multiple input,
multiple output (MIMO) system, the singular value plot of the MIMO trans-
missibility is studied. This singular value plot is the extension of the Bode
magnitude plot to MIMO systems. The largest singular value σ (f ) is espe-
cially interesting for vibration isolation problems, as it is a measure of the
worst-case vibration transfer as a function of frequency.
Careful selection and scaling of the input signals u and the output signals y
greatly improves the interpretation of the singular value plot. The selected
input signals are the (local) x− and y−accelerations and the scaled angular ac-
celerations of the nodal points ©1 –©3 , see equation (3.2) and figure 3.2b. The
output signals are described in terms of the (global) horizontal and vertical
acceleration of the hinges©4 and©5 , see equation (3.3) and figure 3.2a.

u =
[
ẍ′1 ÿ′1 hθ̈′1 ẍ′2 ÿ′2 hθ̈′2 ẍ′3 ÿ′3 hθ̈′3

]T
(3.2)

y =
[
ÿ4 ẍ5 ÿ5

]T
(3.3)

2 Displacement with respect to the initial configuration and aligned with the global coordinate
system as shown in figure 3.2a.
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In figure 3.3, the resulting singular value plot, representing the MIMO trans-
missibility, is shown for this example. Note that, due to the chosen input and
output scaling, the transmissibility at low frequencies equals one (0 dB), sim-
ilar to the single input, single output (SISO) transmissibility (see e.g. figure
2.4). The three suspension frequencies are clearly observed in the plot for the
worst-case transmissibility σ (f ).
Moreover, observe that the worst-case transmissibility does not roll-off until
after the largest suspension frequency. If this largest suspension frequency is
larger than strictly necessary, the task for the active control system (reducing
the transmission of floor vibrations) is made more challenging without a good
reason.
As the required high support stiffness puts a lower limit on the suspension
frequencies, it naturally follows that the mechanical support should be de-
signed to group all the suspension resonances relatively closely in frequency.
This grouping of the suspension frequencies can be achieved by tuning the
locations, orientations and stiffness properties of the mounts.

3.2.3 Effects of non-ideal constraints

The legs of the planar model of figure 3.2b are ideal, i.e. they provide only
stiffness in their principal directions. In practice, the behaviour of such an
ideal leg can only be approximated. To preserve the exact-constraint beha-
viour of the design, the ratio(s) of the parasitic stiffness to the principal stiff-
ness should be sufficiently small. As it turns out, this is not only relevant for
the realization of the desired suspension mode frequencies, but also for the
performance limits of the active control system.
The mechanical design of the mount is not the only source of parasitic stiff-
ness. Sensor and cooling water cables can also cause parasitic stiffness effects,
see e.g. [Hauge and Campbell (2004)].

In this section, a method is presented for testing whether the parasitic stiff-
nesses are indeed sufficiently small. The method is illustrated by analysing
an augmented version of the planar model of figure 3.2a, including parasitic
stiffness. For this purpose, the hinges in each leg (six in total) are given a tor-
sional stiffness cθ of 1 Nm/rad. For the vertical (leftmost) leg, this amounts to
an equivalent transverse stiffness of 800 N/m, which is 0.8% of the longitud-
inal stiffness. For each of the slanted (rightmost) legs, this ratio is 0.4%. The
difference is caused by the different lengths of the legs.

In figure 3.4, the thick solid line shows the results of the singular value ana-
lysis for this augmented system. (The meaning of the other lines will be dis-
cussed in the following section.) There is no discernible difference compared
to the ideal behaviour, compare figure 3.3. It can therefore be concluded that
the exact-constraint requirements are still met for the evaluated value of the
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Figure 3.4: Largest singular value σ of the MIMO transmissibility for the aug-
mented model (with parasitic stiffness cθ).
Inputs: see equation (3.2); outputs: see equation (3.3).

: cθ = 1 Nm/rad, without feedforward compensation (FF);
− − : cθ = 1 Nm/rad, with FF;
− · − : cθ = 0.1 Nm/rad, with FF;

: soft mount reference transmissibility

parasitic stiffness (approximately 0.5% of the principal stiffness).
However, non-ideal constraints may have more pronounced effects on the
achievable vibration isolation performance when an active control system is
present. This is examined in more detail in the following subsections.

Effect on feedforward compensation

In this section, the effects of parasitic stiffness on the feedforward compensa-
tion of floor vibrations are analysed. For this analysis, it is assumed that the
feedforward compensation law (2.36) from section 2.6.2 is applied for each
leg separately, see also equation (3.4).

Fi(s) = −kiy′i (s) (3.4)

In words, for each leg, the feedforward controller only generates anti-forces
in the principal direction and these anti-forces depend only on the motion
measured in the principal direction of the leg. It should be recognized that
this results in a decoupled feedforward compensation in each of the principal
directions.



38 Chapter 3. Active hard mount concept
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θ′i

ki

⇒

Figure 3.5: Augmented leg model (right) that is used to analyse the (ideal)
feedforward compensation (3.4). The original leg model is shown on the left.

As a result, the transfer of vibration energy to the machine through the para-
sitic directions of the supports can not be prevented by the feedforward com-
pensation. The achievable vibration isolation performance is therefore limited
by the stiffness in the parasitic directions.

An elegant method to evaluate this performance limitation is by augmenting
the leg model, as illustrated in figure 3.5. The original legs (shown on the left)
are replaced by the model as shown on the right. In this augmented leg, the
longitudinal stiffness of the original leg is set to zero. The leg is still rigid in
bending and the hinges still have a non-zero torsional stiffness cθ . The prin-
cipal support stiffness is now modelled by a skyhook spring, i.e. the restoring
force only depends on the machine displacement.
As a result, the transfer of vibration energy from the support structure through
the principal direction of the leg is eliminated, without altering the eigenfre-
quencies and mode shapes of the system. Therefore, this model correctly de-
scribes the system dynamics when ideal feedforward compensation is applied
in the principal support directions.

The results of the singular value analysis for this system are also shown in fig-
ure 3.4. The dashed line shows the result for cθ = 1 Nm/rad. The dash-dotted
line shows the result for cθ = 0.1 Nm/rad. Moreover, the soft mount reference
transmissibility is indicated by the dotted line, see also equation (3.1).
Clearly, for a parasitic stiffness cθ = 1 Nm/rad, the lower limit of the trans-
missibility is much larger than the soft mount reference level in the frequency
range from approximately 8 to 80 Hz. When the parasitic stiffness is reduced
to 0.1 Nm/rad, the effect on the vibration isolation is reduced to an accept-
able level. In this case, the parasitic stiffness in each leg is less than 0.1% of
the principal stiffness. It is expected to be a very challenging task to design a
support with such a stiffness ratio.
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However, the addition of a feedback control system that dampens the sus-
pension modes would also reduce the transmission of vibrations through the
parasitic paths (in the frequency range of the suspension modes). As this is
the case for the considered hard mount concept, cθ = 1 Nm/rad may be an
acceptable value for the parasitic stiffness. In this case, the ratio of (parasitic)
transverse stiffness to the principal stiffness is (only) in the order of 1%.
Then, a practical guideline for the mechanical design of the hard mount in
terms of the principal stiffness kprincipal and the parasitic stiffness kparasitic may
be given by equation 3.5.

kprincipal

kparasitic
& 100 (3.5)

Effect on feedback control

In figure 3.6, the model is shown that is used to analyse the effect of parasitic
stiffness on the feedback control system. This model is a modified version of
the model discussed in section 2.6.1, see figure 2.6.
The model consists of a leg with principal stiffness k1 and a force actuator Fa.
An additional parasitic stiffness kp is modelled parallel to k1. This parasitic
stiffness originates from other legs or cables. A force sensor Fm and an abso-
lute motion sensor ya1 are incorporated that can be used for feedback control.
The floor motion x0 is assumed to be an independent input.
The equation of motion for this system is given in equation (3.6). Equation
(3.7) expresses the measured force Fm as a function of the actuator force Fa
and the machine and floor displacement.

(
ms2 + k1 + kp

)
X1(s) = Fa(s) +

(
k1 + kp

)
X0(s) (3.6)

Fm(s) = Fa(s)− k1 (X1(s)−X0(s)) (3.7)

Fa

Fm

ya1

x0

x1
m =m1 +m2

k1
kp

Figure 3.6: Model used for evaluating the effect of parasitic stiffness on feed-
back control
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Equations (3.8) and (3.9) present the transfer functions that are involved in the
feedback loop for absolute motion feedback and force feedback, respectively.
It is observed that the parasitic stiffness kp introduces a pair of transmission
zeros in the force feedback transfer function Fm(s)/Fa(s).
No additional transmission zeros occur when absolute motion feedback is
used. The same is true for relative motion measurement. Therefore, the effects
of parasitic stiffnesses on these feedback types are expected to be insignificant.

X1(s)
Fa(s)

=
1

ms2 + k1 + kp
(3.8)

Fm(s)
Fa(s)

=
ms2 + kp

ms2 + k1 + kp
(3.9)

The transmission zeros in the force feedback transfer function can be trouble-
some if any of the zeros is unstable. It is well known that unstable zeros must
lie well outside the control bandwidth to avoid deterioration of the feedback
control performance, see e.g. [Skogestad and Postlethwaite (2005), Sect. 6.6].
Even when the transmission zeros are stable, the feedback design is greatly
simplified when these zeros lie outside the control bandwidth. When the
transmission zeros occur within the control bandwidth, additional 0 dB-cross-
ings are introduced in the loop gain, which make the controller tuning more
difficult.
Either way, the frequency of any transmission zero (due to parasitic stiffness)
should be sufficiently small, i.e. the parasitic stiffness should be small enough.

To derive a guideline for the stiffness ratio k1/kp, the following assumptions
are made:

• The transmission zeros must lie at least a factor three below the
lowest 0 dB-crossing frequency.

• This lowest 0 dB-crossing lies approximately a factor 10 below the
open loop suspension frequency.

In this case, equation (3.10) gives a lower bound for the required ratio of the
principal stiffness to the parasitic stiffness. Note that this bound is larger than
the bound (3.5) and is therefore more difficult to realize in practice. This is an
indication that the use of force sensors in the feedback loop is not advisable
(at least not if the feedback control bandwidth is intended to extend over a
relatively large frequency range).

kprincipal

kparasitic
=
k1

kp
& 900 (3.10)
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3.3 Recapitulation

The active hard mount concept that is the research topic of this thesis is based
on an exact-constraint mechanical design approach to realize sufficiently high
support stiffness. A modular mount design is proposed, with six active legs,
which incorporate force actuators and the necessary sensors.
The chosen control strategy is a combination of feedback control, which is in-
tended to dampen the suspension modes and relevant structural modes, and a
feedforward compensation of floor vibrations. The feedback and feedforward
control designs are discussed in chapters 4 and 5, respectively.

From an analysis of a theoretical planar model it is found that the suspension
frequencies should be grouped relatively close together. Otherwise, the open
loop transmission of floor vibrations extents to unnecessarily high frequen-
cies, which makes the control problem more challenging.

The effects of non-ideal constraints on the system dynamics have been evalu-
ated using the singular value decomposition (SVD) of the (MIMO) transmiss-
ibility. When feedforward compensation of the floor vibration is applied, the
performance limit due to the non-ideal constraints can be analysed through
the SVD of an augmented system, where the principal support stiffness ele-
ments are replaced by skyhook springs.
From the analysis of a planar model, a rule of thumb is formulated, stating
that the ratio of principal stiffness to parasitic stiffness should be at least 100,
in order to prevent the parasitic stiffness from deteriorating the vibration isol-
ation performance. This rule of thumb is valid in case the feedback control
uses absolute or relative motion measurements.
In case of force feedback control, the parasitic stiffness introduces additional
transmission zeros. In this case, the stiffness ratio must be at least 900, in
order to keep these transmission zeros outside the controller bandwidth.





Chapter 4

Active damping by feedback
control

In section 2.6.1, feedback control laws were presented which can add skyhook
damping to the suspension mode, and simultaneously reduce the suspension
mode frequency. Among these were PI-control using force measurement, PI-
control using absolute acceleration measurement and PD-control using abso-
lute velocity measurement.
However, the flexibility of the machine was not taken into account in the
model for which the feedback laws were derived. In this chapter, this flex-
ibility is taken into account and its effects on the achievable performance are
evaluated. In section 4.2 it is discussed that the a single feedback control sys-
tem can not achieve all the goals set forth in the previous chapter. In this
thesis, the feedback control system is therefore extended with a feedforward
controller that compensates for floor vibrations. The feedback control system
is then designed for improving the suspension mode damping and the (relev-
ant) structural mode damping.
The suitability of relative motion measurement, absolute motion measure-
ment and force measurement for adding active structural damping is dis-
cussed in section 4.3. Moreover, their robustness properties are discussed.
This discussion is based on Direct Velocity Feedback (DVF) control, which
aims specifically at adding damping.
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Figure 4.1: Extended model for active vibration isolation by feedback control,
see table 2.1 for parameter values

4.1 System model

To evaluate the effects of floor dynamics and machine dynamics, the model of
section 2.4 is used, which is repeated in figure 4.1. In this model, the flexibility
of the floor and the machine are included. In order to focus on the effects of
feedback control, any structural damping has been neglected.

In this chapter, feedback control based on three different measurement types
is discussed , i.e. absolute motion, relative motion and force measurement.
The transfer functions that are involved in the feedback loop are given by
equations (4.1), (4.2) and (4.3), respectively. The system’s characteristic poly-
nomial p(s) is expressed in equation (4.4). The transfer functions are readily
derived from the model equations, which are presented in appendix A.1.2.

X1(s)
Fa(s)

=

(
m0s

2 + k0

)(
m2s

2 + k2

)

p(s)
(4.1)

∆X(s)
Fa(s)

=
X1(s)−X0(s)

Fa(s)
=

(
(m0 +m1)s2 + k0 + k2

)(
m2s

2 + k2

)
− k2

2

p(s)
(4.2)

Fm(s)
Fa(s)

=
s2

(
m0s

2 + k0

)(
m1m2s

2 + k2 (m1 +m2)
)

p(s)
(4.3)

p(s) =
(
m0s

2 + k0 + k1

)(
m1s

2 + k1 + k2

)(
m2s

2 + k2

)
. . .

− k2
2

(
m0s

2 + k0 + k1

)
− k2

1

(
m2s

2 + k2

) (4.4)
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It is important to note that the numerators are not the same for the respective
measurement outputs. This difference is crucial in terms of the achievable
structural damping, as will be discussed in section 4.3. Moreover, the differ-
ence in the zero dynamics also influences the stability robustness, which is
discussed in more detail in section 4.3.1.

4.2 Limitations of a 1 DOF controller

In section 3.2.1, it has been stated that a single feedback controller can not
simultaneously meet the three requirements of the active control system in
a hard mount vibration isolation system, i.e. reduction of the floor vibration
transmissibility and significant damping of the suspension mode(s) and rel-
evant structural modes. Such a single controller is commonly referred to as a
one degree-of-freedom (1 DOF) controller.
In this section, the reason behind this statement is presented. The discussion
is focussed on feedback control based on absolute acceleration measurement,
but the results can easily be extended to feedback control based on the other
measurement types.

In section 2.6.1, it is shown that a combination of absolute acceleration and
absolute velocity feedback can be used to reduce the suspension frequency
and increase the damping of the suspension mode. In terms of absolute accel-
eration measurement, this constitutes a PI control law, as indicated in equa-
tion (4.5). The resulting loop gain L(s) of the PI controller and the system
dynamics is expressed in equation (4.6).

K(s) = ka +
kv
s

(4.5)

L(s) = K(s)
s2X1(s)
Fa(s)

=
s (kas+ kv)

(
m0s

2 + k0

)(
m2s

2 + k2

)

p(s)
(4.6)

Based on the rigid machine model of section 2.6.1, expressions relating the
feedback parameters ka and kv to the desired suspension frequency ωsusp,des
and the desired suspension damping ζsusp,des can be derived, as shown in
equations (4.7) and (4.8). In these equations,ωsusp is the open loop suspension
frequency expressed in rad/s.

ka = (m1 +m2)



ω2

susp

ω2
susp,des

− 1


 (4.7)

kv = 2ζsusp,desωsusp (m1 +m2)
ωsusp

ωsusp,des
(4.8)
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Figure 4.2: Root locus plot of L(s), see equation (4.6); a: structural mode
(101 Hz), b: suspension mode (11.5 Hz), c: floor mode (4.40 Hz)
×: open loop poles; �: closed loop poles; ◦: zeros

To investigate the performance of this PI controller in combination with the
extended model of figure 4.1, the root locus plot of the loop gain L(s) is con-
sidered, which is shown in figure 4.2. The open loop structural mode, suspen-
sion mode and floor mode resonances are marked by a, b and c respectively.
The resulting closed loop poles are indicated by squares. The inset shows a
close-up of the region near the origin.
The feedback parameters are computed from equations (4.7) and (4.8), with
the desired suspension frequency taken as 1 Hz and 70% closed loop suspen-
sion damping. Using these parameters, the actual suspension frequency is
0.88 Hz and the suspension damping ratio is 0.79. These values are reason-
ably close to the desired values.
However, it is observed in the root locus plot that the structural mode (a)
and the floor mode (c) have moved to the open loop zeros and are still nearly
undamped. Moreover, the structural mode frequency is reduced to 71 Hz.
Clearly, PI acceleration feedback is not capable of achieving all three object-
ives simultaneously.
This can be understood from the following observations on the physical equi-
valents of the feedback control action:

• At high frequencies (well above 2ζsusp,desωsusp,des), the PI accel-
eration feedback reduces to proportional acceleration feedback,
meaning that the controller adds virtual mass.

• To improve the damping of the structural mode, velocity feedback
should dominate in the vicinity of the structural resonance fre-
quency.
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Unless the separation between the suspension mode and the structural mode
frequencies is very large, these requirements for the controller behaviour cor-
respond to overlapping frequency regions. Due to these conflicting require-
ments, it is not possible for a single feedback controller to simultaneously
achieve a significant reduction of the suspension frequency as well as add suf-
ficient damping to the structural mode and suspension mode.

4.2.1 2 DOF control configurations

Some of the limitations of a 1 DOF controller can be removed by augmenting
the control system with additional sensors (and possibly actuators). Figure
4.3 illustrates three variations of such augmented control systems. For ease of
reference, figure 4.3a shows the 1 DOF control configuration.

One possibility is to add a control system K2(s) which specifically targets the
problem of structural damping, see figure 4.3b. Such a system has been repor-
ted by e.g. [Holterman (2002)]. However, this requires additional hardware
components that have to be incorporated into the machine itself. This may
not always be possible. Another option is to use the cascaded feedback con-
trol system, as shown in figure 4.3c. Once more, this requires modification of
the machine.
In this thesis, the alternate cascaded configuration of figure 4.3d is adopted.
Here, the control system uses the measured machine motion and floor motion
to improve the vibration isolation performance. The machine motion is used
in a feedback controller K1(s) which is designed to improve the damping of
the suspension and structural modes.

K1

(a) 1 DOF

K1

K2

(b) 2x1 DOF

K1 K2

+

(c) cascaded 1

K1

K2

+

(d) cascaded 2

Figure 4.3: Various 1 DOF and 2 DOF control system configurations
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Moreover, floor vibration feedforward compensation K2(s) is added to reduce
the transmissibility of the system. The advantage of this configuration is its
modularity, i.e. all active components can be incorporated into the mount.
In the remainder of this chapter, discuss methods for designing the feedback
controller K1(s) are discussed. The feedforward compensation is discussed in
detail in chapter 5.

4.3 DVF(-like) control

In section 2.6.1 three feedback strategies that allow adding active suspension
damping have been discussed, see equations (4.9)–(4.11). The first of these
feedback laws is called Direct Velocity Feedback (DVF). As the name implies,
DVF control employs proportional feedback of the measured velocity in order
to add damping. The second feedback law is called Integral Force Feedback
(IFF) for obvious reasons. The third feedback law uses proportional feedback
of an absolute velocity signal. For all these feedback laws, negative feedback
is used and the actual feedback controller K1(s) is purely a velocity feedback
gain kv .
Note that, in theory, DVF control is equivalent to derivative displacement
feedback. Similarly, the proportional absolute velocity feedback is equival-
ent to integral acceleration feedback.1

• proportional feedback of a relative velocity measurement (DVF):

Fa(s) = −kv∆Ẋ(s) = −kvs∆X(s) (4.9)

• integral force feedback (IFF):

Fa(s) = −kv Fm(s)
s

(4.10)

• proportional feedback of an absolute velocity measurement:

Fa(s) = −kvẊ1(s) = −kvsX1(s) (4.11)

All these feedback laws are capable of actively increasing the damping of the
suspension mode. In this section, these control strategies are evaluated for
their capability of adding active damping to the structural mode.

1 Bandwidth limitations of the sensors and controllers are ignored for now.
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The DVF control law is discussed first, based on the results from [Preumont
(2002); Vervoordeldonk et al. (2006)]. These results are reproduced in ap-
pendix B.
For DVF control, the loop gain L(s) (the product of the feedback controller and
the system response) is given by equation (4.12), where the system response
∆X(s)/Fa(s) is expressed by equation (4.2).
By using modal expansion, the frequency response of the loop gain L(s) in
the vicinity of the structural resonance frequency ωr can be approximated
in many cases by either equation (4.13) or equation (4.14), depending on the
location of the (closest) anti-resonance frequency ωa with respect to the struc-
tural resonance frequency. Here, kv1 and kv2 are the effective feedback gains,
see appendix B.1.

L(s) = kv
s∆X(s)
Fa(s)

(4.12)

L(s) ≈ kv1

s
s2 +ω2

a

s2 +ω2
r

ωa < ωr (4.13)

L(s) ≈ kv2s
s2 +ω2

a

s2 +ω2
r

ωa > ωr (4.14)

The maximum achievable damping ζmax for both cases is expressed by equa-
tion (4.15). The expressions for the optimal gain settings are more complic-
ated and can be found in appendix B.2.

ζmax =



1
2

(
ωr
ωa
− 1

)
ωa < ωr

1
2

(
ωa
ωr
− 1

)
ωa > ωr

(4.15)

The important conclusion from equation (4.15) is that the maximum achiev-
able damping by DVF control is determined by the ratio of the resonance fre-
quency and the anti-resonance frequency. Moreover, it appears that overcrit-
ical damping (ζmax > 1) can be achieved for sufficiently large spacing between
the anti-resonance and the structural resonance frequency. However, it is un-
likely that such large frequency spacing is achieved in practice.
Interestingly, according to [Vervoordeldonk et al. (2006)], the structural damp-
ing may be improved further by using additional dynamic filters, i.e. by devi-
ating from the pure DVF control law (4.9).
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Comparison of the feedback control strategies

In order to compare the capabilities of relative velocity measurement (DVF),
force measurement (IFF) and absolute velocity measurement to add active
structural damping, it is assumed that the loop gains in case of integral force
feedback and absolute velocity feedback have the same form as either equa-
tion (4.13) or (4.14). In section 4.3.1, the validity of this assumption is dis-
cussed.
Then, the comparison comes down to comparing the anti-resonance frequen-
cies ωa for each feedback type, see equations (4.16)–(4.18). The expressions
for the anti-resonance frequencies are obtained from the respective system
responses (4.1)–(4.3), under the assumption that the anti-resonances that are
associated with the floor resonance2 occur at a much lower frequency (which
is typically the case in practice).

ωforce
a =

√
k2

m2

(
1 +

m2

m1

)
(4.16)

ωabs
a =

√
k2

m2
(4.17)

ωrel
a &

√
k2

m2

(
1 +

m2

m0 +m1

)
(4.18)

For typical vibration isolation problems, the structural resonance frequency
ωr is the largest resonance frequency of the model shown in figure 4.1. By
disregarding the floor stiffness k0 and the suspension stiffness k1, an approx-
imation of the structural resonance frequencyωr is found, see equation (4.19).

ωr &

√
k2

m2

(
1 +

m2

m1

)
(4.19)

By comparing equation (4.19) and (4.16), it is concluded that in case of force
feedback a pole/zero cancellation occurs for the structural mode, i.e. the ratio
of ωr to ωa is (nearly) one. From equation (4.15), it is concluded that it is
impossible to significantly improve the damping of the structural mode by
force feedback.
In the case of absolute and relative velocity feedback, the spacing between the
resonance and anti-resonance frequency depends on the mass ratios m2/m1
and m2/(m0 +m1) respectively. If these ratios are sufficiently large, absolute

2 These anti-resonances mostly depend on the model parameters m0 and k0.
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and relative velocity feedback can be used to improve the structural damping.
However, recall from section 2.6.1 that relative velocity feedback does not
provide skyhook damping for the suspension mode, i.e. the high-frequency
roll-off in the transmissibility is −20 dB/decade instead of the desired −40
dB/decade. Therefore, it can be concluded that absolute velocity feedback
control results in the best overall vibration isolation performance.

The dependency of the achievable damping on the mass ratios m2/m1 and
m2/(m0 +m1) for the system model of section 4.1 can be generalized to more
realistic machines. Then, it is concluded that the mass distribution in the ma-
chine greatly influences the achievable damping by feedback control. The
mass distribution can be influenced by the machine design as well as the
choice for the locations of the supports.

4.3.1 Stability robustness of DVF-like control

In this section, the stability robustness properties of the proposed control
strategies are investigated. For this purpose, the set of linear ordinary dif-
ferential equations, as shown in equation (4.20) is used. This system can be
used to model the (small) vibrations of a general flexible structure.

Mq̈(t)+Dq̇(t)+Kq(t) = Bdd(t)+Buu(t) q ∈RNq , u ∈RNu , d ∈RNd (4.20)

Here, q is the vector of generalized coordinates and d and u are the (general-
ized) disturbances and actuator signals. Bd and Bu represent the interaction
of the disturbances and actuators with the flexible structure. M , D and K are
the (generalized) mass, damping and stiffness matrices.
M and K are assumed to be positive definite3 (> 0), D is assumed to be pos-
itive (semi-)definite (≥ 0). As a result, the open loop system is (marginally)
stable.

DVF control is considered first, which is known to possess excellent stability
robustness properties in case the velocity sensor and the force actuator are col-
located [Balas (1979); Joshi (1985)]. In that case, the sensor and actuator form
a dual pair, meaning that the inner product of the sensor and actuator signals
represents the total power supplied to the system by the actuator [Holterman
et al. (2002); Preumont (2002)].

3 A matrix A ∈Rn×n is positive (semi-)definite when xTAx > (≥) 0, ∀x ∈Rn,x , 0
This is commonly denoted by A > (≥) 0
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The favourable stability robustness of DVF control can also be deduced from
the model of equation (4.20). The collocated velocity measurement is ex-
pressed by equation (4.21). By applying the DVF feedback law of equation
(4.22), the closed loop system dynamics are expressed by equation (4.23).

y(t) = BT
u q̇(t) (4.21)

u(t) = −Gy(t) G > 0 (4.22)

Mq̈(t) +
[
D +BuGB

T
u

]
q̇(t) +Kq(t) = Bdd(t) (4.23)

The closed-loop system is stable when the damping matrix
[
D +BuGBT

u

]
is

positive definite. D is positive (semi-)definite by assumption, i.e. the open-
loop system is not unstable.
The term BuGB

T
u is a quadratic matrix product and is therefore at least pos-

itive semi-definite. Because the feedback gain matrix G is positive definite,
the term BuGB

T
u is only zero for any q̇ in the zero dynamics of the system.

These zero dynamics are the dynamics for which the measurement is identic-
ally zero, i.e. the null space or kernel of BT

u as indicated in equation (4.24).
As a result, when the zero dynamics are stable (see condition (4.25)), the
closed-loop damping matrix is positive definite and the closed-loop system
is asymptotically stable.

ker
(
BT
u

)
=

{
q̇ ∈RNq | BT

u q̇ = 0
}

(4.24)

q̇TDq̇ > 0 ∀q̇ ∈ ker
(
BT
u

)
(4.25)

The robustness of this closed-loop system stems from the fact that the stabil-
ity depends only on the collocation of the sensors and actuators, the positive
definiteness of the feedback gain matrix G and the stability of the zero dy-
namics. It does not depend on the system’s mass and stiffness parameters.
Moreover, robust stability is maintained when small collocation errors occur
and in the presence of certain sensor dynamics and/or non-linearities [Joshi
(1985)].
Clearly, the DVF approach can be easily used in MIMO systems, provided
that the feedback gain matrix G is chosen as a positive definite matrix. How-
ever, the (optimal) tuning of the controller parameters becomes more involved
[Holterman et al. (2002)].
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Interpretation in terms of passivity

Actually, DVF control is an example of passivity-based control, see e.g. [Or-
tega et al. (1998); van der Schaft (2000); Bao and Lee (2007)]. This is discussed
in greater detail in appendix B.3, where it is discussed that the collocated
velocity measurement results in a passive open loop system. Some relevant
properties of (linear) passive systems are listed below:

• if the system is detectable4, any static gain negative output feed-
back asymptotically stabilizes the system

• the system’s transfer function H (s) is minimum phase
• the transfer function has bounded phase:

for a SISO system, ∠H(jω) ∈ [−90◦, 90◦]

The first property is nothing more than a restatement of the previously ob-
tained result. Note that the detectability requirement is satisfied when condi-
tion (4.25) is satisfied.
The latter property of phase boundedness may proof useful when the colloc-
ation condition is violated, which is investigated in the following subsections.
It should be pointed out that, for (poorly damped) mechanical structures, the
bounded phase property means that the transfer function must have altern-
ating poles and zeros along/near the imaginary axis. This is also put forward
by [Preumont (2002)].

Collocation of force feedback

In [Preumont et al. (2002)], it is argued that collocated force measurement
also results in an alternating pole/zero pattern. Hence, even though the force
sensor and force actuator do not form a dual pair, integral force feedback
possesses similar stability robustness properties as DVF. This also means that
the loop gain approximations of equations (4.13) and (4.14) are valid.

Collocation of absolute motion feedback

The situation is quite different in case of absolute velocity measurement. Al-
though the inner product of the measurement and the actuator signal repres-
ents a power signal, it does not equal the total power supplied to the system
by the actuator.

4 i.e. all unstable modes are observable
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As an example, equation (4.26) expresses the equations of motion for the
model of section 4.1. The absolute velocity measurement is expressed in equa-
tion (4.27), from which it is immediately clear that the velocity measurement
is not collocated with the force actuation.



m0 0 0
0 m1 0
0 0 m2




︸             ︷︷             ︸
M



ẍ0
ẍ1
ẍ2




︸︷︷︸
q̈

+



k0 + k1 −k1 0
−k1 k1 + k2 −k2
0 −k2 k2




︸                        ︷︷                        ︸
K



x0
x1
x2




︸︷︷︸
q

=



−1
1
0




︸︷︷︸
Bu

Fa (4.26)

y = ẋ1 = [ 0 1 0 ] q̇ , BT
u q̇ (4.27)

However, in section 4.2 feedback control based on (absolute) acceleration meas-
urement has been discussed for this model. In the root locus plot of figure
4.2 an alternating pole/zero pattern is observed for this model. Moreover,
it is clear from that root locus plot that any choice for the positive feedback
parameters ka and kv stabilizes that particular system. Apparently, the model
parameters used in section 4.2 result in a “practically collocated” system.

Therefore, it is interesting to determine a model parameter set for which the
system of equations (4.26) and (4.27) is practically collocated, i.e. for which
the poles and zeros alternate along the imaginary axis. Note that the limiting
case for alternating poles and zeros is a pole-zero cancellation. Therefore, a
set of parameters is derived which result in an exact pole-zero cancellation
first.
This particular system has two anti-resonances, which are expressed in equa-
tion (4.28) (see also equation (4.1)). The poles of the open-loop system are the
roots of the characteristic polynomial, which is expressed in equation (4.29).
The expansion of this expression was presented in equation (4.4).

ωa,0 =

√
k0

m0
ωa,2 =

√
k2

m2
(4.28)

p(s) = det
(
Ms2 +K

)
s ∈C (4.29)

By setting s = jωa,0 and s = jωa,2 in the characteristic polynomial, parameter
sets can be computed for which a pole-zero cancellation occurs. These para-
meter sets are expressed in equation (4.30).

s = jωa,0 ⇔ k0

m0
=

k2

m2

(
1 +

m2

m1

)

s = jωa,2 ⇔ k2

m2
=
k0 + k1

m0

(4.30)
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Finally, it can be checked that pole-zero flipping does not occur, i.e. the system
is practically collocated, when either of the conditions in equation (4.31) is
satisfied.

√
k2

m2

(
1 +

m2

m1

)
<

√
k0

m0
∨

√
k2

m2
>

√
k0 + k1

m0
(4.31)

For vibration isolation systems, the first condition amounts to a test on the
structural resonance mode (compare equation (4.19)). It states that the struc-
tural resonance should be smaller than the resonance frequency of the floor
(without the machine). It is highly unlikely that this condition is met for prac-
tical machines, as the first resonance frequencies of floors typically occur near
10 Hz, see e.g. [Howard and Hansen (2003)].
The second condition is a test on the anti-resonance frequency in the sys-
tem response (see equation (4.17)). Assuming that the support stiffness k1 is
smaller than the floor stiffness k0, this condition is always satisfied when the
anti-resonance frequency is at least a factor

√
2 larger than the floor resonance

frequency (without the machine). It is expected that this is the case for most
vibration isolations systems, and therefore absolute motion measurement will
result in a practically collocated system.

Concluding remarks

The presented robustness analysis assumed perfect sensors and actuators, e.g.
infinite bandwidth and no delay. In practice, these sensor and actuator lim-
itations deteriorate the stability robustness. However, when the effects are
minor within the desired control bandwidth, the resulting stability margins
will remain large.

It was mentioned previously that passive systems (and therefore collocated
systems as well) are minimum phase, meaning that all poles and zeros are
in the left half-plane (LHP) in the continuous case, or inside the unit circle
for discrete systems. However, it is well known that in sampled-data systems
non-minimum phase zeros (NMP) can occur due to sampling [Åström et al.
(1984)]. Hence, when a discrete control system is used, the occurrence of
NMP zeros should be checked.
Moreover, when the sensor can not be located at the same location due to
spatial limitations, NMP zeros may occur.
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4.4 Recapitulation

In this chapter, feedback control strategies have been examined that are able
to add active damping to the suspension and (relevant) structural modes. In
section 4.2 it was shown that adding active damping to the these modes can
not be combined with the (active) reduction of the suspension resonance fre-
quency, without adding an additional degree-of-freedom to the control sys-
tem. In this thesis, a feedback controller is used to add active damping to
the suspension and structural modes and feedforward compensation of floor
vibrations is used to reduce the transmissibility of floor vibrations. This feed-
forward compensation is the subject of chapter 5.

It has been shown that the ratio of the structural resonance frequency to
its associated anti-resonance frequency is the key factor in determining the
achievable active damping in the structural resonance mode. Based on this
result, absolute motion measurement (velocity or acceleration) is found to
be best suited for adding active damping to both the suspension and struc-
tural modes. When a force measurement is used for feedback control, it is
impossible to add damping to the structural mode due to a pole-zero cancel-
lation. Relative motion feedback (DVF) is capable of improving the structural
damping, but can not achieve skyhook damping of the suspension mode.
The excellent stability robustness properties of DVF control have been derived
from a general model for a flexible structure. The relationship to passivity-
based control is discussed briefly. Although absolute motion measurement
does not necessarily provide such excellent stability robustness, conditions
for which the system is practically collocated have been derived. It is expec-
ted that these conditions are easily satisfied in practice.



Chapter 5

Feedforward compensation of
floor vibrations

This chapter discusses the feedforward compensation approach that is used
to improve the response to floor vibrations. In section 5.1 the system model
that is used in this chapter is introduced. Then, the optimal controller and
resulting performance are discussed in section 5.2.
However, for reasons discussed in section 5.2.5, an adaptive feedforward con-
trol scheme is required to find the optimal controller. In section 5.3, the ad-
aptive control approach is presented, which is based on the filtered-x LMS
adaptive algorithm that is widely used in Active Noise Control (ANC) applic-
ations. A recapitulation of the chapter is presented in section 5.4.

5.1 System model

In this chapter, a generic system model is used to discuss the theory of (adapt-
ive) feedforward control. A block diagram of this model is shown in figure 5.1.
The model is expressed in the discrete-time domain, because the feedforward
controller will be implemented digitally.

P(z)

Q(z) S(z)

T (z)

d(k)

u(k)r(k)

ye(k)yr(k)

de(k)

e(k)

x(k)

++

Figure 5.1: Block diagram of the generic system model used for discussion of
the feedforward control theory.
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Loosely speaking, the signals in this model can be given the following inter-
pretation within the framework of vibration isolation problems:

• d(k): This disturbance signal represents the disturbance sources
that cause floor vibrations. In this thesis, it is assumed that these
disturbance sources are random, wide-sense stationary signals.
Note that the floor vibrations itself are not considered as disturb-
ance sources, but rather as caused by the (true) disturbance sources.

• u(k): This control signal represents the feedforward compensation
signals, i.e. the generated anti-forces.

• e(k): This error signal denotes the measured error signals that are
available for optimization of the feedforward controller.
The total error signal is formed by two signal components: a com-
ponent de(k) that is caused by the disturbance signal and a com-
ponent ye(k) that is the result of the control action.

• r(k): This reference signal denotes the measured floor vibrations
that are used to compute the feedforward compensation signals.
Like the error signal, it is formed by two components: a compon-
ent x(k) that is caused by the disturbance signal and a compon-
ent yr (k) due to the control action. The latter component can be
interpreted as the floor vibrations generated by the feedforward
compensation forces (as these forces are also exerted on the floor).

The signals in the model are related through four transfer paths: the primary
path P (z), the secondary path S(z), the tertiary path T (z) and the quaternary
path Q(z), see equation (5.1).

[
E(z)
R(z)

]
=

[
P (z) S(z)
T (z) Q(z)

] [
D(z)
U (z)

]
(5.1)

All these transfer paths are assumed to be stable, linear, time-invariant (LTI)
systems. The stability assumption is reasonable for vibration isolation prob-
lems, where any unstable plant dynamics will be stabilized by a feedback con-
trol system. Whenever a feedback control system is present, the transfer paths
are assumed to represent the closed loop dynamic behaviour.

Although the interpretation as presented above is helpful in gaining insight in
the physical background of the problem, it must be stressed that the situation
is actually more subtle. The output signals e(k) and r(k) actually represent
the sampled and digitized versions of the measured vibrations. Likewise, the
control signal u(k) is the digitized version of the generated anti-forces.
Therefore, besides describing the system mechanics, the transfer paths P (z),
S(z), T (z) and Q(z) must also describe the sensor and actuator dynamics, in-
cluding anti-aliasing and reconstruction filters as well as the AD- and DA-
converters.
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P(z)

Q(z) S(z)

T (z)

K(z)

d(k)

u(k)r(k)

ye(k)yr(k)

de(k)

e(k)

x(k)

++

Figure 5.2: Block diagram of the system model including the “feedforward”
controller K(z).

5.1.1 Internal model compensation

In figure 5.2, the “feedforward” controllerK(z) has been included in the block
diagram of the system model. Immediately, it is clear that the quaternary
path Q(z) and the controller K(z) form a feedback loop. Physically, this is as
expected because the control actuator generates forces that are also exerted in
the floor, causing vibrations that are in turn measured by the reference sensor.

Therefore, referring to K(z) as a feedforward controller is incorrect. However,
throughout this thesis internal model compensation (IMC) will be used to re-
cast the control problem as a feedforward problem.
In figure 5.3, an internal model Q̂(z) of the quaternary path is used to elim-
inate the contribution yr (k) to the reference signal r(k). The overall controller
K(z) is indicated by the dashed box and is given by equation (5.2).

K(z) = W (z)
(
I + Q̂(z)W (z)

)−1
(5.2)

Under the assumption that Q(z) is stable and the internal model Q̂(z) is per-
fect, any stable controller W (z) internally stabilizes the feedback loop [Zames
(1981)]. This parametrization of all internally stabilizing controllers is well
known as the Youla, Youla-Kučera or Q-parametrization, see e.g. [Skogestad
and Postlethwaite (2005), Sect. 4.8].
In the presence of model errors in Q̂(z), a sufficient requirement for stability
of the feedback loop follows from the small-gain theorem, as stated by equa-
tion (5.3). Here, ∆Q(ejω) = Q(ejω) − Q̂(ejω) represents the model error at the
normalized frequency ω (π ≤ω ≤ π) and ‖·‖∞ denotes the H∞-norm.

∥∥∥W (ejω)∆Q(ejω)
∥∥∥∞ < 1 (5.3)
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P(z)

Q(z)

Q̂(z)

S(z)

T (z)

W (z)

d(k)

u(k)

r(k)

ye(k)yr(k)

de(k)

e(k)

x(k)

ŷr(k)

x̂(k)

+

++

−

Figure 5.3: Block diagram showing the internal model compensation forQ(z).
The dashed box indicates the overall controller K(z).

From the stability requirement (5.3), it is concluded that, in general, the model
error ∆Q(ejω) should be small at frequencies where the magnitude of W (ejω)
is expected to be large. As a result, the quality of the model Q̂(z) should be
very high at these frequencies. In section 7.3, a system identification method
is discussed that can be used to obtain such accurate models for the quatern-
ary path (and other transfer paths).

For the remainder of this chapter, it is assumed that the quaternary path is
known exactly. In this case, the block diagram of figure 5.3 can be reduced to
the diagram shown in figure 5.4, in which W (z) is clearly a feedforward con-
troller. The discussion of (optimal and adaptive) feedforward control theory
in this chapter is based on this latter system model.

5.2 Optimal feedforward control

In this section, optimal feedforward control is discussed. In the following
section, the optimization criterion is presented and the theoretical optimal
solution is given. Then, in section 5.2.2, a constrained optimal controller is
presented, which is constrained to be stable and causal. As a result, this con-
troller can be implemented in real-time. Finally, in section 5.2.3, the effects of
measurement noise on the Causal Wiener filter are discussed. The results in
this section are mostly based on the work by [Fraanje (2004); Nijsse (2006)].

5.2.1 Performance measure

The objective of the feedforward controller is to minimize (in some sense) the
error signal e(k). It is convenient to use the squared RMS-norm of the error
signal (the Mean Squared Error (MSE)) for this purpose, see equation (5.4).

JMSE(W ) = ‖e(k)‖2RMS (5.4)
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P(z)

S(z)

T (z)

W (z)

d(k)

u(k)

ye(k)

de(k)

e(k)

x(k)

+

Figure 5.4: Equivalent feedforward control model of figure 5.3, assuming per-
fect knowledge of the quaternary path Q(z).

Let Φd(z) denote the spectral factor of the disturbance signal d(k). Then,
by using Parseval’s theorem, the cost criterion JMSE can also be expressed by
equation (5.5), where (.) is a shorthand notation for (ejω).

JMSE(W ) =
1

2π

∫ π

−π
‖P (.)Φd(.) + S(.)W (.)T (.)Φd(.)‖2F dω

= ‖P (z)Φd(z) + S(z)W (z)T (z)Φd(z)‖22 (5.5)

The optimal controller is then defined as the solution to the minimization
problem (5.6).

W opt(z) = arg min
W

JMSE(W ) (5.6)

From equation (5.5), it can be concluded that the performance measure is
reduced to zero when the controller is chosen according to equation (5.7).
Here, S‡(z) is the right inverse of S(z) and T †(z) is the left inverse of T (z).

W opt(z) = −S‡(z)P (z)T †(z) (5.7)

However, this optimal controller W opt(z) can only be implemented in real-
time, when it is causal. Moreover, W opt(z) must be stable in order to intern-
ally stabilize the feedback loop, as discussed in section 5.1.1. This requires
both S(z) and T (z) to have causal and stable (right or left) inverses. In most
practical problems, these conditions are not met due to delays and unstable
(non-minimum phase) zeros in the secondary path S(z) and the tertiary path
T (z). As a result, perfect cancellation can generally not be achieved.

Finally, it is pointed out that it is straightforward to include frequency weigh-
ing in the cost criterion, by multiplying P (z) and S(z) from the left by an
appropriate dynamic filter.
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5.2.2 Causal Wiener filter

The solution to the optimization problem (5.6), with the added constraints of
stability and causality, is commonly referred to as the Causal Wiener filter.
In order to find the Causal Wiener filter, (co-)inner-outer factorizations of the
secondary path S(z) and the tertiary path T (z) are used. These (co-)inner-outer
factorizations are presented first.

(Co-) inner-outer factorization

The information in this section has been taken largely from [Ionescu and Oară
(1996); Fraanje (2004)]. The interested reader is referred to these sources or
e.g. the textbooks on system theory [Vidyasagar (1985); Chen et al. (2004)] for
further details and algorithms.

Let G(z) be a proper, stable transfer function with Nu inputs and Ny outputs
and with normal rank R ≤ min(Ny ,Nu)1. Then, the inner-outer factorization
of G(z) is given by equation (5.8).

G(z) = Gi(z)Go(z) (5.8)

The outer factor Go(z) is stable, proper and minimum-phase. It has Nu inputs
and R outputs. Because it is minimum-phase and R ≤Nu , it has a stable right
inverse.
The inner factor Gi(z) is stable, proper and all-pass. The inner factor has R
inputs andNy outputs. Moreover, when the inner factor is not square (R < Ny),
an orthogonal inner factor G⊥i (z) exists with Ny outputs and Ny − R inputs,

such that
[
Gi(z) G

⊥
i (z)

]
is a unitary system2, see equations (5.9) and (5.10).

Here, G∗i (z) denotes the adjoint system of Gi(z) i.e. the transposed and time-
reversed system: G∗i (z) ≡GT

i (z−1).

[
Gi(z) G⊥i (z)

]
G∗i (z)

G⊥∗i (z)


 = Gi(z)Gi(z)

∗ +G⊥i (z)G⊥∗i (z) = INy (5.9)



G∗i (z)

G⊥∗i (z)



[
Gi(z) G⊥i (z)

]
=



G∗i (z)Gi(z) G∗i (z)G

⊥
i (z)

G⊥∗i (z)Gi(z) G⊥∗i (z)G⊥i (z)




=
[
IR 0
0 INy−R

]
= INy

(5.10)

1 R = sup {rank(G(λ)),λ ∈C,λ not a pole of G(z)}
2 A square system G(z) is unitary when G(z)G(z)∗ =G(z)∗G(z) = I . This is a generalization of

the concept of unitary matrices to linear systems.
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The key idea behind the inner-outer factorization is that the outer factor con-
tains all the system dynamics that can be stably and causally inverted. The
inner factor contains the remaining dynamics (which are due to delays and
non-minimum phase zeros). Note that the inner factor contains only phase
information, because it is all-pass. As a corollary, Go(z) is a spectral factor of
G∗(z)G(z), i.e. G∗o(z)Go(z) =G∗(z)G(z).

The co-inner-outer factorization is closely related to the inner-outer factor-
ization. Given the inner-outer factorization (5.8) of G(z), the co-inner-outer
factorization of H (z) ≡ GT(z) is given by equation (5.11). In words, the co-
inner and co-outer factors of H (z) are the transposed inner and outer factors
of the transposed system HT(z).

H (z) = H co(z)H ci(z) = GT
o (z)GT

i (z) (5.11)

Once again, if the co-inner factor H ci(z) is not square, an orthogonal co-inner
factor H⊥ci(z) exists, such that

[
H ∗ci(z) H

⊥∗
ci (z)

]
is a unitary system.

Note that, for SISO systems, the inner-outer and co-inner-outer factorization
coincide. Moreover, the orthogonal (co-)inner factors do not exist for SISO
systems.

Causal Wiener filter continued

Using these factorizations, the Causal Wiener filter W c(z) can be expressed
by equation (5.12) [Elliott (2000); Fraanje (2004); Nijsse (2006)]. Here, P d(z)
and T d(z) are the combination of the primary path and tertiary path with
the spectral factor Φd(z), see equation (5.13). The spectral factor Φd(z) is
included to provide the proper frequency weighing in the mean squared error.
Moreover, {•}+ denotes the causality operator.
In appendix C, a proof of the optimality of the Causal Wiener filter is outlined,
which is based on [Fraanje (2004), Appendix A].

W c(z) = −S‡o(z)
{
S∗i (z)P d(z)T ∗d,ci(z)

}
+
T †d,co(z) (5.12)

P d(z) = P (z)Φd(z), T d(z) = T (z)Φd(z) (5.13)

It can be seen that the Causal Wiener filter uses the outer factor So(z) and
the co-outer factor T d,co(z) to causally invert as much of the dynamics of the
secondary and tertiary paths as possible. The remaining dynamics of these
paths can only be compensated by the anti-causal adjoint systems of the (co-)
inner factors. To obtain a causal controller, the best causal approximation of
these terms combined with the weighted primary path P d(z) is taken.
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The resulting minimum MSE value is given by equation (5.14), where {•}−
denotes the anti-causality operator.

Jmin
MSE = JMSE(W c) =

∥∥∥∥
{
S∗i (z)P d(z)T ∗d,ci(z)

}
−

∥∥∥∥
2

2
+

∥∥∥S∗i (z)P d(z)T ⊥∗d,ci(z)
∥∥∥2

2
+
∥∥∥S⊥∗i (z)P d(z)

∥∥∥2
2

(5.14)

The three terms that constitute the minimum MSE value (5.14) can be given
the following interpretation: the first term is due to non-minimum phase
zeros and delays in S(z) and T (z) which are not cancelled by unstable poles
and delays in the primary path P (z).
The second term only exists when T ⊥d,ci(z) exists. For vibration isolation prob-
lems, this occurs when there are more disturbance sources than reference
sensors. In this case, it is not possible to independently determine the con-
tribution of all disturbance sources to the reference signals. Unless P (z) and
T ⊥ci(z) are orthogonal, perfect cancellation can not be achieved. This ortho-
gonality occurs only when, loosely speaking, the disturbance sources that are
not measurable at the reference sensors do not cause any vibration at the error
sensors. This is highly unlikely to be true in any practical situation.
Similarly, the last term only exists when S⊥i (z) exists. For vibration isolation
problems, this occurs when there are more error signals than actuator sig-
nals. It is clear that in that case perfect cancellation is not achievable, even
if there are no delays and unstable zeros in S(z), unless S⊥i (z) and P d(z) are
orthogonal. This required orthogonality of S⊥i (z) and P d(z) occurs when the
disturbance sources only cause vibrations that can be controlled by the actu-
ators. Again, this situation is unlikely to occur in practice.

Illustrative example

Let the primary path P (z), the secondary path S(z) and the tertiary path T (z)
be given by equations (5.15). Here, the values of b1 and c1 are such that P (z) is
stable. It is assumed that the disturbance signal d(k) is white noise with unit
variance, i.e. Φd(z) = 1.

P (z) =
a(z2 + b2z+ c2)
z(z2 + b1z+ c1)

, S(z) =
1
z
, T (z) =

1
z

(5.15)

Note that S(z) and T (z) are pure delays and cannot be causally inverted. The
inner-outer factorizations of these transfer paths are straightforward: the (co-)
inner factors are given by the respective transfer paths and the outer factors
are equal to 1. The orthogonal (co-)inner factors do not exist.
Also, note that P (z) is strictly proper with one delay, whereas the total delay
in S(z) and T (z) is two samples. As a result, perfect cancellation can not be
achieved.
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Through partial fraction expansion, it is easy to show that the Causal Wiener
filterWc(z) is given by the last line in equation (5.16). The Causal Wiener filter
is clearly stable and causal. Moreover, the minimum value of the performance
measure is given by equation (5.17).

Wc(z) = −{zP (z)z}+ = −
{
az(z2 + b2z+ c2)
z2 + b1z+ c1

}

+

= −
{
az+

a(b2 − b1)z2 + a(c2 − c1)z
z2 + b1z+ c1

}

+

= −a(b2 − b1)z2 + a(c2 − c1)z
z2 + b1z+ c1

(5.16)

JMSE(Wc) =
∥∥∥∥
{
S∗i (z)P (z)T ∗ci(z)

}
−

∥∥∥∥
2

2
= ‖az‖22 = a2 (5.17)

5.2.3 Effects of measurement noise

In this section, the effects of additive measurement noise (at both the refer-
ence sensors and error sensors) on the Causal Wiener filter are studied. For
this purpose, the feedforward system model is augmented with noise signals,
as shown in figure 5.5. Here, nr (k), ne(k) are white noise signals with unit
variance and Φ r (z), Φe(z) are their respective spectral factors. It is assumed
that all the noise components in nr (k) are uncorrelated with the components
in ne(k). Note that, if necessary, any correlated parts of the noise signals can
be incorporated into d(k).

P(z)

S(z)

T (z)

W (z)Φr(z) Φe(z)

d(k)

u(k) ye(k)

de(k)

e(k)

x(k)

nr(k) ne(k)+ +

Figure 5.5: System model including measurement noise contributions on the
reference and error sensors
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The optimal control problem with measurement noise can be recast to the
original, noiseless problem (5.5), by using the change of variables as defined
by equation (5.18).

d̃(k) =



d(k)
nr (k)
ne(k)


 (5.18)

With this change in variables, the augmented primary and tertiary paths are
given by equations (5.19) and (5.20). Note that the original primary and ter-
tiary path are combined with the spectral factor of the disturbance signal, see
also equation (5.13).

P̃ (z) = [P d(z) 0 Φe(z)] (5.19)

T̃ (z) = [T d(z) Φ r (z) 0] (5.20)

The co-inner-outer factorization of T̃ (z) is now given by equation (5.21), where
the partitioning of the co-inner factor is compatible with the partitioning in
equation (5.20). Moreover, the spectrum of the augmented tertiary path is
given by equation (5.22).

T̃ (z) = T̃ co(z)T̃ ci(z) = T̃ co(z)
[
T̃ 1ci(z) T̃ 2ci(z) 0

]
(5.21)

T̃ (z)T̃ ∗(z) = T̃ co(z)T̃
∗
co(z) = T d(z)T ∗d(z) + Φ r (z)Φ

∗
r (z) (5.22)

This offers the following interpretation: loosely speaking, the “magnitude” of
the co-outer factor is increased (compared to the noiseless case), especially
at frequencies where the reference noise spectrum is significant. Because the
original tertiary path can be factored as T (z) = T̃ co(z)T̃ 1ci(z), the “magnitude”
of T̃ 1ci(z) (and its adjoint) is reduced.3

The Causal Wiener filter is now given by equation (5.23). Because the “mag-
nitudes” of T̃ †co(z) and T̃

∗
1ci(z) are reduced, the “magnitude” of the Causal

Wiener filter is reduced as well. This is intuitively correct, as at frequencies
where the reference signal contains little or no information about the disturb-
ance sources, the controller gain should be reduced.

W̃ c(z) = −S‡o(z)
{
S∗i (z)P d(z)T̃ ∗1ci(z)

}
+
T̃
†
co(z) (5.23)

3 Note that T̃ 1ci (z) by itself is no longer an inner factor.
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Due to the presence of the noise signals, the orthogonal co-inner factor T̃ ⊥ci(z)
necessarily exists4 and can be expressed by equation (5.24), where T̃ ⊥1ci(z) and
T̃
⊥
2ci(z) are such that

[
T̃
∗
ci(z) T̃

⊥∗
ci (z)

]
is unitary.

T̃
⊥
ci(z) =

[
T̃
⊥
1ci(z) T̃

⊥
2ci(z) 0

0 0 INe

]
(5.24)

Using this partitioning for T̃ ⊥ci(z), the MSE cost criterion is given by equation
(5.25), which is in a similar form as the noiseless solution (5.14). The first two
terms are changed due to the measurement noise on the reference sensors.
Another notable difference is the presence of the noise spectrum on the error
signals. This is as expected, because a feedforward controller can obviously
never compensate for disturbances that are uncorrelated with the reference
signal.

JMSE(W̃ c) =
∥∥∥∥
{
S∗i (z)P d(z)T̃ ∗1ci(z)

}
−

∥∥∥∥
2

2
+
∥∥∥S∗i (z)P d(z)T̃ ⊥∗1ci(z)

∥∥∥2

2

+
∥∥∥S⊥∗i (z)P d(z)

∥∥∥2
2

+ ‖Φe(z)‖22
(5.25)

Illustrative example (continued)

Consider the example of equation (5.15) once more, but with measurement
noise included. The noise signals on the reference measurement and error
measurement are white noise signals with variance σ2

nr and σ2
ne respectively,

see equation (5.26).

Φr (z) = σnr Φe(z) = σne (5.26)

The augmented tertiary path is expressed by equation (5.27). The co-outer
factor is then found from equation (5.28).

T̃ (z) =
[1
z

σnr 0
]

(5.27)

T̃co(z)T̃
∗
co(z) = T̃ (z)T̃ ∗(z) = 1 + σ2

nr ⇒ T̃co(z) =
√

1 + σ2
nr (5.28)

4 There are more disturbance sources than reference sensors now
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As a result, the co-inner-outer factorization of T̃ (z) is given by equation (5.29)
and the orthogonal co-inner factor can be shown to be given by equation
(5.30).

T̃ (z) = T̃co(z)T̃ci(z) =
√

1 + σ2
nr

[
1

z
√

1+σ2
nr

σnr√
1+σ2

nr

0
]

(5.29)

T̃ ⊥ci (z) =



− σnr
z
√

1+σ2
nr

1√
1+σ2

nr

0

0 0 1


 (5.30)

The Causal Wiener filter of equation (5.23) can now be evaluated, see equation
(5.31). Clearly, the controller gain is reduced over all frequencies in compar-
ison to the noiseless Causal Wiener filter (equation (5.16)).

W̃c(z) = −
{
zP (z) z√

1+σ2
nr

}

+

1√
1+σ2

nr

=
W (z)

1 + σ2
nr

(5.31)

The minimum value of the MSE cost criterion (5.25) is expressed by equation
(5.32). Because in general the “open loop” MSE is larger than the feedforward
controlled MSE (i.e. ‖P (z)‖22 > a2), this minimum value is larger than the min-
imum value for the noiseless case a2. Also note that for σ2

nr → 0 and σ2
ne → 0,

the noiseless solution (5.17) is obtained.

JMSE(W̃c) =

∥∥∥∥∥∥

{
zP (z) z√

1+σ2
nr

}

−

∥∥∥∥∥∥

2

2

+
∥∥∥∥∥zP (z) · − σnr z√

1+σ2
nr

∥∥∥∥∥
2

2
+ ‖He‖22

=
a2

1 + σ2
nr

+
σ2
nr

1 + σ2
nr

‖P (z)‖22 + σ2
ne

(5.32)

5.2.4 Control effort weighing

An optimization problem that is closely related to the noise corrupted prob-
lem is formulated by incorporating the frequency-weighted control signal in
the error signal, see equation (5.33). Here, uw(k) denotes the weighted control
signal, i.e. after filtering by the weighing filter Sreg(z), see equation (5.34).

JMSE(W ) = ‖e(k)‖2RMS + ‖uw(k)‖2RMS (5.33)

Uw(z) = Sreg(z)U (z) (5.34)

This approach is useful in cases where the control effort must be restricted
in certain frequency ranges. In chapter 8, the Causal Wiener filter with reg-
ularization of the control effort is computed as a realistic prediction for the
vibration isolation performance.
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To recast this problem to the standard form of section 5.2.2, an augmented
error signal is introduced, see equation (5.35).

e(k) =
[
e(k)
uw(k)

]
(5.35)

The resulting augmented (or regularized ) primary path and secondary path
are expressed in equation (5.36). The inner factor Si(z) of the regularized

secondary path S(z) and the corresponding orthogonal inner factor S
⊥
i (z) are

factorized as shown in equation (5.37).

P (z) =
[
P d(z)

0

]
, S(z) =

[
S(z)
Sreg(z)

]
(5.36)

Si(z) =



S1i(z)

S2i(z)


 , S

⊥
i (z) =



S
⊥
1i(z)

S
⊥
2i(z)


 (5.37)

Using these definitions, the Causal Wiener filter is given by equation (5.38)
and the minimal value of the mean squared error is given by equation (5.39).

W c(z) = −S‡o(z)
{
S
∗
1i(z)P d(z)T ∗d,ci(z)

}
+
T †d,co(z) (5.38)

JMSE(W c) =
∥∥∥∥
{
S
∗
1i(z)P d(z)T ∗d,ci(z)

}
−

∥∥∥∥
2

2
+
∥∥∥∥S
∗
1i(z)P d(z)T ⊥∗d,ci(z)

∥∥∥∥
2

2

+
∥∥∥∥S
⊥∗
1i (z)P d(z)

∥∥∥∥
2

2
+ ‖Φe(z)‖22

(5.39)

5.2.5 Conclusions and final remarks

In the preceding sections, the Causal Wiener filter has been presented, which
is the causal, stable feedforward controller that minimizes the mean squared
error. It was shown that the minimal mean squared error is made up of terms
related to the control system structure (i.e. these terms depend on the number
of actuators, error sensors, reference sensors and disturbance sources) and one
term that is related to the non-minimum phase zeros and delays in the system.

It has been shown that measurement noise on the error signals that is un-
correlated with the reference signals can not be compensated for. Actually,
this holds for any disturbance source that is uncorrelated with the reference
signals. Moreover, the effect of measurement noise on the reference signals is
shown to reduce the feedforward gain (and therefore performance), especially
at frequencies where the noise dominates.
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As a consequence, the noise levels for the error sensors and the reference
sensors have a significant effect on the overall system performance. In chapter
6, various sensor types are evaluated for their applicability in vibration isola-
tion problems.

The MSE cost criterion can be extended to include frequency-weighted errors
and control effort weighing. It has been demonstrated that these extended
minimization problems can be recast to the original form. As a result, these
problems are also solvable with the theory that has been discussed in this
section.

Lastly, it is obvious from e.g. equation (5.12) that the primary path P (z), the
secondary path S(z) and the tertiary path T (z) (as well as the spectral factors
of the disturbance signal d and the noise signals ne and nr ) have to be known
to compute the Causal Wiener filter. In practice, this will require some type of
system identification to be performed. However, in many cases, the disturb-
ance sources may not be under the user’s control, which means that identific-
ation of P (z) and T (z) is not possible.
To circumvent the difficulties concerning the identification of P (z) and T (z),
an adaptive scheme is used to find an approximation of the optimal feed-
forward controller. Moreover, the adaptive nature of the controller offers (to
some extent) tracking capabilities for time-varying disturbances and system
behaviour. In the following section, the chosen adaptive feedforward control
method is presented.

5.3 Adaptive feedforward control

Adaptive filtering has been a research topic for many decades and a large
body of literature is available on the subject. Due to the advent of fast and
(relatively) cheap digital computers, the number of industrial applications of
adaptive filtering methods has also increased rapidly. Areas of application
include, but are not limited to, speech and signal processing, motion control
(i.e. flight control or robotics), process control and active noise control.

A complete review of adaptive filter theory is beyond the scope of this thesis.
Instead, the discussion will be limited to discrete-time adaptive filter theory.
A general treatment of discrete-time adaptive filters is available in many text-
books e.g. [Widrow and Stearns (1985); Landau et al. (1998); Haykin (2002);
Sayed (2003)].
More specifically, we limit ourselves to the theory of adaptive filters that are
widely used in (broadband) Active Noise Control (ANC), as this field of ap-
plication is closely related to vibration isolation. An introduction to the sub-
ject of active noise (and vibration) control can be found in e.g. [Fuller et al.
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(1997); Hansen and Snyder (1997)]. The theory and application of adaptive
filters in active noise control is treated extensively in these textbooks: [Kuo
and Morgan (1996); Elliott (2001)], and in the tutorial paper by [Kuo and
Morgan (1999)].

5.3.1 Filtered-X LMS algorithm

A widely used adaptive algorithms in ANC applications is the filtered -refer-
ence (or filtered-x) least-mean-squares (FxLMS) algorithm, which forms the
basis for the adaptive feedforward control used in this thesis. Most of the de-
tails in this section can be found in the excellent textbook by [Sayed (2003)].
In this section, the discussion is restricted to scalar signals and SISO systems.
The FxLMS algorithm is then motivated from the adaptive feedforward con-
trol problem shown in figure 5.6. It is very similar to the problem as depicted
in figure 5.4, with the exception of the time-variant nature of the feedforward
controller W (k), as indicated by the arrow.

P(z)

S(z)

T (z)

W (k)

d(k)

u(k) ye(k)

de(k)

e(k)

x(k)

+

Figure 5.6: Adaptive feedforward control problem

In section 5.2.1, the mean squared error is used as the cost criterion in the
derivation of the Causal Wiener controller. To motivate the FxLMS algorithm,
this cost criterion is approximated by the instantaneous squared error (ISE),
see equation (5.40).

JISE(k) = e(k)Te(k) (5.40)

Moreover, it is assumed that the feedforward control signal can be computed
by the linear regression expression (5.41). Here,w(k) is a time-varying column
vector of controller weights (with L the user-definable number of components)
and ψ(k) is a regression vector. Note that, due to the linear parametrization,
the quadratic cost criterion (5.40) has a unique global minimum.

u(k) = wT(k)ψ(k) =
L∑

l=1

wl(k)ψl(k) (5.41)
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The regression vector ψ(k) is obtained from the reference signal x(k) by filter-
ing x(k) through an L× 1 LTI filter F (z), see equation (5.42).

ψ(k) = F [x(k)] (5.42)

Here, F [·] indicates the filtering operation in the time-domain (convolution).
Note that, for the moment, no other assumptions than linearity and time-
invariance are made regarding F (z). Some possible choices for the structure
of the reference filter F (z) are discussed in section 5.3.5.

The controller weight vector w(k) is updated according to a gradient-search
algorithm, see equation (5.43). Here, µ(k) is a user-defined, possibly time-
varying parameter that controls the update step size.

w(k + 1) = w(k)− µ(k)
2

(
∂JISE(k)
∂w

)T

= w(k)−µ(k)
(
∂e(k)
∂w

)T

e(k) (5.43)

The difficulty lies in obtaining the gradient of the error signal with respect to
the controller weights. The error signal is expressed by equation (5.44). Note
that the last term denotes the filtering of the output of the time-varying con-
troller by the time-invariant secondary path S(z). It is generally not possible
to find a closed form expression for the gradient of this term with respect to
the controller weights w.

e(k) = de(k) + ye(k) = de(k) + S [u(k)] = de(k) + S
[
wT(k)ψ(k)

]
(5.44)

Therefore, it is common to use a slow adaptation assumption, i.e. it is as-
sumed that the controller weights vary slowly with respect to the dynamics of
the secondary path S(z). In this case, the error signal may be approximated by
equation (5.45), where the order of the secondary path S(z) and the feedfor-
ward controller are reversed. Here, S⊗ [ψ(k)] denotes the filtering of all signal
components in ψ(k) by the filter S(z).

e(k) ≈ de(k) +wT(k) (S⊗ [ψ(k)]) (5.45)

Using this approximation and the equivalent form (5.46) for S⊗ [ψ(k)]5, the
update rule for the controller weights reduces to equation (5.47).

ψS (k) = S⊗ [ψ(k)] = F [S[x(k)]] (5.46)

w(k + 1) = w(k)−µ(k)ψS (k)e(k) (5.47)

5 The last equality follows directly from the linearity and time-invariance of F (z) and S(z)
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P(z)

S(z)

T (z)

wT(k)

F (z)

F (z)

Ŝ(z)

z−1

d(k)

u(k) ye(k)
de(k)

e(k)

x(k)
ψ(k)

ψS(k)

w(k)
µ(k)×−+

+

W (k)

LMS

Figure 5.7: Block diagram showing the FxLMS algorithm (with time-variant
step size µ(k)), showing the internal structure of the adaptive controller W (k)
and the underlying LMS update law with time-varying step size µ(k) (denoted
by LMS ).

With a constant step size parameter µ(k) = µ, equation (5.47) is the standard
filtered-reference LMS (FxLMS) algorithm. The name follows from the fact
that the reference signal x(k) is filtered by S(z) before it is used in the LMS
algorithm for the computation of the regression vector ψS (k).

A block diagram showing the structure of the FxLMS adaptation algorithm is
shown in figure 5.7. Note that in practice, the secondary path S(z) is unknown
and an approximate model Ŝ(z) should be used instead, as indicated in figure
5.7. However, for the moment, perfect plant knowledge is assumed.

Stability

The stability of the LMS algorithm (and any derived algorithm like FxLMS)
depends on the user-defined parameter µ(k) and the spectral properties of the
(filtered) regression vector, see e.g. [Elliott (2000); Haykin (2002)].
According to e.g. [Rupp and Sayed (1996)]6, the FxLMS algorithm is stable in
the sense that it converges in the mean to the global minimum and it con-
verges in the mean-square7, when the time-varying step size µ(k) is computed
according to equation (5.48). Here, ε is a (usually small) number that regular-
izes the quotient and µ is a user-defined constant normalized step size.

µ(k) =
µ

ε+
∥∥∥ψS (k)

∥∥∥2
2

, 0 < µ < 2, ε > 0 (5.48)

6 See also [Sayed (2003), Ch. 9 and App. 9.B] for an extensive treatment
7 This is equivalent to the notion of bounded-input, bounded-output (BIBO) stability in linear

systems theory.
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The LMS algorithm with this choice for µ(k) is called (ε−)normalized LMS or
(ε−)NLMS. The FxLMS algorithm with time-varying step size (5.48) will be
referred to as ε−FxNLMS in this thesis.
An important advantage over the standard FxLMS algorithm is that the choice
of µ (and hence stability) is independent of the properties of the regression
vector ψS (k). This comes at the expense of an increased computational com-
plexity, as equation (5.48) must be evaluated at each sample interval.

The steady state mean squared error for the ε−FxNLMS algorithm can be ap-
proximated by equation (5.49), see [Sayed (2003), Ch. 6]. Here, σ2

n denotes
the variance of the part of the disturbance signal de(k) that cannot be com-
pensated for by the feedforward controller. Note that σ2

n can be interpreted as
the mean squared error of the Causal Wiener controller (see section 5.2.2).
It is then clear that the ε−FxNLMS algorithm has an excess mean squared
error compared to the Causal Wiener controller performance, which is typ-
ical for any adaptive algorithm. Moreover, the choice for µ also determines
the excess mean squared error, aside from the stability of the adaptation as
discussed above.

JMSE = lim
k→∞

E {JISE(k)} ≈ σ2
n

(
1 +

µ

2−µ
)

(5.49)

Convergence rate

For the FxLMS algorithm (fixed stepsize µ(k) = µ) and under assumption of
slow adaptation, it can be shown that the weight update (5.47) is governed
(in the mean) by first order modes with eigenvalues 1 − µλi . Here, λi are
the eigenvalues of the autocorrelation matrix RψSψS of the filtered regression
vector ψS (k), see equation (5.50). Therefore, the choice for the step size µ
also influences the convergence rate of the adaptation, with larger step sizes
generally leading to faster convergence.8

RψSψS = E
{
ψS (k)ψS (k)T

}
(5.50)

In e.g. [Elliott (2000)], it is argued that the eigenvalue spread of RψSψS de-
termines the ratio of the maximum and minimum time constants τmax and
τmin for the FxLMS algorithm, see equation (5.51).

τmax

τmin
≈ λmax

λmin
(5.51)

8 See [Sayed (2003), Sect. 4.3] for a critical review on the effect of the step size on the overall
convergence rate.
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λmax

λmin
≤

max−π≤ω≤π tr
(
F (ejω)S(ejω)Pxx(ω)S(ejω)HF (ejω)H

)

min−π≤ω≤π tr
(
F (ejω)S(ejω)Pxx(ω)S(ejω)HF (ejω)H

) (5.52)

An upper bound for the eigenvalue spread is given by equation (5.52)9 and
this bound becomes tight for large filters, i.e. for large values of the number
of controller weights L.
Expression (5.52) offers the following physical interpretation: relatively slow
convergence of some modes can be expected when either of the following con-
ditions occur:

i. The power spectral density Pxx(ω) of the reference signal has a
large dynamic range, i.e. the reference signal is not white, but col-
oured.

ii. The magnitude frequency response of the secondary path S(z) has
a large dynamic range. Note that the dynamic range of S(z) may
be reduced by applying feedback control.

iii. The magnitude frequency response of any of the channels in the
regression filter F (z) has a large dynamic range.

Note that slow convergence is not necessarily troublesome, e.g. when a slowly
converging mode has only little influence on the overall performance.

According to [An et al. (1997)], the convergence rate of the NLMS algorithm
can be much larger than that for standard LMS, because the regression vec-
tor is effectively normalized, thus reducing its dynamic range. However, the
reported improvement is most notable for relatively small numbers of con-
troller weights L, and is derived for a Gaussian regression vector. In practice,
this assumption may be violated and the overall convergence rate may still be
unacceptably slow, especially for large filters. In the following section, two
modifications to the FxLMS algorithm are described that improve the conver-
gence rate of the adaptation.

5.3.2 Improving the convergence rate

In this section, two modifications to the FxLMS algorithm are discussed that
result in an improvement convergence rate.

9 This follows from the fact that eigenvalues of any matrix are bounded in magnitude by the
smallest and largest singular value of that matrix, and the relationship between the frequency
response and the singular values for linear systems.
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Preconditioned FxLMS

The first modification to the FxLMS algorithm, called preconditioned FxLMS,
has been proposed by [Elliott and Cook (2000)]. The preconditioned FxLMS
algorithm is illustrated in figure 5.8.
The key idea of the preconditioned FxLMS algorithm is that, by incorporating
the inverse outer factor Ŝ−1

o (z), the reference signal only has to be filtered by
the inner factor Ŝi(z). Because the inner factor is all-pass, it no longer plays a
role in the eigenvalue spread of equation (5.52). When the original dynamic
range of Ŝ(z) is large, the overall convergence rate is greatly increased.

P(z)

S(z)

T (z)

W (k)

LMSŜi(z)

Ŝ−1o (z)
u(k)

d(k)

ye(k)
de(k)

e(k)

x(k)

+

Figure 5.8: Preconditioned FxLMS algorithm [Elliott and Cook (2000)]

Modified FxLMS

Recall from the discussion on page 72 that the derivation of the FxLMS al-
gorithm is based on the assumption of slow adaptation, i.e. the equivalence of
the left-hand and right-hand sides of equation (5.53).

S
[
wT(k)ψ(k)

]
≈ wT(k) (S⊗ [ψ(k)])

(
= wT(k)ψS (k)

)
(5.53)

Bjarnason (1992) proposed the modified FxLMS algorithm that circumvents
the slow adaptation requirement by using an internal model, see also e.g.
[Rupp and Sayed (1998)]. This algorithm is also sometimes referred to as
swapping of plant and controller. The modified FxLMS algorithm is illus-
trated in figure 5.9.
The LMS adaptation now uses the modified error signal ê(k), see also equation
(5.54). Assuming perfect knowledge of the secondary path, it is easily recog-
nized that the modified error ê(k) has the same form as equation (5.45), which
is the starting point of the derivation of the FxLMS algorithm.

ê(k) = e(k)− Ŝ
[
wT(k)ψ(k)

]
+wT(k)ψS (k)

= de(k) + S
[
wT(k)ψ(k)

]
− Ŝ

[
wT(k)ψ(k)

]
+wT(k)ψS (k)

(5.54)
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P(z)

S(z)

T (z)

W (k)

W (k)

LMS

Ŝ(z)

Ŝ(z)
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+

+

+
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Figure 5.9: Modified FxLMS algorithm [Bjarnason (1992)]

The faster convergence of this algorithm follows from the fact that (with per-
fect plant knowledge) the modified error ê(k) only depends on the current
weight vector w(k), whereas the original error e(k) also depends on previous
values of the weight vector. As a result, the update direction for the weight
vector is closer to the optimal direction, which speeds up the convergence.
The computational complexity of the modified FxLMS algorithm is larger
than the FxLMS algorithm, because of the additional evaluation of the sec-
ondary path model Ŝ(z) and the controller W (k).
Note that the preconditioning of figure 5.8 can be combined with the modi-
fied FxLMS algorithm, leading to even faster convergence. Moreover, because
the inner factor Ŝi(z) is usually of lesser order than Ŝ(z), the increase in com-
putational complexity is less significant.

5.3.3 Effects of errors in the secondary path model

In practice, the secondary path model Ŝ(z) is not a perfect representation of
the secondary path. In this case, the convergence in the mean of the FxLMS
weight update is governed by the eigenvalues λ̃i of the cross-correlation mat-
rix CψŜψS , see equation (5.55), instead of the eigenvalues of the autocorrela-
tion matrix RψSψS .

CψŜψS = E
{
ψŜ (k)ψS (k)T

}
= E

{
Ŝ[ψ(k)] (S[ψ(k)])T

}
(5.55)

In general, these eigenvalues λ̃i are complex, instead of real and non-negative
as is the case for the autocorrelation matrix RψSψS . The stability requirement
for the FxLMS algorithm is now given by equation (5.56).

0 < µ < 2Re
(
λ̃i

)
/
∣∣∣λ̃i

∣∣∣2 , ∀λ̃i (5.56)
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Note that, for any stabilizing µ to exist, all eigenvalues λ̃i must have positive
real parts, i.e. CψŜψS must be positive definite. A sufficient condition (assum-
ing slow adaptation) is the strictly positive real (SPR) condition (5.57) [Wang
and Ren (1999)].

ŜH(ejω)S(ejω) + SH(ejω)Ŝ(ejω) > 0, ∀ω, −π ≤ω ≤ π (5.57)

For SISO systems, equation (5.57) implies that a stabilizing step size µ > 0
exists only if −90◦ < ∆φ(ω) < 90◦. Here, ∆φ(ω) is the phase error between
S(ejω) and Ŝ(ejω). Similar results have been obtained for the modified FxLMS
algorithm [Lopes and Piedade (2004)]. However, for both algorithms, the
largest stabilizing step size may be very small, resulting in greatly reduced
convergence rates.

Improving FxLMS robustness to modelling errors

By applying a leakage factor β > 0 in the FxLMS weight update, as indic-
ated in equation (5.58), the stability requirement (5.56) is altered to equation
(5.59). Clearly, by choosing β large enough, a stabilizing step size µ can always
be found that satisfies the augmented stability requirement. The update law
(5.58) is widely known as leaky FxLMS.

w(k + 1) = (1−µβ)w(k)−µψS (k)e(k) (5.58)

0 < µ < 2Re
(
λ̃i + β

)
/
∣∣∣λ̃i + β

∣∣∣2 , ∀λ̃i (5.59)

Note that the leaky FxLMS algorithm is usually derived from the augmented
cost criterion (5.60), in which the weighted 2-norm of the weight vector is ad-
ded to the instantaneous squared error.
As a result, the weight vector energy (and consequently the energy of the con-
trol signal u(k)) will be reduced compared to the standard FxLMS algorithm.
Therefore, leakage can also be used to limit the control signal levels. Of
course, this leads to an increase in steady state mean squared error compared
to the original FxLMS adaptation, i.e. a performance loss.

Jleaky(k) = e(k)Te(k) + βw(k)Tw(k) (5.60)

Another robustified FxLMS algorithm, which is proposed by [Fraanje et al.
(2004)], augments the secondary path with a regularization filter Sreg(z), see
equation (5.61).

Saug(z) =
[
S(z)
Sreg(z)

]
, Ŝaug(z) =

[
Ŝ(z)
Sreg(z)

]
(5.61)
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The resulting SPR condition (5.62) is less strict than equation (5.57) because
the last term is non-negative at any frequency ω. In [Fraanje et al. (2007)],
several design methods for the regularization filter Sreg(z) are discussed.

ŜH(ejω)S(ejω) + SH(ejω)Ŝ(ejω) + 2SH
reg(ejω)Sreg(ejω) > 0 (5.62)

Recall from section 5.2.4 that the same regularization of the secondary path is
used when the frequency-weighted control effort is taken into account in the
optimization problem. Therefore, the robustified FxLMS algorithm can also
be used to shape the control effort in the frequency domain.
Like the leaky FxLMS algorithm, these robustified algorithms result in per-
formance loss compared to the original FxLMS algorithm (for the nominal
plant) and have an increased computational complexity compared to the (lea-
ky) FxLMS algorithm.

5.3.4 Preventing actuator signal clipping

Recall from the discussion on the Causal Wiener filter that the (adaptive)
feedforward controller should include an inverse of the secondary path outer
factor So(z). For instance, in the preconditioned FxLMS algorithm this inverse
outer factor is implemented separately, see figure 5.8.
For most vibration isolation problems, the secondary path is AC-coupled be-
cause absolute motion sensors are used, i.e. its DC-gain is zero. As a result,
the inverse outer factor Ŝ−1

o (z) has very high low-frequency gain. This high
gain, combined with low-frequency noise on the reference sensor, may lead to
drift of the actuator signal. Whenever the actuator signal saturates, the weight
vector continues to grow out of bounds, which, in practice, leads very rapidly
to instability.
Therefore, actuator saturation must be prevented. In principle, this requires
a careful selection of the components in the actuator channel, based on the
expected excitation level and desired performance level.

However, the adaptation algorithm can also take into account these actuator
level considerations. In the previous section, it has already been discussed
that the leaky and robustified FxLMS algorithms also restrict the actuator sig-
nals, beside improving the robustness to modelling errors. Several variants
of the leaky LMS algorithm serve the same purpose, see e.g. [Rossetti et al.
(1996); Nascimento and Sayed (1996, 1999)].
Another possibility is the noise shaping technique proposed by [Kuo and Yang
(1996)], which is illustrated in figure 5.10. The LMS update now uses the
modified error signal ê(k), see equation (5.63).

ê(k) = de(k) + S
[
N

[
wT(k)ψ(k)

]]
− Ŝ

[
N

[
wT(k)ψ(k)

]]
+ Ŝ

[
wT(k)ψ(k)

]
(5.63)
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Figure 5.10: FxLMS algorithm with noise shaping filter N (z) [Kuo and Yang
(1996)]

Note that the LMS update is unaware of the presence of the noise shaping
filterN (z) when the secondary path model is perfect. In this case, the stability
and convergence rate results of the original FxLMS algorithm are still valid.
Under the assumption that perfect cancellation is possible10, the effects of the
noise shaping filter on the residual error E(z) and the control signal U (z) are
easily derived for the SISO case, see equations (5.64) and (5.65).

E(z) = (1−N (z))P (z)D(z) = M(z)P (z)D(z) (5.64)

U (z) = −N (z)S−1(z)P (z)D(z) (5.65)

Clearly, the noise shaping filter N (z) offers direct control over the spectrum
of the control signal. However, the presence of the noise shaping filter has a
complementary effect on the error signal, which must also be considered.
In order to prevent large low-frequency control signals, the noise shaping fil-
ter N (z) should be designed as a high-pass filter with a suitable cut-off fre-
quency and adequate roll-on. On the other hand, the complementary filter
M(z) should have adequate roll-off at frequencies above the cut-off frequency.
Moreover, the peaking of both filters near the cut-off frequency must not be
excessively large as this leads to amplification of the error signal and/or the
actuator signal.
The challenge is to design the filters N (z) and M(z) such that they possess the
desired properties. Note that this design problem can be thought of as a mixed
sensitivity problem in feedback control, because it involves two “sensitivity”
functions N (z) and M(z), which are linked by the constraint N (z) +M(z) = 1.
Consequently, any of the available solution procedures for such problems can
be used for the filter design, see e.g. [Skogestad and Postlethwaite (2005)].
Lastly, it is pointed out that this noise shaping technique can also be applied in
combination with the modified and/or preconditioned FxLMS control struc-
ture.

10 Use W (z) = −S−1(z)P (z)T −1(z)
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5.3.5 Filter parametrizations

FIR parametrization

The most common implementation form for the reference filter F (z) is the
tapped delay line, resulting in a Finite Impulse Response (FIR) parametriz-
ation for the feedforward controller, see equations (5.66)–(5.68) and figure
5.11. It is recognized that the control signal u(k) is simply a weighted sum of
delayed samples of the filtered reference signal xŜ (k) ≡ Ŝ [x] (k).
The FIR parametrization is straightforward to use as it only requires the user
to select the number of controller weights L. Moreover, the controller is inher-
ently stable as all poles are located at z = 0.

F FIR(z) =
[
1 z−1 . . . z−L+1

]T
(5.66)

ψŜ (k) = F FIR

[
xŜ (k)

]
=

[
xŜ (k) xŜ (k − 1) . . . xŜ (k −L+ 1)

]T
(5.67)

u(k) = wT(k)ψŜ (k) =
L∑

l=1

wl(k)xŜ (k − l + 1) (5.68)

The controller weights w(k) represent the values of the impulse response of
the feedforward controller. Moreover, the impulse response of the controller
is finite as it is non-zero for at most L samples.
In order to obtain sufficient vibration isolation performance, enough weights
are required to accurately describe the impulse response of the optimal con-
troller, i.e. the Causal Wiener filter. For systems with lightly damped poles
and zeros, the latter impulse response may be very long, leading to an excess-
ively large number of weights being required. The available computational
capacity of the real-time control system may then be a significant limiting
factor for the amount of weights that can be used and, as a consequence, for
the overall performance.
It should be noted that the number of weights depends not only on the length
of the impulse response of the optimal controller (in seconds), but also on the
sample interval Ts that is used for the feedforward controller, with smaller
sample intervals leading to a larger numbers of required weights.

u(k). . .

. . .xŜ(k) z−1z−1

w1(k) w2(k) wL(k)

++

Figure 5.11: FIR parametrization of the feedforward controller
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Lastly, it is pointed out that the FIR feedforward controller can benefit from
the presence of a feedback control system. If the feedback control is designed
to improve the damping in poorly damped resonance modes, the impulse re-
sponse can be shortened considerably and the number of weights can there-
fore be reduced.

IIR parametrizations

As an alternative to the FIR parametrization, various infinite impulse response
(IIR) parametrizations have been proposed in the signal processing literature.
For a general overview of adaptive IIR filtering, the interested reader is re-
ferred to e.g. [Shynk (1989a); Regalia (1995)]. As the name suggests, such
parametrizations are capable of describing infinite impulse responses (with a
finite number of parameters). A necessary requirement for this capability is
that the parametrization has poles that are not located in z = 0. Then, two ma-
jor forms of IIR parametrization can be distinguished: parametrizations with
fixed poles and parametrizations with adaptive poles.

The latter parametrizations include the filter pole locations (in some form)
as adaptive parameters. Because the pole locations are updated at each it-
eration, the possibility exists that some poles are updated to unstable loca-
tions. Therefore, stability checks have to be build into the update algorithms.
These stability checks may be difficult to compute, although they are trivial
for the lattice realization or the cascaded and parallel realizations with first
and second order filter stages [Shynk (1989b); Regalia (1992)].
However, in contrast to the FIR parametrization, the error signal is no longer
a linear function of the IIR parameter vector. As a result, finding the gradi-
ent of the error with respect to the parameter vector becomes much more
involved. In practice, more computationally complex algorithms such as the
Gauss-Newton or recursive least-squares (RLS) methods are required to let
the adaptation converge (usually at relatively slow rates), see e.g. [Tzes and
Le (1996)] for an application in system identification. Moreover, the cost cri-
terion may exhibit local minima and/or saddle points [Fan et al. (1988); Nayeri
and Jenkins (1989)]. Due to these difficulties, adaptive IIR filters with adapt-
ive poles will not be considered further in this thesis.

The IIR parametrization with fixed poles can be considered as being halfway
between the FIR structure and a “full-blown” adaptive IIR filter. The specific
IIR filter structure with fixed poles that is considered in this thesis is shown
in figure 5.12 [Heuberger et al. (2005)]. Its basic structure is a cascaded con-
nection of second order sections (SOS) and first order sections (FOS).
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Figure 5.12: IIR filter consisting of NSOS second order sections (SOS) and
NFOS first order sections (FOS), with possibly adaptive weights.

The structure of the first and second order sections is shown in figure 5.13.
For either section type, the transfer path from uF/SOS

i to yF/SOS
all,i is an all-pass

function. This ensures that the power of the filtered reference signal xŜ (k) is
transferred to all sections. The interested reader is referred to appendix F.2
for expressions relating the section parameters to the filter poles.
The overall output signal u(k) of the IIR filter is the weighted summation of
the states of the second and first order sections, combined with a direct feed-
through term w0, see figure 5.12. Note that the weights wSOS

i for the second
order sections are 2-element vectors.

uFOS
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all,i (k)
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(a) First order section (FOS)
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(b) Second order section (SOS)

Figure 5.13: Internal structure of the first and second order sections that are
used in the IIR filter with fixed poles. See appendix F.2 for expressions relat-
ing the filter parameters to the filter poles.
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The computation of the output signal u(k) is of the same form as the linear
regression (5.41), with the states of the sections forming the regression vector.
Therefore, this IIR parametrization can be used directly as the regression filter
F (z) in the FxLMS algorithm and all the extensions that have been discussed
in the preceding sections.

The IIR filter structure in figure 5.12 is a particular realization of so-called
orthogonal basis functions for linear systems [Heuberger et al. (1993, 2005)].
The use of such orthogonal basis functions have been proposed mostly for sys-
tem identification and modelling [Wahlberg (1994); van den Hof et al. (1995)].
As special cases, these orthogonal basis functions include well-known filter
structures such as FIR and Laguerre11 [Yuan (2007)].
Note that the IIR filter structure of figure 5.12 can also be thought of as an al-
ternative to the modal expansion of a linear system, which uses parallel first
and second order sections (for complex conjugate pole pairs), whereas the IIR
filter structure uses a cascaded connection.

This IIR parametrization can be favourable compared to the FIR parametriza-
tion when the system being modelled has a very long impulse response. How-
ever, the ability of the IIR filter structure of figure 5.12 to model a particular
system with relatively few parameters depends on the choice of the pole loc-
ations of the filter. For Laguerre filters, a method for finding the optimal pole
location is presented in [Oliveira e Silva (1995)]. For general orthogonal basis
functions of higher order this requires a numerical search [Heuberger et al.
(2005), Ch. 11].
From an engineering point of view, the poles of the IIR filter structure should
be close to the actual poles of optimal filter. Therefore, any prior knowledge
on the system (from e.g. measured spectral data or system identification) can
be incorporated into the controller structure. Recall from the discussion on
the Causal Wiener filter in section 5.2.2 that the poles of this filter are determ-
ined by the poles and zeros of certain transfer paths in the system. As a result,
both information on the system poles and the zeros of the secondary path and
tertiary path should be obtained.

11 Laguerre filters consist of first order sections only, with the same real pole in each section.
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5.3.6 Computational requirements

It is customary to use the required number of multiplications as a (rough)
indicator for an algorithm’s computational complexity. The number of mul-
tiplications required for the standard (multiple channel) FxLMS algorithm
using an FIR parametrization is given by equation (5.69) [Douglas (1997)].
Here, Nr , Nu and Ne denote the number of reference, actuator and error sig-
nals respectively. LFIR is the number of FIR weights and MŜ is the number of
multiplications required for a single channel of the secondary path filter12.

MFIR
FxLMS = NrNu

[
(Ne + 1)LFIR +NeMŜ

]
+Ne (5.69)

MIIR
FxLMS = NrNu

[
(Ne + 1)(LIIR +MI ) +NeMŜ

]
+Ne (5.70)

The number of multiplications for the IIR parametrization (with fixed poles)
is given by equation (5.70), where LIIR is the number of IIR weights and MI
is the number of multiplications required for the computation of the states of
the IIR filter. An efficient computation of the states of an IIR filter as shown in
figure 5.12 requires less than 5LIIR multiplications. Therefore, this particular
IIR implementation is likely to be more efficient when 6LIIR < LFIR.

Note that the computational complexity also depends on the secondary path
model Ŝ(z). Therefore, an efficient implementation of this filter is also bene-
ficial. One possibility is to implement the filter as a state-space filter with
block-diagonal state matrix, see appendix F.3.
Moreover, for the preconditioned FxLMS algorithm, the term NeMŜ is re-
placed with MŜ−1

o
+NeMŜi

. Here, MŜ−1
o

and MŜi
denote the number of mul-

tiplications for the inverse outer factor filtering and the inner factor filtering
respectively. As the inner factor is generally of lesser order than the original
secondary path Ŝ(z), the computational requirements for systems with mul-
tiple error channels are reduced.

For multiple channel systems, the computational complexity can be approx-
imated by NrNuNeZ, where Z depends on the (FIR or IIR) parametrization
and the implementation of the secondary path filtering. Assuming that the
number of error sensors, reference sensors and actuators all equal N , it is re-
cognized that the complexity of the multiple channel FxLMS algorithm scales
withN3, leading to excessively large computational complexity for even mod-
erately sized systems.
A fast version of the multiple channel FxLMS algorithm has been proposed,
which makes use of the shift structure inherent to the FIR parametrization
[Douglas (1999)]. The resulting algorithm scales with N2 instead of N3.

12 Actually, it is assumed that each channel of the secondary path is evaluated separately. In
practice, a MIMO state-space implementation can be more efficient.
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Another efficient algorithm for multiple channel systems is the adjoint or
filtered error LMS (FeLMS) algorithm, proposed by [Wan (1996)], see also
e.g. [Elliott (1998)]. It does not rely on the shift structure in the FIR filter and
can therefore also be used with the IIR parametrization. For the FIR paramet-
rization, the required number of multiplications is given by equation (5.71),
which only scales with N2 for equal numbers of sensors and actuators. For
real-time implementations, the FeLMS algorithm requires delays in the ad-
aptation to make the error filtering causal. The convergence rate is reduced
due to the presence of these delays. However, this can be partly remedied
by applying the preconditioned and modified LMS techniques discussed in
section 5.3.2, see e.g. [Berkhoff (2006); Berkhoff and Nijsse (2007)].

MFIR
FeLMS = Nu

(
2NrLFIR +NeMŜ

)
+Ne (5.71)

The FeLMS algorithm is not discussed further in this thesis, because the exper-
iments (see chapter 8) have been performed on a single channel experimental
setup. The interested reader is referred to the previously cited references for
details on the FeLMS algorithm.

5.4 Recapitulation

In section 5.1, it is discussed first that the active compensation of floor vibra-
tions can indeed be cast into a feedforward problem by using internal model
compensation (IMC) of the quaternary path Q(z).

Causal Wiener filter

The Causal Wiener filter is the causal, stable feedforward controller that min-
imizes the mean-square error. This Causal Wiener filter is shown to depend
on three transfer paths in the system, the primary path P (z), the secondary
path S(z) and the tertiary path T (z). Perfect cancellation can not be achieved
when the secondary path and/or tertiary path contain delays or unstable zeros
that are not cancelled in the primary path.
Moreover, it is shown that the structure of the feedforward problem (i.e. more
disturbance sources than actuators, or more sensors than actuators) may give
rise to additional performance loss. In practice, due to the presence of meas-
urement noise, such structural problems always occur.
Not surprisingly, the optimal feedforward controller can not compensate for
noise on the error sensors that is not correlated with the reference signals.
Moreover, it is shown that noise on the reference sensors causes a perform-
ance loss, especially at frequencies where the signal-to-noise ratio is small.
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Finally, it has been demonstrated that frequency-dependent error weighing
as well as control effort weighing can be easily included into the presented
framework.

Adaptive feedforward control

Because the primary and tertiary paths may be difficult to model/identify
in practice, an adaptive control approach is used to approximate the Causal
Wiener filter. The adaptive control theory is presented in section 5.3. A linear
regression form of the controller is adopted and the instantaneous squared
error is minimized. This cost criterion leads to the well-known FxLMS al-
gorithm which obtains a unique global minimum.
Stability requirements for the update law are reviewed, which are especially
straightforward (data-independent) for the ε−FxNLMS algorithm. Moreover,
the preconditioned and modified FxLMS algorithms are presented in section
5.3.2, which improve the convergence rate of the algorithm.

The adaptation algorithm uses a model of the secondary path S(z) to determ-
ine the update direction for the controller parameters. It is shown in section
5.3.3 that the adaptation can be stabilized when the absolute phase error of the
secondary path model is less than 90◦. However, the resulting performance
(in terms of mean-squared error and convergence rate) may have deteriorated.
Leaky and robustified FxLMS algorithms are reviewed, which increase the ro-
bustness to model errors, at the expense of some loss of nominal performance.
These algorithms are also useful for restricting the peak actuator level, which
may otherwise lead to clipping and instability. For this purpose, a residual
noise shaping filter can also be included in the actuator channel.

Two possible filter parametrizations for the regression filter are discussed.
The most common FIR parametrization describes the controller in terms of
its impulse response coefficients. Although straightforward and very flexible,
this parametrization may require a very large number of parameters, leading
to real-time implementation issues due to the limited computing capability
of the control system. Therefore, a potentially more efficient IIR parametriz-
ation with fixed poles is proposed. However, the performance of the IIR filter
depends critically on the chosen set of poles, which requires the user to obtain
prior knowledge of the system.
Finally, it is discussed that the FxLMS algorithm can be extended to the mul-
tiple channel case, but that the computational complexity increases rapidly
with increasing system size. A more efficient alternative for multiple channel
systems is the FeLMS algorithm, which allows much of the discussed tech-
niques (preconditioning, robustification and IIR filter parametrization) to be
carried over without difficulty.
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Final remarks

In chapter 8, experimental results obtained on a single channel experiment
setup are presented. In these experiments, a combination of the modified
and preconditioned FxLMS algorithm is used, with an ε-normalized step size.
Moreover, a leakage factor, regularization of the secondary path and a noise
shaping filter are used to prevent the actuator signal from clipping. Both
the FIR and IIR parametrizations of the adaptive feedforward controller have
been tested during the experiments.

As a last remark, it is pointed out once more that the adaptive feedforward
control presented in this chapter requires accurate models of the quaternary
path Q(z) (for internal model compensation) and the secondary path S(z) (for
the adaptation). In chapter 7, a system identification method is discussed that
can be used to obtain such accurate models.



Chapter 6

Sensors and actuators for
vibration isolation systems

In this chapter the selection of sensors and actuators for an active hard mount
vibration isolation system is discussed. We start with a discussion on sensors
in section 6.1, which is restricted to absolute motion sensors only. The consid-
erations regarding actuators are discussed in section 6.2.

6.1 Absolute motion sensors

In chapter 4, it has been discussed that absolute machine motion measure-
ment is preferred over force measurement and relative motion measurement
when regarding active damping by feedback control. Only by using abso-
lute motion measurement, skyhook damping of the suspension mode and im-
proved damping of the structural mode can be achieved. Moreover, it has been
shown that the absolute motion measurement results in a practically colloc-
ated system, resulting in excellent stability margins.
Recall from chapter 5 that the adaptive feedforward controller requires a ref-
erence measurement which should be highly correlated with the disturbance.
In the hard mount vibration isolation system, the feedforward controller is
used to compensate for floor vibrations. Therefore, the absolute floor motion
should be measured. Moreover, the adaptive feedforward controller requires
an error signal which should be minimized. In this thesis, the absolute ma-
chine motion signal that is used for feedback control is also (conveniently)
used as the feedforward error signal. Therefore, in this chapter, only absolute
motion sensors are considered.
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In section 6.1.1, a generic model for absolute motion sensors is presented.
Based on this model, several sensor types are discussed. Then, in section 6.1.2,
sensor requirements are derived for hard mount vibration isolation systems.
Based on these requirements, the suitability of several sensor models is invest-
igated further in sections 6.1.3–6.1.6.

6.1.1 Generic model of absolute motion sensors

Absolute motion sensors can be categorized into accelerometers, absolute ve-
locity sensors and absolute position sensors. The latter are very uncommon
except in seismological instruments, and are not considered in this thesis. The
common factor in all absolute motion sensors is the use of a suspended seismic
mass.

In figure 6.1, a simplified planar model of an absolute motion sensor is shown.
The sensor is modelled as a linear-guided seismic mass ms, with stiffness ks
and damping ds, which is mounted on some (rigid) base. It is assumed that
the base motion is unaffected by the presence of the sensor, i.e. the base mo-
tion xb is considered an independent variable. Note that the base motion xb
and the sensor motion xs are expressed in a local coordinate system that coin-
cides with the sensitive axis of the sensor.
The (nonlinear) equation of motion for the seismic mass, in the direction of
the sensitive axis, is given by equation (6.1). In vibration isolation applic-
ations the relevant amplitudes of motion are usually small. Therefore, the
nonlinear differential equation can be linearized around the nominal position
(xs, xb, θ). After Laplace transformation (assuming zero initial conditions),
the linearized differential equation is is expressed by equation (6.2).1

msẍs(t) + dsẋs(t) + ksxs(t) = dsẋb(t) + ksxb(t)−msg sin(θ(t)) (6.1)

(mss
2 + dss+ ks) Xs(s) = (dss+ ks) Xb(s) − msg cos(θ) Θ(s) (6.2)

The deflection ∆Xs(s) of the seismic mass with respect to the sensor housing,
as a function of the base displacement Xb(s) and the change in orientation
Θ(s), is expressed by equation (6.3). Here, ωs is the sensor’s resonance fre-
quency and ζs is the damping ratio associated with ωs, see equation (6.4).

∆Xs(s) = Xs(s)−Xb(s) = − s2 Xb(s)

s2 + 2ζsωss+ω2
s
− g cos(θ) Θ(s)

s2 + 2ζsωss+ω2
s

(6.3)

ωs =

√
ks
ms
, ζs =

ds
2
√
ksms

(6.4)

1 Note that the variables Xs(s), Xb(s) and Θ(s) now represent the (Laplace-transformed) devi-
ations from the nominal position (xs , xb , θ).
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Figure 6.1: Mass-damper-spring model of an absolute sensor in 2D space

Accelerometers

Ignoring the effect of rotations for now, it is observed from the equation (6.3)
that the deflection is a measure for the base acceleration s2Xb(s) = Ẍb(s) for fre-
quencies below the resonance frequency ωs. Assuming a displacement sensit-
ivity Sa, the accelerometer output Va(s) at low frequencies is given by equation
(6.5).

Va(s) = Sa∆Xs(s) ≈ − Sa
ω2
s
s2Xb(s) |s| �ωs (6.5)

As the overall acceleration sensitivity is inversely proportional to the squared
resonance frequency, there exists a clear trade-off between the useful band-
width and the sensitivity for any accelerometer.

Various measurement methods can be used to measure the displacement of
the seismic mass, i.e. piezoelectric (PE), piezoresistive (PR) or variable capa-
citance [Harris and Piersol (2002), Ch. 12].
The most common accelerometers are based on the piezoelectric effect. In
these sensors, a piezoelectric element acts as the spring element. In most
accelerometers, the element is loaded in shear, providing higher sensitivity
and lower transverse sensitivity than compression loaded elements [Yurish
(1993)]. A charge is generated when the piezoelectric element is stressed (due
to the acceleration of the seismic mass). Due to charge leakage, piezoelectric
sensors can not measure steady-state acceleration.
In piezoresistive sensors, the resistance of a sensitive element is changed due
to strain. These sensors usually employ a (full) Wheatstone bridge configura-
tion to improve sensitivity and reduce e.g. temperature effects, see e.g. [Part-
ridge et al. (2000)].
Variable capacitance sensors measure the variation of capacitance due to the
displacement of electrodes mounted on the seismic mass. Usually, a differ-
ential measurement is performed, in order to improve the linearity. For a
comparison of commercially available variable capacitance sensors, see e.g.
[Acar and Shkel (2003)].
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Variable capacitance sensors are capable of measuring steady-state acceler-
ation. Moreover, these sensors are commonly produced as MEMS-devices,
providing a very small sensor package. However, the inherently small seismic
mass limits the intrinsic sensitivity of these MEMS-based sensors.

Generally, accelerometers are operated in open loop. However, servo or force-
balance sensors are available, which incorporate a means of actuation (i.e.
electrostatic, electromagnetic or piezoelectric) and an internal control circuit.
Within the control bandwidth, the control signal required to constrain the
displacement of the seismic mass to zero is proportional to the applied base
acceleration. Because the amplitude of motion is reduced compared to open
loop sensors, servo accelerometers have improved linearity and hysteresis
characteristics.

Geophones

Based on equation (6.3), the displacement velocity transfer function due to
base velocity at frequencies above the sensor’s resonance frequency is approx-
imately minus one, see equation (6.6). In other words, the displacement velo-
city has a high-pass response to a base velocity input.

s∆Xs(s)
sXb(s)

≈ −1 |s| �ωs (6.6)

In absolute velocity sensors, which are commonly called geophones due to
their application in geological and seismological applications, the displace-
ment velocity is commonly measured by electromagnetic induction, see equa-
tion (6.7). Unlike accelerometers, the velocity sensitivity (within the useful
bandwidth) Sg is not influenced by the resonance frequency, but is completely
determined by the properties of the coil/magnet assembly [Riedesel et al.
(1990), App. 1].

Vg(s) = −Sgs∆Xs(s) (6.7)

In order to obtain a large useful bandwidth, an important challenge in geo-
phone design is to achieve a low resonance frequency in the sensor’s sens-
itive direction, without reducing the other resonance frequencies too much.
These spurious frequencies can introduce artificial components into the ve-
locity measurement and therefore limit the useful measurement bandwidth
[Ling et al. (1990); Faber and Maxwell (1997)]. In many applications, so-called
stretching filters are used to improve the response at low frequencies, see e.g.
[Zuo and Nayfeh (2004)].
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Tilt-to-horizontal coupling

The second term in equation (6.3) indicates that any absolute motion sensor
is also sensitive to variations of the orientation in the gravitational field Θ(s),
see equation (6.8). This is commonly referred to as tilt-to-horizontal coupling.
The coupling is maximal for horizontally oriented sensors, i.e. θ = 0, whereas
vertically oriented sensors ideally have zero coupling.

∆Xs(s)
Θ(s)

= − g cos(θ)

s2 + 2ζsωss+ω2
s

(6.8)

For accelerometers, it is therefore impossible to distinguish an acceleration in-
put from an orientation change with respect to the gravitational field. In gen-
eral, the acceleration levels of a supported machine reduce to (nearly) zero for
low frequencies, whereas low frequency orientation changes are still possible,
especially in soft mounted machines. Hence, any accelerometer will turn into
a tilt sensor at low frequencies. This effect needs to be considered when the
sensor signal is used for control.

In the previous paragraphs, it was discussed that geophones have a high-
pass filter response for absolute velocity. However, from equation (6.8) it can
be concluded that a geophone has a low-pass response for rotational velo-
city. Therefore, this effect should be taken into account when the geophone is
mounted on a machine that can rotate at low frequencies.2 Especially when
stretching filters are used, this can result in erroneous measurement signals.

6.1.2 Sensor requirements

As discussed at the beginning of section 6.1, in an active hard mount vibra-
tion isolation system, motion sensors are required for measuring the floor mo-
tion and the machine motion. The floor motion sensor serves as the reference
sensor for the feedforward compensation. The machine motion sensor is used
as an error sensor in the feedback control as well as in the adaptation of the
feedforward parameters.
Moreover, recall from section 3.1 that the control system should achieve three
objectives: damping of the suspension modes, damping of relevant structural
modes and improvement of the floor vibration transmissibility.
In this section, requirements for the sensors are derived from these control
objectives. Although many properties play a role in the selection of motion
sensors for vibration isolation purposes (see the list on the next page for some
important properties), the discussion is limited to the sensor noise level and
bandwidth.
2 Once more, this effect is most noticeable in soft mounted machines
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• noise level
• bandwidth
• maximum input range
• nonlinearity / hysteresis
• size / weight
• cost

For most motion sensors, the (effective) noise level is expressed as an equival-
ent input signal, which is commonly indicated by the term referred to input
(RTI), see also equation (6.9). The RTI noise level is a function of the actual
noise generated by the sensor and its associated electronics3 and the sensor’s
sensitivity. Usually, the noise level is specified as an RMS-value4. In this
thesis, the noise power spectral density and 1/3-octave RMS-values are used
to obtain more insight in the frequency dependency of the sensor noise.

noise RTI =
noise, referred to output (RTO)

sensitivity
(6.9)

In order to determine the acceptable sensor noise level and sensor bandwidth,
an estimate of the floor acceleration level and the machine acceleration level
are computed. Based on the VC-curves and measurement data presented
in figure 2.2, the floor vibration level is approximated by an extended VC-
E (VC-Eext) curve, as shown in figure 6.2 (thin solid line). This vibration level
roughly resembles the vibration levels shown in figure 2.2. For reference, the
maximum of the measured floor acceleration is repeated here as well (thick
solid line).

Given this floor acceleration level, the resulting machine acceleration is estim-
ated by filtering this floor acceleration level with the transmissibility response
of the isolation system.
In section 3.1, a reference transmissibility function Tref(s) has been introduced
that represents a state-of-the-art soft mount system having its suspension fre-
quency at 1 Hz and 70% skyhook (active) suspension damping. The estimated
machine acceleration level for this reference system is also shown in figure 6.2
(dash-dotted line). Moreover, the estimated machine acceleration is estimated
for a passive hard mount system having its suspension frequency at 10 Hz and
only 1% suspension damping (dashed line).

3 These include power supply, signal conditioning electronics and AD converters
4 The specification should include the frequency range that has been used for determining the

RMS-value. Unfortunately, this information is not always indicated on the data sheets, which
complicates comparison of different sensors.
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It is clear that the hard mount transmissibility has to be improved in the
frequency range from 1 Hz to at least 500 Hz (and especially at the poorly
damped suspension mode). Therefore, the reference and error sensors are re-
quired to have a bandwidth which spans at least this range, say 0.1–1000 Hz.

The data in figure 6.2 is also used to specify the resolution requirements. For
one, the reference sensors must be able to resolve the floor acceleration level
as indicated by the thin solid line.
The requirements for the error sensor are much more demanding. In order
to achieve the soft mount vibration isolation performance, the error sensor’s
noise level must be lower than this reference level within the active bandwidth
of the control system.

Selection of evaluated sensors

The combined requirement of low noise level and large bandwidth turn out to
be very stringent. For example, recall from section 6.1.1 that the bandwidth
and sensitivity (and therefore RTI noise) have to be traded-off in the sensor
design. Moreover, due to the inductive measurement method, geophones ne-
cessarily have a limited bandwidth (in terms of their response to acceleration).

In table 6.1, an overview is presented of several commercially available sensors
that have been considered. For most of these sensors, the bandwidth and res-
olution information could be obtained from the manufacturer’s data sheets.
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The Endevco 86 and 87-10 models and the Wilcoxon 731A model are seis-
mic accelerometers with excellent noise characteristics. Unfortunately, their
useful frequency ranges are rather limited. Moreover, the Endevco 86 and
Wilcoxon 731A are prohibitively large and heavy for use in the experimental
setup.

The Endevco 7703A–1000 piezoelectric (PE) accelerometer is selected for its
high charge sensitivity, combined with a relatively large bandwidth and small
size. A charge amplifier is required to convert the charge output to a voltage
signal. The noise characteristics of this measurement setup are discussed in
section 6.1.4.
The GeoSpace GS–11D geophone is chosen for its intrinsic low noise. It is con-
tained in a fairly small package. Its output signal has to be amplified using a
low–noise amplifier circuit, which is discussed in section 6.1.5.
Finally, the Colibrys SiFlex 1500 is considered. This sensor is a variable capa-
citance, MEMS-based, force-balance accelerometer.

6.1.3 Determining the noise level of seismic sensors

Measuring the noise level of motion sensors with seismic sensitivity is not
straightforward as the environmental motion levels can be much larger than
the sensor’s noise level. In some occasions, it is possible to determine the noise
level by locking the seismic mass. Another method uses the measurements of
two sensors mounted closely together. The noise levels can then be estimated
using the coherence between the measured signals [Holcomb (1989); Barzilai
et al. (1998)].

The latter estimation method is applied in the following sections to determ-
ine the noise level of the Endevco 7703A-1000 and GeoSpace GS-11D sensors.
The method is illustrated by the model of figure 6.3. A common motion sig-
nal x(t) is observed by two sensors. The sensors are modelled as LTI systems
(H1, H2) and the noise contributions (n1(t), n2(t)) of each sensor are referred
to input. The measurement signals are denoted by y1(t) and y2(t).
It is assumed that the noise signals are uncorrelated and each noise signal is
also uncorrelated with the motion signal x(t). Using these assumptions, the
power spectral densities and the cross-spectral density of the measurement
signals are given by equations (6.10)–(6.12).

Py1y1
(ω) = |H1(jω)|2

(
Pxx(ω) + Pn1n1

(ω)
)

(6.10)

Py2y2
(ω) = |H2(jω)|2

(
Pxx(ω) + Pn2n2

(ω)
)

(6.11)

Cy1y2
(jω) = HH

2 (jω)H1(jω)Pxx(ω) (6.12)
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x(t)

n1(t)

n2(t)

y1(t)

y2(t)

H1(s)

H2(s)+

+

Figure 6.3: Block diagram of the model used for determining the noise level
of seismic sensors

Moreover, the magnitude-squared coherence between the measurement sig-
nals γ2

y1y2
(ω) is defined by equation (6.13).

γ2
y1y2

(ω) =

∣∣∣Cy1y2
(jω)

∣∣∣2

Py1y1
(ω)Py2y2

(ω)
(6.13)

After some rearranging, the alternative expression (6.14) is found for the noise
power spectral density Pn1n1

. A similar expression can be found for Pn2n2
.

Pn1n1
(ω) =

Py1y1
(ω)

|H1(jω)|2


1−γy1y2

(ω)
|H1(jω)|
|H2(jω)|

√
Py2y2

(ω)

Py1y1
(ω)


 (6.14)

When the noise spectra Pn1n1
and Pn2n2

are approximately equal and the sensor
responses H1(s) and H2(s) are also approximately equal, the noise spectral
density can be approximated by equation (6.15).

Pn1n1
(ω) ≈ Py1y1

(ω)

|H1(jω)|2
(
1−γy1y2

(ω)
)

(6.15)

6.1.4 Noise level of the Endevco 7703A-1000

Before applying the method of the previous section to the data collected from
the measurement setup, a noise model for piezoelectric accelerometers is dis-
cussed.
As mentioned previously, the charge output of the piezoelectric accelerometer
has to be converted to a voltage signal. A charge amplifier is preferred for this
purpose, because a charge amplifier’s gain is independent of the sensor and
cable capacitances.
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Q̇a ↑ Vo
Cs Cc

Cf

Rf

−
+

Figure 6.4: Circuit model of a piezoelectric accelerometer (dashed box) con-
nected to a charge amplifier through a cable with capacitance Cc.

Figure 6.4 shows a diagram of an accelerometer which is connected to a rudi-
mentary charge amplifier. The accelerometer is modelled as a current source
Q̇a parallel to a capacitance Cs. A parasitic cable capacitance Cc is also in-
cluded.
Assuming an ideal operational amplifier (opamp) and infinite input imped-
ance of the volt meter, the feedback resistor Rf and the feedback capacitance
Cf determine the charge-to-voltage frequency response of this circuit, as in-
dicated by equation (6.16).

Vo(s)
Qa(s)

= − sRf
1 + sRf Cf

(6.16)

The generated charge Qa(t) due to a base acceleration is given by equation
(6.17), where Sc is the charge sensitivity of the sensor. This expression is a
valid approximation at frequencies below the sensor’s resonance frequency5.

Qa(t) = Scẍb(t) (6.17)

In order to model the noise characteristics of this circuit, all relevant noise
sources need to be identified and taken into account. Noise sources that
occur in the piezoelectric sensor itself are thermo-mechanical6 and thermo-
electrical noise [Gabrielson (1993, 1995); Levinzon (2004, 2005)]. The cable
and the components of the charge amplifier are potential noise sources as well.

To model the thermo-mechanical noise, a force Fn can be included in the mass-
damper-spring sensor model of figure 6.1, parallel to the spring k and damper
d. The power spectral density PFnFn of Fn is independent of frequency and
given by equation (6.18). Here, ds is the damping constant (N/(m/s)), T is the
absolute temperature (K) and kB is Boltzmann’s constant (1.38 · 10−23 J/K).

PFnFn = 4kBT ds
[
N2/Hz

]
(6.18)

5 This is usually the frequency range of interest
6 This is sometimes called Brownian motion
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At frequencies below the sensor’s resonance frequency, the thermo-mechani-
cal noise power spectral density is then equivalent to a base acceleration PSD
as indicated by equation (6.19).

Pẍb ẍb =
PFnFn
m2 = 4kBT

2ζsωs
m

[(
m/s2

)2
/Hz

]
(6.19)

The electrical equivalent of the thermo-mechanical noise is the thermo-electri-
cal noise or Johnson-Nyquist noise [Nyquist (1928)]. For any resistor having
a resistance R, the voltage noise spectral density is given by the well-known
equation (6.20). Actually, this expression is valid for any passive electrical
component that is not lossless7.

PRR = 4kBTR
[
V2/Hz

]
(6.20)

The losses in practical capacitive elements are described by the (dielectric)
loss factor η. For piezoelectric materials commonly used in accelerometers
(lead zirconate titanate or PZT), the loss factor depends on many factors e.g.
composition, fabrication methods, frequency and temperature. However, in
[Levinzon (2004)] a nearly constant value of 0.015 is reported, which also
seems to correspond well to commercially available materials, see e.g. [No-
liac website (WWW)].
Then, the lossy characteristics of the capacitor can be modelled by including
an equivalent, frequency dependent, resistor Rp in parallel to the capacitor
Cs, see equation (6.21) [Scaife (1998), Ch. 6; Levinzon (2004)].

Rp(ω) =
1

ηωCs
(6.21)

With this equivalent resistor, the voltage fluctuations as expressed by equa-
tion (6.20) result in the current spectral density of equation (6.22). Finally, the
equivalent acceleration PSD of the thermo-electrical noise is given by equa-
tion (6.23).

PQ̇aQ̇a =
4kBT
Rp

= 4kBT ηωCs
[
A2/Hz

]
(6.22)

Pẍb ẍb = 4kBT
ηCs
S2
cω

[(
m/s2

)2
/Hz

]
(6.23)

Although the cable capacitance Cc does not influence the frequency response
of the measurement setup, the dielectric loss in the cable will cause thermo-
electrical noise. However, when the sensor cable is kept short, the total capa-
citance of the cable is generally much smaller than Cs. The noise contribution
can then be neglected.
7 A component is “lossy” when the real part of its impedance is positive
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Another noise source in cables is called the triboelectric effect. Charge vari-
ations are generated by friction between the various layers in the cable, when
the cable is bent or when it vibrates. By using specially designed low-noise
cables and clamping the cable, the triboelectric effect can be reduced.

Finally, the components of the charge amplifier generate noise as well. In
the measurement setup, a Brüel & Kjær Nexus 2692 conditioning amplifier
is used. This charge amplifier incorporates several amplifier stages as well as
high-pass and low-pass filters. Unfortunately, the circuit layout and the com-
ponent properties of this amplifier are unknown. Therefore, it is impossible
to model the noise characteristics of the charge amplifier. Instead, the noise
level is measured directly.

Noise measurements

Measurement data is collected from two horizontally oriented acceleromet-
ers, which are mounted on opposite faces of a solid aluminium block (approx.
30 × 30 × 30 mm), which is fixed to the laboratory table. The accelerometers
are connected to a Brüel & Kjær Nexus 2692 charge amplifier with an overall
sensitivity So of 3.16 V/(m/s2). The cut-off frequencies of the built-in high-
pass and low-pass filters are set to 0.1 Hz and 1 kHz respectively. Both filters
are second-order filters. A photograph of the setup is shown in figure 6.5.
The data is collected during 870 seconds, using a dSPACE DS1005 real–time
platform equipped with a DS2004 ADC–board (16 channels, 16–bit, ±5 V
full–scale input range, 3.2 kHz sampling rate). Power and cross spectral dens-
ities are estimated using Welch’s method [Welch (1967)], with sections of 217

FFT points (40.96 sec), each with 50% overlap and filtered by a Hanning win-
dow.

Figure 6.5: Noise measurement setup with two Endevco 7703A-1000 acceler-
ometers, mounted on a solid aluminium block
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The ADC channels have a signal-to-noise ratio (SNR) of 83 dB for a ±5 V in-
put8, resulting in a 250 µV RMS noise level. This noise level has been further
reduced by using the burst conversion capabilities of the ADC board. The
ADC channels can perform a consecutive series of AD-conversions at a very
high conversion rate (up to 1.25 MHz), called a burst. As a result, the white
noise in the signal is distributed over a much larger frequency range. Then,
the signal is low-pass filtered and sampled down to the desired sample fre-
quency, thereby reducing the noise content of the signal.
For the noise measurements, 100 burst conversions at 1 MHz are used, com-
bined with an averaging operation, which serves as the low-pass filter. As a
result, the ADC noise level is reduced to approximately 40 µV RMS.

The measurement and analysis results are shown in figure 6.6. The total equi-
valent acceleration PSD is marked by a. It is calculated from the measured
PSDs and coherence function, according to equation (6.15). The charge amp-
lifier noise has been measured separately, marked by b. The ADC noise level
(converted to equivalent acceleration) is plotted as well, marked by c.
Finally, the thermo-electrical noise model of equation (6.23) is evaluated (dash-
dotted line), using the following parameter values: T = 300 K, η = 0.02,
Cs = 5900 pF, Sc = 98 pC/(m/s2). The capacitance Cs is taken as the combined
capacitance of the sensor (5600 pF) and the cable (300 pF).
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Figure 6.6: Equivalent noise level of the Endevco 7703A-1000 accelerometer
a: Total equivalent noise level
b : Equivalent charge amplifier noise level
c: Equivalent ADC noise level
− · −: Thermo-electrical noise model (eqn. (6.23)),

with T = 300 K, η = 0.02, Cs = 5900 pF, Sc = 98 pC/(m/s2)

8 ±5 V, 10 kHz sine wave input, 160 kHz sampling rate
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Usingm = 0.060 kg, ζs = 0.01 andωs = 2π·7.5·103 rad/s, the thermo-mechani-
cal noise model of equation (6.19) predicts an equivalent acceleration PSD of
2.6 ·10−16 (m/s2)2/Hz, which is clearly negligible compared to the other noise
sources.

Apparently, the noise level of the Endevco 7703A-1000 is governed by thermo-
electrical noise of the sensor itself in the middle frequency range centred on
10 Hz. Below 1 Hz, the 1/f -noise of the charge amplifier becomes signific-
ant. At high frequencies, many spectral lines occur. These are actually mostly
higher harmonics of a 3.7 Hz base frequency, indicating some nonlinear sys-
tem behaviour. This nonlinear behaviour appears to originate from the Nexus
amplifier, but has not been investigated further.
The ADC noise only becomes important at the far end of the frequency range.
This clearly shows the usefulness of the burst conversion functionality of the
DS2004 ADC-board. Without it, the equivalent acceleration PSD would be-
come approximately 4 · 10−12 (m/s2)2/Hz. Then, the ADC noise would signi-
ficantly contribute to the noise spectrum at frequencies above 10 Hz.
However, the total conversion time is 100 µs, which amounts to roughly 30%
of the sampling period. This is acceptable for these measurements, but when
the feedforward control algorithms of the previous chapter have to be imple-
mented as well, it is most likely not possible to use this many burst conver-
sions.

6.1.5 Noise level of the GeoSpace GS-11D

The GeoSpace GS-11D is available for different orientations, with different
coil resistances and different resonance frequencies. In this thesis, the version
meant for horizontal operation is tested, with a 380 Ω coil resistance and a
34% damped resonance frequency at 4.5 Hz. It’s sensitivity Sg is 32 V/(m/s).

The small velocity levels9 make additional signal amplification necessary. The
amplification circuit is presented in the following section. Moreover, the res-
ults of a noise analysis for this circuit and the geophone are presented.

Noise model

Figure 6.7 shows the three-stage amplifier circuit that was used. The geo-
phone is modelled in the electrical domain as a voltage source Vg in series
with the coil resistance Rc. The OP27 opamps serve as input and output buf-
fers, thus eliminating the sensitivity of the amplifier stage to source and load
impedances. The OP37 opamp is placed in an inverting gain stage, combined
with a first-order low-pass filter.
9 A VC-E input level corresponds to approx. 15 µm/s RMS (0-1 kHz)
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Figure 6.7: Geophone electrical model (dashed,left) and amplifier circuit (in-
put buffer, amplifier stage (dashed, middle) and output buffer)

The geophone response to accelerationHg (s) is described by the transfer func-
tion shown in equation (6.24). Here, Sg is the geophone sensitivity (V/(m/s)),
ζs is the damping ratio (−) of the geophone resonance frequency ωs (rad/s).

Hg (s) ≡ Vg (s)

s2Xb(s)
=

Sgs

s2 + 2ζsωss+ω2
s

(6.24)

The Analog Devices OP27/37 opamps have been chosen for their low voltage
noise. The OP27 opamp was also suggested for the pre-amplifier stage for
a comparable geophone in a study by [Riedesel et al. (1990)]. The OP37 is
an improved design for large gains (>5). Assuming an ideal opamp, the (dy-
namic) inverting gain GI (s) of the amplifier stage is given by equation (6.25).
The passive components in the amplifier stage are chosen such that GI (s) has
a DC gain of −100 and a single pole at 1.9 kHz.

GI (s) = −Rf
Ri

1
1 + sCf Rf

(6.25)

Using basic circuit analysis techniques [Texas Instruments (2007)], the con-
tribution of each noise source is evaluated. The following noise sources are
identified in the geophone and the amplifier circuit:

• thermo-mechanical noise (Brownian motion of the seismic mass)
• thermo-electrical noise in Rc, Ri and Rf
• dielectric loss in Cf
• noise in the opamps OP27/OP37

Equations for the thermo-mechanical noise, the thermo-electrical noise and
the dielectric loss have already been presented in section 6.1.4, see equations
(6.18)–(6.22).
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Figure 6.8: Equivalent noise model of an operational amplifier

The noise in opamps is commonly modelled as a current noise source II at the
inverting input of an ideal opamp and a current noise source IN and a voltage
noise source VN at the non-inverting input of the ideal opamp, see figure 6.8.
It is usually easier to compute the contribution of each noise source to the
output voltage PSD PVoVo (ω), and consequently convert this output PSD back
to an equivalent acceleration PSD, as indicated in equation (6.26). The details
of the analysis are presented in appendix D.

Pẍb ẍb (ω) =
PVoVo (ω)

|GI (jω)|2
∣∣∣Hg (jω)

∣∣∣2
(6.26)

Figure 6.9 shows the predicted equivalent acceleration PSDs. The most dom-
inant noise sources are the voltage noise of opamp 1 (VN1

) and the voltage
noise of opamp 2 (VN2

), see figure 6.7 for the numbering of the opamps. At the
geophone’s resonance frequency, the thermo-mechanical noise and the cur-
rent noise of the first opamp (IN1

) become the most dominant contributions.

Noise measurements

The noise measurement experiment described earlier in section 6.1.4 is re-
peated with two geophones. The measurement and analysis results are shown
in figure 6.10.
The total equivalent acceleration PSD is marked by a. It is calculated from the
measured PSDs and coherence function, according to equation (6.15). The
ADC noise level (converted to an equivalent acceleration) is plotted as well,
marked by b. For reference, the predicted noise level of figure 6.9 is shown
as well (dash-dotted). This noise prediction is valid for typical opamp noise
levels. Another noise prediction is shown (dotted), which is based on max-
imum opamp noise levels (see also appendix D.2).

It is obvious from this figure that the geophone measurement is approxim-
ately 100 times noisier (in power) than predicted (for typical opamp noise
values). By comparing the dotted line, it is concluded that this difference is
not caused by the (possible) use of worse than typical components.
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Figure 6.9: Equivalent acceleration PSD of the dominant noise sources in the
geophone circuit of figure 6.7, for typical opamp noise levels.

: Total equivalent acceleration
− · − : Thermo-mechanical noise
− − : Thermo-electrical noise in Rc
· · · · : Current noise IN1

: Voltage noise VN1 and VN2 (VN2 curve is overlaid on VN1 curve)
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Figure 6.10: Equivalent noise level of the GeoSpace GS-11D geophone
a: Total equivalent noise level
b : Equivalent ADC noise level
− · − : Predicted noise level (typical opamp noise levels)
· · · · : Predicted noise level (maximum opamp noise levels)
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The noise level is also not dominated by the ADC noise (see curve b). Once
more, the usefulness of the burst conversions is demonstrated here, as the
ADC noise level would increase by a factor 40 without the use of burst con-
versions.
The origin of the increased noise level is thought to lie in electromagnetic
interference. The amplifier circuitry has been implemented on a prototype
board, which allows easy replacement of components. However, this may have
greatly increased the susceptibility to interference noise sources. For one, the
50 Hz power supply frequency and several higher harmonics are clearly vis-
ible in the noise spectral density.
Another disconcerting feature is the increased noise level in the frequency
range 100–130 Hz. Apparently, the frequency response of the tested geo-
phones is dissimilar in this range. This may be caused by spurious resonances
of their seismic masses.

6.1.6 Comparison of evaluated sensors

In order to assess the suitability of the various sensors, their noise levels are
compared with the estimated motion levels that have been presented in sec-
tion 6.1.2 (figure 6.2).
In figure 6.11, these motion levels are compared to the measured noise levels
of the Endevco 7703A and the GeoSpace GS-11D. For this purpose, the estim-
ated noise PSDs have been converted to RMS acceleration in one-third octave
bandwidth.
In figure 6.12, the same comparison is made for the noise level of the remain-
ing sensors, see also table 6.1. Their equivalent noise PSDs have been extrac-
ted from their respective data sheets and converted to RMS acceleration in
one-third octave bandwidth.

It is no surprise that the seismic accelerometer models (Endevco 86, 87-10 and
Wilcoxon 731A) have the lowest noise level. However, the price to pay is their
limited useful frequency range.
The performance of the Colibrys SiFlex 1500 at low frequencies is remark-
able due to the force-balance principle, which eliminates the otherwise typ-
ical 1/f -noise. At higher frequencies, the relatively small sensitivity results in
an increased noise level compared to the other sensors.
The Endevco 7703A-1000 has relatively poor low frequency performance, but
has the lowest noise level at high frequencies of the “full bandwidth sensors”
(Endevco 7703A-1000, GeoSpace GS-11D and Colibrys SF1500).
The GeoSpace GS-11D geophone performs as good as the seismic acceleromet-
ers near its resonance frequency. However, at very low frequencies (f . 0.1
Hz) and high frequencies (f > 100 Hz), the noise level increases rapidly. This
is inherent to the inductive measurement method.
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Figure 6.11: Sensor noise levels (RTI) and estimated acceleration levels (1)
· · · · : VC-Eext floor acceleration level
− − : estimated hard mount machine acceleration level
− · − : estimated soft mount machine acceleration level
−	− : Endevco 7703A-1000 equivalent noise level
−�− : GeoSpace GS-11D equivalent noise level
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Figure 6.12: Sensor noise levels (RTI) and estimated acceleration levels (2)
· · · · : VC-Eext floor acceleration level
− − : estimated hard mount machine acceleration level
− · − : estimated soft mount machine acceleration level
−�− : Colibrys SiFlex 1500 equivalent noise level
−×− : Endevco 87-10 equivalent noise level
— : Wilcoxon 731A equivalent noise level
−	− : Endevco 86 equivalent noise level
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By comparing the noise levels with the expected motion levels, it is observed
that all sensors are capable of resolving the expected floor motion, except for
the Endevco 7703A-1000 for f . 0.5 Hz.
With respect to the expected machine motion level, the situation is quite dif-
ferent. Recall from section 6.1.2 that the control objective is to reduce the
floor vibration isolation performance of the hard mount system (dashed lines
in figures 6.11 and 6.12) to a level comparable to a soft mount system (dash-
dotted lines). For this purpose, the error sensor(s) should be able to resolve
the soft mount motion level.
Only the seismic accelerometers can resolve this motion level over their fre-
quency range. The “full bandwidth sensors” fail to resolve this motion level
above 5 Hz (Endevco 7703A, Colibrys SF1500) and 20 Hz (GeoSpace GS-11D).

6.1.7 Recapitulation and final remarks

A general model for absolute motion sensors has been presented. Using this
model, it has been shown that all such sensors suffer from horizontal-to-tilt
coupling. At low frequencies, and especially for soft mount systems, this effect
on the measurement signal can dominate over the intended signal and should
therefore not be ignored.

Based on expected motion levels for the floor and the machine, requirements
for the sensors in terms of bandwidth and resolution have been stated. In or-
der to evaluate sensor performance in terms of these requirements, the signal
conditioning and noise modelling of several commercially available sensors
has been discussed. Moreover, the noise level of two sensor types has been
determined experimentally.

It has been shown that many sensors are capable of resolving the expected
floor motion levels. On the other hand, none of the sensors is capable of
resolving the target machine acceleration level over the entire frequency range.
Therefore, it is expected that the floor vibration isolation performance of hard
mount systems will be limited by the sensor noise level.

The experimental setup will be equipped with the Endevco 7703A–1000 ac-
celerometers as these sensors offer the best combination of bandwidth, noise
level and size. For the experiments, it is attempted to circumvent the problem
regarding the sensor noise levels by increasing the excitation level.
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6.2 Actuators

In this thesis, two types of actuators have been considered for use in act-
ive hard mount vibration isolation systems: piezoelectric stack actuators and
voice coil actuators. Piezoelectric actuators are deemed to be of interest due
to their inherently high stiffness, which may be beneficial in hard mount sys-
tems. On the other hand, voice coil actuators are very versatile and widely
available in various designs.
The actuator requirements for the actuator that are discussed are bandwidth,
force capacity and noise level. The discussion is focussed on the noise per-
formance (including power amplifiers).

6.2.1 Actuator requirements

Bandwidth

The bandwidth requirement is of course completely analogous to the require-
ment for the sensors: 0.1–1000 Hz. Most actuators (and their amplifiers) are
capable of generating DC forces. Therefore, the bandwidth can alternatively
be specified from DC to (at least) 1 kHz. This bandwidth requirement is not
very stringent and can be met by a large variety of actuators and amplifiers.

Force capacity

The required force capacity can be estimated from the expected motion levels
and the control strategy, which is a combination of feedforward and feedback
control.

Recall from section 2.6.2 that the ideal feedforward compensation is given by
equation (6.27), where k1 is the support stiffness and X0 is the floor displace-
ment. However, at frequencies below approximately 1 Hz, no vibration isol-
ation is required. Therefore, equation (6.27) only has to hold for frequencies
above 1 Hz.

Fa(s) = −k1X0(s) (6.27)

The support stiffness k1 depends on the total machine massm and the suspen-
sion frequencyωsusp. Therefore, the overall peak force amplitude required for
feedforward compensation of floor vibrations can be estimated from equation
(6.28).

Fa,pk ≈ k1x0,pk = mω2
suspx0,pk (6.28)



6.2 Actuators 111

In section 6.1.2, the expected floor acceleration level has been presented (fig-
ure 6.2). The RMS acceleration level (in one-third octave bandwidth) between
0.1 and 100 Hz is expressed by equation (6.29).

ẍ0,RMS(n) = 2π · f (n) · 3 · 10−6, f (n) =
(

3
√

2
)n
, n = −10 . . .20 (6.29)

After conversion to displacement, the RMS floor displacement follows from
the square root of the sum of squares, see equation (6.30). The upper and
lower bounds u and l on n are chosen according to the frequency range of
interest. The expected RMS floor displacement in the frequency range 1–100
Hz (l = 0, u = 20) is approximately 0.6 µm. Above 100 Hz, the contribution to
the floor displacement level is negligible.

x0,RMS =

√√
u∑

n=l

(
ẍ0,RMS(n)
(2πf (n))2

)2

(6.30)

Peak forces (and hence peak displacements) are of more interest for determ-
ining the required force capacity. Assuming that the floor motion is normally
distributed10 the 99.9% confidence interval is [−3.3σ, 3.3σ ], where σ is the
RMS displacement. Moreover, the expected motion level does not describe
the resonant behaviour of floors very well, see also figure 6.2. Therefore, an
additional ten-fold increase in peak displacement level may be expected. As
a result, the peak floor displacement (1–100 Hz) is likely to be in the order of
20 µm.

A similar analysis can be performed for the feedback control. It is assumed
that the feedback controller is implemented as a direct velocity feedback con-
troller, see equation (6.31). The machine velocity is expressed by sX1(s). The
feedback gain kv can be interpreted as a (skyhook) damper, and can be ex-
pressed in terms of the machine mass m, the suspension resonance frequency
ωsusp and the effective skyhook damping ratio ζsky, see equation (6.32).

Fa(s) = −kvsX1(s) (6.31)

kv = 2mζskyωsusp (6.32)

Using the expected hard mount machine motion levels of figure 6.2 (dashed
line), and assuming a feedback control bandwidth of 1–500 Hz, the RMS ma-
chine velocity amounts to approximately 10 µm/s. Similarly to the floor dis-
placement, it is expected that peak velocity levels are approximately 33 times
higher, i.e. approximately 330 µm/s.

10 This is justified by the fact that many noise sources contribute to the floor motion. The Central
Limit Theorem states that the sum of independent random variables is asymptotically nor-
mally distributed.
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As an example, the force levels for the laboratory setup are determined, see
also section 2.4.2. For a 5 kg machine with a suspension resonance frequency
of 10 Hz, the estimated feedforward peak force level is approximately 0.4 N.
Assuming a skyhook damping ratio ζsky of 0.7, the estimated feedback peak
force level is approximately 0.14 N.
It should be noted that the latter force level is an estimate for feedback con-
trol only. When the feedforward compensation is in operation, the machine
motion levels will decrease and so will the required feedback control force.
Therefore, the dynamic force requirements are mostly determined by the feed-
forward compensation.

The required force levels are very small. However, the levelling forces (re-
quired for gravity compensation) are not taken into account in this analysis.
Clearly, these forces are many times larger than the dynamic forces required
for vibration isolation. Therefore, the static force requirements will most
likely dominate the dynamic force requirements for the actuators.

Noise level

Noise in the actuator’s power amplifier and the noise of the digital-analog
(DA) converter are converted into random forces, resulting in additional ma-
chine motion. Obviously, the equivalent acceleration level should be less than
the performance target, which was specified as the residual machine acceler-
ation level when the machine is suspended on a 1 Hz soft mount.

For a rigid machine, the transfer function from actuator force to machine
acceleration is given by equation (6.33). In this section, this transfer func-
tion is used to estimate the equivalent acceleration levels due to the various
noise sources. As high-frequency dynamics are ignored, it is expected that
the estimate provides a lower level for the equivalent acceleration level. It
is assumed that the machine is feedback-controlled using skyhook damping.
Therefore, the transfer function represents the closed-loop feedback response,
i.e. ζsky is the skyhook damping ratio andωsusp is the (closed loop) suspension
resonance frequency.

s2X1(s)
Fa(s)

=
1
m

s2

s2 + 2ζskyωsusps+ω2
susp

(6.33)
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6.2.2 Piezoelectric stack actuator

In this section, a basic linear model is presented and some typical properties
of piezoelectric (PE) stack actuators are discussed. Then, the effects of hyster-
esis in PE actuators are illustrated. Lastly, the associated electronics and the
equivalent noise level are discussed.

Basic model

The PE stack actuator is modelled as a linear, coupled electrical-mechanical
system. Figure 6.13 shows the electrical (left) and mechanical models (right).
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Figure 6.13: Electrical (left) and mechanical (right) model for a PE actuator,
valid at frequencies below the first resonance frequency

The electrical model constitutes of a voltage source Vi , the capacitance Ccl of
the PE stack in the clamped state (no elongation possible). The total charge
stored in the PE stack is denoted by Qp. A current source ep∆ẋp is included to
model the charge generation due to an elongation ∆xp of the PE stack.
The (macroscopic) piezoelectric constant ep expresses both the generated char-
ge per unit of deformation as well as the generated force per unit of applied
voltage. Therefore, its units are either [C/m] or [N/V]. It generally depends
on the material properties as well as the geometry of the PE stack.

Mechanically, the PE actuator is modelled as a force actuator (Fp = epVi) par-
allel to a spring kpiezo. Fe is the externally applied force, which is also the net
force generated by the actuator. A pushing force is taken as a positive force.
When necessary, the massmp of the PE stack can be incorporated in the model
by adding two lumped masses at the nodes of the mechanical model. The
mechanical model is valid for frequencies below the first resonance frequency
of the PE stack. When the frequency range of interest is larger than this first
resonance frequency, a more detailed model is required, see e.g. [Adriaens
et al. (2000)].

The constitutive equations for this model are given by equation (6.34). The
capacitance in the clamped state Ccl is related to the capacitance in the free
state (Fe = 0) Cfr by equation (6.35).
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[
Fe
Qp

]
=

[−kpiezo ep
ep Ccl

][
∆xp
Vi

]
(6.34)

Ccl = Cfr −
e2
p

kpiezo
(6.35)

The piezoelectric effect is anisotropic in the materials commonly used in PE
stack actuators. Therefore, the piezoelectric constant ep depends on the direc-
tions of the mechanical load and the electrical field with respect to the polar-
ization of the stack. For stack actuators, the mechanical load and the electrical
field are usually parallel to the polarization direction.

Typical properties

A great advantage of PE actuators is the fact that there is hardly any power
required to maintain an arbitrary elongation. Due to the capacitive nature of
the PE stack, only a very small leak current is required for static operation.
Even though the maximum input voltage may be as high as 150 V for “low-
voltage” stacks and 1000 V for high-voltage stacks, this results in a very low
power consumption.

The maximum (pk-pk) stroke of PE stacks is typically limited to 1‰ of the
stack height. Hence, in order to accommodate the expected peak floor dis-
placement of 20 µm, PE stacks with a height of at least 40 mm are required.
As such stacks are commonly available, this requirement can easily be ful-
filled.

Piezoelectric stacks have an inherently high stiffness, typically 107–1010 N/m.
For most machines, directly mounting the machine on PE stacks would there-
fore result in suspension resonance frequencies far greater than 10 Hz. In
order to reduce the mounting stiffness, the actuator may be combined with a
transmission mechanism. This is schematically indicated in figure 6.14.
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Figure 6.14: Schematic model of piezoelectric actuator with transmission
mechanism
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Figure 6.15: Schematic model of piezoelectric actuator with a serial elastic
element

The resulting equivalent stiffness, force and displacement are expressed in
equation (6.36). For example, amplified piezoelectric actuators (APA) have
integrated transmission mechanisms, allowing transmission ratios of 2–20
[Claeyssen et al. (2007)].

keq =
kpiezo

i2

Feq =
Fp
i

∆xeq = i∆x



where i =
a+ b
a

(6.36)

Another option is to place the actuator in series with a compliant element
with stiffness ks, see figure 6.15. In this case, the (quasi-stationary) equivalent
stiffness and force are given by equation (6.37).

keq =
ks

ks + kpiezo
kpiezo

Feq =
ks

ks + kpiezo
Fp

(6.37)

Both types of mechanism not only reduce the stiffness, but also result in a
decreased force capacity and increased overall stroke. In most cases, the latter
property is actually the purpose of the mechanism. It should be noted that
the additional mechanical components may be a limiting factor in the useful
bandwidth of the “amplified” actuator, due to structural resonances.

Hysteresis

In piezoelectric actuators that are operated in voltage-mode hysteresis is ob-
served between the voltage input and the stack elongation. This is illustrated
in figure 6.16 for a PiezoMechanik PSt 150/5/40 actuator. To measure the
hysteresis loop, a 1 Hz sinusoidal voltage input with varying amplitude has
been applied (on top of a 70 V bias voltage).



116 Chapter 6. Sensors and actuators

E
lo
ng

at
io
n
(µ
m
)

−20

−10

0

10

20

Input voltage (V)
0 20 40 60 80 100 120 140

Figure 6.16: Measured hysteresis loops for a single PE actuator, 70 V bias +
1 Hz sine wave: 60 V amplitude (black), 48 V amplitude (light grey), 24 V
amplitude (dark grey)

The area enclosed by the hysteresis loops is related to the amount of energy
that is dissipated during each cycle. This is commonly called hysteretic damp-
ing. In high frequency, “large-signal” applications, this power dissipation
may lead to significant heating of the stack, which in turn leads to variations
in the material properties and eventually to depolarization of the PE stack,
resulting in the loss of actuator capability. Clearly, for smaller input amp-
litudes, the area of the hysteresis loop is greatly reduced. Therefore, heating
is of less importance for small-signal applications like vibration isolation.

It is also observed that for smaller input amplitudes the average slope of the
loop decreases. This is illustrated more clearly in figure 6.17, where the aver-
age slope of the hysteresis loop is shown as a function of the sine wave amp-
litude for three tested PE actuators (of the same type). The “large-signal”
piezoelectric constant of the piezoelectric actuator (40 µm for 150 V input
swing according to the manufacturer’s data sheet) is shown for reference.
The small-signal PE constant of the piezoelectric actuators is at least two times
less than the large-signal PE constant. This is a significant adverse effect for
vibration isolation control, which is inherently a small-signal application. For
non-sinusoidal inputs with many more input direction reversals, the effect is
likely to be even more significant. Therefore, a reduced actuator effectiveness
can be expected when the PE actuator is operated in voltage-mode.

The previously introduced model does not include the hysteresis effect that is
observed between the voltage input Vi and the stack’s elongation ∆xp. In this
thesis, the hysteretic effect is accounted for by using a reduced value for the
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Figure 6.17: Apparent PE constant as a function of input amplitude for three
different PE actuators (of the same type) at 1 Hz sine wave excitation. The
large-signal charge constant is shown for reference (dash-dotted)

PE constant ep. For background information on the modelling and compens-
ation of the hysteresis effect in piezoelectric actuators the reader is referred to
e.g. [Ge and Jouaneh (1995); Goldfarb and Celanovic (1996, 1997); Sain et al.
(1997); Adriaens et al. (2000); Banning et al. (2001); Ben Mrad and Hu (2002)].

Electronics

There are two ways in which a PE actuator can be controlled. The classical
method is to use voltage control, more advanced methods use position or
charge feedback control.
The voltage control is basically open-loop operation of the PE actuator. The
hysteresis effect, as described previously, is fully present. Moreover, the com-
bination of the output impedance of the power amplifier and the capacitance
of the PE stack form a first-order low-pass filter, which limits the bandwidth
of the actuator.
In closed-loop operation, the linearity of the actuator is greatly improved,
i.e. the hysteresis is reduced. The bandwidth of the closed-loop system is now
mostly determined by the sensor and controller, see e.g. [Schitter et al. (2002)].
Position feedback control can be based on strain gauges, capacitive sensors or
optical sensors. For charge control, the accumulated charge is measured by
using a reference capacitor, see e.g. [Fleming and Moheimani (2004); Vautier
and Moheimani (2005)].
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For either open-loop and closed-loop operation, the peak current capability of
the amplifier may limit the bandwidth for large, high frequency input signals.
For vibration isolation purposes, the noise level of the DA-converter and the
power amplifier may be limiting factors.

Noise level

As an example of this noise performance limit, consider the hardware that
is used in the experimental setup: a dSPACE DS2102 DA-converter (±10 V,
16 bit), a PiezoMechanik SVR150 amplifier (voltage-controlled, Av = 6 V/V)
and a PiezoMechanik PSt 150/5/40 PE actuator (ep = 3.2 N/V, Cfr = 1600 nF,
kpiezo = 12 N/µm). In the experimental setup, the PE actuator is combined
with a serial compliant element with stiffness ks to reduce the suspension res-
onance frequency, see also equation (6.37). In this section, it is assumed that
the suspension resonance frequency lies at 10 Hz, i.e. ks ≈ 4 · 105 N/m.
Figure 6.18 shows a block diagram of the actuator channel. The input voltage
Vsig and the DAC noise nDAC are first amplified. The output impedance Ro of
the amplifier (1 kΩ) and the capacitance Cfr of the PE actuator form a first or-
der low-pass (LP) filter for the amplified signal and the amplifier noise nAMP.
The voltage over the PE stack is then converted to an equivalent force. Lastly,
a high-pass (HP) filter is added to model the acceleration response of the ma-
chine, see also equation (6.33).

ẍeq

nAMPnDAC

Vsig Av

ks
ks+kpiezo

ep

1
1+sCfrRo

LP HP

++

Figure 6.18: Block diagram of the PE actuator channel

The noise levels of the SVR150 amplifier and the DS2102 DA-converter are
obtained experimentally. The resulting equivalent 1/3-octave RMS accelera-
tion levels for both noise sources are shown in figure 6.19, together with the
reference soft mount machine acceleration level.
The DAC noise has the largest contribution to the total actuator channel noise.
It consists of white noise and significant contributions at the power supply
frequency and its (first) higher harmonics. The amplifier noise is also domin-
ated by higher harmonics of the power supply frequency.
However, both noise levels are significantly smaller than the vibration isola-
tion target. It can therefore be concluded that the noise level of this particular
PE actuator channel is adequate for vibration isolation purposes. It should be
noted that this remarkably low noise level is caused mostly by the scale factor

ks
ks+kpiezo

, which has a value of approximately 3.3 · 10−3 for this example.
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Figure 6.19: Equivalent acceleration due to various noise sources in the PE
actuator channel

: DS2101 DAC noise
− − : SVR150 amplifier noise
− · − : reference soft mount machine acceleration level

6.2.3 Voice coil actuator

Another common type of actuator is the voice coil actuator (VCA), which ba-
sically consists of a permanent magnet and a coil. The force generated by the
current Q̇c in the coil is expressed by equation (6.38), where km is the VCA
motor constant.

F = kmQ̇c (6.38)

Vind = −km∆ẋc (6.39)

Mechanically, the voice coil actuator can be modelled as a force actuator. The
VCA electrical model is shown in figure 6.20. The coil is modelled as the series
connection of a resistor Rc and an inductance Lc. Moreover, an additional
voltage source Vind is included to model the induced back-emf voltage due to
the velocity difference ∆ẋc between the coil and the magnet, see also equation
(6.39). The input voltage is denoted by Vi .
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Rc

Lc

Vind

Vi Q̇c

Figure 6.20: Electrical model of a voice coil actuator

Typical properties

Compared to a PE actuator, a voice coil actuator can generate less force (for
a comparable volume) but has a much larger stroke (typically several milli-
metres). Moreover, voice coil actuators are practically free of hysteresis.
The motor constant km depends on the magnetic field strength of the perman-
ent magnet, the coil geometry and on the position of the coil with respect to
the magnet [Riedesel et al. (1990), App. 1]. However, due to the small vibra-
tion amplitudes in typical vibration isolation systems, it is allowed to consider
km as a constant. Therefore, a voice coil actuator can be modelled as a linear
actuator.
In contrast to PE actuators, a voice coil actuator does consume power to hold
a non-equilibrium position. During dynamic operation, power is also dissip-
ated due to the coil resistance Rc. As a result, the thermal limits of a voice coil
actuator usually determine its suitability for a particular application.

Electronics

Just like PE actuators, voice coil actuators can be operated in open-loop or
in closed-loop configuration. In an open-loop configuration, the voice coil
actuator is said to be voltage controlled. Assuming an ideal voltage source
(zero impedance), an induced voltage generates an electromotive force Femf,
as indicated by equation (6.40).

Femf =
km

Rc +Lcs
Vind = − k2

m

Rc +Lcs
∆ẋc (6.40)

This force can be interpreted as a frequency-dependent damping force. The
equivalent mechanical model of a voice coil actuator in open-loop configura-
tion is shown in figure 6.21.

In case of a current-controlled configuration, the current through the coil is
measured and used in a feedback loop. Due to the high feedback gain, the
electromotive force Femf is almost completely eliminated (within the band-
width of the feedback loop). Hence, in closed-loop configuration, the voice
coil actuator effectively remains a force actuator.
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k2m/Rckm
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Figure 6.21: Equivalent mechanical model for a voice coil actuator in open-
loop (voltage-controlled) configuration

Noise level

Similar to the PE actuator, the equivalent acceleration noise level of the VCA
channel is determined by the DAC noise and the amplifier noise. Figure
6.22 shows the block diagram models for a voltage-controlled and current-
controlled VCA channel.
In figure 6.22a, the actuator channel using a voltage-controlled VCA is shown.
The input signal Vsig and the DAC noise are fed through the amplifier, which
can be modelled as a voltage gain Av in the bandwidth of interest. Filtering
the amplified voltage signal and the amplifier output noise nvAMP by the coil
admittance11, results in the current through the coil. Then, multiplication by
the motor constant km gives the generated force and finally, the equivalent ac-
celeration is found by filtering through the high-pass system response (HP),
see also equation (6.33)12.

ẍeq

nv
AMPnDAC

Vsig Av km
1

Rc+Lcs

LP HP

+ +

(a) Voltage-controlled VCA

ẍeq

nc
AMP

nDAC

Vsig Ac km

1
Rc+Lcs HP

+ +

(b) Current-controlled VCA

Figure 6.22: Block diagrams of the VCA channel

11 Admittance is the inverse of impedance
12 It can be shown that the frequency-dependent damping of equation (6.40) does not signifi-

cantly alter the system response
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In figure 6.22b, a similar block diagram is shown for the current-controlled
case. In this case, the relation between an input voltage and the current
through the coil can be modelled as a pure gain Ac within the bandwidth of
the amplifier. The response for the amplifier output noise remains the same,
with the exception that the output noise ncAMP is now determined while the
current feedback loop is active.

As an example, the noise level is once more determined for the hardware
which has been tested in the laboratory setup. The voice coil actuator is a
GeePlus (G+) VM4032-250 model (km = 11.2 V/(m/s), Rc = 12.8 Ω, Lc ≈ 3
mH). The accompanying Trust Automation TA-105 power amplifier can be op-
erated in either current mode (Ac = 0.05 A/V, bandwidth ∼ 5 kHz) or voltage
mode (Av = 13.6 V/V)13.
Figure 6.23 shows the equivalent acceleration levels due to amplifier noise
for the voltage- and current-controlled configurations. Clearly, the voltage-
controlled configuration generates less noise, and is therefore preferred over
the current-controlled configuration.
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Figure 6.23: Equivalent acceleration due to amplifier noise in the VCA chan-
nel
− − : voltage-controlled voice coil actuator

: current-controlled voice coil actuator
− · − : vibration isolation target

13 To reduce the overall gain in voltage mode, an additional voltage gain of 0.05 has been in-
cluded between the DAC and the power amplifier (by means of a voltage divider). Hence,
the effective value for Av is 0.68 V/V.



6.2 Actuators 123

However, the equivalent acceleration levels of both configurations clearly ex-
ceed the vibration isolation target at frequencies above 10 Hz. This is par-
tially caused by the fact that the voice coil actuator and its amplifier are not
matched well to the machine mass of the experimental setup. The continuous
force capacity of this particular actuator is 10 N, which is an order of mag-
nitude larger than the required peak force, see section 6.2.1. Hence, the same
actuator configuration could be used for a much larger machine mass. This
would result in a reduced equivalent acceleration level, as the equivalent ac-
celeration level is inversely proportional to machine mass. Even then, it may
be expected that the amplifier noise poses a performance limit for frequencies
above approximately 100 Hz.

The same DA-converter is used as in the setup with the PE actuator. The res-
ulting equivalent acceleration level is less than 10 nm/s2 per one-third octave
at frequencies below 1 kHz, for both the voltage- and current-controlled case.
This noise level is clearly negligible compared to the amplifier noise.

6.2.4 Recapitulation and final remarks

In this section, requirements regarding bandwidth, force capacity and noise
level (of the associated electronics) have been discussed for two types of ac-
tuators: piezoelectric stack actuators and voice coil actuators. It has been
argued that the bandwidth and force capacity requirements can be easily ful-
filled. The noise level requirement, which is related to the vibration isolation
target, is not so easily satisfied.

It has been shown that the piezoelectric actuator configuration has a very low
noise level, due to the stiffness reduction mechanism used in the experimental
setup. Unfortunately, this stiffness reduction mechanism and the hysteresis
effect in the piezoelectric actuator significantly reduce the force capacity of
the actuator.

The noise equivalent acceleration level of the voice coil actuator is much lar-
ger than the machine acceleration level of the reference soft mount system.
This is partially due to the poor matching of the actuator and amplifier to the
machine mass. It is expected that even with an improved matching the noise
level poses a limitation on the achievable performance at frequencies above
approximately 100 Hz.
It is interesting to note that, in terms of noise performance, operation of the
voice coil actuator in open-loop (voltage mode) is preferred over closed-loop
operation (current mode).





Chapter 7

Experimental setup

In this chapter, the experimental setup is described that is used to test the
real-time implementation of the various control algorithms that have been
presented in chapters 4 and 5. In section 7.1, a general description of the setup
is presented. Then, the parametric modelling of the setup is discussed in
section 7.2. The parametric model is mainly used to gain insight in the system
dynamics. However, for feedback control design and the implementation of
the feedforward controller more accurate models are required. These models
are obtained from system identification experiments, which are discussed in
section 7.3.

7.1 Description of the setup

In section 2.4, the basic system model has been presented, which is the most
basic representation of a machine with a dominant structural resonance fre-
quency at approximately 100 Hz, which is mounted on a floor by means of a
hard mount, i.e. the suspension resonance frequency fsusp is relatively large.
The experimental setup is designed to represent this basic system model. In
order to limit the complexity of the dynamic behaviour, the setup is restricted
to allow motion in one direction only.
As mentioned in chapter 6, two types of actuators are used in the experimental
setup: a piezoelectric actuator (PEA) and a voice coil actuator (VCA). For this
purpose, the components that make up the hard mount can be exchanged.
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shaker M0 acc. acc. acc.PEA M1 M2w.f. w.f.

Figure 7.1: Experimental setup with piezoelectric actuator (PEA), M0: floor
body, M1: machine body 1, M2: machine body 2, acc.: Endevco 7703A-1000
accelerometer, w.f.: wire flexure

Figure 7.1 shows an overview picture of the experimental setup with the
piezoelectric actuator. Just like the basic system model of section 2.4, the
setup consists mainly of three bodies M0, M1 and M2, which represent the
floor and the two machine bodies respectively. The setup is placed horizont-
ally to circumvent the necessity of gravity compensation.
The machine bodies and the floor body are suspended in acrylic glass hous-
ings by leaf springs that provide linear guidance for each body. In figure 7.2,
the linear guidance mechanism for each of the bodies is illustrated conceptu-
ally. Each set of three leaf springs (1–3, 4–6) has been made in one piece from
spring steel sheet metal, using laser cutting.

x y

z

r

M

1

23

4

56

Figure 7.2: Linear guidance concept: a rigid, cylindrical bodyM is suspended
by six leaf springs (1–6), allowing motion along the y-axis only (combined
with a small rotation around the y-axis). Each leaf spring is mounted at a
distance r from the body’s y-axis, at 120◦ relative (in-plane) angles.
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Bout

Bin1
2

3

Figure 7.3: Schematic front view of the compliant component in the PEA hard
mount. The outer body Bout and the inner body Bin are connected by three
flexures (1–3).

The connection between the floor body M0 and the machine body M1 consti-
tutes the hard mount suspension. In this PEA-based setup, it consists of a wire
flexure, the piezoelectric actuator (PEA) and a serial compliant component.
The wire flexure is used to compensate for any alignment errors between M0
andM1. The serial compliant component is used to reduce the overall suspen-
sion stiffness to the desired value, as discussed in section 6.2.2. The compliant
component is not clearly visible in figure 7.1, because it is seen from the side.
In figure 7.3, a schematic front view of this compliant component is presen-
ted. The three flexures allow out-of-plane motion of the inner body Bin with
respect to the outer body Bout. The entire component is manufactured in one
piece by laser cutting.
The machine bodies M1 and M2 are connected by a similar compliant com-
ponent as used in the hard mount. Due to this compliant connection, a clear
structural resonance mode is realized in the setup.

The acceleration of each body is measured by an Endevco 7703A-1000 acceler-
ometer. The sensor on the floor body M0 serves as the reference signal for the
adaptive feedforward controller. The sensor on the machine body M1 is used
as the feedback sensor, as well as the error sensor for the adaptive feedforward
control. Finally, the acceleration signal from the sensor on the machine body
M2 is used for validation of the vibration isolation performance.
The sensors on M1 and M2 are mounted on the y-axes of these bodies (see
figure 7.2 for the coordinate system). Due to space limitations, the sensor on
the floor body M0 is mounted 35 mm off-centre. In section 7.2.2, it is demon-
strated that the sensitivity of this sensor to rotations of the floor body M0 is
increased significantly.

An electrodynamic shaker (Brüel & Kjær Type 4809) serves as the floor vibra-
tion source. It is connected to the floor mass M0 by a wire flexure, which is
used to overcome any alignment errors.
The shaker and the housings of the floor and machine bodies are mounted on
an aluminium base plate, which in turn is placed on a laboratory table.
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VCA “bridge” M1

Figure 7.4: Close-up of the voice coil actuator (VCA) assembly, which replaces
the PEA assembly in figure 7.1

Figure 7.4 shows a detail of the setup where the piezoelectric actuator is re-
placed by the voice coil actuator (VCA) assembly. The voice coil is guided
with respect to the VCA permanent magnet by a set of flexures, similar to the
concept shown in figure 7.2. The serial compliant component in the PEA hard
mount is replaced by a “bridge” structure, which is required to allow room for
the accelerometer mounted on the first machine body M1.

7.2 Parametric modelling

In order to gain insight into the setup’s dynamic behaviour (with either the
piezoelectric or the voice coil actuator), parametric models have been de-
veloped. As the setup is designed to have a single direction of motion, a single-
directional mechanical model is discussed first in section 7.2.1. Then, in sec-
tion 7.2.2, the effects of three-dimensional coupled dynamics on the input-
output behaviour are discussed.
For the controller design, a discrete time model of the setup is required, which
accurately describes the dynamic behaviour of the setup in the frequency
range to at least 1 kHz. Besides the mechanical system behaviour, this model
includes the sensor and actuator electronics as well. The modelling of the
electrical components is discussed briefly in section 7.2.3. Finally, the input-
output behaviour of the combined electromechanical models is presented in
section 7.2.4.
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ẍ0 ẍ1 ẍ2
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Figure 7.5: Lumped parameter model of the experimental setup, for the prin-
cipal direction of motion. The accelerometers in the setup are indicated by �.
The meaning of the model parameters is explained in the text.

7.2.1 Single-directional model

In this section, a single-directional model of the experimental setups is presen-
ted. It uses lumped mass elements, linear spring elements and viscous damper
elements to model the dominant dynamic behaviour. Due to the similarity in
the structure of the PEA assembly and the VCA assembly, the same model
structure can be used for both setups and only the parameter values need to
be adapted. The model structure is shown in figure 7.5.

The floor and machine bodies M0, M1 and M2 are modelled by the mass ele-
ments m0, m1 and m2. The compliant component connecting M1 and M2 is
modelled by the spring element k2. The linear guidance stiffness for each
body is modelled by the spring elements ks0 , ks1 and ks2 respectively. These
spring elements are connected to the mass element mb, which represents the
total mass of the housings of the machine bodies, the aluminium base plate
and the shaker stator.1 The connection of the base plate to the laboratory
table (which is assumed to be fixed) is represented by the spring element kb.
However, in the remainder of this section, it is assumed that the base plate is
rigidly connected to the laboratory table.

The shaker is modelled as a force actuator Fsh parallel to a stiffness element
k0, which represents the shaker’s internal linear guidance system. Because
the shaker is operated in voltage mode, the back-emf in the shaker’s coil in-
troduces damping. Moreover, a rubber seal is mounted between the shaker
housing and the shaker’s moving element, which also adds significant damp-
ing. The viscous damper d0 models both these damping contributions. The
shaker’s moving element is modelled by the mass element mv0

. The wire flex-
ure that is used to overcome alignment errors is modelled by the stiffness
element kw0

.

1 Note that these components are assumed to be rigidly connected.
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The hard mount assembly is modelled by three spring elements, two mass
elements and a force actuator Fa, as indicated in figure 7.5.
In case of the PEA-based setup, kact represents the stiffness of the piezo-
ceramic stack. The compliant component placed in series with the piezoelec-
tric actuator is modelled by ks. The spring kw1

represents the wire flexure
that is used to overcome any misalignment between the floor body M0 and
the actuator assembly. The mass elements mv1

and mv2
represent the equival-

ent lumped masses of the piezoceramic stack, the actuator casing and some
fastening elements.
In case of the VCA-based setup, the spring kact is used to model the stiffness
of the voice coil linear guidance flexures. Once more, the stiffness kw1

rep-
resents a wire flexure, which is used to overcome any misalignment between
the floor body M1 and actuator assembly. The bridge structure is assumed to
have a limited stiffness, which is modelled by the spring element ks. The mass
element mv1

represents the mass of the coil itself. The lumped mass of the
permanent magnet, the magnet housing and the bridge structure is modelled
by mv2

.

Values of the model parameters for both setups can be found in appendix A.2,
in table A.1. These parameter values have either been collected from data
sheets, computed from CAD data or computed by finite element analysis.

Input-output behaviour in the frequency domain

The dynamical behaviour of the setup is described in the frequency domain
by six transfer functions, as defined in equation (7.1). These transfer functions
are easily computed using the method discussed in appendix A.1.2.
The resulting frequency response of Hm(s) is shown in figure 7.6 for both the
VCA-based setup (solid line) and the PEA-based setup (dashed line).

Hm(s) =



H11(s) H12(s)
H21(s) H22(s)
H31(s) H32(s)


 ≡




Ẍ0(s)
Fsh(s)

Ẍ0(s)
Fa(s)

Ẍ1(s)
Fsh(s)

Ẍ1(s)
Fa(s)

Ẍ2(s)
Fsh(s)

Ẍ2(s)
Fa(s)




(7.1)

The dominant resonance frequencies in the VCA-based setup are 4.4, 19 and
88 Hz, which are all clearly visible in e.g. figure 7.6c (solid line). The accompa-
nying resonance modes are respectively the floor mode, suspension mode and
(first) structural mode. The additional dynamics above 1 kHz are resonances
associated with the wire flexures and the bridge structure.
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(c) H21(s) = Ẍ1(s)/Fsh(s)
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(d) H22(s) = Ẍ1(s)/Fa(s)
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Figure 7.6: Bode diagrams of the single-directional mechanical models of the
experimental setups (see figure 7.5); : VCA-based; − − : PEA-based
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For the PEA-based setup, the dominant resonance frequencies are 4.5, 37 and
99 Hz respectively, for the floor mode, suspension mode and (first) structural
mode. Once more, some additional dynamics due to the wire flexures occur
above 1 kHz.
An obvious difference compared to the VCA-based setup is the higher sus-
pension mode frequency, which is caused by the higher suspension stiffness
in the PEA-based setup. In figures 7.6c and 7.6e, it is seen that the increased
suspension stiffness increases the high frequency response to the shaker force
(i.e. to floor vibrations). Moreover, it is observed in figures 7.6b, 7.6d and 7.6f
that much more force is required from the piezoelectric actuator than from
the voice coil actuator to generate a desired acceleration. This is partly caused
by the increased suspension stiffness, but the most important reason is the
presence of the serial compliant component.2 As a result, much larger forces
are required in the PEA-based setup (compared to the VCA-based setup) to
achieve the same vibration isolation performance.

Both setups have suspension resonance frequencies (19 and 37 Hz respect-
ively) that are considerably larger than that of a soft mounted system (typic-
ally 1 Hz). As a result, the support stiffness of these setups are respectively
approximately 350 and 1350 times larger than that of a typical soft mount
system.

The transfer function H22(s) (figure 7.6d) describes the mechanical part of the
dynamics that are involved in the feedback loop (see e.g. figure 4.3a). Re-
call from section 4.3.1 that, with collocated actuator/sensor pairs, DVF-like
feedback control results in a robustly stable closed loop system. It has also
been discussed that the collocation condition is violated when absolute mo-
tion sensors are used, but that a practically collocated system may still be
achieved.
In this case, the system transfer function should at least exhibit an alternating
pole-zero pattern. In figure 7.6d, an alternating pole-zero pattern is indeed
observed in the frequency range from 10 to 1000 Hz, for both the PEA-based
and VCA-based setups.
Above 1 kHz (1200 Hz for the PEA-based setup and at 2 kHz for the VCA-
based setup), an internal resonance occurs that deviates from the collocated
behaviour. This resonance is associated with the spring element ks (see fig-
ure 7.5), i.e. with the serial component in the PEA-based setup or the bridge
structure in the VCA-based setup.
The near pole-zero cancellation at 4.5 Hz in both transfer functions is of little
significance because the accompanying phase change is only limited (due to
the significant damping of the poles and zeros that are involved).
Therefore, it can be concluded that a robustly stabilizing feedback controller
can be designed, provided that the control bandwidth is limited to approxim-
ately 300 Hz.

2 See equation (6.37) for the effect of the serial stiffness ks on the effective force.
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7.2.2 Coupled 3D dynamics

So far, the mechanical model has only considered motion in one direction,
under the assumption that the major bodies’ motion is perfectly linear, i.e.
the off-axis motion of the bodies is completely constrained. In practice, some
off-axis motion, e.g. tilting and rocking, occurs due to the finite stiffness of
the linear guidance in these directions of motion. These off-axis resonance
modes are excited by the actuators as a result of alignment errors in the sys-
tem. Moreover, due to the tilt-to-horizontal coupling in the accelerometers
(recall section 6.1.1), the sensors can measure these off-axis motions.

Three-dimensional models of both the PEA-based and VCA-based setup have
been constructed, using the software package SPACAR. These models describe
the stiffness of the linear guidance of each major body, resulting in many off-
axis resonances (e.g. tilt) as described above. The model also incorporates the
tilt-to-horizontal coupling effect in the accelerometers. Lastly, alignment and
orientation errors of the floor and the machine bodies are included. These er-
rors have been varied over ±1 mm and ±10 mrad, respectively.
It is beyond the scope of this thesis to discuss the actual 3D modelling in
SPACAR. Instead, an example of the resulting effects on the input-output be-
haviour is illustrated in figure 7.7.
Compared to figure 7.6, the contributions of the off-axis resonance modes are
clearly observed as “spikes” in the frequency range between 200 and 400 Hz.
Due to the off-centre placement of the sensor on the floor body M0, the most
significant contributions occur in H11(s) (figure 7.7a) and H12(s) (figure 7.7b).

It is important to note that the coupled dynamics can sometimes result in non-
minimum phase zeros, e.g. as observed in the phase plot of figure 7.7f (solid
line, at 500 Hz). When such non-minimum phase behaviour would occur in
the transfer function H22(s), it would pose a (possibly severe) constraint on
the feedback performance (see e.g. [Skogestad and Postlethwaite (2005), Sect.
5.2]. Moreover, recall from chapter 5 that non-minimum phase zeros in either
H11(s) and H22(s) can not be stably inverted and would therefore restrict the
achievable performance of the (adaptive) feedforward controller.
As a consequence, careful alignment of the actuators and sensors in the hard
mount is required to prevent any non-minimum phase zeros from occurring
in the relevant transfer functions H11(s) and H22(s).
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M
ag

ni
tu
d
e
(d
B
)

P
ha

se
(d
eg

)

Frequency (Hz)
100

100

101

101

102

102

103

103

−120
−80
−40

0

−360
−270
−180
−90

0

(b) H12(s) = Ẍ0(s)/Fa(s)
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Figure 7.7: Bode diagrams of the 3D mechanical models of the experimental
setups; : setup with VCA; : setup with PEA
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7.2.3 Signal conditioning and power electronics

Finally, the model is extended with the signal conditioning and power elec-
tronics. A block diagram showing the interconnection of the mechanical sys-
tem and the sensor and actuator electronics is shown in figure 7.8. The input
signals ush and ua represent the digital driving signals for the shaker and the
(PEA or VCA) actuator. The output signals y0, y1 and y2 are sampled versions
of the sensor signals, which represent the accelerations of the floor mass M0,
the first machine mass M1 and the second machine mass M2 respectively.3

The output signals are then related to the input signals by six transfer func-
tions n the z-domain, as indicated in equation 7.2. The naming of the primary
path P (z), secondary path S(z), tertiary path T (z) and quaternary path Q(z) is
carried over from the discussion on adaptive feedforward control in chapter
5. The two remaining transfer functions P2(z) and S2(z) model the effect of the
actuators on the acceleration ẍ2 of the second machine mass M2.



Y0(z)
Y1(z)
Y2(z)


 =



T (z) Q(z)
P (z) S(z)
P2(z) S2(z)




[
Ush(z)
Ua(z)

]
(7.2)

The signal y2 (i.e. the acceleration ẍ2) is used as the validation signal for the vi-
bration isolation performance. Recall from section 3.1 that the improvement
of the deformation transmissibility is the objective that determines the overall
vibration isolation performance. Unfortunately, it is also the most challenging
to verify, because there are no displacement sensors incorporated in the setup
that can measure the deformation directly. However, the acceleration ẍ2 of the
second machine mass M2 can be conveniently used for this purpose.

[
ush(k)
ua(k)

] 


y0(k)
y1(k)
y2(k)


DAC PA Hm(s) SSC ADC

Figure 7.8: Block diagram showing the interconnection of the mechanical sys-
tem and the electrical components
DAC : DA-converters (dSPACE DS2102)
PA : power amplifiers and actuator electronics

Hm(s): mechanical system (including coupled 3D dynamics), cf. eqn. (7.1)
SSC : sensor signal conditioning
ADC : AD-converters (dSPACE DS2004)

3 The dSPACE DA- and AD-converters use normalized signals, i.e. the signals are normalized by
their respective full scale input/output ranges. As a result, ush, ua, y0, y1 and y2 are expressed
in [V/V].
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To illustrate this fact, recall the parametric model of the setup(s), shown in fig-
ure 7.5. Based on this model, Newton’s second law of motion for the second
machine mass is expressed by equation (7.3). Because the stiffness of the linear
guidance flexures ks2 is much smaller than the structural stiffness k2, it is eas-
ily recognized that the deformation ∆x(t) ≡ x2(t)− x1(t) can be approximated
by scaling the acceleration ẍ2(t) by a factor −m2/k2.4 For the experimental
setups, this means that an acceleration level of 1 mm/s2 for ẍ2 is roughly
equivalent to an internal deformation ∆x of −6.7 nm.

m2ẍ2(t) = −k2 (x2(t)− x1(t))− ks2x2(t), ks2 � k2 (7.3)

The modelling of the sensors and actuators including their electronics has
already been discussed in chapter 6. Specifically, the block diagram of the
PEA channel is shown in figure 6.18. The voice coil actuator is operated
in voltage-mode, corresponding to the block diagram of figure 6.22a. For
both actuators, the dominant dynamic effect of the actuator electronics (apart
from amplification) is the introduction of first-order low-pass dynamics in
the transfer functions Q(z), S(z) and S2(z). The output impedance of the PEA
pre-amplifier and the capacitance of the PEA itself form a first-order low-pass
RC-filter with its pole at 100 Hz. The VCA coil impedance has a single pole at
approximately 680 Hz.
The electrodynamic shaker is also operated in voltage-mode, corresponding
to the block diagram of figure 6.22a. However, due to the small coil induct-
ance, it can be modelled as a simple gain in the frequency range of interest.
The signal conditioning of the accelerometers is performed by a Brüel & Kjær
Nexus 2692 conditioning amplifier, which implements charge amplification,
calibrated variable voltage gain and second order high-pass and low-pass (anti-
aliasing) filters.
An overview of the relevant parameters for the electronic system components
is presented in table A.2 in appendix A.2.2.

7.2.4 Combined electromechanical model

Combining the models of the actuator electronics, the sensor electronics and
the mechanical system (including the coupled 3D dynamics) results in the
overall electromechanical models for the PEA-based and VCA-based setups.
In figure 7.9, the frequency responses of these combined models are shown
for both setups.

4 Note that this method is only valid in the absence of any external forces on the second machine
mass, and provides a quasi-stationary approximation (because damping effects are ignored).
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(c) P (z) = Y1(z)/Ush(z)
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(f) S2(z) = Y2(z)/Ua(z)

Figure 7.9: Frequency response of the 3D setup models including electronics
: setup with VCA; : setup with PEA



138 Chapter 7. Experimental setup

The most important aspect of the electronics is the negative phase shift in all
the frequency responses compared to figure 7.7. In the following chapter, it is
shown that this negative phase shift is an important limiting factor for both
the feedback control performance as well as the feedforward control perform-
ance.
This phase lag is particularly clear in the frequency range above 100 Hz. It
is caused primarily by the anti-aliasing filters in the sensor signal condition-
ing. Moreover, nearly a full sample delay is introduced due to the sequence
of the AD- and DA-conversions in the real-time implementation, resulting in
additional phase lag.5

7.3 System identification

Although the parametric models that have been presented in the previous
sections offer insight into the dynamic behaviour of the setups, the model is
most likely not sufficiently accurate to describe the actual dynamic behaviour
accurately enough. Moreover, the parameter values that are used in the para-
metric models are rough estimates of the real values. As a result, the para-
metric models are not suited for the design of the feedback controller nor for
application in the real-time implementation of the adaptive feedforward con-
troller.
Therefore, system identification experiments are required to obtain accurate
models of the setups. Specifically, accurate models of the secondary path S(z)
and the quaternary pathQ(z) are required for the real-time implementation of
the adaptive feedforward controller (see e.g. figure F.2 in appendix F.1). The
model of secondary path is also required to design the feedback controller.
The remaining transfer functions P (z), P2(z), T (z) and S2(z) are also identified.
These transfer functions are not required for the implementation or design of
the controllers, but are used for simulations and prediction of the vibration
isolation performance.6

In this thesis, a frequency domain subspace identification method is applied
using periodic excitation signals. The entire system identification procedure
is presented in detail in appendix E.

5 In the dSPACE real-time code, the AD-conversions are performed first and only then the DA-
conversions are executed.

6 Note that it is usually not possible to identify the transfer functions P (z), P2(z) and T (z) in
practical situations, as the user has no control over the external excitation source(s).
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The use of periodic excitations has two major advantages (among others) [Pin-
telon and Schoukens (2001), Ch. 2, 3 and 10]:

• The system response to the periodic signal is also periodic, whereas
the noise contributions are generally not periodic. As a result, by
averaging over several periods, the signal-to-noise ratio (SNR) is
improved. The SNR of the data ultimately determines the model
accuracy that can be achieved.

• For frequency domain identification methods, the data set can be
confined to the excited frequencies only. For each excited fre-
quency only 2 data points (e.g. amplitude and phase) need to be
stored for each signal. This commonly results in a significant data
reduction compared to the measured time traces.

The chosen periodic excitation signal is a random phase multisine signal, see
equation (7.4). The user has extensive control over the excitation signal, i.e.
the number of excited frequencies Nf , the base frequency fb, the amplitude
spectrum Al and the excited frequency grid fl are user-definable. The phases
ϕl are realizations of a zero mean random process that is uniformly distrib-
uted over (−π,π).

uMS (t) =

Nf∑

l=1

Al cos(2πflt +ϕl) , fl = klfb, kl ∈N (7.4)

A state-space model structure is chosen to describe the system dynamics. For
the estimation of the state-space model parameters, a frequency domain sub-
space identification algorithm is used [McKelvey et al. (1996), Algorithm 2]
(see also appendix E.5). The algorithm requires the user to select only one
parameter q, which determines the size of the data matrices that are involved
in the subspace identification. This parameter should be chosen larger than
the (desired) system order Nx.
Given a chosen value for q, the identification algorithm can produce identified
models of any order Nx ≤ q (note that Nx is the selected system order, not the
true system order). Unfortunately, the fit of the identified model to the meas-
ured frequency response data is not a smooth function of q andNx. Therefore,
it is suggested to perform a numerical search over q in the range [1.5Nx, 6Nx],
searching for the best least-squares fit to the measured frequency response
[Pintelon and Schoukens (2001), Sect. 7.14].
However, obtaining the best least-squares fit is not necessarily the goal for
the system identification. Other characteristics of the identified system may
also be important but less suited to incorporate into the least-squares prob-
lem. For example, there is a risk of erroneously identifying minimum phase
zeros as non-minimum phase (NMP) or vice versa. As discussed in chapters 4
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and 5, NMP zeros can have significant adverse effects on the performance of
the feedback and feedforward control, and should therefore be identified cor-
rectly. Therefore, the identification of the zeros is checked manually by com-
paring the estimated non-parametric frequency response and the frequency
response of the identified models.

In section 7.3.1, the system identification of the PEA-based setup is discussed.
The identification experiments for the VCA-based setup and their results are
described in section 7.3.2.

7.3.1 PEA-based setup

The sampling frequency fs is chosen at 3200 Hz. This choice is a comprom-
ise between sufficient computational time (per sample) for the feedforward
adaptation algorithm and sufficient bandwidth to prevent aliasing problems.

The base frequency fb of the multisine signal is set such that the excitation
signal has a period of 215 samples (fb ≈ 0.10 Hz).7 The measured frequency
data is averaged over 100 periods.
The setup is excited by a random phase multi-sine signal with Nf = 1786
components. Up to 100 Hz, all the higher harmonics of the base frequency
are excited. From 100 to 1000 Hz a quasi-logarithmic grid with 600 frequency
points per decade is used. Above 1000 Hz, a quasi-logarithmic grid with 800
points per decade is used. By using quasi-logarithmic grids, the emphasis of
the identification is shifted towards lower frequencies.

Three experiments are performed to collect the identification data. In the first
experiment, the setup is only excited by the shaker. For this experiment, the
amplitude spectrum is chosen to be constant over the excited frequency grid.
In the second experiment, the setup is excited with the piezoelectric actuator.
Again, the amplitude spectrum is flat over the excited frequency grid.
The low frequency signal-to-noise ratio of this second experiment is rather
poor, as a result of the small gain of the PEA-related transfer functions Q(z),
S(z) and S2(z) below 30 Hz (see figures 7.9b, 7.9d and 7.9f, dashed lines).
Therefore, a third experiment (using the piezoelectric actuator) is performed.
In this experiment, only the harmonics of the base frequency up to 10 Hz are
excited, with an amplitude spectrum as shown in figure 7.10. The shape of
the amplitude spectrum compensates somewhat for the reduced gain of the
relevant transfer functions at low frequencies.

7 Using 2n samples (with n a positive integer) allows the use of the Fast Fourier Transform to
compute the Discrete Fourier Transform.
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Figure 7.10: Amplitude spectrum for the third identification experiment for
the PEA-based setup.

The frequency response data of the third experiment are used to replace the
low frequency data of the second experiment. The combined data set is sub-
sequently used in the identification procedure.

Signal-to-noise ratios of the frequency response data

In figure 7.11, the signal-to-noise ratio (SNR) is presented for the frequency
response data that is used for the identification of the PEA-based setup. See
appendix E.4.2 for details on the computation of the SNR (equation (E.14)).

From these figures, it is observed that the best SNR that is obtained in these
experiments is typically 50–60 dB. Because the subspace identification al-
gorithm puts more weight on frequency data with good SNR (see appendix
E.5.2 for details), it can be expected that the identification results are less ac-
curate in frequency ranges where the SNR is small.
Therefore, it can be concluded that the transfer functions T (z), P (z) and P2(z)
are difficult to identify at frequencies below approximately 1 Hz. This is an
inherent difficulty when force-to-acceleration transfer functions are identi-
fied for a system that does not allow rigid body motions. For such systems,
the transfer functions have a low-frequency asymptote with a slope of +40
dB/decade, resulting in a poor SNR at low frequencies.
A similar conclusion is reached for the transfer functions Q(z), S(z) and S2(z).
Note that the SNR for these transfer functions in the frequency range between
1 and 10 Hz is nearly constant, as a result of the increased amplitude spec-
trum in this frequency range (recall figure 7.10). Otherwise, the SNR for these
transfer functions would drop below 0 dB for f . 5 Hz.
Lastly, the transfer functions P (z), P2(z) and S2(z) may also prove difficult
to identify above 200 Hz due to the high-frequency roll-off in these transfer
functions.
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Figure 7.11: Signal-to-noise ratios of the frequency data set used for the PEA-
based setup identification

Identified models of the PEA-based setup

The transfer functions T (z), P (z), P2(z), Q(z), S(z) and S2(z) are identified sep-
arately from the frequency response data. Table 7.1 lists the values of the
identification parameter q and the selected system order Nx for each of the
transfer functions.

Table 7.1: Identification parameters (q) and selected system orders (Nx) for
the identified PEA-based setup models

T (z) P (z) P2(z) Q(z) S(z) S2(z)

q 250 250 250 250 50 250

Nx 62 51 41 34 22 31
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Figure 7.12: Bode diagrams of the identified models for the PEA-based setup
: identified model, : non-parametric FRF, : parametric model
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In figure 7.12, the resulting identified model (black line) is compared to the
non-parametric frequency response function (FRF, red line). The fit between
the identified models and the non-parametric FRF is very good for all input-
output channels, except in the frequency ranges with poor SNR (see figure
7.11). For comparison, the frequency response of the parametric model (green,
dashed line) is also shown (see also figure 7.9).

The dominant resonance frequencies in the models are the floor mode at 3.7
Hz (ζ = 11%), the suspension mode at 35 Hz (ζ = 0.4%) and the structural
mode at 95 Hz (ζ = 0.3%). It is concluded from the value of the suspension
frequency that, compared to a soft mount system with a resonance frequency
at 1 Hz (and the same supported mass), the hard mount in the PEA-based
setup has a support stiffness that is approximately 1200 times higher.

Although the identified models have similar dynamic behaviour to the para-
metric models, several important differences are observed by comparing the
identified model and the parametric model:

• The floor mode, suspension mode and (first) structural mode have
shifted to lower frequencies. This is especially clear for the floor
mode which has moved from 4.5 to 3.7 Hz, see e.g. figure 7.12a.
These shifts are likely due to an overestimation of the stiffness val-
ues in the parametric model.

• The gain of the identified models for Q(z), S(z) and S2(z) is clearly
smaller than predicted by the parametric model. This reduced
gain is thought to be caused by the hysteresis in the piezoelectric
actuator, see also figure 6.17.

• In the identified model of the secondary path S(z) (figure 7.12d)
three poorly damped resonances are observed in the frequency
range between 1000 and 1300 Hz. Only one of these resonances
is present in the parametric model. The other resonances are most
likely internal resonances of the piezoelectric actuator.

• The tertiary path (figure 7.12a) has a non-minimum phase (NMP)
zero pair at approximately 160 Hz, which is associated with a tilt-
ing mode of the floor body M0. This NMP zero pair can not be
stably inverted by the (adaptive) feedforward controller. As a res-
ult, the vibration isolation performance at this frequency will be
reduced.

• Many additional resonances can be observed above 200 Hz, e.g. in
the transfer functions P (z), P2(z) and S2(z). Some of these reson-
ances are off-axis resonances of the major bodies (see also section
7.2.2 and figure 7.9). Others are resonances of the housings of the
major bodies, the laboratory table and the base plate on which the
setup is mounted. The latter resonances have not been included in
the parametric model.
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Implications for control

In chapter 8, these identified models are used to perform the control exper-
iments. Therefore, the implications of some characteristics of the identified
models for control design and implementation are discussed.

For the feedback control design, the secondary path S(z) is relevant. The
identified model closely matches the estimated non-parametric frequency re-
sponse. Therefore, any feedback controller that results in a stable closed loop
model will almost certainly also stabilize the actual system.
Note that the secondary path S(z) still exhibits an alternating pole-zero pat-
tern over a large frequency range, allowing the use of DVF-like feedback con-
trol. The combination of high-frequency resonances and the phase lag due
to the anti-aliasing filters may be a limiting factor in the achievable band-
width for the feedback controller. The lower gain (compared to the parametric
model) is not an issue, it merely means that larger control signals are required
to achieve the same performance.

For the adaptive feedforward controller, two transfer functions are relevant:

• Quaternary path Q(z):
This transfer path is used in the internal model correction (IMC)
of the response of the floor acceleration to the feedforward com-
pensation signal. Above 10 Hz, the model closely matches the es-
timated non-parametric frequency response. However, the floor
resonance mode is not correctly modelled, which is the result of
the poor SNR at this frequency.
Recall from section 5.1.1 that especially at low frequencies the
model of Q(z) must be accurate because the feedforward control-
ler gain is large at low frequencies. Alternatively, by reducing the
low-frequency gain of the feedforward controller, the IMC loop
may be stabilized. This can be achieved by proper choice of the
regularization filter, the leakage factor and/or the noise shaping
filter, see section 5.3.4.

• Secondary path S(z):
To allow stable adaptation of the controller weights, the secondary
path should not have phase errors larger than 90◦ in magnitude.
The phase error only becomes that large at frequencies below 1
Hz. Once more, the robustness in this frequency range can be im-
proved by applying leakage and regularization of the secondary
path, see section 5.3.3.
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The implementation of the Causal Wiener filter also requires the secondary
and quaternary path models, but also the models for the primary path P (z)
and the tertiary path T (z). Although the models of S(z), T (z) and Q(z) are
quite accurate over most of the frequency range, the fit of the primary path
model to the non-parametric frequency response is not so good at frequencies
above 200 Hz. The poor fit is caused by the poor SNR in this frequency range
combined with the multitude of resonance modes that occur in this frequency
range. The model errors in this frequency range may prove problematic.

7.3.2 VCA-based setup

For the identification of the VCA-based setup, the same multisine frequency
grid is used. Only two experiments are performed (one using the shaker and
one using the VCA). For both experiments, the amplitude spectrum is con-
stant over the excited frequencies.
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Figure 7.13: SNR of the identification data set used for the VCA-based setup
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Signal-to-noise ratios of the frequency response data

Figure 7.13 shows the signal-to-noise ratios for the data set used for the iden-
tification of the VCA-based setup. A similar conclusion can be drawn as pre-
viously for the PEA-based setup: all transfer functions are difficult to identify
at low frequencies (f < 2 Hz for T (z), P (z) and S2(z), f < 10 Hz for Q(z), S(z)
and S2(z)). Moreover, P (z), P2(z) and S2(z) are difficult to identify above 100
Hz, due to the roll-off in these transfer functions.

Identified models of the VCA-based setup

For the VCA-based setup a single state-space system is identified with three
outputs and two inputs. The search over q and Nx results in a good fit for
q = 300 and Nx = 72. This initial system order is deemed too large. Therefore,
nine complex-conjugate pole pairs and their (nearly) cancelling zeros have
been removed manually, resulting in a 54th order system.
In figure 7.14, the identified model is compared to the non-parametric fre-
quency response function and the parametric model of figure 7.9. Once more,
the identified model corresponds very well to the non-parametric data in the
frequency ranges with relatively large signal-to-noise ratios.

The floor mode is again observed at 3.7 Hz (ζ = 11%), the suspension mode
has a frequency of 17 Hz (ζ = 1.6%) and the structural resonance occurs at 82
Hz (ζ = 0.3%). Compared to a soft mount system with a suspension frequency
at 1 Hz, the support stiffness of the VCA-based setup is approximately 300
times larger. Also, note that, the suspension mode has a four times larger
damping ratio compared to the PEA-based setup. This is mostly caused by
the back-emf damping in the voice coil actuator.

In comparison to the parametric model, several resonance modes have shifted
to lower frequencies. This is especially true for the floor mode at 3.7 Hz (see
e.g. figure 7.14a) and the internal resonance of the VCA module at 800 Hz (see
figure 7.14b). Apparently, the stiffness of some components is not as high as
assumed in the parametric model.
Moreover, the transfer function T (z) has non-minimum phase zeros at approx-
imately 160 Hz (see figure 7.14a), just like in the PEA-based setup. Therefore,
it is expected that the adaptive feedforward controller does not achieve any
vibration isolation performance at this frequency.



148 Chapter 7. Experimental setup

M
ag

ni
tu
d
e
(d
B
)

P
ha

se
(d
eg

)

Frequency (Hz)

10−1 100 101 102 103
−120
−80
−40

0

40

10−1 100 101 102 103

−720
−360

0

360

(a) T (z) = Y0(z)/Ush(z)

M
ag

ni
tu
d
e
(d
B
)

P
ha

se
(d
eg

)

Frequency (Hz)

10−1 100 101 102 103
−120
−80
−40

0

40

10−1 100 101 102 103
−720
−540
−360
−180

0
180

(b) Q(z) = Y0(z)/Ua(z)

M
ag

ni
tu
d
e
(d
B
)

P
ha

se
(d
eg

)

Frequency (Hz)

10−1 100 101 102 103
−120
−80
−40

0

40

10−1 100 101 102 103
−1080
−720
−360

0
360
720

(c) P (z) = Y1(z)/Ush(z)

M
ag

ni
tu
d
e
(d
B
)

P
ha

se
(d
eg

)

Frequency (Hz)

10−1 100 101 102 103
−120
−80
−40

0

40

10−1 100 101 102 103
−720
−540
−360
−180

0
180

(d) S(z) = Y1(z)/Ua(z)

M
ag

ni
tu
d
e
(d
B
)

P
ha

se
(d
eg

)

Frequency (Hz)

10−1 100 101 102 103
−120
−80
−40

0

40

10−1 100 101 102 103
−1080
−720
−360

0
360

(e) P2(z) = Y2(z)/Ush(z)

M
ag

ni
tu
d
e
(d
B
)

P
ha

se
(d
eg

)

Frequency (Hz)

10−1 100 101 102 103
−120
−80
−40

0

40

10−1 100 101 102 103
−720
−540
−360
−180

0
180

(f) S2(z) = Y2(z)/Ua(z)

Figure 7.14: Bode diagrams of the identified model for the VCA-based setup
: identified model, : non-parametric FRF, : parametric model
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Implications for control

The identified models are used for controller design and implementation in
chapter 8. Therefore, some characteristics of the identified models are dis-
cussed in anticipation of their use in the control experiments.

The secondary path S(z) has an excellent fit to the non-parametric frequency
response data. Moreover, the secondary path exhibits an alternating pole/zero
pattern, meaning that the DVF-like feedback control can be applied. The
phase lag at high frequencies, in combination with the resonance near 800
Hz, may require some additional attention.
For the adaptive feedforward controller, the arguments used for the PEA-
based setup can be repeated here. Although the models of the secondary path
S(z) and the quaternary path Q(z) have some low frequency errors, it is ex-
pected that the robustness to these model errors can be improved sufficiently
by regularization of the secondary path, applying leakage and using residual
noise shaping.
Also for the Causal Wiener filter the arguments used for the PEA-based setup
can be repeated for the VCA-based setup. The errors in the primary path
model P (z) may prove problematic.

7.4 Recapitulation

In this chapter, the experimental setup that is used for control algorithm test-
ing has been presented. The setup has been designed with three well-defined
resonance modes (floor, suspension and structural mode). The setup attempts
to realize similar dynamic behaviour as the basic system model of section 2.4.
This simplified model still describes many of the characteristics of typical vi-
bration isolation problems that are encountered in precision equipment.

The setup is designed for predominant single-directional motion, in order to
limit the complexity of the dynamic behaviour. However, due to the finite
stiffness of the linear guidance mechanisms and alignment errors in the setup,
some off-axis (e.g. tilt) resonances are excited and are observed at the accel-
erometers. A three-dimensional parametric model is constructed using the
software package SPACAR to gain insight into this phenomenon. Moreover,
the electronic components have been included into this model.

For feedback controller design and implementation of the adaptive feedfor-
ward controller more accurate models of the actual setup are required. These
models have been obtained from system identification using multisine excit-
ations, which offers the benefit of noise reduction by averaging over multiple
measured periods.
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A frequency domain subspace identification algorithm is used to compute
state-space models of the setup. The quality of the identified models is seen
to be directly related to the signal-to-noise ratio of the identification data. In
the frequency ranges with good signal-to-noise ratio, the identified models
realize an excellent fit to the non-parametric frequency response data.
The implications of model errors on the controller design and implementa-
tion have been pointed out. Especially the model errors in the primary path
P (z) may prove troublesome for implementation of the Causal Wiener filter.
No significant difficulties are expected for the feedback controller design and
the adaptive feedforward filter implementation.

Both setups have a support stiffness that is much higher than the support stiff-
ness of a soft mount system. Compared to a soft mount system with a suspen-
sion frequency of 1 Hz, the support stiffness of the PEA-based and VCA-based
setups are approximately 1200 and 300 times higher.



Chapter 8

Control experiments

In this chapter, the results are presented for the control experiments that have
been performed on the two experimental setups, which have been presented
in the previous chapter. In these experiments, the feedback control methods
of chapter 4 and the adaptive feedforward control methods of chapter 5 have
been tested on either setup.
In section 8.1, the performance criteria are reviewed that are used for eval-
uating the various experiments. The results of the control experiments are
treated separately for the PEA-based and VCA-based setups, in sections 8.2
and 8.3 respectively. Finally, the results for the two setups are compared and
summarized in section 8.4.

8.1 Performance criteria

The main (qualitative) objectives for an active hard mount vibration isolation
system have been formulated in section 3.1 and are repeated below.

i. High support stiffness

ii. Small deformation transmissibility

iii. Skyhook damping of the suspension mode

iv. Improved damping of the relevant structural modes

Recall from the system identification results that have been presented in sec-
tion 7.3, that the PEA-based and VCA-based setups have support stiffness val-
ues that are respectively 1200 and 300 times larger than the support stiffness
of a soft mount system with a suspension frequency of 1 Hz. It is deemed that
these support stiffness values are sufficiently high. It then remains to be seen
whether the other three objectives are met.



152 Chapter 8. Control experiments

In section 7.2.3 it has been argued that the acceleration signal ẍ2(t) of the
second machine body M2 can be used as an approximate measure for the in-
ternal deformation. For the experimental setups, an acceleration level of 1
mm/s2 for ẍ2 is roughly equivalent to a deformation ∆x of −6.7 nm. There-
fore, in this chapter, the vibration isolation performance (in terms of the de-
formation transmissibility) is analysed using the measured acceleration signal
ẍ2(t).

The control system should achieve at least 40% skyhook damping of the sus-
pension mode as well as 10% damping of the relevant structural modes. To
evaluate the damping ratio improvement for the suspension and structural
modes, the damping ratios of the identified (open loop) models are compared
to the predicted damping ratios in the closed loop models. This estimate is
deemed sufficiently accurate due to the excellent fit of the identified models
to the measured data, see e.g. figures 7.12 and 7.14.

Besides the performance criteria discussed above, which are derived directly
from the stated main objectives, several other criteria are used to evaluate the
control system performance:

• Acceleration ẍ1 of the first machine body M1:
This signal is the error signal used for feedback control as well
as for the adaptation of the feedforward controller weights. It is
therefore interesting to observe the relationship between the ac-
tual vibration isolation performance (the acceleration ẍ2 of M2)
and the observed error signal ẍ1.

• Control effort ua:
The control effort ua is also recognized as a relevant performance
criterion. In this chapter, both RMS and peak-peak (pk-pk) meas-
ures are used to characterize the control effort.

• Turnaround time T turn:
To assess the computational complexity of the control algorithms,
the turnaround time Tturn is logged. The turnaround time is the
total time required to execute all the real-time code in a single
sample interval.

The machine acceleration signals ẍ1 and ẍ2 will be compared to the machine
acceleration of the reference soft mount system that has been introduced in
section 3.1. The reference transmissibility Tref(s) is repeated in equation (8.1),
with ωsusp,ref = 2π rad/s, ζsusp,ref = 0.70 and εref = 1 · 10−3. The reference
machine acceleration level is obtained by filtering the measured floor acceler-
ation signal through the transmissibility Tref(s).

Tref(s) =
ω2

susp,ref

s2 + 2ζsusp,refωsusp,refs+ω2
susp,ref

− εref (8.1)
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8.2 PEA-based setup

In this section, the experimental results that have been obtained from the
PEA-based setup are presented. In section 8.2.1, the chosen excitation and
reference level for the performance evaluation are discussed. Then, the feed-
back control experiments are treated in section 8.2.2. Before discussing the
adaptive feedforward control experiments in section 8.2.4, the Causal Wiener
controller is used in section 8.2.3 to predict the achievable vibration isolation
performance for the adaptive feedforward controller.

8.2.1 Excitation level and target performance

To allow a more realistic evaluation of the vibration isolation performance,
the PEA-based setup is excited by the shaker such that the floor acceleration
power spectrum is comparable in shape to the power spectrum of practical
floors. This practical floor reference spectrum is based on the data presented
in figure 2.2 and has been introduced in section 6.1.2. It is an extension of the
VC-E vibration criterion and is therefore denoted by VC-Eext throughout this
chapter.
The resulting acceleration power spectral density of the floor bodyM0 is shown
in figure 8.1a. The increased power spectral density at frequencies below 1 Hz
is due to the 1/f –noise in the accelerometer.
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Figure 8.1: Open loop floor (M0) acceleration level of the PEA-based setup
: floor acceleration level of the experimental setup
: VC-Eext floor acceleration level (fig. b)
: reference machine acceleration level (fig. b)
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In figure 8.1b, the RMS floor acceleration level (black solid line) is compared
to the VC-Eext 1/3-octave RMS floor acceleration level (black dashed line). It
can be concluded that these spectra roughly have the same shape, although
the actual excitation on the setup has a higher level (by a factor of 3–5). The
excitation level is chosen at this higher level to improve the signal-to-noise
ratios for the various measurements. The total RMS (0–1600 Hz) level of the
floor acceleration is 20 mm/s2.
Moreover, the 1/3-octave RMS reference machine acceleration level is shown
in the same figure (green solid line). It represents the residual acceleration
level on the machine that would be achieved when the floor vibration trans-
missibility function is given by the idealized reference transmissibility func-
tion Tref(s), see equation (8.1). This reference machine acceleration level is
obtained by filtering the measured floor acceleration level (black line) by the
idealized transmissibility function Tref(s).

8.2.2 Feedback control

The primary purpose of the feedback controller is to increase the damping
of the suspension mode and the structural mode. To this end, the feedback
controller has been designed based on the DVF-like approach discussed in
section 4.3. The frequency response of the feedback controller is shown in
figure 8.2a.

Because the feedback controller uses an acceleration measurement, the basic
action to achieve damping is an integration of the measurement signal. How-
ever, the resulting high gain at low frequencies causes amplification of the
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Figure 8.2: Frequency response of the feedback controller (fig. a) and the
resulting loop gain (fig. b) for the PEA-based setup.
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measurement noise and bias, resulting in large control signal drift. There-
fore, a tame integrator with a pole at 5 Hz is used, as well as a second order
high-pass filter (with real poles at 0.6 and 1 Hz). Moreover, as discussed in
section 7.2.3, the power amplifier and the piezoelectric actuator form an RC-
filter with a pole at 110 Hz. This pole is cancelled in the feedback controller
by a zero. Finally, the gain has been tuned manually to achieve maximum
damping for the structural mode.

The resulting loop gain that is formed by the feedback controller and the
secondary path S(z) is shown in figure 8.2b. There are four 0 dB-crossings
between 20 and 200 Hz, which all have excellent phase margin (the smallest
phase margin is 77◦ at 148 Hz).
Due to the undamped internal resonances in the hard mount, there are six
more 0 dB-crossings above 1 kHz. Fortunately, the loop gain has an altern-
ating pole-zero pattern between 1 kHz and 1.3 kHz. Moreover, the phase lag
caused by the anti-aliasing filter is so large in this frequency range that the
phase margin for these crossovers is at least 45◦ (at 1.02 kHz), resulting in an
overall stable closed loop response. The minimum gain margin is 3.2 (10 dB)
at a frequency of 592 Hz.
The reciprocal of the peak magnitude of the complementary sensitivity func-
tion is a measure of the largest relative model error that can be allowed for
SISO systems [Franklin et al. (1994), Section 6.9.2]. For this feedback loop,
the peak magnitude of the complementary sensitivity function is 1.3 at 1.02
kHz. Therefore, relative model errors of at least 77% are allowed.

In table 8.1, the open and closed loop poles in the frequency range up to 200
Hz and their damping ratios are listed. In the open loop system, the floor
resonance mode occurs at 3.7 Hz and the suspension mode and structural
mode occur at 35 Hz and 95 Hz, respectively. The latter resonance modes are
poorly damped. The real pole at 110 Hz is the pole of the RC-circuit formed
by the piezoelectric actuator and its amplifier.

Table 8.1: Open and closed loop poles of the PEA-based setup (0–200 Hz)

Open loop Closed loop

Freq. (Hz) ζ(%) Freq. (Hz) ζ(%)

3.7 11 0.6 (real)

35 0.42 1.1 (real)

95 0.28 3.7 11

110 (real) 6.5 (real)

- - 42 71

- - 74 37

- - 111 (real)
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The feedback control has shifted the suspension mode to 42 Hz and has in-
creased the damping ratio to 71%. The structural mode occurs at 74 Hz in
the closed loop system and has a damping ration of 37%. It is concluded that
the damping objectives (at least 40% suspension damping and at least 10%
structural damping) are both met.

The closed loop structural damping ratio of 37% is much larger than the DVF-
prediction of 27%, see equation (4.15) (resonance frequency at 95 Hz, anti-
resonance frequency at 62 Hz). The prediction is based on the assumption that
the system can be approximated by a second order system. Moreover, the pre-
diction is developed in the continuous-time domain. Therefore, the predicted
value can only be used as a rough estimate. The larger than predicted value
for the damping ratio is in accordance with [Vervoordeldonk et al. (2006)],
where it is shown that higher damping values can be achieved by deviating
from the pure DVF control approach.

Results

The closed loop performance is illustrated in the frequency domain in figure
8.3. The open loop and closed loop power spectral densities of the acceleration
ẍ2 of the machine bodyM2 are compared in figure 8.3a. A similar comparison
for the acceleration ẍ1 is shown in figure 8.3c. The beneficial effect of the
increased damping of the suspension and structural modes is clear in both
figures. Just like in the open loop case, the increased power spectral density
below 1 Hz is caused by 1/f –noise in the sensors.
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Figure 8.3: Comparison of open loop and closed loop machine acceleration
levels of the PEA-based setup for the machine body M2.

: open loop acceleration level; : closed loop acceleration level
: reference machine acceleration level (fig. b)
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Figure 8.3 (cont.): Comparison of open loop and closed loop machine accel-
eration levels of the PEA-based setup for the machine body M1.

: open loop acceleration level; : closed loop acceleration level
: reference machine acceleration level (fig. d)

In figures 8.3b and 8.3d, the corresponding 1/3-octave RMS acceleration levels
are presented. Moreover, the reference machine acceleration level is drawn for
comparison. From these figures, it is clear that the closed loop acceleration
levels are still much worse than the reference acceleration level.

This can also be concluded from the summary of the performance measures
in table 8.2. The feedback controller has reduced the total RMS acceleration
levels by approximately a factor ten (−20dB). However, the acceleration levels
are still much worse than the reference level, by at least a factor of 40 (32 dB).

Table 8.2: Performance measures for the PEA-based setup: Open loop (OL)
and feedback controlled (FB)

Measure OL FB Unit

reference (RMS)a 0.087 0.087 mm/s2

ẍ0 (RMS) 20 17 mm/s2

ẍ1 (RMS) 39 3.6 mm/s2

ẍ2 (RMS) 51 4.9 mm/s2

ua (RMS) –
0.41 V

(0.19) (N)

ua (pk-pk) –
3.1 V

(1.5) (N)

Tturn 20.4 20.6 µs
a All RMS values are total RMS (0–1600 Hz)
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The required RMS control signal for the feedback controller is only 0.41 V,
with a corresponding peak-peak signal of 3.1 V. The corresponding peak-peak
force level is calculated as 60 N using the nominal PEA data (see table A.2).
Because the piezoelectric actuator is placed in series with a compliant ele-
ment, the (quasi-stationary) effective force level is only 1.5 N, see equation
(6.37) and table A.1. In section 6.2.1, the required effective force level is es-
timated to be only 0.14 N (peak-peak), i.e. a factor ten smaller. This difference
is partly explained by the larger excitation level and partly by the hysteresis
in the piezoelectric actuator that reduces its small-signal gain, see e.g. figure
6.17.
Lastly, the required turnaround time is 20.6 µs, which amounts to only 6.6%
of the sample interval and is only slightly more than the open loop turnaround
time. Clearly, data acquisition, data logging and other housekeeping tasks are
much more demanding than computing the feedback control signal.

8.2.3 Causal Wiener filter

In this section, a regularized Causal Wiener filter is computed with control
effort weighing at low frequencies, see section 5.2.4. It is expected that low-
frequency noise on the reference sensor, combined with the large gain of the
Causal Wiener filter, would otherwise lead to an excessively large peak actu-
ator signal level.
The computation is based on the identified models from section 7.3.1. Note
that closed loop transfer paths must be used, because the feedforward con-
troller is used “on top of” the feedback controller of the previous section.

The frequency response of the regularization filter Sreg(z) and the closed loop
secondary path Scl(z) are shown in figure 8.4a. Because the magnitude of the
regularization filter is larger than the secondary path’s magnitude below 2 Hz,
the gain of the regularized Causal Wiener filter must be reduced (compared
to the standard Causal Wiener filter) in this frequency range.
From figure 8.4b, which shows the frequency response of the (standard) Causal
Wiener filter and the regularized Causal Wiener filter, it is observed that this
is indeed the case.
In the frequency range from approximately 4 Hz to 100 Hz, the (regularized)
Causal Wiener filter achieves a slope of roughly −40 dB/decade, which means
it basically performs a double integral action in this frequency range. From
the phase plot, it is then concluded that the filter has negative sign. Physically,
this means that the filter computes the floor displacement from the measured
floor acceleration and generate a force proportional to this displacement, but
with opposite sign. This means that the force due to the suspension stiffness
is counteracted, which is exactly as expected from the discussion in section
2.6.2, see e.g. equation 2.36.
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Figure 8.4: Frequency responses of (a) : secondary path ( ) and regularization
filter ( ), and (b) : Causal Wiener filter ( ) and regularized Causal Wiener
filter ( ), for the PEA-based setup

At frequencies above 100 Hz, the filter behaviour becomes much more com-
plex. The filter is still attempting to counteract the forces due to the (dynamic)
suspension stiffness. However, this suspension stiffness is no longer constant,
but varies considerably with frequency.

Attempts to implement the regularized Causal Wiener filter have not been
successful. It has not been possible to achieve any reduction of the acceler-
ation levels. Apparently, the sensitivity of the overall performance to model
errors is very large. In many cases, the system even becomes unstable. This is
most likely caused by errors in the model of the closed loop quaternary path
Q̂cl(z), which is used in the internal model compensation (see section 5.1.1).
The observed sensitivity and the resulting lack of performance for fixed gain
feedforward control are compelling reasons to implement the feedforward
controller using an adaptive algorithm.

Prediction of adaptive feedforward performance

Even though the regularized Causal Wiener filter can not be implemented,
its model-based vibration isolation performance may be used to estimate the
vibration isolation performance of the adaptive feedforward controller.

The vibration isolation performance for the regularized Causal Wiener filter
is predicted from the identified model’s frequency response to excitation by
the shaker (ush). In figure 8.5a, the predicted performance in terms of the
acceleration ẍ2 of the second machine mass M2 is shown. Similar frequency
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Figure 8.5: Frequency responses of (a) : acceleration ẍ2 of machine mass M2,
and (b) : acceleration ẍ1 of machine mass M1, due to shaker excitation ush for
the PEA-based setup.

: open loop : feedback + regularized Causal Wiener filter
: feedback only

responses are shown in figure 8.5b for the acceleration ẍ1 of the first machine
mass M1. It is observed that the regularized Causal Wiener filter reduces the
acceleration levels starting from approximately 3 Hz, which is in accordance
with the fact that the regularization becomes significant at frequencies below
3 Hz, see figure 8.4a.

From figure 8.5a, it is concluded that the feedforward compensation can sig-
nificantly improve the feedback performance up to approximately 150 Hz. At
frequencies above 150 Hz, the second mass M2 is effectively decoupled from
the first machine mass M1 and the feedforward compensation no longer has
any effect (just like the feedback control). Because the feedforward controller
is designed to minimize the acceleration ẍ1 of the first machine mass M1 (the
available error signal), this decoupling is not compensated for. The important
conclusion is that the vibration isolation performance is only improved over
the frequency range in which the error signal (in this case ẍ1) and the actual
performance signal (in this case ẍ2) have a very similar response to the dis-
turbance sources.
At the anti-resonance frequency of the secondary path (62 Hz), the frequency
response of ẍ2 is increased due to the sharp peak in the feedforward control-
ler (see figure 8.4b). At this frequency, the control action has no effect on the
observed error signal ẍ1 and is therefore not taken into account in the min-
imization. However, it is clear that the control action at this frequency does
have an effect on other system responses. Therefore, it is advisable to can-
cel poorly damped zeros in the secondary (and tertiary) path by notch filters
in the feedforward controller, to prevent any unchecked large control signals
from deteriorating the system performance at these anti-resonance frequen-
cies.
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Because the feedforward compensation is designed to minimize the error sig-
nal ẍ1, this acceleration level is reduced over a larger frequency range, see
figure 8.5b. However, the improvement at frequencies above 200 Hz is only
moderate due to the delay in the secondary and tertiary paths. Loosely speak-
ing, the feedforward compensation reacts sluggish to the measured floor ac-
celeration in this frequency range, resulting in a reduced performance.
Another notable feature in figure 8.5b is that no improvement is obtained at
approximately 160 Hz. This is caused by an unstable zero pair in the tertiary
path, see also figure 7.12a. This unstable complex-conjugate zero pair can
not be compensated for, as it would require an unstable complex-conjugate
pole pair in the feedforward controller. The unstable zero pair is caused by
the fact that the reference accelerometer on the floor mass M0 is mounted off-
axis, thereby increasing the sensitivity to the tilting modes of the floor mass
M0. Therefore, unstable zeros in the secondary and tertiary paths (within the
frequency range of interest) must be avoided as much as possible.

8.2.4 Adaptive feedforward using FIR filters

In this section, the experimental results that have been obtained using an
adaptive feedforward controller with a FIR parametrization are presented.
The results of two experiments are presented and compared to illustrate the
achievable performance. These experiments are denoted by FIR1 and FIR2
respectively.
For both experiments, the feedforward controller is computed using an ad-
aptive algorithm that combines the preconditioned FxLMS algorithm (see fig-
ure 5.8) with the modified FxLMS algorithm (see figure 5.9) to improve the
convergence rate. Moreover, the residual noise shaping technique of section
5.3.4 is also implemented to shape the control signal in the frequency do-
main. Lastly, the adaptive algorithm uses the normalized LMS algorithm (see
equation (5.48)) with leakage to update the controller weights. A full block
diagram of the implemented adaptive feedforward controller is presented in
appendix F.1.

Parameter settings

The controller parameters for each of the experiments are listed in table 8.3.
Here, L is the number of FIR parameters, µ is the normalized step size (scale
factor for the time-varying step size µ(k)), ε is the regularization constant in
the time-varying step size, γ is the leakage factor and ρ is the regularization
constant that is applied to the closed loop secondary path (see also appendix
F.1, equation (F.4)).



162 Chapter 8. Control experiments

Table 8.3: FIR feedforward controller parameters, PEA-based setup (see also
appendix F.1)

L µ ε γ ρ

FIR1 2800 0.1 0.1 1 · 10−5 1.75 · 10−4

FIR2 2400 0.1 0.1 1 · 10−5 1.75 · 10−4

The two experiments not only differ by the number of implemented controller
weights, but also in the choice of the noise shaping filter N (z).
For the FIR1 experiment, the frequency responses of the noise shaping filter
N (z) and its complement M(z) are shown in figure 8.6a. The noise shaping
filter is designed to reduce the low-frequency content of the actuator signal.
It has been designed with dominant poles at approximately 1.5 Hz and +40
dB/decade roll-on. The fast roll-on should ensure that the control signal is
significantly reduced below the resonance frequency. Moreover, the comple-
mentary filter achieves −40 dB/decade roll-off, which ensures that the high-
frequency performance is influenced very little by the noise shaping filter.
The peak gains of both filters are approximately 1.3, so the amplification near
the resonance frequency is limited.

For the FIR2 experiment, the noise shaping filter is presented in figure 8.6b.
The important difference is the fact that a notch filter is added at the anti-
resonance frequency of the secondary path at 62 Hz. The purpose of the notch
filter is to prevent the actuator from exciting the system at this frequency,
which would otherwise result in an amplification of the acceleration level of
the second machine mass M2.
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Figure 8.6: Frequency responses of the noise shaping filter N (z) ( ) and its
complement M(z) = 1−N (z) ( ).
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Results: FIR1

In figure 8.7, the results obtained with feedforward (FIR1) are compared to
the case in which only feedback control is applied (see also section 8.3.2).
The experimental results are primarily presented in the frequency domain,
because the power spectral density plots and 1/3-octave RMS plots offer a
better insight in the underlying dynamic behaviour than the time data.
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Figure 8.7: Comparison of closed loop and FIR feedforward compensated ma-
chine acceleration levels of the PEA-based setup
Fig. (a) and (b) : machine mass 2 (M2), fig. (c) and (d) : machine mass 1 (M1)

: closed loop acceleration level
: FIR feedforward compensated acceleration level (FIR1)
: reference machine acceleration level (fig. b and d)
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At a glance, the power spectral density plots (figs. 8.7a and 8.7c) show a very
similar behaviour as the Causal Wiener prediction (see figure 8.5), although
the reduction of the acceleration levels is not as good, due to the following
reasons:

• Limited number of controller weights:
Recall from section 5.3.5 that the FIR weights effectively describe
the impulse response of the feedforward controller. The 1% set-
tling time of the regularized Causal Wiener filter is found to be
2.8 seconds. With the chosen sample frequency of 3200 Hz, the
FIR parametrization would require more than 8800 coefficients to
fully describe this impulse response. Obviously, by truncating the
impulse response (to 2800 weights in this case), the vibration isol-
ation performance will deteriorate.

• (Nearly-) uncontrollable modes:
Several of the resonances modes in the frequency range above 200
Hz are actually tilting modes that are observed by the accelero-
meter on the first machine mass M1, but are nearly uncontrollable
by the piezoelectric actuator (note that these modes do not appear
in the secondary path, see figure 7.12c). This structural property
of the underlying system is not considered by the Wiener filter
problem.

In figure 8.7a, the amplification of the acceleration PSD is observed at the
anti-resonance at 62 Hz, exactly as predicted by the analysis using the regu-
larized Causal Wiener filter. From the 1/3-octave RMS plot in figure 8.7b, it
is observed that the dominant contribution to the acceleration of M2 is made
at this frequency.
In figure 8.7c, the predicted effect of the unstable zero pair in the tertiary path
at 160 Hz is also clearly observed. The residual motion at this frequency is the
largest contribution to the total RMS acceleration of the first machine mass,
see figure 8.7d.
Note that neither of these contributions can be compensated for by the feed-
forward controller due to the structure of the control setup (anti-resonance in
the secondary path, unstable zero pair in the tertiary path).

The total RMS acceleration levels are listed in table 8.4, together with the RMS
and peak-peak control signal level and the turnaround time.
The FIR feedforward controller has reduced the acceleration levels by a factor
of 2–3 compared to the feedback controlled situation. However, the reference
level is still a factor 15 to 30 smaller. As mentioned previously, the accel-
eration levels are mostly determined by frequency components that can not
be reduced any further by the feedforward controller. Even if this were not
the case, it is not possible to increase the performance any further by includ-
ing more controller weights. The turnaround time has increased more than
tenfold and now amounts to almost 95% of the sample interval.
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Table 8.4: Performance measures for the PEA-based setup: Open loop (OL),
feedback controlled (FB) and feedforward compensated (FF FIR1, L = 2800)

Measure OL FB
FF FIR1

Unit
(L = 2800)

reference (RMS)a 0.087 0.087 0.087 mm/s2

ẍ0 (RMS) 20 17 13 mm/s2

ẍ1 (RMS) 39 3.6 1.1 mm/s2

ẍ2 (RMS) 51 4.9 2.2 mm/s2

ua (RMS) –
0.41 2.0 V

(0.19) (0.94) (N)

ua (pk-pk) –
3.1 15 V

(1.5) (7.0) (N)

Tturn 20.4 20.6 293 µs
a All RMS values are total RMS (0–1600 Hz)

The required peak-peak control signal has increased to 15 V (75% of the full
DA-range). This is the reason why the poles of the noise shaping filter have
been designed at 1.5 Hz. Moving the poles to a lower frequency would in-
crease the control signal too much, leading to clipping of the DA-converter.

Results: FIR2

In this section, the results for the FIR2 experiment are presented. In this ex-
periment, the noise shaping filter has been augmented with a notch at the
anti-resonance frequency (62 Hz) in the secondary path, see figure 8.6b. This
notch prevents the controller from exciting the second machine mass M2 at
this frequency. Recall from the FIR1 experimental results, that the total RMS
acceleration level ẍ2 is dominated there by the motion at this particular fre-
quency.

The PSD and 1/3-octave RMS plots for the FIR2 experiment are shown in fig-
ure 8.8. By comparing figures 8.7a and 8.8a, it is clear that the notch filter has
removed the spike in the PSD spectrum of ẍ2. The PSD level at this frequency
is now completely determined by the feedback performance. However, from
the RMS plot in figure 8.8b, it must be concluded that the overall acceleration
level is still dominated by this frequency component.
The performance at other frequencies is not significantly influenced by the
addition of the notch filter, even though the number of controller weights L
has been reduced simultaneously from 2800 to 2400.
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Figure 8.8: Comparison of closed loop and FIR feedforward compensated
(with notch filter) machine acceleration levels of the PEA-based setup
Fig. (a) and (b) : machine mass 2 (M2), fig. (c) and (d) : machine mass 1 (M1)

: closed loop acceleration level
: FIR feedforward compensated acceleration level (FIR2)
: reference machine acceleration level (fig. b and d)

In table 8.5, a summary of the experimental results is presented once more,
including the FIR2 experimental results. The total RMS level of ẍ2 has been
reduced by approximately 20% by adding the notch filter. Note that the con-
trol signal levels have not changed significantly and that the turnaround time
has even decreased by 40 µs due to the smaller number of controller weights.
Still, the residual acceleration levels are an order of magnitude larger than
the desired target level. Moreover, it is concluded that the vibration isolation
performance can not be improved any further by this feedforward controller.
Instead, changes have to be made to the system to remove the current bottle-
necks in the performance.
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Table 8.5: Performance measures for the PEA-based setup: Open loop (OL),
feedback controlled (FB) and feedforward compensated (FF FIR1 and FF FIR2)

Measure OL FB

FF FIR1 FF FIR2

Unit(L = 2800) (L = 2400)

(no notch) (notch)

ref. (RMS)a 0.087 0.087 0.087 0.087 mm/s2

ẍ0 (RMS) 20 17 13 13 mm/s2

ẍ1 (RMS) 39 3.6 1.1 0.96 mm/s2

ẍ2 (RMS) 51 4.9 2.2 1.7 mm/s2

ua (RMS) –
0.41 2.0 1.9 V

(0.19) (0.94) (0.89) (N)

ua (pk-pk) –
3.1 15 15.4 V

(1.5) (7.0) (7.2) (N)

Tturn 20.4 20.6 293 252 µs
a All RMS values are total RMS (0–1600 Hz)

8.3 VCA-based setup

In this section, the experimental results that have been obtained from the
VCA-based setup are presented. In section 8.3.1, the chosen excitation and
reference level for the performance evaluation are discussed. Then, the feed-
back control experiments are treated in section 8.3.2.
Before discussing the adaptive feedforward control experiments in sections
8.3.4 and 8.3.5, the Causal Wiener controller is used in section 8.3.3 to predict
the achievable vibration isolation performance for the adaptive feedforward
controller.

8.3.1 Excitation level and target performance

The VCA-based setup is excited with the same excitation signal that has been
used in the experiments that have been performed on the PEA-based setup.
The resulting acceleration power spectral density of the floor bodyM0 is shown
in figure 8.9a. Clearly, the excitation is very similar in level and frequency
content compared to PEA-based experiments (see also figure 8.1). The total
RMS (0–1600 Hz) floor acceleration level is 17 mm/s2. This value is only 85%
of the RMS floor acceleration level of the PEA-based setup. The difference is
caused by the improved damping of the suspension mode (compare figures
8.1b and 8.9b).
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Figure 8.9: Open loop floor (M0) acceleration level of the VCA-based setup
: floor acceleration level of the experimental setup
: VC-Eext floor acceleration level (fig. b)
: reference machine acceleration level (fig. b)

In figure 8.9b, the 1/3-octave RMS floor acceleration level (black solid line)
is compared to the VC-Eext 1/3-octave RMS floor acceleration level (black
dashed line). The reference acceleration level that is used to evaluate the vi-
bration isolation performance is also shown (green solid line).

8.3.2 Feedback control

The feedback controller for the VCA-based setup is designed in a similar man-
ner as the feedback controller for the PEA-based setup. The frequency re-
sponse of the controller is shown in figure 8.10a and the controller parameters
are listed in table 8.6.

Once more, the feedback controller is basically a tame integrator with a second
order high-pass filter. Some additional poles and zeros are added near 800 Hz
to improve the stability margin in this frequency range.
The resulting minimum phase margin is 54◦ at 108 Hz and the smallest gain
margin has a value of 9.4 (19 dB, at 373 Hz). The peak magnitude of the com-
plementary sensitivity function is 1.17 at 97 Hz. Therefore, multiplicative
(relative) model errors of at least 85% are allowed at all frequencies.

The open loop and closed loop poles for the VCA-based setup, in the fre-
quency range from 1 to 100 Hz, are presented in table 8.6b. Note that the
damping ratio of the suspension mode in open loop is six times larger com-
pared to the PEA-based setup (see table 8.1). This is the result of the back-emf
damping that is introduced by operating the voice coil actuator in voltage
mode.
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Figure 8.10: Frequency response of the feedback controller (fig. a) and the
resulting loop gain (fig. b) for the VCA-based setup.

The suspension mode has shifted to 79 Hz and its damping has improved
to 37% (100-fold improvement). Moreover, the remaining poles in this fre-
quency range (except the floor resonance) have damping ratios better than
40%. It is therefore concluded that the objectives related to the damping of
the suspension and structural modes are met.

Table 8.6: Feedback control of the VCA-based setup

(a) Controller parameters

Gain 0.186

Poles f (Hz) ζ (%)

0.61 (real)

0.68 (real)

1.2 (real)

196 (real)

688 1.5

Zeros f (Hz) ζ (%)

0 (real, 2×)

388 (real)

798 1.1

1139 (real)

(b) Open and closed loop poles (1–100 Hz)

Open loop f (Hz) ζ (%)

3.7 11

17 1.6

82 0.31

Closed loop f (Hz) ζ (%)

1.8 (real)

3.7 8.2

4.8 (real)

79 37

89 58
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Results

The closed loop performance is illustrated in the frequency domain in figure
8.11. The open loop and closed loop power spectral densities of the accel-
eration ẍ1 of the machine bode M1 are compared in figure 8.11c. A similar
comparison for the acceleration ẍ2 is shown in figure 8.11d. The effect of the
increased damping of the suspension and structural modes is obvious.
In figures 8.11d and 8.11b, the corresponding 1/3-octave RMS acceleration
levels are presented. Moreover, the reference acceleration level is drawn for
comparison. From these figures, it is clear that the feedback performance level
is still worse than the reference performance level.
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Figure 8.11: Comparison of open loop and closed loop machine acceleration
levels of the VCA-based setup. Figures (a) and (b) : machine mass 2 (M2),
figures (c) and (d) : machine mass 1 (M1)

: open loop acceleration level
: closed loop acceleration level
: reference machine acceleration level (figs. b, d)
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Table 8.7: Performance measures for the VCA-based setup: Open loop (OL)
and feedback controlled (FB)

Measure OL FB Unit

reference (RMS)a 0.092 0.092 mm/s2

ẍ0 (RMS) 17 16 mm/s2

ẍ1 (RMS) 9.5 1.5 mm/s2

ẍ2 (RMS) 10 1.7 mm/s2

ua (RMS) –
0.16 V

(0.096) (N)

ua (pk-pk) –
1.1 V

(0.68) (N)

Tturn 20.4 20.9 µs
a All RMS values are total RMS (0–1600 Hz)

This can also be concluded from the summary of the performance measures
in table 8.7. The feedback controller has reduced the total RMS acceleration
levels by a factor of six (−16 dB). However, the acceleration levels are still
worse than the reference level, by a factor of 17 (25 dB).
Note that the open loop acceleration levels are approximately four times smal-
ler than the open loop levels measured on the PEA-based setup (see e.g. table
8.5). This is partly caused by the increased damping of the suspension mode,
but also by the fact that the suspension mode is now at 17 Hz instead of 34 Hz.
As a result, the contribution of the structural mode to the overall acceleration
is reduced by roughly a factor four.
The required RMS control signal for the feedback controller is 0.16 V, or equi-
valently 0.096 N1. The corresponding peak-peak signal is 1.1 V (0.68 N). This
value is approximately five times larger than the value predicted in section
6.2.1, as expected due to the larger excitation level.
Lastly, the required turnaround time is 20.9 µs, which amounts to only 6.7%
of the sample interval and is only slightly more than the open loop turnaround
time. Clearly, data acquisition, data logging and other housekeeping tasks are
much more demanding than computing the feedback control signal.

8.3.3 Causal Wiener filter

Attempts to implement the Causal Wiener filter on the VCA-based setup have
not been successful, for similar reasons as explained for the PEA-based setup,
see section 8.2.3.

1 The required force is an estimate based on the nominal system gains, see also section 6.2.3.
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Therefore, the regularized Causal Wiener filter is again presented only to pre-
dict the achievable vibration isolation performance of the adaptive feedfor-
ward controller. The frequency response of the regularization filter Sreg(z) and
the closed loop secondary path Scl(z) are shown in figure 8.12a. The standard
Causal Wiener filter and the regularized Causal Wiener filter are compared in
figure 8.12b, from which the effect of the regularization filter is obvious.

The predicted vibration isolation performance is computed from the identi-
fied model’s frequency response to excitation by the shaker (ush), using the
closed loop transfer paths. In figure 8.13a, the open loop response, the closed
loop response and the feedforward corrected response are shown for the ac-
celeration ẍ2 of the second machine massM2. Similar frequency responses are
shown in figure 8.13b for the acceleration ẍ1 of the first machine mass M1.

From figure 8.13a, it is concluded that the feedforward compensation can sig-
nificantly improve the feedback performance up to approximately 150 Hz,
reaching −25 dB at e.g. 10 Hz. At frequencies above 150 Hz, the second mass
M2 is effectively decoupled from the first machine mass M1 and the feedfor-
ward compensation no longer has any effect (just like the feedback control).
Because the feedforward controller is designed to minimize the acceleration
ẍ1 of the first machine mass M1 (the available error signal), this decoupling is
not compensated for. The important conclusion is that the vibration isolation
performance is only improved over the frequency range in which the error
signal (in this case ẍ1) and the actual performance signal (in this case ẍ2) have
a similar response to the disturbance sources.
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Figure 8.12: Frequency responses of (a) : secondary path ( ) and regulariz-
ation filter ( ), and (b) : Causal Wiener filter ( ) and regularized Causal
Wiener filter ( ), for the VCA-based setup
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Figure 8.13: Frequency responses of (a) : acceleration ẍ2 of machine mass M2,
and (b) : acceleration ẍ1 of machine mass M1, due to shaker excitation ush,
for the VCA-based setup.

: open loop : feedback + regularized Causal Wiener filter
: feedback only

Just like for the PEA-based setup, the frequency response of ẍ2 is increased
at the anti-resonance frequency of the secondary path (62 Hz). As shown in
section 8.2.4, this effect can be counteracted by adding a notch filter to the
noise shaping filter used in the adaptive feedforward controller.

Because the feedforward compensation is designed to minimize the error sig-
nal ẍ1, the error signal level is reduced from approximately 1 Hz to the Nyquist
frequency at 1600 Hz, see figure 8.13b. However, it has been observed in the
experiments that have been performed on the PEA-based setup that the high-
frequency performance is most likely not as good.
Moreover, because the tertiary path T (z) still has an unstable zero pair at 160
Hz (see also figure 7.14a), it is not possible to achieve any reduction at this
frequency.

8.3.4 Adaptive feedforward using FIR filters

In this section, the experimental results that have been obtained using an ad-
aptive feedforward controller with an FIR parametrization are presented. The
feedforward controller is implemented in exactly the same way as in the pre-
vious experiments on the PEA-based setup. A full block diagram of the im-
plemented adaptive feedforward controller is presented in appendix F.1.

Table 8.8: FIR feedforward controller parameters for the VCA-based setup
(see also appendix F.1)

Parameter L µ ε γ ρ

Value 2000 1 0.1 1 · 10−5 1.75 · 10−4



174 Chapter 8. Control experiments

Parameter settings

The controller parameters for the experiments are listed in table 8.8. Here, L
is the number of FIR parameters, µ is the normalized step size (scale factor for
the time-varying step size µ(k)), ε is the regularization constant in the time-
varying step size, γ is the leakage factor and ρ is the regularization constant
that is applied to the closed loop secondary path (see also appendix F.1, equa-
tion (F.4)).

In this section, only the results for a typical experiment with L = 2000 control-
ler weights are presented. Many more experiments have been performed, with
a varying number of controller weights. The results for these experiments are
outlined in section 8.3.5, figure 8.20.

Residual noise shaping

The noise shaping filter N (z) is designed to reduce the low-frequency content
of the actuator signal. Moreover, it includes a notch filter at the anti-resonance
frequency of the secondary path (at 62 Hz). The frequency responses of the
noise shaping filter N (z) and its complement M(z) are shown in figure 8.14.
The noise shaping filter N (z) now has dominant poles at approximately 0.5
Hz and +40 dB/decade roll-on. The peak gain of N (z) and its complement
are both only 1.44, so the amplification is limited. The complementary filter
initially achieves −40 dB/decade roll-off, but this behaviour is cut short by the
presence of the notch filter in N (z).
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Figure 8.14: Frequency response of the noise shaping filter N (z) ( ) and its
complement M(z) = 1−N (z) ( ), for the VCA-based setup.
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Results: frequency domain

A good insight into the vibration isolation performance is obtained by analys-
ing the power spectral density and the 1/3-octave RMS spectra of the meas-
ured acceleration signals. In figure 8.15, the results obtained with the FIR
feedforward control (combined with feedback control) are compared to the
case in which only feedback control is applied (see also section 8.3.2).

Firstly, the vibration isolation performance is discussed in terms of the accel-
eration level of the second machine mass M2. By comparing figure 8.15a to
figure 8.13a, it is concluded that the performance of the adaptive FIR feedfor-
ward controller is roughly as expected.
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Figure 8.15: Comparison of machine acceleration levels for the VCA-based
setup, for the (FIR) feedforward controlled and feedback controlled situation.
See also table 8.8 and figure 8.14 for feedforward parameters
Fig. (a) and (b) : machine mass 2 (M2), fig. (c) and (d) : machine mass 1 (M1)

: Feedback controlled acceleration level
: FIR feedforward compensated acceleration level
: reference machine acceleration level (figs. b, d)
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In the frequency range from 2 to 100 Hz, the acceleration level of the second
machine mass M2 is indeed reduced, although slightly less than predicted
(−20 dB instead of −25 dB at 10 Hz). Above 100 Hz, no reduction is achieved,
as expected due to the decoupling of the second machine mass.
Near 1 Hz, some amplification of the acceleration level is observed, which is
as expected due to the presence of the noise shaping filter N (z). A similar
amplification is predicted for the regularized Causal Wiener filter, meaning
that the noise shaping filter has a similar effect as the regularization of the
secondary path.
Moreover, the effect of the notch filter in N (z) near the anti-resonance fre-
quency of the secondary path at 62 Hz is clear: excessive peaking of the PSD
is prevented (as predicted by the regularized Causal Wiener filter, see figure
8.13a).

From the 1/3-octave RMS spectrum in figure 8.15b it is observed that the
dominant contributions to the acceleration level of M2 are in the frequency
range from 160 to 300 Hz and at 60 Hz. Moreover, the levels of these con-
tributions are equal to the feedback controlled case. This is not surprising
because of the structure of the control setup, as explained below:

• The secondary path has an anti-resonance frequency at 62 Hz.
Therefore, the adaptation algorithm is “blind” to any control ac-
tion at this frequency. There is no guarantee that this “blind” con-
trol action will improve the vibration isolation performance and
therefore it is best to do nothing, i.e. implement a notch filter.

• The adaptive algorithm uses the acceleration ẍ1 of M1 as the error
signal. As a result, it does not compensate for the decoupling of the
secondary machine mass M2. Obviously, using the acceleration ẍ2
as the error signal would eliminate this problem.
This is not surprising, as the adaptive algorithm achieves the best
overall performance when the actual performance signal is used
for the adaptation. In practice, this may be troublesome because
the actual performance signal may not be measurable. In some
cases, it might be possible to use an estimation of the performance
signal instead, but this is a topic for further research.

Finally, from figure 8.15b it is concluded that the target performance level
is still worse than the achieved acceleration level, especially at frequencies
above 10 Hz, where the difference varies by factors of 10 to 100.
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The performance in terms of the acceleration ẍ1 of the first machine mass M1
is very similar, see figures 8.15c and 8.15d. In this case, the acceleration level
is reduced over a larger frequency range, up to approximately 300 Hz. How-
ever, the achieved performance is not as good as predicted by the regularized
Causal Wiener filter (see figure 8.13b). The (suspected) causes for the reduced
performance are listed below:

• The noise shaping filter with notch slightly reduces the perform-
ance near the notch frequency (see figure 8.14).

• An analysis of the noise contributions of the sensors and VCA
power amplifier has shown that, above 400 Hz, the acceleration
signal ẍ1 is dominated by the effects of the VCA power amplifier
noise (see section 6.2.3 for an overview of the analysis).

• It is suspected that several of the modes in this frequency range
are actually tilting modes that are observed by the accelerometer
on the first machine mass M1, but are nearly uncontrollable by
the VCA (note that these modes do not appear in the secondary
path, see figure 7.14d). This structural property of the underlying
system is not considered by the Wiener filter problem.

Results: time traces

Time traces of a typical experiment with the settings of table 8.8 are shown
in figure 8.16. In figure 8.16a, the acceleration ẍ1 of the first machine mass
M1 is shown. The initial response is the open loop system response. Then,
after approximately 20 seconds, the feedback controller is enabled, leading
to a nearly immediate and significant reduction of the acceleration level. At
approximately 41 seconds, the adaptive algorithm for the feedforward con-
troller is switched on. After convergence of the error signal, which takes less
than ten seconds, the acceleration level is reduced even further.
A similar behaviour is observed from figure 8.16b for the acceleration ẍ2 of the
second machine mass M2, although the residual acceleration level is clearly
larger compared to the acceleration ẍ1.

Time traces of five selected controller weights are shown in figure 8.17a. Al-
though the error signal converges to its final value within ten seconds, it is
clear that convergence of some of the controller weights takes much longer,
e.g. approximately 60 seconds for the topmost time trace. Apparently, these
controller weights have only a minor influence on the total error signal.
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Figure 8.16: Time traces of (a) the machine mass M1 acceleration, and (b) the
machine mass M2 acceleration. The feedback controller is switched on after
20 seconds and the adaptive feedforward controller is switched on after 41
seconds. Only every tenth time sample is plotted.

In figure 8.17b, the time trace of the control signal ua is shown. Clearly,
the feedforward controller requires significantly larger control effort than the
feedback controller. More importantly, a large transient response is visible
starting at 41 seconds, right after the adaptive algorithm is enabled. The
resulting maximum and minimum control signals are much larger than the
steady state peak value, roughly by a factor of two. In this particular case, the
transient behaviour is not a problem as the peaks are well within the DA-range
of ±5 V. However, when such transient behaviour is undesired, it can be cir-
cumvented by choosing an initially smaller value for the step size parameter
µ and gradually increasing its value.
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Figure 8.17: Time traces of (a) five (out of 2000) controller weights, and (b) the
total control effort ua. The feedback controller is turned on after 20 seconds
and the adaptive feedforward controller is turned on after 41 seconds. Only
every tenth time sample is plotted.
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Results: summary

The results for the adaptive feedforward controller with FIR structure (L =
2000) are summarized in table 8.9, together with the previously obtained res-
ults for the open loop and feedback controlled experiments.

The acceleration level ẍ2 is reduced by another 55% (−7 dB) compared to the
feedback performance. For the acceleration signal ẍ1, the reduction amounts
62% (−8 dB). However, both residual acceleration levels are still an order of
magnitude above the reference level.
The control signal that is generated by the feedforward controller is twice as
large compared to the feedback controlled case.2 Lastly, the required com-
putational time has increased tenfold, due to the large amount of controller
weights (L = 2000).

Table 8.9: Performance measures for the VCA-based setup: Open loop (OL),
feedback controlled (FB) and FIR feedforward compensated (FF FIR, L = 2000)

Measure OL FB
FF FIR

Unit
(L = 2000)

reference (RMS)a 0.092 0.092 0.092 mm/s2

ẍ0 (RMS) 17 16 16 mm/s2

ẍ1 (RMS) 9.5 1.5 0.57 mm/s2

ẍ2 (RMS) 10 1.7 0.77 mm/s2

ua (RMS) –
0.16 0.37 V

(0.096) (0.22) (N)

ua (pk-pk) –
1.1 2.4 V

(0.68) (1.4) (N)

Tturn 20.4 20.9 200 µs
a All RMS values are total RMS (0–1600 Hz)

8.3.5 Adaptive feedforward using IIR filters

In this section, the experimental results that have been obtained using an ad-
aptive feedforward controller with an IIR parametrization are presented. As
discussed in section 5.3.5, the same FxLMS algorithm and its extensions can
be applied to the IIR parametrization. To allow a fair comparison between the
FIR and IIR parametrizations, the same adaptation algorithm has been used,
see also appendix F.1 for a block diagram of the controller implementation.
2 In steady state, see figure 8.17b for an illustration of transient effects
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Moreover, exactly the same settings have been used for the common para-
meters of the adaptive algorithms, see table 8.8 for these parameter settings
and figure 8.14 for the implemented noise shaping filter. Moreover, the same
feedback controller and the same excitation signal have been used in these
experiments.

Parameter settings: IIR1

The choice for the poles has been based on the regularized Causal Wiener
filter. By repetitively using model reduction routines (with increasing toler-
ance), a 21st order filter is obtained that is still in close agreement with the
regularized Causal Wiener filter. The remaining nine complex-conjugate pole
pairs and three first order poles of this reduced filter are used for the second
order sections (SOS) and the first order sections (FOS), see table 8.10.
The results of the adaptive feedforward control experiment with this choice of
pole locations are denoted by IIR1, in order to distinguish them from results
that are obtained with another choice for the pole locations. The latter results
are presented in a later section.

Table 8.10: Pole locations for the IIR1 filter

SOS Freq. (Hz) ζ (%) FOS Freq. (Hz)

0.7259± 0.5783j 344.7 11.0 0.6185 244.7

0.8078± 0.5802j 317.2 0.872 0.9074 49.50

0.8416± 0.5327j 287.4 0.712 0.9897 5.257

0.8485± 0.5028j 272.6 2.58

0.8726± 0.4715j 252.3 1.67

0.9101± 0.3899j 206.2 2.46

0.9476± 0.3126j 162.3 0.686

0.9607± 0.1422j 76.30 19.5

0.99934± 0.007195j 3.681 8.77

Results: IIR1

Recall from section 5.3.5 that the IIR filter structure is proposed because the
real-time implementation would then require less computation time. This is
indeed the case, as the turnaround time is decreased from 200 µs for the FIR
implementation (with 2000 weights) to only 27 µs for the IIR filter with the
poles as listed in table 8.10. The latter turnaround time is only a 30% increase
compared to the feedback controller.
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Then, it remains to be seen that the IIR parametrization obtains the same or
better performance than the FIR parametrization. In figure 8.18, the results
for the IIR1 experiment (red) are compared to the feedback response (black)
and the FIR performance (blue). From the PSD plots (figures 8.18c and 8.18a)
not much can be concluded, other than that the performance is similar.
In this respect, the 1/3-octave RMS plots are more insightful. The most im-
portant difference between the FIR and IIR1 performance is that, for the latter,
there is no longer any performance improvement (over the feedback control-
ler) in the frequency range 150–300 Hz. Because the RMS levels are relatively
high in this range, the overall RMS acceleration is significantly increased.
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Figure 8.18: Comparison of machine acceleration levels for the VCA-based
setup, for the IIR1 feedforward controlled, FIR feedforward controlled and
feedback controlled situation. See also tables 8.8 and 8.10 for the feedforward
parameters and pole locations.
Fig. (a) and (b) : machine mass 2 (M2), fig. (c) and (d) : machine mass 1 (M1)

: Feedback controlled acceleration level
: FIR feedforward compensated acceleration level
: IIR1 feedforward compensated acceleration level
: reference machine acceleration level (figs. b, d)
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However, from figure 8.18d, it is observed that the RMS contribution at the
Nyquist frequency (1600 Hz) is reduced (compared to the FIR plot). This
reduction will balance the performance loss in the other frequency range for
the acceleration of the first machine mass M1.

The total RMS acceleration levels of the first and second machine mass are
now 0.59 and 0.90 mm/s2 respectively, compared to 0.57 and 0.77 mm/s2 for
the FIR feedforward controller (L = 2000). The performance loss for the first
machine mass is indeed very moderate. However, the acceleration ẍ2 is in-
creased by approximately 15%, primarily due to the increased RMS level at
200 and 250 Hz.
In the following sections, it is tested whether the performance of the feedfor-
ward controller with IIR parametrization can be improved by choosing other
pole locations for the IIR filter.

Parameter settings: IIR2

For this second experiment, the pole locations of the IIR filter are chosen as the
poles of the regularized Causal Wiener filter that occur at a frequency larger
than 0.5 Hz, i.e. no model reduction is performed. This set of poles includes
24 complex-conjugate pole pairs and 10 real poles, resulting in a 58th order
filter. The poles of the IIR1 filter are contained within this set. The full set of
poles is listed in appendix F.2, table F.1. Most of the added poles are in the
high-frequency range (above 100 Hz), with two notable exceptions: real poles
are added at 0.98 and 1.4 Hz.
Moreover, the cut-off frequency of the noise shaping filter N (z) has been shif-
ted down from 0.5 to 0.25 Hz. This will reduce the regularization effect on
the control signal. This is justified because the peak-peak control signal in the
IIR1 experiment is only 50% of the full DA-range.

Results: IIR2

In figure 8.19, the results obtained with the IIR2 feedforward filter are com-
pared to the performances obtained with the FIR controller and the feedback
controller. Clearly, the performance in the low frequency range (2–20 Hz)
is improved. This improvement is caused by the addition of the two low-
frequency real poles. At higher frequencies, the response is similar to the
IIR1 results, i.e. there is no improvement over the feedback performance.
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Figure 8.19: Comparison of machine acceleration levels for the VCA-based
setup, for the IIR2 feedforward controlled, FIR feedforward controlled and
feedback controlled situation. See also tables 8.8 and F.1 for the feedforward
parameters and pole locations.
Fig. (a) and (b) : machine mass 2 (M2), fig. (c) and (d) : machine mass 1 (M1)

: Feedback controlled acceleration level
: FIR feedforward compensated acceleration level
: IIR2 feedforward compensated acceleration level
: reference machine acceleration level (figs. b, d)

The total RMS acceleration levels of the first and second machine mass are
now 0.48 and 0.81 mm/s2 respectively, compared to 0.57 and 0.77 mm/s2 for
the FIR feedforward controller (L = 2000). In this case, there is an additional
15% reduction of the acceleration level ẍ1 compared to the FIR result. The
performance loss in terms of the acceleration of the second machine mass is
only 5%. Once more, this is primarily due to the increased RMS level at 200
and 250 Hz.
Even though the IIR filter order is increased from 21 to 58, the total computa-
tional time is only increased by 4 µs to 31 µs, which is just under 10% of the
sample interval.
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Results: summary

The results for the adaptive feedforward controller with IIR structure are
summarized in table 8.11, together with the previously obtained results for
the open loop, feedback controlled and FIR feedforward controlled experi-
ments.

Moreover, the results of the various experiments are summarized graphically
in figure 8.20. Here, the results of open loop (OL) and feedback control (FB)
experiments are compared to various feedforward control experiments. Be-
sides the FIR parametrized feedforward control experiment of section 8.3.4
(L = 2000), the results of additional experiments with different numbers of
controller weights L are included. The results from the IIR1 and IIR2 experi-
ments are shown as well.
Figure 8.20a shows the total RMS accelerations of the first machine mass M1
(ẍ1) and the second machine mass M2 (ẍ2). The feedback controller reduces
the acceleration level by 84% (−16 dB). Then, by increasing the number of
controller weights for the FIR feedforward controller, the residual accelera-
tion levels are reduced further, reaching a constant level of approximately
0.55 and 0.8 mm/s2 for ẍ1 and ẍ2 respectively, for approximately 1000 con-
troller weights or more. The reductions with respect to the open loop re-
sponse are respectively 95% (−25 dB) and 92% (−22 dB). The performance of
the feedforward controller using the IIR parametrization is similar. However,
all these acceleration levels are still a factor of five to ten above the reference
level.

Table 8.11: Performance measures for the VCA-based setup: Open loop (OL),
feedback controlled (FB), FIR feedforward compensated (FF FIR, L = 2000)
and IIR feedforward compensated (IIR1, IIR2)

Measure OL FB
FF FIR

FF IIR1 FF IIR2 Unit
(L = 2000)

ref. (RMSa) 0.092 0.092 0.092 0.092 0.092 mm/s2

ẍ0 (RMS) 17 16 16 15 15 mm/s2

ẍ1 (RMS) 9.5 1.5 0.57 0.59 0.48 mm/s2

ẍ2 (RMS) 10 1.7 0.77 0.90 0.81 mm/s2

ua (RMS) –
0.16 0.37 0.32 0.57 V

(0.096) (0.22) (0.19) (0.34) (N)

ua (pk-pk) –
1.1 2.4 2.3 3.9 V

(0.68) (1.4) (1.4) (2.3) (N)

Tturn 20.4 20.9 200 27 31 µs
a All RMS values are total RMS (0–1600 Hz)
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Figure 8.20: Overview of the experimental results for various experiments
performed on the VCA-based setup. The experiments with FIR feedforward
controllers are indicated by their respective number of controller weights L.

In figure 8.20b, the turnaround time of the real-time implementation is drawn
for the various experiments. As expected from section 5.3.6, the turnaround
time for the FIR parametrization follows a linear trend (after removing the
overhead time). With the chosen sample interval, a maximum of approx-
imately 3000 controller weights can be implemented. Clearly, the IIR para-
metrization is more efficient than the FIR parametrization, while achieving a
similar performance level.

Results: Floor vibration transmissibility

Because most industrial systems are advertised by their transmissibility, it is
worthwhile to present the best performance that is achieved in this thesis in
the same form. For this purpose, the estimated floor vibration transmissibility
for the IIR2 experiment is shown in figure 8.21.

In figure 8.21a, the transmissibility in terms of the machine acceleration ẍ1
is displayed. The feedforward control results are compared to the reference
transmissibility Tref(s) as well as the open loop and feedback control results.
Up to 10 Hz, the performance achieved by the IIR2 adaptive feedforward con-
troller is roughly comparable to the reference transmissibility. This is quite
remarkable as the open loop suspension frequency of this system lies at 17 Hz.
The amplification near 1 Hz is partly caused by measurement errors (the
signal-to-noise ratio in this frequency range is rather poor) and partly by the
regularization of the secondary path and the noise shaping filter. These meas-
ures are required to prevent the actuator signal from saturating. It might be
possible to reduce the peak by a careful redesign of the regularization filter
and the noise shaping filter. But more importantly, the signal-to-noise ratio
should be reduced in this frequency range.
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Figure 8.21: Floor vibration transmissibility for the IIR2 experiment.
: open loop; : feedback control; : IIR2 feedforward;
: reference transmissibility

At high frequencies, the measured transmissibility levels off and contains
many spikes. As mentioned previously, the active control system is not cap-
able of improving the performance in this frequency range due to the delays
in the system. Therefore, the control bandwidth must be increased or the
passive isolation performance at high frequencies must be improved.
The increase in the transmissibility above 1 kHz is due to the noise injected
by the VCA amplifier.

In figure 8.21b, the transmissibility functions in terms of the machine accel-
eration ẍ2 are displayed.
The overall performance of the IIR2 feedforward controller in terms of ẍ2 is
similar to that of figure 8.21b. At low frequencies, the transmissibility is com-
parable to the reference transmissibility. Above 100 Hz, there is no improve-
ment compared to the open loop response. For the feedback controller, this is
caused by the limited control bandwidth. The feedforward controller does not
achieve any reduction of the transmissibility in this frequency range, because
the error signal that is used for adaptation (ẍ1) and the actual performance
signal (ẍ2) have a very different frequency response at these frequencies.
Moreover, the adverse effect of the anti-resonance frequency in the secondary
path at 62 Hz on the transmissibility is clearly observed. The active control
system contains a notch at this frequency. As a result, the performance can
not be improved at this frequency.

8.4 Recapitulation

The DVF approach for the feedback controller works very well in improving
the damping of the suspension and structural modes. The feedback controller
is designed to achieve maximum damping in the structural mode. For both
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setups, the structural damping has been improved to 37%. The suspension
damping is at least 70%. Depending on the open loop damping ratio, the
acceleration levels are reduced by a factor 5–10 due to the increased damping.

The implemented feedforward controller uses preconditioning of the second-
ary path and swapping of the plant and controller to improve the convergence
rate. Moreover, it uses a noise shaping filter to reduce the spectral content
of the control signal at low frequencies and at the anti-resonance frequency
of the secondary path at 62 Hz. This regularization of the control signal is
essential, as the control signal (actually the DA-converter) would otherwise
saturate, leading to instability of the controller weight update.
The adaptive feedforward controller is able to further reduce the acceleration
levels by a factor of 2–3. This improvement is almost completely obtained
at relatively low frequencies (below 100 Hz). Above this frequency, the er-
ror signal and the actual performance signal are no longer strongly correlated
and any reduction of the measured error signal in this frequency range is not
carried over to the actual performance signal.

In table 8.12, the results of the presented experiments are summarized once
more. These results have been obtained using the same excitation for both
setups, resulting in (open loop) total RMS floor acceleration levels of 20 and
17 mm/s2 for the PEA-based and VCA-based setup respectively.
The best performance achieved on the PEA-based setup reduces the total RMS
acceleration level ẍ2 to 1.7 mm/s2, which corresponds to an internal deform-
ation of roughly 11 nm (recall equation (7.3)). On the VCA-based setup, the
best performance in terms of ẍ2 is 0.77 mm/s2 (approx. 5 nm internal deform-
ation).

Table 8.12: Summary of experimental results

Experim.
ẍ2 (RMS)a ẍ1 (RMS) ua (RMS) ua (pk-pk) Tturn

(mm/s2) (mm/s2) (V) (N) (V) (N) (µs)

PEA OL 51 39 – – – – 20.4

PEA FB 4.9 3.6 0.41 (0.19) 3.1 (1.5) 20.6

PEA FIR1 2.2 1.1 2.0 (0.94) 15 (7.0) 293

PEA FIR2 1.7 0.96 1.9 (0.89) 15.4 (7.2) 252

VCA OL 10 9.5 – – – – 20.4

VCA FB 1.7 1.5 0.16 (0.096) 1.1 (0.68) 20.9

VCA FIR 0.77 0.57 0.37 (0.22) 2.4 (1.4) 200

VCA IIR1 0.90 0.59 0.32 (0.19) 2.3 (1.4) 27

VCA IIR2 0.81 0.48 0.57 (0.34) 3.9 (2.3) 31
a All RMS values are total RMS (0–1600 Hz)
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These acceleration levels lie a factor of five to ten above the reference level,
which is based on the (idealized) performance of a state-of-the-art soft mount
system. However, it should be noted that the support stiffness of the setups
are respectively 1200 and 300 times larger than the stiffness of the reference
soft mount system (when supporting the same machine mass).

The following factors limiting the achievable performance have been discussed:

• The error signal and actual performance signal deviate at high fre-
quencies (above 100 Hz)

• No improvement (near anti-resonance frequency) due to the un-
damped anti-resonance in the secondary path

• No improvement at the frequency of the unstable complex-conju-
gate zero pair in the tertiary path

• Low frequency sensor noise requires regularization of the control
signal (to prevent actuator signal saturation)

• Amplifier noise (for the VCA, at high frequencies)

In view of the application of the adaptive feedforward controller algorithm in
a setup with multiple channels, it is observed that using an IIR parametriza-
tion for the controller is a useful alternative to the more common FIR para-
metrization. The vibration isolation performance can be as good as or maybe
better than the FIR parametrization, but the required computational time is
reduced from 200 µs (or more) to approximately 30 µs. However, it has been
shown that the performance depends critically on the choice of the pole loca-
tions of the IIR filter.

Several suggestions to improve the overall performance are listed below:

• The suspension stiffness should not be chosen higher than strictly
necessary. Otherwise, the open loop transmissibility is increased
and the required actuator signal is roughly proportional to the sus-
pension stiffness.

• A redesign of the hard mount should be realized such that the
sensors and the actuator are placed in-line. Then, the unstable
zero pair in the tertiary path is eliminated, as it is caused by the
off-axis placement of the accelerometer on the floor mass M0.

• An error signal should be used that more closely resembles the
desired performance. This may require additional sensors, such as
force sensors.

• Improvement of the high-frequency passive vibration isolation.
The active isolation has difficulties reducing the high-frequency
vibrations (above 100 Hz). It should be investigated whether a
mechanical design can be realized that maintains sufficient (static)
suspension stiffness, but achieves higher roll-off in the transmiss-
ibility function.



Chapter 9

Conclusions and
recommendations

In this chapter, the conclusions from the various theoretical and experimental
results that have been presented in this thesis are summarized in section 9.1.
Then, recommendations for further research are discussed in section 9.2.

9.1 Conclusions

The aim of this research project has been to develop a novel active hard mount
vibration isolation concept. The hard mount support is intended to improve
the robustness to direct disturbances by its relatively high support stiffness,
but the floor vibration isolation leaves much to be desired. In this thesis, an
active control approach is described that significantly improves the floor vi-
bration isolation performance.
The active control system employs a combination of feedback and feedfor-
ward control. The feedback control is aimed at adding active suspension and
structural damping. The feedforward control is used to compensate for meas-
ured floor vibrations.
In the following section, the results of the control experiments are summar-
ized. Following this summary, the conclusions regarding each of the system
components (feedback control, feedforward control, sensors, actuators and
mechanical design) are presented in more detail in separate sections.
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9.1.1 Experimental results (chapter 8)

The active control strategy has been tested on an experimental setup with a
single dominant direction of motion. Two versions of the setup have been
used, one version with a piezoelectric actuator (PEA) having a suspension
mode of 35 Hz and one version with a voice coil actuator (VCA) having its
suspension mode at 17 Hz. These high suspension frequencies are the result
of the relatively high support stiffness. The stiffness of the PEA-based setup is
1200 times higher than a soft mount system having its suspension frequency
at 1 Hz. The VCA-based setup has a stiffness that is 300 times higher than this
soft mount’s stiffness.

Table 9.1 lists the best performance results achieved during the control ex-
periments. The RMS acceleration levels measured at a validation sensor on
the setup are compared for open loop (OL), closed loop (FB) and feedforward
controlled (FF) experiments on both setups. The listed acceleration levels are
proportional to the internal deformation of the machine, with the scale factor
being 6.7 nm/(mm/s2).
During the control experiments, both setups have been excited by the same
excitation signal. The resulting floor acceleration level is 20 mm/s2 RMS
(0–1600 Hz) for the PEA-based setup. For the VCA-based setup, a floor ac-
celeration level of 17 mm/s2 RMS is obtained. The ratios of the validation
acceleration signal to the floor acceleration are also presented in decibels.

In comparison to an (idealized) state-of-the-art soft mount isolation system
(1 Hz suspension frequency, 70% skyhook damping and −60 dB high fre-
quency transmissibility limit), the residual machine acceleration levels for the
PEA-based and VCA-based setup are higher by a factor of ten and five.
Although the achieved performance of the active hard mount system is not
comparable to state-of-the-art soft mount systems yet, the results are encour-
aging, especially when taking into account the much larger support stiffness.

Table 9.1: Overview of experimental results for the PEA-based and VCA-
based setup: open loop (OL), feedback (FB) and feedforward (FF) validation
acceleration levels (ẍ2)

OL FB FF

(mm/s2 a) (dB b) (mm/s2) (dB) (mm/s2) (dB)

PEA 51 8.1 4.9 −12 1.7 −21

VCA 10 −4.6 1.7 −20 0.8 −27
a All acceleration levels are expressed in (total) RMS (0–1600 Hz)
b Decibels relative to open loop floor acceleration level
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For both setups, the most important factors that limit the vibration isolation
performance are found to be:

• Limited actuator signal range:
The control bandwidth of the feedforward controller can not be
extended to lower frequencies, due to the required large gain at
lower frequencies. Due to this large gain, the low frequency noise
in the reference sensor signal would result in a large drift of the ac-
tuator signal and consequently actuator saturation and instability
of the adaptation algorithm.

• Mismatched error signal:
The error signal used for adaptation of the feedforward controller
(the acceleration ẍ1) and the true performance signal (the struc-
tural deformation) no longer match at frequencies above approx-
imately 150 Hz. As a result, the feedforward control action does
not result in an improvement over the feedback control perform-
ance at these high frequencies.

• Non-minimum phase zeros in the tertiary path1:
Due to the off-centre placement of the reference sensor on the floor
body, a non-minimum phase anti-resonance occurs at 160 Hz in
the tertiary path. As a result, the feedforward controller can not
improve the vibration isolation performance at this frequency.

• Poorly damped anti-resonance in the secondary path2:
At the (poorly damped) anti-resonance in the secondary path at
62 Hz, a notch filter is used to stop the control action at this fre-
quency. Otherwise, the actual performance (in terms of the struc-
tural deformation) would deteriorate. With the notch filter, at least
the performance is not deteriorated over the feedback control per-
formance.

• Parasitic stiffness effects:
Some of the vibration energy is transferred from the shaker (the
disturbance source) through parasitic transfer paths (through the
setup base plate and the linear guidance flexures). The resulting
motion (e.g. tilting modes) can not be controlled by the actuator.

• Phase lag due to delays:
The anti-aliasing filters, the DA-conversion and the computational
delay introduce a significant phase lag at frequencies above 100 Hz.
As a result, the feedforward controller reacts increasingly “slug-
gish” to high-frequency floor vibrations and the achievable per-
formance is reduced at higher frequencies. For the feedback con-
troller, the phase lag (combined with high frequency resonances)
poses a limit on the achievable control bandwidth.

1 Transfer path from shaker to reference sensor
2 Transfer path from actuator to error sensor
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9.1.2 Feedback control (chapter 4)

The feedback controller is designed to add skyhook damping to the suspen-
sion resonance mode as well as active damping to the (relevant) structural
resonance modes. The feedback law is derived from Direct Velocity Feedback
using collocated actuator/sensor pairs, which possesses excellent stability ro-
bustness properties.
The ratio of the structural resonance frequency to the associated anti-resonance
frequency is found to be a key factor in determining the amount of damping
that can be achieved in the structural resonance mode. This ratio is determ-
ined by the mass distribution in the machine as well as the sensor type and
location.
It has been shown that absolute motion sensors are preferred over force sensors
and relative motion sensors when both skyhook damping of the suspension
mode as well as active damping in the structural mode are to be achieved.

9.1.3 Feedforward control (chapter 5)

The feedforward control attempts to compensate for measured floor vibra-
tions by generating anti-forces. It has been shown that an adaptive controller
is required, because the optimal controller3 requires an accurate model of
parts of the system dynamics that can not be identified in practice.
The adaptation algorithm is based on the Filtered-reference LMS (FxLMS) al-
gorithm, which is widely used in Active Noise Control. The FxLMS algorithm
attempts to minimize the instantaneous squared value of the measured error
signal. Several existing extensions to the FxLMS algorithm are implemented:

• Noise shaping filter: for preventing actuator saturation and shap-
ing the controller performance in the frequency domain

• Preconditioning: for improving the convergence rate of the al-
gorithm

• Swapping of plant and controller: also for improving the conver-
gence rate of the algorithm

The stability of the adaptation algorithm is determined by a user-defined step
size and the accuracy of the secondary path model. Although the robustness to
model errors can be improved by regularization of the secondary path model
and/or leakage, this comes at the expense of (nominal) performance.
Therefore, an accurate model of the secondary path is required. Moreover, an
accurate model of the quaternary path4 is necessary for internal compensa-

3 Causal Wiener filter
4 Transfer path from actuator to reference sensor
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tion of the floor accelerations due to the feedforward control action. In sec-
tion 7.3, a subspace-based frequency domain system identification method is
discussed that can be used to obtain such accurate models. One of the key
factors in the identification is the use of multisine excitation signals, which
allows significant noise reduction by averaging the measured data over mul-
tiple periods.

When a Finite Impulse Response (FIR) parametrization of the feedforward
controller is used, which is commonly used in Active Noise Control applica-
tions, the adaptation of the controller weights is a convex optimization prob-
lem. However, for poorly damped systems and high sampling frequencies, the
FIR parametrization requires a (very) large number of coefficients. Especially
for multiple channel applications, the required real-time computational ca-
pacity may be a limiting factor for the vibration isolation performance.
It has been shown in this thesis that an Infinite Impulse Response (IIR) para-
metrization with fixed poles is better suited for vibration isolation problems.
For this IIR parametrization, the adaptation algorithm is still convex. More-
over, when the fixed poles are selected carefully, similar vibration isolation
performance can be achieved and the computational complexity can be re-
duced significantly.

9.1.4 Sensors (section 6.1)

As mentioned in section 9.1.2, absolute motion sensors are preferred when
skyhook suspension damping as well as active structural damping are de-
sired. The most common absolute motion sensor types are accelerometers
and geophones.

For accelerometers, it is shown that a trade-off exists between the sensitiv-
ity and bandwidth. The trade-off is inherent to all accelerometers due to the
measurement principle on which the sensors are based.
Because geophones measure velocity instead of acceleration, their effective
noise level (in terms of acceleration) is remarkably low near the sensor’s prin-
cipal resonance frequency. However, it is also inherent to the inductive meas-
urement principle that the high frequency (and very low frequency) response
of geophones is worse compared to accelerometers.
It is also shown that all absolute motion sensors are sensitive to the so-called
tilt-to-horizontal coupling effect. As a result, it is impossible for acceleromet-
ers to distinguish between translational acceleration and a rotational acceler-
ation with respect to Earth’s gravitational field. A geophone acts as a rota-
tional velocity sensor below the sensor’s principal resonance frequency and
as a translational velocity sensor above this frequency. It is advisable to in-
clude this sensitivity to tilt in the dynamic models that are used for controller
design.
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It is shown that the sensor requirements for a hard mount vibration isolation
system are very stringent, in terms of (effective) noise level and bandwidth.
Several sensors have been evaluated for their suitability, but none have been
found to meet the requirements over the entire frequency range.

9.1.5 Actuators (section 6.2)

Two types of actuators have been evaluated for use in the active hard mount
isolation system:

• Piezoelectric stack actuators (PEA):
The inherently high stiffness of piezoelectric actuators must be re-
duced for most machines, because the suspension frequency would
otherwise become too high. In the experimental setup this has
been achieved by adding a compliant component in series with the
piezoelectric actuator. The stiffness reduction also reduces the ef-
fects of the noise injected by the DA-converter and PEA-amplifier
noise to a negligible level. However, the required input signals to
generate the required forces are increased.
When operated in open loop (voltage-controlled), the piezoelectric
actuator suffers from hysteresis. For vibration isolation applica-
tions, the dominant effect of hysteresis is an effective reduction of
the actuator’s force capacity, requiring larger input signals. Charge
controlled or position controlled operation of the piezoelectric ac-
tuator can reduce the hysteresis, and may therefore be preferred.
For the PEA-based setup, the increased required input signals due
to the stiffness reduction and hysteresis have made the output range
of the DA-converter a limiting factor for the vibration isolation
performance.

• Voice coil actuators (VCA):
The voice coil actuator has no inherent stiffness, allowing more
freedom in the mechanical design. Moreover, the hysteresis effect
in the voice coil actuator is negligible.
On the other hand, it is shown that the VCA-amplifier noise is the
dominant contributor to the machine acceleration level at high fre-
quencies. This noise contribution may be reduced by selecting an
actuator/amplifier combination that is better tuned to the partic-
ular application as the current actuator/amplifier are more power-
ful than strictly required.
It is shown that open loop operation (voltage mode) of the VCA-
amplifier is preferred over closed loop operation (current mode),
because the effective noise level is reduced by approximately a
factor two. Moreover, in open loop operation, the back-emf res-
ults in increased damping of the suspension mode.
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Even though the piezoelectric actuator and the voice coil actuator that have
been used in the control experiments have their disadvantages, the active con-
trol system has been able to significantly improve the vibration isolation per-
formance in both cases. Therefore, no definitive conclusion on the best actu-
ator type for vibration isolation problems can be drawn. However, it is ex-
pected that voice coil actuators are better suited for applications involving
relatively lightweight machines, whereas piezoelectric actuators might be a
viable alternative for heavier machines.

9.1.6 Mechanical design (sections 2.5, 3.2, 3.2.3 and 7.2)

From the experimental results and a theoretical analysis, the following guide-
lines for the mechanical design of hard mount vibration isolation systems
have been found:

• Actuator and sensor placement:
By connecting the actuators and sensors rigidly and close together
and carefully aligning them, the dynamics involved in the feed-
back loop will exhibit collocated behaviour over a large frequency
range. This collocation simplifies the feedback control design and
results in a robustly stable feedback loop.
Moreover, if the sensors and actuators are not properly aligned,
the secondary path or tertiary path may have non-minimum phase
behaviour. It has been shown that such non-minimum phase be-
haviour results in a reduced feedforward control performance at
the associated frequencies.

• Exact constraint design:
Significant parasitic stiffness in the hard mount design can lead to
undesired deformations due to e.g. thermal loads. Moreover, the
parasitic stiffness results in vibration transfer paths that can not
(directly) be compensated for by the feedforward controller. From
an analysis of a planar model, it is found that the ratio of prin-
cipal stiffness to parasitic stiffness should be at least 100 for each
mount. If this requirement fulfilled, parasitic stiffness is expec-
ted to have a negligible effect on the achievable vibration isolation
performance.

• Support stiffness:
Both experimental setups have been designed with relatively high
support stiffness. However, the exact values of the support stiff-
ness have been chosen rather arbitrarily. In practice, the support
stiffness must be chosen with care as it offers a trade-off between
floor vibration isolation and robustness against low-frequency dir-
ect disturbances. Its value should therefore be chosen based on the
expected floor vibration and direct disturbance levels.
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Moreover, as the required feedforward compensation effort is ap-
proximately proportional to the support stiffness, the floor vibra-
tion isolation problem is less demanding for lower values of the
support stiffness. It is therefore advised to choose the support stiff-
ness not higher than strictly necessary.

9.2 Recommendations for further research

From the results that have been obtained in this thesis, several topics for fur-
ther research are distilled. These suggestions are discussed below:

• Sensor blending:
The sensor noise level is an important limiting factor in the achiev-
able vibration isolation performance, especially the low frequency
noise in the reference sensor. It has also been shown that no sensor
exists that meets the requirements over the entire frequency range
of interest.
Therefore, it should be investigated whether a combination of sen-
sors can be used for different frequency ranges. Then, an adequate
sensor can be chosen for each frequency range. Most likely, such
a blended sensor signal should combine a displacement sensor for
low frequencies (f � 1 Hz), a geophone or seismic accelerometer
for the middle frequency range (≈ 1 ≤ f ≤ 100 Hz) and accelero-
meters and/or force sensors at high frequencies (f > 100 Hz).
Besides offering a superior overall signal quality, it may also be
possible to construct from these combined signals an error signal
that better represents the actual performance signal for use in the
adaptive feedforward controller. By using such a reconstructed er-
ror signal, the vibration isolation performance may be improved.
The blending of these sensor signals can be straightforward (using
low- and high-pass filters), but it may also be possible to use more
sophisticated techniques like Kalman filtering.
Moreover, by combining force and acceleration (or velocity) meas-
urements an approximate minimization of the transmitted power
is also possible [Beijers (2005)].

• Pole selection of the IIR parametrization:
The performance that is achieved by the feedforward controller
using the Infinite Impulse Response parametrization is highly de-
pendent on the pole selection. In this thesis, the poles have been
selected as a subset of the poles of the Causal Wiener filter. In
practice, this Causal Wiener filter can not be computed and an-
other method for finding good pole locations must be developed.
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Information on the pole locations could be extracted from detailed
system models and the system identification results, but experi-
mental tuning of the filter pole locations may also be required.
A combination of IIR poles and pure delays (FIR) may also be in-
teresting, as it has been shown that the FIR filter is better capable
of improving the performance at high frequencies (f > 100 Hz).

• Improvement of high-frequency passive isolation:
It has been observed that for the current setup the floor vibration
isolation performance above 150 Hz can not be improved by the
active control system. Although it may be possible to improve the
control bandwidth, a mechanical design may also be considered
that maintains sufficient (static) suspension stiffness, but achieves
better roll-off at high frequencies (better than −40 dB/decade). If
such a design can be realized, the passive floor vibration isolation
at high frequencies may be sufficient and no additional active con-
trol is required in this frequency range.

• Efficient implementation of the adaptive algorithms:
It has been shown that the IIR parametrization of the feedforward
controller leads to a reduction in the computational requirements
for the real-time processor. In view of the extension of the research
to a multiple channel setup, it remains to be seen whether the im-
plementation using the IIR parametrization is sufficiently efficient.
To reduce the computational requirements, block adaptive algo-
rithms may be considered, see e.g. [Sayed (2003), Ch. 10]. These
algorithms only compute an update at every N th sample, thereby
reducing the computational time required per sample.
It may also be worthwhile to investigate whether the control al-
gorithms can be implemented on faster real-time platforms, based
on e.g. field-programmable gate arrays (FPGA) or graphical pro-
cessor units (GPU), see e.g. [Wesselink (2009)].

• Extension to multiple channels:
The experimental results have been obtained on a simplified ex-
perimental setup with only one dominant direction of motion. An
important step in the development of the active hard mount vi-
bration isolation concept is to test the feedback and feedforward
control strategies on an experimental setup that allows motion in
all directions.





Appendix A

System models

In this appendix, a basic system model that is used to illustrate the design
trade-offs in vibration isolation is presented in section A.1. Moreover, a more
elaborate model for the experimental setup is presented in section A.2.

A.1 Basic system model

In this section, a basic model is described which is used to illustrate the design
trade-offs that exist for vibration isolation systems. The first section is dedic-
ated to the model’s equations of motion and the resulting transfer functions.
Then, the sensitivity of the transfer functions to the model parameters is dis-
cussed in section A.1.3, resulting in some basic design guidelines for high-
precision equipment and their supports.

A.1.1 Equations of motion

In figure A.1a, a basic system model is presented that still describes many
of the relevant phenomena that occur in vibration isolation problems. The
model uses lumped masses, linear springs and viscous dampers to describe
the dynamics of the machine, the mount and the floor. All bodies are restric-
ted to translate only in one direction. The machine has one internal degree of
freedom. The mount is modelled as the parallel connection of the spring k1
and the viscous damper d1. The floor is modelled as a mass-spring-damper
system. Hence, the compliance of the floor, as well as its dominant vibration
mode, can be taken into account. Several disturbance forces (Fd0

, Fd1
, Fd2

) are
shown that can excite the machine masses and the floor.
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Figure A.1: Elementary models of vibration isolation problems

Figure A.1b shows additional elements that may be present in active vibration
isolation systems, i.e. a force actuator Fa and several sensors Fm, yr , y

a
0 and ya1.

The expressions for the measurement signals are given in equations (A.1)–
(A.4). The absolute motion measurements are expressed in terms of displace-
ment.

Fm(t) = Fa(t)− k1(x1(t)− x0(t))− d1(ẋ1(t)− ẋ0(t)) (A.1)

yr (t) = x1(t)− x0(t) (A.2)

ya0(t) = x0(t) (A.3)

ya1(t) = x1(t) (A.4)

The equations of motion for this system are given by equations (A.5). Here, x
is the vector of mass displacements and f is the vector of external forces, see
equations (A.6) and (A.7). The input selection matrix B is given by equation
(A.8). The mass, damping and stiffness matrices M , D and K are specified in
equations (A.9)–(A.11).

Mẍ(t) +Dẋ(t) +Kx(t) = Bf (t) (A.5)

x(t) =
[
x0(t) x1(t) x2(t)

]T
(A.6)

f (t) =
[
Fd0

(t) Fd1
(t) Fd2

(t) Fa(t)
]T

(A.7)
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B =



1 0 0 −1
0 1 0 1
0 0 1 0


 (A.8)

M =



m0 0 0
0 m1 0
0 0 m2


 (A.9)

D =



d0 + d1 −d1 0
−d1 d1 + d2 −d2

0 −d2 d2


 (A.10)

K =



k0 + k1 −k1 0
−k1 k1 + k2 −k2
0 −k2 k2


 (A.11)

Commonly, the machine response is described in terms of the displacement x1
and the deformation ∆x ≡ x2−x1. This can be achieved by a change in variables
as indicated in equation (A.12). Here, q(t) are called generalized coordinates.
In order to retain the symmetry in the system matrices, the equations of mo-
tion are multiplied from the left by V T, see equation (A.13).

x(t) =



1 0 0
0 1 0
0 1 1






x0(t)
x1(t)
∆x(t)


 = V q(t) (A.12)

V TMV︸  ︷︷  ︸
M̄

q̈(t) +V TDV︸  ︷︷  ︸
D̄

q̇(t) +V TKV︸  ︷︷  ︸
K̄

q(t) = V TB︸︷︷︸
B̄

f (t) (A.13)

Equation (A.14) expresses the equations of motion in the Laplace domain.
The first term on the right-hand side denotes the forced excitation, whereas
the latter two terms are related to the response to non-zero initial conditions.

[
M̄s2 + D̄s+ K̄

]
Q(s) = B̄F (s) +

[
M̄s+ D̄

]
q(0) + M̄q̇(0) (A.14)
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A.1.2 Transfer functions

The transfer function matrix relating the generalized coordinates to the force
inputs is given by equation (A.15). For low order systems (typically ≤ 3),
the inverse matrix in equation (A.15) can be easily calculated from equation
(A.16), where adj(A) is the adjugate or classical adjoint of a matrix A and
det(A) is its determinant.

Q(s)
F (s)

=
[
M̄s2 + D̄s+ K̄

]−1
B̄ (A.15)

A−1 =
adj(A)
det(A)

(A.16)

adj(A)ij = (−1)i+jMji (A.17)

The (i, j)-entry of the adjugate is defined in equation (A.17). Here, Mji is a
minor of A, i.e. the determinant of the sub-matrix of A that results when the
jth row and the ith column are removed.
Please note that adj(A)ij can be interpreted as the numerator polynomialNij (s)

of the transfer function Qi (s)
Fj (s)

. Moreover, det(A) is the denominator polynomial

of the transfer functions.

Full model

When evaluating the full model of equation (A.14), the transfer function mat-
rix is given by equation (A.18). The denominator polynomial is given in equa-
tion (A.19). Note that, for ease of notation, the dynamic stiffnesses k̃i are in-
troduced, as shown in equation (A.20). The numerator polynomials are listed
in equations (A.21)–(A.32).

Q(s)
F (s)

=
1
p(s)




N11(s) . . . N14(s)
...

. . .
...

N31(s) . . . N34(s)




(A.18)

p(s) =
(
m0s

2 + k̃0 + k̃1

)(
m1s

2 + k̃1 + k̃2

)(
m2s

2 + k̃2

)

− k̃2
2

(
m0s

2 + k̃0 + k̃1

)
− k̃2

1

(
m2s

2 + k̃2

) (A.19)

k̃i = ki + dis, i = 0,1,2 (A.20)
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N11(s) =
(
m1s

2 + k̃1 + k̃2

)(
m2s

2 + k̃2

)
− k̃2

2 (A.21)

N12(s) = k̃1

(
m2s

2 + k̃2

)
(A.22)

N13(s) = k̃1k̃2 (A.23)

N14(s) = −s2
(
m1m2s

2 + k̃2 (m1 +m2)
)

(A.24)

N21(s) = N12(s) (A.25)

N22(s) =
(
m0s

2 + k̃0 + k̃1

)(
m2s

2 + k̃2

)
(A.26)

N23(s) = k̃2

(
m0s

2 + k̃0 + k̃1

)
(A.27)

N24(s) =
(
m0s

2 + k̃0

)(
m2s

2 + k̃2

)
(A.28)

N31(s) = −m2s
2k̃1 (A.29)

N32(s) = −m2s
2
(
m0s

2 + k̃0 + k̃1

)
(A.30)

N33(s) =
(
m0s

2 + k̃0 + k̃1

)(
m1s

2 + k̃1

)
− k̃2

1 (A.31)

N34(s) = −m2s
2
(
m0s

2 + k̃0

)
(A.32)

Rheonomic floor motion

When the floor motion is assumed to be an independent input signal, the
equations of motion and the associated transfer functions are slightly altered.
In this case, only the lower right 2×2 blocks ofM ,D, K and V need to be used.
Moreover, the generalized coordinatesQ(s), the force input vector F (s) and the
input selection matrix B are changed, as indicated in equations (A.33)–(A.35).

Q̃(s) =
[
X1(s) ∆X(s)

]T
(A.33)

F̃ (s) =
[
k̃1X0(s) Fd1

(s) Fd2
(s) Fa(s)

]T
(A.34)

B̃ =
[
1 1 0 1
0 0 1 0

]
(A.35)
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As there are three linearly dependent columns in B̃, there are only four trans-
fer functions required to describe the system response, see equation (A.36).
The denominator polynomial for this reduced system is expressed in equa-
tion (A.37).

Q̃(s)

F̃ (s)
=

1
pr(s)

[
Ñ11(s) Ñ11(s) Ñ12(s) Ñ11(s)
Ñ21(s) Ñ21(s) Ñ22(s) Ñ21(s)

]
(A.36)

pr(s) =
(
m1s

2 + k̃1 + k̃2

)(
m2s

2 + k̃2

)
− k̃2

2 (A.37)

The numerator polynomials are derived using equation (A.17). The results
are listed in equations (A.38)–(A.41).

Ñ11(s) =
(
m2s

2 + k̃2

)
(A.38)

Ñ12(s) = k̃2 (A.39)

Ñ21(s) = −m2s
2 (A.40)

Ñ22(s) =
(
m1s

2 + k̃1

)
(A.41)

These transfer functions define the compliances Ci(s) and the deformabilities
Di(s), as shown in equations (A.42)–(A.45). Lastly, the transmissibility T (s)
and deformation transmissibility Td(s) are defined by equations (A.46) and
(A.47). Please note that the floor motion input is expressed in terms of accel-
eration.

C1(s) ≡ X1(s)
Fd1

(s)
=

(
m2s

2 + k̃2

)

pr(s)
(A.42)

C2(s) ≡ X1(s)
Fd2

(s)
=

k̃2

pr(s)
(A.43)

D1(s) ≡ ∆X(s)
Fd1

(s)
= −m2s

2

pr(s)
(A.44)

D2(s) ≡ ∆X(s)
Fd2

(s)
=

(
m1s

2 + k̃1

)

pr(s)
(A.45)

T (s) ≡ Ẍ1(s)
Ẍ0(s)

=
X1(s)
X0(s)

=
k̃1

(
m2s

2 + k̃2

)

pr(s)
(A.46)

Td(s) ≡ ∆X(s)
Ẍ0(s)

=
∆X(s)
s2X0(s)

= − k̃1m2

pr(s)
(A.47)
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For later use, it is pointed out that the deformation transmissibility (A.47)
is related to the transfer function Ẍ2(s)/Ẍ0(s) as shown in equation (A.48).
In case the damping d2 can be neglected (which is usually the case), the de-
formation due to floor vibrations can be conveniently evaluated by scaling the
measured acceleration ẍ2(t) by −m2/k2.

Ẍ2(s)
Ẍ0(s)

=
k̃1k̃2

pr (s)
= − k̃2

m2

∆X(s)
Ẍ0(s)

(A.48)

A.1.3 Parameter sensitivity

The transfer functions of equations (A.42)–(A.47) depend on the mechanical
properties of the machine (m1, m2, k2 and d2) as well as on those of the sup-
port (k1 and d1). Even though the former parameters are usually given design
constraints for a vibration isolation system design, it is interesting to explore
the effect of these machine design parameters on the machine’s sensitivity to
the various disturbance sources.

Machine parameters

In figure A.2, the (deformation) transmissibility, compliances and deformab-
ilities are depicted for an exemplary system. The system’s suspension reson-
ance frequency fsusp is 5 Hz and the internal resonance frequency fint is 100
Hz. The damping ratio of the suspension frequency is 1%. Two values of d2
were evaluated, resulting in internal mode damping ratios of 1% (dashed) and
10% (solid) respectively.
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(b) Magnitude frequency response of Td (s)

Figure A.2: Magnitude frequency responses of T (s) and Td (s)



206 Appendix A. System models
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Figure A.2 (cont.): Magnitude frequency responses of C1(s), D1(s), C2(s) and
D2(s)

The asymptotic behaviour at low and high frequencies is also indicated for
the various transfer functions. The indicated antiresonance frequencies fa1
and fa2

are expressed in equation (A.49) (assuming zero damping).

fai =
1

2π

√
ki
mi
, i = 1,2 (A.49)

Based on the indicated asymptotic behaviour in figure A.2, the effects of all six
mechanical parameters can be evaluated. Firstly, it is clear from figures (a)–
(e), that a large value for m1 is beneficial at frequencies f above fsusp. Hence,
a heavy base frame is preferred. In practice, increasing the frame mass may
have some disadvantages. Due to the added mass, resonance frequencies may
shift to lower frequencies. When these resonance modes are excited by dis-
turbances, the overall machine accuracy may actually be reduced.
Moreover, the machine will occupy more area and volume and will be more
difficult to handle/transport. All these effects add to the production and in-
stallation costs of the machine. As a result, a significant increase of the frame
mass may not always be an economically viable option.
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Based on figures (b) and (d), a small value of m2 reduces the deformation
transmissibility Td and the deformability D1 for f < fint. However, a large
value of m2 is required for low sensitivity to Fd2

at f > fint, according to fig-
ures (e) and (f). In many cases, floor vibrations are the dominant disturbance
source and, hence, a small value of m2 is preferred.
A large value is preferred for k2, as can be deduced from figures (b), (d) and
(f). It reduces the deformation sensitivity to all disturbance sources at f < fint.
The adverse effect of a small value for k2 at f > fint in figure (e) is then taken
for granted.
The beneficial effect of high internal damping (a large value for d2) on the
resonance peak at fint is obvious from all figures (compare dashed and solid
lines). There is only a slight, insignificant adverse effect in figure (e) for
f > fint. It should be noted that, in practice, it is very difficult to obtain such
high internal damping ratios by passive means. Construction elements that
allow energy dissipation usually possess nonlinear behaviour (e.g. friction,
hysteresis), which introduce some positional uncertainty. This behaviour is in
contradiction with the main objective of the mechanical design, which is to
assure small, predictable deformations.

Summarizing the above, it can be stated that, in order to reduce the sensitivity
to (most) disturbance sources, a lightweight, stiff upper structure design is
preferred, with sufficient internal damping and placed on a heavy (rigid) base.

Support parameters

With respect to the machine support parameters k1 and d1, the analysis pro-
duces more ambivalent results. The effects on the transmissibility T (s) and
compliance C1(s) are illustrated in more detail in figure A.3 and A.4.
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Figure A.3: Effect of k1 on the transmissibility T (s) and the compliance C1(s).
The value of k1 was varied by a factor 25, resulting in suspension frequencies
of 1 Hz (dashed), 5 Hz (solid) and 25 Hz (dotted).



208 Appendix A. System models

From figure A.3a, it is observed that a low support stiffness k1 is preferred
with regard to the transmissibility T (s), whereas a high support stiffness is
more beneficial in terms of the compliance C1(s) (see figure A.3b).
It is left as an exercise to the reader to verify that the effect of k1 on the de-
formation transmissibility Td(s) is similar to the effect on the transmissibility
T (s), and the effects on the compliance C2(s) and the deformability D1(s) are
similar to the effect on the compliance C1(s). There is no significant effect of
k1 on the deformability D2(s).

As a result of these conflicting requirements, the choice of k1 is a design trade-
off, which depends mostly on the expected level of the various disturbances
(and, most importantly, on the relative importance of floor vibrations versus
direct disturbance forces). In most applications, floor vibrations are the major
source of disturbances, and hence a soft mount system is preferred. Unfor-
tunately, the low support stiffness in soft mount systems introduces several
disadvantages compared to hard mount systems:

• direct disturbances induce larger displacements and deformations,
as well as longer settling times

• the tilt modes of machines with a high centre of mass may become
unstable

• the levelling problem due to gravity

To illustrate the levelling problem, equation (A.50) gives the static deflection
∆x of a (linear) spring due to mass loading in Earth’s gravitational field. For
a (typical) soft mount suspension resonance frequency of 1 Hz, the static de-
flection will be 0.25 m(!). In order to compensate for this sagging, soft mount
systems have to be equipped with an additional levelling system, which in-
herently operates in a very small bandwidth.

∆x = −mg
k

= − g
(
2πfsusp

)2 (A.50)

Another design trade-off exists for the value of d1. Figure A.4a and A.4b in-
dicate that the resonance peak at the suspension frequency is reduced by in-
creasing d1. However, a large value for d1 results in a significantly increased
transmissibility above the suspension frequency (see figure A.4a).
Again, it is left to the reader to verify that the effect of d1 on Td(s) is similar to
the effect on T (s), and the effects on C2(s), D1(s) and D2(s) are similar to the
effect on C1(s).
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Figure A.4: Effect of d1 on the transmissibility T (s) and the compliance C1(s).
The value of d1 was varied by a factor 10, resulting in suspension damping
ratios of 1% (dashed), 10% (solid) and 100% (dotted).

A.2 Experimental setup models

In this section, the modelling of the experimental setup is discussed. In sec-
tion A.2.1, a lumped-parameter, single-directional model of the mechanical
subsystem is presented. Then, in section A.2.2, the modelling of the various
electrical components is treated briefly.

A.2.1 One-directional model

Figure A.5 shows the model structure of the experimental setup. This struc-
ture is valid for either actuator type (piezoelectric (PEA) or voice coil actuator
(VCA)). For a description of the various model elements, see section 7.2.1.
Table A.1 lists the model parameters for both setups.

Fsh Fa

m0 m1 m2

k0

d0

kact k2kw0
kw1 ks

mv0 mv1 mv2

ks0 ks1 ks2

ẍ0 ẍ1 ẍ2

Figure A.5: Lumped parameter model of the experimental setup, for the prin-
cipal direction of motion
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Table A.1: Model parameters for the experimental setups

Parameter PEA VCA Unit

m0 20 id. kg

m1 2.7 3 kg

m2 2.7 id. kg

mv0 0.06 id. kg

mv1 0.01 0.03 kg

mv2 0.05 1 kg

k0 1.2 · 104 id. N/m

d0 90 id. N s/m

k2 4.5 · 105 id. N/m

ks0 2.7 · 103 id. N/m

ks1 2.7 · 103 id. N/m

ks2 2.7 · 103 id. N/m

kw0 3 · 106 id. N/m

kw1 3.8 · 106 2 · 106 N/m

kact 1.2 · 107 6.4 · 104 N/m

ks 3 · 105 1.3 · 108 N/m

The dynamical behaviour of the setup can be described in the frequency do-
main by six transfer functions, as defined in equation (A.51). Given the model
parameters in table A.1, these transfer functions are easily computed using
the method discussed in appendix A.1.2. The resulting frequency response of
Hm(s) is shown in figure A.6.

Hm(s) =



H11(s) H12(s)
H21(s) H22(s)
H31(s) H32(s)


 ≡




Ẍ0(s)
Fsh(s)

Ẍ0(s)
Fa(s)

Ẍ1(s)
Fsh(s)

Ẍ1(s)
Fa(s)

Ẍ2(s)
Fsh(s)

Ẍ2(s)
Fa(s)




(A.51)
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(c) H21(s) = Ẍ1(s)/Fsh(s)
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(d) H22(s) = Ẍ1(s)/Fa(s)
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(e) H31(s) = Ẍ2(s)/Fsh(s)
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(f) H32(s) = Ẍ2(s)/Fa(s)

Figure A.6: Bode diagrams of the experimental setup models [eqn.
(A.51)], : setup with VCA; − − : setup with PEA
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A.2.2 Signal conditioning and power electronics

A block diagram showing the interconnection of the mechanical system and
the sensor and actuator electronics is shown in figure A.7. The input signals
ush and ua represent the discrete driving signals for the shaker and the (PEA
or VCA) actuator. The output signals y0, y1 and y2 are sampled versions of
the sensor signals, which represent the accelerations of the floor mass m0, the
first machine mass m1 and the second machine mass m2 respectively.

An overview of the relevant parameters for the electrical system components
is presented in table A.2.

[
ush(k)
ua(k)

] 


y0(k)
y1(k)
y2(k)


DAC PA Hm(s) SSC ADC

Figure A.7: Block diagram showing the interconnection of the mechanical
system and the electrical components
DAC : DA-converters (dSPACE DS2102)
PA : power amplifiers and actuator electronics

Hm(s): mechanical system (including coupled 3D dynamics), cf. eqn. (A.51)
SSC : sensor signal conditioning
ADC : AD-converters (dSPACE DS2004)



A.2 Experimental setup models 213

Table A.2: Model parameters of the electrical components

Component Parameter Value

ADCs
number of bits 16

full scale range (bipolar) 5 V

DACs number of bits 16

DAC shaker full scale range (bipolar) 5 V

DAC VCA full scale range (bipolar) 5 V

DAC PEA full scale range (bipolar) 10 V

Nexus overall sensitivity So 3.16 V/(m/s2)

signal high-pass cut-off (2nd order) 0.1 Hz

conditioning low-pass cut-off (2nd order) 1 kHz

piezo voltage gain Av 6 V/V

amplifier output impedance Ro 1 kΩ

piezo PE constant ep 3.2 N/V

actuator (free) capacitance Cfr 1600 nF

voice coil amplifier voltage gain Av 0.68 V/V a

voice motor constant km 11.2 N/A

coil coil resistance Rc 12.8 Ω

actuator coil inductance Lc 3 mH

shaker amplifier voltage gain Av 1 V/V

shaker
motor constant km 6.4 N/A

coil resistance Rc 2 Ω

a Includes a 1/20 voltage divider circuit, nominally 13.6 V/V





Appendix B

Feedback controller tuning
for active damping

In this appendix, several optimal tuning rules are derived for a direct velocity
feedback (DVF) controller. The analysis is focussed on adding active damping
to the structural mode. These results can also be found in [Preumont (2002);
Vervoordeldonk et al. (2006)], albeit without the proof.
In section B.3, the relation between DVF and passivity-based control is dis-
cussed briefly.

B.1 Model equation

To find tuning rules for a DVF controller, an approximation for the loop gain
in the vicinity of the structural resonance frequency ωr is used. For this pur-
pose, an approximation of the modal expansion of the system dynamics is
used. This approximation can be expressed by the general form shown in
equation (B.1). Here, Rm and Rk are the so-called mass and stiffness residues
and A is the contribution factor of the suspension resonance. The velocity
feedback gain is denoted by kv .

L(s) ≈ kv
(
Rm

s
+

As

s2 +ω2
r

+Rks
)

(B.1)

When the velocity measurement and the force actuation are collocated 1, both
residues and the contribution factor are positive. In case the mass residue
term dominates over the stiffness residue, the loop gain can then be further

1 Measurement and actuation occur at the same location(s)
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approximated as shown in equation (B.2). On the other hand, when the stiff-
ness residue term dominates, the approximation of equation (B.3) may be
used.

L(s) ≈ kv1

s
s2 +ω2

a

s2 +ω2
r

kv1 = kv (A+Rm) , ω2
a =

Rmω2
r

Rm +A
< ω2

r (B.2)

L(s) ≈ kv2s
s2 +ω2

a

s2 +ω2
r

kv2 = kvR
k , ω2

a =ω2
r +

A

Rk
> ω2

r (B.3)

B.2 Maximum damping

In this section, expressions are derived for the maximum achievable damping.
The derivation is presented for the case of dominating mass residue (B.2), the
derivation for dominating stiffness residue (B.3) follows a similar line.
The closed loop poles are the solutions to the characteristic equation (B.4). For
the loop gain of equation (B.2), the resulting characteristic polynomial is then
given by equation (B.5).

1 +L(s) = 0 (B.4)

s3 + kv1s
2 +ω2

r s+ kv1ω
2
a = 0 (B.5)

Because equation (B.5) is a third order polynomial, it has at least one real root
(at s = −r). The other roots are assumed to be complex (s = −ζω ± jω

√
1− ζ2).

Hence, the characteristic polynomial can be expressed as shown in equation
(B.6).

(s+ r)
(
s2 + 2ζωs+ω2

)
= 0 (B.6)

By expanding equation (B.6) and matching coefficients with equation (B.5), an
expression is found for ζ as a function of ω, see equation (B.7).

ζ =

√(
ω2
r −ω2

)(
ω2 −ω2

a

)

2ωωa
(B.7)

By setting the derivative of ζ with respect to ω to zero, the maximum achiev-
able damping can be found. The maximum damping, the required feedback
gain and the corresponding frequency are listed in equation (B.8). The su-
perscript d refers to the fact that the parameters are optimized for maximum
damping.
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ωd
opt = rd

opt =
√
ωrωa

ζd
opt =

ωr −ωa
2ωa

k
d
v1,opt =

ωr
ωa

√
ωaωr



for ωa < ωr (B.8)

Following a similar line of reasoning for the loop gain of equation (B.3), it can
be shown that the optimal result is then given by equation (B.9).

ωd
opt = rd

opt =
√
ωrωa

ζd
opt =

ωa −ωr
2ωr

k
d
v2,opt =

ωa
ωr
√
ωaωr



for ωr < ωa (B.9)

B.3 Passivity-based control

Direct Velocity Feedback control using collocated actuator/sensor pairs is an
example of passivity-based control, as will be explained here. In this ap-
pendix, only some basic results are presented for passive LTI systems, which
are mainly adapted from the results for nonlinear systems in [Byrnes et al.
(1991); Bao and Lee (2007)]. For a more in-depth discussion of passivity-
based control, see e.g. [Ortega et al. (1998); van der Schaft (2000); Bao and
Lee (2007)].

B.3.1 Passivity

Consider the state-space system of equation (B.10). Then, the system is pass-
ive when a continuous, positive semi-definite function V (x) exists, such that
V (0) = 0 and the dissipation inequality (B.11) holds for all admissible inputs
u. V (x) is called a storage function.

ẋ(t) = Ax(t) +Bu(t)

y(t) = Cx(t)
x ∈Rn, u,y ∈Rm (B.10)

V (x(t))−V (x(0)) ≤
∫ t

0
yT(τ)u(τ) dτ, ∀t ≥ 0, ∀x(0) ∈Rn (B.11)
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When the storage function is continuously differentiable, the dissipation in-
equality (B.11) can be expressed by equation (B.12).

V̇ (x(t)) ≤ yT(t)u(t), ∀t ≥ 0 (B.12)

A linear passive system has the following properties (among others):

• the system is stable when V (x) is continuously differentiable and
positive definite2

• if the system is detectable3, (negative) static gain output feedback
asymptotically stabilizes the system

• the system’s transfer function H (s) is minimum phase
• for a SISO system, ∠H(jω) ∈ [−90◦, 90◦] ∀ω ∈R

B.3.2 DVF in terms of passivity-based control

Consider the general lumped parameter model of a flexible structure in equa-
tion (B.13). Here, q is the vector of generalized coordinates, d and u are the
(generalized) disturbances and actuator signals. M , D and K are the (gen-
eralized) mass, damping and stiffness matrices. M is assumed to be positive
definite, D and K are assumed to be positive semi-definite. As a result, the
open loop system is (marginally) stable. The matrices Bd and Bu represent
the interaction of the disturbances and actuators with the structure.

Mq̈+Dq̇+Kq = Bdd +Buu (B.13)

A state space representation in the form of equation (B.10) is easily found by
choosing the state vector x = [qT q̇T]T. Then, a positive definite candidate
storage function is the total system energy, see equation (B.14). Note that the
only equilibrium is then given by (q, q̇) = (0,0). The time derivative of V (q, q̇)
is given by equation (B.15).

V (x) = V (q, q̇) =
1
2
q̇TMq̇+

1
2
qTKq > 0 ∀ (q, q̇) , (0,0) (B.14)

V̇ (q, q̇) = q̇T (Mq̈+Kq) = q̇T (Bdd +Buu−Dq̇) (B.15)

Now, we try to find a feedback control law and an output measurement that
render the closed loop system asymptotically stable.

2 In this case, V (x) is a Lyapunov function (evaluate equation (B.12) for u ≡ 0)
3 The system is detectable when all unstable modes are observable
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In order to assess closed loop stability, we are interested in the unforced re-
sponse, i.e. the disturbance inputs can be ignored (d ≡ 0). Moreover, because
D ≥ 0 by assumption, the inequality in equation (B.16) holds.

V̇ (q, q̇)
∣∣∣
d≡0

= q̇T (Buu−Dq̇) ≤ q̇TBuu (B.16)

By choosing collocated velocity measurement according to equation (B.17),
the dissipation inequality (B.12) is satisfied. Therefore, the open loop system
is passive.
Then, the second property listed in section B.3.1 states that the static gain
output feedback of equation (B.18) asymptotically stabilizes the closed loop
system, provided that any undetectable modes are stable4. Indeed, from equa-
tion (B.19), we can conclude that V (q, q̇) is a Lyapunov function for the closed
loop system with a negative definite time-derivative. Therefore, the closed
loop system is asymptotically stable.

y = BT
u q̇ (B.17)

u = −Gy, G > 0 (B.18)

V̇ (q, q̇) ≤ q̇TBuu = −yTGy < 0 ∀y , 0 (B.19)

4 Detectable modes are also stabilizable, due to the collocated measurement





Appendix C

Causal Wiener filter

In this appendix, an outline of the proof for the Causal Wiener filter is presen-
ted, which is based on [Fraanje (2004), Appendix A].
The Causal Wiener filter is the solution to the minimization problem (C.2),
where W (z) is constrained to be causal and stable. See sections 5.1 and 5.2 for
the definition of the dynamic systems.

JMSE(W ) = ‖P d(z) + S(z)W (z)T d(z)‖22 (C.1)

W c(z) = arg min
W

JMSE(W ) (C.2)

For the derivation of the Causal Wiener filter, the inner-outer and co-inner-
outer factorization are used, which are defined in section C.1 (see also section
5.2.2). The derivation of the Causal Wiener filter is presented in section C.2.

C.1 (Co-) inner-outer factorization

The inner-outer factorization of the stable, proper system G(z) is given by
equation (C.3). G(z) has Nu inputs and Ny outputs and normal rank R =
sup { rank(G(λ)), λ ∈C, λ not a pole of G(z) }. For well-defined systems, the
normal rankR equals min(Ny ,Nu). However, for example, a 3×2 system whose
inputs are linearly dependent has a normal rank of only 1.

G(z) = Gi(z)Go(z) (C.3)
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The outer factorGo(z) is stable, proper and minimum-phase. It has Nu inputs
and R outputs. Because it is minimum-phase and R ≤ Nu , it has (at least)
a stable right inverse. The inner factor Gi(z) is stable, proper and all-pass.
The inner factor has R inputs and Ny outputs. When the inner factor is not
square (R < Ny), an orthogonal inner factor G⊥i (z) exists with Ny outputs and

Ny−R inputs, such that
[
Gi(z) G

⊥
i (z)

]
is a unitary system1, see equations (C.4)

and (C.5). Here, G∗i (z) denotes the adjoint system of Gi(z), which denotes the
transposed and time-reversed system: G∗i (z) ≡GT

i (z−1).

Gi(z)Gi(z)
∗ +G⊥i (z)G⊥∗i (z) = INy (C.4)



G∗i (z)Gi(z) G∗i (z)G

⊥
i (z)

G⊥∗i (z)Gi(z) G⊥∗i (z)G⊥i (z)


 =

[
IR 0
0 INy−R

]
(C.5)

The co-inner-outer factorization is closely related to the inner-outer factor-
ization. Given the inner-outer factorization (C.3) of G(z), the co-inner-outer
factorization ofH (z) ≡GT(z) is given by equation (C.6). In words, the co-inner
and co-outer factors of H (z) are the transposed inner and outer factors of the
transpose of H (z).

H (z) = H co(z)H ci(z) = GT
o (z)GT

i (z) (C.6)

Once again, if the co-inner factor H ci(z) is not square, an orthogonal co-inner
factorH⊥ci(z) exists, such that

[
H ∗ci(z) H

⊥∗
ci (z)

]
is unitary. This means that equa-

tions (C.4) and (C.5) are also valid when Gi(z) and G⊥i (z) are replaced by
H ∗ci(z) and H⊥∗ci (z), see equations (C.7) and (C.8). Here, H (z) has Ny outputs,
Nu inputs and normal rank R.

H ci(z)
∗H ci(z) +H⊥∗ci (z)H⊥ci(z) = INu (C.7)



H ci(z)H ∗ci(z) H ci(z)H

⊥∗
ci (z)

H⊥ci(z)H
∗
ci(z) H⊥ci(z)H

⊥∗
ci (z)


 =

[
IR 0
0 INu−R

]
(C.8)

Note that, for SISO systems, the inner-outer and co-inner-outer factorization
coincide. Moreover, the orthogonal (co-)inner factors do not exist for SISO
systems.
See section C.3 for a state-space algorithm to compute the (co-)inner-outer
factorization.

1 A square system G(z) is unitary when G(z)G(z)∗ =G(z)∗G(z) = I . This is a generalization of
the concept of unitary matrices to linear systems.
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C.2 Derivation of the Causal Wiener filter

Using property (C.4) of the inner factor of S(z) and the equivalent property
(C.7) for the co-inner factor of T d(z), the system P d(z) can be expressed by
equation (C.9). The dependency on z has been dropped, for ease of notation.

P d =
(
SiS

∗
i + S⊥i S

⊥∗
i

)
P d

(
T ∗d,ciT d,ci + T ⊥∗d,ciT

⊥
d,ci

)

= SiS
∗
iP dT

∗
d,ciT ci + SiS

∗
iP dT

⊥∗
d,ciT

⊥
d,ci

+ S⊥i S
⊥∗
i P dT

∗
d,ciT d,ci + S⊥i S

⊥∗
i P dT

⊥∗
d,ciT

⊥
d,ci

≡ P 1 + P 2 + P 3 + P 4

(C.9)

Note that, due to the property (C.5) of the inner factor of S(z) and the equi-
valent property (C.8) for the co-inner factor of T d(z), the four terms P 1,P 2,P 3
and P 4 are orthogonal (in the sense of the inner product), see equation (C.10).

〈P k ,P l〉 ≡ 1
2π

tr
∫ π

−π
P k(e

jω)P l(e
jω)H dω = 0, k , l ∈ {1,2,3,4} (C.10)

The second term in the optimization criterion (C.1) can be expressed by equa-
tion (C.11). Note that this term is also orthogonal to P 2,P 3 and P 4.

SWT d = SiSoWT d,coT d,ci (C.11)

It is well known that the squared 2-norm of the sum of two orthogonal systems
G, H is just the sum of the squared 2-norms of the individual systems, see
equation (C.12). Then, the cost criterion (C.1) can be expressed by equation
(C.13), with W constrained to be stable and causal.

‖G +H‖22 = ‖G‖22 + ‖H‖22 ⇔ 〈G,H〉 = 0 (C.12)

J(W ) = ‖P 1 + SWT d‖22 + ‖P 2‖22 + ‖P 3‖22 + ‖P 4‖22 (C.13)

Only the first term in equation (C.13) depends on W . Therefore, the Causal
Wiener filter is also the solution to the minimization problem (C.14). More-
over, the alternative cost criterion J̃(W ) can be reduced to equation (C.15),
due to the all-pass properties of Si and T d,ci .

W c = arg min
W

J̃(W ) = arg min
W
‖P 1 + SWT d‖22 (C.14)

J̃(W ) = ‖P 1 + SWT d‖22 =
∥∥∥S∗iP dT ∗d,ci + SoWT d,co

∥∥∥2
2

(C.15)
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The first term S∗iP dT
∗
d,ci in equation (C.15) is stable, but may be acausal2 due

to the presence of the adjoint systems. However, because W is constrained to
be stable and causal, the second term SoWT d,co is stable and causal. There-
fore, the anti-causal part of the first term can not be compensated for by the
Causal Wiener filter.
Mathematically, this can be shown as outlined below. For any two stable sys-
tems X ,Y of equal dimensions, equation (C.16) holds. Here, {•}+ and {•}−
denote the causal and anti-causal parts of • respectively. See section C.3 for
an implementation of the (anti-)causality operators.
The proof follows from the definition of the H2-norm3 and the orthogonality
property (C.17), which is easily obtained from the expansion of each system
into powers of z and evaluating the inner product.

∥∥∥{X}+ + {Y }−
∥∥∥2

2
=

∥∥∥{X}+
∥∥∥2

2
+
∥∥∥{Y }−

∥∥∥2
2

(C.16)

〈{X}+ , {Y }−
〉

= 0 (C.17)

Therefore, the cost criterion can be expressed by equation (C.18). Moreover,
because So has a stable right inverse S‡o and T d,co has a stable left inverse
T †d,co, it is immediately clear that the cost criterion is minimized by the Causal
Wiener filter W c, as given by equation (C.19).

J̃(W ) =
∥∥∥∥
{
S∗iP dT

∗
d,ci

}
−

∥∥∥∥
2

2
+
∥∥∥∥
{
S∗iP dT

∗
d,ci

}
+

+ SoWT d,co
∥∥∥∥

2

2
(C.18)

W c = −S‡o
{
S∗iP dT

∗
d,ci

}
+
T †co (C.19)

It can be seen that the Causal Wiener filter uses the outer factor So and the
co-outer factor T d,co to causally invert as much of the dynamics of S and T d
as possible. The remaining dynamics of these paths can only be compensated
by the anti-causal adjoint systems of the (co-)inner factors. To obtain a causal
controller, the causal part of these terms combined with P d is taken.

The minimum value of the MSE cost criterion J(W ) is then given by equation
(C.20). Here, the last two terms represent an equivalent expression for ‖P 2‖22+
‖P 3‖22 + ‖P 4‖22 in equation (C.13).

J(W c) =
∥∥∥∥
{
S∗iP dT

∗
d,ci

}
−

∥∥∥∥
2

2
+
∥∥∥S⊥∗i P d

∥∥∥2
2

+
∥∥∥S∗iP dT ⊥∗d,ci

∥∥∥2
2

(C.20)

2 A system is causal if it depends on present and past inputs only. It is anti-causal when it
depends on future inputs only. It is called acausal when it depends on future and past
and/or present inputs.

3 See section 2.3 for the continuous time counterpart, the discrete time definition is defined
equivalently.



C.3 Implement. of inner-outer factorization and causality operator 225

The three terms in equation (C.20) can be given the following interpretation:
the first term is due to non-minimum phase zeros and delays in S and T d
which are not cancelled by unstable poles and delays in P d .
The second term only exists when S⊥i exists. For vibration isolation problems,
this occurs when there are more error signals than actuator signals. In this
case it is clear that, unless S⊥i and P d are orthogonal, perfect cancellation is
not achievable, even if there are no delays and non-minimum phase zeros in
S. The mentioned orthogonality of S⊥i and P d occurs when the disturbance
sources only cause vibrations that can be controlled by the actuators, which is
very unlikely to be the case in any practical situation.
Similarly, the third term only exists when T ⊥d,ci exists. For vibration isolation
problems, this occurs when there are more disturbance sources than reference
sensors, i.e. it is not possible to independently determine the contribution of
all disturbance sources to the reference signals. Unless P d and T ⊥d,ci are or-
thogonal, perfect cancellation can not be achieved. This orthogonality occurs
only when the (combinations of) disturbance sources that are not measurable
at the reference sensors do not cause any vibration at the error sensors. Again,
this is highly unlikely to occur in practice.

C.3 Implementation of the (co-)inner-outer factor-
ization and the (anti-)causality operator

In this section, state-space formulae for the (co-)inner-outer factorization and
the (anti-)causality operator are given. These formulae are taken from [Ion-
escu and Oară (1996); Fraanje (2004), Appendix B].

Implementation of the (co-)inner-outer factorization

Let the discrete system G(z) be given by the state-space representation (C.21).

x(k + 1) = Ax(k) +Bu(k)

y(k) = Cx(k) +Du(k)
x ∈RNx , u ∈RNu , y ∈RNy (C.21)

IfG(z) is stable, without zeros on the unit circle, andNy ≥Nu , the inner factor
Gi(z) and outer factor Go(z) of G(z) are given by equation (C.22).

Gi(z) ∼
[
A−BF BH‡
C −DF DH‡

]
, Go(z) ∼

[
A B
HF H

]
(C.22)
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Here, •‡ denotes the right inverse and X = XT is the unique, stabilizing solu-
tion to the discrete algebraic Riccati equation (DARE) (C.23). H satisfies equa-
tion (C.24) and can be computed by a Cholesky decomposition. Finally, F is
given by equation (C.25). The DARE and Cholesky decomposition can be per-
formed by standard MATLAB routines.

X = ATXA+CTC

−
(
ATXB +CTD

)(
DTD +BTXB

)−1 (
DTC +BTXA

) (C.23)

HTH = DTD +BTXB (C.24)

F =
(
DTD +BTXB

)−1 (
DTC +BTXA

)
(C.25)

Note that these formulae are only valid when Ny ≥ Nu , although this covers
most practical situations. The requirement that G(z) has no zeros on the unit
circle can be enforced (if not satisfied naturally) by augmenting the system as
shown in equation (C.26), where ρ is a small positive number.

Gaug(z) =
[
G(z)
ρ

]
(C.26)

As expressed in equation (C.6), the co-inner-outer factorization of a system
G(z) returns the transposed inner and outer factors of the transposed sys-
tem GT(z). Therefore, the same formulae can be used. Note that, for the co-
inner-outer factorization to be computable by the formulae presented here,
the number of inputs must now be larger than or equal to the number of out-
puts (Nu ≥Ny).

Finally, it is pointed out that for discrete SISO systems in transfer function or
zero-pole-gain representation the (co-)inner-outer factorization can be com-
puted by grouping the unstable zeros in the inner factor and replacing these
unstable zeros in the outer factor with their mirrored (stable) counterparts.
These mirrored zeros are also the poles of the inner factor. Furthermore, a
gain correction may be required.
As an example, consider the SISO system G(z) of equation (C.27). Clearly this
system is stable, but has an unstable zero at z = 2. It is straightforward to
show that the inner-outer factorization of G(z) is given by equation C.28.

G(z) =
z − 2
z − 0.8

(C.27)

Gi(z) =
z − 2

2(z − 0.5)
, Go(z) =

2(z − 0.5)
z − 0.8

(C.28)
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Implementation of the (anti-)causality operator

For the computation of the Causal Wiener filter and the resulting cost cri-
terion, the causal and anti-causal parts of a systemH (z) of the form (C.29) are
needed.
It is straightforward to show that the causal part H c(z) and the anti-causal
part Hac(z) are then given by equation (C.30), where the dependency on z has
been dropped for ease of notation.

H (z) = H ∗1(z)H2(z)H ∗3(z) (C.29)

H =
{
H ∗1H2

}
+H
∗
3 +

{
H ∗1H2

}
−H
∗
3

=
{{
H ∗1H2

}
+H
∗
3

}
+︸             ︷︷             ︸

H c

+
{{
H ∗1H2

}
+H
∗
3

}
− +

{
H ∗1H2

}
−H
∗
3

︸                                  ︷︷                                  ︸
Hac

(C.30)

Therefore, the causal part of H (z) is computed in two stages:

1. compute the causal part H4 of H ∗1H2

2. compute the causal part of H4H
∗
3

Assume that H1(z), H2(z) and H3(z) have state-space representations as given
by equation (C.31).

H1(z) ∼
[
A1 B1
C1 D1

]
, H2(z) ∼

[
A2 B2
C2 D2

]
, H3(z) ∼

[
A3 B3
C3 D3

]
(C.31)

Then, the causal part of H ∗1(z)H2(z) is given by equation (C.32). Here, X12 is
the solution to the discrete-time Sylvester equation (C.33).

H4(z) ∼
[
A4 B4
C4 D4

]
=




A2 B2

DT
1C2 +BT

1X12A2 DT
1D2 +BT

1X12B2


 (C.32)

AT
1X12A2 −X12 +CT

1C2 = 0 (C.33)

Using this result, the overall causal part H c(z) is given by equation (C.34).
Here, X43 is the solution to another discrete-time Sylvester equation (C.35).

H c(z) ∼


A4 B4D

T
3 +A4X43C

T
3

C4 D4D
T
3 +C4X43C

T
3


 (C.34)

A4X43A
T
3 −X43 +B4B

T
3 = 0 (C.35)
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The accompanying anti-causal parts require a so-called descriptor state-space
representation, see equation (C.36). For anti-causal systems, the matrix E is
singular. Equation (C.37) defines a shorthand notation for a descriptor state-
space system G(z).

Ex(k + 1) = Ax(k) +Bu(k)

y(k) = Cx(k) +Du(k)
x ∈RNx , u ∈RNu , y ∈RNy (C.36)

G(z) ∼
[
E A B
0 C D

]
(C.37)

Using this shorthand notation, the anti-causal part ofH ∗1(z)H2(z) and the anti-
causal part of H4(z)H ∗3(z) are given by equations (C.38) and (C.39), respect-
ively. The total anti-causal part Hac(z) then follows from equation (C.30).

{
H ∗1(z)H2(z)

}
− ∼




AT
1 CT

1D2 +AT
1X12B2 I 0 0

0 0 0 I −I
0 0 BT

1 0 0




(C.38)

{
H4(z)H ∗3(z)

}
− ∼




AT
3 CT

3 I 0 0
0 0 0 I −I
0 0 D4B

T
3 +C4X43A

T
3 0 0




(C.39)

The discrete-time Sylvester equations (C.33) and (C.35) can be solved us-
ing MATLAB’s dlyap command. Moreover, the descriptor state-space systems
(C.38) and (C.39) can be formed using the dss command.

Finally, it is pointed out that for discrete SISO systems in transfer function
or zero-pole-gain representation the anti-causal and causal parts can be com-
puted by partial fraction expansion.
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Geophone noise analysis

In this appendix, the noise analysis is described for the geophone and its asso-
ciated amplifier, as discussed in section 6.1.5. The analysis is based on [Texas
Instruments (2007)]. Similar approaches have been applied for geophone cir-
cuitry in [Riedesel et al. (1990); Barzilai et al. (1998)].

D.1 Geophone model and signal conditioning

The operation of a geophone is based on Faraday’s law of induction, which is
expressed in the Laplace domain in equation (D.1). Here, Sg is the geophone
sensitivity (V/(m/s)) and ∆Xs is the displacement of the seismic mass in the
geophone.

Vg (s) = −Sgs∆Xs(s) (D.1)

In section 6.1.1, an expression is derived for ∆Xs(s) as a function of the accel-
eration s2Xb(s) of the object under test and the (change of) orientation Θ(s) in
the gravitational field (equation (6.3)). Here, these effects will be combined
into a single apparent acceleration s2Xb.
Moreover, it will proof useful later on to include the effect of a dynamic (noise)
force input Fn(s) as well. The resulting expression for ∆X(s) is presented in
equation (D.2). Here, m is the seismic mass, ζs is the damping ratio of the
geophone resonance frequency, which, in turn, is denoted by ωs (rad/s).

∆Xs(s) = − s2Xb(s)

s2 + 2ζsωss+ω2
s

+
1
m

Fn(s)

s2 + 2ζsωss+ω2
s

(D.2)
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The geophone responses to base acceleration and an internal force are then
given by the transfer functions shown in equations (D.3) and (D.4).

Hg (s) ≡ Vg (s)

s2Xb(s)
=

Sgs

s2 + 2ζsωss+ω2
s

(D.3)

HF(s) ≡ Vg (s)

Fn(s)
= − Sgs

m
(
s2 + 2ζsωss+ω2

s

) (D.4)

The tested geophone is a GeoSpace GS-11D. An overview of the parameter
values for this geophone is presented in table D.1.

Table D.1: GeoSpace GS-11D model parameters

Parameter Value

Sg 32 V/(m/s)

ωs 2π · 4.5 rad/s

ζs 0.34 –

Rc 380 Ω

Lc 50 mH

m 0.0236 kg

The small velocity levels1 make additional signal amplification necessary. Fig-
ure D.1 shows the three-stage amplifier circuit that was used. The geophone
is modelled in the electrical domain as a voltage source Vg in series with the
coil resistance Rc. The coil inductance Lc is not significant in the frequency
range of interest (0–1 kHz), see also table D.1.
The OP27 operational amplifiers (opamps) serve as input and output buffers,
thus eliminating the sensitivity of the amplifier stage to source and load im-
pedances. The OP37 opamp is placed in an inverting gain stage, combined
with a first-order low-pass filter. Assuming an ideal opamp2, the (dynamic)
inverting gain GI (s) of the amplifier stage is given by equation (D.5).

GI (s) = −Rf
Ri

1
1 + sCf Rf

(D.5)

1 A VC-E input level corresponds to approx. 15 µm/s RMS (0-1 kHz)
2 infinite gain and bandwidth, infinite input impedance and zero output impedance
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OP271
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OP372

Figure D.1: Geophone electrical model (dashed,left) and amplifier circuit (in-
put, output buffers and amplifier stage (dashed, middle))

D.2 Noise analysis

The following noise sources can be identified in the geophone and the ampli-
fier circuit:

• thermo-mechanical noise (Brownian motion of the seismic mass)
• thermo-electrical noise in Rc, Ri and Rf (Johnson-Nyquist noise)
• dielectric loss in Cf
• noise in the opamps OP27/OP37

The thermo-mechanical noise can be modelled by the internal force Fn. The
power spectral density (PSD) PFnFn of Fn is then independent of frequency
and given by equation (D.6). Here, T is the absolute temperature (K) and kB
is Boltzmann’s constant (1.38 · 10−23 J/K).

PFnFn = 4kBT 2mζsωs
[
N2/Hz

]
(D.6)

The thermo-electrical noise of resistors can be modelled similarly as a voltage
source with PSD PRR in series with the resistor, see equation (D.7).

PRR = 4kBTR
[
V2/Hz

]
(D.7)

The dielectric losses in a capacitor C can be modelled by placing a resistor
Rp (with equivalent noise voltage source) in parallel to the capacitor. The
equivalent parallel resistor is frequency dependent and depends on the loss
factor η, see equation (D.8).

Rp(ω) =
1

ηωC
(D.8)
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II−
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+
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Figure D.2: Equivalent noise model of an operational amplifier

The noise in opamps is commonly modelled as a current noise source II at the
inverting input of an ideal opamp and a current noise source IN and a voltage
noise source VN at the non-inverting input of the ideal opamp, see figure D.2.

The power spectral densities of the current and voltage noise are modelled as
a combination of 1/f -noise and white noise, see equations (D.9) and (D.10).

PII (f ) = PII,∞
(
1 +

fcI
f

)
(D.9)

PVV (f ) = PVV ,∞
(
1 +

fcV
f

)
(D.10)

The current noise sources II and IN are assumed to have identical PSDs. Table
D.2 lists typical and maximum values for the noise corner frequencies fcI , fcV
and the white noise levels PII,∞ and PVV ,∞ [Analog Devices (2006, 2002)].

Table D.2: Noise parameters for OP27/37(G) opamps

Parameter Typ. Max. Units

PVV ,∞ 9 20 (nV)2/Hz

fcV 2.7 24 Hz

PII,∞ 0.16 0.36 (pA)2/Hz

fcI 140 250 Hz

Using basic circuit analysis techniques [Texas Instruments (2007)], the con-
tribution of each noise source to the output voltage is evaluated. For this
analysis, it is assumed that the opamps are ideal (infinite gain, infinite in-
put impedance, zero output impedance). It is also possible to include these
non-ideal opamp properties in the analysis, although a computational solu-
tion method is then advised, see e.g. [Ho et al. (1975); Wedepohl and Jackson
(2002)].
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The results are listed in table D.3. The first column indicates the noise source,
the second column gives the transfer function to the output and the third
column gives the PSD of the noise source. In the last column, a short descrip-
tion of each noise source is given. For ease of notation in the table, the opamps
in figure D.1 are numbered 1–3, from left to right.

Table D.3: Noise analysis results for the circuit in figure D.1

u(s) Vo(s)
u(s) PSD(u) Description/notes

s2Xb(s) GI (s)Hg (s) —
Nominal response

to acceleration

Fn(s) GI (s)HF (s) 4kBT 2mζsωs Thermo-mech. noise

VRc (s) GI (s) 4kBTRc Thermo-electr. noise in Rc

VRi (s) GI (s) 4kBTRi Thermo-electr. noise in Ri

VRf (s) 1
1+sCf Rf 4kBTRf Thermo-electr. noise in Rf

VCf (s) ≈ −GI (s)Rp
4kBTRp Dielectric loss in Cf

VN1 (s) GI (s) eqn. (D.10) Voltage noise of opamp 1

IN1 (s) GI (s)
(
Rc − SgHF (s)

)
eqn. (D.9)

Current noise at non-inver-
ting input of opamp 1

II1 (s) 0 eqn. (D.9)
Current noise at inver-
ting input of opamp 1

VN2 (s) 1−GI (s) eqn. (D.10) Voltage noise of opamp 2

IN2 (s) 0 eqn. (D.9)
Current noise at non-inver-

ting input of opamp 2

II2 (s) − Rf
1+sCf Rf

eqn. (D.9)
Current noise at inver-
ting input of opamp 2

VN3 (s) 1 eqn. (D.10) Voltage noise of opamp 3

IN3 (s) 0 eqn. (D.9)
Current noise at non-inver-

ting input of opamp 3

II3 (s) 0 eqn. (D.9)
Current noise at inver-
ting input of opamp 3
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After all the noise contributions to the output signal have been determined,
the equivalent acceleration PSD can be computed from the total output noise
PSD PVoVo , see equation (D.11).

Pẍb ẍb (f ) =
PVoVo (f )

|GI (f )|2
∣∣∣Hg (f )

∣∣∣2
(D.11)

The passive components in the amplifier stage are chosen as follows: Rf =
10 kΩ, Ri = 100 Ω, Cf = 8.2 nF, resulting in a DC gain GI (0) of −100 and a
single pole at 1.9 kHz.
Due to the high gain setting, the noise sources whose contributions scale by
GI (s) will dominate. Hence, the other noise sources can be neglected. More-
over, the dielectric loss in Cf has a negligible contribution for η = 0.01 (estim-
ated). Lastly, because Ri is much smaller than Rc, the thermo-electrical noise
contribution of Ri is discarded as well.
Then, five significant noise sources remain. These are the thermo-mechanical
noise, the thermo-electrical noise in Rc, the voltage noise of the first opamp
VN1

, the current noise IN1
of the first opamp and the voltage noise of the

second opamp VN2
.

In figure D.3, the equivalent acceleration PSDs of these noise sources are plot-
ted, as well as the total equivalent acceleration PSD. In this figure, the typ-
ical noise values of the OP27/37 opamps have been used. Clearly, the voltage
noise of the first two opamps (VN1

and VN2
) dominate the total noise, except at

the geophone’s resonance frequency. At resonance, thermo-mechanical noise
and current noise through the coil become the most dominant contributions.

In figure D.4, the results with the maximum noise values for the opamps are
presented. Below the resonance frequency, the total PSD level is increased by
an order of magnitude. At high frequencies, the total PSD level is roughly
doubled. In this case, the voltage noise contributions of the opamps are the
dominant noise source over the entire frequency range. This is exactly the
reason why the OP27/37 opamps have been selected, as they have low voltage
noise levels.
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Figure D.3: Equivalent acceleration PSD of the dominant noise sources in the
geophone circuit of figure D.1, for typical opamp noise levels.

: Total equivalent acceleration
− · −: Thermo-mechanical noise
− − : Thermo-electrical noise in Rc
· · · · : Current noise IN1

: Voltage noise VN1 (VN2 curve is overlaid on VN1 curve)
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Figure D.4: Same as above, but for maximum opamp noise levels.





Appendix E

Frequency domain subspace
identification

In this appendix, the frequency domain system identification method is de-
scribed that is used in this thesis. The theory of frequency domain identific-
ation is taken from [Pintelon and Schoukens (2001)]. Moreover, the subspace
identification algorithm that is used to estimate the state-space matrices is
taken from [McKelvey et al. (1996)].

E.1 System identification procedure

In general, the system identification process may include the following five1

steps:

1. Model structure selection

2. Experiment design

3. Data acquisition and preprocessing

4. Model parameter estimation

5. Model validation

These steps are discussed separately in sections E.2–E.6.

1 Note that there is no agreement on these steps in the system identification literature, see e.g.
[Ljung (1999); Pintelon and Schoukens (2001)]
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E.2 Model structure selection

In this thesis, a linear, time-invariant, discrete-time state space system rep-
resentation is used, see equation (E.1). The vectors x(k), u(k) and y(k) are,
respectively, the state, input and output vectors at sample interval k. The
matrices A, B, C and D have real coefficients and are suitably sized.

x(k + 1) = Ax(k) +Bu(k)

y(k) = Cx(k) +Du(k)
x ∈RNx , u ∈RNu , y ∈RNy (E.1)

The state-space description in equation (E.1) is fully parametrized, i.e. it uses
the maximum of N2

x +Nx(Ny +Nu) +NyNu parameters for its matrices. It can
be shown that in general only Nx(Ny +Nu) +NyNu (independent) parameters
are required to describe the system’s input-output behaviour. Therefore, the
fully parametrized state-space description is not identifiable. However, iden-
tifiability of the parameter set is not the major interest here. Instead, we are
interested in an accurate representation of the input-output behaviour. For
this purpose, the fully parametrized state-space description is also suited.

E.3 Experiment design

Figure E.1 shows a general block diagram of the experimental setup. G(z)
represents the true system with Nu = 2 inputs and Ny = 3 outputs. It is as-
sumed that the input sequence u(k) is computer-generated and therefore dir-
ectly available (without any noise contribution). The measurement sequence
y(k) is corrupted by noise n(k). All the noise sources and external disturbances
are incorporated in the noise sequence n(k).

u(k)

n(k)

y(k)G(z) +

Figure E.1: General block diagram of the measurement setup
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E.3.1 Design of the input sequences

In this thesis, we choose to excite the system with each actuator separately
during each experiment. The input sequences for each channel are chosen to
be random phase multisines, which are periodic signals. The use of periodic
excitations has some clear advantages, as discussed in [Pintelon and Schou-
kens (2001), Ch. 2, 3 and 10]:

• The system response to the excitation signal is periodic, whereas
the noise contributions are generally not. As a result, by averaging
over P periods, the noise influence is reduced.

• The noise covariance can be estimated from the P measured peri-
ods as well. The covariance estimate can be used to improve the
system identification results.

• In case of frequency domain identification, the frequency data set
can be confined to the excited frequencies only, i.e. for each excited
frequency only 2 data points (e.g. amplitude and phase) need to be
stored for each signal. This commonly results in a significant data
reduction compared to the measured time traces.

Equation (E.2) expresses a scalar random phase multi-sine signal v(t) with
Nf components. The phases ϕl are a realization of an independent (over l)

distributed random process on (−π,π), such that E
{
ejϕl

}
= 0. The excited fre-

quencies fl are integer multiples of the base frequency fb.

v(t) =

Nf∑

l=1

Al cos(2πflt +ϕl) , fl = klfb, kl ∈N (E.2)

The user has extensive control over the excitation signal, i.e. the base fre-
quency fb, the amplitude spectrum Al and the excited frequency grid fl are
user-definable. It is strongly advised to relate the base frequency fb, the
sampling frequency fs and the number of measured samples per periodM ac-
cording to equation (E.3).2 In this case, the Discrete Fourier Transform (DFT)
of the periodic data does not suffer from leakage errors.

Mfb = fs (E.3)

For later reference, the normalized excited frequenciesωel are defined in equa-
tion (E.4).

ωel =
2πfl
fs

=
2πkl
M

, l = 1, . . . ,Nf , 2kl ≤M (E.4)

2 M is preferably a power of 2. In this case, Fast Fourier Transform algorithms can be used.
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E.4 Data acquisition and preprocessing

After the measurement data have been collected for the various experiments
(one for each input channel), the measured time data is preprocessed to pro-
duce a non-parametric estimate of the frequency response function (FRF) of
G(z). Moreover, the covariance matrix of the FRF is estimated.
The system identification algorithm that is used in this thesis requires a non-
parametric estimate of the FRF and an estimate of the FRF covariance. The
subspace identification method is discussed in section E.5.

E.4.1 Estimation of the non-parametric FRF

Let Y (e)[p](ωm) denote the (vectorized) DFT of the output sequence for period
p of experiment e at the normalized frequency ωm, see equation (E.5). The
average is removed from the time sequences y(e)(k) prior to computing the
DFT.
It is strongly advised to compensate for any pure delays from the output DFT
spectra, by multiplying the DFT spectra at each frequency ωm by ejdωm where
d is the number of delays. These delays can later be easily re-applied to the
identified model.

Y (e)[p](ωm) =
M−1∑

k=0

y(e)(k) e−jkωm , p = 1, . . . , P (E.5)

ωm =
2πm
M

, m = 0, . . . ,M − 1 (E.6)

For each experiment e, the mean of the output DFT spectra is estimated at
the excited frequencies ωel according to equation (E.7). Because the input se-
quence for each experiment is user-defined and exactly known, it suffices to

compute the input DFT spectrum Û
(e)(ωel ) for a single period.

Ŷ
(e)

(ωel ) =
1
P

P∑

p=1

Y (e)[p](ωel ) (E.7)

By combining the mean output DFT spectra for allNe experiments, the output
data matrix Y is formed, see equation (E.8). The input data matrix U and the
noise data matrixN are defined in a similar way.

Y (ωel ) =
[
Ŷ

(1)
(ωel ) · · · Ŷ

(Ne)(ωel )
]
∈ C

Ny×Ne (E.8)
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The combined data equation (see also figure E.1), evaluated at the normal-
ized excited frequency ωl , is then given by equation (E.9). Here, G(ωel ) is the
(complex-valued) frequency response of G(z) at frequency ωel .

Y (ωel ) = G(ωel )U(ωel ) +N (ωel ) (E.9)

When exactly Nu experiments are performed, a non-parametric estimate
Ĝ(ωel ) of the FRF G(ωel ) can be computed by equation (E.10). Under the as-
sumption that the noise is circular complex normally distributed, Ĝ(ωel ) is the
maximum-likelihood estimate of G(ωm) [Verboven et al. (2006)].

Ĝ(ωel ) = Y (ωel )U
−1(ωel ) (E.10)

The FRF estimate (E.10) can only be computed when the inverse of U(ωel )
exists, i.e. U(ωel ) has rank Nu . Therefore, at least Nu experiments need to be
performed. Moreover, the input sequences of the various experiments need
to be sufficiently different. For example, consider a two-input system, i.e.
Nu = 2. Then, the leftmost excitation design in equation (E.11) clearly fails the
rank condition, whereas the rightmost design has full rank (when U (ωm) , 0).
Here, U (ωm) is the value of the DFT spectrum of some scalar input sequence
at frequency ωm.
Note that, when Ne > Nu , the Moore-Penrose pseudo-inverse of U(ωel ) should
be used in equation (E.10) instead of the matrix inverse.

U(ωm) =
[
1 1
0 0

]
U (ωm) U(ωm) =

[
1 0
0 1

]
U (ωm) (E.11)

Lastly, note that the total number of excited frequencies must be large enough
(in relation to the system order Nx), i.e. a sufficiently dense frequency grid
should be chosen for the multisine signal. This condition is commonly re-
ferred to as persistence of excitation, see also section E.5.

E.4.2 Estimation of the covariance of the non-parametric FRF

The covariance of the mean output DFT spectra is estimated according to
equation (E.12). The additional factor 1/P in equation (E.12) is due the av-
eraging over the periods. Moreover, (•) is a shorthand notation for the pre-
ceding term in parentheses.
Note that, because the input sequences are exactly known, the covariance mat-
rix of the input DFT spectra is identical to zero.

Ĉ
(e)
Ŷ

(ωel ) =
1

P (P − 1)

P∑

p=1

(
Y (e)[p](ωel )− Ŷ

(e)
(ωel )

)(
•
)H

(E.12)
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When the input channels are excited separately, as is the case in this thesis, an
estimate of the covariance matrix of the FRF estimate can be computed from
equation (E.13). For a general expression for the FRF covariance matrix, see
e.g. [Verboven et al. (2006)].

ĈĜ(ωel ) =
Ne∑

e=1

Ĉ
(e)
Ĝ

(ωel ) =
Ne∑

e=1

∥∥∥∥Û
(e)(ωel )

∥∥∥∥
−2

2
Ĉ

(e)
Ŷ

(ωel ) (E.13)

A good indicator for the quality of the measured data (and therefore the ex-
pected model quality) is the frequency-dependent signal-to-noise ratio (SNR)
for each experiment e, as defined in equation (E.14). Here, the element-wise
division operator is denoted by ./ . Because in each experiment only one input
channel is excited, these signal-to-noise ratios apply directly to the system
transfer functions.

SNR(e)
(
ωel

)
= 10log10

(
diag

(
Ĝ

(e) (
ωel

)
Ĝ

(e) (
ωel

)H
)
./ diag

(
Ĉ

(e)
Ĝ

(
ωel

)))
(E.14)

E.5 Subspace identification

For the estimation of the state-space model parameters, a frequency domain
subspace-based algorithm is used [McKelvey et al. (1996), Algorithm 2]. The
interested reader is referred to the original paper for further details and proofs.

The algorithm aims at estimating a minimal state-space model, see equation
(E.15), by reconstructing certain subspaces which are related to the system
matrices. A minimal system is both observable and controllable, which means
that both the observability matrix O and the controllability matrix R have
full rank Nx, see equations (E.16) and (E.17).

x(k + 1) = Ax(k) +Bu(k)

y(k) = Cx(k) +Du(k)
x ∈RNx , u ∈RNu , y ∈RNy (E.15)

O =




C
CA
...

CANx−1




(E.16)

R =
[
B AB · · · ANx−1B

]
(E.17)
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The subspace identification algorithm consists of two major steps. Firstly, the
estimates for A and C are computed from orthogonal projections of certain
data matrices. Then, using these estimates, the B and D matrices are com-
puted from a weighted least-squares fit on the measured data.

E.5.1 Estimation of A and C

Let the extended observability matrix O q be defined by equation (E.18). Here,
q is the (user-defined) number of block rows (each of size Ny ×Nx) in O q.

O q =




C
CA
...

CAq−1




(E.18)

Given an estimate Ô q of the extended observability matrix, the estimates Ĉ

and Â can be computed according to equation (E.19), where [•]† denotes the
left inverse. The indexing applied to Ô q refers to block rows of size Ny ×Nx.

For
[
Ô q(1 : q − 1)

]†
to have full rank Nx, we must in general choose q > Nx. In

this case, the computation of Â is a least-squares problem. Note that it will
suffice to construct the matrix Ô q = O qT from the measured data, for any
invertible T .3

Ĉ = Ô q(1), Â =
[
Ô q(1 : q − 1)

]†
Ô q(2 : q) (E.19)

In the remainder of this section, it is discussed how an estimate of the ex-
tended observability matrix can be obtained from the measured frequency
response function.

3 T can be interpreted as a similarity transformation of the state vector.
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Data equation for the measured frequency response data

The FRF estimate Ĝ(ωel ) is expressed in terms of the true FRF G(ωel ) and a
noise contribution NG(ωel ), see equation (E.20). Moreover, the true FRF can
be expressed in terms of the system matrices A, B, C and D, see equation
(E.21).

Ĝ(ωel ) = G(ωel ) +NG(ωel ) (E.20)

ejω
e
lX(ωel ) = AX(ωel ) +B

G(ωel ) = CX(ωel ) +D

 X(ωel ) ∈CNx×Nu (E.21)

By using equations (E.20) and (E.21) repeatedly, a large data equation is ob-
tained, see equation (E.22). Here, Γ q is a lower triangular block Toeplitz mat-
rix, see equation (E.23).




Ĝ(ωel )
ejω

e
l Ĝ(ωel )
...

ej(q−1)ωel Ĝ(ωel )




︸              ︷︷              ︸
G(ωel )

=




C
CA
...

CAq−1




︸   ︷︷   ︸
O q

X(ωel ) + Γ q




INu
ejω

e
l INu
...

ej(q−1)ωel INu




︸           ︷︷           ︸
I (ωel )

+




NG(ωel )
ejω

e
lNG(ωel )
...

ej(q−1)ωelNG(ωel )




︸                ︷︷                ︸
NG(ωel )

(E.22)

Γ q =




D 0 · · · 0
CB D · · · 0
...

...
. . .

...
CAq−2B CAq−3B · · · D




(E.23)

Concatenating equation (E.22) horizontally for all excited frequencies ωel
(l = 1, . . . ,Nf ), results in the overall data equation (E.24), which is the start-
ing point for the subspace identification algorithm.

[
G(ωe1) · · · G(ωeNf )

]

︸                      ︷︷                      ︸
G ∈CqNy×NuNf

= O q

[
X(ωe1) · · · X(ωeNf )

]

︸                      ︷︷                      ︸
X ∈CNx×NuNf

+ · · ·

Γ q
[
I (ωe1) · · · I (ωeNf )

]

︸                      ︷︷                      ︸
I ∈CqNu×NuNf

+
[
NG(ωe1) · · · NG(ωeNf )

]

︸                            ︷︷                            ︸
NG ∈CqNy×NuNf

(E.24)
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From equation (E.24), it is recognized that the data equation contains the ex-
tended observability matrix, but that there are also contributions by two other
terms I andNG . In the following subsections, it is discussed how these con-
tributions can be coped with.

Removing the influence of I

The second term in equation (E.24) can be eliminated by an orthogonal pro-
jection onto the null space of I , which is denoted by the matrix multiplication
Πrow⊥
I in equation (E.25). See section E.7 for the definition of this orthogonal

projection (and others). The fact that such projections onto subspaces are used
is the origin for the naming of the subspace identification methods.

GΠrow⊥
I = O qX Πrow⊥

I + NGΠrow⊥
I (E.25)

Disregarding the noise contribution in equation (E.25) for the moment,
G Πrow⊥

I can only be used to compute Ô q when the rank condition (E.26)
is satisfied. Necessary and sufficient conditions for the conditions in equa-
tion (E.26) to hold are that rank(X ) = Nx and no rank cancellations occur in
X Πrow⊥

I . It can be shown that the rank condition (E.26) is satisfied when the
system is controllable and Nf ≥ q+Nx.

rank
(
O qX Πrow⊥

I
)

= rank
(
O q

)
( = Nx) ⇔

rank
(
X Πrow⊥

I
)

= rank
(
O q

) (E.26)

By using equation (E.21),X can be expressed by equation (E.27). Note thatX
only exists when ωel < eig(A) , (l = 1, . . . ,Nf ), i.e. the system must not have any
eigenvalues on the unit circle at the excited frequencies.

X =
[(

ejω
e
1I −A

)−1
B · · ·

(
e
jωeNf I −A

)−1
B

]
(E.27)

A singular value decomposition can then be used to form an estimate of the
extended observability matrix Ô q, see also equation (E.28). The Nx left sin-
gular vectors UNx (corresponding to the Nx non-zero singular values) form a
realization of the extended observability matrix.

GΠrow⊥
I =

[
UNx U 0

] [ΣNx 0
0 0

] 

V H
Nx

V H
0


 (E.28)
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Reducing the noise influence

In the practical case that the noise contribution in equation (E.25) is present,
G Πrow⊥

I usually has full rank r > Nx. As a result, there are more than Nx
non-zero singular values. It is then left to the user to choose the appropriate
system order.4

More importantly, the Nx left singular vectors are perturbed by the noise con-
tribution, and in general no longer form a consistent estimate of the column
space of the extended observability matrix. In order to reduce the noise influ-
ence, the projected data equation (E.25) must be weighted with the covariance
information of the noise.

Let CN
(
ωel

)
denote the covariance matrix of the noise contribution at fre-

quency ωel . Note that the covariance matrix of the FRF ĈĜ(ωel ) can be used

as an estimate for CN
(
ωel

)
, see also equation (E.13).

Moreover, let INy denote the matrix which is constructed similarly to I , but
using the identity matrix INy instead of INu , see also equations (E.22) and
(E.24). Lastly, let K denote a square root of the matrix product given in equa-
tion (E.29).5

KKH = INy diag
(
CN

(
ωe1

)
, . . . ,CN

(
ωeNf

))
IH
Ny

(E.29)

Then, the weighted projected data equation (E.30) can be used to find a strong-
ly consistent estimate of K−1 O q [de Moor (1993); McKelvey et al. (1996)].
This requires that the noise is independent, identically distributed (over the
frequencies), with zero mean and bounded second and fourth order moments.

K−1GΠrow⊥
I = K−1O qX Πrow⊥

I + K−1N GΠrow⊥
I (E.30)

One possible realization of the extended observability matrix is recovered by
equation (E.31), where UNx is the matrix containing the Nx left singular vec-
tors of the weighted projected data matrix K−1GΠrow⊥

I .

Ô q = KUNx (E.31)

4 When the signal-to-noise ratio is large enough, a singular value plot will show a clear gap
between the true singular values and the “noise” singular values.

5 Kmay be computed by a (lower) Cholesky decomposition or an eigenvalue decomposition
(see e.g. the MATLAB command sqrtm).
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Notes on implementation

The projection of equation (E.25) can be computed efficiently from the QR-
decomposition of yet another data matrix Z, see equation (E.32). Here, •Re

denotes the horizontal concatenation of the real and imaginary parts of a mat-
rix, see equation (E.33). This ensures that Ô q is real-valued, and therefore the
estimated system matrices are real-valued as well.
Using equation (E.32), it can be shown that the projected data equation is
given by equation (E.34). Moreover, because QT

2 has full rank, it suffices to
use RT

22 in the singular value decomposition.

Z =
[(
I Re

)T (
GRe

)T
]

=
[
Q1 Q2

] [R11 R12
0 R22

]
(E.32)

•Re ≡
[
Re(•) Im(•)

]
(E.33)

(
GΠrow⊥

I
)Re

= RT
22Q

T
2 (E.34)

It is not guaranteed that the estimated state-space system is stable, i.e. not
all eigenvalues of the matrix Â are guaranteed to have a magnitude strictly
less than one. If desired, stability of the system can be enforced by projection
of the unstable eigenvalues of Â inside the unit circle, see [McKelvey et al.
(1996)] for details.

Summary of the derived conditions

In the foregoing analysis several conditions have been derived which are re-
quired for the algorithm to work properly. These are summarized below:

• The system must be controllable and observable. This requirement
can also be reversed: only the observable and controllable part of
the system can be identified.

• The noise on the frequency data must be zero mean, independent
identically distributed with bounded second and fourth moments
in order to obtain a strongly consistent estimate.

• The noise covariance must be known a priori. In practice, an es-
timate of the noise covariance can be used.

• The system must not have any eigenvalues on the unit circle at the
excited frequencies. When this requirement is not naturally met,
it can be enforced by a proper selection of excited frequencies.

• The number of block rows in the data matrices q must be larger
than the system order Nx. Otherwise, the extended observability
matrix does not have full rank.
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• The number of excited frequencies Nf must be equal to or larger
than q +Nx. Otherwise, the extended observability matrix can not
be extracted from the data set. This requirement is the persistence
of excitation condition for this particular algorithm.

E.5.2 Estimation of B and D

Using the estimated matrices Ĉ and Â, the matrices B̂ and D̂ can be estim-
ated from the weighted linear least-squares problem (E.35). The least-squares
problem should also be expressed in real-valued matrices by using the •Re

operator (E.33), resulting in real-valued estimates B̂ and D̂.

B̂,D̂ = arg min

Nf∑

l=1

∥∥∥∥C−1/2
N

(
ωel

) [
Ĝ

(
ωel

)
−G

(
ωel ,B,D

)]∥∥∥∥
2

F
(E.35)

G
(
ωel ,B,D

)
= Ĉ

(
ejω

e
l I − Â

)−1
B +D (E.36)

Note that the inverse of the square root of the covariance matrix is used as the
weighing matrix in the least-squares problem. As a result, the data points with
the least variance (i.e. least uncertainty) are the most important data points
in the fit. An alternative interpretation is that the data points are weighted
according to the signal-to-noise ratio.

It is possible to impose certain constraints on the parameters of the matrices B̂
and D̂. For instance, the matrix D̂ can be forced to be zero, thereby eliminating
any direct feedthrough. Moreover, it is possible to enforce zero DC-gain. The
DC-gain of the system is given by equation (E.37). Note that the DC-gain is
linear in B and D (given Â and Ĉ). Therefore, the zero DC-gain constraint is
easily incorporated into the least-squares problem.

G (0,B,D) = Ĉ
(
I − Â

)−1
B +D (E.37)
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E.6 Model selection and validation

The applied algorithm has two user-definable parameters: the number of
block rows q and the desired system order Nx. In [Pintelon and Schoukens
(2001), Section 7.14], it is suggested to perform a (large) search over the para-
meters (q,Nx), searching for the smallest error in the weighed least-squares fit
of equation (E.35), with q in the range [1.5Nx, 6Nx]. An a priori estimate of the
system order can be obtained from the measured non-parametric frequency
response function.

However, the user may not be interested in obtaining the smallest least-squares
error. Slightly larger least-squares errors may be allowed when this improves
other characteristics of the identified system.
For example, due to the covariance weighing, the least-squares fit of equation
(E.35) primarily attempts to minimize the error at frequencies with a large
signal-to-noise ratio (SNR). In general, the SNR at (nearly undamped) anti-
resonance frequencies will be poor compared to other frequencies. There-
fore, there is a risk of erroneously identifying minimum phase zeros as non-
minimum phase (NMP) or vice versa. As discussed in chapters 4 and 5, NMP
zeros can have significant detrimental effects on the performance of the feed-
back and feedforward control, and should therefore be identified correctly.
In this thesis, the identification of the zeros is checked by inspection of the
estimated FRF and the FRF of the identified model.

With only two adjustable parameters q and Nx, the algorithm is easy to use
for the inexperienced user. However, due to this restricted control over the
algorithm, a very large value for Nx must sometimes be chosen to model the
relevant system dynamics. In these cases, a subsequent model order reduction
may be required, see e.g. [Safonov and Chiang (1989); Safonov et al. (1990);
Gu (2005); Skogestad and Postlethwaite (2005), Ch. 11] for some model re-
duction techniques.
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E.7 Subspaces in linear algebra

Let the matrix Z ∈ C
m×n define a linear transformation T : C

n → C
m,

i.e. y = Zx, x ∈ C
n, y ∈ C

m. There are four subspaces associated with the
matrix Z :

• the column space (also range or image) im(Z ), equation (E.38)
• the left null space (or cokernel ) ker

(
ZH

)
, equation (E.39)

• the row space (or coimage) im
(
ZH

)
, equation (E.40)

• the null space (or kernel ) ker(Z ), equation (E.41))

im(Z ) =
{
y ∈Cm y = Zx, x ∈Cn

}
(E.38)

ker
(
ZH

)
=

{
y ∈Cm ZHy = 0

}
(E.39)

im
(
ZH

)
=

{
x ∈Cn x = ZHy, y ∈Cm

}
(E.40)

ker(Z ) =
{
x ∈Cn Zx = 0

}
(E.41)

The subspaces im(Z ) and ker
(
ZH

)
are orthogonal complements in C

m, i.e.

im(Z ) ⊕ ker
(
ZH

)
= C

m and im(Z ) ∩ ker
(
ZH

)
= {0}. The same holds for

im
(
ZH

)
and ker(Z ) in C

n.

Assume that Z ∈ Cm×n has rank r ≤ n. Moreover, let the matrix N ∈ Cm×r be
chosen such that im(Z ) = im(N ). Then, the orthogonal projection onto the
column space of Z , denoted by Πcol

Z , is given by equation (E.42).

Πcol
Z = N

(
NHN

)−1
NH (E.42)

The projection onto the left null space of Z , denoted by Πcol⊥
Z , is simply given

by I −Πcol
Z . Note that N can be formed by the linearly independent columns

of Z . Clearly, when Z has full column rank, it suffices to take N = Z .
Similarly, the orthogonal projection onto the row space of Z

(
Πrow
Z

)
is given

by Πcol
ZH and the orthogonal projection onto the null space by Πrow⊥

Z ≡ I−Πrow
Z .

Some important properties of these projections are listed in equation (E.43).

ΠZΠZ = ΠZ , ΠH
Z = ΠZ , Πcol

Z Z = Z , ZΠrow
Z = Z (E.43)



Appendix F

Notes on controller
implementation

In this appendix, some details concerning the implementation of the feedback
controller and the adaptive feedforward controller are discussed. In section
F.1, block diagrams detailing the implementation are presented. In section
F.2, the pole locations for the IIR parametrizations are listed and it is discussed
how the IIR filter is implemented.

F.1 Controller block diagrams

A top level block diagram of the overall controller implementation is shown
in figure F.1. The control signal ua(k) consists of the feedback control signal
uFB(k) and the feedforward compensation signal uFF(k). The feedback con-
troller FB is simply an LTI system that filters the error signal e(k). The feed-
forward controller FF computes the feedforward compensation signal from
the reference signal x(k). It uses the error signal e(k) to update its controller
parameters.

PSfrag

FB

FF

ua(k)
uFB(k)

uFF(k)
x(k)

e(k) +

Figure F.1: Block diagram of the controller implementation (top level), show-
ing the feedback controller FB and the (adaptive) feedforward controller FF.
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W (k)

W (k)Ŝcl,i(z)

Ŝcl,i(z)

Ŝ−1cl,o(z)

Q̂cl(z)

N (z)

ε-FxNLMS

+

+
−

−

copy

uFF(k)

e(k)

ê(k)

x̂(k)

r(k)

x̂Ŝi(k)

Figure F.2: Block diagram of the adaptive feedforward controller implement-
ation

A detailed block diagram of the implemented adaptive feedforward controller
is shown in figure F.2. The model Q̂cl(z) is the internal model used to com-
pensate for the feedback path from the actuator to the reference sensor. The
inverse outer factor1 Ŝ−1

cl,o(z) is included to precondition the secondary path,
leading to faster convergence (see also figure 5.8). The noise shaping filter
N (z) is included to shape the control signal in the frequency domain (see also
figure 5.10). Lastly, the feedforward controller and the inner factor Ŝcl,i(z) are
swapped by using the modified FxLMS extension (see figure 5.9).2

The controller weights w(k) are updated using a leaky FxLMS update rule
with leakage factor γ and a normalized step size µ(k), see equations (F.1) and
(F.2). When the feedforward controller has a FIR structure, the regression
vector ψŜi (k) is given by equation (F.3). For the IIR structure, the regression
vector is formed by the states of the second and first order sections, see also
section F.2.

w(k + 1) = (1−γ)w(k)−µ(k)ψŜi (k)ê(k), 0 < γ � 1 (F.1)

µ(k) =
µ

ε+
∥∥∥ψŜi (k)

∥∥∥2

2

, 0 < µ < 2, ε > 0 (F.2)

ψŜi (k) =
[
x̂Ŝi (k) x̂Ŝi (k − 1) . . . x̂Ŝi (k −L+ 1)

]T
(F.3)

To prevent excessively large actuator signals, the closed loop secondary path
is augmented with a regularization component Sreg(z), see equation (F.4). By
carefully choosing this regularization filter, the spectrum of the augmented
secondary path is increased in a selected frequency range.

1 See section C.3 for an implementation of the inner-outer factorization.
2 Note that this swapping and the noise shaping technique require signal operations that cancel

each other, leading to a relatively “lean” block diagram.



F.2 IIR filter implementation 253

As a result, the gain of the outer factor Ŝcl,o(z) (which is a spectral factor of
the augmented secondary path) is increased in the same frequency range and,
consequently, the gain of the inverse of Ŝcl,o(z) is reduced. In many cases, it
suffices to choose Sreg(z) = ρ, where ρ > 0 is a constant gain.

Scl,aug(z) =
[
Scl(z)
Sreg(z)

]
(F.4)

F.2 IIR filter implementation

The specific IIR filter structure with fixed poles that is considered in this
thesis is shown in figure F.3 [Heuberger et al. (2005)]. Its basic structure is
a cascaded connection of second order sections (SOS) and first order sections
(FOS).
The overall output signal u(k) of the IIR filter is the weighted summation of
the states of the second and first order sections, combined with a direct feed-
through term w0. Note that the weights wSOS

i for the second order sections are
2-element vectors.

u(k)

. . .

. . .

. . .

. . .

xŜ(k) SOS SOS FOS FOS

NSOS︷                  ︸︸                  ︷
NFOS︷                  ︸︸                  ︷

w0 wSOS
1 wSOS

NSOS
wFOS

1 wFOS
NFOS

+ + + +

Figure F.3: IIR filter consisting ofNSOS second order sections (SOS) andNFOS
first order sections (FOS), with possibly adaptive weights.

The structure of the first and second order sections is shown in figure F.4.
For either section type, the transfer path from uF/SOS

i to yF/SOS
all,i is an all-pass

function. This ensures that the power of the filtered reference signal xŜ (k) is
transferred to all sections.
For the first order sections, the parameters of the ith first order section are
related to the pole location pi of that section by equation (F.5).



aFOS
i bFOS

i

cFOS
i dFOS

i


 =




pi

√
1− p2

i√
1− p2

i −pi


 (F.5)
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uFOS
i (k)

yFOS
all,i (k)

xFOS
i (k)

z−1

aFOS
i

bFOS
i

cFOS
i

dFOS
i

FOS

++

(a) First order section (FOS)

uSOS
i (k)

ySOS
all,i (k)

xSOS
i (k)

z−1

ASOS
iBSOS

i

CSOS
i

dSOS
i

SOS

++

(b) Second order section (SOS)

Figure F.4: Internal structure of the first and second order sections that are
used in the IIR filter with fixed poles.

For the second order sections, the parameters of the ith second order section
are related to that section’s (complex) pole pi by equations (F.6) and (F.7).

mi =
2Re(pi)

1 + |pi |2
, ni = −|pi |2 (F.6)
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i

CSOS
i dSOS

i


 =




mi ni

√
1−m2

i

√
1−m2

i

√
1−n2

i√
1−m2

i −mini −mi
√

1−n2
i

0
√

1−n2
i −ni




(F.7)
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IIR pole locations for experiments

The pole locations for the IIR2 filter are listed in table F.1. The poles marked
with ∗ are the pole locations that are used in the IIR1 filter. The experimental
results using the IIR1 and IIR2 filters are discussed in section 8.3.5.

Table F.1: Pole locations for the IIR2 filter (poles marked with ∗ are used in
the IIR1 filter)

SOS Freq. (Hz) ζ (%) FOS Freq. (Hz)

−0.8984± 0.3870j 1393 0.806 −0.8997 1601

−0.9627± 0.08239j 1557 1.13 −0.7180 1609

−0.9626± 0.08242j 1557 1.13 0.02807 1820

0.04084± 0.9710j 778.7 1.87 0.09190 1216

0.05715± 0.9856j 770.5 0.847 0.5151 337.9

0.05797± 0.9720j 769.8 1.76 0.6185 244.7∗

0.3280± 0.9334j 627.9 0.871 0.9074 49.50∗

0.3280± 0.9333j 627.9 0.873 0.9897 5.257∗

0.3408± 0.4311j 551.3 55.3 0.9972 1.428

0.3597± 0.1601j 520.5 91.2 0.99807 0.9841

0.7259± 0.5783j 344.7∗ 11.0

0.7990± 0.5935j 325.4 0.737

0.7926± 0.5816j 322.6 2.69

0.8078± 0.5802j 317.2∗ 0.872

0.9476± 0.3126j 162.3∗ 0.686

0.9396± 0.3102j 162.5 3.30

0.9101± 0.3899j 206.2∗ 2.46

0.9607± 0.1422j 76.30∗ 19.5

0.8726± 0.4715j 252.3∗ 1.667

0.8485± 0.5028j 272.6∗ 2.58

0.8392± 0.5379j 290.3 0.561

0.99934± 0.007195j 3.681∗ 8.77

0.8416± 0.5327j 287.4∗ 0.712

0.8416± 0.5327j 287.4 0.711
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F.3 Transformation to block diagonal form

In this section, the algorithm is outlined that is used to convert the secondary
path state space model Ŝ(z) to a state space model that has a block-diagonal
state matrix Ã. The original state matrix of Ŝ(z) is denoted by A.

Therefore, a change in state variables (from x to x̃, see equation (F.8)) is sought
that reduces the matrix Ã ≡ T dAT −1

d to a block diagonal form where the
blocks on the diagonal of Ã represent the eigenvalues of A. For real eigen-
values, the corresponding block has size 1×1 and for complex conjugate ei-
genvalue pairs the block size is 2×2. The resulting state-space representation
can be used for efficient implementation of the dynamic model in real-time
applications.

x ≡ T d x̃, T d invertible (F.8)

The transformation T d can be found in two steps. Firstly, the real Schur de-
composition of A is computed, see equation (F.9). Here, A, S and T s are
real, square matrices. S is block upper diagonal, with the eigenvalues of A
on its (block) diagonal as specified above. Moreover, T s is orthonormal, i.e.
T sT

T
s = T T

s T s = I .

A = T sST
T
s ⇔ S = T T

s AT s (F.9)

Secondly, S is reduced to block diagonal form using the similarity transform-
ation T b, i.e. Ã = T bST

−1
b . Under the condition that the system only has

(complex conjugate) poles with multiplicity one, the transformation matrix
T b can be found using the algorithm outlined below.

1. Partition S as:

S =




S1 V 2 · · ·


V p






01




S2
. . .

02



. . .

· · · Sp




Here, the Si (i = 1, . . . ,p) are diagonal blocks (either 1×1 or 2×2, depending
on the eigenvalue), where p is the total number of 1×1- and 2×2-blocks.
V i (i = 2, . . . ,p) are corresponding (block) column vectors, which contain
all elements above the diagonal block Si . Similarly, all the (block) column
vectors below the diagonal blocks 0i (i = 1, . . . ,p−1) are zero (block) vectors
by construction.

2. Initialize the counter i to p.
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3. (Re)define M as the square matrix containing the upper left corner of S
up to and including Si , and partition it as shown:

M =
[
M11 V i

0 Si

]

4. We now seek a transformation matrix T i which solves the following mat-
rix equality:

T iM =
[
M11 0

0 Si

]
T i

Define the candidate transformation matrix3 T i =
[
I11 X i
0 I i

]
, where I11

and I i are identity matrices of the same size as M11 and Si , respectively.
Then, the matrix inequality is reduced to: M11X i −X iSi −V i = 0
The latter equation is a Sylvester equation, which has a unique solution
for X i if and only if M11 and Si do not share any eigenvalues, i.e. the
system must have only (complex conjugate) roots with multiplicity one
[Golub et al. (1979)].

5. If i > 2, decrement i by 1 and return to step 3.
6. Finally, form the transformation matrix T b:

T b =




I1 X2 · · ·


Xp






01




I2
. . .

02



. . .

· · · Ip




Finally, the complete similarity transformation T d is given by T bT T
s . The in-

verse transformation T −1
d is then given by T sT

−1
b . Note that the inverse of T b

is easily computed from T b, similar to footnote 3 on page 257.
The real Schur decomposition can be computed using the MATLAB command
schur, using the ’real’ flag. Moreover, the Sylvester equations can be solved
with the MATLAB command lyap.
Note that the algorithm can also be used for systems with poles with multi-
plicity greater than one, when these poles are grouped into larger diagonal
blocks.

3 Note that the inverse of T i is simply given by
[
I11 −X i
0 I i

]





Samenvatting

De werking van productie- en inspectiemachines met hoge nauwkeurigheid
kan nadeling beïnvloed worden door trillingen. In veel gevallen zijn vloer-
trillingen de dominante (mechanische) storingsbron. Om de invloed van deze
vloertrillingen te verminderen, wordt gevoelige apparatuur vaak geplaatst op
trillingsisolatiesystemen met een relatief lage ondersteuningsstijfheid (zoge-
naamde soft mounts). Echter, de lage stijfheid kan tot problemen leiden bij
excitatie door directe verstoringen (andere verstoringen dan vloertrillingen)
en bij het nivelleren van de apparatuur.

Het onderzoek dat beschreven is in dit proefschrift heeft tot doel een al-
ternatief trillingsisolatieconcept te ontwikkelen, dat gebaseerd is op het ge-
bruik van relatieve stijve ondersteuning (zognenaamde hard mounts). De ho-
gere mechaniscde stijfheid van deze ondersteuning ondervangt de eerderge-
noemde problematiek die optreedt bij het gebruik van soft mounts. Daarbij
beoogt dit isolatieconcept de damping van de suspensiemodes alsmede rele-
vante structurele resonantiemodes te verbeteren terwijl tegelijkertijd de be-
haalde isolatie van vloertrillingen vergelijkbaar moet zijn met die van “high-
end” soft mount systemen.

Teneinde de demping van de suspensiemodes en structurele modes te verbe-
teren wordt een feedbackregeling toegepast. Het blijkt dat hiervoor absolute
bewegingssensoren (acceleratiesensoren of geofoons) beter geschikt zijn dan
kracht- of verplaatsingssensoren. Daarnaast zijn voorwaarden afgeleid waar-
voor het systeem (met absolute bewegingssensoren) collocated blijft. In de
meeste praktische gevallen zal aan deze voorwaarden voldaan worden, waar-
door een robuust stabiele feedbackregeling relatief eenvoudig te realiseren is.

Om verdere reductie van de overdracht van vloertrillingen te bewerkstelligen
wordt feedforwardcompensatie van gemeten vloertrillingen toegepast. De op-
timale feedforwardcompensatie is gedeeltelijk afhankelijk van systeemdyna-
mica die in het algemeen moeilijk te achterhalen is. Daarom zijn adaptieve
algoritmes gebruikt om de regelaarparameters real-time aan te passen en zo-
doende de optimale feedforwardcompensatie te benaderen.
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Als uitgangspunt is het Filtered–reference Least Mean Squares (FxLMS) algo-
ritme genomen, dat veel gebruikt wordt in het aanverwante veld van actieve
geluidsreductie (Active Noise Control ). Hierbij wordt meestal een filterpa-
rametrisatie gebruikt met een eindige impuls respons (het zogenaamde FIR-
filter), omdat het gebruikte optimalisatiecriterium (de momentane gekwadra-
teerde fout) dan een globaal minimum heeft. Bovendien is het algoritme re-
delijk ongevoelig voor modelfouten. Enkele bestaande extensies van het Fx-
LMS algoritme zijn gecombineerd om de convergentiesnelheid te verbeteren
en om saturatie te voorkomen van het actuatorsignaal. Helaas vereist de FIR-
parametrisatie een groot aantal parameters om de optimale feedforward con-
troller met voldoende nauwkeurigheid te benaderen. Tengevolge hiervan is
de beschikbare rekencapaciteit een belangrijke beperkende factor voor te be-
halen prestaties, met name voor meerkanaals (MIMO) systemen.
Als een alternatief is in dit proefschrift een Infinite Impulse Response (IIR)
parametrisatie met vaste polen voorgesteld. Dezelfde adaptieve algoritmes
kunnen worden gebruikt voor deze parametrisatie en het optimalisatiepro-
bleem heeft nog steeds een globaal minimum. Met deze parametrisatie kan
een vergelijkbare trillingsisolatie worden bereikt met minder parameters, wat
resulteert in minder stringente eisen aan de rekencapaciteit. Echter, de pres-
taties zijn sterk afhankelijk van de keuze van de vaste polen in het IIR-filter.

In het algemeen is een statisch bepaald mechanisch ontwerp gewenst om moei-
lijk voorspelbare vervormingen door bijvoorbeeld thermische belasting te voor-
komen. Bovendien worden tevens de prestaties van het feedback- en feedfor-
ward-geregelde systeem negatief beinvloed wanneer afgeweken wordt van een
statisch bepaald ontwerp. Op basis van de analyse van een relatief eenvoudig
planair model is een richtlijn gevonden voor de verhouding tussen principale
en parasitaire stijfheid van de ondersteuning: om de invloed van parasitaire
stijfheden te reduceren tot een aanvaardbaar niveau moet deze stijfheidsver-
houding tenminste 100 bedragen (bij gebruik van absolute bewegingssenso-
ren).

Een generiek model voor absolute bewegingssensoren is gebruikt om eisen op
te stellen voor zulke sensoren bij gebruik in hard mount trillingsisolatiesys-
temen. Het blijkt dat de eisen, in termen van bandbreedte en het equivalente
ruisniveau, zeer stringent zijn. Er zijn geen sensoren gevonden die voldoen
aan deze eisen over het gehele frequentiebereik. Als gevolg zijn de ruiseigen-
schappen van de sensoren een belangrijke beperkende factor in de behaalde
trillingsisolatie.

De feedback- en feedforward-strategieën zijn experimenteel geverifieerd op
een hard mount experimentele opstelling met één dominante bewegingsrich-
ting. De experimenten tonen aan dat de feedbackregeling significante dem-
ping in de suspensiemode (ζ > 70%) en de structurele mode (ζ > 30%) kan
realiseren.
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De toegenomen demping vermindert het RMS versnellingsniveau met 15–20
dB ten opzichte van de open lus respons. Bij een RMS vloerversnelling input
van ca. 20 mm/s2 (0–1600 Hz), is de adaptieve feedforwardcompensatie (in
combinatie met de feedback-regeling) in staat om het acceleratieniveau verder
terug te brengen tot 0,8–1,7 mm/s2 RMS (circa −27 tot −21 dB).

De experimenteel behaalde isolatie van vloertrillingen is nog niet vergelijk-
baar met de prestaties van “high-end” soft mount systemen. De resulaten zijn
echter bemoedigend, zeker wanneer in acht wordt genomen dat de ondersteu-
ning van de experimentele opstelling een factor 300 stijver is dan een “high-
end” soft mount. De belangrijkste beperkende factoren voor het systeem zijn
het ruisniveau van de bewegingssensoren en tijdsvertraging veroorzaakt door
de anti-aliasing filters.
Om de trillingsisolatie van het hard mount systeem verder te verbeteren is
verder onderzoek noodzakelijk. Dit onderzoek moet zich richten op imple-
mentatie op een meerkanaals opstelling, efficiëntere implementatie van de
adaptieve algoritmes en verbetering van de gebruikte sensoren.
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