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Abstract. Formal methods have provided us with tools to check both
anonymity of protocols and – more specifically – receipt-freeness of voting
protocols. One of the frameworks used for proving anonymity is epistemic
logic. However, to the best of our knowledge, epistemic logic has never
been used to prove receipt-freeness of voting protocols. Still, the concept
of indistinguishability used in formalizing anonymity seems to apply to
receipt-freeness as well: a vote for one party should be indistinguishable
from a vote for another party, even if the voter supplies additional in-
formation outside the scope of the protocol. In this paper, we formalize
this aspect of anonymity relations, in order to provide an alternative
formalization of receipt-freeness in voting protocols, based on epistemic
logic.

1 Introduction

In the field of peer-to-peer (P2P) networks, much effort has been put into for-
malizing the concept of anonymity of messages (e.g. [10]). Intuitively, anonymity
means that it is impossible to determine who sent which message to whom. De-
pending on the context, different formalizations of the notion of anonymity seem
to be necessary [5].

The concept of anonymity is also of importance in electronic voting – often,
voters should have the ability to vote without anybody else knowing which op-
tion they voted for (although in some countries, such as the United Kingdom
and New Zealand, this is ultimately not the case). In the electronic voting com-
munity, the property expressing precisely that is usually called “privacy” instead
of anonymity [3]. As noted in [1], it is not sufficient for voting systems to allow
privacy, they must require it – voters must not be able to reveal their votes,
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even if they attempt to. This property, which is stronger than privacy, is called
“receipt-freeness”.

The concept of receipt-freeness expresses that a voter cannot convince any
other party of how she voted by creating a receipt. The notion has been intro-
duced by [1], after which various receipt-free voting protocols were proposed,
such as [7, 13]. Delaune et al. [2] provide a definition of receipt-freeness based
on observational equivalence. Independently, Jonker and De Vink [8] provide an
alternate definition that allows identification of receipts. Juels et al. note in [9]
that receipt-freeness is not sufficient to prevent coercion in electronic elections,
and they introduced the notion of coercion-resistance. This broader notion is
again formalized by Delaune et al. in [3].

Receipt-freeness and privacy in voting on the one hand, and anonymity in
P2P networks on the other, seem to have much in common: they both are infor-
mation hiding properties. However, there is little overlap in their formalizations.
A likely reason for this is that the two properties are seldomly expressed in
the same framework. The main difference between the two approaches seems
to be the difference in accent between anonymity of people (in the case of P2P
networks) and anonymity (or privacy) of messages (in the case of voting).

In this paper, we aim at bringing the two approaches closer together, by
investigating the value of an approach from the anonymity community for ex-
pressing properties of electronic voting systems. We are particularly interested in
formalizing the concept of receipt-freeness from the perspective of a peer-to-peer
anonymity approach. A useful notion from the anonymity community that can
be used here is unlinkability.

As receipt-freeness expresses that a party cannot be convinced of something,
it seems natural to examine this property in the context of logics such as epis-
temic logic [4]. However, to the best of our knowledge such an approach has not
been investigated yet. In the anonymity community, frameworks based on epis-
temic logic do exist [6, 5]. The approach to defining receipt-freeness of Jonker and
De Vink indicates that receipt-freeness can be translated into anonymity of the
cast vote. Thus, it should be possible to formalize receipt-freeness in epistemic
logic as well. This paper builds on the anonymity framework by Garcia, Hasuo,
Pieters and Van Rossum [5] to show that this is indeed the case – receipt-freeness
is expressed in that framework.

2 Preliminaries

Throughout this paper, we use the message algebra from Garcia et al. [5], which
is defined in a straightforward way, and similar to e.g. [11]. We also adopt their
network model, which is summarized below. All definitions in this section are
due to Garcia et al., except for minor modifications.

2.1 Runs and observational equivalence

Definition 1. (Agents, events) We denote by AG a non-empty set of agents,
which has a special element spy for the intruder. An agent which is not spy is



called a regular agent. An event is a quadruple (A, B, m, type) of the sender
A, the recipient B, the delivered message m and the channel type type ∈
{public, private}. To make the intention clear we denote the above event by
(A → B : m) for type = public and with (A →∗ B : m) for type = private. The
set of all events (public and private) is denoted by Event.

The reason for introducing private events is that receipt-freeness is often achieved
in voting protocols by requiring seclusion of the voter, e.g. by using a voting
booth (as in [1]) or secret, untappable channels (as in [13]). For our abstraction,
it suffices that the intruder either can observe an event or that he cannot observe
an event.

Definition 2. (Runs) A run is a finite list of events, i.e. an element of the set
Run := Event∗. A run describes all the events that have occurred in a network.
The function msg : Run → P(MSG) extracts all public and private messages
occurring in a run. The function msgpub similarly extracts all public messages
from the run.

Definition 3. (Visible part of runs) Let r be a run. For a regular agent A ∈
AG \ {spy} the A-visible part of r, denoted by r|A, is the sublist of r consisting
of all the events that have A in either sender or receiver field. The spy-visible
part of r, denoted by r|spy, is the list of all public events.

Definition 4. A run r ∈ Run is said to be legitimate with respect to an ini-
tial possession function IPo : AG → P(MSG) if, for every i ∈ [0, |r| − 1], mi ∈
PossIPo(r, A, i), where (Ai, Bi, mi, typei) = ri.

PossIPo(r, A, i) is the set of all messages that A can construct in stage i of the
run. For formal definitions, see [5].

Definition 5. (Protocols and runs of protocol) A protocol is a pair (cr, IPo)
consisting of a set of candidate runs cr and an initial possession function IPo. A
run r ∈ Run is said to be a run of a protocol (cr, IPo) if r ∈ cr and r is legitimate
with respect to the initial possession function IPo. The set of runs of a protocol
(cr, IPo) is denoted by Runcr,IPo.

Informally, a reinterpretation π of a run under a set of messages U is a second
run which cannot be distinguished from the first based on the possession of the
messages in U . For a formal definition, see [5].

Definition 6. (Observational equivalence of runs) Let r, r′ ∈ Runcr,IPo be two
runs of a protocol (cr, IPo) and let A ∈ AG be an agent. Two runs r and r′ are
said to be observationally equivalent for an agent A, denoted by r ∼=A r′, if there
exists a reinterpretation π under PossIPo(r, A, |r| − 1) such that π(r|A) = r′|A .
Such a reinterpretation will be called a reinterpretation for A.



2.2 Formulas and epistemic operators

With a formula, we wish to express not only a fact about a run, but also that
an agent knows/does not know a certain fact about a run.

Definition 7. (Formulas) A formula ϕ is a function which takes as its argu-
ments a protocol (cr, IPo) and a run r ∈ Runcr,IPo of that protocol, and returns
either T or F. The set of all the formulas is denoted by Form. We follow the
tradition of logic to denote the fact ϕ(cr, IPo, r) = T, where r ∈ Runcr,IPo, by
cr, IPo, r |= ϕ. Often the protocol (cr, IPo) under consideration is clear from the
context, in which case we abbreviate cr, IPo, r |= ϕ to r |= ϕ. Logical connectives
on formulas such as ∧, ∨, → and ¬ are defined in an obvious way. A formula
ϕ is said to be valid if cr, IPo, r |= ϕ for all cr, IPo and r.

Definition 8. The formula A Sends m to B means: at some stage in the run,
A sends a message to B which contains m as a subterm (the subterm relation
� is defined formally in [5]).

r |= A Sends m to B
def
⇐⇒

∃i ∈ [0, |r| − 1].
(

m � m′ where (A, B, m′, type) = ri

)

.

We will also use A Sends m to mean that A sends the message m to someone.

r |= A Sends m
def
⇐⇒ ∃B. A Sends m to B.

The formula A Possesses m at i means: at stage i of the protocol, A is capable
of constructing the message m.

r |= A Possesses m at i
def
⇐⇒ m ∈ PossIPo(r, A, i).

The formula A Possesses m means: after the run has finished, A is capable of
constructing the message m.

r |= A Possesses m
def
⇐⇒ m ∈ PossIPo(r, A, |r| − 1).

The formula A Originates m means that: A Sends m, but A is not relaying. More
precisely, m does not appear as a subterm of a message which A has received
before.

r |=A Originates m
def
⇐⇒

∃i ∈ [0, |r| − 1]. ∃B.
(

m � m′ where (A, B, m′, type) = ri

∧ ∀j ∈ [0, i − 1].
(

m 6� m̂ where (A′, A, m̂, type) = rj

)

)

.

Definition 9. (Epistemic operators) Let (cr, IPo) be a protocol. For an agent
A ∈ AG, the epistemic operator �A : Form → Form is defined by:

cr, IPo, r |=�Aϕ
def
⇐⇒

∀r′ ∈ Runcr,IPo.
(

r′ ∼=A r =⇒ cr, IPo, r′ |= ϕ
)

.



The formula �Aϕ is read as “after the run is completed, the agent A knows that
ϕ is true”. The formula ♦Aϕ is short for ¬�A¬ϕ and read as “after the run is
completed, the agent A suspects that ϕ is true”.

3 Expressing information hiding properties

Using the notion of an anonymity set – a collection of agents among which a given
agent is not identifiable – Garcia et al. define the information hiding properties
of sender anonymity, unlinkability and plausible deniability in epistemic logic:

Definition 10. (Sender anonymity) Suppose that r is a run of a protocol in
which an agent B receives a message m. We say that r provides sender anonymity
with anonymity set AS if it satisfies

r |=
∧

X∈AS

♦B(X Originates m).

This means that, as far as B is concerned, every agent in the anonymity set
could have sent the message.

Definition 11. (Unlinkability) A run r provides unlinkability for users A and
B with anonymity set AS iff

r |=
(

¬�spyϕ0(A, B)
)

∧
∧

X∈AS

♦spyϕ0(X, B) ,

where ϕ0(X, Y ) = ∃n.
(

X Sends n ∧ Y Possesses n
)

.

Intuitively, the left side of the conjunction means that the adversary is not
certain that A sent something to B. The right side means that every other user
could have sent something to B. Similarly, unlinkability between a user A and a
message m could be defined as |= ¬�spy(A Sends m)∧

∧

X∈AS ♦spy(X Sends m).
In certain circumstances (e.g., relays), agents might be interested in showing

that they did not know that they had some sensitive information m. This might
be modeled by the following epistemic formula:

Definition 12. (Plausible deniability) Agent A can plausibly deny message m

in run r iff
r |= �spy¬(�A(A Possesses m)) .

This formula is read as: the spy knows that A does not know that she possesses
m.

We extend this set of definitions by providing the additional property of receipt-
freeness. Receipt-freeness of an agent A with respect to a message m (e.g. a vote)
intuitively means that A cannot send a message m′ to the spy that proves that
she sent m in the past. For this purpose, the definition of plausible deniability



is too strong, since A does know that she possesses m. Sender anonymity is par-
ticularly useful for providing anonymity of the voter with respect to the election
authorities, but in receipt-freeness, A herself tries to communicate with the spy.
Instead, it should not be possible to link A to her vote. Thus, unlinkability seems
the most natural property to base our definition of receipt-freeness upon.

In the anonymity framework, the concept of anonymity set is used to define
the set of entities between which an observer should not be able to distinguish.
To apply the framework to votes, we need to adapt the concept of anonymity
set. In voting, we are sure that each (actual) voter submits a vote. Therefore,
the point is not whether any other user in an anonymity set could have sent the
message, but whether the voter could have submitted any other vote. Therefore,
we define an anonymity set of messages, AMS , instead of an anonymity set of
agents. This set typically consists of all possible votes.

To be able to define receipt-freeness, we need to have a way to extend a given
run with one message: the receipt. We write this as r.(A → B : m)) for a given
run r, message m (the receipt), sender A and receiver B. For A to be able to
send the receipt, she needs to have the message in her possessions at the end of
the original run. The new run does not need to be a run of the protocol. It does
need to be legitimate with respect to the initial possession function.

Definition 13. (Weak receipt-freeness) A run of a protocol is weakly receipt-
free for agent A with respect to message m iff for all m′ ∈ PossIPo(r, A, |r| − 1),

r.(A → spy : m′) |= ¬�spy(A Sends m)

Weak receipt-freeness implies that the voter cannot prove to the spy that she sent
message m during the protocol, where m is the part of a message representing
the vote. However, this notion is still fairly limited. For example, suppose that
the spy wants the voter to vote for party X . Suppose, furthermore, that the
voter instead chooses to vote Y , which is represented by message m in the above
definition. Now, if the voter cannot show that she voted Y , this protocol is
receipt-free with respect to the definition above. However, if the spy can acquire
information which proves that the voter did not vote X , the spy will not be
satisfied. Therefore, we introduce a stronger notion of receipt-freeness as well.

Definition 14. (Strong receipt-freeness) A run of a protocol is strongly receipt-
free for agent A with respect to a message m in anonymity set AMS iff for all
m′ ∈ PossIPo(r, A, |r| − 1),

r.(A → spy : m′) |= (¬�spy(A Sends m)) ∧
∧

m′′∈ AMS

♦spy(A Sends m′′)

Here, no matter what information the voter supplies to the spy, any vote in
the anonymity set is still possible. This is represented by the “suspects” symbol
♦spy. In other words, for all possible votes, the spy still suspects that the voter
cast this particular vote; or: the spy is not certain she did not cast this vote.



This requires that at least one message has been received (i.e. at least one vote
has been cast) for every message (vote) m′′ ∈ AMS . Otherwise, the spy could
observe from the results that no-one, in particular not voter A, cast a certain
vote. Thus, for votes, AMS ⊆ the set of candidates who received votes.

Notice that this definition is analogous to the definition of unlinkability of
Garcia et al.

Theorem 1. If a run of a protocol is strongly receipt-free for agent A with
respect to message m in anonymity set AMS , then it is also weakly receipt-free
for agent A with respect to message m.

Proof. This follows directly from the definitions.

These definitions of receipt-freeness justify the need for the limited reading abil-
ity of the spy in Definition 3. If the spy can read all the messages, the voter only
needs to supply the secret keys in order to provide a receipt. This is not what is
commonly understood by analyzing receipt-freeness. Instead, there are certain
messages in the protocol that the spy is not assumed to have access to (when
the voter is in a “voting booth”).

In our definition, we deviate from the approach by Delaune et al. [3]. In-
tuitively, receipt-freeness is achieved if a voter does not possess convincing,
exclusive evidence of how she voted. The approach by Delaune et al. defines
receipt-freeness using two voters (to preserve indistinguishability of the result).
By focusing on the actual receipt, our definition only relies on one voter, and
thus remains closer to the intuition. The indistinguishability is made explicit in
our definition by AMS , and needs not be extended to all candidates (but can
be confined e.g. to all candidates for whom at least one vote was cast).

4 Conclusions and future work

In this paper, we introduced an approach to formally verify receipt-freeness in
epistemic logic. To the best of our knowledge, we are the first to do so. The
approach has not been tested on real protocols thus far.

One of the main benefits of our approach is the intuitive definition that can
be provided for receipt-freeness. As opposed to other approaches, especially [3],
the “receipt” can easily be distinguished in our model as a separate message that
the voter sends to the spy. Instead of investigating whether the spy can recover
the vote from forwarded messages, we judge whether the spy really knows what
the voter’s choice was, based on any possible receipt. This notion of knows is
characteristic for the epistemic logic approach, and this justifies our choice for
the anonymity framework of [5] as a basis.

One of the main differences between P2P anonymity and our approach is
that we are not in the first place interested in who communicated with whom.
Although the fact that a voter voted may also be of interest to the spy, the
major security risk lies in the content of the message. In this sense, the notion of



anonymity or privacy in voting is closer to confidentiality. In the definitions, this
leads to an anonymity set of messages instead of an anonymity set of agents.

In future work, we aim at providing an alternative definition of receipt-
freeness in our model, based on the knowledge of the spy instead of on extension
of a run. We hope to prove that the two definitions are equivalent. Moreover,
we wish to apply the definitions to existing voting protocols, in order to prove
(or disprove) receipt-freeness. It may also be interesting to investigate the rela-
tion between verifiability [12] and receipt-freeness in epistemic logic, since both
receipt-freeness and verifiability are based on an agent’s knowledge instead of its
possessions.
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