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A b s t r a c t  

Using a large multiprocessor, consisting of 100 processing nodes, in the area of data and 
knowledge processing poses challenging research and engineering questions. The PRISMA 
project presented here has addressed many of the problems encountered by the design and 
the construction of such a system. Among the results obtained are an implementation of a 
parallel object-oriented language, a hardware platform with efficient communication, and a dis- 
tributed main-memory relational database system. Their combination forms a platform for 
further experimental research in several areas of distributed processing. 

1 I n t r o d u c t i o n  

The PRISMA project is a large-scale research effort in the design and implementation of a highly 
parallel machine for da ta  and knowledge processing. It is organized as a nationwide Dutch research 
a~tivity with combined forces from four universities, a governmental research institute, and Phitips 
Research Laboratories. It ran from 1986 until end of 1990 and was manned with thirty persons. In 
this paper we present an overview of the PRISMA project. 

The key research issue of the PRISMA project is to study the interaction between a non-trlvial 
application, an object-orlented language, and a multiprocessor machine architecture. For this purpose 
an experimentation platform has been designed, which enables us to experiment with coarse grain 
parallelism for applic&tions at many levels of detail. Such as its effect at the hardware level, the basic 
software such as the distributed operating system, language design and its compilation, and, finally, 
the construction of applications that  exploit the computing power provided by a large multiprocessor 
system. Our effort has resulted in a prototype system of 100 processing nodes. 

Since a multiprocessor system offers many opportunities to improve the performance of database 
systems, the prime target application selected as a testcase for the PRISMA platform was the con- 
struction of a new relational database management system. The DBMS architecture is based on 
two novel aspects. First, the PRISMA machine is equipped with about 1.5 Gigabyte of direct store, 
which provided the hardware foundation to focus on a main-memory DBMS architecture. Second, 
the multiprocessor system leads to a decomposition of the DBMS into functional components and 
the design of an extensible distributed system architecture. Thus, the research issues focus on ex- 
ploitation of main-memory as the prime database store and the effective exploitation of the potential 
parallelism offered by the platform. 

The PRISMA project is supported by the Dutch "Stimuleringsprojectteam Informaticaonderzoek" (SPIN) 
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One way to exploit a multiprocessor system is to augment a traditional implementation lan- 
guage with communication primitives, such as remote procedure calls, and process management. 
Its potential drawback is that application programs then tend to be bulky with hardwired code 
that manages process allocation and intra-process communication. To alleviate these problems we 
developed a Parallel Object-Oriented Language (POOL) that allows the programmer to express 
the inherent parallelism in an algorithm without concern on its mapping to the underlying system. 
The experimentation platform then provides the application and the hardware boundaries to study 
implementation techniques for POOL that show performance improvement over a wide range of 
multiprocessor system configurations without altering the program source. 

The key issues in the design of the multiprocessor system are to choose the level of potential 
parallelism and the interconnect. To obtain a viable experimentation platform, we aimed for a large 
system, consisting of about 100 processing nodes equipped with sufficient main-memory to support 
large applications. Moreover, by focusing on an experimentation platform we needed an architecture 
that scales without showing step function behavior during performance measurements. 

As mentioned before, the outcome of this project is a platform that supports a wide range of 
experiments to improve our understanding on parallel (symbolic) processing. Instead of focusing on 
toy problems, we have chosen a non-trivial application that provides an abundance of optimization 
problems for the language and the system implementation, while at the same time it would benefit 
from hiding the multiprocessor details. Moreover, by actually building such an integrated platform, 
we obtained a tool to calibrate performance models in a wide range of research areas. 

In addition to the nmin-stream research and development within the PRISMA project, we fostered 
exploratory research in various directions. To illustrate, we looked at various techniques to speedup 
expert-systems, to exploit parallelism in information retrieval [Aalbersbergl, Aalbersberg2], and 
parallel term rewritting [Rodenburg]. 

The remainder of this paper is organized as follows. Section 2 describes in more detail the 
assumptions, questions, and methodology to construct the PRISMA system. Following, in Section 3 
we focus on the realization of the platform from three perspectives; the database management system, 
the object-oriented language and runtime system, and the machine architecture. For each we describe 
how the component was realized and what lessons we learned in the course of its construction. We 
conclude with summary and future research in Section 4. 

2 Assumptions,Questions, and Methodology 
Research on the construction of systems is always characterized by having externally given assump- 
tions and additional assumptions to focus the research. In the following subsections these assump- 
tions and related questions are made explicit for the various layers in the system. Moreover, the 
assumptions are related to the state of the art in the various fields. 

The externally given assumptions stem from the vision we have on the field. First, we expect 
that homogeneity and scalability are important factors for the production of hardware. Second, by 
chosing an object-oriented platform we want to prove that this platform provides the right kind of 
abstraction to easily express parallelism available in the application and to efficiently implement this 
platform. To prove these points, we have taken a non-trivial application, a database management 
system, and started experiments for the object-oriented platform and the database management 
system to gain experience in expressing and implementing parallelism. 

2 . 1  D a t a b a s e  M a n a g e m e n t  S y s t e m  

The design and construction of database machines to improve non-numeric processing has attracted 
many researchers during the last two decades. At one end of the spectrum they have reduced the 
amount of data to be manipulated by filtering records as they are transferred from disk to main- 
memory [0zkarahan] and using several functionally specialized computers linked into a network 
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[DeWittl, Gardarin, Leland]. The other end of the spectrum is characterized by attempts to harness 
the processing power and storage capacity offered by large scale integration [Shaw, Katuka]. 

An observation is that no single database management system will efficiently support M1 database 
applications in the future. There arises a need for a variety of fadlities, providing the proper level of 
abstraction, user interface, and functionality. The consequence is that future database management 
systems should be designed with functional distribution in mind. That is, a database management 
system comprises a set of data managers, each providing part of the required overall functionality 
and coordinated by a distribution manager. Structuring of the database management system as a 
collection of such data managers (operating on local data) controlled by a distribution manager fits 
well with the architecture of a (shared-nothing) multiprocessor system. Another observation is that 
the cost for main memory drops rapidly. Therefore, it becomes feasible and cost-effective to keep 
a major portion of the database in main memory[DeWitt2, Molina]. Our multiprocessor system is 
equipped with sufficient main memory to directly store and manipulate a medium-sized database, 
and thus avoid the I/O bottle,neck to disk. Two questions have to be answered here. First of all, can 
"massive" parallelism provided by a 100-node system (or even more) effectively be used in processing 
queries and, secondly, what are the effects of a main memory approach for data storage. Related to 
the main-memory approach is the question whether the system can be made reliable enough. 

Database management systems are often viewed as interpreters of "unformatted" data on disk. 
The interpretation problem can be overcome by introducing the concept of a One-Fragment Manager 
(OFM). Such an OFM can be regarded as a relational algebra machine that handles relations or 
fragments of one specific tuple type (intuitively, one specific relation schema). This makes it possible 
to compile selections submitted to an OFM into code directly working on the data structures used by 
the OFM. The question to be answered here is whether the overhead of compilation is small enough 
to make a performance increase feasible. 

One externally given assumption was that the database management system should be imple- 
mented in the object-oriented language called POOL [Americal, America2] [America3]. In a previ- 
ous project [Bronnenberg] in the area of distributed systems the language POOL (Parallel Object- 
Oriented Language) was developed. This language was slightly extended to make it suitable as 
implementation language for a database management system. This language almost completely 
shields the distribution aspect of the multiprocessor system from the database management system. 
The question related to this assumption is whether the language POOL provides the right level of 
abstraction to implement a database management system and whether this implementation can be 
made efficient. Section 2.2 will elaborate more on this. 

To specify distributed processing that is inherent to a database management system it was set 
up in a strictly modular way. At the top level this modular design led to components such as parsers 
for SQL and PRISMAlog (see below), Query Optimizer, Data Dictionary, Transaction Manager, 
One-Fragment Manager, and a Data Allocation Manager. All of these components can be assigned 
to processors rather independently of each other. It is our conviction that fine-grain parallelism is 
not suitable to implement a database management system; none of the above components has any 
parallelism in it. The question is whether this coarse-grain approach is the right one and what the 
optimal size is of a relation or fragment to be managed by a One-Fragment Manager. 

In Section 3.1 we will come back to these assumptions and corresponding questions. 

2.2 T h e  O b j e c t - O r i e n t e d  p l a t f o r m  

The main purpose for the platform is to offer a programming paradigm for writing parallel symbolic 
applications. The DBMS system being a testcase for this platform. The main progra~n~ing paradigm 
chosen for the platform was object-orientation. Existing object-oriented l~uguages, like Smalltalk 
[Goldberg], C++ [Stroustrup], and Eiffel [Meyer1], have shown that the approach is promising for 
constructing large software systems. Key issues mentioned here are reusability, maintainability and 
modularity [Brooks, Cox, Meyer2]. 

Several ways to introduce parallelism into an object-oriented language have been proposed; in- 
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troduce parallelism as an orthogonal concept, as e.g. in Trellis/Owl [Moss] or allow asynchronous 
communication between objects, as in actor languages [Hewitt]. The approach taken for our object- 
oriented platform, called POOL, is that each object is essentially an independent process. 

Furthermore, the following features are offered by the platform. The POOL language offers 
primitives for (synchronous and asynchronous) message passing between objects, however, since each 
object is an active entity, it determines itself when to answer the messages. In general, messages 
can have any size. Also, objects can be created dynamically. Since objects can be referred to from 
all over the system, it is hard to recognize, at POOL programming level, whether it has become 
redundant. Therefore, a garbage collector is present which will automatically eliminate most of these 
redundant objects. As a consequence no language features are offered to remove objects explicitly. 

In response to the requirements analysis of the DBMS, some facilities have been added to the 
object-oriented platform. The most important ones are; support for exception handling and error 
propagation between objects, support for tuples, and support for stable storage. The platform only 
provides a stable storage medium, where data written to this is guaranteed to survive system crashes. 
The responsibility to exploit the stable storage facility such that it can be used to recover the state 
of an application subsequent to a failure, lies with the application itself. 

The major question to be answered is whether the language features of POOL can be implemented 
efficiently enough. In particular, the uniform use of the object from integers, simple record like 
structures to complicated processes makes it hard to find optimal implementations over the whole 
range. The key research issues have been efficient scheduling, message passing, garbage collection 
and optimal allocation control. 

2 . 3  M a c h i n e  a r c h i t e c t u r e  

Two basic assumptions were given for the architecture of the machine. First, it should provide a large 
amount of memory and processor power. Second, we wanted to investigate parallelism. Therefore 
we chose a multiprocessor system. In designing such a system, there is constant trade-off between 
three parameters. These parameters can be used to describe the properties of processor and memory 
subsystems as is illustrated in Table 1 (including the chosen prototype configuration). Clearly there 

Processors Memory Prototype 
number number of banks 100 processors, 100 banks 
power size of banks 2 MIPS, 16 Mbyte 
connectivity connectivity point to point network, 

non shared memory 

Table 1: Parameters of memory and processor system 

is an interrelation between choices made in either of the first two parts of the table. As an example 
the connection machine [Hillis] has chosen for a large number of simple processing elements each 
element connected to a limited size memory bank, whereas the connectivity of the network between 
processing nodes is high. In this situation a point to point network exist between processing nodes, 
therefore, these are called direct connection or distributed memory machine. On the other side of the 
spectrum we see the development in current super and mini super computers where a small amount 
(less than 20) of powerful processors are connected towards a small number (less than 20) of memory 
banks each of considerable size and connected via a low connectivity network. In this example the 
network is shared between processors and memory elements and, therefore, they are called shared 
connection or shared memory machine. 

Another important issue in designing multiprocessor systems is the flexibility of the system. This 
is determined by such parameters as: 
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Extensibility: indicating that it should be easy to add processing power and memory to the system. 

Scalability: indicating that an increase in processing and memory should lead to a smooth addition 
of total system performance. 

Modula r i ty :  indicating that adding processing or memory should not lead to changes in system 
homogeneity. 

If we take these criteria into account we can observe that shared memory systems score less on 
the flexibility scale than direct connection machines. Adding processing power to shared memory 
machines could give rise to step function behavior when the shared resources are exhausted. It is not 
argued that the extension problem is not present in direct connection machines at all, but because 
of the point to point connections it is possible to add an almost unlimited number of processing 
nodes. In practice, the maximum number (degree of the network) is decided during design time. 
However, this is possible to the cost of a more complex communication problem if processing nodes 
a non-neighbor. 

In case of the PRISMA architecture the following boundary conditions had to be taken into 
account: 

• Optimal support of a virtual Pool machine consisting of a large number of (coarse grain) objects 
with explicit message passing based communication. 

• A strong demand for flexibility in particular homogeneous scalability because we wanted to 
build a machine with a large (order of 100) number of processing nodes and memory banks. 
Moreover, the addition of processing power and memory should be smooth. 

This leaded us to the conclusion that the architecture for our machine should be a direct connection 
machine. 

2.4 Experimentation 
In the previous sections we have formulated the research goals and the boundary conditions of our 
project. In our research we have chosen for the methodology of performing experiments to verify 
the correctness of a particular model and to change the implementation dependent on the results 
obtained. Because of this choice for experimentation we first had to realize the instrumentation of our 
experimental set-up. Implementing the DBMS on top of the object oriented platform which is built 
on top of a multiprocessor system was not enough instrumentation to be able to do our experiments. 
To realize a flexible experimental system, extra facilities were needed at all levels, the DBMS as well 
as the language implementation and the operating system. Among others they include: 

• A more powerful profiler to study the behavior of various software components, such as the 
objects and message traffic. 

• The ability to pass-on object scheduling information from the application towards the O.S., via 
so-called prngma's offered on the object oriented platform. 

With the set of facilities described here it now becomes possible to study the research questions 
mentioned in Section 2 and give quantitative answers which are a measure for the quality of a 
particular solution chosen. These results can be the incentive to change part of the implementations 
or even try another model. In the remainder of the article, we will describe the instrumentation of 
our experimentation platform, and some preliminary results. 

3 Real izat ion  and design decisions 

Preliminary results and some experiences gained during the construction of our experimental platform 
are given in the following sections for each of the three layers. 
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3.1 Database Management System 

This subsection discusses the current status of the implementation of the database management 
system and the preliminary answers to the questions posed in Section 2.1. 

3.1.1 R e a l i z a t i o n  

Currently the first version of the database management system, called PRISMA/DBO, runs on the 
multiprocessor system consisting of 100 nodes. It consist of 35.000 lines of POOL code and is fully 
documented with a WEB-like documentation system. It consists of the following components: SQL 
and PRISMAlog parsers, Query Optimizer, Transaction Manager, Concurrency Controller, One- 
Fragment Manager, Data Dictionary, and Data Allocation Manager (see Fig. 1). For more details 
on DB0 we refer to [Kersten, Apersl]. 

The forms of parallelism used in the database management system are multi-tasking, pipe-lining, 
and task spreading. Multi-tasking is used to execute concurrent queries in a parallel fashion if data 
access allows that. The execution of a query is done in the form of a directed-acyclic graph, where 
the nodes represent OFMs and the directed edges represent data transmissions. This is done in a 
pipe-lining manner. As soon as intermediate results are produced, they are sent to the next OFM 
where they are used as input. Task spreading occurs because the data  of the entire database is 
fragmented and allocated to many OFMs. So, the traditional relational operators can be computed 
in a distributed manner. It turns out that some of these operators, like sort or join, prevent or 
diminish the effect of pipe-lining. So, special care has been taken to avoid these operators or to 
come up with an implementation to improve pipe-lining. In [Wilschut] a hash-based join algorithm 
is proposed that  hashes tuples from both operands as they come in and that  computes the output 
tuples at the same time. It turns out that  this join algorithm is slightly more expensive than the 
traditional hash join algorithm but that it produces its output much earlier, thereby enhancing 
pipe-lining. 

The database management system is responsible for its own recovery after hardware crashes using 
stable storage, a service provided by the object-oriented platform. This means that after a crash 
the whole database has to be reloaded from disk. The expectation is that the recovery time after a 
failure is not more than a few minutes. Since disks are spread over the system most of the data can 
be read from disk into the OFMs in parallel. Currently, various main-memory data structures are 
studied that make writing to stable storage efficient. 

PRISMAlog, a Datalog-like language, is provided as an interface allowing for recursive queries. 
For the class o f  regular recursive queries, containing the dass of linear recursive queries, it was 
shown that it could be rewritten to a traditional relational algebra program with the transitive 
closure as an additional operator [Apers2]. Optimization techniques to process the transitive closure 
of a fragmented relation efficiently have been proposed [Houtsma]. 

3.1.2 Experience 

The prime method to visualize the performance of a database management system is to run a weU- 
known benchmark, such as the Wisconsin benchmark [DeWitt3]. The first series of runs support 
most of our ideas but they also uncovered several weaknesses in the various layers of the system, 
which are being corrected now. 

Our experiences with the POOL language are that  it gave us sufficient facilities to design the 
database management system in a modular way. Furthermore, shielding low level communication 
from the implementors was one of the most attractive points of POOL. It gave a lot of flexibility 
in specifying the various forms of parallelism and determining the actual parallelism by allocation 
pragma's. However, the performance of local computations of the first POOL implementation is 
rather poor, because every user-defined object is implemented like a process. 

First experiments show that the coarse-grain approach is the appropriate one. As soon as the 
system is tuned more extensive experiments will be done to determine the "optimal" fragment size 
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to gain as much performance as possible given a pool of 100 processors. 
In an early stage of the project a C implementation of the OFM has been constructed. This 

experiment showed that even for small fragments and relatively simple selections the cost incurred by 
the compilation is small compared to the execution time, and almost always results in an improvement 
[vdBerg]. 

3.2  T h e  o b j e c t - o r i e n t e d  p l a t f o r m  

This subsection discusses the current state of the implementation of the object oriented platform and 
the experiences obtained. 

3.2.1 Realization 

Currently a running implementation is available of the object oriented platform, consisting of a 
compiler, runtime support, target operating system, and some performance measurements tools. 

The POOL compiler is structured in a traditional way; it consists of a frontend, which translates 
POOL into an intermediate language, and a backend which takes care of the translation into assembly 
code. The compiler supports separate compilation. The intermediate language is chosen at a relative 
high level and can be characterized as a declarative typed stack machine combined with procedure, 
send, answer and create primitives in which it resembIes the POOL language itself. In the backend 
the send, answer, and create primitives are mapped to operating system primitives, possibly via the 
run time support. 

The target operating system [Brandsma] is split into two parts, the nucleus which is POOL 
independent, and the POOL specific support. The nucleus takes care of the resource management 
and offers a multi tasking environment as well as some (parameterizable) transport primitives over 
the network. The operating system itself is also implemented as a collection of communicating 
processes. All (POOL and operating system) processes share the same address space allowing to 
implement these as light weight processes and allowing fast exchange of data. The POOL language 
offers sufficient protection to prevent malicious usage. The memory management is fully implemented 
in software to allow experimentation with various strategies and to obtain insight into the "typical" 
allocation behavior of POOL programs. For stable storage the data will be stored twice on different 
disks, furthermore all disks are attached to different nodes, so no data is lost in case of a single node 
(disk) crash. The garbage collector which is implemented is a distributed on-the-fly mark and sweep 
garbage collector [Augusteijn]. 

3.2.2 Experience 

Preliminary experiments with prototype implementations of the object-oriented platform have shown 
that it is not a trivial task to recognize optimizable objects. A main problem appears to be clus- 
tering of objects to increase the granularity of parallelism. Due to the generality of the object and 
communication constructs, this clustering cannot be done emciently enough by the compiler for the 
object-oriented programming language. Therefore the object-oriented platform is extended to sup- 
port pragma~s, to identify objects with a straightforward behavior, such as record like structures. 
Using these pragma's the compiler can cluster objects and subsequently generate efficient code to be 
executed on the platform. 

The implementation of the clustering pragma's is still under development. Therefore overall 
performance measurements are not possible, due to the slow local computations. 

3.3 M a c h i n e  a r c h i t e c t u r e  

This subsection describes the realized architecture and discusses some results obtained. 
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3.3.1 Realization 

The PRISMA architecture has been realized in four prototype machines. Two smaller prototypes 
of 4 nodes, one with 8 nodes and one big prototype with 100 nodes. Each node consist of an off 
the shelf processor board and memory board, connected with the other nodes by a communication 
processor developed by the DOOM project [Bronnenberg]. The small prototypes are used by the 
different research institutes involved in PRISMA. 

The Communication Processor (CP) takes care of deadlock free routing of packets through the 
communication network without intervention from the dataprocessor. Each CP has four bi-directional 
links connected to other CP's, the speed of these (serial) links is 20 Mbit/s in both directions. In 
addition it has a parallel port to the dataprocessor. The dataprocessor communicates to the network 
by writing 256 bit packets, containing the destination node, into the CP and by reading the packet 
at the destination. The CP is capable of adaptive routing, multiple paths to the same destination 
can be chosen to avoid network congestion areas. This has the consequence that packets can arrive in 
a different order than they were send. Furthermore the CP is designed for general purpose network 
routing, it is fully deadlock free, can handle any network with a diameter of up to 8 and connect 
maximal 4096 nodes. 

In the smaller prototypes, the topology of the network (the connections between the CP) is 
hardwired. The large machine has a 400x400 switch, enabling us to partition machine in one large 
or more smaller machines. Each machine can be interconnected in a requested topology. The set 
of topologies that can be chosen is limited to: mesh, torus, chordal ring and an optimal extended 
chordal ring. 

For communication with the host one on every five nodes is equipped with an ethernet board 
running the standard ethernet protocol layers. 

To support fault tolerance, the machine is equipped with disk based permanent storage where 
the database relations can be stored to survive crashes. The disks are distributed over the machine, 
half of the nodes each have one 300 Mbyte disk. 

An address tracer is constructed to measure the locality behavior of POOL programs as input 
for future cache support. 

3.3.2 Experience 

The distributed memory architecture has proven to be a good choice. It has been rather simple 
to built, because all nodes are equal (except form discs and ethernet) and are connected by an 
asynchronous network. 

The switch gives us the possibility to use the machine optimal (many persons can use small parts 
to test software), but also to do experiments with network topology, and to measure the effect of the 
number of processors on the behavior of an application. Each node has 16 Mbyte of memory which 
allows enough room for experimentation and measurements for a wide range of applications. 

The CP is successful although it was more difficult to built than was expected. The adaptive 
routing capability is currently not used because of the expected overhead at the processor side 
when packets arrive out of order. Experiments with different topologies have shown no significant 
differences in perform~uce. For a small 1 packet POOL message only 15% of the time is used by the 
physical transport layer in the CP. 

The optimization of the physical transport layer has been fruitful, but we neglected the interface 
between the data-processor and the CP itself. The mapping from the POOL messages to the hardware 
should be implemented more efficient. A separate administration processor between the CP and 
the data processor is under study [Muller]. Several interface levels are considered, but no choice 
has been made. One possibility is to make the CP interface stream oriented instead of packet 
oriented. Another option is that the administration processor takes care of the conversion from 
POOL messages to packets and vice versa. Still, we also have to keep the flexibility of the system 
in mind. Would the administration processor prescribe the exact format of messages, it will reduce 
the possibilities for implementation experiments at the compiler side of the interface. Moreover 
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the interface would become much more detailed, because it has to include a description of memory 
management, scheduling, and parts of the system that must be accessed atomically such as message 
queues. 

At this moment, we get some feeling about the behavior of POOL and "typical" POOL programs. 
We are now able to study their behavior further, and start to design a less flexible, more POOL 
optimized machine. From the experiments we hope to get the required insight in the communication 
strategy, caching (memory management) support and possibly dataprocessor support to use. 

4 Summary 

In this paper we have presented an overview of the PRISMA project. The major research question 
addressed in this national project is to design, to construct, and to experiment with a highly parallel 
machine for data and knowledge processing. Among the results obtained are an implementation 
of a parallel object-oriented language, a hardware platform with efficient communication, and a 
distributed main-memory relational database system. 

A prototype PRISMA/DB system has been implemented and is currently subjected to various 
detailed performance studies. In particular, new query processing strategies, concurrency control 
techniques, and implementations of data managers are being developed. 

The parallel object-oriented language POOL-X has proven to be a decisive factor in this project. 
Although the construction of a new programming language (and support environment) requires a lot 
of manpower, it greatly simplified the construction of parallel programs. In particular, the database 
system software obtained is highly modular and benefits from the computational and typing model 
offered by the language. 

Since, automatic parallelization of programs is beyond the current horizon of technology, we 
focused on ways to obtain advisory information from the programmer to arrive at an efficient ap- 
plication program without revealing too much of the language runtime detail. This has resulted in 
a few orthogonal language features that provide the necessary resource control information to the 
runtime system. 

Lastly, we designed and constructed a shared nothing multiprocessor system. A novet aspect 
included is a separate communication processor to improve the performance of the interconnect. 

The hardware and software platform obtained in the PRISMA project provides a basis for exper- 
imental research in many areas of research in distributed processing. Its existence can provide the 
necessary feedback to anaaytical and theoretical work in this field. 
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