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Abstract

Cyber breaches have grown exponentially over the years, both in the
number of incidents and in damage. Examples of such damaging attacks
are numerous, with WannaCry ransomware, DigiNotar hack, Code Red

virus and Equifax data breach to name a few. At the same time, enterprises
themselves have grown ever-complex, with an interplay of IT systems, physical
infrastructure and human actors, resulting in so-called socio-technical systems.
Adversaries ranging from unskilled to sophisticated, from script-kiddies to
government agencies, target this complexity and exploit multiple component
failures, software and hardware vulnerabilities and combine these with social
engineering techniques to launch sophisticated attacks. An impressive example
of such socio-technical attack is the attack on the Supervisory Control and
Data Acquisition (SCADA) system, via the Stuxnet virus, allegedly targeting
the Iran’s nuclear facilities.

Current information security risk management techniques are based on
evaluator experience, or on checklists, brainstorming, compliance standards,
etc. Due to the informal nature of eliciting the security risks using these
techniques, often important attack scenarios, such as multi-step attack scenario,
are missed. Additionally, due to the lack of quantitative analysis frameworks,
sometimes too-many security mechanisms are implemented, which interfere
with system safety and usability.

To address these challenges, in this thesis, we propose automated tools/tech-
niques, to aid security practitioners understand their cyber-risks by quantifying
them, thereby making the cyber-security investment decisions more object-
ive and transparent. To do so, we provide a multi-faceted security analysis
framework, that is capable of answering a rich set of security questions such
as cost-optimal attack scenarios for attackers, time-dependent attack prob-
abilities, etc.Our work relies on attack trees as the modelling formalism and
uses model-checking technique for analysis. Attack trees are graphical mod-
els, which provide a systematic representation of attack scenarios. Owing to
their graphical format to elicit security risks, they are easy to use and hence
very popular in security engineering. However, classical attack tree analysis
techniques lack support for modelling the temporal dependencies between the
attack tree components. Analytically, they are limited to single attribute com-
putation such as probability of an attack, cost of an attack, etc. Furthermore,
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the traditional attack tree analysis technique of single attribute bottom-up
computation is applicable only under the strong and unrealistic assumption of
non-shared nodes.

In this thesis, we alleviate all the aforementioned limitations of classical
attack tree analysis techniques and propose novel methods using the automata-
theoretic framework and relying on stochastic and statistical model checking.
In particular, in Part II of this thesis, we provide a multi-parametric and time-
dynamic analysis of attack trees, taking into account temporal dependencies,
attacker profiles and accidental component failures, which otherwise cannot
be analysed using state-of-the-art techniques. We augment the attack tree
formalism with two new gates: the sequential-AND gate and the sequential-OR
gate, which allows to model the temporal dependencies between the attack
tree components. Analytically, we provide a compositional analysis framework
for attack trees, by translating them into suitable priced/stochastic timed
automata. By doing so, we combine several attack tree attributes (possibly
functionally dependent) in a mathematical precise manner.

In Part III of this thesis, we look into security goals. For this, we develop a
taxonomy for security goals based on a survey of top 30 highly cited papers in
information security literature from 1995–2016. We represent our taxonomy us-
ing a feature diagram which enables us to represent commonalities, variabilities
and interrelationships between the different security goal concepts. By mapping
security goals collected from the aforementioned papers to our taxonomy, we
provide critical insights into trends, omissions and focus of security goals in
the literature. In the same part, we develop a property specification language
locks to express both quantitative and qualitative security goals. The security
goals in locks are expressed as queries over an attack model, namely the
structural attack model sam. As most prominent threat models, such as attack
trees and attack graphs, can be translated to generic structures of sams, our
proposed language can express security goals over all these frameworks.

Practically, we demonstrate our analysis framework with many case studies
taken from literature. To support our methods in an automated manner, we
develop two tools: ATCalc to obtain the probability of attack over time and
ATTop to systematically translate attack trees into automata and derive results
using the principles of model-driven engineering.
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CHAPTER 1

Introduction

“It is insufficient to protect
ourselves with laws; we need to
protect ourselves with
mathematics.”

Bruce Schneier

F
rom the dawn of the civilisation, human beings have been puzzled about
nature erratic behaviour: floods, fire, diseases, and birth-death processes
to name a few. What human beings did not understand, they attributed

to the gods. However, what distinguished human beings from other species, is
their ability to reason and their desire to predict the future outcomes. Several
mathematicians and philosophers such as Pierre de Fermat, Blaise Pascal,
Jacob Bernoulli, etc. paved the way of scientific reasoning, laying the principles
of probability theory, mathematical logic and statistics, arguing that random
events are not because of the will of the gods or the whims of nature. Peter L.
Bernstein in [Ber96], contends that this human ability of quantified reasoning
about the future has defined the foundations of risk society, building our critical
infrastructures while estimating their probability of withstanding nature’s fury,
improving crop yields via weather forecasts, ensuring public well-being through
insurance policies, financial stability through stock trading etc.

Moving from ancient times, we now live in a digital world. We daily experi-
ence its benefits: be it healthcare using remote health monitoring and diagnosis,
body networks, wearable devices, etc.; transportation using driver-less cars,
intelligent transport systems, etc.; governance using smart country initiatives,
electronic polling, etc.; or manufacturing using smart industries, remote fault
diagnosis, etc. The digital revolution has transformed how we interact (so-
cial networking, tweets, fake news), store information (cloud infrastructure)
and do business (business networking, crypto-currencies). On the one hand,
this digital transformation has given us the promise of healthy lives with an
ubiquitous access to information; on the other hand, the consequence of this
digital transformation is a system of systems racing against daily security alerts,
evolving computer viruses, malware and ransomware, risking entire enterprise
operations to come to a standstill. Unskilled to sophisticated adversaries,
ranging from script-kiddies to government agencies, target this complexity and
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exploit multiple component failures, software and hardware vulnerabilities and
combinations thereof with social-engineering techniques to launch sophisticated
attacks. An impressive example of such socio-technical attacks is the attack on
the Supervisory control and data acquisition (SCADA) system, via the Stuxnet
virus, allegedly targeting the Iranian nuclear facilities.

Who would have thought in the 1950s, when the internet was in its in-
fancy [INT], that in the later years, it would contribute to both for better
and worse of human society. From its journey so far, the question for us
to ponder is simple: How do we reap the benefits of information technology
while minimising its damaging impact? In principle, this is a hard question.
While attackers need to exploit one weak link to compromise a system, the
defender needs to continuously explore and monitor the vulnerabilities of the
entire system (Principle of easiest penetration, [Her14]). Even if we assume the
fictitious case, where the enterprise manager can list all their existing system
vulnerabilities, patching all vulnerabilities is neither pragmatic nor achievable
because of scarce budgetary resources.

We thus perceive the problem of information security as the problem of
managing information security risks, where the enterprise manager as defender
needs to stay ahead in the ongoing race between attackers and defenders, by
making informed choices on the countermeasures/ hardening measures. To do
this, one needs effective tools and techniques that can provide useful insights
into the behaviour of an attacker, based on sound mathematical theory and
models. In this thesis, we advance the state-of-the art information security risk
management techniques by proposing novel security models and automated
quantitative analysis techniques. In particular, we develop model-based security
risk analysis framework using attack trees1 as an instrument to systematically
and graphically represent attack scenarios. Thereafter, we quantify these attack
scenarios to obtain several security risk metrics such as the likelihood of attacks
over time, optimal attack values such as cheapest/ fastest/ most damaging
attacks, constrained optimal attack values such as cheapest attacks executed
within minimum time, what-if scenarios, Pareto-optimal solutions, etc.

The aforementioned risk management approach that we outlined is not new.
It is actively used in many domains, for example in the reliability domain,
via the fault trees [VGRH81b, SVD+02], protecting our industries from fatal
accidents, where the industrial complexity is comparable to the cyber-domain.
However, applying risk management approaches to information security and in
particular, the use of security models to quantify the attack scenarios, which is
the topic of this thesis, is in a nascent stage relatively.

1A note on terminology. In this thesis, we often use the word attack trees in a a broad
sense, so it include its extensions of attack-defense trees and attack-fault trees.
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1.1 Information security landscape

The landscape of information security is rapidly evolving with the emergence of
new technologies such as cloud infrastructure, applications etc. Following the
curve of digital transformation, adversaries have also become more sophisticated
(dark web), better equipped (password crackers, exploit-kits) and vigilant. As
a result, the cyber-security investments has seen a meteoric rise over the years.

Figure 1.1 provides a glimpse of the current information security landscape.
In this figure, the statistics on the annualised number of security incidents,
security investments and monetary damage caused by cyber-security breaches
over the years 2011-2016 in USA is shown. These statistics are collected
from the US Office of Management and Budget; US Department of Homeland
Security; GAO [GAO], 2011-2016 TIA 2015 playbook [TIA] and the 2016
IC3 annual report [IC3]. We observe that the financial investment over the
years has grown from 30.5 billion in 2011 to US$ to 54.8 billion US$ in 2016.
Interestingly, there is also an spurge in both the number of security breaches,
from 42,854 in 2011 to 82,000 in 2016 and the disruptive impact resulted by
such breaches, amounting to 485.25 million US$ in 2011 to 1330 million US$ in
2016.

One of the reasons for this trend is that information security is more
than just about technology or security mechanisms [And01]. To quote Dhil-
lon [Dhi06], “the real threat to information system security comes from people,
not computers”. We experience these threats consciously/unconsciously many
times daily. For example, spam electronic mails resting in our inbox are crafted
to steal our personal data by combining technical skills and social-engineering
skills.

Furthermore, we believe that an other reason for this trend is that enterprises
usually implement security mechanisms based on their intuition without a clear
understanding of their security needs. In a recent survey report by Marsh
(2015 UK cyber risk report, [MAR15]), the authors pointed that though most
of the enterprises acknowledge cyber-risks as their top management priority,
only 19.4% have board-level insight in cyber threats. Similarly, a recent report
2017 Cost of cybercrime report, [ACC17] by Accenture, concludes that out of
the nine popular security technologies usually implemented by the enterprises
(namely advanced identity and access governance; automation, orchestration
and machine learning; cyber-analytics & user behaviour analytics; perimeter
controls; encryption technologies; data loss prevention; governance, risk &
compliance and policy management), most of them have a negative return
of value (cost of security mechanism vs reduction in the number of attacks).
The same report emphasised that due to misdirected spending priorities of the
enterprise, the implemented security mechanisms usually fail to deliver the
highest efficiency and effectiveness (interfering with other system characteristics
such as safety and usability and also providing a way for attackers to exploit
the additional complexity added to the system).
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Figure 1.1: Information security landscape. The statistics on the annu-
alised cyber-security spending in the USA is taken from 2011-2016 TIA 2015
playbook, page 20, release date April 2015 [TIA]. The statistics on annualised
loss due to cyber-incidents in the USA is taken from 2016 Internet crime
annual report, page 14 [IC3], the release year 2016. The statistics on reported
cyber-security incidents in the USA is taken from the US Office of Management
and Budget; US Department of Homeland Security; GAO [GAO].

Thus, given the complex, multi-actor, decentralised nature of information
technology and evolving nature of the cyber attacks, merely spending money
on security mechanisms does not suffice. One needs an effective information
risk management framework coupled with tools and methods to aid security
managers to understand the cyber-risks they face. After that, quantification of
these risks will lead to informed choices on countermeasures.

1.1.1 Position of the thesis in the information security risk man-
agement frameworks

There exist many practitioner-oriented security risk frameworks such as the
National Institute of Standards and Technology (NIST) risk management
framework [NIS10], ISO - information security management system [ISO13],
etc. These frameworks provide a set of guidelines to systematically audit,
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monitor and communicate IT risks. Most of these frameworks provides a
roadmap to manage cyber-security risks. For example, consider the risk
management process, taken from [NIS11] shown in Figure 1.2. It consists of
the following components:

• Frame describes the environment/context for decision-making by estab-
lishing the risk assumptions, i.e., assumptions on threat, vulnerabilities,
etc; risk constraints, i.e., response and monitoring alternatives; risk toler-
ance, i.e., types of risks that are acceptable, etc; priorities and trade-offs,
i.e., time-frame to address the risks, etc.

• Assess determines the threats to organisations, identifies the vulnerabil-
ities, calculates the harm given that threats exploit the vulnerabilities
and find the likelihood of such harm.

• Respond describes the alternative course of actions (i.e., accepting,
avoiding, mitigating, sharing, or transferring risk) by performing risk
assessment as outlined in the previous item.

• Monitor verifies that the planned risk response measures are imple-
mented and checks the ongoing effectiveness of these measures after
implementation.

As shown in the figure, all the aforementioned components of the risk man-
agement process are connected with bi-directional arrows, indicating that each
of these components can respond to the changes in the system architecture
and can be implemented in any desired order. This thesis is positioned in the
‘Assess’ component in this risk management process.

This thesis develops quantitative attack tree analysis as an instrument to
assess security risks.

1.2 Research goals

The overall goal of this thesis is to make cyber-security decision making more
objective and transparent. In particular, this thesis equips attack trees with
powerful quantitative analysis methods through stochastic and statistical model
checking. In this way, security practitioners can graphically model complex
attack scenarios via attack trees, and compute a variety of security risk metrics,
involving the cost, likelihood and impact of the attack. This framework allows
making trade-offs, for example, by estimating the trade-offs between the cost
of patching the security vulnerabilities and the damage that can happen, if the
unpatched security vulnerabilities are exploited by an adversary; we provide
an informed choice on the number and the nature of the countermeasures.
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Figure 1.2: Risk Management process.

The goal of the thesis is to model the (safety)-security attack/disruption
scenarios systematically and develop efficient analysis techniques to quantify

the aforementioned scenarios; thereby answering several (safety)-security
metrics of interest to the security practitioner.

Below we refine the aforementioned overall goal into the following sub-goals:

Sub-goal 1. Provide a suitable modelling formalism to systematically
represent the attack scenarios using attack trees and attack-fault trees, cap-
turing temporal dependencies, accidental component failures and attacker
behaviour, which otherwise cannot be captured by the state-of-the-art
methods.

Sub-goal 2. Provide security practitioners with an analysis framework to
perform time-dynamic and multi-parametric attack tree analysis, computing
a large number of security goals using the state-of the-art automated
computer verification techniques of model checking and statistical model
checking.

Sub-goal 3. Evaluate the modelling and analysis framework through
several case studies.

Sub-goal 4. Provide a taxonomy for security goals to embody an un-
derstanding of different security goals and aid security practitioners in
formulating their own security goals. Furthermore, provide a formal spe-
cification language (locks) to capture qualitative and quantitative security
goals.
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1.3 Information security risk assessment techniques

A wide variety of security risk assessment techniques exist. The goal of these
frameworks, as seen in Section 1.1.1, is to lay guidelines so that organisations
can manage their security risks in a systematic manner. We distinguish two
different categories of information security assessment techniques: 1) Process-
oriented approaches; 2) Model-based approaches.

Process-oriented approaches. Process-oriented information security as-
sessment techniques typically rely on evaluator’s experience or on an informal
process based on check-lists, brainstorming, compliance standards, for example
the ISO/IEC family of standards such as ISO 27002 [ISO13], ISO 27005 [ISO11],
etc.; the NIST family of standards such as NIST 800 SP [NIS13] etc. or more
product-specific information security compliance standards such as for utility
sector [ISO17], protection profiles for firewalls [CCF08], etc. Other semi-
structured approaches to elicit risks are the Delphi method [SW98, GB14],
Hazop for security [SCP04, WJG01] CRAMM [SKG99], etc.

These approaches are easy to understand, involves less detail and involve less
rigour of analysis. However, these approaches have three significant drawbacks:
1) Owing to the unstructured elicitation of cyber-risks, stakeholders may miss
attacks such as multi-step attacks which are difficult to comprehend. 2) A lack
of quantitative analysis framework to reason about effective countermeasures.
3) Owing to the informal (natural language) documentation and the ad-hoc
diagrams, these standards are subject to subjective interpretation. Typically,
the output of these approaches is qualitative, i.e., these approaches articulate
risk in non-numerical terms such as ordinal values of ‘low’, ‘medium’ and ‘high’.

Model-based approaches. Contrary to the generic approaches, model-based
approaches relies on architectural and domain-specific constructs to systemat-
ically represent the system security aspects such as threats, vulnerabilities and
attacker behaviour. In literature, the use of these models varies in their purpose
(threat modelling, requirement engineering, etc.), formality (graphical methods,
formal notations, tool-support, etc.) and analysis (quantitative, qualitative).

While there are some prominent graphical models such as attack trees that
are geared to represent attack scenarios, other model-based approaches such
as misuse case diagrams [SO05], abuse frames [LNI+03], Keep all objectives
satisfied (KAOS, [DDMvL97]) UMLsec [Jür02] etc., are geared to extract
security requirements from the system description. Some other model-based
techniques such as SysMLsec [YA15] fuse requirement engineering concepts
with threat model of attack trees, however the primary motivation behind this
technique is to verify security requirements over the system description.

Analytically, some model-based approaches such as CORAS provide qualit-
ative results while other approaches such as attack trees are used to perform
both qualitative and quantitative risk analysis. Typically, model-based ap-
proaches, whose focus lies on requirement engineering, are very efficient in the
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Figure 1.3: Our approach of quantitative information security risk
analysis using ATs. Steps 3, 4, 5 and 6 remain invisible to the security

analyst. The output of our approach can be finding an optimal attack path in
the AT or obtaining the probability of attack over time. Here an optimal

attack path (min. time/ cost or max. damage) is a sequence of basic attack
steps (BAS2, BAS4, BAS5), with each attack step have a fixed duration.

design stages; however, they do not perform risk quantification and hence are
incapable of providing risk treatment options, cost-effectiveness of counter-
measures, etc. For a detailed review of the popular model-based risk assessment
approaches, we refer the reader to [FGH+10, MBSF10, Mat17a].

1.4 Approach

The main contribution of this thesis is a comprehensive and tool supported
model-based framework for quantitative attack tree analysis. This framework
allows security practitioners to model their system threats and vulnerabilities
as an attack tree, and to formulate security goals as queries in temporal logic.
The framework is then capable to compute security metrics over attack tree.
The framework, shown in Figure 1.3, is realised through the following six
ingredients, which are briefly described below and further detailed in next
chapters of the thesis.
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Step 1. Modelling system threats and vulnerabilities via attack
trees. Attack trees (ATs, [Sch99a, MO06]) provide a graphical approach
to brainstorm, document and analyse a wide range of threats. They constitute
a increasingly popular systematic top-down approach to represent multi-step
attack scenarios. Because of their appealing structure, they have been used in
many domains. For example, the NATO Research and Technology Organiza-
tion [RR08] and the 2013 OWASP CISO Application Security Guide [OWA16]
recommend attack trees for threat assessment. ATs can also be applied with
the STRIDE methodology for threat modelling [Sho14a], and the SQUARE
methodology for security requirements engineering [Mea13] and are included
in several prominent modelling frameworks such as SysML [YA15].

An AT describes how single attack steps (BASs) combine into a multi-
stage attack scenario leading to a security breach. The root node of the tree
represents the asset that the attacker want to compromise; the BASs appear as
the leaves of the tree represents the attacker actions. Classically, an attack tree
consists of two gates: the AND gate and the OR gate. An AND gate describes
that to reach the parent node, all its children are executed successfully, the
OR gate describes that to reach the parent node, any of its children must be
executed successfully.

This thesis brings three contributions in attack trees:

• an extension of classical attack trees with two new gates, the Sequential-
AND gate (SAND) and Sequential-OR gate (SOR) (in Chapter 4, Chapter 5
and Chapter 6) to model temporal dependencies;
• an extension of classical attack trees with attacker profiles (in Chapter 4

and Chapter 6), which provides a way to incorporate the resource con-
straints of an adversary in the attack tree model;
• an extension of classical attack trees to capture disruption scenarios

resulting from the interplay of the safety (accidental component failures)
and security (malicious adversary actions) events (in Chapter 6), which
otherwise cannot be captured by state-of-the-art methods. To do this,
we propose the novel formalism of attack-fault trees.

Step 2. Formulate the security goals of interest. Security goals define
the objectives of security practitioners. Conceptually, in the literature, security
goals are broadly associated with the CIA triad, i.e., Confidentiality, Integrity
and Availability. However, due to the growing information security needs, this
list is ever-increasing with the additions of utility, possession and authenticity
in [Par12]; responsibility, integrity, trust and ethicality (RITE) in [DB00] and
its variants thereof (such as STRIDE [Sho14b]).

Our framework supports a wide variety of qualitative and quantitative
security goals, that goes beyond the classical and conceptually limited security
goals of the CIA triad. In particular, this thesis brings two contributions in
security goals:

• a taxonomy for security goals (in Chapter 7) to aid security practitioners
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in formulating their own security goals. We use a feature diagram (a
common method from product-line software engineering) to represent
our taxonomy, which enables us to systematically and comprehensively
capture all the security goal concepts and their interrelationships in a
hierarchical graphical format. Our taxonomy is modelled on the same
lines as the seminal dependability taxonomy by Avižienis in [ALR04]
and is grounded in a survey of the top 30 highly cited security papers
(1995-2016).
• a formal specification language locks (in Chapter 8) to express both

quantitative and qualitative security goals, embracing a large number of
quantitative attributes such as cost, time, probability, etc. The terms
in locks are expressed over a generic threat model of structured attack
models (sam) that over-arches several threat models such as attack trees
and attack graphs.

Step 3. Generate automata models. To analyse attack trees taking into
account temporal dependencies, shared nodes and combine several interdepend-
ent AT attributes, which otherwise cannot be handled using state-of-the-art
AT analysis techniques, we use automata-theoretic models. The extracted
automaton from an AT serves as one of the ingredients of a model checker, the
other ingredient being the security goals encoded in temporal logics. Auto-
mata models are state-based models that have clear semantics and are flexible
enough to capture different system characteristics, for example real-time, cost
structures, etc. In particular, this thesis uses:
• priced timed automata (PTAs, [BLR05b]) (in Chapter 4) to capture the

attributes of non-determinism, real-time and costs and answer security
questions involving optimisation criterion such as cheapest/ fastest attack
path in an AT, etc.
• Markov automata (MAs, [TKvdPS12]) (in Chapter 5) to capture the

attributes of non-determinism, continuous and discrete probability and
answer security questions such as probability of success over time, etc.
• stochastic timed automata (STAs, [BBB+14]) (in Chapter 6) to capture

the attributes of non-determinism, costs, real-time, continuous and dis-
crete probability and answer safety/security questions such as expected
time/ cost/ damage, etc.

Step 4. Encode security goals into queries. Since model checkers analyse
models over the queries formulated in temporal logic, we need to translate
security goals into the query language of the model checker.

In this thesis, we deploy existing temporal logics for this purpose. Temporal
logics are propositional logics equipped with temporal operators, which enable
one to specify the behaviour of system, i.e., the order of events over time. In
particular, in this thesis, we use the following temporal logics:
• weighted Computation Tree Logic (wCTL, [BBR04]) (in Chapter 4) to

encode security questions and verify them using the Uppaal-Cora model
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checker over PTAs.
• Continuous stochastic logic (CSL, [BHHK03]) (in Chapter 5) to encode

security questions and verify them using the ATCalc model checker over
MAs.
• Uppaal-SMC query language [DLL+15] (in Chapter 6) to encode security

questions and verify them using the Uppaal-SMC model checker over
STAs.

Step 5. Model checking the automata model from Step 5 over the
queries in Step 4. Model checking [CE81, QS82] is a powerful, automated
and state-of the-art method for verifying whether the system model satisfies
the properties of interest and performing stochastic analysis. Traditionally,
model checking provides an answer of yes/no, saying whether the property of
interest is satisfied/ not satisfied. If the property is not satisfied, the model
checker provides a counterexample.

In this thesis, we deploy two variants of model checking:

• Quantitative model checking [BHHK10] (in Chapter 4 and Chapter 5),
based on a systematic exploration of the state space, to answer the
security goals providing precise results.
• Statistical model checking(SMC, [You05]) (in Chapter 6), based on Monte-

Carlo simulations, to analyse the stochastic timed automata formalism,
where the classical quantitative model checking capabilities are too limited
to obtain the answer in a feasible time and computer memory limitations.

Step 6. Interpretation of the results from the model checker in Step
5. The last step of our framework requires interpreting the results of the
model checker in the context of the given case study. This thesis perform
quantitative AT analysis, computing several metrics: probability of attacks
over time, optimal (un)constrained attack values/ paths, what-if analysis,
sensitivity analysis, effect of detection measures, etc. Our framework thus
provides different analysis results, depending on the security goals formulated
in Step 2:

• numeric values, such as the probability to execute an attack, the maximum
cost to execute an attack, etc.
• optimal attack paths, which are (partially ordered) sets of attack steps

(leaves of the AT) resulting in the compromise of an asset under a given
set of constraints (for example, incurring minimum cost).
• Pareto-frontiers, showing the trade-offs between optimal attack values,

for example between minimum cost vs minimum time, etc.
• Cumulative distribution functions (CDF), showing the probability of

success over time.

In this thesis, we manually trace back the qualitative output of the model
checker to the attack tree.
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1.5 A comprehensive example of our framework

We provide a small example modelling the compromise of an internet-of-things
(IoT) device to describe the steps in our framework.

Step 1. The first step (Step 1, Figure 1.3) is to build the attack tree, as
shown in Figure 1.4, that models the compromise of an Internet of Things
(IoT) device.

At the top of the tree is the event compromise_IoT_device, which is the
root of the tree and represents the event/ asset that an attacker is interested
in. This event is refined using an AND gate denoting that all the children
of this gate, i.e., access_home_network, exploit_software_vulnerability,
and run_malicious_script must be successfully executed to reach the par-
ent node. To successfully execute the event access_home_network, an at-
tacker needs to execute both events get_credentials and gain_access_to_-

private_network. Hence, we refine the event access_home_network with an
AND gate comprising the children get_credentials and gain_access_to_-

private_network.
To successfully execute the event gain_access_to_private_network, an

attacker has two alternatives: access_LAN or access_WLAN, both of which
can be attempted in parallel: the success of either one leads to the parent
node. Hence, we refine the event gain_access_to_private_network with
an OR gate comprising the children access_LAN and access_WLAN. To reach
the event access_LAN, an attacker needs to execute the events find_LAN_-

access_port and spoof_MAC_address, hence the event access_LAN is refined
using AND gate. Similarly, the event access_WLAN requires the attacker to
execute the events find_WLAN and break_WPA_keys successfully, hence the
event access_WLAN is refined using an AND gate.

Step 2. The next step is to formulate the security goals of interest (Step 2,
Figure 1.3). Suppose with the framework outlined in the previous section, we
want to answer the following security questions:
• What is the probability of successful compromise of IoT device over time?
• What is the fastest attack path to compromise the IoT device?

To analyse the AT and answer the aforementioned questions, we decorate the
leaves of AT with two attributes, given as annotation on the AT leaves: 1)
duration to complete the attack step and 2) an execution rate λ, quantifying
the probability of success of the attack step over time. We obtain the value
of λ, assuming that each attack step is successful with 80% in the given
duration. Technically, it is non-trivial to answer such security questions using
state-of-the-art AT analysis techniques.

Step 3. The next step is to deploy model checking techniques on the AT
(Step 5, Figure 1.3), we need to extract the automata model from the AT
(Step 3, Figure 1.3) and encode the security goals of interest into queries that
are accepted by the model checker (Step 4, Figure 1.3). For answering the
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compromise_IoT_device

exploit_software_vulnerability

λ = 1.6, duration = 1 hour

access_home_network run_malicous_script

λ = 3.2
duration = 3.2 hour

gain_access_to_private_networkget_credentials

λ = 0.16,
duration = 10 hours

get_credentials

access_LAN access_WLAN

find_LAN_access_port spoof_MAC_address find_WLAN break_WPA_keysfind_LAN_access_port

λ = 1.6,
duration = 1 hour

spoof_MAC_address

λ = 3.2,
duration = 0.5 hour

break_WPA_keys

λ = 0.8,
duration = 2 hours

find_WLAN

λ = 0.32,
duration = 5 hours

Figure 1.4: An attack tree modelling the compromise of an IoT
device. We indicate BASs in red rectangular boxes.

first security question, we use the ATCalc model checker, which accepts a
Markov automaton extracted from the AT. For answering the second security
question, we use the Uppaal-Cora model checker, which accepts a priced
timed automaton extracted from the AT. Thus, with the help of different
automata models, we are able to capture different system characteristics and
answer different security questions.

Figure 1.5 and Figure 1.6 show the priced timed automaton (PTA) of the
AT leaf, a PTA QTop node modelling the start of the system and a PTA for an
AND gate.

Init Active

x <= 5

Done

act[id]?

x:=0

x >= 5

succ[id]!

(a) PTA of a AT leaf modelling of an at-
tacker.

Init Wait succ Top

act[id]! succ[id]?

(b) PTA modelling the start of
the system.

Figure 1.5: Figure 1.5(a) shows the PTA for AT leaf having ID id.
Figure 1.5(b) shows the PTA of a node having ID id responsible to start the

system.

Figure 1.5(a) shows the priced timed automata of an AT leaf. It consists of
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C C C

act[id]? actv1 ! actv2 ! succv1?succv2?

succv1?

succ[id]!

succv2?

Figure 1.6: PTA of an AND gate with ID id and having two children v1 and
v2. C indicates that the locations are committed, i.e., no time is spent in the

location.

the locations {Init, Active, Done}. Here x is a local clock in the PTA that
keeps track of the passage of time. There are two types of constraint in the
automaton: the constraint x ≤ 5 on location Active, called an invariant, that
specifies that an outgoing transition must be taken before 5 time units; and
the constraint on the transition, i.e., x ≥ 5 is called a guard that restricts when
the transition may/must be taken. The notation x := 0 is called an update
and here means to reset the clock x. The automaton communicates with other
automata using the synchronising signals. In the leaf automaton, these signals
are act and succ. Initially, the leaf is in the Init location, listening for its
activation signal act? from its parent node or additional automata for the
system start. Once it receives the activation signal, it starts executing the
attack. At x=5, it moves to the location Done by transmitting a success signal
succ!, indicating its successful execution.

Figure 1.5(b) shows the PTA that is responsible to activate the system. It
consists of locations {Init, Wait_succ, Top}. Initially the automaton sends
an activation signal act! and then listens for the succ? signal from its child
node. Once it receives the signal, it moves to the location Top indicating the
compromise of root of the AT.

Figure 1.6 shows the PTA for an AND gate having two children v1 and v2.
Initially, the AND gate waits for its activation, by waiting for an act[id]? signal.
When it receives the activation signal from its parent node, it immediately
activates both children by sending an output signal actv1 ! and actv2 !. When
the gate receives the success signal from both of its children, it emits the output
signal succ[id]! to its parent node indicating its success.

Similar to the aforementioned PTAs, we translate all the AT nodes into
PTAs. We then compose the automaton together, following the compositional
aggregation approach of Boudali et al. in [BCS07], resulting into one composed
automaton.

Step 4. The nexts tep is to encode the security goals of interest into queries
(Step 4, Figure 1.3). To encode the first security goal, we use Continuous
Stochastic Logic (CSL, [BHHK03]) given as:

PM (♦QTop node.Top)

This query estimates the probability that eventually the composed MA M
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reaches a state that the STA of the system start is in location Top. We give
the grammar of CSL in Section 3.7.1 of Chapter 3.

To encode the second security goal, we use wCTL, encoded in Uppaal-
Cora model checker as:

E <> QTop node.Top

This query asks for whether there exist a run in the composed automaton,
such that the PTA of system start is in location Top. If the aforementioned
query is satisfied, we track the value of duration in the Uppaal-Cora model
checker. We give the grammar of wCTL in Section 3.5.1 of Chapter 3.

Step 5. The next step (Step 5, Figure 1.3) is to use the model checker to
verify the query over the automata models and obtain the answer of security
questions of interest. To answer the first question encoded in CSL, we deploy
the ATCalc model checker over the Markov automata extracted from the
attack tree. To answer the second question encoded in wCTL, we deploy the
Uppaal-Cora model checker over the priced timed automata extracted from
the attack tree.
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(a) Probability of success over time: Com-
promise of IoT device.

(b) Optimal attack path in AT with minimum
attack duration.

Figure 1.7: Results of the case study. Figure 1.7(a) shows the CDF
showing the probability of success over time. Figure 1.7(b) shows the optimal
attack path with the constraint of being minimum attack duration. Here, the

attack steps gc refers to get_credentials; flap refers to
find_LAN_access_port; sma refers to spoof_MAC_address; rm refers to

run_malicious_script; esv refers to exploit_software_vulnerability.

Step 6. The next step (Step 6, Figure 1.3) is to interpret the results of the
model-checker in context of the AT. The answer of the first security goal is
obtained from the ATCalc model checker and is a cumulative distribution
function (CDF), shown in Figure 1.7(a). This figure shows how the probability
of success of an attack evolves over time. From this figure, we see that the
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Figure 1.8: Overview of the structure of the thesis

probability of success of attack is 0.8 in a mission time of 10 hours. The answer
of our second security goal obtained from the Uppaal-Cora model checker is
given as textual format containing many irrelevant details. From this textual
output of the model checker, we manually extract the relevant details (e.g., the
starts and ends of attack steps) and related information (e.g., time). We arrange
this information in the form of a schedule, which is basically a sequence of attack
steps, showing which attack steps are executed at what time. Figure 1.7(b)
shows the optimal attack path satisfying the constraint of minimum duration.
We see that the minimum duration to compromise an IoT device is 10 hours.
This attack path consists of following attack steps: get_credentials; find_-
LAN_access_port; spoof_MAC_address; run_malicious_script; exploit_-
software_vulnerability, all of which are executed in parallel.

1.6 Thesis structure

1.6.1 Thesis overview

Figure 1.8 shows the structure of the thesis. This thesis is divided into three
parts.
• The first part Background contains Chapter 2 and Chapter 3. This

presents the background material required to understand the chapters in
Part II of the thesis. Hence, we urge the readers to read this part first.
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• The second part Modelling and Quantitative analysis contains Chapter 4-
6. These chapters provide different quantitative analysis techniques. The
chapters in this part require the concepts introduced in the earlier parts.
In particular, the new attack tree gates are introduced in Chapter 4,
which are used in later chapters in this part.
• The third part Specification of security goals contains two Chapter 7 and

Chapter 8. Each of these chapters can be broadly read independently.

1.6.2 Summary of the contributions of this thesis

With the framework outlined in previous sections, we get several benefits over
state-of-the-art methods, summarised below as key contributions of the thesis:

• Novel AT analysis techniques. In this thesis, we propose quantitative
analysis techniques for ATs using model checking and statistical model
checking as the analysis engine. The semantics of our models are given
in the form of automata, which gives us enough flexibility to take into
account several AT leaf attributes in a mathematically precise way. A
peculiar characteristic of our AT analysis framework is time-dynamic and
multi-parametric analysis. Furthermore, our models are compositional,
hence can be easily extended by additional leaf behaviour/ gates. We
demonstrate our analysis method by taking several case studies from the
literature. Our analysis is well supported by different tools: ATCalc
and ATTop, detailed in the different chapters of the thesis.

• Computation of wide range of security goals. In this thesis, we answer
many security goals relevant to an enterprise manager. In Chapter 4, we
obtain optimal attack values and paths. Furthermore, in this chapter,
we obtain constrained attack values/ paths and draw Pareto frontiers to
show the trade-offs between the different AT attributes. The content of
this chapter is based on “Quantitative Attack Tree Analysis via Priced
Timed Automata” published at FORMATS 2015 [KRS15].

In Chapter 5, we find the probability of attack over time and mean time
for the successful attack. We also perform sensitivity analysis to find
which AT sub-component is most sensitive to the data perturbations.
The content of this chapter is based on “Sequential and Parallel At-
tack Tree Modelling” published at the ISSE workshop at SAFECOMP
2015 [AGKS15].

In Chapter 6, we obtain several safety/ security metrics, what-if scenarios,
the effect of attacker profiles, the effect of detection measures etc. The
contents of this chapter is based on “Quantitative Security and Safety
Analysis with Attack-Fault Trees” published at HASE 2017 [KS17].

• New attack tree gates to account for the temporal dependencies. In
Chapter 4, we propose two new attack tree gates: the SAND gate and the
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SOR gate, to model the temporal dependencies between the attack tree
components. In Chapter 6, we utilised all the leaf and the gate behaviour
of attack trees and fault trees to obtain a new formalism: the attack-fault
trees (AFT), that allows us to model complex disruption scenarios, which
otherwise cannot be modelled with state-of-the-art techniques.

• Joint safety and security analysis via attack-fault trees. In Chapter 6, we
propose a novel framework of attack-fault trees. This formalism allows
performing an integral safety-security analysis. By taking several case
studies from the literature, modelling them using AFTs and analysing
them, we show that how safety and security are tightly integrated with
each other.

• Taxonomy for security goals. In Chapter 7, we propose a taxonomy for
security goals. The need of taxonomy for security goals stemmed from
our observation that usually the security practitioners struggle to define
a well-structured security goal. Conceptually, in literature, the security
goals are broadly associated with the CIA triad, i.e., Confidentiality,
Integrity and Availability. We believe this is a narrow outlook and similar
observation has been echoed in [DB00], where the CIA triad as security
goals is considered to be insufficient. We represent our taxonomy using a
feature diagram which enables us to represent commonalities, variabilities
and interrelationships between the different security goal concepts. Our
taxonomy is grounded in a survey of the top 30 highly cited security
papers (chosen from years 1995-2016) and is modelled on the same lines
as the seminal dependability taxonomy by Avižienis in [ALR04].

• Property specification language for security goals. In Chapter 8, we
propose a property specification language, locks, for expressing the
security goals. The need of locks stemmed from our observation that
in literature there exist many threat models such as attack trees, attack
graphs, etc., however the properties over them are encoded in an adhoc
manner in some generic specification language such as temporal logics.
locks enable a security practitioner to formulate a variety of quantitative
and qualitative security goals, embracing several quantitative attributes
of cost, time, damage, etc. To make our language independent of a
specific security framework, we evaluate locks over a generic attack
model, namely the structural attack model sam, which over-arches most
prominent graphical threat models. The contents of this chapter is
based on “LOCKS: a property specification language for security goals”
published at SAC-SVT 2018 [KRS18].

Other publications not completely being part of this thesis appeared in:

• “How to Efficiently Build a Front-End Tool for UPPAAL: A Model-
Driven Approach” published at SETTA 2017 [SYR+17]. In this paper,
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we propose model-driven engineering approach for designing toolchains
that uses popular model checker – Uppaal as the back-end to analyse
domain specific models. The approach is demostrated over five different
domains: cyber-physical systems, hardware-software co-design, cyber-
security, reliability engineering and software timing analysis. Parts of the
Chapter 4, describing the attack tree analysis framework is based on this
publication.

• “Using Attack-Defense Trees to Analyze Threats and Countermeasures
in an ATM: A Case Study” published at POEM 2016 [FFG+16a]. In this
paper, we present a practical experience report on using attack-defense
trees to model attacks on ATM machines. We discuss how attack-defense
trees compares with other unstructured approaches in modelling threats
on a realistic case study. We conclude the report with the lessons learnt
covering the pitfalls and challenges in using attack-defense trees. Parts of
the Chapter 9, providing our insights on extending the work in the thesis
is based on this publication.

• “Effective Analysis of Attack Trees: A Model-Driven Approach” published
at FASE 2018 [KSR+18]. In this paper, we present ATTop as a software
bridging tool that enables automated analysis of ATs using a model-
driven engineering approach. Parts of the Chapter 4, describing our tool
ATTop for attack tree analysis is based on this publication.

1.7 Conclusion

This chapter has laid the motivation for the rest of the thesis. We briefly
looked into the current information security landscape and reviewed the existing
analysis techniques. Then, we provided with the problem statement that we
answer in this thesis, for which we underlined our step-by-step approach. We
explain each step of our approach in details and point to the relevant chapter
of this thesis for more details.





Part I

Background





CHAPTER 2

An introduction to attack trees

“The purpose of the model is not
to fit the data but to sharpen the
questions.”

Samule Karlin

I
n this chapter, we provide a gentle introduction to the formalism of attack
trees. Attack trees (ATs) are a popular formalism in security engineering to
reason about multi-step attack scenarios. Due to its graphical representation

and the top-down construction, attack trees are readily comprehensible to even
non-security professionals. Hence, attack trees have been used in both academia
and industry to model many practical case studies such as ATMs [FFG+16b],
SCADA communication systems [BFM04], BGP routing protocols [Con02]
etc. Furthermore, the attack tree formalism has also been advocated in the
Security Quality Requirements Engineering (SQUARE)[Mea13] methodology
for security requirements, SysML [YA15] and are used in several European
projects such as TRESPASS [TRE], etc.

An AT is graphically represented by a tree structure. It consists of two
types of nodes:
• events which are: a) the BASs which model the malicious actions of the

adversary and sit at the leaves of the AT; b) the intermediate events
which are caused by the one or more BASs; and c) the top event which is
the root of the tree;
• gates which combine the BASs and represents how and in which temporal

order the successful execution of BASs results into the compromise of
an asset/ parent node. Classically, an attack tree consists of two gates:
the AND gate and the OR gate. Here the AND gate requires that the
attacker has to succeed in the execution of all its children, whereas the
OR gate requires that the attacker has to succeed in the execution of any
of its children successfully. If the attacker is able to reach the root node,
we say that the attack is successful.

Besides the benefits of visual representation of attack scenarios, attack trees
are formal models that can be assigned precise semantics. This then can be
used to answer several quantitative and qualitative questions. Quantitative
questions ask for the analysis of attack scenarios and seek a numeric value as
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its result while qualitative questions ask for the analysis of attack scenarios and
provide results other than numeric values. Example of quantitative questions
are: “What is the probability of reaching to the top node?”, “What is the
cheapest attack value?”, etc. Example of qualitative questions are: “Which
attacks do not require special equipment to execute an attack?”, etc. To
perform analysis of attack trees, one needs to filter the attribute(s) of interest
from the security question. For example, if the security question is to obtain
the probability of an attack, the attribute of interest is probability. These
attributes are then assigned either quantitative values or qualitative values of
high, medium, low depending on the goal of analysis.

Among several existing methods of quantitative analysis of attack trees, a
popular approach is of bottom-up procedure [MO06, RKT12a]. The idea behind
bottom-up procedure is to assign attribute values to the BASs, which are then
propagated to the root of the tree, adhering to the constraints imposed by the
AND and OR logical gates. Over the years, the AT formalism has been enriched
both structurally, for example, by adding more logical gates such as SAND and
SOR to model the temporal dependency between the child nodes [AGKS15],
countermeasures [KMRS14, RKT12a], ordering relationships [PCB10b], etc.
We refer the reader to [KCS14] for an overview of popular attack tree exten-
sions and analysis methods. One of the notable extension of attack trees is to
explicitly include the counteractions of defenders, resulting in attack-defense
trees [KMRS14]. This resulting enriched framework allows to ask many ques-
tion relating to the optimisation of defenses, implementation of appropriate
defenses, etc. such as: “What is the probability of an attack if some vulnerable
components are provided with defenses?” or “Is there any defense strategy that
guarantees of whatever the attacker does, the probability of an attack remains
below 0.2?” etc. In this thesis, we do not cover the formalism of attack-defense
trees.

ATs are supported by a large number of academic and industrial tools such
as (ADtool [KKMS13], ATE [Asl], ATCalc [ABdB+13], SecureITtree [TOOb],
Attacktree+ [TOOa] etc.) to model and perform different kinds of analyses.
As many attack tree extensions and measures have been proposed in literature,
there also exist several mathematical interpretations and algorithms to perform
the computations. The goal of this chapter to present:

• the classical attack tree formalism;
• the two popular attack tree semantics based on propositional logic and

multisets;
• the bottom-up attack tree analysis method and other advanced attack

tree analysis methods.

Outline of the chapter. Section 2.1 provides an informal overview of attack
trees, followed by its formal definition, in Section 2.2. Section 2.3 provides the
classical bottom-up procedure for attack tree analysis. Section 2.4 provides
prominent advanced attack tree analysis methods. Section 2.5 provides prom-
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inent extensions of attack trees and finally, in Section 2.6, we conclude by
summarising the contributions of this chapter.

2.1 Attack trees

Model based graphical formalisms such as of fault trees [SVD+02, RS15] have
long been popular in reliability engineering and used by several companies
such as Airbus, ESA, NASA, etc. Inspired by fault trees, Weiss in 1991
proposed the threat logic trees [Wei91] and Amoroso in 1994 proposed the
threat trees [Amo94], which were later popularised and coined as attack trees
(AT) by Schneier [Sch99b] in 1999.

ATs are a deductive top-down representation of attack scenarios. It brings
together different stakeholders and promotes a systematic brainstorming by
stepping into the shoes of an adversary, finding ways in which an adversary
proceed to compromise the asset.

Attack tree structure. An attack tree is a tree (see Figure 1.4, Chapter 1), or
rather a directed acyclic graph (as many attack tree formalisms allow sharing of
leaves/sub-trees), elucidating how single attack steps combine into a multi-stage
attack scenario leading to a security breach.

An attack tree starts with a security threat, modelled as the root of an attack
tree, representing the attacker’s top level goal. This root is recursively refined
into the attacker’s sub-goals through logical gates, modelling how successful
attack propagate through the system. When further refinement is not possible
or not required, then one arrives at the basic attack steps (BASs), sitting at
the leaves of the AT.

BAS. Basic attack steps (BASs), shown in red rectangular boxes in Figures 1.4
in Chapter 1 represent the individual atomic steps within a composite attack,
and appear as leaves of the AT. For example, in the AT shown in Figure 1.4 of
Chapter 1, BASs are spoof_MAC_address, find_WLAN, break_WPA_keys, run_-
malicious_script, get_credentials, exploit_software_vulnerability,
find_LAN_access_port. The leaves are annotated with attributes such as of
cost, time, etc., signifying the consumption of these resources in order for an
attacker to succeed. For example, the BAS can be decorated with probability
signifying the likelihood of success on the execution of the BAS or with damage
signifying the losses inflicted to an organisation due to the execution of BAS.
The universe of attributes is not limited by above mentioned attributes and
one can very well develop ones own customised attributes.

Gates. A gate, see Figure 2.1, is a logical structure that consists of one output
and one or more inputs. Gates prescribe the operations on the attribute values
leading to a value at its parent node.

Classically, an attack tree model uses AND and OR gates to describe the
conjunctive and disjunctive composition of their child nodes, i.e.,
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Figure 2.1: Graphical representation of classical attack tree gates of AND and
OR gate.

• AND gate: the attacker has to succeed in all its child nodes to reach the
parent node,
• OR gate requires the attacker to execute at least one child node success-

fully to reach the parent node.

2.2 Formal definition

2.2.1 Syntax

Below we provide the formal definition of attack tree.

Notations. Given a set X, we let X∗ denote the set of all sequences, also called
lists over X. For a list x ∈ X, let |x| denotes its length; ε an empty sequence,
(x)i is the ith element of x where i ∈ N.

We refer AT elements as Elements, partitioned into Gates and BE, where
BE = {BAS} i.e., Elements = Gates∪BE. The set of AT gates is given as Gates
= {AND,OR}.

Definition 2.1 (Attack tree). An attack tree AT is a tuple
(V,Child,Top node, L) given as follows. The set of all attack trees is
denoted T.
• V is a finite set of nodes.
• Child : V→ V∗ maps each node to its (ordered) child nodes.
• Top node ∈ V is the unique top level node, representing the goal of

the attacker or the successful compromise of the AT.
• L : V→ Elements is a labelling function such that:

– L labels all leaves in V with BASs, i.e., L(v) = BAS, iff v is a
leaf.

– Hence, non-leaf nodes are labelled with Gates, i.e., L(v) ∈ Gates
iff v is not a leaf.

Here, a node v ∈ V is a leaf iff Child(v) = ε.

ATs must be well-formed. We define the set of edges of AT by E = {(v,w) ∈
V2 | ∃i . w = (Child(v))i}. We require for each AT that the graph (V,E) is a
directed acyclic graph with a unique root Top node ∈ V, from which all other
nodes are reachable.
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Attributes. Attributes represents the quantitative aspects and could be
probability of success, cost borne by an attacker, damage inflicted to the
organization, etc. We assume a global universe of attribute names given
by Name. It includes the common attributes like cost, damage, time, and
equipment_required.

Let α ∈ Name be an attribute name. The set of values of α is given by
Valα. An operation OPα is a function, which to every gate g ∈ Gates with
k > 0 children associates a k-ary operation on Valα, i.e., Gates → Valkα
→ Valα . We evaluate each leaf of attack tree using a assignment function:
Attrα : BE→ Valα for the attribute name α.

2.2.2 Semantics

Several different attack tree semantics using propositional logics, multiset,
lattice theory, etc. have been proposed in literature. The choice of appropriate
semantics depends on the security question that one wants to answer on attack
trees. For example, if one want to ask question such as: “Is there an attack
where special equipment is required?” or “How many attacking methods exist
in an attack tree?”, propositional semantics based on propositional logic is
suffice. For other security questions, such as to obtain the minimum cost of an
attack, etc. multiset semantics have been proposed. The semantics impose an
equivalence relation, i.e., any two equivalent trees with respect to the employed
semantics must return the same result.

Below we provide two prominent attack tree semantics – the propositional
semantics and the multiset semantics.

Notation. We denote by b, an attack tree having a single basic attack step
b, AND(T1, . . . , Tk) the attack tree with an AND gate as top level node and
T1, . . . , Tk as child nodes and analogously for the case of OR. To every basic
action b, we associate a propositional variable xb, and we denote by F, the set
of propositional formulas over these variables.

Propositional semantics. As given in previous paragraphs, an attack tree
bears a formal AND-OR structure. Thus, the propositional semantics based on
propositional logic, is the most common interpretation of attack trees, presented
in [MO06, KMRS11] as follows:

Definition 2.2. The propositional semantics of ATs is a function I : T→
F that assigns to each attack tree a propositional formula, in a recursive
way, as follows, for b ∈ BE, Ti ∈ T, 1 ≤ i ≤ k:

• I(b) = xb, where xb is the corresponding propositional variable
for basic attack step b indicating whether the basic attack step is
satisfied.



28 2. An introduction to attack trees

• I(AND(T1, . . . , Tk)) = I(T1) ∧ . . . ∧ I(Tk)

• I(OR(T1, . . . , Tk)) = I(T1) ∨ . . . ∨ I(Tk)

Example 2.3. Consider the attack tree shown in Figure 1.4. The interpreta-
tion of the tree as propositional formula is given as:

xget_credentials ∧ ((xfind_LAN_access_port ∧ xspoof_MAC_address) ∨ (xfind_WLAN∧
xbreak_WPA_keys)) ∧ xexploit_software_vulnerability ∧ xrun_malicious_script

The propositional formula is satisfied iff all propositional variables xget_credentials,
xrun_malicious_script and xexploit_software_vulnerability are set to True and either
of the propositional variables of xfind_LAN_access_port and xspoof_MAC_address or the
propositional variables of xfind_WLAN and xbreak_WPA_keys are set to True. �

..

A ..

B C

(a) Attack tree
T1

..

..

A C

..

A B

(b) Attack tree T2

Figure 2.2: Equivalence of two attack trees with respect to propositional and
multiset semantics.

We say an attack is successful in an attack tree when the propositional for-
mula I(T ) evaluates to True on assigning values to the propositional variables
in the attack tree. Two attack-trees are considered equivalent with respect to
propositional semantics, if their propositional formula expressing the satisfiab-
ility of the goal are equivalent. For example, consider two attack trees T1 and
T2 shown in Figure 2.2(a) and Figure 2.2(b). The interpretation of attack tree
T1 as propositional formula is given as A ∧ (B ∨ C) and the interpretation of
attack tree T2 as propositional formula is given as (A ∧B) ∨ (A ∧ C). As the
propositional formula of both these trees are equivalent by the De Morgan’s
law, both these trees are equivalent with respect to the propositional semantics.

Multiset semantics. The propositional semantics described in the previous
paragraph, assigns the same propositional variable to each of the basic attack
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steps which may repeat at different parts in the tree. We refer these repeated
BAS as cloned basic attack steps, following the terminology used in [KW17] for
repeated labels in attack trees. As the conjunctive and disjunctive operators
are idempotent, the propositional semantics treats these cloned basic attack
steps as the same instance. Thus, the multiplicity of attack steps is irrelevant,
if we use propositional interpretation of attack tree. Below we illustrate attack
tree with cloned attack steps with an example.

Example 2.4. Consider the attack tree shown in Figure 2.3. We assume that
the same basic attack step run_exploit occurs at different positions in the
attack tree.

To reach the top node of access_home_network, one needs to successfully
execute both events of access_WLAN and run_exploit. The event of access_-
WLAN can be reached, if an attacker executes successfully any of the events
of run_exploit and get_credentials. Note that we have used the event of
run_exploit at different positions in the attack tree. The successful execution
of the event run_exploit results in the compromise of both WLAN as well as
home network. One may argue that for the conceptual clarity, we can relabel
the event of run_exploit with two different labels. However, sometimes we
want to keep the same label, as it may help to reuse similar attack patterns or
the constructed model requires the reuse of the same attack step at different
time instances, for example in the case of sequential execution of the attack
steps.

access_home_network

access_WLANrun_exploit

run_exploit get_credentials

Figure 2.3: An attack tree modelling the compromise of an home
network. Here the attack tree consists of a cloned attack step of

run_exploit.

If we interpret the aforementioned attack tree using propositional semantics,
the attack tree can be given by the following propositional formula:

(xrun_exploit ∨ xget_credentials) ∧ xrun_exploit �

which is equivalent to propositional formula of attack tree with single node
xrun_exploit.
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In order to distinguish the basic attack steps with same labels occurring at
different positions in the attack tree, the multiset semantics of attack tree is
proposed, presented in [MO06] as follows:

The multiset semantics define attack tree in form of set of bundles, which
represents alternative possibilities of reaching the top node of the attack tree.
A bundle is a multiset, containing all attack steps which must be all executed
successfully, in order to reach its parent node. To define the set of bundles,
for an OR gate, we take a union of the set of bundles corresponding to its
children, for an AND gate, we take the distributive union of the set of bundles
corresponding to its children. Below we define the notations and distributive
union used to formally describe the multiset semantics.

Notations. Given a set X, its power set is given by P (X) and M(X) is the
set of all multisets of X. Given two sets of multisets V and W , we define the
distributive product as follows, where ] is the multiset union.

V ⊗W = {v ] w|v ∈ V,w ∈W}

Note that the operator ⊗ is associative and commutative, and distributive over
set union, i.e.,

U ⊗ (V ∪W ) = (U ⊗ V ) ∪ (U ⊗W )

Definition 2.5. The multiset semantics of ATs is a function J.K : T →
P (M(X)), which is defined in a recursive way, as follows, for b ∈ BE,
Ti ∈ T, 1 ≤ i ≤ k:

• JbK = {b}

• JAND(T1, . . . , Tk)K = JT1K⊗ . . .⊗ JTkK

• JOR(T1, . . . , Tk)K = JT1K ∪ . . . ∪ JTkK

Example 2.6. Consider the attack tree in Figure 1.4. The multiset semantics
of the tree is given as:

{{get_credentials, find_LAN_access_port, spoof_MAC_address,
exploit_software_vulnerability, run_malicious_script},

{get_credentials, find_WLAN, break_WPA_keys,
exploit_software_vulnerability, run_malicious_script}}

�

Two attack trees are equivalent wrt multiset semantics, if the sets of bundles
are same. For example consider the attack trees in shown in Figure 2.2(a) and
Figure 2.2(b), the multiset interpretation of these trees result in same attack
bundles of {A,B} and {A,C}, hence both these attack trees are equivalent
with respect to the multiset semantics.
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2.3 Bottom-up procedure for analysis of attack trees

Classically the prominent AT analysis method is bottom-up procedure. The
bottom-up procedure to compute the value of an attribute name α for T ∈ T is
denoted by α(T , Attrα) is defined recursively as follows, for Ti ∈ T, 1 ≤ i ≤ k:

α(T , Attrα) =

{
Attrα(T ) if T = b ∈ BE
OPα(g)(α(T1, Attrα), . . . , (α(Tk, Attrα)) if T = g(T1, . . . , Tk)

The value of an attribute computed via bottom-up procedure depends on
the attribute type and the modality of performing the operation put at the
intermediate gates of AND and OR. In [KMS12], classifies these attributes in
attribute domains and provide a look-up table of the popular attribute types,
its value domain and the operations that are to be performed at the gates. For
example, suppose one needs to compute the minimum cost of an attack. For
this, we choose cost as the attribute and decorate each BAS with a value that
is the cost to perform the atomic attack step. In this case, the interpretation
of an AND gate with two inputs is to take the addition of the two inputs to
indicate that an attacker incurs the cost of every child. The interpretation
of an OR gate with two inputs is to take the minimum of the two inputs to
indicate that an attacker will always choose the minimum cost.

In case, one needs to compute the probability of success of an attack, we
choose the attribute name as Pr. We use the function AttrPr to assign each
BAS with a probability of success value ∈ [0,1]. The probability of success of
an attack T , denoted as Pr(T , AttrPr), is then computed using bottom-up
procedure recursively as follows, for Ti ∈ T, 1 ≤ i ≤ k:

Pr(T , AttrPr) =


AttrPr(T ) if T = b ∈ BE

1−
∏i=1
i=k(1− (Pr(Ti, AttrPr)) if T = OR(T1, . . . , Tk)∏i=1

i=k Pr(Ti, AttrPr) if T = AND(T1, . . . , Tk)

Here, the interpretation of AND gate is to take disjunctive union by mul-
tiplying the inputs while the interpretation of OR gate is to take conjunctive
union by adding the inputs.

Example 2.7. Consider the attack tree given in Figure 1.4. Suppose we want
to calculate the probability of success of the attack. To answer this question,
we decorate each basic attack step with a probability of success value:
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Basic attack step b AttrPr(b)

get_credentials 0.6
find_LAN_access_port 0.4
find_WLAN 0.7
spoof_MAC_address 0.2
break_WPA_keys 0.4
find_WLAN 0.7
spoof_MAC_address 0.2
exploit_software_vulnerability 0.3
run_malicious_script 0.5

�

The probability of successful attack is then computed using the bottom-up
procedure and is equal to 0.03.

Note that the aforementioned bottom-up computation procedure is re-
stricted to single attribute and assuming no repeated nodes/shared nodes. In
Part II of this thesis, we provide attack tree analysis techniques, alleviating
the aforementioned limitation of classical AT analysis technique.

2.4 Advanced attack tree analysis methods

In literature, there exist several attack tree analysis techniques such as using
Bayesian networks [KPS14], multi-parameter attack tree computation [JW08,
BLP+06a, KRS15], game theory [HKKS16], linear optimisation [KW17, DRPW12],
etc. These techniques overcome some of the limitations of classical AT analysis
of bottom-up procedure and also allows to obtain different metrics such as
likelihood of attacks, Pareto optimal questions, optimal attack strategies etc.

Below we describe prominent attack tree analysis methods based on Bayesian
networks, multi-parameter optimisation and game theory. Usually these meth-
ods are used over extensions of attack trees such as of attack-defense trees,
attack countermeasure trees, etc. We briefly describe these prominent attack
tree extensions in Section 2.5 of this chapter. For a detailed overview of several
other popular attack tree analysis methods and extensions, we refer the reader
to [KCS14].

In Table 2.4, we summarise the different advanced attack tree analysis
methods. For each paper describing an attack tree analysis method, we filter
out the attributes (cost, time, probability) used for decorating the attack tree,
provide some remarks on the formalism and list the output metrics answered
by the formalism.
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S.
No.

Authors Attributes Remarks Output met-
ric

Cost Time Pr
Multi-parameter computation

1. [BLP+06a] X X X
• interdependent attrib-

utes,
• no shared attack steps/

subtrees.

expected out-
come

2. [JW08] X X X
• interdependent attrib-

utes,
• shared attack steps, sub-

trees,
• not based on bottom-up

computation.
• exponential time com-

plexity.

expected out-
come

3. [AN15a] X X X
• no shared leaves/subtrees.

Pareto op-
timal solu-
tions

4. [AGKS15] X X X
• shared leaves/subtrees,
• based on model checking

probability of
attack over
time

5. [KRS15] X X X
• shared leaves/subtrees,
• based on model checking

(un)constrained
optimal at-
tack values
and paths

6. [KS17] X X X
• shared leaves/subtrees,
• based on statistical

model-checking

expected
cost/-
time/dam-
ages, what-if
scenarios,
safety metrics

Using Bayesian networks
7. [KPS14] X X X

• limited to probabilistic
computations,

• reduction of attack-
defense tree to Bayesian
network is not automated.

probability of
success of top
event, probab-
ility of suc-
cessful attack.

Using game theoretic frameworks
8. [BDAP07] X X X

• based on Nash equilib-
rium.

selection of
optimal coun-
termeasures

9. [HKKS16] X X X
• include defenses,
• based on simulations

what-if ana-
lysis, best
response
strategy.

10. [ANP16] X X X
• sequential operators are

allowed only above non-
sequential operators,

• based on probabilistic
model checking of two-
player stochastic games.

synthesis
of optimal
strategies
for attacker/
defender.

Table 2.4: Summary of advanced attack tree analysis methods. Here
Cost refers to the attribute of cost, Time refers to the attribute of time, Pr

refers to the attribute of probability of success.
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2.4.1 Multi-parameter computation

Below we discuss prominent attack tree analysis methods that decorates the
leaves of the attack tree with multiple parameters.

1. Multi-parameter attack tree. In [BLP+06a], the authors propose a
bottom-up computation method of an attack tree decorated with several
interdependent attributes. The model of AT in this paper is termed
as multi-parameter attack tree. Here, the attributes are probability of
success, cost to launch the attacks, penalty in case of detection and
penalty in case the attack failed. Additionally, the authors consider
a global parameter of ‘Gain’ which represents the benefit, an attacker
receives on reaching to the root of the attack tree. All the aforementioned
parameters are used to compute a utility value, termed as outcome, by
defining the local optimisation rules at the AND and the OR gates.

The multi-parameter attack tree has some shortcomings. First, the
approach is not consistent with the attack tree definition given in [MO06],
as two equivalent attack trees in this formalism, may yield different
outcome value. Second, the multi-parameter model cannot handle shared
subtrees/leaves.

2. Parallel attack tree model. Working on the shortcomings of afore-
mentioned multi-parameter attack tree model, in [JW08], the authors
introduce a new computational model of attack tree, termed as parallel
model. The analysis of parallel model is based on interpreting attack
tree as a set of attack suites. An attack suite is a subset of all available
attack steps. An attacker is said to be successful, if he executes each
attack step (un)successfully contained in an attack suite, and the root
node of the attack tree evaluates to true. Thus, an attack suite may
contain redundant attack steps. The parallel model assumes that there
is a gain-oriented rational attacker who executes an attack suite that
fetches him the maximum outcome.

The parallel attack model requires finding the set of all satisfying attack
suites and computing the outcome of each one of them, thus this analysis
method, requires exponential time. In a follow-up paper on parallel attack
tree model, in [JW10], the authors propose fast approximation solutions
for obtaining the solution based on genetic algorithm.

3. Pareto optimal solutions. In [AN15a], the authors propose a multi-
parameter optimisation framework for attack-defense trees for answering
questions involving trade-offs between the AT attributes, such as “What is
the maximum probability of success of an attacker incurring the minimum
cost?”, etc. Here, the authors decorate the leaves of the attack-defense
tree with two attributes: probability of success and cost of its execution.
The authors, then compute a set of Pareto optimal solutions, which are
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basically set of pairs of attribute values, that have higher value for the
first argument or lower value for the second argument with respect to
the other pairs in the set. The work in this paper assumes independence
of the attack/defense steps.

4. Time-dynamic attack tree analysis techniques. In [KS17, KRS15,
AGKS15], the authors decorate the leaves of attack trees with several
interdependent AT attributes such as probability of success, cost of its
execution, etc. A peculiar attribute considered in these papers is of
real-time, which is lacking in other advanced AT analysis techniques
discussed in previous paragraphs. Analytically, the authors translate each
element of attack tree in a suitable automata and use model checking to
answer several security questions. We elaborate on time-dynamic attack
tree analysis techniques in Part II of this thesis.

2.4.2 Attack tree analysis using Bayesian networks

To account for statistical dependencies between the attack steps in an attack
tree, in [KPS14, GIM15], the authors combine the modelling power of attack-
(defense) tree with the analytical capability of Bayesian network. A Bayesian
network consists of two parts: a) a graph consisting of nodes and edges, where
the nodes are the Bernoulli random variables X1 . . .Xk and an edge from
nodes Xi to Xj represents a stochastic dependency iff i < j; b) a conditional
probability table that quantifies the dependencies between these nodes. For
example, consider the attack tree shown in Figure 2.5(a). The Bayesian
network obtained by converting the attack tree is shown in Figure 2.5(b).
Here A, B and C are the nodes which have two values: true or false. The
conditional probability table captures the statistical dependencies between the
node parameters. One can then use the classical result of Bayes theorem to
find the probability of success of the top event.

2.4.3 Game-theoretic frameworks

Below we discuss prominent attack tree analysis methods that translates attack
trees into game theoretic framework.

1. In [BDAP07], the authors combine defense trees with game theory to
find optimal countermeasures for an attacker/defender. Here, the authors
extend the attack trees by placing at each AT leaf a corresponding set
of countermeasures. The authors then calculates two security metrics:
the Return on Security Investment (ROSI) and the Return on attack
(ROA). These metrics are calculated using several cost parameters such
as of asset value, annualised rate of occurrence of the attack scenario, risk
mitigating factor of the countermeasure etc. The authors then use these
metrics to build a pay-off matrix in a two player strategic game setting
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Figure 2.5: Converting an AT into Bayesian network.

to select the optimal countermeasures that can maximise the ROSI or
mimimise the ROA.

2. In [HKKS16], the authors present attack-defense diagrams, capturing the
attacker and defender perspective in a single model. The semantics of
their formalism is given by a stochastic timed automata template for each
event – player driven (attacker or defender)/ time driven basic attack
steps, gates and strategies of both the players. Here, the authors answers
several game theoretic questions such as best response strategy of a given
player, etc.

3. In [ANP16], the authors encode the attack-defense trees as two-player-
turn-based stochastic game, where the players are attacker and defender,
and their strategies are expressed as decision tree over the attack-defense
tree. The semantics of the decision trees are given as Discrete Time
Markov Chains (DTMCs). Using this framework and the analytical
engine of probabilistic model checker PRISM [KNP11], the authors obtain
several security metrics such as the synthesis of optimal strategies, etc.

2.5 Attack tree extensions

The classical attack tree using the AND and OR gates suffer from several
limitations, in particular of its inability to model causal/temporal relationships,
cannot take into account the countermeaures, etc. Hence, several extensions of
the attack tree formalism have been proposed in literature. Below we discuss
three classes of attack tree extensions, one taking into account the defenses, the
other taking into account the causal interdependencies and the last integrating
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Figure 2.6: An attack-defense tree modelling attack on an automatic
teller machine taken from [FFG+16b] and drawn in ADTool [KKMS13].

Here the red ellipses represents the attacker actions, while the green squares
represents the countermeasures or the defender actions. Children and parent
nodes of the same type (i.e., attack nodes or defense nodes) are connected by a
straight line. Children and parent nodes of the opposite type are connected by
a dotted line. An AND gate is distinguished from an OR gate by an arc that

connects the children of the AND gate.

random component failures (faults) with attack trees.

2.5.1 Modelling defenses

Several authors have extended the classical attack tree formalism with de-
fenses, resulting in attack-defense trees [KMRS11], attack countermeasure
trees [RKT12a], etc.

1. Attack-defense trees. Attack-defense trees (ADTree) [KMRS11, KMRS14],
see for example Figure 2.6, involves two disjoint set of nodes, where each
node belong to either of the two types: the attack nodes representing the
attacker actions and the defense nodes representing the countermeasures/
defender actions. One of the node of either type is the root node. Each
node is refined using the AND-OR decomposition, similar to that of attack
trees, until one reach to the leaves of the tree representing the attacker/
defender actions (depending on the node type), with a constraint that
each node can have at-most one child of the opposite type. For example,
a countermeasure node can again be refined with countermeasures but
with at-most one attack step.
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In literature, attack-defense trees are popularly used to model and analyse
several case studies such as of ATM attack [FFG+16b], RFID managed
warehouses [BKMP12], etc. Similar to attack trees, different semantics
for attack defense trees using propositional semantics, multiset semantics
and equational semantics have been provided for the interpretation of
attack-defense tree, enabling one to answer different security questions
over attack-defense trees [KMS12].

In [KMRS11], the authors use the bottom-up procedure to compute the
attribute values over attack-defense trees. The bottom-up computation of
attack-defense trees faces similar limitations as described for attack trees
in Section 2.3, hence several analytic methods using Bayesian networks,
stochastic games, linear optimisation methods, etc. have been proposed
to analyse the attack-defense trees.

2.5.2 Modelling causal interdependencies

Below we list some extensions of classical attack trees that allows to model
causal relationships and interdependencies between the AT components:

1. Boolean logic Driven Markov Processes. In [BB03], the authors
propose Boolean logic Driven Markov Processes (BDMPs), originally
developed for the analysis of fault trees. The BDMP formalism adds
to the classical attack tree formalism special edges called triggers and
syntactic construct of phase clocks, which are used to conditionally
activate certain sub-trees of an attack tree. Here, the leaves of attack
tree is associated with a Markov process modelling the behaviour of an
attacker. Extension of BDMPs to take into account attack detection and
mitigation have been proposed in [PCB10b, PCB10a].

2. Time dynamic attack trees. In [AGKS15], authors extend the clas-
sical attack tree formalism with two new gates: the sequential-AND gate
(SAND) and the sequential-OR gate (SOR) to take into account the tem-
poral dependencies between the attack steps. In this paper, the authors
provide the semantics of these gates in form of Markov automata. We
elaborate on the aforementioned extension in Chapter 4 of this thesis.

3. Integrating faults within attack trees. In [KS17], the authors com-
bines the formalism of attack trees with fault trees, resulting in the
novel formalism of attack-fault trees (AFT) for performing an integral
security-safety risk analysis. AFTs use all leaf and gate behaviour of
ATs and dynamic fault trees and enable to model temporal dependencies
between the system components. We elaborate on the aforementioned
extension in Chapter 6 of this thesis.
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2.6 Conclusion

This chapter reviews the attack tree formalism. We discussed that attack trees
provides an appealing and intuitive visual tree structure to represent attack
scenarios. Furthermore, they are formal structures, which when provided with
appropriate semantics, can be used to answer many quantitative questions. We
have formally defined attack trees and discussed two popular AT semantics of
propositional logic and multiset semantics used for the unambiguous interpret-
ation of ATs. Thereafter, we discussed the classical bottom-up procedure to
compute attribute values. We discussed the drawbacks of classical bottom-up
method and provided prominent existing alternative methods of performing
the AT quantitative analysis. We then discussed the prominent extensions of
attack trees which involve defenses, causal dependencies and integrating attack
trees with faults.





CHAPTER 3

Stochastic and statistical model

checking

“The most important questions of
life are, for the most part, really
only problems of probability.”

Pierre Simon de Laplace

I
n Chapter 2, we reviewed the attack tree formalism. As stated there
attack trees provide an intuitive formalism to represent attack scenarios
systematically. However, to quantify the attack scenarios and ask more

informative questions such as the likelihood of attacks over time or cheapest
attacks within minimum duration, etc., simple graphical models of attack trees
do not suffice. On the same note, modelling a realistic complex system using
attack trees, for example the attack tree model in [FFG+16b], results in a
large tree whose manual analysis is tedious and error-prone. Hence, firstly one
requires precise semantic models describing the behaviour of each element of
the attack tree; Secondly, one requires that aforementioned semantic models
can be analysed in an automated manner.

To cater to the aforementioned goals, in this thesis, we combine the intuitive
graphical representation of attack trees with rigorous mathematical techniques
of formal methods. The formal methods approach relies on the construction
of mathematically rigorous models. In the rich history of formal method
approaches, one popular formal verification techniques is of model checking, in
particular, the stochastic and statistical model checking, which is the focus of
this chapter.

In this chapter, we first review the aforementioned verification techniques.
We then review the automata models and the temporal logics that serves
as ingredients of model checking and statistical model checking techniques.
In particular, we discuss priced timed automata, Markov automata and the
stochastic timed automata modelling formalisms used in Part II of the thesis.
We also discuss the temporal logics of weighted Computation Tree Logic
query language (wCTL, [BBR04]), Uppaal-SMC query language [DLL+15]
and Continuous stochastic logic (CSL, [BHHK03]) that we use to encode the
security properties of interest.
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Outline of the chapter. Section 3.1 provides an informal overview of model-
checking, followed by an informal overview of statistical model checking in
Section 3.2. Section 3.3 discusses the temporal logics. Section 3.4 provides an
overview of automata theoretic models used in this thesis. Section 3.5 discusses
priced timed automata models. Section 3.6 discusses stochastic timed automata
models. Section 3.7 discusses Markov automata models. Finally, in Section 3.8,
we conclude by summarising the contributions of this chapter.

3.1 Model checking

Model checking [BK, CE81, QS82] is a state-of-the-art automated computer
verification technique that is based on systematic exploration of state spaces to
obtain precise result for which in 2007, the founders of this technique, Clarke,
Emerson and Sifakis received the ACM Turing award. Historically, model
checking techniques focussed on the functional correctness of systems, i.e.,
verifying that an undesirable never occur. Over the past decade [BHHK05],
the scope of model checking has been extended to evaluate quantitative and
probabilistic performance and dependability properties of the system, popularly
known as quantitative model checking. Quantitative model checking techniques
are extremely popular and have been used in many industrial applications
such as Reliability, Availability, Maintenance and Safety (RAMS analysis),
e.g., based on Fault Tree Analysis [Guc17], battery scheduling [BGH+16], etc.
It aims to answer questions such as “how long does it take” or “what is the
probability of undesirable events?”, etc.

Model checking, see Figure 3.1, primarily involves two ingredients:

• a mathematical model (M) of a system in the form of state transition
diagrams, that shows how the system evolves from one state to another;
• (un)desired behavioural properties (P ) such as deadlock property i.e.,

concurrent processes waiting for each other resulting in halting of the
system, that are expressed as a logical formula over the state transition
diagram of the modelled system.

The model checking algorithms take both of these ingredients and check
whether the behavioural property holds, or more precisely that the system
is a model of the property, i.e., M |= P , by systematically and exhaustively
exploring the state space. Not surprisingly, this results in combinatorial
state space explosion. However, there exist several methods such as symbolic
representation of state spaces, symmetry-based reduction methods, partial
order reduction methods, etc., graph transformations that enables to reduce
the state space [BCM+92, CGJ+01, ERRS10].

If the property does not hold true, the model checker provides a counter-
example trace that shows a violation of the required property.
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Figure 3.1: Schematic diagram of model checking.

3.2 Statistical model checking

Yet another promising technique that allows to verify automata for probabilistic
performance properties, reachability analysis and expected values is Statistical
Model Checking (SMC). SMC technique is a compromise between the traditional
testing techniques [BJK+05] and the complete model checking. This technique
was introduced by Younes et al [You05], where it was phrased as hypothesis
testing. There the authors were interested in the qualitative question of whether
a property is satisfied with a probability greater than a threshold. Later, in
Peyronnet et al. [HLMP04], statistical model checking has been generalised to
answer quantitative properties. The key idea behind SMC consists largely of
two steps:
• monitor some individual paths of the system,
• use statistical evaluation such as hypothesis testing to infer whether the

property is satisfied with a certain degree of confidence over those paths.
To utilize SMC techniques, one simply requires a stochastic model of the

system. Hence SMC techniques are useful, where a simple closed form solution
does not exist or a rigorous state space search is infeasible or not required
if the results with bounded error is acceptable. Hence, it has been pop-
ularly deployed in a wide number of areas, communication theory [DFH+05],
cyber-physical systems [KJL+16], etc Additionally, there exists several popular
mature tools utilizing the SMC techniques such as Uppaal-SMC [DLL+15],
PRISM [KNP11], etc . However note that SMC techniques since are based on
simulations, do provide only statistical confidence intervals and not the exact
result, and if one needs tight confidence bound one needs a large sample size.
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Below we discuss temporal logic and automata models in details.

3.3 Temporal logics

Temporal logics are propositional logics equipped with temporal operators, that
enable to specify the behaviour of system, i.e., the order of events over time.
The two popular temporal logics used extensively for specifying properties of
concurrent systems are the Linear Temporal Logic (LTL, [Pnu77]) and the
branching time temporal logic of Computational Tree Logic (CTL, [CE81]). The
difference in the two aforementioned logics are how they treat time. Whereas
LTL treats time to be linear, i.e., at each moment of time there is only one
possible successor state, in CTL, time is assumed to be branching, i.e., every
time instant can be followed by several immediate successor time instants.
Typical properties encoded in these logics are: ordering of events (event x
follows event y), safety (a bad event will never occur), liveness (a request will
eventually be responded by the server). The expressive power of both these
logics is incomparable and they differ in the type of property they can(not)
express. For example, the LTL formula ♦(�a) stating that for each path one
reaches a point when the proposition a is always true cannot be expressed
in CTL. Here ♦ is an eventual operator and � is the global operator. For a
complete overview of these two logics, we refer the reader to [Kon13].

Classically, model checking the system behaviour using LTL and CTL
results in qualitative results, i.e., provide true/ false answers. However, in
many cases one is interested in more expressive properties quantifying the
real-time system behaviour, for example the bounded-response property such
as “the network packets should be received with the delay of atmost 5ms” or
quantifying the uncertain system behaviour, for example the “network packets
should be received with a probability of 99.999%”. Such properties cannot be
encoded in LTL/CTL temporal logics. Hence, over the past two decades, LTL/
CTL logics have been enriched to account for constraints over different system
attributes such as time, probability and costs and produce quantitative results.

Refer to the Table 3.2, summarising the different popular temporal logics.
We see that in order to verify real time systems, several timed extensions of LTL
and CTL exists. A popular extension of LTL temporal logic enhanced with tem-
poral modalities is Timed Propositional Temporal Logic (TPTL, [AH94]) and
Metric temporal logic (MTL, [Koy90]). Similarly, one of the popular extension
of CTL temporal logic enhanced with temporal modalities is Timed Computa-
tional Tree Logic (TCTL, [ACD90]). For encoding probabilistic requirements
in temporal logic, extensions of LTL and CTL with probabilistic operators
such as Probabilistic Computation Tree Logic (PCTL, [HJ94]), Continuous
Stochastic Logic (CSL, [BHHK03]) and Propositional Linear Temporal Logic -
(PLTL, [Ogn06]) are used. Further extensions of LTL and CTL with constraints
over costs such as Weighted Metric Temporal Logic (wMTL, [BDGL+12]) and
Weighted Computational Temporal Logic (wCTL, [BLM07]) are popular.
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For the purpose of this thesis, we use the temporal logics of wCTL that is
accepted by the Uppaal-Cora model checker, Uppaal-SMC query language
that is accepted by the Uppaal-SMC model checker and CSL that is accepted
by the ATCalc model checker. We elaborate on each of these temporal logic,
providing their grammar and usage while elaborating on the automata model
on which they are used along with. Below we discuss the automata models.

3.4 Automata-theoretic models

Refer to the Figure 1.3 in Chapter 1. Recall that our approach uses automata
models derived from attack trees which are fed into the model checker for
verifying the queries formulated in temporal logics.

Automata based models, are state-transition diagrams that define the
behaviour of a system by means of a set of states L and transitions between
these states. The states are decorated with atomic propositions that characterize
the system at that point, while the transition relation →⊆ L× σ × L indicate
how the system evolves from one state to another by performing actions, given
as σ. Conventionally a transition relation is denoted as l −a→ l′ where (l,a,l′) ∈
→.

The family of automata based models is very rich and very interrelated [HH15],
see Figure 3.3. Choosing an appropriate formalism much depends on the system
behaviour one is aiming to capture in the model and the system properties/
queries one wants to answer. For example, consider a system comprising an
alarm and an intrusion detection system. The system description requires that
each time an intrusion is detected, the alarm should ring within 20 sec. We
note that in this system, to ensure functionally correct behaviour, the system
components must obey the precise timing constraints.

Similar to the attribute of “timing”, there are many other interesting system
characteristics. From the perspective of this thesis, we refer to the following
system characteristics of interest:

• Randomness. Randomness characterises inherently uncertain system

Linear time Branching time

Verification LTL CTL

+ Time TPTL, MTL TCTL

+ Probability PLTL PCTL, CSL

+ Probability, Time MTL, MITL PTCTL

+ Costs wMTL wCTL

Table 3.2: Temporal logic family



46 3. Stochastic and statistical model checking

Stochastic timed automataPriced timed automata

Timed automata Markov automata

Probabilistic automaton Interactive Markov chain

DTMCLTS CTMC

(Probabilistic choices)(Nondeterminism) (Exponential distribution)

+ clocks

+ costs
+ stochastics

Figure 3.3: Family of automaton-based models.

behaviour /unpredictable phenomenon (e.g. likelihood of stock market
crash, likelihood of failure of system components, noisy inputs etc.) or
the degree of belief (e.g. likelihood of attack, weather forecast, etc.).
Sometimes, we intentionally add randomness to make system outcome
unpredictable, for example in cryptographic applications, etc. Typically,
we quantify randomness by assigning interesting events their probabilities
of occurrence.

• Non-determinism. Non-determinism characterises the inability to make
any quantified choice owing to the under-specifications/ unknown en-
vironment or the absolute ignorance about the system behaviour. For
example, to order either of the two beverage of tea or coffee, given no
other constraint is a non-deterministic choice.

• Clocks. Clocks characterises the flow of time. We use clocks to model the
hard real time constraints, for example to model that the flight passengers
are served refreshments exactly after half an hour of the flight departure,
we use clocks to model passage of time and put constraint on clocks to
model the system behaviour.

• Cost structures. Cost structures characterises the amount of resources
expended/ required in the form of costs/ rewards, energy/bandwidth etc.
For example, to model that it takes US$ 1000 per unit of time to break
an encryption using a particular exploit kit, we use the cost structures.

Compositionality. Besides the system characteristics mentioned in the pre-
vious paragraph, a yet another important aspect governing our choice of a
particular automata model is: Whether the said formalism is compositional
or not? By compositionality, we mean: Can we construct a large model from
smaller ones?

Compositionality is important in socio-technical security scenarios as the
considered scenarios are complex and constructing and analysing them directly
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usually suffers from state-space explosion, necessitating abstractions and thus
making models imprecise. Automata-theoretic compositional formalisms give
the flexibility to decompose a large model into subsystems, thus enabling
modular models by construction, which are also easy to extend.

Refer to Figure 3.3. An elementary automata theoretic framework is of
Labelled transition system (LTS). This formalism is suitable to capture non-
deterministic choices. Furthermore, this formalism is compositional in nature.
The other elementary automata models are Markov based models. These models
are suitable to capture randomness. The Markov models are based on the
Markovian property, i.e., the future state depends only on the current state
and not on the previous states. This property is particularly useful to conduct
analysis which otherwise would be intractable.

Based on the underlying probability distribution, Markov models are cat-
egorised as Discrete time Markov chains (DTMC) and Continuous time Markov
chains (CTMC). The DTMC models assume discrete times and is useful to
model probabilistic choices (e.g. component failure probability, probability of
message remaining undelivered etc.). CTMCs are a counterpart of DTMCs,
incorporating continuous timing. In CTMCs, each state is assigned a random
sojourn time governed by exponential distributions, thus with CTMCs, we can
model random delays (e.g. interarrival times, etc). Yet another fundamental
automata theoretic framework is that of Timed automata, which are essentially
labelled transition systems that are extended with real-valued clocks.

Several combinations of the aforementioned basic models yielding more
expressive formalisms are also popular. For example, combining the two distinct
formalism of LTS and CTMCs results into Interactive Markov chains (IMCs),
which allows us to model both non-determinism and continuous dynamics.
An extension of IMC is I/O-IMC, where the transition labels are separated
into input and output actions. In contrast to CTMCs, IMCs can therefore
synchronise on action labels and hence we can compose models. Adding discrete
probabilities to IMCs results in Markov automata (MA). In a similar manner,
several extensions of timed automata models are popular. A novel extension
of time automata models with additional variable catering for costs results
in Priced timed automata (PTA). Yet another popular extension of timed
automata are stochastic timed automata (STA) that feature non determinism,
discrete choices and continuous delays. In general, the STA formalism takes
into account any arbitrary distribution.

Automata Usage Attributes

Nondeterminism Cont. dist. Disc.Prob. Real-time Costs
PTA Ch. 4 X - - X X
MA Ch. 5 X X X X -
STA Ch. 6 X X X X X

Table 3.4: Automata
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In Table 6.3, we summarise the formalisms used in this thesis along with
their peculiar characteristics. In Part II of the thesis, we exploit each of these
formalisms to answer different types of security questions. Below, we provide a
preview of these formalisms with their usage given in the respective chapters
of the thesis.

• Priced timed automata. Priced timed automata (PTAs) are timed auto-
mata models with an added modelling capability in form of costs to
model the time dependent resources such as power, memory, bandwidth,
etc. PTAs are immensely popular and have been extensively used to
obtain resource-optimal schedules by formulating the scheduling problem
as optimal reachability problem [LBB+01, BFH+01b, BFH+01a], i.e.,
“What is the minimum cost to reach the goal location?”

In Chapter 4, we PTAs to answer questions on optimality such as of cheapest/
fastest/ most damaging attack values and paths. To do this, we translate
attack trees into PTAs while the property of interest is encoded into wCTL.
Both of these ingredients are fed into the Uppaal-Cora model checker to
obtain results.

• Stochastic timed automata. Stochastic timed automata (STAs) are timed
automata models with stochastic semantics. STAs support discrete and
continuous probability distributions, hard and soft time constraints, cost
variables. STAs are a relatively recent formalism whose quantitative model
checking is typically undecidable [Lar17]. However, using alternative
techniques such as statistical model checking, stochastic timed automata
can be checked for a wide range of properties such as timed reachability,
expected attribute values, etc.

In Chapter 6, we use STAs to compute several safety/ security metrics like
expected costs/ expected time, etc. To so this, we translate attack-fault trees
into STAs, while the property of interest is encoded into Uppaal-SMC query
language. Both these ingredients are fed into the Uppaal-SMC statistical
model checker to obtain results.

• Markov automata. Markov automata (MAs) are state transition diagrams
that support non-determinism, probabilistic branching, and exponentially
distributed delays. MAs are immensely popular and have been extensively
as semantic framework for dynamic fault trees [Guc17], AADL [BCK+11]
etc. One can compute several measures over MAs such as reachability,
timed reachability, expected costs, and long-run averages [Guc17].

In Chapter 5, we use MAs to answer probability of success of an attack
over time. To do this, we translate attack trees into MAs while the prop-
erty of interest is encoded into CSL. Both these ingredients are fed into
ATCalc [ABdB+13] to obtain results.
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Below we provide the notations used for timed automata models.

Notations for timed automata models. Let B be the set containing the
boolean values tt and ff and X be the set of clocks. A clock valuation over X
is a mapping v : X → R≥0 where R≥0 is a set of non negative real numbers.
We denote all clock valuations as RX≥0. The symbol 0 denotes the null valuation
such that ∀x ∈ X , v(x) = 0. The set of all clock constraints is given by φ(X ).
φ(X ) contains all conjunctions over simple conditions of the form the form
x on n or x− y on n, where x, y ∈ X , n ∈ N and on∈ {<,≤,=,≥, >}.

A guard g is a clock constraint, i.e., g = (x on n) ∈ φ(X ). Suppose the
valuation of a clock v ∈ RX≥0. For a guard g and a valuation v, we denote
φ(v) ∈ B, the truth value of φ obtained by substituting each occurrence of
x ∈ X in φ by v(x). We write v |= g whenever the clock valuation v satisfies
the guard g.

There are two operations that are performed on clock valuation:
1. a delay operation that increases the value of all clocks with a given

number of time units, i.e., v′ = v + d for a delay d ∈ R≥0 such that ∀ x
∈ X : v′(x) = v(x) + d;

2. a reset operation that resets a set of clocks, i.e., for r ⊆ X , v[r 7→ 0]
denotes the valuation v′ with v′(x) = 0 if x ∈ r and v′(x) = v(x)
otherwise.

A transition relation is denoted as s −a→ s′ where (s,a,s′) ∈ →. We partition
the finite set of actions σ into disjoint sets, i.e., σ = σo ∪ σi ∪ {τ}, where σo is
the set of output actions a! such that σo = {a! |a ∈ σ} and τ are the internal
actions that are invisible to the environment. Similarly, σi is the set of input
actions a? such that σi = {a? |a ∈ σ}.

3.5 Priced timed automata

Priced timed automata (PTA) [BLR05b], similar to timed automata models
(TA, [AD94]), are state transition diagrams that are augmented with real-
valued variables called clocks that keep track of the global time. These clocks
are initially initialized with zero when the system is started and progress
synchronously. Clock constraints are used to restrict the behaviour of the
automaton and put as enabling condition as guards over the transitions and
as invariants to enforce the deadlines. Furthermore, as mentioned in previous
sections, PTAs extend timed automata, by adding cost to states and actions.
When the cost is associated with a state, it stands for cost per unit time when
time elapses in this state. When it is associated with a transition, it stands for
the cost of taking the transition. Note that here the cost variables are observer
variables, i.e., cannot be tested in a guard.

Example 3.1. Consider the priced time automata, shown in Figure 3.5, mod-
elling the behaviour of motor in parallel with a user who can push a button
turning the motor on/off. Here press is an action that forces the automaton
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of both motor and user to synchronise with each other. We partition the
synchronising action of press into output action, labelled by appending ! to
press, and input action labelled by appending ? to press.

We assume that the motor can in either of the four locations: off, ignition,
high_speed and jammed. The timing behaviour is controlled by a clock x.
We enrich the model with costs and assume that the motor bears energy
consumption costs per unit of time while in the locations ignition and high_-

speed given by keyword cost’.
In the beginning, the motor is in off location. It can be turned to the

ignition location when it receives an input signal press? from the user. From
ignition location, the motor can be either go to the location jammed or to
the location high_speed. If the motor receives an input signal press? quite
quickly, i.e., x < 5, it goes into the jammed location. If in ignition location
the motor receives the input signal press? after at least 5 time units, the
motor goes into the high_speed location. From the location high_speed, the
motor goes to the location off, when it receives an input signal press? from
the user in between 10 and 15 time units. �

idle
press!

off ignition high_speed

jammed

press?

x:=0

x ≥ 5

press?

press?

x < 5

cost’ = 2

x ≤ 15

cost’ = 3

press?

x ≥ 10

Figure 3.5: PTA modelling the behaviour of motor and user synchronising on
action press.

Below we provide a formal definition of priced timed automaton.

Definition 3.2 (Priced Timed automaton). A priced timed automaton
P is a tuple 〈L, l0,X , σ, E, Inv , C〉where:

• L is a finite set of locations,

• l0 ∈ L is the initial location,
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• X is a set of clock variables,

• σ is a finite set of actions partitioned into disjoint sets, i.e., σ =
σo ∪ σi ∪ {τ};

• E ⊆ L × Φ(X ) × σ × 2X × L is the set of transitions. Here an
edge 〈l, φ, a, r, l′〉 represents a transition from location l to location l′

taking an action a. This transition can only be taken when the clock
constraint φ over X is true, and the set r ⊆ X gives the set of clocks
to be reset with this transition.

• Inv : L→ Φ(X) assigns an invariant to each location,

• C : L ∪ E → N≥0 assigns costs to locations and edges.

Semantics of Priced timed automaton. Let 〈L, l0,X , σ, E, Inv , C〉 be the
priced time automaton. We write l −φ,a,r−−−→p l

′ where 〈l, φ, a, r, l′〉 ∈ E and cost
is p. The semantics of PTA P is given by timed transition system 〈S, s0,Π,→〉
with S = {(l, v) ∈ L×RX≥0|v |= Inv(l)}. The initial state is given as s0 = (l0,0),
Π = σ ∪ R≥0 is the set of labels. The transition →⊆ S × Π × S 7→ R≥0 is a
partial function from transitions to the non-negative reals, intuitively being
the cost of the transition, defined as follows:

• a delay transition relation (l, v)−d→p (l′, v′) s.t.:
v′ = v + d

∀d′ ∈ [0, d], Inv(l)(v + d′) = tt

p = d · C(l)

• a discrete transition relation (l, v)−a→p (l′, v′) iff ∃〈l, φ, a, r, l′〉 ∈ E s.t.
φ(v) = tt

v′ = v[r 7→ 0]

Inv(l′)(v′) = tt

p = C(l −φ,a,r−−−→p l
′)

Here l, l′ ∈ L are the locations, action a ∈ σ and delay d ∈ R≥0 and p is
the cost incurred with the transition.

Example 3.3. Consider the left hand PTA of motor shown in Figure 3.5.
Formally the timed transition system of motor has the following transitions for
d, t ∈ R≥0, where t is the shorthand for clock valuation v(x) = t.
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(off, t)−d→0(off, t+ d) for all t ≥ 0 and d ≥ 0

(off, t)−press−−−→0(ignition, 0) for all t ≥ 0

(ignition, t)−d→2·d(ignition, t+ d) for all t ≥ 0 and d ≥ 0

(ignition, t)−d→0(jammed, t+ d) for all t ≥ 0 and t+ d < 5

(ignition, t)−press−−−→0(high_speed, t) for t ≥ 5

(high_speed, t)−d→3·d(high_speed, t+ d) for all d ≥ 0 and t+ d ≤ 15

(high_speed, t)−press−−−→0(off, t) for all d ≥ 0

�

Composition of PTAs. PTAs are compositional, i.e., one can synchronise
several PTAs together over their common external action labels to get one
composite PTA. This allows to model a large system through smaller sub-
systems. We assume that the PTAs are input-enabled, i.e., in each location
they are ready to respond to any of their inputs a?. Hence, each location
has an outgoing transition labelled with a? (not shown in figures to avoid
cluttering). The compositionality of PTAs is based on the compositionality
theory of TAs [SBM06] and is as presented in [Ahm17]:

Consider two priced timed automaton PTAs Pi = 〈Li, li0,X i, σi, Ei, Inv i, Ci〉,
i = 1, 2 with Act ⊆ σ1∩σ2 and disjoint set of clocks X1∩X2 = ∅ and composed
using the parallel composition operator ||.

The PTA P1||P2 is defined as:

(L1 × L2, l10 × l20, σ1 ∪ σ2, E, C1 + C2, Inv1 ∧ Inv2)

The edge set E is the smallest set that contains the following transitions:

• for a ∈ Act :
l1 −φ1,a,r1−−−−→1 l

′1 ∧ l2 −φ1,a,r1−−−−→2 l
′2

〈l1, l2〉 −φ1∧φ2,a,r1∪r2−−−−−−−−−→ 〈l′1, l′2〉

• for a /∈ Act :

l1 −φ,a,r−−−→1 l
′1

〈l1, l2〉 −φ,a,r−−−→ 〈l′1, l2〉
and

l2 −φ,a,r−−−→2 l
′2

〈l1, l2〉 −φ,a,r−−−→ 〈l1, l′2〉
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Definition 3.4. Let J = P1||P2 . . . ||Pn be the network of priced time
automata. A run of J is sequence of states and transitions given by:

ρ = (l0, v0) −a1−→p1 (l1, v1)−a2−→p2 . . .−
an−→pn(ln, vn)

where ai ∈ σ, di ∈ R≥0, pi is cost incurred in the ith transition in the
run. The cost of execution of ρ is denoted by cost(ρ) which is sum of all
the costs along the execution given as

∑n
i=1 pi.

The accumulated cost of a run in a NPTA is thus the sum of:
• a variable cost that is incurred in the location li ∈ L and is given by the

product of the sojourn time spent in the location and the cost rate of the
location.
• a fixed cost that is incurred while taking a transition.

Example 3.5. Consider the priced timed automata model of motor shown in
Figure 3.5. A possible run ρ0 of the automaton is given below:

ρ0 : (press, 0)−press−−−→0(ignition, 0)−8→16(ignition, 8)
−press−−−→0(high_speed, 8)−2→6(high_speed, 10)−press−−−→0(off, 10) �

The accumulated cost of the run is cost(ρ0) = 22.

Cost optimal reachability in priced timed automata. The cost optimal
reachability problem in priced timed automata is the problem of finding the
minimum cost of reaching a given goal location [BFH+01b]. For a given state
(l, v), the minimum cost mincost(l, v) of reaching the state, is the infimum of
the costs of finite runs ending in (l, v). For a given location l, the cost−optimal
reachability is to find the largest cost C such that C ≤ mincost(l, v) for all
clock valuations v.

3.5.1 Query language: wCTL

To encode the properties of interest, we need a specification language. There
exist several languages for this purpose, see Table 3.2, for a family of temporal
logics. We use the branching temporal logic of weighted Computation Tree
Logic (wCTL, [BBR04]) as it suits our purpose of model checking the PTAs in
Uppaal-Cora and allows reasoning about cost.

We slightly modify the wCTL grammar presented in [BBR04], to allow for
the vector of constraints and inequalities, given as:

φ, ψ ::= p | ¬φ | φ ∧ ψ | ∃(φ Uonc ψ) | ∀(φ Uonc ψ)

where p ∈ AP, c ∈ Rn≥0, and on ∈ {<,≤,=,≥, >}n, where AP be the set of
atomic propositions. Here, rather than providing a single constraint v on c
asking that value v meets bound c, we provide a vector of constraints xi on ci,
asking that all values vi meets their bounds ci.
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The semantics of boolean operators follows the usual conventions. The
existential until operator ∃(φUoncψ) is true, if there exists a run of the PTA
starting in the current state in which some state l satisfies ψ, all states before
satisfy φ, and the total cost incurred before reaching l satisfies the relation
on c. The universal until operator is similar, except that the conditions must
hold for every trace. As usual, ∃♦oncφ is shorthand for ∃(ttUoncφ).

Example 3.6. Consider the PTA of the motor Pmotor on left hand side of
Figure 3.5. Suppose we are interested in finding whether there exist a run
starting from an initial state such that PTA of the motor is in location high_-

speed while accumulating total cost of less than or equal to 10 monetary units.
In wCTL, this query can be written as:

∃♦≤10(Pmotor.high_speed)

An example run ρ0 of the PTA satisfying the query is:

ρ0 : (off, 0)−press−−−→0(ignition, 0)−5→10(ignition, 5)−press−−−→0(high_speed, idle, 5)
The accumulated cost of this run is cost(ρ0) = 10. �

3.5.2 Model checking PTAs in uppaal cora

Uppaal-Cora [BLR05a, BFH+01b] is a specialised branch of the Uppaal
model checker that offers convenient tool support to model the priced timed
automata and synthesize resource optimal schedules and values. Descending
from the Uppaal model checker, the Uppaal-Cora model checker inherits
all the benefits of Uppaal, namely the editor to construct the priced timed
automaton model graphically, the simulator to check the behaviour of the
network of priced timed automata models and the query engine to input the
property of interest. One can simply use the push down inbuilt button of
Check to verify the property of interest. Additionally, Uppaal-Cora offers
the option to obtain the optimal trace using the inbuilt option of Best trace.
After the property verification is complete, the optimal trace is loaded into the
simulator along with the optimal values.

In Uppaal-Cora, the keyword cost’ is used to the define the cost per
unit of time. Its inbuilt minimum cost reachability algorithm basically is a
variation of classical branch and bound algorithm. The algorithm maintains a
variable cost which is used to keep track of best solution and is updated on
finding a better solution.

In Uppaal-Cora, to ask for the query ∃♦≤10(Pmotor.high_speed) men-
tioned in Example 3.6, the syntax is:

E <> (Pmotor.high_speed and cost ≤ 10)

Here, cost is variable that keeps track of the accumulated costs.
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The syntax of other queries supported in Uppaal-Cora are of the form:

• A[ ](Expression): to check that the expression holds true all states along
all paths;

• A <> (Expression): to check that the expression holds true to true if
(and only if) all possible runs eventually reaches a state satisfying the
expression.

• E[ ](Expression) to check that the expression holds true in all the states
of a run.

• Expression1 −→ Expression2 denotes a leads to property meaning that
whenever Expression1 holds eventually Expression2 will hold as well

This is a (rather small) fragment of wCTL.

3.6 Stochastic timed automata

Stochastic timed automata (STA, [BBB+14]), similar to PTAs, are state trans-
ition diagrams that allow to model real time systems. However, unlike PTAs,
STAs are given stochastic semantics that enables to model soft-real time con-
straints such as delays and probabilistic choices. The general structure of STAs
follows the PTA models with constraints over clocks as guards and invariants
with the following additions: 1) a sojourn time probability density function; 2)
a probability mass function over the enabled transitions. Thus, STAs define a
purely stochastic process: intuitively, from a state, we first randomly choose a
delay among all possible delays, then we will randomly choose an edge among
all those which are enabled [BBBM08].

Example 3.7. Consider Example 3.1. We extend the model with a user
automaton shown in the right hand side of Figure 3.6 (adapted from [Pou15]).
For simplification, we have removed the cost structures on the automaton of
the motor. The automaton of user consists of three locations init, A and B.
We assume that the time-delays in pressing the button is governed by uniform
probability distribution. Formally the timed transition system of user has the
following transitions for d, t ∈ R≥0, where t is the shorthand for clock valuation
v(x) = t.

(init, t) −d→ (init, 0) for all 2 ≤ t+ d ≤ 4 and d ≥ 0

(A, t) −d→ (B, t+ d) for all 1 ≤ t+ d ≤ 3 and d ≥ 0

�

Below we provide the formal definition of stochastic timed automaton as
presented in [Pou15].
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y:=0

y≥2

press!

press!

y≥1
y ≤ 4

init A B

y ≤ 3

off ignition high_speed

jammed

press?

x:=0

x > 5

press?

press?

x ≤ 5

press?

Figure 3.6: STA modelling composition of motor and user behaviour
synchronising on action press.

Definition 3.8 (Stochastic timed automaton). An stochastic timed
automaton S is a tuple 〈L, l0,X , σ, E, Inv , R, µ, ψ,C〉 where

• 〈L, l0,X , σ, E, Inv , C〉 is a tuple with the elements defined earlier as
for the priced timed automaton;

• R : L→ R≥0 is a rate parameter governing the exponential distri-
bution. We specify the rate parameter iff Inv(l) = tt.

• µ is a delay density function. The delay density function is either an
uniform distribution or an exponential distribution.

• ψ is the probability mass function over the enabled transitions.

Semantics for Stochastic timed automaton. The semantics of STA follows
the semantics of PTA given in Section 3.5 at page 51. Additionally, we define
the probabilistic semantics of STA as presented in [DLL+11a].

The probabilistic semantics of STA is defined as a timed transition system
〈S, s0,Π,→, µ, ψ〉 with S = {(l, v) ∈ L× RX≥0|v |= Inv(l)}. The initial state is
given as s0 = (l0,0), Π = σ ∪ R≥0 is the set of labels. For each state s = (l, v)
of Sj where j = 1, . . . , n, we provide probability distributions for both delays
and output actions as:

• µs: R≥0→ R≥0 is a delay density function over delays d ∈ R≥0. The delay
density is either an uniform distribution or an exponential distribution
depending on the invariant on the location l. If the delays are bounded,
i.e., Inv(l) 6= tt, then the delay is selected uniformly between the minimal
delay satisfying the clock constraints over guards and the maximal delay
satisfying the clock constraint in the invariant. Otherwise, if there is an
unbounded delay, the delay density function is exponential given by a
rate component R. We denote d(s) the infimum delay before enabling an
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output, i.e.,
d(s) = inf{d ∈ R≥0|∃ a! s.t. s −d→−a!−→}

and the D(s) the supermum delay as:

D(s) = sup{d|s −d→}

If D(s) <∞ then the delay density function is a uniform distribution on
[d(s), D(s)]. Otherwise, the delay density function µs is an exponential
distribution with rate R(l).
• ψs : σo 7→ R≥0 gives the probability mass function for each state that

assigns probability mass to output actions such that ψs(a!) > 0 iff there
exists some state s′ such that s −a!−→ s′ where a! ∈ σo

Semantics for networks of Stochastic timed automata. Consider J =
S1 || S2 . . . || Sn be a network of stochastic timed automata (NSTA) that
communicate via broadcast synchronisation, i.e., if one component automaton
wishes to make an output then all other component automaton must respond
to that output with the corresponding input. Here, we assume that the
component automaton are input-enabled, deterministic (with a probability
measure defined on the sets of successors), and non-zeno. Thus, with respect
to both the delay and output actions the location l is uniquely defined due to
our assumptions about action determinism and partitioning of output actions
among the components.

The NSTA is given by composing all component automaton to obtain a
complete stochastic system satisfying the general compositionality criterion of
TA transition rules as given for PTAs in Section 3.5. Additionally, we define
the probabilistic semantics for the network of STAs as presented in [DLL+11a]
and is as follows:

The probabilistic semantics of a network of STA is based on the repetitive
race of individual component automata. Here, first each individual component
automaton selects a random component delay d according to their delay
distribution. The component with the smallest delay wins and performs an
output action a!. The entire network performs the delay d and performs
corresponding input action a?. This process is repeated again with a new delay
chosen by the component automaton. The probability measure is defined over
the set of runs of NSTA that have a common prefix of output actions, also
known as cylinder set, and using nested integrals where the nested depth is
the length of path in automaton [DLL+11a].

Example 3.9. Consider the composite STA shown in Figure 3.6. Suppose
we want to find for this STA “What is the probability to put the motor in a
jammed state within 5 minutes?”. The runs of the STA which is of our interest
are:
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π = 〈off, init〉t1〈ignition, A〉t2〈jammed, B〉, . . .
∣∣ t1 + t2 ≤ 5

and t1 ∈ [2, 4], t2 ∈ [1, 3]

The probability of these runs is given as:

PSJ (π) =

∫ 4

2

Uni
µ
2,4(t1)

∫ 3,5−t

t2

Unit21,3dt2dt1

=
1

4

�

3.6.1 Query language: Uppaal-SMC query language

To specify the properties and perform statistical model checking of STAs, we use
the Uppaal-SMC query language [DLL+15]. Essentially, the Uppaal-SMC
query language is a weighted extension of the metric interval temporal logic
MITL [BDGL+12]. The MITL property specification language is similar to
the LTL property specification language with an added bound on time in the
Until operator. Thus, one is able to express a bounded response time property
such as ‘each time an intrusion is detected, within 4 time units an alarm rings’
which otherwise cannot be specified in LTL because the LTL formulae does
not offer this capability.

The Uppaal-SMC query language, expressing properties over a timed
propositional run, given by the following grammar:

φ, ψ ::= a | ¬φ | φ ∧ ψ | © φ | φ Ux≤d ψ

where a is the conjunction of predicates over the state in NSTA, d is natural
number and x is a clock.

A finite run of the NSTA J is an alterations of states given by π = s −d0−→
s′ −a0−→ s1 −d1−→ . . . −an−→ sn obtained by performing delays di and outputting ai
such that for all i, 0 ≤ i ≤ n, di ∈ R≥0 and ai ∈ σ.

The semantics of the boolean operators follows the usual conventions. ©
stands for the next-state operator. A weighted MITL formula φ Ux≤d ψ is
satisfied for a run if φ is satisfied on the run until ψ is satisfied and this happens
when the clock x is less than or equal to d. The existential operator defined
as ♦x≤dψ is true if there exists a trace in NSTA in which ψ is satisfied by a
run in future and this happens when the clock x is less than or equal to d.
The temporal operator, ‘always’, from now on forever is defined as �x≤dψ =
¬♦x≤d¬ψ. For a NSTA J , PJ (ψ) is the probability that a random run of J
satisfies ψ.

Example 3.10. Consider the composite NSTA J of Figure 3.6. Suppose we
want to express the property stated in Example 3.9, asking for the probability
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that sometime in less than 5 minutes, the STA of the motor Smotor is in jammed

location and the STA of the user Suser is in location B. This query can be
written Uppaal-SMC query language as:

PJ (♦x≤5(Smotor.jammed and Suser.user)) �

3.6.2 Statistical model checking of stochastic timed automata

Traditionally solving the model checking problem for the stochastic systems
(DTMCs/ CTMCs), relies on numerical techniques, such as iteratively com-
puting (or approximating) the exact measure of paths satisfying the relevant
sub-formulas. Unfortunately, despite a significant amount of research devoted
to model checking stochastic models, only a few results on (un)decidability
have been proven such as the decidability results of qualitative reachabil-
ity (i.e. probability of reachability is 0 or 1) for one-clock stochastic timed
automata [BBBM08, BBJM12], etc.

Hence, we use statistical model checking (SMC) techniques based on Monte-
Carlo simulations and hypothesis testing to obtain quantitative results over
stochastic timed automata, thereby circumventing the state-space explosion
problem and decidability results of classical model checking. Formally, given
a NSTA J and property φ, we are interested in answering the following two
types of questions:
• Qualitative questions, whose answer is either true or false. The qualitative

question asks for “Whether the probability for the NSTA J to satisfy φ is
greater or equal to a certain threshold θ? The answer to this question is
based on hypothesis testing, used by Younes et al. [You05] in the context
of stochastic systems.
• Quantitative questions, whose answer is a numeric value. The quantitative

question asks: What is the probability for the NSTA to satisfy φ? The
answer to this question is obtained based on the estimation algorithm,
proposed by Peyronnet et al. [HLMP04], essentially based on Chernoff-
Hoeffding bounds.

3.6.3 Statistical model checking of STAs in Uppaal-SMC

Uppaal-SMC [DLL+15] is a specialised branch of the Uppaal model checker
that offers convenient tool support to model the stochastic timed automata and
compute quantitative and qualitative questions given in Section 3.6.2. Similar
to the Uppaal-Cora model checker, the Uppaal-SMC model checker inherits
all the benefits of Uppaal, namely the editor to construct the priced timed
automaton model graphically, the simulator to check the behaviour of the
network of stochastic timed automata models and the query engine to input
the property of interest and visualise the probability distributions, evolution of
the number of runs with timed bounds and compute the expected values.
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In Uppaal-SMC, to ask for the query PJ (♦x≤5(Smotor.jammed and Suser.user))
mentioned in Example 3.10, the syntax is:

P[x ≤ 5](<> Smotor.jammed ∧ Suser.user)

Here, the query obtains that the probability that sometime within a time
bound of x ≤ 5, the STA of the motor is in location jammed and at the same
time the STA of the user is in location user.

In Uppaal-SMC, the number of simulations N to estimate the probability
values is automatically derived using an estimation algorithm [HLMP04] based
on the statistical parameters inputted by the user: the required confidence
interval α and the probability uncertainty ε. Running the aforementioned query
in Uppaal-SMC returns that after N number of simulations, with confidence
interval 1 − α, produces an approximation interval [Pr + ε, Pr − ε], where
Pr = PJ (ψ) is the probability that a random run of J satisfies ψ.

Note that Uppaal-SMC provides three ways to specify the bound, where
bound defines how to bound the runs: 1) specify implicitly with a syntax <= M,
where M is a positive integer; 2) specify explicitly with a syntax x <= M, where
x is a specific clock in the model; 3) specify explicitly with the number of
discrete steps N <= M.

The Uppaal-SMC query language also allows to obtain expected value of
an expression and compare the probability of two expressions, for which the
syntax is as follows:

• simulate N (clock ≤ bound){Expression1, . . . , Expressionk}: to sim-
ulate an k state based expressions that are to be monitored. Here N is a
natural number indicating the number of simulations to be performed.

• E(clock ≤ bound; N)(min:|max:)(Expression): to estimate the expected
value of minimum or maximum an expression.

• Pr(clock ≤ bound) <> (Expression)(≤ | ≥)Prob: to verify whether
the probability of a state based expression is greater than or less than
Prob with the bound bound.

The aforementioned queries is a (rather small) fragment of Uppaal-SMC
query language.

3.7 Markov automata

In the last sections, we elaborated on extensions of timed automata models. In
this section, we elaborate on the popular model of Markov automata. Markov
automata (MA, [TKvdPS12]), like as the predecessor formalisms discussed
in this chapter, are state transition diagrams, which subsume probabilistic
automata [Sto02, SL94] and interactive Markov chains [HK10], allowing to
model non-deterministic choices, probabilistic choices and exponential delays.
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Figure 3.7: MA modelling composition of motor and user behaviour
synchronising on action press.

Example 3.11. Consider our running Example 3.1 of a system modelling the
behaviour of a motor and a user. We modify this example to remove the hard
real time constraints and introduce soft real time constraints in the form of
exponential delays. We show these transitions with dashed arrows. We represent
the transitions with actions with solid lines that lead into darkened circles
representing the probabilistic distributions. The resulting Markov automata is
shown in Figure 3.7.

In the beginning, the motor is at initial state waiting for the synchronising
press action sent from the user. Once the synchronisation signal is received, it
goes to the slow_speed. While in slow_speed state, if again the synchronisa-
tion signal of press is received, it goes to the state of high_speed 99% times
and with 1%, it goes to the jammed state. From the state of high_speed, the
motor may either go to the off state or to the jammed state. �

We now formally define the formalism of Markov automata as presented
in [Tim13]. Below we provide the notations used for this purpose.

Notations. A (discrete) probability distribution over a countable sample
space L is a function, γ : L→ [0, 1] such that

∑
l∈L γ(l) = 1, i.e. it assigns a

probability to each possible outcome in L such that the total probability is 1.
We denote by Dist(L) the set of all discrete probability distributions over L.
We say γ is a sub-distribution if γ : L→ [0, 1] and

∑
l∈L γ(l) < 1. We write 1l

for the Dirac distribution over l ∈ L, given by 1l(l
′) = 1 and 1l(l

′′) = 0 for all
l′′ such that l 6= l′′).

We use the notation γ = {l1 7→ p1, l2 7→ p2, . . . , ln 7→ pn} to denote that
γ(l1) = p1, γ(s2) = p2, . . . , γ(sn) = pn.

Definition 3.12 (Markov automaton). An Markov automaton is a
tuple 〈L, l0, σ, ↪−→, 〉 where

• L is a set of states;
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• l0 ∈ L is the initial state;

• σ is a finite set of actions including internal action τ ;

• ↪−→ ⊆ L × σ× Dist(L) is the set of probabilistic transitions, also
known as interactive. Here an edge 〈l, a, ψ〉 represents a transition
from state l by executing an action a, after which the probability to
go to l′ ∈ L is ψ(l′).

•  ⊆ L× R+ × L is the set of Markovian transitions. Here an edge
〈l, λ, l′〉 represents a transition from state l to l′ with rate λ.

We categorise the states by their outgoing transitions. We label a state l ∈ L
as probabilistic iff there exists transition of the form l

a
↪−→ ψ. We label a state

l ∈ L as Markovian iff there exists transition of the form l λ l′. One can also
have states where there are both the Markovian and the probabilistic outgoing
transitions. In that case the state is called a hybrid state.

Example 3.13. Consider Example 3.11. Formally the MA representing the
behaviour of the motor (left hand automaton in Figure 3.7) is given by the
tuple M = 〈L, l0, σ, ↪−→, 〉:

L = {off, slow_speed, high_speed, jammed};
l0 = off;
σ = {press?};
↪−→ = {〈off, press?,1slow_speed〉, 〈jammed, press?, off〉}
〈slow_speed, press?, {high_speed 7→ 0.99, jammed 7→ 0.01}〉
 = {〈high_speed, 4, off〉, 〈high_speed, 1, jammed〉} �

Semantics of Markov automaton. Let 〈L, l0, σ, ↪−→, 〉 be a Markov auto-
maton. The set of actions σ in Markov automaton can be partitioned in a set
of external actions σext and internal actions σint. Here τ is an internal action
which is not observable. We assume the maximal progress [Her02], i.e., in any
MA the probabilistic transitions labelled with internal actions take precedence
over Markovian transitions. Thus the maximal progess assumption prescribes
that no Markovian transition can ever be taken from a state that also has at
least one outgoing τ−transitions.

I/O-MA extend Markov automata by combining the I/O automata [LT89]
and MAs. We partition the set of external output actions σext into the set of
input actions σi such that σi = {a?|a ∈ σ} and the set of output actions σo
such that σ0 = {a!|a ∈ σ}. We assume that the I/O-MAs are input-enabled,
i.e., in each state they are ready to respond to any of their inputs a?. Hence,
each state has an outgoing transition labelled with a?.

The semantics of open MAs, i.e MA having external visible actions is
determined by the environment as their precise behaviour is governed by the
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external actions coming from the environment. An open MA can be turned
into a closed MA by synchronising all the external actions and turning them
into internal τ actions. For closed MAs, we can have the following:

• Probabilistic transitions. From a probabilistic state, first a non-deterministic
choice is made between all the enabled τ -transitions, after which the
discrete probability distribution determines the next state.

• Markovian transitions. From each Markovian state, the probability to
leave the state within ‘t’ time is given by 1− e−λ.t. If there are multiple
transitions going out from a Markovian state, then there commences
a race between multiple outgoing Markovian transitions. The shortest
transition wins the race and is taken. The rate between two states l, l′

denoted by R(l, l′) and the outgoing rate of a state l denoted by rate(l)
is given by

R(l, l′) =
∑

(l,λ,l′)∈ 

λ and rate(l) =
∑
l∈L

R(l, l′)

Example 3.14. Consider the MA automaton of motor as described in Ex-
ample 3.13. Suppose we want to obtain the probability to leave the state
high_speed within ‘t’ time units. We then have to take into account the
race condition between the two outgoing Markovian transition from the state
high_speed which is given as 1− e−rate(high_speed).t, where rate(high_speed)
is the sum of the two rates of the outgoing Markovian transitions that is equal
to 5. Suppose we are interested in finding the probability to leave high_speed

by taking the transition from the state high_speed to the state jammed. This
is given as 1

5 . �

Parallel composition of Markov automata. As with the other formalisms
of priced timed automata and stochastic timed automata discussed in the
previous sections of this chapter, Markov automata are compositional, i.e one
can be compose several MAs together in parallel. As usual with the composed
models, each state in the composite model is a tuple of states of individual
MAs. The concept of parallel composition between two MAs is based on the
parallel synchronisation of mutual external actions in the process-algebra style
of CCS or CSP.

Formally we define the parallel composition of MAs as presented in [Tim13]:
LetM1 = 〈L1, l

0
1, σ1, ↪−→1, 1〉 andM2 = 〈L2, l

0
2, σ2, ↪−→2, 2〉 be two MAs.

The parallel composition of M1 and M2 with respect to shared set of external
actions A =σ1 ∩ σ2 is the system M1||AM2 = 〈L, l0, σ, ↪−→, 〉 with

• L = L1 × L2;

• l0 = (l01, l
0
2);
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• σ = σ1 ∪ σ2;

and ↪−→ and  are the smallest relations fulfilling the inference rules:

• for probabilistic transitions, where α /∈ A :

l1
α
↪−→ ψ1

(l1, l2)
α
↪−→ ψ1 × 1l2

and
l2

α
↪−→ ψ2

(l1, l2)
α
↪−→ 1l1 × ψ2

The aforementioned inference rules states that if the action α is not in shared
external action set A , then the automaton take transitions autonomously.

• for probabilistic transitions, where α ∈ A :

l1
α
↪−→ ψ1 ∧ l2

α
↪−→ ψ2

(l1, l2)
α
↪−→ ψ1 × ψ2

The aforementioned inference rule states that the two automata synchronise
over the external action α ∈ A.

• for Markovian transitions:

l1
λ l′1 where l1 6= l′1

(l1, l2) λ (l′1, l2)

l2
λ l′2 where l2 6= l′2

(l1, l2) λ (l1, l′2)

λ(l1, l2) > 0

(l1, l2) λ(l1, l2) (l1, l2)

The first two aforementioned inference rules states that the MA can delay
independently, if they are not inducing the self-loops. The last inference rule
ensures that if the self loops are allowed, for example, l1

λ l1 and l2
λ l2,

then the formalisation of the transition produces (l1, l2) 2λ (l1, l2). Here
λ(l1, l2) = R(l1, l1) +R(l2, l2).

3.7.1 Query language: CSL

In order to perform model checking of automata involving continuous-time
probabilistic systems, the branching temporal logic of Continuous Stochastic
Logic (CSL, [BHHK03]) has been proposed. Essentially CSL is an extension of
Probabilistic Computation Tree Logic (PCTL) that contains the time bounded
until operator to express probabilistic timing properties over paths. We use the
extended grammar of CSL from [Guc17] that extends CSL with an expected
operator E(φ).

The extended grammar of CSL over the set of atomic propositions AP over
the states in MA is defined inductively as follows [BHHK03]:

φ ::= a | ¬φ | φ ∧ φ | Ponp(ψ) | Eonp(φ)

ψ ::=©I φ | φ UI φ
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where a ∈ AP, I ⊆ R≥0, and on∈ {<,≤,≥, >}. φ are the state formulae and ψ
are the path formulae.

A run of the NMA J =M1 || M2 . . . || Mn is an alterations of states given
by π = s −d0−→ s′ −a0−→ s1 −d1−→ . . . obtained by performing delays di and outputting
ai such that for all i, 0 ≤ i ≤ n, di ∈ R≥0 and ai ∈ σ.

The semantics of boolean operators follows the usual conventions. The
operator Ponp(ψ) expresses that the probability measure of the runs satisfying
ψ meets the probability bound on p. The semantics of the next operator ©Iφ
asserts that the transition is made to a φ state at some time interval t ∈ I.
The formulae φ UI Ψ asserts that Ψ is satisfied at some time interval t ∈ I and
at all preceding times φ is true. E(φ) denotes the expected time to reach the
states satisfying φ.

As usual with CTL temporal operators, ♦φ is short-hand for tt U φ, ♦≤tφ
is short-hand for tt U≤t φ and P≤p(�φ) is short-hand for P≥1−p(♦¬φ).

Example 3.15. Consider the MA automaton of motor Mmotor as shown in
Figure 3.7. The property of interest to verify whether the probability to reach
the state high_speed within 3 time units is less than 0.2 can be encoded in
CSL as:

P≤0.2(♦[0,3]Mmotor.high_speed)

3.7.2 Model checking MAs in ATCalc

ATCalc is a model checker developed as an independent successor of the model
checker DFTCalc [GSS15, Guc17]. It takes the input of an attack tree and
generates the corresponding I/O-MA which can the be analysed against several
security metrics such as obtaining the probability of success over time, expected
time for first successful attack, etc. ATCalc includes several state-of-the-art
model checkers of Markov reward model checker (MRMC, [KZH+11]) and
Interactive Markov chain analyser (IMCA, [GTH+14]) and Construction and
Analysis of Distributed Processes tool-box (CADP, [GLMS13a]) to generate
the Markov models from the system specification given in LOTOS NT [BB87].
We give a detailed overview of the ATCalc in Section 5.7.1 at page 108.

3.8 Conclusion

This chapter has reviewed the model checking concepts that we subsequently
use in Part II of this thesis. Furthermore, we formally defined and discussed the
different automata models and the temporal logics with the help of examples.
In particular, we discussed priced timed automata models, stochastic timed
automata models and Markov automata models. Priced timed automata extend
the timed automata models with costs. We use priced timed automata models
in Chapter 4 to compute the optimal attack values and paths in an attack
tree. Stochastic timed automata combines probabilitic choices, random delays,



66 3. Stochastic and statistical model checking

non-deterministic choices and real-time. We use stochastic timed models in
Chapter 6 to compute several safety/security metrics in attack-fault trees.
Markov automata combines non-deterministic choices, discrete proabilistic
choices and random delays. We use Markov automata in Chapter 5 to compute
the probability of success over time in an attack tree.

Additionally, in this chapter, we reviewed the temporal logics of wCTL,
MITL and CSL, which we use to encode the security goals of interest. Finally,
we show how we use these modelling formalisms and temporal logics in the
Uppaal suite of model-checkers and ATCalc model checker that we use in
the respective chapters of this thesis.



Part II

Modelling and Quantitative
analysis





CHAPTER 4

Quantitative attack tree analysis using

priced timed automata

“The fundamental driver in
computer security, in all of the
computer industry, is economics.
That requires a lot of
re-education for us security
geeks.”

Bruce Schneier

M
odern day enterprises are complex socio-technical entities, with a
continuous interplay between the actors, IT-systems and the physical
infrastructure. Anticipating security breaches, security practitioners

usually implement many security mechanisms such as access and organisational
policies, network scanners, etc. However, even with all the aforementioned
security mechanisms, no organisation can guarantee 100% security or patch
each of the existing security vulnerabilities. The apparent reason for this is
the paucity of resources such as budgetary constraints, human resources, etc.
The other reason for not patching all the known vulnerabilities is that it might
not be required as not all vulnerabilities carry the same damage potential.
Some vulnerabilities remain unnoticed by attackers for years, and they do
get recognised, bear minor damage implications, while other, trivial-looking
vulnerabilities such as the attacks by a malicious employee result in the most
disastrous impact. Thus, the key challenge for an information security manager
is to identify and order the severest attack scenarios in their damage potential
and thereby implement countermeasures within their budgetary constraints. To
do this, the enterprise manager needs to enumerate all the (possible multi-step)
attack paths according to an optimality criterion (most damaging, cheapest,
etc.) that can be undertaken by an adversary to compromise the asset.

In Chapter 2, we reviewed the prominent attack tree analysis methods and
their extensions. As described there, attack tree models provide a structured
method to systematically represent the attack scenarios and answer several
straightforward questions such as cost of attack, the probability of an attack, etc.
However as pointed out in the earlier chapters, the classical attack tree analysis
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method of bottom-up computation is limited to single attribute computation
such as of time, cost, skill level, etc. We believe this as an important limitation
as successful attacks involve many (interrelated) attributes, for example, costs
incurred, may depend on the skill level of an attacker. Additionally a distinctive
metric overlooked in the existing literature is the attack path generation and
ranking: Which steps are taken in the most dangerous attacks? The answer to
the last question is particularly relevant in the context of enterprise security,
where security managers struggle to find the optimum number of security
controls to prevent the most damaging attacks. By providing countermeasures
to the attack steps involved in the most damaging attacks, security managers
can judiciously balance the security risks with the security investments.

In this chapter, we provide a multi-parameter optimisation framework for
attack trees. Additionally, we extend the classical attack tree formalism with
two new gates: the Sequential AND gate (SAND) and the Sequential OR gate
(SOR). These new gates enable us to express complex and realistic temporal
dependencies between the attack steps. Analytically we translate each leaf
and gate of an AT into the state-based priced timed automata, which are then
composed together and fed to a model checker. Our analysis method relies on
the flexible and powerful semantics of priced timed automata; hence we can
accommodate the temporal dependencies between the attack steps and allow
shared subtrees/ steps in our analysis which are beyond the expressiveness
of classical attack trees. Furthermore, the priced timed automata formalism
provides us the possibility to model realistic and functionally related cost
structures in an attack tree. We exploit classical model checking algorithms for
the priced timed automata to compute several important security metrics on
attack trees such as optimal attack value (i.e minimum time/cost to execute an
attack, etc) and optimal attack paths realising these optimal attack values. For
the attacked enterprise, we compute the maximum damages that are inflicted
by the attack. By obtaining these attack values/paths, an enterprise manager
can make an informed decision on the security hardening measures, thereby
turning a profitable attack of the attacker into unprofitable. For example, by
implementing security hardening measures that makes the minimum cost to
execute any attack exceedingly high, an enterprise manager can rest assured
that the system will remain secure.

Our methodology. An overview of the approach of AT analysis using priced
timed automata is shown in Figure 4.1. This figure is an instantiation of the
picture provided in Figure 1.3 of Chapter 1 with the parameters relevant to
this chapter.

Given a case study description, provided by the domain expert/case study
owner, we build a corresponding AT of the system (Step 1, Figure 4.1). The
next step (Step 2, Figure 4.1) is to gather the security goals from the case
study owner. Example of security questions that we answer with the framework
described in this chapter are “Is there an attack that can be performed within
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System model
With AT

Security goal

Priced Timed 
automata

wCTL 

Interpretation

Uppaal 
CORA

1 2

3 45

6

Optimal path

Min. cost

Min. Time

Max. Damage

BAS 2 BAS 5

BAS 2 BAS 6

BAS 6 BAS 4

Figure 4.1: AT analysis using priced timed automata. Steps 3, 4, 5 and 6
remain invisible to the security analyst.

200 US$?” or “Which attack path in a given attack tree incurs an attacker
minimum cost?” etc. The next step (Step 3, Figure 4.1) is to extract a priced
timed automaton (PTA) of the corresponding AT. We use PTAs as it provides a
rigorous basis to capture the real costs, time and non-deterministic behaviour of
an attacker and allows compositional modelling to construct a large PTA from
several smaller PTAs. To encode the security questions of interest gathered in
Step 2 into queries (Step 4, Figure 4.1), we use the weighted CTL query language
(wCTL, [BBR04]), which is a variant of branching temporal logic enhanced
with costs. The composed PTA model of the AT and the encoded security goals
are then fed into the Uppaal-Cora model checker (Step 5, Figure 4.1). The
next step (Step 6, Figure 4.1) is to analyse the output obtained from the model
checker and interpret it in the context of original AT. In the context of this
chapter, the output is either numeric values that are the optimal attack values
or the optimal attack paths which are the sequences of attack steps following
an optimality criterion. In this way, we equip the ATs with model checking
techniques that enable us to perform a plethora of quantitative analyses. In
particular, with our analysis framework, we answer several types of security
questions such as “What is the minimal time, set of resources, or skill level
needed to complete a successful attack?” or “What is the maximal damage an
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attacker can do?”, etc.
We illustrate our approach with two well-known case studies taken from

the literature, namely the forestalling release of software [JW07] and attack on
a password protected file [PCB10b]. Our analysis shows that the vulnerable
paths in the system are strongly linked to the skills and risk appetite of the
attacker. From the analysis results, we conclude that any security risk analysis
should be multifaceted, considering potential attackers.

Contributions of the chapter. The main contributions of this chapter are:
• two new gates of SAND gate and SOR gate that allows to model temporal

dependencies between the attack steps;
• a quantitative analysis framework using model checking as the back-end

engine to obtain cost/time optimal attack values and paths in the AT;
• multi-parameter attack tree analysis framework taking into account tem-

poral dependencies, shared subleaves, attacker profiles, etc;
• two case studies depicting the analysis framework.

Origins of the chapter. The work presented in this chapter is based on:

• R. Kumar, E. Ruijters, and M. Stoelinga. Quantitative attack tree
analysis via priced timed automata. In Formal Modeling and Analysis of
Timed Systems (FORMATS), pages 156–171. Springer, 2015.

Outline of the chapter. In Section 4.1, we first review the literature on
optimal information security investments and popular optimisation frameworks
for attack trees. Section 4.2 recalls the AT framework, Section 4.3 provides the
formal description of AT. Section 4.4 discusses the security goals of interest in
the context of this chapter. Section 4.5 provides the translation of attack tree
into priced timed automata. Section 4.6 provides the encoding of security goals
of interest into wCTL temporal logic. Section 4.7 discusses two case studies to
validate our framework experimentally. Section 4.8 discusses the tool ATTop
used to perform the translation of AT models into PTA models automatically.
Finally, Section 4.9 concludes and points to appropriate future directions of
work.

4.1 Related work

There exist a plethora of work that advocates viewing cyber-security challenges
from an economic perspective [And01, CMR04, AM07, BGL05]. One of the
seminal works in this area is the analytical model of Gordon and Loeb [GL02],
that estimates optimal security investments by an enterprise should be 37% of
the expected damages. Other prominent techniques cast the security investment
optimization problem into multi-objective knapsack problem [SM14b], multi-
criteria decision problem [BGL05], game theoretic approaches [CR04, GCC08],
etc. We believe that all the aforementioned works are seminal, as they lay a
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strong foundation for the discipline of security economics. However, none of the
aforementioned works is model-based, hence they suffer from unintuitive/no
representation of attack scenarios.

Noting the importance of graphical risk management frameworks, in the last
few years, several authors have attempted to combine the graphical framework
of attack trees with an optimisation framework. We list below prominent works
done in this direction. In [BDAP07], Bistarelli et al. use defence trees to
analyse the economic profitability of security measures taking a game theoretic
perspective. In [RKT12b] Roy et al. translates an attack-countermeasure
tree into a set of minimal cut-sets. The authors then find the optimal set of
countermeasures/ constrained optimal set of countermeasures, etc., using linear
zero-one integer programming techniques. In [DRPW12], the authors use an
annotated attack tree and cast it into a single/ multi-objective optimisation
problem for performing cost-benefit analysis of countermeasures. It is solved
using genetic algorithms, where the authors obtain cost optimal hardening
measures under the constraint of minimising the residual damage. In [AN15b],
the authors use multi-parameter attack trees to obtain the Pareto optimal
set of attributes such as the minimum cost of an attack with the maximum
probability of its success, etc. In more recent work [KW17], authors utilise
integer programming approaches over the attack-defense trees to answer the
same metrics as in [RKT12b].

All the aforementioned works make a significant contribution to improving
the state-of-the-art AT analysis by decorating attack tree with multi-parameters.
However, a drawback is that all these techniques are static, i.e., they cannot
model the evolution of attacks with time. Furthermore, existing AT analyse do
not allow sharing of leave/ sub-trees.

In this chapter, we alleviate all these aforementioned limitations of classical
attack-tree analysis techniques. Moreover, the framework based on priced timed
automata that we propose in this chapter is flexible to handle several attributes
such as the realistic multi-parametric cost structures, different adversaries,
complex gates etc. Analytically, we answer a rich set of security questions
obtaining optimal attack values and paths, the ranking of attack paths, etc.
that have remained unaddressed in the literature.

4.2 Attack trees

In Chapter 2, we gave an overview of the formalism of attack trees. Recall from
that chapter that classically an attack tree gate consists of logical AND and OR
gates, modelling the conjunction and disjunction of the atomic steps/subtrees.
However, in many cases one needs to specify a temporal order of the events,
for instance, to infect a computer, we must first get a virus file on a system
and then execute the file. To represent these dependencies, in this chapter,
we enrich the classical attack tree formalism with two additional gates: the
Sequential-AND gate (SAND gate) and the Sequential-OR gate (SOR gate).
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AND gate OR gate

Parallel
execution

The children of the gate, namely A
and B are executed simultaneously.
The gate stands compromised
when both children of the gate
stands compromised.

The children of the gate, namely A
and B are executed simultaneously.
The gate stands compromised
when one of the children, A or B
stands compromised

Sequential
execution

The child B is executed after A
has been successfully comprom-
ised, where B is the child sitting
at right of the child A.
The gate stands compromised
when the child B is compromised.

The child B is executed after A has
failed, where B is the child sitting
to the right of the child A.
The gate stands compromised
when any of the children A, B is
first compromised.

Table 4.2: Intuitive explanation of the behaviour of the gates. We
assume that the gate has two child nodes, namely A and B. With

parallel execution we mean that the order of the execution of the children is
irrelevant. With sequential execution, we mean that the execution of the

children is performed in a temporal order in the direction indicated by the
arrow drawn from left to right.

Below we describe these new gates in details.

New attack tree gates. Figure 4.3 provides the schematic representation of
these gates. A SAND gate is represented as an AND gate with an embedded
arrow from left to right. It represents that the gate is compromised if all of its
children are compromised, where the i+ 1th child is only executed after the ith

child was compromised.
A SOR gate is represented as an OR gate with an embedded arrow from

left to right. It represents that the gate is compromised if any of the node gets
compromised. However, the attacker attempts first the leftmost child and if
unsuccessful, then only attempts the next child in a sequence from left to right.
In Table 4.2, we summarise the behaviour of these gates.

Figure 4.3: Schematic representation of the new attack tree gates.

Example 4.1. The attack tree shown in Figure 4.4 models an attack on a
password protected file. This case study is taken from [PCB10b] and is modified
to add SAND and SOR gates. In this chapter, we use this case study as our
running example and answer the optimality security goals (in Section 4.7.1). In
Chapter 5, we use this case study to answer a different set of security questions
that involves stochastics.

At the root of the tree is the event password_crack. An attacker can
reach to the root via cracking_alternatives or password_attack, hence
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the root of the tree is refined using an OR gate. An adversary can crack the
password using several single step attack techniques of guessing, dictionary,
bruteforce, hence the event cracking_alternatives is refined with an OR
gate. To perform password_attack, an attacker can use any of the techniques
of social_engineering or key_logger, however, we assume that attacker
versed in social engineering techniques first attempts social_engineering and
if that fails attempts key_logger; hence the event password_attack is refined
using a SOR gate. To perform attack using key_logger, the attacker first
needs to successfully execute installation and then perform intercept_-

password, hence the node key_logger is refined with a SAND gate. A key-
logger can be installed either remotely or physically mounting it, hence the
node installation is refined using an OR gate. The leaf node generic_-

reconnaissance acts as a initial step to launch two attacks via different
paths. The attacker can first execute successfully generic_reconnaissance,

password_crack

cracking_-
alternatives

guessing dictionary bruteforce

password_-
attack

social_-
engineering

email/phone_trap

email_trap phone_trap

key_logger

intercept_-
password

installation

remote

generic_-
reconnaissance

payload _-
crafting

email_-
file _-

execution

physical

physical_-
reconn.

install_-
keylogger

Figure 4.4: Attack Tree model of the case study of an attack on a
password protected file . The BASs are shown in red rectangular boxes.
Note that the basic attack step of generic_reconnaissance is a shared

node. The SAND gate below the event social_engineering is reversed to
keep the figure readable. Here, the gate is successful if the children of the gate
are executed successfully in the direction from right to left, as pointed by the

arrow.
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then payload_crafting and then email_file_execution to remotely install
keylogger or first execute successfully generic_reconnaissance, then email_-

trap or phone_trap to perform social_engineering. �

Node sharing. Recall from Chapter 2, the classical attack tree analysis
method is bottom-up procedure, where we decorate the AT leaves with attrib-
utes which are propagated from bottom to the root of the tree adhering to
the computation rules at the gates. As stated in the chapter, the bottom-up
procedure is applicable only under the strong assumption of independence of
subtrees/leaves, i.e., no shared subtrees/leaves. With shared subtrees/ leaves,
we mean an attack tree having the nodes/ subtrees that communicate with
more than a parent at a time. For example, refer to the attack tree shown
in Figure 4.4 having shared subtree of generic_reconnaissance. Here an
attacker can execute the shared basic attack step of generic_reconnaissance,
whose successful execution once can lead to two different attack paths. The
presence of shared nodes thus is important to model the attack scenarios.

...

ORAND

... ...

...

....

..... ...

Figure 4.5: Graphical representation of attack tree with shared attack steps/
sub-trees.

In contrast to this bottom-up procedure, our attack tree semantics, – in
Section 4.5 – is based on the exchange of communication signals between
automata models. These automata models describe the behaviour of AT nodes
which is in contrast with the state-of-the-art boolean interpretation of attack
trees – hence our methodology can handle shared sub-trees/ leaves effectively.

4.3 Formal description of AT

The formal definition of attack trees is given in Chapter 2 at page 26. In this
chapter, we consider the set of gates Gates = {AND,OR,SAND,SOR}.

Attribute names and values. We consider a fixed set of attribute names
Attr = {T, a1, . . . an}. ‘T’ is a special attribute, namely the time since the BAS
was started. Other attributes ‘a1’,. . . , ‘an’ can be skill level, monetary cost,
damage, difficulty, etc. We denote by Val = (R∞≥0)n+1 the set of complete
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valuations of the attributes, and by Val\t = (R∞≥0)n the set of valuations
excluding time. We assume, for simplicity, that all these attributes taken a
value in R∞≥0.

BAS. Each BAS is equipped with a tuple (Enable,CanSucceed,Fix,Var)
where:

• Enable : Val\t → {true, false} is a functions that maps the valuation to
precondition indicating whether a BAS is enabled or not.

• CanSucceed : Val→ {true, false} is a precondition indicating whether
a BAS is succeeded.

• Fix : Attr × Val\t → R∞≥0 is a function that maps attributes to their
time-invariant values. We consider these attributes as those whose value
does not change over time, for example one-time cost that is incurred to
buy equipment to launch an attack.

• Var : Attr × Val\t → R∞≥0 is a function that maps attributes to their
time-variant values. We consider these attributes as those whose value
changes over the time, for example electricity costs are time-dependent
costs incurred by an attacker given that an attacker require power to
execute the attack step.

We put attribute valuations as linear functions over time. Here Eff : Attr ×
Val\t → R≥0 → R∞≥0 is a function that updates the value vi of an attribute
ai over time t, i.e., Eff(ai, vi) = Fix(ai, vi) + Var(ai, vi) · t. We assume that
these effects are typically time dependent: the longer the attack the higher the
attribute value. We assume that this time dependence to be linear. The effects
are summed to the existing value of the attribute, to obtain the cumulative
effect.

4.3.1 Attacker profiles

An attacker profile is an assignment R : {a1, . . . an} → R≥0 of the non-time
attribute variables to concrete values. Thus, we obtain an initial valuation of
the attributes as (0, R(a1), . . . , R(an)).

Example 4.2. Assume we have two attacker personas, Ethan and Ervin, each
planning a burglary that requires the execution of an attack step to reach to
the asset. We assume that the attacker Ethan is medium skilled while the
attacker Ervin is a highly skilled.

We assume that in case the burglary is executed by Ethan, it takes between
5 and 10 minutes to execute the attack step, in case the burglary is executed
by Ervin, it takes between 1 and 2 minutes to execute the attack step. For
Ervin, the fixed cost to buy the equipment to execute an attack step is 100
US$ while the variable costs to operate the equipment is 10 US$ per unit time.
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For Ethan, the fixed cost to buy equipment to execute an attack step is 300
US$ while the variable costs to operate the equipment is 10 US$ per unit time.

In this example, the set of attribute names is:

Attr = {T, skill, dur, costt, costf, costv}

where T stands for time, skill stands for skill required, dur stands for
duration, costt, costf, costv stands for total, fixed and variable cost of an attack
respectively. We assume skill given by med and hi be the ordinal real valued,
with med ≤ hi.

The initial valuation of attributes for Ethan is {0,med, 5 ≤ d ≤ 10, 300, 10, 0}
while the initial valuation for Ervin is {0, hi, 1 ≤ d ≤ 2, 100, 10, 0}, where d is
the duration of an attack. �

Example 4.3. Consider Example 4.2. With respect to our considered attacker
personas and the attribute names, we define each element of the BAS tuple as:

• Enable(s, ct, d, cf , cv) = true iff s ≥ med is the enabling condition. Here
s, ct, d, cf and cv are the values of the attributes skill, costt, duration,
costf and costv;

• CanSucceed(t, s, ct, d, cf , cv) = (s = med ∧ 5 ≤ d ≤ 10) ∨ (s = hi ∧ 1 ≤
d ≤ 2);

• Fix(costf, (s, ct, d, cf , cv)) = 100 if s = hi, 300 otherwise;

• Var(costv, (s, ct, d, cf , cv)) = 10 if s = med ∨ hi;

• Eff(costt, (s, ct, d, cf , cv)) = Fix(costf, (s, ct, d, cf , cv)) +
Var(costv, (s, ct, d, cf , cv)).t if s = med ∨ hi; �

4.4 Security goals of interest

Step 2 in Figure 4.1 requires the description of the security goals. We here put all
the different types of security questions answered with the framework provided
in this chapter under the following headers for their systematic representation:

Unconstrained attack values and attack paths. For any of the attribute
ai, we can compute the optimal value along the tree. For example, for the AT
in Figure 4.4, one may ask,“What is the minimum cost to crack the password
of a password protected file?” or “What is the maximum damage if an attacker
can crack the password?” Similarly, one can ask for the attack path leading to
the optimal attack value, for example, one can ask “What is the cost-optimal
attack path/ time-optimal attack path to crack the password?”

Constrained attack values and attack paths. For any of the attributes
ai, we can constrain its optimal value by constricting with other attributes.
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(a) AT (b) Translation (c) Composition (d) PTA

Figure 4.6: Graphical overview of the compositional aggregation of an AT.
(a)AT specification as input; (b) Transformation of the AT elements into

underlying PTA; (c) Composition of two PTAs; (d) Composite PTA.

For example, for the AT in Figure 4.4, one may ask, “What is the maximum
damage when an attacker constrained to a given maximum budget attempts
cracking the password?” Similarly, one can ask for the attack path leading to
the optimal attack value, for example, one can ask “What is the cost-optimal
attack path to crack the password subject to given time constraints?”

Ranking. In addition to the single minimum or maximum of an attribute
and a corresponding attack path, one may ask a list of the bottom or top ten
attacks on a given system, or all attack paths that meet a given time constraint.

Pareto optimal curves. For any pair of attributes, we can compute the
minimum value needed for one attribute given the value of the other. By
varying the bound of one attribute, we can generate curves indicating the
relation between these minima. For instance, there is typically a trade-off
between spending more time or more money; a Pareto curve shows for every
budget how much time is needed for the attack.

4.5 Translation of attack trees into priced timed auto-
mata

Step 3 in Figure 4.1 requires extraction of priced timed automata from the
corresponding ATs. We extract this priced timed automata in a compositional
manner inspired by the compositional aggregation approach of Boudali et al.
in [BCS07].

AT analysis using compositional aggregation. An overview of the com-
positional aggregation framework for AT is shown in Figure 4.6. It consists of
following steps:

Step-1: Build the AT as described in the previous sections.

Step-2: Translate each AT node v, i.e leaf and gate, into an PTA. All inner nodes
are instantiated with parameters in such a way that the input signal of v
connects to output signal of v′s children.
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Step-3: Parallel composition of two PTAs.

We obtain the complete PTA associated with the AT T by the parallel
composition of the PTAs for all the nodes, and an additional PTA QTop node

associated with the top level node. We use the parallel composition operator
‖ that allows one to construct a large PTA from several smaller ones. If
we denote by Pv the PTA corresponding to node v of AT T , the complete
automata model is given as a network of priced timed automata NPTA, PT =
Pv1 ||Pv2 || . . . ||Pvn ||QTop node. The formal description of parallel composition
of PTAs is given in Section 3.5 of Chapter 3.

We allow all PTAs to communicate with each other using three signals:
• act: This signal indicates the activation of AT elements. It is sent at the

system start from the top node of the AT to its children.
• succ: This signal indicates the success of the AT element. This signal is

sent from the children node to their parent node.
• fail: This signal indicates the failure of the AT element. This signal is

sent from the children node to their parent node.
As explained in Section 3.7 of Chapter 3 on PTA input-output actions, these
signals are appended with ? (e.g. ‘act?’) termed as input actions and with !
(e.g. ‘act!’) termed as output actions.

Thus, by distinguishing between the input and the output actions, we
perform the synchronisation between the AT component automaton in a natural
way. Here, we use the broadcast synchronisation between the AT component
automaton. The broadcast communication is necessary in our case, where we
allow attack trees to be directed acyclic graphs, i.e., allow shared nodes (see
Section 4.2 for what we mean by shared nodes). For example, consider the
attack tree shown in Figure 4.7. In this figure, the node A is shared among two
AT sub-trees. At the start, the top AND gate sends a act signal which activates
both of its child gates. The leftmost gate, being an SAND gate, first activates
its left-most child A and waits for its success. In the same way, the rightmost
SAND gate also tries to activate its left-most child A, which has already been
activated before. In our formalism, we permit that an already activated node
can seek its activation. In order to enable the shared node receive the activation
signal from its multiple parent nodes and prevent the blocking synchronisation,
we thus allow the component automaton of the attack tree to communicate
using the broadcast signals.

Notations. B = {⊥,>} is the set of boolean values, τ is an internal action,
an empty set is denoted ∅. Recall from Definition 3.5 in Chapter 3, a priced
timed automaton is given as a tuple 〈L, l0,X , σ, E, Inv , C〉. Here L are the
locations in the PTA, l0 is the initial location, X is the set of clocks, σ is the set
of actions partitioned into input actions σi, output actions σo and the internal
action τ , E is the set of edges in the PTA, Inv is an invariant to each location,
and C is the cost rate associated to the locations and edges in the PTA.

Semantics of Basic attack step. We give the semantics of a leaf v ∈ V
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Figure 4.7: Shared node A

in an AT with an underlying PTA. The PTA describes for each leaf, how
the operations on the attributes are performed. For example, a fixed cost is
incurred when the BAS is started and variable costs are incurred with a rate
proportional to the time spent executing of attack step, etc.

The PTA for a basic attack step node v is shown in Figure 4.8. Initially,
the BAS waits for an activation signal. As it is received from the parent, the
attacker begin executing by incurring the fixed costs. The execution of a BAS
is bounded by the minimum and maximum time to complete the attack. While
the step is being performed, the variable costs are incurred. The attack may
fail at any time, stop incurring further costs and send a failure signal to its
parent. Otherwise, it succeeds between the minimum and the maximum time
constraint for the step and transmits a success signal.

Formally, the semantics of AT node v of type L(v) = BAS decorated with
a tuple (Enable,CanSucceed,Fix,Var) and assuming an attacker profile R is
given by PTA Pv = 〈L, l0,X , σ, E, Inv , C〉 with:

• L = {Initial, Activated, Execution, Successful, Failed, Ask_succ,
Ask_fail};

• l0 = Initial. This represents that initially the Pv is waiting to be
activated by its parent node;

• X = {x} a local clock in the PTA that keep track of the time;

• σ = {actv?, succv!, failv!, τ}. Here actv, succv and failv are the three
actions to synchronise with the PTA of the parent node. τ represents an
internal output action which is immediate in nature;

• E is a set of edges in Pv. Recall from Chapter 3, that an edge in an PTA
is given as a tuple 〈l, φ, a, λ, l′〉, where l and l′ are the locations in the
PTA, φ is the clock constraint over a set of clocks X , a is an action label
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Figure 4.8: PTA for a basic attack step node v. Here x is a clock to track
the duration of the BAS, Tmin and Tmax are the minimum and maximum times,
cost is a global variable to keep track of all accumulated costs, and cost’

represents the variable costs per unit time spend spent in the location, f and c
are suitable constant values. C indicates that the locations are committed, i.e.
no time is spent in this location. The synchronisation signals act, succ and
fail are shown in blue coloured text. The guards over the transitions are

indicated in teal coloured text.

and the set λ ⊆ X gives the set of clocks to be reset. Below we describe
each edge in Pv:

– 〈Initial,>, actv?, ∅, Activated〉 represents a transition from the
location Initial to Activated. The action label over this transition
is actv? represents that PTA Pv is ready to synchronise with other
PTAs over this action label. There is no clocks reset during this
transition;

– 〈Activated,Enable(R), τ, {x}, Execution〉 represents a transition
taken from the location Activated to the location Execution. Here
R is an attack profile which assigns values to the attributes a1, . . . , an.
The clock constraint over this transition is set to true taken by
performing an internal action τ and resetting the clock x.

– 〈Execution,>, failv!, ∅, Failed〉 represents a transition taken from
the location Execution to the location Failed. The clock constraint
over this transition is set to true and the transition is taken by
performing an action failv!. There are no clocks to be reset.

– 〈Execution,CanSucceed(R), succv!, ∅, Successful〉 represents a trans-
ition taken from the location Execution to the location Successful.
The clock constraint over this transition is given by the constraint
CanSucceed over the attributes a1, . . . , an in BAS (in the Figure 4.8,
the clock constraint is Tmin ≤ x ≤ Tmax) and the transition is taken
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by performing an action succv!. There are no clocks to be reset.

– 〈Successful,>, actv?, ∅, Ask_succ〉 represents a transition taken
from the location Successful to the location Ask_succ. This is
useful if the node is a shared node among sub-trees and is listening
to the activation signal transmitted by another sub-tree sharing this
node.

– 〈Ask_succ,>, succv!, ∅, Successful〉 represents a transition taken
from the location Ask_succ to the location Successful.

– 〈Failed,>, actv?, ∅, Ask_fail〉 represents a transition taken from
the location Failed to the location Ask_fail. This is useful if
the node is a shared node among sub-trees and is listening to the
activation signal transmitted by another sub-tree sharing this node.

– 〈Ask_fail,>, failv!, ∅, Failed〉 represents a transition taken from
the location Ask_fail to the location Failed.

• Inv(l) = >. The invariant is all the locations is set to true.

• C(e) =
⊕n

i=1 Eff(ai, R)(0) if e = 〈Activated,Enable(R), τ, {x}, Execution〉⊕n
i=1(Eff(ai, R)(1)− Eff(ai, R)(0)) if e = Execution

0 otherwise
is the cost incurred at both locations and the edges. Here, we use the
function Eff to obtain the cumulative cost by summing the fixed costs
and the variable costs incurred during ‘t’ time. We use the notation

⊕
to denote the combination of elements into a vector. In Figure 4.8, we
show our framework using one cost structure given by attribute cost. The
variable costs incurred at location Execution is given by cost’. During
the transition from location Activated to the location Execution, we
assume that an attacker incurs a fixed cost f .

Semantics of AT gates. We give the semantics of each gate node with
an underlying PTA. The PTA describes for each gate v ∈ V and its type i.e.
L(v) ∈ {AND,OR,SAND,SOR}, how and in which order the success of children
of the gate result in the success of the gate.

AND gate. The semantics of AT node v of type L(v) = AND and Child(v)=
v1,. . . ,vn is given by underlying PTA. We say that the gate v is successful when
it receives the succi signal from each of its child vi. Here vi is the ith child
of gate v and succi denotes success of child vi. Here, the activation of the
children of the gate can be done in any order.

For example, consider an AND gate with two children v1 and v2 as shown in
Figure 4.9. Here for the purpose of gate behaviour we take AND gate with only
two children. We can construct PTA having more than two children, however
this is cumbersome and requires many more locations.
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Figure 4.9: PTA representation of an AND gate v with Child(v) = v1,v2.
Here C indicates that committed locations, i.e. no time is spent.

Initially, the AND gate waits for its activation, by waiting for an actv? signal.
When it receives the activation signal from its parent node, it immediately
activates both of its children by sending an output signal actv1 ! and actv2 !.
Since the input success signal from the children node may be received in any
order, the PTA models all the combinations. When the gate receives the success
signal from both of its children, it emits the output signal succv! to its parent
node indicating its success. When the gate receives a fail signal from any of its
children, it transmits a failv! to its parent node indicating its failure.

When the gate is shared among several sub-trees, the gate may listen to the
parent node other than by which it has been originally activated. In this case,
it listens to the actv? signal and then immediately goes back to its success
location, transmitting the signal succv! to its parent node indicating its success.

OR gate. The semantics of AT node v of type L(v) = OR and Child(v)=
v1,. . . ,vn is given by underlying PTA.

For example, consider an OR gate with two children v1 and v2 as shown in
Figure 4.10. Initially, the OR gate waits for its own activation, by waiting for
an actv? signal. When it receives the activation signal from its parent node, it
immediately activates both of its children by sending an output signal actv1 !
and actv2 !. When the gate receives the success signal from any of its children,
it emits the output signal succv! to its parent node indicating its success.
When the gate receives a fail signal from both of its children, it transmits a
failv! to its parent node indicating its failure.

Similar to the AND gate, the OR gate may be shared among several sub-
trees, hence the gate may listen to the parent node other than by which it has
been originally activated. In this case, it listens to the actv? signal and then
immediately goes back to its success location, transmitting the signal succv!
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Figure 4.10: PTA representation of an OR gate v with Child(v) = v1, v2.

to its parent node indicating its success.

SAND gate. The semantics of AT node v of type L(v) = SAND and Child(v)=
v1,. . . ,vn is given by underlying PTA. We say that the gate v is successful when
it receives the succi signal from each child vi, and success of child vi happens
before the success of child vi+1.

C C C C

actv? actv1! succv1? succv2?actv2 ! succv!

succv!actv?

C

C

actv? failv!

failv!

failv2?

failv1?

Figure 4.11: PTA representation of an SAND gate v with
Child(v) = v1, v2.

For example, consider an SAND gate with two children v1 and v2 as shown
in Figure 4.11. Initially, the SAND gate waits for its own activation, by waiting
for an actv? signal. When it receives the activation signal from its parent node,
it immediately activates its leftmost child by sending an output signal actv1 !.
It then waits for the success of child v1. When it receives the output success
signal of v1, it then activates the child v2. The success of the gate happens iff it
first receives a success signal in an order from the left to right. When the gate
is successful, it sends the output signal succv! to its parent node indicating its
success. When the gate receives the output falure signal of v1, it it transmits a
failv! to its parent node indicating its failure.
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Similar to AND and OR gates, the SAND gate may be shared among several
sub-trees, hence the gate may listen to the parent node other than by which it
has been originally activated. In this case, it listens to the actv? signal and
then immediately goes back to its success location, transmitting the signal
succv! to its parent node indicating its success.

SOR gate. The semantics of AT node v of type L(v) = SOR and Child(v)=
v1,. . . ,vn is given by underlying PTA. We say that the gate v is successful when
it receives the succi signal from any of its child vi, where the activation of
children is done in order from left to right, i.e., child node v1 is first activated.
When the gate receives the output success signal of v1, no other child is activated
and the gate sends the output success signal to its parent node, otherwise if
the gate receives the output failure signal of v1, the child v2 is activated and
this is repeated till vn.

C C C C

actv? actv1! failv1? failv2?actv2 ! failv!

failv!actv?

C

C

actv? succv!

succv!

succv2?

succv1?

Figure 4.12: PTA representation of an SOR gate v with
Child(v) = v1, v2.

For example, consider an SOR gate with two children v1 and v2 as shown in
Figure 4.12. Initially, the SOR gate waits for its own activation, by waiting for
an actv? signal. When it receives the activation signal from its parent node, it
activates its leftmost child v1 by sending an output signal actv1 ! and then wait
for its success. If the gate receives the success signal succv1?, it immediately
emits the output succv!. If the gate receives the fail signal failv1?, it activates
the next child v2. Similar to AND, OR and SAND gate, the SOR gate may be
shared among several sub-trees, hence the gate may listen to the parent node
other than by which it has been originally activated. In this case, it listens
to the actv? signal and then immediately goes back to its success location,
transmitting the signal succv! to its parent node indicating its success.

Semantics of top level node. The top level node of the AT Top node ∈ V
is associated with a PTA QTop node, shown in Figure 4.13.

It consists of following locations: Initial, Waiting_success, Top. The
PTA at start emits a broadcast output signal actv! activating its top level gate
v. It then waits at the location waiting_success listening for the input signal
succv?. When it receives the signal succv? sent from the top level gate, it
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Initial Waiting_success Top

actv!

x_top=0 succv?

Figure 4.13: PTA representation of top node. ’x_top’ is a global clock
that keeps track of time.

make a transition to the location Top which indicates the attacker has reached
to the root of the AT.

4.6 Encoding security goals in wCTL

Step 4 in Figure 4.1 requires the encoding of security goals gathered in Step 2
into queries using an appropriate query language.

For specifying properties over the composite NPTA extracted from an AT,
we use an extension of the wCTL [BBR04]. The grammar of this specification
language is given in in Section 3.5.1 of Chapter 3. We say a run in the NPTA
PT satisfies a wCTL formula ∃♦c≤CQTop node.Top, if starting from the initial
state, in any state of the run, the PTA of the top level node is in location Top

and the valuation of clock c is less than or equal to an observer clock C.

4.6.1 Queries

Below we encode the security goals described in Section 4.4 into queries in
wCTL.

Unconstrained attack values and attack paths. We encode the AT prop-
erty of interest asking for an unconstrained optimal attribute value by trans-
lating to an optimal reachability problem over the NPTA. Given a composite
priced timed automata PT obtained from an attack tree T , the unconstrained
attack value is obtained by making a reachability query: ∃♦QTop node.Top and
tracking the accumulated value of the attribute of interest. In Uppaal-Cora,
the model checker, the reachability query can be written as:

E (<> QTop node.Top)

In Uppaal-Cora there is a built-in method to find an optimum if only one
cost needs to be tracked. We obtain this value using the ‘Best first’ built-in
function. In Uppaal-Cora, the corresponding attack path leading to the
optimal attribute value can be extracted by searching for the ‘Best’ diagnostic
trace.

Constrained attack values and attack paths. We obtain the constrained
attack values by repeatedly querying for the existence of traces reaching the
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Top location, every time increasing the bound on the attribute(s) of interest.
When the tightest possible bound has been obtained, i.e., the property is not
satisfied upon increasing the bound, we take the previous step in which the
property is satisfied as the optimum bound. Since a positive result for the query
also produces a trace that satisfies it, this procedure also yields an optimal
attack path.

For example, to obtain the minimum time to succeed in the AT, given a
cost limit of 10000 (assuming this is the only cost variable), we first query
∃♦x_top≥0,C≤10000QTop node.Top to obtain some successful attack and its cor-
responding time. In Uppaal-Cora, the model checker, this constrained
reachability query can be written as:

E (<> QTop node.Top and x_top ≥ 0 and cost ≤ 10000)

where E stands for existential path quantifier, x_top is the global clock, cost
is the cost variable that keeps track of accumulated cost. Suppose this results
an attack that takes 10 days to complete, then we perform a new query
∃♦x_top<10,C≤10000QTop node.Top to try to find a faster attack. If no such
attack exists, we know that the minimal time to complete an attack given the
budget is of 10 days, and we have obtained an attack path that succeeds in
this time and budget.

Ranking. To find different attacks ranked according to an attribute such as
cost or time, we repeat the procedure above, each time excluding the attack
paths we have already found. For example, if the attack consisting of BASs
1 and 3 is the fastest possible attack, the second-fastest is found using the
query ∃♦x_top≤T (QTop node.Top ∧ ¬Pv1 .Successful ∧ Pv3 .Successful) and
finding the smallest value for time T to obtain the second-fastest attack. Note
from Figure 4.8, that Successful is a location in the PTA of the BAS. The
aforementioned process can be repeated until the desired number of optimal
attacks has been found.

Pareto optimal curves. Pareto optimal curves can be obtained by finding
the optimal attacks subject to an increasing constraint. For example, to find
the curve of minimal time vs. cost, we begin by finding the minimal time
to attack, and computing the lowest-cost attack that meets this time bound.
Then, we compute the minimal time to attack with a smaller budget, and again
find the lowest-cost attack that meets the new time bound. This process is
repeated until no attacks exist that meet the latest budget.

Analysis of ATs with Uppaal-Cora model-checker. Step 5 in Figure 4.1
uses the model checker Uppaal-Cora [BLR05b]. Recall from Section 3.5.2
in Chapter 3, the Uppaal-Cora model checker is a convenient tool for cost
optimal reachability analysis for priced timed automata models. We use the
inbuilt Best trace option in Uppaal-Cora to find the optimal attack trace.
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4.7 Case studies

In this section, we take two different case studies from the literature to demon-
strate our approach. For each case study, we obtain the optimal attack values
such as minimum time/ maximum cost for the attacker, and the maximal
damage inflicted on the company by the successful execution of an attack.
Additionally, we provide a concrete attack path realising this attack value.
Note that none of these case studies modelled using alternative formalisms such
as BDMPs [PCB10b] or multi-parameter attack tree [BLP+06a] used model
checking. Below we describe each case study in detail and also point out the
differences between our work and its source in literature.

4.7.1 Attack on a password protected file

The case study describing the attack on password protected file is given in
Example 4.1 at page 74. The AT for this case study is shown in Figure 4.4 at
page 75.

Attacker Parameters
BAS Profile Time Cost Damage

(in days) (in US $) (in US $)
guessing Any 15-20 5000+150t 0
dictionary Any 15-20 5000+150t 0
bruteforce Any 15-20 5000+150t 0
email_trap Generic attacker 5-15 2500+100t 100,000

Social worker 15-20 3000+100t 0
phone_trap Any 5-15 2000+100t 200,000
generic_reconnaissance Generic attacker 15-20 2000+150t 300,000

Social worker 0-5 500+50t 300,000
payload_crafting Generic attacker 15-20 500+50t 0

Social worker 15-20 1500+150t 0
email_file_execution Generic attacker 5-15 500+50t 0

Social worker 5-15 1500+50t 300,000
physical_reconn. Generic attacker 5-15 1000+100t 0

Social worker 0-5 500+50t 300,000
install_keylogger Generic attacker 0-5 1000+100t 0

Social worker 5-15 1000+150t 400,000
intercept_password Generic attacker 0-5 500+100t 600,000

Social worker 5-15 1000+150t 600,000

Table 4.14: Parameters used for annotating the AT shown in Figure 4.4

AT security goals of interest. In this case study, we are interested in the
security goals asking for optimal attack values and attack paths, i.e., What
is the cheapest/fastest attack values/paths for an attacker? Additionally, we
want to find the top 2 worst attacks ranked according to minimum cost and
minimum time.
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Attributes considered in case study. We decorate each BAS of an attack
tree with cost structures: the damage to company and the cost incurred by
an attacker. We also annotate each BAS with a time bound indicating the
minimum time and the maximum time to execute the BAS. For our analysis
purpose, we assume two attackers: a generic attacker and a social worker.
We assume that the generic attacker is a profit-motivated skilled professional
willing to bear penalties while the social worker is a popular public figure who
is also profit-motivated, but has a low risk appetite. The parameters used
in this case study for each of the aforementioned attacker profile are given
in Table 4.14. The parameters given here are based on our intuition and are
used to demonstrate our analysis framework. In real scenarios, the parameters
should be based on historical data, evaluator experience, etc. The problem of
how to obtain real scenario data is itself a research question which is beyond
the scope of this thesis.

Results. A ranked list of optimal attack paths along with the attack values is
given in Table 4.15.

We see that the minimum time/cost to compromise the password protected
file is strongly linked to the attacker profile. For a generic attacker, the minimum
time to compromise the password protected file is 15 days. The generic attacker
being good in technical skills here prefers an attack path involving single BAS
of bruteforce. The minimum cost to execute the attack is 7250 US$, and for
executing the attack, the attacker prefers the attack path of single attack step
of dictionary. The second cheapest attack for this attacker incurs the cost of
7250 US$, and for executing the attack, the attacker prefers the attack path of
single attack step of bruteforce.

For the social worker good in the craft of social engineering, the minimum
time for executing the attack is 10 days. To launch the aforementioned attack,
the attacker chooses to perform a multi-step attack which involves chaining the
BASs of generic_reconnaissance; physical_reconn.; install_keylogger;
intercept_password. The minimum cost to execute the attack is 4000 US$
and for executing the attack, the attacker chooses to perform a multi-step attack
which involves chaining the BASs of generic_reconnaissance; phone_trap.
The second most cheapest attack for this attacker incurs the cost of 4500
US$ and for executing the attack, the attacker chooses to perform a multi-
step attack which involves chaining the BASs of generic_reconnaissance;
physical_reconn.; install_keylogger;intercept_password.

The runtime for one experimental run of this case study is in the order of
seconds.

Earlier in [PCB10b], the authors use this case study and compute the prob-
ability of attack over time using the BDMPs. However, in the aforementioned
work, no optimisation framework for ATs is provided.
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Profile Metric of in-
terest

Attack path : BAS (t1 − t2)
(cost); BAS (t1 − t2) (cost);
. . .

Optimal
attack
value

Generic
attacker

Minimum cost dictionary (0− 15) (7250) 7250

2nd best min. cost bruteforce (0− 15) (7250) 7250
Minimum time bruteforce (0− 15) (7250) 15
Damage guessing (0− 15) (7250) 0

Social
Worker

Minimum cost generic_reconnaissance

(0− 0) (500);
4000

phone_trap (0− 15) (3500)
2nd best min. cost generic_reconnaissance

(0− 0) (500) (fails);
4500

physical_reconn. (0 − 0)
(500)
install_keylogger (0 − 5)
(1750);
intercept_password (5−10)
(1750)

Minimum time generic_reconnaissance

(0− 0) (500) (fails);
10

physical_reconn. (0 − 0)
(500);
install_keylogger (0 − 5)
(1750);
intercept_password (5−10)
(1750)

Damage dictionary (0− 15) (7250) 0

Table 4.15: Results of the case study of attack on a password
protected file. The first column in the table indicates the attacker profile in

consideration. The second column in the table gives the metric of interest.
The third column in the table provides an attack path in the attack tree
corresponding to the metric of interest. Here an attack path is given as

sequence of attack steps. We indicate the time for execution of each attack
step and the costs incurred on its execution in brackets in-front of the BAS.

The fourth column gives the optimal attack value corresponding to the metric
of interest.

4.7.2 Forestalling release of software

Problem/ Case description. The AT for the case study of forestalling the re-
lease of the software is shown in Figure 4.16. This AT is taken from [BLP+06b].
We modify the original AT to make it more expressive by including the dynamic
AT gates of SAND and SOR and allowing shared nodes.
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forestalling_release

steal_code use_code_in_product

bribing network_attack physical_robbery

bribe_programmer

hire_hacker
find_bug exploit_bug

obtain_code break_into_system

Figure 4.16: Attack tree model of the case study of forestalling release of
software. The basic attack steps are shown in red rectangular boxes.

At the top of the tree is the root node forestalling_release. To reach
the root node, an attacker must first successfully execute the event steal_code
and then successfully execute the event use_code_in_product. Hence, the
root node forestalling_release is refined using a SAND gate. To steal the
software, an attacker can use any of the techniques of bribing, network_-
attack or physical_robbery, hence the node steal_code is refined using
OR gate. For the event of bribing, an attacker needs to first successfully
bribe a programmer and then successfully obtain the code, hence the node
bribing is refined by a SAND gate. Similarly, one can employ a hacker who
can either use by networking expertise to find a bug and exploit it or try to
break into the system by conducting a robbery. Thus, the node hire_hacker

is a shared node that leads to the two different attack paths. Similarly, both
the events network_attack and physical_robbery requires all children to be
successfully performed in order from left to right and hence refined using SAND
gates.

AT security goals of interest. In this case study, we are interested in
finding what the cheapest/fastest attack value for an attacker is. Also in this
case study, we want to obtain the optimal attack path that inflicts minimum
damage to the enterprise. The result on minimum damage is not interesting to
an enterprise but is important for an attacker who may want to compromise
the asset causing minimum damage to the enterprise in order to skip severest
penalties. Furthermore, we ask for Pareto optimal solution, assuming cost and
time are the conflicting resources that an attacker can expend/ make tradeoffs.

Attributes considered in the case study. Similar to the earlier case study,
we decorate each BAS of the attack tree with cost structures of fixed costs,
variable costs and damages. We also annotate each BAS with a time bound
indicating the minimum time and the maximum time to execute the BAS.
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Attacker Parameters
BAS Profile Time Cost Cost to company

(in days) (in US $) (in US $)

bribe_programmer Generic attacker 15-20 1500 + 50t 500.000
Software Engineer 0-5 5000 + 100t 500.000

obtain_code Generic attacker 5-15 1000 + 100t 1.000.000
Software Engineer 0-5 2000 + 50t 1.000.000

hire_hacker Any 5-15 4000 + 50t 0
find_bug Generic attacker 15-20 1000 + 50t 0

Software engineer 0-5 1000 + 50t 0
exploit_bug Any 0-5 1000 + 50t 1.000.000
break_into_system Any 0-5 2000 + 100t 400.000
use_code_in_product Any 5-15 2000 + 50t 100.000

Table 4.17: Parameters used for annotating the BAS of the AT shown in
Figure 4.16

Here we assume two attacker profiles: a generic attacker and a software
engineer. The generic attacker is profit-motivated and has a high risk appetite,
but is low skilled in this type of attack. The software engineer has better access,
skills, equipment, hence highly skilled, but low risk appetite. The parameters
used in this case study for each of the aforementioned attacker profiles is given
in Table 4.17.

Results. For both the attacker profiles considered in our case study, the
optimal attack values are shown in Figure 4.18(a) and a Pareto curve showing
trade-offs between spending cost vs time is shown in Figure 4.18(b).
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Figure 4.18: Results of the case study of forestalling release of
software. Figure 4.18(a) provides optimal attack values for the two attacker
profiles under consideration. Figure 4.18(b) provides a Pareto frontier showing

the trade-offs in spending costs vs time by both the considered attacker.

We see that for the generic attacker the cost optimal attack value is US$
6000. The attack path realising this value is bribe_programmer; obtain_-
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code; use_code_in_product. The minimum time for a generic attacker to
successfully execute the attack is 10 days. The optimal attack path realising
this value is: hire_hacker; break_into_system; use_code_in_product.

The cost optimal attack value for a software engineer is US$ 8500. The
attack path realising this value is hire_hacker; find_bug; exploit_bug;
use_code_in_product. The minimum time for a software engineer to suc-
cessfully execute the attack is 5 days. The optimal attack path realising this
value is same as that of the generic attacker. Also, there is an attack path,
i.e., hire_hacker; break_into_system; use_code_in_product which results
in minimum damage of $500,000 irrespective of the considered attacker profile.
In Figure 4.18(b), we draw the Pareto frontier, finding the trade-offs for both
the attacker profiles, in spending time or cost. We see that while the generic
attacker requires 10 days incurring a minimum cost of $9250 to launch an
attack, a software engineer incurs a cost of $8500, but can complete the attack
in 5 days. There is no attack that costs less than 8500 US$.

The runtime for one experimental run of this case study is in the order of
seconds.

Earlier in [BLP+06b], the authors use this case study and compute the
expected utility for a profit motive attacker. To do this, the authors decorate
the AT with several parameters such as costs, gains, penalty, etc. However, in
the aforementioned work, no optimisation framework for ATs is provided.

From the above results, we show that using our framework we can compute
the optimal attack values and paths taking into account different adversaries.
Thus, an enterprise manager knowing what is feasible for an attacker can
perform a cost-benefit analysis and put appropriate countermeasures to block
the attacker’s optimal attack paths.

4.8 Automatic translation of ATs to PTA and quantitat-
ive analysis using ATTop

In this chapter, we used the model checker Uppaal-Cora to obtain cost optimal
attack values and paths. Similarly, in literature, there exist several other popular
tools such as ADtool [KKMS13], ATE [Asl], ATCalc (Section 5.7, Chapter 5)
that perform quantitative analysis of attack trees and answer different other
metrics. To automate the process of obtaining the analysis results from the
Uppaal model checker and furthermore bridge the different attack tree analysis
tools, we developed a tool-chain – ATTop.

ATTop [SYR+17, KSR+18], see a screen-shot of the tool in Figure 4.19, fa-
cilitates interoperation between several AT analysis methodologies and resulting
tools (e.g., ATE, ATCalc, ADTool 2.0). It allows performing a comprehensive
analysis of attack trees by translating them into timed automata and analysing
them using the popular model checker Uppaal and translating the analysis
results back to the original ATs.
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Figure 4.19: Screenshot of ATTop’s main screen, allowing input file selection,
query specification, and output selection.

ATTop utilises the model-driven engineering approach and is based on the
Eclipse Modeling Framework (EMF). Our work is based on systematically
constructing the metamodel of the attack trees and the metamodel of Uppaal
timed automata. After that, we perform horizontal transformation to trans-
form the attack tree models described in different input/output formats each
conforming to the same attack tree metamodel. Furthermore, to support the
analysis of attack trees using the more general formalism of timed automata, we
perform vertical transformations between the models conforming to attack tree
metamodel and the timed automata model conforming to the Uppaal timed
automata metamodel. Users operate the tool by specifying input files and their
corresponding languages, and the desired output files and languages. The user
can now choose between different queries and analysis engines. ATTop is open
source and is available at https://github.com/utwente-fmt/attop. We refer
the reader to [SYR+17, KSR+18] for details on the different metamodels and
the translation rules between these metamodels.

4.9 Conclusion and future work

In this chapter, we provided a novel multi-parameter analysis framework for
ATs. We proposed a compositional analysis framework for ATs by translating
ATs into PTAs. Furthermore, by equipping ATs with model checking techniques,
we computed several metrics such as cheapest/ fastest/ most damaging attack

https://github.com/utwente-fmt/attop
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values, its associated paths, top 10 most damaging attacks, etc. We show
the practical usefulness of our work by taking two case studies from the
literature, modelling them as ATs and computing the aforementioned metrics.
We show that by stepping into the shoes of an attacker and finding their
optimal attack paths, an enterprise manager can effectively implement optimal
countermeasures.

The work discussed in this chapter relies on the computer verification tech-
nique of model checking; hence it inherits all the benefits of model checking
techniques, i.e., push down button verification method, counterexample gener-
ation, tool support, etc. However, our methodology also inherits the curse of
model-checking technique, namely the state-space explosion.

In future, we would like to evaluate our framework over real scenario case
studies. After that, knowing the extent of state-space explosion, we plan to
look for smarter algorithms/ state-space reduction techniques like partial order
reduction/ bisimulations or other smart heuristics on attack tree itself (such as
pruning the attack tree) to minimise the state-space. We point out here the
work of Volk et al. [VJK16], on various smart ways on limiting the state-space
explosion problem, that the authors deployed for fault trees, which we believe
in a similar fashion can be adapted to attack trees.



CHAPTER 5

Quantitative attack tree analysis using

Markov automata

“If the past, by bringing
surprises, did not resemble the
past previous to it (what I call
the past’s past), then why should
our future resemble our current
past?”

Nassim Nicholas Taleb

T
he success of attack or its opposite, i.e., the protection of the critical
assets from attacks, crucially depends on time. For a successful attack,
it requires that the attacker invests time to execute each attack step

and then chain them in a desired temporal order. Typically, the more the
time an attacker invests to learn system details, the better are the chances
of success. For a defender, this time-dependent behaviour of an attacker is
important to plan the countermeasures to negate the possible attacks. For
example by knowing: “Is it possible for the attacker to be successful in 1 day?”
or “Should a crucial vulnerability be patched now?” etc., an enterprise manager
can effectively implement security hardening controls before a vulnerability is
exploited by an attacker.

In Chapter 2, we reviewed the prominent attack tree analysis methods
and their extensions. As described there the attack tree formalism is a simple
yet powerful formal structure to reason about straightforward questions such
as “What is the probability of an attack?” or “Is there an attack that can
be executed without special equipment?”, etc. However the results of such
time-abstract questions, for example, “A specific attack succeeds with 34%”, is
meaningless without a close underpinning of the precise scenario: What is the
time frame of the attack, how much resources such as time, budget, skills etc.
does the attacker possess?

In this chapter, we provide a framework to capture the time-dependent
behaviour of an attacker, i.e., for each point in time, we compute the probability
that the attacker is successful. Our analysis is based on translating each AT
leaf and gate into state-based Markov automata, which are then composed
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Figure 5.1: AT analysis using Markov automata. Steps 3, 4, 5 and 6 remain
invisible to the security analyst.

together and fed into a model-checker ATCalc along with the metrics of
interest. ATCalc uses classical model checking algorithms along with smart
minimisation algorithms to reduce the state space. In this way, we obtain
an efficient attack tree analysis framework that can handle shared sub-trees,
temporal dependencies, etc. and answer time-dynamic security questions which
cannot be handled by the existing attack tree analysis methods. Practically,
with our analysis framework, we answer important security questions such as
the probability of eventual success, the probability of success over time, mean
time of a successful attack, etc.

Our methodology. An overview of the approach of AT analysis using Markov
automata is shown in Figure 5.1. This figure is an instantiation of the picture
provided in Figure 1.3 of Chapter 1 with the parameters relevant to this chapter.

Given a case study description, provided by the domain expert/ case study
owner, we build a corresponding AT of the system (Step 1, Figure 5.1). The
next step (Step 2, Figure 5.1) is to gather the security goals from the case-
study owner. Example of security goals that we answer with the framework
described in this chapter are “What is the probability of success over time?”,
“What is the expected time for successful attack?” etc. The next step (Step
3, Figure 5.1) is to extract a input output Markov automaton (I/O-MA) of the
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corresponding AT. We use I/O-MA as our underlying automata models as they
provides a rigorous basis to capture the time dynamic behaviour of an attacker.
Furthermore, they allows compositional modelling, i.e., we construct a large
MA of the AT from several smaller I/O-MAs of AT components, thus keeping
the models comprehensible (compositional aggregation approach, [BCS10]). To
encode the properties of interest gathered in Step 2 of our analysis approach into
queries (Step 4, Figure 5.1), we use the branching temporal logic of Continuous
Stochastic Logic (CSL, [BHHK03]). The composed I/O-MA model of the AT
and the encoded properties of interest are then fed into the ATCalc model
checker (Step 5, Figure 5.1) to perform the model checking. The next step
(Step 6, Figure 5.1) is to analyse the output obtained from the model checker
and interpret it in the context of original AT. In this chapter, the output is a
cumulative distribution function (CDF) that gives the probability of an attack
over time.

We illustrate our approach with two case studies, namely an attack on a
password protected file [PCB10b] and an attack on an industrial control system
via the Stuxnet virus [KBPC12], both taken from the literature. Our analysis
provides information on how the probability of attacks evolves. Additionally,
using sensitivity analysis, we point out which attack steps have the highest
contribution to the success of an attack.

Contributions of the chapter. The main contributions of this chapter are:

• time-dynamic quantitative analysis of ATs using model checking as the
engine;
• two case studies taken from the literature depicting our analysis frame-

work.

Origins of the chapter. The work presented in this chapter is based on:

• F. Arnold, D. Guck, R. Kumar, and M. Stoelinga. Sequential and parallel
attack tree modelling. In Computer Safety, Reliability, and Security -
SAFECOMP 2015 Workshops, ASSURE, DECSoS, ISSE, ReSA4CI, and
SASSUR, Proc., pages 291–299, 2015.

Outline of the chapter. In Section 5.1, we first review the popular time
dynamic attack tree analysis techniques. Section 5.2 recalls the AT framework,
Section 5.3 provides the formal description of AT. Section 5.4 discusses the
security goals of interest in context of this chapter. Section 5.5 provides the
translation of attack tree into Markov automata. Section 5.6 provides the
encoding of security goals of interest into CSL temporal logic. Section 5.7
discusses the model-checker ATCalc used for obtaining quantitative results.
Section 5.8 discusses two case studies to experimentally validate our framework.
Finally, Section 5.9 draws conclusions and points to the appropriate directions
for future work.
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5.1 Related work

As stated in Chapter 2, most of the existing AT analysis techniques are static,
i.e., do not quantify attacks over time. Close to our work is the formalism
of Boolean driven Markov Processes (BDMPs, [KBC+14, KBPC12]), where
the authors enhanced the expressiveness of classical attack trees using trigger
edges and phase clocks. The resulting formalism allows modelling the temporal
dependency between the system components. We believe that the formalism
mentioned above to be a significant advancement over the classical static
AT analysis techniques. However, we find that the additional constructs
introduced in the formalism results in unnecessary clutter, making it hard
to understand the models. Additionally, the analysis framework of BDMPs
derives one monolithic stochastic model out of the AT. In contrast to the
aforementioned formalism, our approach is compositional, thereby giving us
the flexibility to extend the existing attack tree by adding more complex
gates if required, while keeping the rest of the structure intact. Analytically,
BDMPs use simulations in the form of sequence exploration, which does not
yield precise results. In contrast, our method is based on model checking,
thus fetching precise results. Other approaches analysing attack trees using
Markov chains are [AHPS14, JLM16]. Recent approaches performing timed
analysis of attack graphs/ trees using game-based approaches are provided
in [HKKS16, GHL+16]. Elsewhere, compositional modelling and analysis of
fault trees using I/O IMCs is given in [BCS10].

5.2 Attack trees

We have reviewed the formalism of attack trees in Chapter 2 of this thesis.
In Chapter 4, we extend the classical attack tree formalism with newer gates-
the Sequential-AND (SAND) and the Sequential-OR gate (SOR). We have
demonstrated the importance of these additional gates in the last chapter using
two case studies and computing several security goals such as (un)constrained
optimal attack values, (un)constrained optimal attack paths etc.

In this chapter, we use the enriched attack tree formalism with both the
traditional and the new attack tree gates. However, unlike the last chapter,
where we were interested in a multi-cost optimisation framework for attack
trees, in this chapter we are interested in probability of success over time.
Hence, in contrast to the last chapter, where we decorate the attack tree with
multiple cost structures such as cost incurred by an attacker to buy equipments,
damage inflicted on the enterprise if the attack is successful, etc, in this chapter,
we decorate the leaves of the attack tree with two attributes: probability of
success and rate of execution.
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5.3 Formal description of AT

The formal definition of attack trees is given in Chapter 2 at page 26. In this
chapter, we consider the set of gates is given by Gates = {AND,OR,SAND,
SOR}.

Below we describe the attributes used to decorate the BAS of the AT.

Basic attack steps. We decorate each BAS of the attack tree with a tuple
(Rate, Pr) consisting of:

• Pr ∈ [0, 1] is the probability of success of a BAS. It quantifies the
attacker’s overall success independent of the execution time t, considering
that he might get caught or aborts the attack attempt.

• Rate : λ ∈ R≥0 is the rate of execution of a BAS. We assume that the
attack duration to be exponentially distributed with a rate parameter λ.

Let X be an exponentially distributed random variable. We are interested
in the cumulative distribution function (CDF) f(t) = P[X ≤ t] that represents
the probability that the attack step is executed successfully within t time units.
We assume here the CDF be an exponential distribution, i.e., P(X ≤ t) =
1 − e−λt, for any t ∈ R+. Its expected value is given by E[X] = 1

λ , which is
the mean time an attacker spends before causing a transition.

5.4 Security goals of interest

Step 2 in Figure 5.1 requires description of the security goals. We here put all
the different types of security questions answered within the framework provided
in this chapter under the following headers for their systematic representation:

Probability of success over time. The security question of finding the
probability of success over time asks for the evolution of successful attacks. For
example, for the AT shown in Figure 4.4 of Chapter 4, one can ask “What is
the probability that an adversary can crack a password in 1 day?” or “ What
is the probability that an attacker can crack password within 2-5 days?” Thus,
one can ask for the probability of an attack between the interval [t1, t2].

Mean time to success. The security question of finding the mean time to
success asks for the expected time until the first attack is successfully executed
from the system became operational. For example, for the AT shown in
Figure 4.4 of Chapter 4, one can ask “What is the mean time until we can
expect a successful attack by cracking the password?”

Sensitivity analysis. The security question of performing sensitivity analysis
asks for which attack step(s) in the AT that have most significant influence on
the success of an attack. Alternatively, one can use sensitivity analysis to find
on which BAS(s) the enterprise manager should invest to ensure that the asset
remains protected for a certain duration, (say one month)?
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5.5 Translation of attack trees into I/O-MA

Step 3 of Figure 5.1 requires extraction of I/O-MA automata from the corres-
ponding ATs. We extract the I/O-MA in a compositional manner inspired by
the compositional aggregation approach of Boudali et al. in [BCS07].

AT analysis using compositional aggregation. An overview of the com-
positional aggregation approach using priced timed automata is shown in
Figure 4.6 of Chapter 4 at page 79. In a similar way, we perform the composi-
tional AT analysis using I/O-MA. The formal description of parallel composition
of MAs is given in Section 3.7 of Chapter 3.

We first perform one-to-one translation of each AT node v, i.e leaf and gate,
into an I/O-MA. If v ∈ V, where V is a set of AT nodes and whose L(v) is a
gate in AT, then all nodes are instantiated with parameters in such a way that
the input signal of v connects to output signal of v′s children.

We obtain the complete I/O-MA associated with the AT T by the parallel
composition of the I/O-MAs for all the nodes, and an an additional I/O-MA
for the Top node QTop node. We use the parallel composition operator ‖ that
allows one to construct a large I/O-MA from several smaller ones. If we
denote by Mv the I/O-MA corresponding to node v of AT T , the complete
automata model is given as a network of Markov automata NMA, given as
MT =Mv1 ||Mv2 || . . . ||Mvn ||QTop node.

Below we provide the semantics of each element of the AT.

Notations. B = {⊥,>} is the set of boolean values. Recall from Definition 3.12
Chapter 3, a Markov automaton is defined as a tuple 〈L, l0, σ, ↪−→, 〉. Here L
are the locations in the MA, l0 is the initial location, σ is the set of actions
partitioned into input actions σi, output actions σo and the internal action τ ,
 is the set of Markovian transitions and ↪−→ is the set of interactive transitions.

Semantics of Basic attack step. The semantics of a BAS is given by
its underlying I/O-MA, shown in Figure 5.2. Initially, the BAS waits for an
activation signal. Usually, the activation signal is sent by either the top-level
node at system start or by a parent node. As the signal is received from
the parent node, the attacker starts executing the step, investing a certain
amount of time. We assume that the attack duration is governed by probability
distribution with the rate parameter specified by Rate. After execution, the
attacker either succeeds with probability Pr or fails with probability 1− Pr,
which is denoted by branching into two different locations. If the BAS is
successful, it informs its parent nodes by sending a succ! signal, otherwise, it
sends a fail! signal. If the shared BAS upon its successful execution receives
an input signal act?, asking for its reactivation, it goes back to the Succeeded

location and transmits a succ! signal indicating its success. If the shared BAS
upon its unsuccessful execution receives an input signal act?, asking for its
reactivation, it goes back to the Failed location and transmits a fail! signal,
indicating its failure.
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Figure 5.2: I/O-MA representation of a basic attack step v. C indicates
that the location is committed, i.e. no time is spent in this location. The

dashed arrow indicates transitions at stochastic times, the solid arrow indicate
discrete transitions taken immediately or on receiving the synchronisation

signals indicated. The synchronisation signals act, succ and fail are shown
in blue coloured text. Pr refers to the probability of success of the BAS,
shown in cyan coloured text. The location coloured in green is the goal

location reached by successful execution of the BAS, the location coloured in
red is the location reached by the attacker upon failure.

Formally, the semantics of AT node v of type L(v) = BAS decorated with a
tuple (Rate, Pr) is given by an I/O-MA Mv = 〈L, l0, σ, ↪−→, 〉 with:

• L= {Initial, Activated, Execution, Succeed, Succeeded, Fail, Failed,
Ask_succ, Ask_fail};

• l0 = Initial. This represents that the BAS is waiting to be activated
by its parent node;

• σ = {actv?, succv!, failv!, τ}. Here actv?, failv! and succv! are the
actions to synchronise with the I/O-MA of the parent node. τ represents
an internal output action which is immediate in nature;

• ↪−→ is a set of interactive transitions in Mv. Recall from Chapter 3, that
an edge in an MA is given as a tuple 〈l, a, ψ〉 that represents a transition
from location l by executing an action a, after which the probability to
go to l′ ∈ L is ψ(l′). Recall from Chapter 3, we write 1l for the dirac
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distribution over l ∈ L, given by 1l(l
′) = 1 and 1l(l

′′) = 0 for all l′′ such
that l 6= l′′;

Below we describe each interactive edge in Mv:

– 〈Initial, actv?,1Activated〉 represents an interactive transition from
the location Initial to Activated;

– 〈Execution, τ, {Succeed 7→ Pr, Fail 7→ 1 − Pr}, Succeed〉 repres-
ents an interactive transition taken from the location Execution

to the location Succeed with a probability Pr and to the location
Fail with a probability 1− Pr;

– 〈Succeed, succv!,1Succeeded〉 represents an interactive transition from
the location Succeed to Succeeded;

– 〈Fail, failv!,1Failed〉 represents an interactive transition from the
location Fail to Failed;

– 〈Failed, actv?,1Ask_fail〉 represents an interactive transition from
the location Failed to Ask_fail;

– 〈Ask_fail, failv!,1Failed〉 represents an interactive transition from
the location Ask_fail to Failed;

– 〈Succeeded, actv?,1Ask_succ〉 represents an interactive transition
from the location Succeeded to Ask_succ;

– 〈Ask_succ, succv!,1Succeded〉 represents an interactive transition from
the location Ask_succ to Succeeded.

•  is a set of Markovian edges in Mv. The only Markovian edge in
Mv is 〈Activated,Rate, Execution〉. It represents a transition from the
location Activated to the location Execution with rate Rate.

Semantics of gates. The semantics of AND,OR, SAND, SOR gates used
in this chapter are given by an underlying I/O-MA. We have discussed the
semantics of these gates in Chapter 4 at Page 83. There we used the formalism
of priced timed automata to describe the behaviour of each gate. As we have
considered no attribute in the gates, the semantics of the gates using I/O-MA
is same as the gate semantics defined using priced timed automata described
in the previous chapter, hence we do not repeat it here.

Semantics of AT top node. The top level node of the AT Top node ∈ V is
associated with another I/O-MA MTop node, shown in Figure 5.3.

It consists of following locations: Initial, Waiting_success, Top. The
I/O-MA at start emits a broadcast output signal actv! activating the top level
gate v. It then waits at the location waiting_success listening for the input
signal succv?. When it receives the signal succv? sent from its top level gate, it
make a transition to the location Top which indicates the attacker has reached
to the root of the AT
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Initial Waiting_success Top

actv! succv?

Figure 5.3: I/O-MA representation of top node.

5.6 Encoding security goals in CSL

Step 4 in Figure 5.1 requires the encoding of security goals gathered in Step 2
into queries using an appropriate query language.

For specifying properties over the composite NMA extracted from an
AT, we use the CSL [DLL+15]. The grammar of the CSL is given in Sec-
tion 3.7.1 of Chapter 3. We say a run in the NMA satisfies a CSL formula
PMT (♦QTop node.Top) if any state of the run, the I/O-MA of the top level node
is in location Top. Recall that Ponp(ψ) denotes the probability measure of the
runs satisfying the path formulae ψ meets the probability bound on p, E(φ)
denotes the expected time to reach states satisfying the state formula φ.

5.6.1 Queries

Below we encode the security goals described in Section 5.4 into queries in
CSL.

Probability of success over time. Given a composite input output Markov
automata modelMT obtained from an attack tree T , the probability of success
of an attack in a mission time ‘t’ is given as: PMT (♦≤tQTop node.Top).

Mean time to success. Given a composite input output Markov automata
model MT obtained from an attack tree T , the mean time to success is given
by EMT (QTop node.Top) if the attacker is eventually successful.

Sensitivity analysis. To determine the BASs which have maximum impact on
the attack execution time, we use the concept of sensitivity analysis, popularly
used to identify the critical component in fault trees analysis [Lee95]. To do this,
we change the parameter of a chosen BAS, say change the input distribution
such that the expected execution time doubles, keeping the parameters of the
other BAS unchanged. We note the percentage difference in the output value
(probability of success in a given mission time) by making such a change. We
repeat the previous step, resetting the input parameters of the BAS considered
in the previous step to its original value and change the parameters of the
other BASs one at a time. Through this process, we rank the BASs which have
the maximum change in the output value with respect to the same change in
the input value, thus finding the BASs which are the most critical ones to the
perturbations in the input parameters.
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Figure 5.4: ATCalc webtool interface.

5.7 Model checking MAs in ATCalc tool

Step 5 in Figure 5.1 uses model checker ATCalc [ABdB+13].
The tool ATCalc is a successor of model checker DFTCalc [GSS15,

Guc17] and is customised to perform the model checking of attack trees. It
combines two dedicated model checkers: the Interactive Markov chain analyser
(IMCA, [GTH+14]) and the Markov reward model checker (MRMC, [KZH+11])
which are used as its back-end computation engines. Additionally, it uses the
tool box of Construction and Analysis of Distributed Processes (CADP, [GLMS13a])
to generate the Markov models from the system specification given in LOTOS
NT [BB87]. We discuss each of the component in details in Section 5.7.1.
Below we provide the current status of the tool.

Status of the tool. ATCalc can be used by downloading a stand-alone ver-
sion accessible via git from http://fmt.cs.utwente.nl/tools/scm/dftcalc.

git in the branch atcalc. and via a web interface accessible at http://fmt.
ewi.utwente.nl/puptol/dftcalc/ and choosing the AT in the DFT/AT
choice option. ATCalc is open source but requires a license for CADP, which
is free for academic institutions.

Figure 5.4 shows a screen-shot of the ATCalc tool. The results can be
given either by numbers, via the button Show Result, or as a plot, via the
button Show Plot. The input and configuration of the web interface can be
saved via the button Permalink.

http://fmt.cs.utwente.nl/tools/scm/dftcalc.git
http://fmt.cs.utwente.nl/tools/scm/dftcalc.git
http://fmt.ewi.utwente.nl/puptol/dftcalc/
http://fmt.ewi.utwente.nl/puptol/dftcalc/
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1 % root node o f the AT i s password crack
t o p l e v e l ‘ ‘ password crack ” ;

3 ‘ ‘ password crack ” or ‘ ‘ c r a c k i n g a l t e r n a t i v e s ” ‘ ‘
password attack ” ;

5 ‘ ‘ key logger ” seqand ‘ ‘ i n s t a l l a t i o n ” ‘ ‘
intercept password ” ;

7 ‘ ‘ password attack ” seqor ‘ ‘ s o c i a l e n g i n e e r i n g ” ‘ ‘
key logger ” ;

9 ‘ ‘ c r a c k i n g a l t e r n a t i v e s ” or ‘ ‘ gue s s ing ” ‘ ‘ d i c t i o n a r y ” ‘ ‘
b r u t e f o r c e ” ;

11 ‘ ‘ i n s t a l l a t i o n ” or ‘ ‘ remote” ‘ ‘ p h y s i c a l ” ;

13 ‘ ‘ emai l /phone trap” or ‘ ‘ email trap ” ‘ ‘ phone trap ” ;

15 ‘ ‘ p h y s i c a l ” seqand ‘ ‘ phys ica l reconn . ” ‘ ‘
i n s t a l l k e y l o g g e r ” ;

17 ‘ ‘ remote” seqand ‘ ‘ g ene r i c r e conna i s sance ”
‘ ‘ pay load cra f t ing ” ‘ ‘ ema i l f i l e execut i on ” ;

19 ‘ ‘ s o c i a l e n g i n e e r i n g ” seqand ‘ ‘ g ene r i c r e conna i s sance ”
‘ ‘ emai l /phone trap”

21 ‘ ‘ gue s s ing ” lambda=0 dorm=0 prob =1;
‘ ‘ email trap ” lambda=1 dorm=0 prob =0.33;

23 ‘ ‘ phone trap” lambda=0.5 dorm=0 prob =0.33;
‘ ‘ d i c t i o n a r y ” lambda=0 dorm=0 prob =1;

25 ‘ ‘ b r u t e f o r c e ” lambda=0.03 dorm=0 prob =1;
‘ ‘ intercept password ” lambda=1 dorm=0 prob =1;

27 ‘ ‘ ema i l f i l e execut i on ” lambda=0.5 dorm=0 prob =0.1;
‘ ‘ pay load cra f t ing ” lambda=0.5 dorm=0 prob =1;

29 ‘ ‘ phys ica l reconn . lambda=1 dorm=0 prob =1;
‘ ‘ i n t a l l k e y l o g g e r ” lambda=1 dorm=0 prob =1;

31 ‘ ‘ g ene r i c r e conna i s sance ” lambda=1 dorm=0 prob =1;

Listing 5.1: Galileo specification of the AT shown in Figure 4.4 which is
input to the ATCalc tool

The input to the ATCalc tool is an AT in a Galileo textual format [SDC99].
Listing 5.1 shows the AT of Figure 4.4 given in Chapter 4 in Galileo textual
format. Here, we see that the Galileo format provides an intuitive description
of AT in a top-down manner. We start at the root and refine it further to
intermediate nodes and finally reach to the AT leaves which are parameterised
using appropriate values. Here the keywords coloured in blue are: seqand
representing the SAND gate, seqor representing the SOR gate, and representing
the AND gate and or representing the OR gate. The keyword toplevel indicates
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the root of the tree. We represent the AT attribute of execution rate by the
keyword lambda and the probability of success by the keyword prob. The
keyword dorm stands for the dormancy factor, i.e., dorm ∈ [0, 1]. Though not
used in our automata models/case studies, this factor can be used to specify
additional behaviour of BAS such as execution of BAS with detection rates,
where an attacker can execute an attack step with a rate dorm · lambda.

5.7.1 Architecture of the ATCalc model checker

Figure 5.5 shows architecture of ATCalc tool. Its consists of three main steps:
1) Translation of AT provided in Galileo textual form to LOTOS format. 2)
Explicit state space enumeration and compositional aggregation. 3) Analysis
using model-checkers.

Below, we discuss each of these steps in details.

AT dft2lntc .exp

.lnt

.svl

CADP .bcg

imc2ctmdp

bcg2imca

.ctmdpi

.lab

.ma

MRMC

IMCA

ATCalc

Prsucc

Figure 5.5: The ATCalc tool-chain.

Step-1: Translation of AT provided in Galileo textual form to CADP model-
checker input format. The first step is translate the Galileo textual
format into the format that is acceptable by the CADP tool-box using
the parser dft2lntc. The output of the parser are three files:

• .lnt file. (LOTOS NT template) specifying the behaviour of element
of the AT. Each AT element is a separate file, thus our tool is
extensible with additional gates and leaf behaviour, such as including
complex phase type distributions, etc. by specifying the semantics
as Markov automata and adding its LOTOS NT specification in the
tool library.

• .exp file. specifying the communication rules to synchronise the
AT elements. It consists of which AT components are permitted
to communicate with each other over the communication signals of
activation, success and failure described in previous section.

• .svl file. specifies the rules for composition of AT elements using
the aforementioned two items. This file specifies how the CADP
tool-box should use the .lnt and the .exp file to result in a .bcg

file.



5.8. Case studies 109

Step-2: Explicit state space enumeration and compositional aggregation. The
second step is to construct a MA from the AT specifications using the
CADP toolbox. For this purpose, the behaviour of each AT element is
expressed in a .bcg (binary coded graph) format obtained by parsing
the .lnt specification of each AT element. Thereafter, the .bcg files are
composed together using the communication rules specified in the .exp
file using several smart ways such as equivalence checking to minimize
the state-space.

Step-3: Analysis using model-checkers. The third step is to feed the .bcg files
outputted from the CADP tool-box to a model-checker using appropriate
parsers. The output of model checker is to calculate several security
metrics as dicussed in Section 5.4 of this chapter.

Below we provide a brief overview of the CADP tool-box and the model-
checkers tools of MRMC and the IMCA model-checkers used in ATCalc:

CADP [GLMS13b] supports construction of Markov models from the Lo-
tosNT [GS96] specifications. Furthermore, it supports parallel composi-
tional aggregation of the models. Additionally, it supports several state
space minimization algorithms based on strong and weak bisimuations.

MRMC [KZH+11] is a model checker that supporting verification of discrete-
time and continuous-time Markov automata models against the properties
expressed in temporal logics PCTL and CSL. Furthermore, MRMC sup-
ports the extensions of these models enriched with costs (Markov reward
automata).

IMCA [GTH+14] is a tool for the quantitative analysis of MAs. In particular,
it supports the verification of I/O-MA against unbounded reachability,
time- and interval-bounded reachability, expected-time objectives, and
long-run average objectives.

5.8 Case studies

In this section, we take two different case studies from the literature to demon-
strate our approach. We model each case study using the AT traditional gates
of AND and OR and the additional gates of SAND and SOR introduced in the
previous chapter.

The case study given in Section 5.8.1 and the case study given in Sec-
tion 5.8.2 are taken from [PCB10a] and [KBPC12], where the authors use
Boolean driven Markov Processes (BDMPs) formalism to model the system.
Analytically, in the papers mentioned above, authors obtain the probability of
success of an attack over a mission time and mean time of success of an attack.
Additionally, the paper enumerates and ranks the attack paths according to
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the probability of success. Furthermore, in contrast to the previous approach,
our approach is based on the well-established formalism of attack trees, hence
prevents additional clutter which arises in BDMP formalism due to other
syntactic constructs of phase-clocks and trigger edges.

In [AHPS14], the authors models the case study of compromise of SCADA
system via Stuxnet virus (given in Section 5.8.2 of this chapter) taken from [KBPC12]
using attack trees. However, in this paper, the authors excluded the prob-
abilistic nodes from the original model. In contrast with the previous paper,
our framework models the same scenario as put in [KBPC12] by including the
information of both the success rate in the form of exponential distribution
and the probability of success in the form of discrete probability. Note that
none of these case studies modelled and analysed earlier used model checking.
Below we describe both case studies in detail.

Experimental setup. All experiments were performed on an Intel Xeon CPU
E5335 at 2.00GHz with 22GB RAM under Linux.

5.8.1 Attack on password protected file

The case study of attack on a password protected file is described in Chapter 4
at page 74. The AT for this case study is shown in Figure 4.4 at page 75.
In Chapter 4, we used the case study to compute security goals involving an
optimality criterion. In this chapter, we use the same case study to compute
security goals involving stochastics.

Subtree BAS Parameters
Rate of execution (MTTE) Psucc

cracking_alternatives guessing 0 (impossible) 1
dictionary 0 (impossible) 1
bruteforce 0.033 (30 days) 1

password_attack email_trap 1 (1 day) 0.33
phone_trap 0.5 (2 days) 0.33
generic_reconnaissance 1 (1 day) 1
payload_crafting 0.5 (2 days) 1
email_file_execution 0.5 (2 days) 0.1
physical_reconn. 1 (1 day) 1
install_keylogger 1 (1 day) 1
intercept_password 1 (1 day) 1

Table 5.6: Parameters used for annotating the BAS of the AT shown
in Figure 4.4. The leftmost column indicates the AT sub-tree while the

column after that gives the leaves in that sub-tree.

AT security goal of interest. In this case study, we are interested in obtain-
ing the probability of success of cracking the password over time. Furthermore,
we are also interested in finding which attack step(s) impacts the execution
time of the whole scenario significantly. Additionally, we compute the mean
time to successful attack.
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(a) Probability of success over time: Password
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(b) Sensitivity analysis: Password protected
file.

Figure 5.7: Results of the case study. Figure 5.7(a) shows the CDF
showing the probability of success over time. Figure 5.7(b) shows the results of

performing sensitivity analysis for the case study. Here, we observe the
percentage change in the probability of success to reach to the root element of

the AT in 10 days, 20 days and 40 days.

Parameters used in the case study. We decorate each leaf of the attack tree
shown in Figure 5.8 with a rate of execution and the probability of success. The
input parameters of the AT used in this case study are given in Table 5.6. They
are based on the input parameters given in [PCB10a]. The rate of execution is
derived from the mean time of execution (MTTE) i.e λ = 1/MTTE, gathered
from historical data/ expert opinion, etc.

Results. The CDF of the probability of success over time is shown in Fig-
ure 5.7(a). We see that the probability of success of an attack is 0.61 in a
week, while the mean time of a success (MTTS) is 13.2 days. To find the
most significant BAS, we perform a sensitivity analysis. From Figure 5.7(b),
we see that the overall outcome (the output of the analysis) is most sensit-
ive in perturbation in the input value of the BAS brute_force in both the
short-term (10 days) and the long-term (40 days). Also, in the short term 10
days the analysis output is sensitive to the changes in input values of the BAS
phone_trap and generic_reconnaissance.

From this simple case study, it follows that our analysis framework provides
useful insights into the time dynamic behaviour of an attacker. Knowing this,
a security manager can implement counter-measures and rerun the analysis
which will enable him to judge which counter-measures significantly reduce the
probability of attack. Furthermore, by knowing that whether an attack with
certain percentage is possible in 10 days or a month, the security manager can
effectively implement the countermeasures in time.

The results we obtain in the case study matches with the results given
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injection_-
via_-
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Figure 5.8: Attack tree model of the case study of compromise of
SCADA system via Stuxnet virus. The basic attack steps are shown in

red rectangular boxes.

in [PCB10a], thus validating our models. The average runtime for one experi-
mental run of for the case study is 76.57 sec.

5.8.2 Compromise of SCADA system via Stuxnet virus

Problem/ Case description. Stuxnet is a computer virus that allegedly
targeted the Iranian industrial control [Lan11]. Due to its modus operandi of
executing the attack in a multi-step manner combining technical and social
factors and its devastating impact it remains one of most researched attack
scenario. We use the system architecture of the industrial site targeted by the
Stuxnet virus from [KBPC12]. In this attack scenario, it is assumed that the
corporate IT network is alienated with the industrial systems and an attacker
carries an infected USB from a corporate network to the industrial operations
that led to the compromise of PLCs and SCADA. Here the authors use the
BDMP formalism to model and analyse the attack scenario.

The AT is shown in Figure 5.8 and is adapted from [AHPS14]. At the top
of the tree is the event compromise_SCADA, which is the root of the tree. This
event is refined using a SAND gate denoting that all the children of this gate,
i.e., compromise_corporate_network, and attack_industrial-system must
be successfully executed in a order from left to right to reach the parent node.
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To reach the compromise_corporate_network, an attacker must first inject a
computer virus in the corporate network by successfully executing injection_-

via_compromised_USB and then successfully install the virus by executing
the event self-installation. The event self_installation requires that
the main module of the virus is successfully executed, i.e., main_module_-
execution and then propagate the virus to infect other vulnerable machines,
i.e propagation, hence refined with SAND gate.

Subtree BAS Parameters
Rate of execution (MTTE) Psucc

compromise_-

corporate_-

network

injection_via_-

compromised_USB

0.5 (2 days) 0.75

P2P comm. 1 (1 day) 1
C&C_server_comm. 1 (1 day) 1
network_share 12 (2 hours) 1
print_server_-

vuln.

8 (3 hours) 1

RPC_vuln. 24 (1 hour) 1
rem_media 0.5 (2 days) 1
user_opens_-

WinCC_file

1 (1 day) 0.098

attack_-

industrial_-

system

cascade_-

centrifuges

0.1 (10 days) 1

infection_-

control_PC

0.066 (15 days) 1

collect_data 0.033 (30 days) 1
PLC_sends_-

false_data_to_-

motors

30 (50 min.) 1

inter_in/out_-

signals

0.033 (30 days) 1

modify_out_-

signals

1 (1 day) 1

Table 5.9: Parameters used for annotating the BAS of the AT shown
in Figure 5.8 used for the case study given in Section 5.8.2. The

leftmost column indicates the AT sub-tree while the column after that gives
the leaves in that sub-tree.

To perform the event of main_module_execution, an adversary needs to
perform several events like checking the window configuration, checking the
admin rights, install root-kit and update virus, etc. given in the original AT
in [KBPC12]. We aggregate these events into one single event of P2P_comm..
Alternatively, the virus can ger self-installed by updating itself using Control
& Command server, i.e., C&C_server_comm.. Hence the event main_module_-
execution is refined with an OR gate. The event propagation can happen
via any of the events of LAN, rem_media or user_opens_WinCC_file, hence
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refined with an OR gate. To attack the industrial system. i.e., attack_-

industrial_system, the adversary must first compromise the SCADA system,
i.e., SCADA_system_compromised and then compromise all the centrifuges
cascade_centrifuges.

AT security goals of interest. Similar to the previous case study, in this
case study, we are interested in the probability of success of compromise of
SCADA system in a mission time t. Furthermore, we are also interested in
finding which attack step impacts the execution time of the whole scenario
significantly.

Attributes considered in case study. Similar to the previous case study, we
decorate each BAS of the attack tree shown in Figure 5.8 with a rate of execution
and the probability of success. The input parameters of the AT is given in
Table 5.9 and is based on the input parameters given in [KBPC12, AGKS15].

Results. The CDF of the probability of success over time is shown in Fig-
ure 5.10(b). We see that the probability of success is about 0.75 after 130 or
more days. The probability of success never reaches 1 as we also consider the
failure probabilities of the BASs. From the sensitivity analysis results shown in
Figure 5.10(a) we find that the overall outcome (the output of the analysis)
is most sensitive in perturbation in the input value of the BASs infection_-

control_PC and collect_data both in short term (10 days) and long term
(60 days). This is in line with the result of the sensitivity analysis of the case
study given in [AGKS15], thus validating our results.

In this case study, we demonstrated our analysis framework of a real-world
industrial scenario. The results we obtain in the case study matches with the
results given in [KBPC12], thus validating our models. The average runtime
for one experimental run for the case study is 113.61 sec.

Discussion on the use of exponential distribution. In this chapter, we
model the sojourn time spent by an attacker executing a attack step with
an exponential distribution. Indeed, in many reliability/security analysis
techniques, exponential distributions are a default choice [CB10, ODK99,
DD94]. Similarly, in [JO97], experiments on the intrusion into computer
systems showed that the intrusion process can be modelled as different phases
with an exponentially distributed execution time. The use of exponential
distributions is also justified because they are relatively easy to handle since their
shape is completely defined by one parameter and is tractable. Furthermore,
our framework is not limited to exponential distributions. In fact, the use
of Markov automata allows us to use any cumulative distribution function
(CDF) which falls in the class of so-called phase-type distributions [Pul09].
Basically, a phase-type distribution is a distribution representing the time to
reach to a absorption state from the set of transient states in a CTMC with
a single absorbing state [BKF14]. By limiting the CTMCs to those without
cycles, we obtain an acyclic phase distribution. Phase-type distributions are
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(b) Sensitivity analysis: Compromise of SCADA
systems.

Figure 5.10: Results of the case study. Figure 5.10(a) shows the CDF
showing the probability of success over time. Figure 5.10(b) shows the results
of performing sensitivity analysis Here, we observe the percentage change in
the probability of success to reach the root element of the AT in 10 days, 20

days and 60 days.

topologically dense, i.e. hence they can approximate any other CDF arbitrary
closely with several exponential distributions. For a detailed treatment of the
use of phase-distributions, we refer the reader to the work of [Guc17] who
uses the hyper-Erlang distributions, to model the degradation behaviour of a
component in a fault tree. In a similar manner, we envision the use of arbitrary
non-negative distributions in our framework.

5.9 Conclusion and future work

In this chapter, we presented a novel modelling and analysis approach for
ATs. Our first contribution is the introduction of new gates of SAND and
SOR that allows modelling the temporal dependencies between the attack tree
components. We then propose a compositional analysis framework for ATs
by translating ATs into MAs, which enables the analysis of the probabilistic
and time-dependent behaviour of attack scenarios and allows the concept of
node-sharing. Furthermore, applying model checking techniques to ATs, we
compute several important metrics such as the probability of attacks over time,
mean time for the successful attack, etc The complete approach is implemented
in a prototype tool ATCalc. We show the practical usefulness of our work
by taking two case studies from the literature, modelling them with new and
traditional AT gates and performing quantitative analysis. We believe our
method provides a substantial ground for the analysis of more complex and
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accurate attack scenarios for security engineering.
In future work, we would like to use a real case study to evaluate our

framework. Furthermore, one can extend our framework with the explicit
notion of countermeasures. As our models are compositional, one then needs
to come up with the semantics of countermeasure with a Markov automaton,
while keeping rest of the framework intact.



CHAPTER 6

Integral security and safety analysis

with Attack-Fault trees

“ Technology is a queer thing. It
brings you great gifts with one
hand, and it stabs you in the
back with the other.”

New York Times, 15 March, 1971

O
n July 21, 2015, the ICS–CERT (Industrial Control Systems Cy-
ber Emergency Response Team) released an advisory (ICSA-15-174-
01) [ADV], alerting the users of Hospira’s Symbiq Infusion System

about a security vulnerability in the device. The advisory stated that this
vulnerability could be exploited to control the device remotely.

Traditionally, safety-critical devices such as the infusion pump and many
other similar devices like pacemakers, industrial control systems, etc. are
deployed in an isolated network and run proprietary software. Typically, the
focal point of interest to the safety engineers in such devices is to ensure:
reliability, i.e., capability of the system to continuously and predictably deliver
the desired services; availability, i.e., a system can deliver the desired services
when asked for, and safety, i.e., an absence of catastrophic events for the user
and the environment. Today such safety-critical devices are increasingly being
connected to the public networks. This growing interconnectivity has several
advantages such as remote monitoring, remote fault diagnosis, etc. However,
this interconnectivity also enables an adversary to access these safety-critical
devices maliciously.

Yet in many cases the measures that increase safety often decrease security
and vice versa: implementing access policies may deter adversaries, but act
as a hindrance in case of emergency operations; a non-encrypted industrial
communication is a straightforward design choice; however, it can be exploited
by attackers to spoof the network. Thus, given the mutual dependence of safety
(i.e. absence of unintentional failures) and security (i.e. no disruptions due
to malicious attacks), both should be considered in combination, so that the
trade-offs can be made. We use the word disruption to characterise failures,
both originating due to random accidental events and/or deliberate malicious
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actions.

In this chapter, we introduce the novel formalism of attack-fault trees (AFT)
to model and perform an integral security-safety quantitative risk analysis.
In contrast with the few approaches in the literature that consider integral
safety-security analysis using tables/ check-lists, our approach is model-based,
realised by smartly integrating the two popular graphical formalisms of attack
trees and fault trees.

In AFT, we exploit all the leaf and the gate behaviour of both dynamic
fault trees [RS15, VGRH81a] and attack trees [AGKS15](see Chapter 2 on an
overview of attack tree structure, semantics and popular analysis techniques),
thus allowing to model complex disruption scenarios, capturing the interplay
of safety events and security events. Furthermore, by translating AFTs into
state-based stochastic timed automata, we perform multi-parameter analysis
of AFT, taking into account several leaf attributes (e.g. cost, probability,
time, etc.), which may functionally depend on each other. Similar to attack
trees and fault trees, to analyse an AFT, we decorate the leaves of AFT with
multiple quantitative annotations like of cost, time, failure probabilities, failure
rates, damage, etc. We compute several quantitative and qualitative metrics
over the AFT. Qualitative metrics pinpoint to the root causes of the system
disruption, while quantitative metrics obtain the likelihood, cost, and impact
of a disruption. Examples of quantitative measures are: (1) the most likely
disruption path; (2) the most costly system disruption; (3) the expected impact
of an disruption. Each of these metrics can be constrained, i.e., we can provide
the most likely disruption within time bound t and/or budget B. Finally,
we use sensitivity analysis to find the system component that has the most
influence on a given metric.

Our methodology. An overview of the approach of AFT analyse using
stochastic timed automata is shown in Figure 6.1. This figure is an instantiation
of the picture provided in Figure 1.3 of Chapter 1 with the parameters relevant
to this chapter.

Given a case study description – provided by the domain expert/ case
study owner, we build a corresponding AFT of the system (Step 1, Figure 6.1).
Note that in contrast with the previous chapters of attack tree analysis using
Markov automata and priced time automata, where we build ATs finding all
attack scenarios, in this chapter we build an AFT by brainstorming about all
the disruption scenarios, resulting from both random component failures and
malicious attacker actions. The next step (Step 2, Figure 6.1) is to gather
the security goals from the case study owner. Example of security questions
that we answer with the framework described in this chapter are “What is
the damage an attacker can inflict by opportunistically exploiting the failure
of some system component?”, “What is the likelihood of disruption within 1
year?”, etc. The next step (Step 3, Figure 6.1) is to extract a stochastic timed
automata (STA) of the corresponding AFT. We use STAs as our underlying



119

System model
With AFT

Security goals

Stochastic Timed 
automata

Uppaal SMC 
query language 

 Analysis 

Uppaal 
SMC

1
2

3 4
5

6

Probability

Figure 6.1: AT analysis using stochastic timed automata. Steps 3, 4, 5 and 6
remain invisible to the security analyst.

automata model as it is allows to capture the attributes of real-time, costs,
probabilistic choices, random delays and non-deterministic choices and also
allows compositional modelling to construct a large STA from several smaller
STAs. To encode the properties of interest gathered in Step 2 into queries
(Step 4, Figure 6.1), we use the Uppaal-SMC query language [DLL+15],
which is a variant of weighted extension of Metric Interval Temporal Logic
(MITL, [BDGL+12]). The composed STA model of the AFT and the encoded
properties of interest are then fed into the Uppaal-SMC model checker (Step
5, Figure 6.1). The next step (Step 6, Figure 6.1) is to analyse the output
obtained from the model checker and interpret it in the context of AFT.

In this way, we equip the AFTs with model checking techniques that enable
us to perform a plethora of qualitative and quantitative analyses. In particular,
with our analysis framework, we answer several types of safety-security questions
such as “Which design choices and preventive measures can lead to a more safe
and secure system?”or “How are the disruption values affected if a more skilled
adversary acts against the system?” or “How are the disruption values affected if
the detection measures are implemented?”, etc. We illustrate our approach with
three well-known case studies taken from the literature, namely the pollution
via spillage of toxic substance from a pipeline, the compromise of integrity
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of a person and an industrial case study of disruption of an oil-pipeline. Our
analysis allows us to quantify several combinations of accidental and malicious
disruption scenarios, enabling a risk manager to know the potential precursors
of disruptions and their way of propagation, thus providing security managers
insights on how to protect their critical infrastructures.

Contributions of the chapter. The main contributions of this chapter are:
• a modelling framework of attack fault trees (AFT) to capture safety and

security interdependencies;
• a quantitative analysis framework using statistical model checking (SMC)

as the back-end engine to answer several qualitative and quantitative
questions over the AFT;
• three case studies depicting our modelling framework and the analysis

results.
In particular, this chapter differs from earlier chapters of this thesis, namely
Chapter 4 and Chapter 5 in the sense that we take both accidental events and
malicious attacker actions in both modelling and analysis of the disruption
scenarios.

Origins of the chapter. The work presented in this chapter is based on:

• R. Kumar and M. Stoelinga. Quantitative security and safety analysis
with attack-fault trees. In 2017 IEEE 18th International Symposium on
High Assurance Systems Engineering (HASE), pages 25–32, 2017.

Outline of the chapter. In Section 6.1, we first review the prominent safety
and security frameworks. Section 6.2 discusses security-safety modelling with
AFTs, Section 6.3 provides examples of AFT model. Section 6.4 discusses the
structure of AFT. Section 6.5 gives the formal definition of AFT. Section 6.6
discusses the safety/security goals computed over AFT. Section 6.7 discusses the
translation of AFTs into STAs. Section 6.8 discusses the how the safety/security
goals are encoded in the Uppaal-SMC query language. Section 6.9 discusses
the analysis of AFTs with the Uppaal-SMC model checker. In Section 6.10
we take three case studies to experimentally validate our framework. Finally,
Section 6.11 draws conclusions and points to appropriate future directions of
work.

6.1 Related work on safety vs security engineering

Traditionally, the domains of safety engineering and security engineering
emerged and evolved as two different disciplines. As shown in Table 6.2,
both these disciplines owe their peculiar characteristics. While safety risks are
due to random accidental events, the security risks are due to the malicious
adversary actions. In safety engineering, the goal is to ensure human and
equipment safety while managing the downtimes. In security engineering,
typically the goal is to ensure confidentiality and integrity of an individual.
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The distinction between safety and security risks is also evident in the
standards and methodology traditionally developed and pursued in the two
communities. Typical safety-oriented formalisms are fault trees [RS15], Fail-
ure Modes, Effect and Criticality Analysis (FMECA, [Car12]), and the SAE
standardized language AADL with its error annexure [BCK+11]. Popular
security-oriented formalisms are the security Factor Analysis of Information
Risk (FAIR) [Jon06], UML-based CORAS [LSS11]. Overall, the idea of quan-
tification of security in relatively in a nascent stage as compared to the much
more mature domain of the safety analysis [DB00, AD02].

From the above paragraph, we note that there are many traditional differ-
ences in the disciplines of safety and security engineering. However, one can
also find many similarities between the two disciplines – a common denom-
inator binding both the disciplines is that both the safety accidents and the
security breaches lead to negative consequences (disruptions), involve human
factor and need certain protective measures [PB13]. This need of unification
between the two disciplines is also witnessed in the growing number of stand-
ards recommending an integral safety and security analysis like ISO 26262
[ISO09] and IEC 64443 [IEC11] and in European research projects [SES, SEF].
An excellent overview of the recent progress on the integration of safety and
security for industrial control systems is given in [KCBH15]. In this paper, the
authors identified four different interdependencies between safety and security,
namely: 1) antagonism, where safety and security features conflict each other;

Characteristics Safety risks Security risks

Phenomenological cause Random events Adversary actions

Goal Human safety Confidentiality

Equipment safety Integrity

Intent Non-deliberate Malicious

Surroundings Isolated Easy access

Concerns Downtime Loss of data/

reputation

Mitigation Fault tolerance/ Detective/

approaches Maintenance Preventive measures

Table 6.2: Summary of the distinction between safety and security
risks. We distinguish safety and security risks with respect to the

characteristics given in the first column of the table.
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2) reinforcement, where safety and security features complement each other;
3) conditional dependency, where safety features require security features and
vice versa; 4) independence, when there is no interdependency between safety
and security features. Furthermore, they categorised different existing integ-
ral safety-security methods as generic/ model-based, based on whether the
underlying formalism is informal or formal.

6.1.1 Related work on integral safety-security modelling

A recent overview [CHP+17] compared 7 state-of-art integral safety-security
analysis methods, namely, Security-Aware Hazard and Risk analysis method
(SAHARA), CHASSIS [RKKO13], Failure Modes, Vulnerability and Effect
Analysis (FMVEA [SZS14]), Extended Fault trees (EFT, [FMC09]), Extended
component fault trees (Extended CFT, [SL13]), FACT graphs [SM14a] and
Unified Security and Safety Risk Assessment [CCHC14] with respect to risk
identification, risk analysis and risk evaluation. The author in this paper
concluded that all the aforementioned methods are useful in performing integral
safety-security analysis, however following points still remain unaddressed:

• The identified safety-security methods do not take into account real-time,
i.e., no dynamic risk assessment is performed;
• The identified safety-security methods, in particular, the safety-security

analysis methods of SAHARA, FACT graphs, Extended CFT and CFT,
have a bias on the ‘safety’ or ‘security’ domain as they start from either
safety or security;
• The identified safety-security methods give much importance to risk

identification and analysis methods;
• The identified safety-security methods are restricted to a few domain

such as transportation, power & utilities and chemical.

With the AFT formalism that we propose in this chapter, we alleviate all the
aforementioned limitations. In particular, our formalism is generic, applicable
to any application domain and takes temporal evolution of the disruption
into account. Moreover, our formalism is flexible and considers several system
parameters such as cost structures, impact, etc. and permits allow shared
sub-trees, all of which are not supported by the existing methods.

Close to AFTs are Boolean Driven Markov Processes (BDMPs, [KBC+14,
CB10]). We have discussed the differences between BDMPs and ATs in Sec-
tion 5.1 in Chapter 5. Similar differences exist between BDMPs and AFTs.
Other model-based approaches to study safety-security interactions are through
Petri-nets [FGM+14] and stochastic activity networks [Pop15]. Both these
modelling frameworks are powerful, and exhibit concurrency and synchronisa-
tion characteristics. Earlier approaches deploying stochastic model checking to
fault trees or attack trees appeared in [AHPS14, AHPS14, BCS10, RGDM16,
GHL+16]. However, the analysis in previous papers is restricted to either safety
or security.
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6.2 Integral security-safety modelling using AFT

In Chapter 2, we provided an overview of the attack tree formalism. As
discussed in that chapter, historically attack trees are inspired by similar top
down formalism of fault trees [SVD+02, RS15]. However the fault tree formalism
is geared for the safety domain, hence it exhibits important differences from
the formalism of attack tree, see Table 6.3.

Fault trees model how component failures modelled as leaves of the fault
tree combine together to result into a system failure. On the contrary an
attack tree models how an attacker can combine successful execution of atomic
attack steps in reaching to the asset. The leaves of fault trees represent system
component failure. The leaves of an attack tree represent attacker actions. As
shown in Table 6.3, the attributes used to decorate the leaves of the attack
trees and fault trees are also different. While one decorate the leaves of fault
trees with failure rates, the choice of attributes for attack tree is enormous,
depending on what is the goal of the enterprise. The final outcome/ metrics
of interest also differ for fault trees and attack trees. While in fault trees,
one is interested in the standard safety metrics of reliability, availability and
mean time to failure, in attack trees one can compute many security goals, as
discussed in Chapter 4 and Chapters 5.

In this chapter, we reconcile the differences between the two formalisms
of attack trees and fault trees to produce a novel integral formalism — the
attack-fault tree AFT (put in column 4 of the Table 6.3, that is used to perform
an integral safety-security analysis. As we see in the Table 6.3, with this rich
formalism, we answer all the safety/ security metrics. Furthermore, we reason
about more complex disruption scenarios that occurs due to the interplay of
component failures and malicious actions of an attacker.

Fault trees Attack trees Attack-fault trees

Leaf Component failures Malicious attacker Component failures +
behaviour failures actions Malicious attacker actions

Gates AND, OR, PAND AND, OR AND, OR, PAND
FDEP, SPARE SAND, SOR, SAND, SOR, FDEP, SPARE

Attributes Failure rate Cost, Damage, Failure rate, Cost, Damage,
Execution rate etc Execution rate etc

Metrics/ Outcome Reliability, Optimal attribute values Attribute values
Availability, etc What-If scenarios, etc Safety metrics, What-If scenarios

Table 6.3: Comparison of the formalism of attack trees and fault
trees. The last column in the table summarises the AFT formalism,

reconciling the differences between attack tree and fault tree formalisms.
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6.3 Motivating examples

Below we give examples to show how complex systems featuring temporal and
causal dependencies can be modelled using AFTs. In Example 6.1, we describe
the case study of spillage of toxic substance from a pipeline and in Example 6.2,
we describe the case study of the compromise of person integrity. Both these
case studies are taken from [CB10]. The peculiarity of these two examples is
that they capture different disruption scenarios, the first case study captures
the safety-security reinforcement relationship, i.e., where random disruption of
components provide opportunistic access to launch malicious actions and the
second case study captures the safety-security antagonistic relationship, i.e.,
where the security features hinder the safety features.

Earlier, both these case studies have been modelled using Boolean Driven
Markov Process (BDMP) [CB10]. We have discussed the BDMP formalism in
Section 2.5 of Chapter 2. In Chapter 5, we have pointed out the differences
between the BDMPs and our AT analysis using I/O-MAs. AFTs technically
being similar to ATs, exhibit similar differences with BDMPs.

pollution_via_spillage_of_toxic_substance

SiS_fail_and_then_pipe_breakdown hybrid_failure

SiS_disabled

SiS_disabled_maliciously SiS_accidental_failure

λ = 0.0000571, damage= 1000 US$

pipe_breakdown SiS_on_demand_failure

p = 0.04166

pipe_accidental_breakdown

λ = 0.0001148, damage= 1000 US$

pipe_malicious_breakdown

pipe_broken_maliciously

Figure 6.4: AFT model of the case study: pollution via spillage of
toxic substance in a pipeline. We indicate malicious disruption of system
components in red rectangular boxes and accidental disruption in blue dotted

rectangular boxes.

Example 6.1. Our first example is the case study of pollution via spillage of
toxic substance from a pipeline taken from [CB10]. The AFT for this case study
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is shown in Figure 6.4. Throughout this chapter, this AFT is used as a running
example. Furthermore, in Section 6.10.1, we answer several quantitative metrics
over this AFT.

System description. The system consists of an oil pipeline carrying a
toxic substance whose spillage cause pollution. The pipeline is monitored
through a control device namely the SiS (Safety Instrumented System). An SiS
when in operation adds resilience and it needs to be first disabled to launch an
attack on pipeline. Furthermore, a SiS device can operate on demand. This
is used to maintain/restore minor component failures and alarm in case of
catastropic component failures.

AFT model. The AFT shown in Figure 6.4, models how an undesired top
event of pollution via spillage of toxic substance can occur. At the top of the
tree is the event pollution_via_spillage_of_toxic_substance, which is the
undesired event. This event is refined using an OR gate describing that any of
its children, i.e., SiS_fail_then_pipe_breakdown, or hybrid_failure, when
occur leads to the disruption of the parent node. The event SiS_fail_then_-
pipe_breakdown occurs when the event SiS_disabled occurs followed by the
event pipe_breakdown, hence the event SiS_fail_then_pipe_breakdown is
refined by the PAND gate. The event hybrid_failure occurs, if first there is
an event pipe_breakdown and the SiS is in a disrupted state, i.e., SiS_on_-
demand_failure, hence refined with the SAND gate. Both pipeline and SiS
can be disrupted maliciously or accidentally, hence both the parent events of
pipe_breakdown and SiS_disabled are refined with an OR gate. Thus, the
AFT in Figure 6.4 using both the attack and fault trees gates is able to model
many disruption scenarios. Some examples of them are:

1. SiS_disabled_maliciously; pipe_broken_maliciously; SiS_on_demand_-
failure

2. SiS_accidental_failure; pipe_accidental_breakdown; SiS_on_demand_-
failure

3. pipe_accidental_breakdown; SiS_on_demand_failure

Example 6.2. Our second example is the case study of the compromise of
person integrity taken from [CB10]. The AFT for this case study is shown in
Figure 6.5. In Section 6.10.2, we use this AFT to answer several quantitative
metrics.

System description. The system consists of an emergency exit door.
This door can be in either of the two states: unlocked state or locked state.
When the door remains unlocked, it is a potential vulnerability for an attack.
When the door remains locked, it is a potential safety hazard as it will then
hinder the emergency operations.

AFT model. The AFT shown in Figure 6.5, models how the undesired top
event of the compromise of integrity of a person can occur.
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person_integrity compromise

attack_scenario fire_and_impossible_escape

attack_initiated

λ = 0.0055

access

fire

λ = 0.00277

impossible_escape

door_unlocked force_door_open

p = 0.1

door_locked door_impossible_to_open

p = 0.01

Figure 6.5: AFT model of the case study: compromise of a person
integrity.

At the top of the tree is the event person_integrity_compromise. This
top event can happen due to an attack_scenario or fire_and_impossible_-
escape, hence refined with an OR gate. The disruption due to the attack
scenario can happen, if there is first an event attack_initiated, and then
an event access is granted, hence the event attack_scenario is refined using
the SAND gate. The access can be obtained in two alternative ways: simply
walk down if the door is unlocked, i.e., door_unlocked or one needs to force
the door open force_door_open, hence the event access is refined using an
OR gate. The disruption due to fire_and_impossible_escape, happens if
first there is a fire and then one is not able to escape, hence the event fire_-
and_impossible_escape is refined using the SAND gate. It is not possible to
escape if the door is locked and then one cannot break it open. Hence, the
event impossible_escape is refined using the SAND gate.

Similar to Example 6.1, the AFT in Figure 6.4 models the following disrup-
tion scenarios:

1. attack_initiated; door_unlocked
2. attack_initiated; force_door_open
3. fire; door_locked; door_impossible_to_escape;

6.4 Attack-Fault tree structure

In this section, we first give an informal description of the elements in attack-
fault tree (AFT). The formal description of AFT is given in the next section.

An AFT is a tree, or (rather a directed acyclic graph, since we allow shared
leaves/sub-trees), elucidating how basic events BE, modelling attacker actions
BAS, random component failures BCF and probabilistic component failures
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IFAIL combine into a multi-stage disruption scenario using logical gates (AND,
OR, SAND, SOR, PAND, FDEP, SPARE), leading to an undesired event.

AFT leaves. We consider three leaf behaviours:
• Basic attack steps (BASs) models the intentional attacker actions within

a composite disruption scenario. We decorate the BASs with attacker
attributes such as cost, attack duration, success probability, etc.
• Basic component failures (BCFs) models the unintentional failure of

system components. We decorate the BCFs with disruption rates that
indicate the probability of a component being disrupted within a given
time bound.
• On demand failures (IFAILs) models on demand probabilistic failure

of system components. This means the probability of unavailability
of the safety function when it is required, thus leading to dangerous
consequences [BvHS09]. Following [CB10], we equip the IFAIL leaves with
a probability Pr ∈ [0, 1].

AFT gates. We model complex multi-step disruption scenarios by the com-
position of multiple BAS, BCF and IFAIL through the smart exploitation of
gates — AND, OR, SAND, SOR, FDEP and SPARE. These gates are borrowed
from dynamic fault trees (see Figure 6.6) and attack trees. The classical attack
tree gates of AND and OR have been described in the chapter 2 while the newly
introduced attack tree gates of SAND and SOR is given in chapter 4. Below
we informally describe the fault tree gates of PAND, FDEP and SPARE that
not introduced earlier in the previous chapters.

Figure 6.6: Graphical representation of standard and dynamic fault tree gates
of PAND, FDEP and SPARE.

• PAND gate, model disruption when all its inputs disrupts in a correct
order from left to right. This gate is used to model order-dependent
disruptions. For example, a fire protection system is disrupted, if there is
a disruption of fire detection sensor, and then the fire sprinkler disrupts.
Note that the behaviour of PAND gate is different from the SAND gate
in terms of activation. The PAND gate once it is activated, it activates
all its children at the same time. In contrast, the SAND gate activates
the next children in an order from left to right, only when its leftmost
children gets disrupted.
• FDEP gate, model disruptions that can be attributed to a common cause.

A FDEP gate consist of one trigger event and several dependent children.



128 6. Integral security and safety analysis with Attack-Fault trees

When the trigger event occurs, all dependent events are disrupted. For
example, when a there is a power outage, all instrumentation systems
dependent on power are disrupted.
• SPARE gate, models the spare management. A SPARE gate consists of

a primary, the leftmost child of the SPARE gate while all other children
are spares. When the primary child fails, the SPARE gate attempts to
switch to a working spare child (in case of a shared spare module, to
the available spare). If all spares are disrupted or are unavailable, the
SPARE gate is disrupted. For example, an automotive vehicle consist of
four tyres and one spare tyre. If one of the tyre is disrupted, a spare tyre
is used. When the spare tyre is also disrupted, the automotive vehicle
is disrupted. In our framework, where the leaves of the AFT requires
an activation from its parent node/ top node of the AFT before it gets
disrupted, the behaviour of SPARE gate is similar to SAND gate.

6.5 Formal description of AFT

The formal definition of attack trees is given in Chapter 2 at page 26. Here,
we extend the attack tree framework with random component failures (BCF),
on demand instantaneous failure (IFAIL) and additional gates of SAND, SOR,
FDEP, PAND and SPARE.

We refer AFT elements as Elements, partitioned into Gates and BE, i.e.,
Elements = Gates ∪ BE. The set of AFT gates is given as Gates = {AND,OR,
SAND,SOR,PAND,FDEP,SPARE}. The set of BEs is given as BE = {BAS} ∪
{BCF}.
Attribute names and values. We consider a fixed set of attribute names
Attr = {Prob, a1, . . . an}. ‘Prob’ is the attribute name whose value is given by
Pr ∈ [0, 1]. Other attributes ‘a1’,. . . , ‘an’ can be execution rate, failure rate,
skill level, monetary cost, damage, difficulty, etc. For simplicity, we assume
that all these attributes take a value in R∞≥0. We denote by Val = (R∞≥0)n the
set of complete valuations of the attributes excluding the attribute Prob.

BAS. Each BAS is equipped with a tuple (Enabled, Pr,Rate,Fix,Var) where:

• Enabled ∈ {True, False} indicates whether a BAS is enabled or not for
this value.

• Pr ∈ [0, 1] is the probability of success on execution of a BAS, that
quantifies the uncertainty of attacker’s success independent of execution
time t, considering that he might get caught or aborts the attack attempt.

• Rate : λ ∈ R≥0 is the execution rate of a BAS. We assume that the attack
duration to be exponentially distributed given by the rate parameter λ.

• Fix : Attr×Val→ R∞≥0 is a function that maps time invariant attributes
to their values. Similar to the attributes of fixed costs discussed in
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Chapter 4, we consider fixed attributes as those attributes whose value
does not change over time, for example one time cost that is incurred to
buy equipments to launch an attack.

• Var : Attr×Val→ R∞≥0 is a function that maps time-varying attributes
to their values. Similar to the attributes of variable costs discussed in
Chapter 4, we consider variable attributes as those attributes whose value
changes over time, for example electricity costs are the time dependent
costs incurred by an attacker given that an attacker required power to
execute the step.

BCF. Each BCF is equipped with a tuple (Pr,Rate,Fix,Var) where:

• Pr ∈ [0, 1] is the probability of unavailability of the component.

• Rate : λ ∈ R≥0 is the failure rate of the BCF. We consider the component
failure behaviour to be governed by exponential distributions given by
the rate parameter λ.

• Fix and Var as defined in the previous paragraph.

Similar to the function of Eff discussed in Section 4.3 of Chapter 4, we put
attribute valuations as linear functions over time, given as Eff : Attr×Val\t →
R≥0 → R∞≥0. Eff is a function that updates the value vi of an attribute ai over
time t, i.e., Eff(ai, vi) = Fix(ai, vi) + Var(ai, vi) · t. The behaviour of an IFAILs
is modelled as a special case of BCFs, where the failure rate is absent and has
a unavailability probability Pr ∈ [0, 1].

6.6 Safety/Security goals of interest

Step 2 in Figure 6.1 requires description of the security goals. We here put all
the different types of security questions answered with the framework provided
in this chapter under the following headers for their systematic representation:

Safety/ Security metrics. Safety/ Security metrics are the standard de-
pendability measures such as of reliability, availability, etc [Pha06, RS15].
Below we use these metrics in the context of AFT:

• Reliability. Reliability Rel(t) is the probability that a system remains
undisrupted in the interval from 0 to time t, i.e., Rel(t) = P(T > t), where
T is a random variable denoting the time to disruption. For example, for
the AFT in Figure 6.4, one may ask,“What is the probability that an oil
pipeline remains undisrupted within 1 year?”.

• Mean time to successful disruption. The mean time to successful disrup-
tion describes the expected time from the moment the system becomes
operational to the moment the system first disrupts.
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Unconstrained and Constrained disruption values. Similar to the secur-
ity goals of constrained and unconstrained attack values discussed in Chapter 4,
we find (un)constrained disruption values in AFTs, as follows:
• Unconstrained disruption values. For any of the attribute ai described in

AFT, one can ask its expected disruption value. For example, one can ask:
“What is the expected cost of a successful disruption?” or “What is the
expected damage inflicted on an enterprise by the successful disruption?”,
etc.
• Constrained disruption values. For any of the attribute ai described in

AFT, one can ask its expected disruption value constrained by other
attributes. For example, one may ask: “What is the probability of a
successful disruption, within certain cost bound and/or time bound?”,
etc.
• Pareto frontier. For any pair of incomparable attributes, we can compute

the Pareto optimal solutions. For instance, there is typically a trade-off
between spending more time or more money by an attacker to ensure
successful disruption; a Pareto curve shows for every budget how much
time is needed for the disruption.

Attacker Profiles. We evaluate and compare the disruption values by con-
sidering different attackers and their characteristics. For example, one can ask:
“What is the probability of a successful disruption, given that the attacker
is resourceful to execute only a few attack steps in an AFT?” One can then
compare the above disruption value by considering another attacker, who is
capable of executing all the attack steps in an AFT.

Scenario analysis. One can ask for quantification of different disruption
scenarios, namely: a) As-Is scenarios. Given an AFT, what is the disruption
value, i.e., probability of disruption/ constrained disruption value when no
detection measures are implemented?; b) What-If scenarios. Given an AFT,
what is the change in disruption values from the as-is analysis if some BAS
are equipped with detection measures?; c) Design Choices. Given an AFT,
how much the disruption value changes, if the execution rate of a few BASs are
doubled? or “Which is the most vulnerable component in the AFT?”

6.7 Translation of AFT elements into stochastic timed
automaton

Step 3 in Figure 6.1 requires extraction of stochastic timed automata model
from the corresponding AFT. We extract this stochastic timed automata in a
compositional manner as done by Boudali et al. in [BCS07].

AFT analysis using compositional aggregation approach. Similar to
the previous chapters, to build one composite STA for the AFT, we follow the
compositional aggregation approach given in [BCS07].
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We obtain the complete STA associated with the AFT T by the paral-
lel composition of the STAs for all the nodes, and an an additional STA
for the Top node QTop node. We use the parallel composition operator ‖
that allows one to construct a large STA from several smaller ones. If we
denote by Sv the STA corresponding to node v of AFT T , the complete
stochastic model is given as a network of stochastic timed automata NSTA,
ST = Sv1 ||Sv2 || . . . ||Svn ||QTop node.

Note that in contrast with the previous chapters, where we used the com-
munication signals act, succ and fail, in this chapter, we use act, undisrupt
and disrupt signals to communicate between the AFT elements:
• act: This signal indicates the activation of AFT elements. It is send at

the system start from the top node of the AFT to its children.
• disrupt: This signal indicates that the disruption of the AFT element.

This signal is send from the children node to their parent node.
• undisrupt: This signal indicates that the AFT element is undisrupted.

This signal is send from the children node to their parent node.
Below we give the notations that are used to define the AFT semantics.

Notations. B = {⊥,>} is the set of boolean values, τ, τ1, τ2 are internal
actions. Recall from Definition 3.8 Chapter 3 that a stochastic timed automaton
is given as a tuple 〈L, l0,X , σ, E, Inv , R, µ, ψ,C〉. Here L are the locations in
the STA, l0 is the initial location, X is the set of clocks, σ is the set of actions
partitioned into input actions σi output actions σo and the internal actions, E
is the set of edges in the STA, Inv is an invariant to each location, R is the rate
parameter associated to each location, µ is the probability density function
for each location, ψ is the probability mass function and C is the cost rate
associated to the locations and edges in the STA.

Semantics of AFT leaves. We give the semantics of a leaf v ∈ V in an AFT
with an underlying STA. The STA describes for each leaf depending on its type,
i.e., BAS, BCF or IFAIL, and its attribute annotations, how the operations on
the attributes are performed. Below we provide the semantics of BAS and BCF
leaves. The semantics of IFAIL leaves is given as a special case of the BCF itself.

1. Basic attack steps. The STA for a basic attack step node v is shown in
Figure 6.7.

Formally, the semantics of AFT node v of type L(v) = BAS decorated with
a tuple (Enabled, Pr,Rate,Fix,Var), is given by STA Sv = 〈L, l0,X , σ, E, Inv ,
R, µ, ψ,C〉:

• L= {Initial, Activated, Execution, Disrupt, Disrupted, Undisrupted,
Ask_disrupt, Ask_undisrupt};

• l0 = Initial. This represents that initially the Sv is waiting to be
activated by its parent node;

• X = {x} a local clock in the STA that keep track of the time.
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Figure 6.7: STA representation for a basic attack step v. Here x is a
clock to track the duration of BAS. cost and damage are the global variable
to keep track of all the accumulated costs and accumulated damage, cost’
represents the variable costs per time unit spent in the location. f , r and d

are suitable constant values, C indicates that the locations are committed, i.e.
no time is spend.

• σ = {actv?, disruptv!, undisruptv!, τ τ1, τ2}. Here actv, disruptv,
undisruptv are the actions to synchronise with the STA of the parent
node. τ , τ1, τ2 represents the internal output actions which is immediate
in nature;

• E is a set of edges in Sv. Recall from Chapter 3, that an edge in an STA
is given as a tuple 〈l, φ, a, λ, l′〉, where l and l′ are the locations in the
STA, a is an action label, φ is the clock constraint over a set of clocks X
and the set λ ⊆ X gives the set of clocks to be reset. Below we describe
each edge in Sv:

– 〈Initial,Enabled(ai, vi), actv?, ∅, Activated〉 represents a trans-
ition from the location Initial to Activated. The clock constraint
over this transition is given by a boolean valued expression Enabled
over attributes ai and its valuation. This transition can thus be taken
only when Enabled = True. The action label over this transition
is actv? represents that STA Sv is ready to synchronise with other
STAs over this action label. There is no clocks reset during this
transition.

– 〈Activated,>, τ, {x}, Execution〉 represents a transition taken from
the location Activated to the location Execution. The clock con-
straint over this transition is set to true taken by performing an
internal action τ and resetting the clock x.

– 〈Execution,>, τ1, ∅, Disrupt〉 represents a transition taken from the
location Execution to the location Disrupt. The clock constraint
over this transition is set to true and the transition is taken by
performing an internal action τ1. There are no clocks to be reset.
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– 〈Execution,>, τ2, ∅, Undisrupted〉 represents a transition taken from
the location Execution to the location Undisrupted. The clock
constraint over this transition is set to true and the transition is
taken by performing an internal action τ2. There are no clocks to
be reset.

– 〈Disrupt,>, disruptv!, ∅, Disrupted〉 represents a transition taken
from the location Disrupt to the location Disrupted. The clock
constraint over this transition is set to true and the transition is
taken by performing an action disruptv!. There are no clocks to
be reset.

– 〈Disrupted,>, actv?, ∅, Ask_disrupt〉 represents a transition taken
from the location Disrupted to the location Ask_disrupt. This
transition is taken if the node is a shared node and is again activated
by another sub-tree sharing this node.

– 〈Ask_disrupt,>, disruptv!, ∅, Disrupted〉 represents a transition
taken from the location Ask_disrupt to the location Disrupted.

– 〈Undisrupted,>, actv?, ∅, Ask_undisrupt〉 represents a transition
taken from the location Undisrupted to the location Ask_undisrupt.

– 〈Ask_undisrupt,>, undisruptv!, ∅, Undisrupted〉 represents a trans-
ition taken from the location Ask_undisrupt to the location Undisrupted.

• Inv(l) = >. The invariant is all the locations is set to true.

• R(Execution) = Var(ai, vi) denotes the rate parameter that is associated
to the location Execution. Here, we use the rate parameter to obtain
the variable costs that is affine function of the amount of time spent in
the location Execution.

• µ(Execution)(t) = 1− e−λ.t is an exponential distribution given over the
delays t ∈ R≥0. Here ‘Rate’ is an attribute name in Attr whose value is
given by λ and is the rate of the exponential distribution.

• ψ(Execution)(τ1) = Pr and ψ(Execution)(τ2) = 1− Pr represents the
probability mass function assigned to the state Execution.

• C(e) =


⊕n

i=1 Eff(ai, vi) if e = 〈Activated,>, τ, {x}, Execution〉⊕n
i=1(Eff(ai, vi)(1)− Eff(ai, vi)(0)) if e = Execution⊕n
i=1 Eff(ai, vi) if e = 〈Disrupt,>, disruptv!, ∅, Disrupted〉

0 otherwise
is the cost incurred at both locations and the edges. Here, we use the
function Eff to obtain the cumulative cost by summing the fixed costs
and the variable costs incurred during ‘t’ time. We use the notation⊕

to denote the combination of elements into a vector. In Figure 6.7,
we use two cost structures in the BAS given by two attributes cost and
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damage. The variable costs incurred at location Execution is given by
cost’. During the transition from location Activated to the location
Activated, we assume that an attacker incurs a fixed cost f . During
the transition Disrupt to Disrupted, we assume that the successful
execution of attack step a damage of d monetary units.

2. Basic component failures. The STA for a basic component failure node
v ∈ V is shown in Figure 6.8.

Initial Disrupt Disrupted

actv?

x:=0

disruptv!

damage+=dλ

C

disruptv!

Ask_disrupt
actv?

Figure 6.8: STA for a basic component failure node v. Here x is a clock
to track the duration of BCF. damage is a global variable to keep track of all

the accumulated damages. d is a suitable constant value.

Formally, the semantics of AFT node v of type L(v) = BCF decorated with
a tuple (Pr,Rate,Fix,Var), is given by STA Sv = 〈L, l0,X , σ, E, Inv , R, µ, ψ,
C〉:

• L = {Initial, Disrupt, Disrupted, Ask_disrupt};

• l0 = Initial. This represents that initially the STA Sv is waiting to be
activated by its parent node;

• X = {x} a local clock in the STA that keep track of the time;

• σ = {actv?, disruptv!}. Here actv and disruptv are the two actions to
synchronise with the STA of the parent node;

• E is a set of edges in Sv. Below we describe each edge in Sv:

– 〈Initial,>, actv?, x, Disrupt〉 represents a transition from the loc-
ation Initial to Disrupt. There is no clock constraint over this
transition. The action label over this transition is actv? represents
that STA Sv is ready to synchronise with other STAs over this action
label and the clock x is reset;

– 〈Disrupt,>, disruptv!, ∅, Disrupted〉 represents a transition taken
from the location Disrupt to the location Disrupted. The clock
constraint over this transition is set to true and the transition is
taken by performing an action disruptv. There are no clocks to be
reset;
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– 〈Disrupted,>, actv?, ∅, Ask_disrupt〉 represents a transition taken
from the location Disrupted to the location Ask_disrupt. This
transition is taken if the node is a shared node and is again activated
by another sub-tree sharing this node;

– 〈Ask_disrupt,>, disruptv!, ∅, Disrupted〉 represents a transition
taken from the location Ask_disrupt to the location Disrupted.

• We do not have any variable costs in the STA and hence we do not put
any rate parameter in any location in the STA.

• µ(Disrupt)(t) = 1− e−λt is an exponential distribution given over the
delays t ∈ R≥0. Here ‘λ’ is an attribute name in Attr whose value is given
by λ which is the rate of exponential distribution and denotes the failure
rate. In case of IFAIL leaf, the λ = 0.

• ψ(Disrupt)(disruptv!) = 1 represents the probability mass function as-
signed to the state Disrupt. In case of IFAIL leaf, the ψ(Disrupt)(disruptv!) =
Pr

• C(e) =

{⊕n
i=1 Eff(ai, vi) if e = 〈Disrupt,>, disruptv, {x}, Disrupted〉

0 otherwise

is the cost incurred at both locations and the edges. Here, we use the
function Eff to obtain the cumulative cost by summing the fixed costs
and the variable costs incurred during ‘t’ time. We then use the notation⊕

to denote the combination of elements into a vector. In Figure 6.8,
we assume only the attribute of damage that is incurred by taking the
transition from the location Disrupt to the location Disrupted.

Semantics of AFT gates. We give the semantics of each gate node with
an underlying STA. The STA describes for each gate v ∈ V and its type i.e.
L(v) ∈ {AND,OR,SAND,SOR,PAND,FDEP,SPARE}, how and in which order
the disruption of its children results in the disruption of gate.

Earlier in Chapter 5 at Page 83, we have defined the semantics of the AND,
OR, SAND, SOR gates using the I/O-MA formalism. The difference in the
semantics of the aforementioned gates using the stochastic timed automata
formalism used in this chapter is in the synchronising signals. In that chapter,
we used the synchronisation signals of succ, fail and act to indicate success,
failure and activation of the node. In this chapter, we use the signals act,
disrupt and undisrupt to communicate the activation, disruption and undis-
ruption of the node. As rest of the gate semantics is same as described before
in earlier chapter, we do not repeat the semantics of the aforementioned gates.

Below we define the semantics of the PAND gate and FDEP gate which has
not been introduced before in earlier chapters. The semantics of SPARE gate
is similar to the SAND gate, hene not repeated.
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PAND gate. The semantics of AFT node v of type L(v) = PAND and Child(v)=
v1,. . . ,vn is given by underlying STA. We say that the gate v is disrupted when
it receives the disrupti signal from each child vi, and disruption of child vi
happens before the disruption of child vi+1, where vi is the ith child of gate
v and disrupti denotes disruption of child vi. Here, the activation of the
children of the gate can be done in any order.

C C C

Init

actv? actv1 ! actv2 ! disruptv2?disruptv1? disruptv!

C

disruptv!actv?

C

C

actv? undisruptv!

undisruptv!

undisruptv2?undisruptv1?

undisruptv2?

Figure 6.9: STA representation of an PAND gate v with
Child(v) = v1, v2.

For example, consider an PAND gate with two children v1 and v2 as shown
in Figure 6.9. Initially, the PAND gate waits for its own activation, by waiting
for an actv? signal. When it receives the activation signal from its parent
node, it immediately activates both of its children by sending an output signal
actv1 ! and actv2 !. The disruption of the gate happens iff it first receives a
disrupt signal in an order from the left to right. When the gate is disrupted, it
sends the output signal disruptv! to its parent node indicating its disruption.
Similar to the AND and OR gates, one can model the PAND gate with multiple
children by simply chaining the two-input PAND gates, however also keeping
into account the temporal order of the disruption of its children.

In contrast with the SAND gate, where the activation of child vi+1 is only
done, when it receives the disrupti from the child vi, in PAND all children are
activated once the gate receives the activation signal from its parent node.

FDEP gate. The semantics of AFT node v of type L(v) = FDEP and Child(v) =
T, v1, . . . , vn is given by underlying STA. Here T is a special child of the FDEP,
also known as trigger event. When the gate receives the signal disruptT?
indicating the disruption of its trigger event T, all child(ren) of FDEP are
immediately disrupted. We assume that the children of the FDEP gate are
BCFs.

For example, consider an FDEP gate with a trigger event T and having two
children v1 and v2 as shown in Figure 6.10. When the gate receives the signal
disruptT?, it immediately sends an output signal disruptv1 ! and disruptv2 !
indicating the disruption of its children.
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Disrupt A

Disrupt B

disruptT?

disruptv1 !

disruptv2 !

C

C

actv?

disruptv!

actv?

disruptv!

Figure 6.10: STA representation of a FDEP gate with two children of
the gate named v1 and v2. ‘T’ is an auxiliary event.

Semantics of AFT top node. The top level node of the AFT Top node ∈ V
is associated with another STA STop node, shown in Figure 6.11.

Initial Waiting_disrupt Top

actv!

x_top=0 disruptv?

Figure 6.11: STA representation of top node of AFT. ’x_top’ is a global
clock that keeps track of time.

It consists of following locations: Initial, Waiting_disrupt, Top. The
STA at start emits a broadcast output signal actv! activating its top level
gate v. It then waits at the location waiting_disrupt listening for the input
signal disruptv?. When it receives the signal disruptv? sent from the top
level gate, it make a transition to the location Top which indicates the attacker
has reached to the root of the AFT.

6.8 Encoding AFT safety/security goals in Uppaal-SMC
query language

Step 4 in Figure 6.1 requires encoding of security goals from Step 2 into queries
using an appropriate query language.

For specifying properties over the composite NSTA extracted from an
AFT, we use the Uppaal-SMC query language [DLL+15]. The syntax of the
Uppaal-SMC query language is given in Section 3.6.1 of Chapter 3. We
say a run in the NSTA ST satisfies a Uppaal-SMC query language formula
♦c≤CQTop node.Top, if starting from the initial state, any state of the run, the
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STA of the top level node is in location Top and the valuation of clock c is less
than or equal to an observer clock C. PST (ψ) is the probability that a random
run in NSTA ST satisfies a propositional formula ψ. If we assume Co is a random
variable that assigns to each run an accumulated cost, then the expected cost
of disruption is given by: EST (Co : �QTop node.Top) =

∫
π∈πR Co(π)PST (dπ),

where π is a run in NSTA whose last state in the NSTA is the location Top

starting from the initial state. πR is the set of finite runs.

6.8.1 Queries

Below we encode the AFT property of interest discussed in Uppaal-SMC
query language.

Safety/ Security metrics.

• Reliability. For convenience, we encode the unreliability of an AFT T
transformed into an NSTA ST within a mission time t. This is given by
PST (�≤tQTop node.Top). In Uppaal-SMC model checker, this property
is encoded as:

P[x_top ≤ t](<> QTop node.Top)

Here x_top is an observer clock in the NSTA ST that keeps the track of
global time, <> is an existential operator, and t is the mission time.

• Mean time to successful disruption. We obtain mean time to first suc-
cessful disruption within a time bound t, given as:

EST (T : �≤tQTop node.Top)/PST (�≤tQTop node.Top)

Here, T is the accumulated time in a mission time ‘t’ before disruption.
In Uppaal-SMC, we require two steps to obtain the aforementioned
metric: a) Compute the expected time of disruption under a time bound
t given by the query below; b) Divide the value obtained in the Step a
with the probability of successful disruption within that time bound.

E[x_top ≤ t, N](max:x_top×QTop node.Top)

Unconstrained vs Constrained disruption values.

• Unconstrained disruption values. We can find many unconstrained dis-
ruption values such as probability of eventual disruption, expected value
of any attribute ai that is defined in the AFT, etc. For example the
expected value of an attribute ai within a time bound t can be encoded
in Uppaal-SMC query language as:

E[x_top ≤ t, N](max : ai ×QTop node.Top)
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• Constrained disruption values. We can compute several constrained
disruption values. For example, we can obtain the probability of a
disruption within a time bound t and cost bound c. This is given by
EST (�≤t,≤cQTop node.Top). In Uppaal-SMC model checker, this property
is encoded as:

P[x_top <= t](<> QTop node.Top and cost <= C)

Here C is the cost bound, N is the number of simulations. x_top is an
observer clock in the NSTA that keeps track of the global time. Similar
to the aforementioned query, one can find other constrained disruption
values such as probability of disruption by inflicting damage d satisfying
the constraints on cost and time, etc. We can also find expected values of
an attribute constrained with other attributes. For example, the expected
value of an attribute ai within a certain cost bound c can be encoded in
Uppaal-SMC query language as:

E[cost ≤ c, N](max : ai ×QTop node.Top)

Similar to the unconstrained disruption values, which we discussed in
previous paragraphs, in order to obtain the expected value of an attribute
ai of successful disruption, we divide the above expression with probability
of disruption under the same bound.

• Pareto frontier. A Pareto frontier is the set of all Pareto optimal attrib-
ute values. In Uppaal-SMC, we obtain the Pareto optimal attribute
values by first fixing one attribute and gradually increasing the con-
straint on the other attributes, until the query is falsified. For example,
to find the set of Pareto optimal solutions between time vs cost, we
first find the probability of disruption within a mission time ‘t’ using
PST (�≤tQTop node.Top). Suppose this value is 0.6. Thereafter, we re-
peatedly make a constrained query by adding the cost bound in the
previous query as PST (�≤t,≤CQTop node.Top). We vary the cost bound in
such as way to find for given a time bound, there is no other cost such that
the probability of disruption equals to 0.6. We note the corresponding
cost and the time bound as a Pareto optimal solution.

Attacker profiles. We compute different disruption values taking into account
different attackers. Based on the characteristics of the given attacker personas,
we first trim our AFT by enabling/disabling the leaves in the AFT. Thereafter,
we use the Uppaal-SMC queries defined in the previous paragraphs to obtain
the probability of disruption/ expected value of an attribute, etc.

Scenario analysis.
• As-Is scenarios. The as-is scenarios obtain the disruption values under

standard conditions, i.e., when there are no detection measures taken
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into account. We can find these values using the Uppaal-SMC queries
defined in previous paragraphs.
• What-If scenarios. The what-if scenarios obtain the disruption values

when the system description is enriched with detection measures. To
obtain the what-if scenarios, we change the parameter values of the AFT
leaves and rerun the analysis, and thereafter compare the results to find
the effect of detection measures on the computed metrics.
• Design Choices. We evaluate the design choices by disabling different

sub-trees/ leaves in the AFT and observing the percentage difference in
the probability of disruption value. Thus, we can find the component
that has the highest influence on a given metric. In the same manner,
we change the attribute value of all the leaves and see the percentage
difference in the disruption value. This value is useful to know how much
the disruption values are sensitive to the input value perturbations.

6.9 Analysis of AFTs with Uppaal-SMC

Step 5 in Figure 6.1 uses model checker Uppaal-SMC [DLL+15, DLL+11b].
Recall from Section 3.6.3 of Chapter 3, Uppaal-SMC is based on first gener-
ating random runs of the system, monitoring them and then using statistical
techniques such as Monte Carlo simulations/ hypothesis testing to infer whether
the query is satisfied with a certain degree of confidence. As the Uppaal-SMC
analysis engine is based on simulations, it naturally avoids the state-space
explosion problem.

1 // Global Clocks
c l o ck global t ime ;

3 c l o ck global dam ;
c l o ck g loba l co s t ;

5

// AFT nodes
7 const i n t N NODES = 11 ;

9 // AFT channe l s
broadcast chan act [N NODES] ;

11 broadcast chan d i s rupt [N NODES] ;
broadcast chan undisrupt [N NODES] ;

Listing 6.2: System declarations in Uppaal-SMC for the AFT shown in
Figure 6.4

Below we take the AFT described in Figure 6.4 and show how we model
the system in Uppaal-SMC. Following the set-up described in Section 6.7, for
each of the node types in AFT, i.e., BAS, BCF, IFAIL, AND, OR, PAND, SOR,
SAND, FDEP and SPARE we construct a node template in Uppaal-SMC. For
the AFT in Figure 6.4, we require three instances of OR gate, two instances of
SAND gate, one instance of PAND gate, two instances of BAS, two instances of
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BCF and one instance of IFAIL. As shown in Listing 6.1, each of these instance
is identified by a unique identifier id and fed appropriate attribute values.
Then based on the structure of the AFT, the nodes are connected in a manner
such that the output of a node corresponds to the input of other nodes. For
the analysis, we assume global variables of time, cost and damage, as given
in Listing 6.2. In addition, we have two broadcast channels act, disrupt and
undisrupt over which nodes synchronise with each other.

While composing all processes, Uppaal-SMC provides a basic sanity check
that helps to verify the structural integrity of the model. In addition, Uppaal-
SMC provides a query engine, where we can write the security goals encoded
in Uppaal-SMC query language. Lastly, one can check the query of interest in
Uppaal-SMC using a push button Check and obtain / visualize the probability
distributions/ expected attribute values.

6.10 Case studies

In this section, we take three different case studies from the literature and
model them using the AFT formalism. Thereafter, for each of these case studies,
we answer different AFT safety-security goals of interest. Below we discuss
each case study in detail.

Experimental setup. All experiments were performed on an Intel Xeon CPU
E5335 at 2.00GHz with 22GB RAM under Linux. The statistical parameters
chosen for the case studies are: the confidence interval α = 0.05 and probability
uncertainty ε = 0.01 (details on confidence interval and probability uncertainity
in Uppaal-SMC are described in Section 3.6.3, Chapter 3).

6.10.1 Pollution via spillage of toxic substance from a pipeline

Problem/ Case description. The case study of the spillage of toxic sub-
stance from a pipeline has been described in Example 6.1. The AFT for the
case study is shown in Figure 6.4.

AFT safety/security goals of interest. In this case study, we are inter-
ested in comparing the As-Is scenarios vs What-If scenarios over the AFT.
Furthermore, we ask for Pareto optimality : Assuming cost and time are the
resources that an attacker can make trade-offs, what are the Pareto optimal
solutions, that ensure a given probability of disruption? Additionally, we ask
question on cost-benefit : Given an option for the attacker to choose the attack
steps, the execution of which attack steps fetches him more dividends, i.e., high
probability of disruption with less incurred cost?

Attributes considered in case study. To answer the aforementioned ques-
tions, we consider two attacker profiles: Ethan and Ervin. We assume that
the attacker Ervin can execute attack steps of SiS_disabled_maliciously
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BAS Execution cost Execution rates considering
(in US$) a detection scenario

SiS_disabled_maliciously Fixed cost= 1500 λs/ND = 4.166× 10−2

Variable cost = 5 pD(I) = 0.5,
Damage= 0 λD/(O) = 5.952× 10−3,

Once detected: λs/d = 1.377× 10−3

pipe_broken_maliciously Fixed cost= 500 λs/ND = 5.952× 10−3

Variable cost = 10 pD(I) = 0.1
Damage = 1000 λD/(O) = 5.952× 10−3

Once detected: 0 (stop)

Table 6.12: Parameters used for annotating the malicious leaves of
the AFT given in Figure 6.4. Here, λs/ND, pD(I), λD/(O), λs/d are the
different detection rates used to decorate the basic attack step s. These

parameters are taken from [CB10].

and pipe_broken_maliciously while the attacker Ethan can execute only the
attack step of pipe_broken_maliciously. The parameters used to decorate
the BASs of the AFT are given in Table 6.12. The parameters used to decorate
the BCF of the AFT are shown as the leaf annotations in the AFT. The data
on execution rates is given in Column 3 of the Table 6.12 and the data on BCF
and IFAIL leaves in Figure 6.4 are taken from the paper [CB10]. Other data
values of cost/ damage are arbitrarily chosen to demostrate our approach.

Following the paper [CB10], we assume a detection scenario, where the
detection measures are implemented in such a way that the attacker can get
detected at different points: when initiating the attack step and while executing
the attack step. We assume that λs/ND is the execution rate of the BAS when
no detection measures are involved. pD(I) is the probability an attacker may
get detected at the start of an attack. We assume that if the attacker remains
undetected at start, he gets detected during the execution of attack with rate
λD/(O). On being detected, an attacker may choose to execute the attack with
a reduced detection rate given by λs/ND or completely stop.

Results. Figure 6.13 provides the comparison of As-Is and What-If disrup-
tion scenarios. Figure 6.14(a) shows the Pareto optimal solution. The CDF of
probability of successful disruption over cost is shown in Figure 6.14(b).

• As-is scenarios vs What-If scenarios. Figure 6.13(a) shows the prob-
ability of disruption, expected cost, expected time and expected damage,
assuming no detection measures are implemented. If we consider Ervin as
the attacker, the probability of successful disruption within a mission time
of 350 days is 0.98. This attacker takes around 7 days as the expected
time for successful disruption while incurring an expected cost of 3157
US$ and inflicting an expected damage of 1521 US$. If we consider Ethan
as the attacker, the probability of successful disruption of the AFT is 0.25
in the same mission time of 350 days. This is expected, as Ervin can
execute more BASs as compared to Ethan. The attacker Ethan incurs an



6.10. Case studies 143

E(cost) in US$

P(t ≤ 350)
E(

t)
(i
n
d
ay
s)

E
(d
a
m
a
g
e)

in
U
S
$

0.98

0.25

3157

4687

152110427146

Ethan
Ervin

(a) as-is scenario

E(cost) in US$

P(t ≤ 350)

E(
t)

(i
n
d
ay
s)

E
(d
a
m
a
g
e)

in
U
S
$

0.74

0.16

5394

6660

1698107088188

Ethan
Ervin

(b) what-if scenario

Figure 6.13: Comparison of As-Is and What-If disruption scenarios.
Figure 6.13(a) provides the disruption values for the attackers Ethan and
Ervin with no detection measures. Figure 6.13(b) provides the disruption

values assuming there are detection measures. For both these scenarios, we
obtain the probability of disruption within a mission time of 350 days,

expected time, expected cost and expected damage of disruption.
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executes different malicious attack steps.

Figure 6.14: Time dynamic behaviour of Ervin. Figure 6.14(a) provides
two Pareto frontiers for Ervin showing the trade-offs in spending cost vs time.
We fix the probability of disruption as 0.7 and 0.5. Figure 6.14(b) provides the
CDF of probability of disruption over costs, assuming the different cases of

when attacker executes different malicious attack steps in the AFT.

expected cost of 4687 US$ and expected time of 146 days to successfully
cause the disruption inflicting a damage of 1042 US$.
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Figure 6.13(b) shows the probability of disruption, expected cost, ex-
pected time and expected damage, assuming the detection measures are
implemented as outlined in the previous paragraphs. In this scenario, we
see that the probability of disruption decreases while the expected time/
cost/ damage for disruption increases, which is inline with the intuition of
having the detection measures. Here, if we consider Ervin as the attacker,
the probability of disruption in a mission time of 350 days is 0.74, the
expected time for disruption is 88 days, expected cost for disruption is
6690 US$ and the expected damage is 1698 US$. If we consider Ethan as
the attacker, the probability of disruption in a mission time of 350 days
is 0.16, the expected time for disruption is 188 days, expected cost for
disruption is 5394 US$ and the expected damage is 1070 US$.
• Pareto optimal solutions. Figure 6.14(a) shows a Pareto frontier, show-

casing a trade-off for Ervin in spending cost vs time and assuming no
detection measures. Here, we see that to disrupt the system with a prob-
ability of 0.5, he can spend an amount of 10500 US$ while completing the
attack in 100 days or just spend 3750 US$ while completing the attack in
330 days. We observe that more resources are required (both time and
cost), if he wants to disrupt the system with a probability of 0.7, which
is consistent with our intuition.
• Cost-benefit analysis. Figure 6.14(b) shows the CDF over accumu-

lated costs, assuming Ervin as the attacker and detection measures
in place. We see that Ervin has a higher probability of disruption by
incurring lower costs if he executes only the malicious event of SiS_-

disabled_maliciously than executing both the malicious events of
SiS_disabled_maliciously and pipe_broken_maliciously. This is
because in the detection scenario, we assumed that once the attack is
detected, the attacker continues performing the BAS of ‘SiS_disabled_-
maliciously’ at reduced execution rate, thus having chances of success,
whereas the attacker has to abort his attack if he executes the BAS of
pipe_broken_maliciously if he gets detected, lowering his chances of
success.

The average runtime for one experimental run for answering the uncon-
strained probability of disruption queries, and constrained probability of dis-
ruption queries for the case study is in the order of seconds. The average
run time for answering the unconstrained and constrained expected value of
attributes is 130 seconds.

6.10.2 Compromise of integrity of a person

Problem/ Case description. The case study of the compromise of integrity
of a person has been described in Example 6.2. The AFT for the case study is
shown in Figure 6.5.
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AFT safety/security goals of interest. In this case study, we are interested
in the question: “Which is a better design choice while designing an emergency
exit door that reduces the likelihood of compromise of integrity of a person –
keep it always locked or keep it always unlocked?”

Attributes considered in case study. Similar to the previous case study,
to answer the aforementioned question, we decorate the BCF with failure rate
and BAS with execution rate. Additionally, we assume that the instantaneous
probability of IFAIL events force_door_open and door_impossible_to_open

is given by probability p. For the leaves door_unlocked and door_locked, we
assume that if the probability of event door_unlocked is 1, then the probability
of the event door_locked is zero and vice-versa. The parameters used in this
case study are shown as annotation of the AFT leaves in Figure 6.5.

Results. In Table 6.15, we tabulate the results of the case study. We see
that there is a significant reduction in the probability of attack, if the door is
locked (around 90% in a mission time of 30 days) in comparison to a scenario
when the door is unlocked. If the door is unlocked the probability of accidental
disruption is 0 as the person can escape the accidental event of fire easily. We
also see that the probability of the top event is significantly higher, i.e., 0.42
when the door is unlocked compared with 0.044 when door is locked, both in a
mission time of 100 days.

Integrity affected Accidental Scenario Attack scenario
30 (days) 100 (days) 30 (days) 100 (days) 30 (days) 100 (days)

Door locked 0.015 0.044 0.0058 0.0016 0.015 0.042
Door unlocked 0.15 0.42 0 0 0.15 0.42

Table 6.15: Probability of disruption at different mission times. We
assume two system scenarios of when the door remains always locked and

when the door remain always unlocked.

Thus, we conclude that the malicious security incidents are more likely to
occur than that of the accidental events. Hence in this case study, a wise design
choice is to keep the door locked. From this elementary case study, we learn
how an early analysis of the design alternatives can be helpful in ensuring the
system is both safe and secure even before its actual deployment.

The average runtime for one experimental run for answering the uncon-
strained probability of disruption queries, and constrained probability of dis-
ruption queries for the case study is in the order of seconds.

6.10.3 Disruption of an oil-pipeline.

Problem/ Case description. In Section 6.10.1, we gave a toy case study
of the spillage of toxic substance from a pipeline. In real world, the system
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Figure 6.16: Schematic architecture of an oil pipeline taken from
[KBC+14]. It consists of a oil pipeline having a pump and shut-off valves to

control the flow of the oil in the pipeline. These system components are
monitored with sensor devices which communicate to RTUs over

wired/wireless links. RTUs communicate among each other using wireless link
and to central control station that hosts HMI and Master CCs.

architecture is much more complex with the interplay of many system com-
ponents. In this case study, we extend the case description of case study 6.10.1
to a more realistic scenario with more system components. This case study
and system architecture along with the parameters used in the case study are
taken from [KBC+14].

The system architecture, see Figure 6.16, consists of pumps and valves to
regulate the flow of oil in a pipeline along with sensors – the pressure meter
and the flow meter, that communicate pressure and flow information to the
Remote terminal unit (RTU). RTUs measure the pressure differences between
the adjacent RTUs and send signals to the Control centre (CC), which controls
opening and closing of the valves. All the field instrumentation (CC, RTUs and
sensors) are remotely connected to a Supervisory Control And Data Acquisition
(SCADA). We also consider here a reflex action, which is a redundant safety
action built at each RTU to shutdown the pump locally without waiting for
the CC instructions.

AFT model. The AFT for the case study modelling the pollution via oil pipeline
is shown in Figure 6.17. At the top of the tree is the event pollution_via_-
oil_pipeline. This event can occur if there is an attack and the pipeline is
broken attack_&_then_pipe_break or if there is a pipeline break after which
there is a protection failure pipe_break_&_protection_fail. The pipeline can
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Figure 6.17: AFT for the oil pipe line. The parameters used in the case
study are shown as annotations of the AFT leaves. Here, λs/ND is the

execution rate of the basic attack step assuming no detection measures are
implemented. λ is the disruption rate of BCF. p is the instantaneous
probability of disruption of IFAIL leaves. These parameters are taken

from [KBC+14].



148 6. Integral security and safety analysis with Attack-Fault trees

break accidentally or through an attack launched on it. A malicious breakdown
of pipeline is caused through a water-hammer attack waterhammer_attack,
for which the SCADA needs to be deactivated first. If an attacker is able
to deactivate the SCADA maliciously, he may also attack by waiting for the
accidental breakdown of the pipeline pipeline_break and not performing the
water-hammer attack. A SCADA system can be disrupted by deactivating
the SCADA system, which can happen, by first understanding its operations
understand_operations and then accessing the SCADA system access_-

SCADA. A SCADA system can be accessed in any of the following alternative
ways:

• via control centre control_centre by accessing the control centre access_-
CC and then preparing for the attacks by executing attack_prep_1. To
successfully execute the event attack_prep_1, an attacker must transmit
false control centre instructions falsify_CC_instructions and deactiv-
ate the reflex action deactivate_reflex_action;

• via the event RTU_CC by first successfully exploiting the link between RTU
and CC link_RTU_CC and then preparing for the attacks by executing
attack_prep_2. To successfully execute the event attack_prep_2, an
attacker must deactivate the reflex action deactivate_reflex_action,
falsify the measured sensor data instructions falsify_measure and re-
port false data report_false_data to the CC;

• via access_comm_link_sensors_RTU by first successfully exploiting the
link between RTU and sensors sensors_RTU and then preparing for
the attack by executing attack_prep_3. To successfully execute the
event attack_prep_3, an attacker must first deactivate the reflex action
deactivate_reflex_action and then falsify the measured sensor data
instructions falsify_measure.

• via access_RTU by first successfully approaching the RTU approach_-

RTU and then falsify the RTU measures falsify_measure. The event
falsify_measure is successful, if all events falsify_instructions_-

to_equipments, falsify_data_to_RTUs and falsify_data_to_CC are
successfully executed.

AFT safety/security goals of interest. In this case study we are interested
in comparing different disruption scenarios, namely:
• What is the probability of disruption of the oil pipeline due to accidental

component failures?
• What is the probability of disruption due to both malicious attacks and

accidental failures in a mission time t?
• Which is the most vulnerable system component whose disruption lead

to greater likelihood of system disruption?
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Figure 6.18: Analysis results of oil pipeline case study. Figure 6.18(a)
provides the CDF of probability of disruption over time. We assume four

scenarios: (a) Hybrid scenario – where both accidental and malicious events
occur and no detection mechanisms are implemented; (b) Hybrid scenarios

with bad detection – where both accidental and malicious events occur and a
weak detection mechanism is implemented at one BAS; (c) Hybrid scenarios

with good detection – where both accidental and malicious events occur and a
good detection mechanism is implemented at one BAS; (d) Accidental

scenarios– where only accidental events occur and no detection mechanisms
are implemented. Figure 6.18(b) provides the results of sensitivity analysis
done by disabling each of the sub-trees of control_centre, access_RTU,
RTU_CC, access_com_link_sensors_RTU and observing the percentage

change in the disruption values.

Attributes considered in case study. The parameters used in the case
study are shown as the leaf annotations in Figure 6.17. We assume that an
attack occurs once in 5 years. Here λs/ND is the execution rate of the BAS
when no detection measures are involved, λ is the disruption rate of BCF. The
instantaneous failure probability of IFAIL is given by p.

Results. In Figure 6.18(a), we see that the probability of disruption due to
both accidental and malicious events is 0.03 in a mission time of 1 year and
approximately 0.13 in a mission time of 10 years.

To find which sub-tree is the most critical, we run the analysis multiple times,
each time disabling different subtrees and observing the percentage difference
in the probability of disruption of the top event. From Figure 6.18(b), we
see that the sub-tree “access_RTU” is the most critical sub-tree, playing a
significant role in the disruption, with percentage change of 40% in disruption
values in 1 year, 5 year and 10 year. Hence, we put a detection mechanism
on approach_RTU, the leaf of the sub-tree “access_RTU”. We assume such a
detection mechanism comes in two flavours– a good one and a bad one, following
the detection mechanism given in [KBC+14]. A good detection mechanism
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is the one which detects an attack with a probability p = 0.5 while a bad
detection mechanism is one which detects an attack with probability p = 0.1.

Figure 6.18(a) shows the result of probability of disruption over time, con-
sidering the aforementioned detection scenario. As expected, a good detection
mechanism significantly reduces the probability of disruption to 0.07 in 10
years compared to probability of disruption of 0.11 in 10 years in case of bad
detection. Also, if we see the probability of disruption over time, considering
only the accidental component failures, we find the probability of disruption is
negligible and malicious events make up most of the probability of disruption.

From this case study, we conclude that by modelling and performing analysis
using AFTs, one can predict which scenarios (safety/ security) are more likely.
Earlier all the aforementioned case studies have been modelled using the
Boolean driven Markov Process (BDMPs) formalism in [KBC+14] and [CB10].
In that papers, the authors obtain few quantitative metrics such as probability
of disruption. Our models produce the same results over the few existing
metrics in these paper, thus validating our models. Moreover, owing to the
flexibility of our framework to include several different attributes such as cost
structures, attacker profiles, etc, we computed several additional risk metrics.

The average runtime for one experimental run for answering the uncon-
strained probability of disruption queries, and constrained probability of dis-
ruption queries for the case study is in the order of seconds.

6.11 Conclusion and future work

In this chapter, we provided the novel framework of AFTs to perform an integral
security and safety analysis. We do this by smartly exploiting all the gates and
leaf behaviour of both attack trees and fault trees. The use of AFT provides us
with a wide number of modelling constructs, suitable to capture the temporal
and causal interdependencies and complex behaviour exhibited by the system.

We have shown how AFTs can be translated into NSTA and analysed using
SMC. Our analysis allows us to quantify several combinations of accidental
and malicious disruption scenarios, yielding probabilistic estimates over time
and compute several metrics, including the expected costs, the expected time
and the expected damage for the different adversaries. We show the practical
usefulness of our work by taking several case studies from the literature,
modelling them as AFTs and performing a multi-parameter analysis over time.
Our work thus enables a risk manager to answer the what-if scenarios and thus
prioritise the necessary steps to protect their critical infrastructures.

Laying the foundations of an integral safety-security analysis framework,
we see several directions to continue the work:
• Generation of AFT models. Currently the AFT models are adapted from

the literature. A natural direction to extend our work is to extract the
AFT models automatically from the system description. We note that
in the domain of attack trees, there are few work done in this direction
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le [VFN14, Hui16, APK17]. Elsewhere, authors in [KCS14], recommend
semi-automatic methods to build a attack tree by establishing a library
of standard patterns.
• A query language for AFTs. The AFTs we propose, allows a security

practitioner to calculate many safety/security metrics, taking into account
many quantitative attributes. In this chapter, we used the Uppaal-SMC
query language to encode these metrics. In Chapter 8, we propose a
property specification language for the attack trees. We believe the same
language, in future can be extended over AFTs.
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1 // Template parameters
i n t id ; % Node i d e n t i f i e r

3 i n t f ; % f i x e d co s t in BAS
i n t r ; % v a r i a b l e co s t in BAS

5 i n t d ; % damage in BAS and BCF
i n t p ; % p r o b a b i l i t y in BAS, BCF and IFAIL

7 double l ; % execut ion r a t e s in BAS and f a i l u r e ra t e in BCF
bool Enable ; % Enable/ Disab le BAS

9

// BAS i n s t a n c e s
11 BAS SiS disabled maliciously = BAS( id , l , p , f , r , Enable , d ) ;

BAS pipe broken maliciously = BAS( id , l , p , f , r , Enable , d ) ;
13

%BAS SiS disabled maliciously has id =1.
15 %BAS pipe broken maliciously has id =3.

17 // BCF i n s t a n c e s
BCF SiS accidental fa i lure = BCF( id , l , d ) ;

19 BCF pipe accidental breakdown = BCF( id , l , d ) ;

21 %BCF SiS accidental fa i lure has id =2.
%BCF pipe accidental breakdown has id =4.

23

// IFAIL in s t anc e
25 IFAIL SiS on demand failure= IFAIL ( id , p ) ;

%IFAIL SiS on demand failure has id =5.
27

// Gate i n s t a n c e s
29 i n t inputs OR1 [2 ]= {1 ,2} ; % array o f inputs o f an OR gate .

Gate OR1=OR(6 , inputs OR1 ) ; % OR gate with id 6 .
31 i n t inputs SAND1 [2 ]={6 , 3} ; % array o f inputs o f a SAND gate .

Gate SAND1= SAND(7 , inputs SAND1 ) ; % SAND gate with id 7 .
33 i n t inputs OR2 [2 ]={7 , 4} ; % array o f inputs o f an OR gate .

Gate OR2= OR(8 , inputs OR2 ) ; % OR gate with id 8 .
35 i n t inputs PAND1 [2 ]={6 , 8} ; % array o f inputs o f an PAND gate .

Gate PAND1= PAND(9 , inputs PAND1) ; % PAND gate with id 9 .
37 i n t inputs SAND2={8 ,5} ; % array o f inputs o f an SAND gate .

Gate SAND2 = SAND(10 , inputs SAND2 ) ; % SAND gate with id 10 .
39 i n t inputs OR3 [2 ]={9 ,10} ; % array o f inputs o f an OR gate .

Gate OR3 = OR(11 , inputs OR3 ) ; % OR gate with id 11 .
41

// Top event in AFT
43 top event=Top event (11) ; % Top event o f the AFT.

45 // Proce s s e s to be composed
system BAS SiS disabled malicously ; BAS pipe broken maliciously ;

BCF SiS accidental fa i lure ; BCF pipe accidental breakdown ;
IFAIL SiS on demand failure ; Gate OR1 ; Gate SAND1 ; Gate OR2 ;
Gate PAND1 ; Gate SAND2 ; Gate OR3 ; top event

47 ;

Listing 6.1: System declarations in Uppaal-SMC for the AFT shown in
Figure 6.4
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CHAPTER 7

Questions people ask in information

security: a critical survey and a

taxonomy

“You’ll be tempted to grouse
about the instability of
taxonomy: but stability occurs
only where people stop thinking
and stop working.”

Donald P. Abott

C
yber-security is vital to all of us. Anticipating the security breaches,
usually, security practitioners implement many security mechanisms
such as access and organisational policies, network scanners, encryption,

digital signatures, etc. These mechanisms address the question of How? to
remain secure. However, these frameworks are riddled with many technical
details (low-level constructs such as network packet details, IP prefixes, protocol
names, etc) and operational details (service level agreements, customers, data
logs, etc), obscuring security practitioners from the question of Which? and
When? such security mechanisms are appropriate. Moreover, these security
mechanisms, though reducing the attack surface, are costly, may hinder the
usual business and sometimes are redundant. For example, an intrusion
detection system is used to detect malicious users, but it may also raise a
false alarm, thus disrupting the regular services (see for example [TPFC08]).
Hence, the selection of security mechanisms critically depends on formulating
a well-formed security goal.

In Figure 1.3 of Chapter 1, we gave an overview of our quantitative analysis
framework. Note that the second step in our analysis framework requires
description of the security goals. Traditionally, elicitation of security goal
relies on the experience of security practitioner(s). To aid and structure the
elicitation of security goals, in this chapter, we propose a taxonomy for the
security goal. We claim by using our taxonomy, a security manager can come
up with well-formed security goals which will serve the following purposes:
• generate security requirements that can be mapped to the security goals;
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• verify the appropriateness of the security mechanisms;
• verify the effectiveness of the security mechanisms;
• estimate the damage potential of the threat.

To construct our taxonomy, we perform a survey of top 30 highly cited
security papers that are chosen from years 1995-2016. A critical analysis
of these papers reveals that usually these papers lack clear security goals.
Hence, we take great care to ask ourselves what prompted the authors in their
respective paper to propose a particular security mechanism or what is the
problem that the authors address in their paper from the perspective of an
enterprise manager. By doing this exercise, we are able to identify the variables
that comprise a security goal. We organise this information in the form of a
taxonomy, divided into two parts: the characteristics and the indicators. Our
taxonomy is modelled on the same lines as the seminal dependability taxonomy
by Avižienis [ALR04].

We represent our taxonomy using a feature diagram [KCH+90]. Feature
diagrams are powerful models to capture the domain knowledge and are pop-
ularly used in software product lines to capture the variability in software. By
exploiting the feature diagrams to represent our taxonomy, we:

1. embody an understanding of the variety of security goals;
2. group the variables of security goal based on their commonalities and

variabilities;
3. understand relationships and interdependencies between the different

security goal concepts;
4. provide a space for extension of the proposed taxonomy, if necessary.

Furthermore, by mapping the security literature on our proposed taxonomy,
we identify several key trends (biases, omission, focus etc.) about the security
goals pursued by the security community. In particular, we find that:

• many papers (in particular recent ones) do not align their paper to any
of the widely popular security attributes of confidentiality, integrity and
availability;
• the top cited papers in security literature have a biased focus on the safe-

guard measures of preventing the potential attacks. Safeguard measures
to ensure continuity of service after the attack has occurred has been
generally overlooked;
• most surveyed papers focus on “qualitative” indicators, asking for feasib-

ility of the attack or protocol design. Quantitative indicators to measure
security is under-represented.

Contributions of the chapter. The main contributions of this chapter are:

• extraction of security goals by surveying the top 30 highly cited papers
security papers from the year 1995-2016;
• a comprehensive taxonomy of security goal based on the surveyed data

and represented as feature diagram;
• showcase the use of proposed taxonomy.
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Outline of the chapter. Section 7.1 presents our survey methodology,
Section 7.2 provides the background information, Section 7.3 describes the
taxonomy, Section 7.4, we classify the surveyed papers based on the proposed
taxonomy. In Section 7.5, we show the use of our taxonomy and finally we
conclude in Section 7.6.

7.1 Survey methodology

We perform a systematic literature survey based on the guidelines provided by
Okoli et al. [OS10]. To conduct our survey, we collect the top 30 cited papers
as on Google scholar citation index on 15th November 2017. Furthermore,
these papers were chosen from years 1995-2016 and were presented at the
top security conferences of IEEE Security and Privacy (Oakland) Annual
computer application conference (AC- SAC) ACM Conference on computer
and communications security (CCS) USENIX security symposium (USENIX)
Network and distributed system security symposium (NDSS) ACM transactions
on information system security ACM transaction on computer security IEEE
Security & Privacy magazine. We observe that the surveyed papers from the
years 1995-2000 have more citation count than papers from 2000-2016. Also,
certain information security domains such as access control or encryption have
more number of citations than other emerging application domains such as
vehicular networks, internet of things, etc. Hence, we intentionally refine the
search results using year as the keyword combined with other keywords from
novel security application areas such as cloud computing, mobile computing,
vehicular networks, internet of things.

7.2 Background

7.2.1 Security goals

In information security, as in several engineering fields, it is important to se-
gregate the problem space from the solution space [Mat17b]. We observe that in
the security domain, the solution space is vast and varied in the form of security
standards (NIST-800 series [NIS13], ISO/IEC 27005 [ISO11], etc.), risk manage-
ment frameworks (Factor analysis of information risk, (FAIR, [AS/09]), Opera-
tionally Critical Threat, Asset, and Vulnerability Evaluation, (OCTAVE, [AD01]),
etc. We find that the aforementioned elements of the solution space are well-
documented, providing a recommended list of practitioner-oriented security
mechanisms (access control, encryption techniques, etc.). However, surprisingly
we find that the problem space that asks for why such security mechanisms
are needed is usually left to the intuition of the stakeholders.

This chapter is positioned in defining the concepts in the information
security problem space which we term as security goals. Security goals are the
security questions that ask for the scope and the need of solution space. It
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asks the stakeholders about the nature of the asset that needs protection, the
undesirable events from which it needs protection and the implications which
stakeholders are ready to bear in case of no protection. Additionally, security
goals consists of qualitative and quantitative criteria in the form of security
questions over which the solution space of security mechanisms can be justified
by comparing these criteria with the popular benchmarks.

Related work on security goals. The most common and historical inter-
pretation of security goals is of the Confidentiality, Integrity, Availability (CIA)
triad, first coined in the “The Pink book” (JSC-NASA Information security
plan, 1989). With the evolution of information security needs, the CIA triad has
also been updated with addition of other attributes such as utility, possession
and authenticity in [Par12]; responsibility, integrity, trust and ethicality (RITE)
in [DB00] and its variants thereoff (such as of STRIDE [Sho14b]). In [CH13],
authors propose the Reference Model of Information Assurance & Security
(RMIAS). Here, the authors add accountability, auditability, authenticity/
trustworthiness, non-repudiation, privacy to the list of the CIA triad and term
them as security goals. We thus observe that narrowing the understanding of
security goals to CIA triad is not universally accepted.

Elsewhere, there have been several connotations of security goals. In [HLMN08],
authors propose a hierarchy of security goal by classifying them as primary
security goals and secondary security goals. The primary security goals are
derived from the system functional requirements while the secondary security
goals are obtained by iterating over the primary security goals and incor-
porating the dynamic context of the system. Related to our work, is the
field of security requirement engineering, where many expressive modelling
frameworks exist, such as the misuse cases [SO05], the abuse frames [LNI+03],
KAOS [DDMvL97], etc. One should note that all the aforementioned frame-
works lie in the solution space [Mat17b, Fir03]. Few work in literature such
as [Fir03], have stressed on making an explicit distinction between security
requirements and security mechanisms. We believe that our work will enable
similar distinction between security goals and security requirements, where
security goals being the positive connotation of stakeholders high level needs
forms the basis of deriving the context-specific system functional constraints in
the form of security requirements.

Taxonomies in security domain. A generic taxonomy for dependability
is provided in [ALR04]. This seminal paper comprehensively defines and
classifies the concepts in dependability, put under a taxonomy. This taxonomy
is divided into three broad classes: Attributes (availability, reliability, safety,
confidentiality, integrity, maintainability), Threats (faults, errors, failures) and
Means (fault prevention, fault tolerance, fault removal, fault forecasting). In
this taxonomy, security is defined as CIA triad. In Section 7.3, we construct
our taxonomy on the same lines as of the aforementioned paper, with the focus
on elaborating the ingredients of security goal.
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Figure 7.1: Example of a feature diagram. Here, the top node represents
the domain concept which is refined into features that represent the

characteristics of the domain concept, some of which that are marked as
mandatory/ optional.

Elsewhere, there exist several security-oriented taxonomies (Ethereum smart
contracts [ABC17], Internet of things [NAYL16], intrusion detection [DDW99]
etc.) or taxonomies that address one single threat (computer worms [DDW99],
etc.). In [CPY14], a taxonomy for the operational cyber-security risks is given,
and in [HH05], a taxonomy for computer and network attacks is given. To the
best of our knowledge, there exists no taxonomy for security goals.

7.2.2 Feature diagrams

In this paper, we use feature diagrams to represent our proposed taxonomy.
Feature diagrams were conceptualised in [KCH+90], to systematically represent
the features, which describe the commonalities and variabilities of the software
systems.

Example 7.1. To illustrate the concept of feature diagrams, we use a simple
example of a university website. As shown in figure [KCH+90], the feature
diagram for the university website consist of:
• a root element, the University website (shown in top rectangular box),

represents the domain concept;
• nodes below the root node (also shown in rectangular boxes) represent

the sub-features (a.k.a characteristics) of the domain concept, some
of which are optional (labelled with a white circle) while others are
mandatory (labelled with a dark circle). In this example, the University
website consists of three sub-features: Login portal, Study program and the
Contact info.. The features: Study program and Contact info. are marked
as mandatory and the feature of Login portal is marked as optional. This
means that the University website should consist of the sub-features of
Study program and the Contact info. while the feature of Login portal may
or may not be the part of university website;
• edges represent the decomposition of features of the parent node into the

features of the children nodes. The decomposition relationship can be
either OR, which means that the feature of the parent node comprises of
one or more child features or Alternative which means that the features
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Figure 7.2: Taxonomy of security goals based on its characteristics.

of the parent node consist exactly of one child feature. Here, the Login
portal is refined with an Alternative decomposition, thus the Login portal
consists of mutually exclusive children of Student login and Employee
login. The Study program is refined with an OR decomposition, thus it
consists of one or more child features which are namely: the Bachelor
program, the Master program and the PhD program. �

7.3 Taxonomy for security goals

In this section, we provide a step-by-step introduction to the parts of our
taxonomy. Our taxonomy on security goals consists of two parts:

• Characteristics, (Figure 7.2), describes the structural ingredients of a
security goal, answering what a security goal is.
• Indicators, (Figure 7.3), describes the analysis outcome of security goal,

answering what the purpose of a security goal is.

Below we elaborate the elements of our taxonomy under the aforementioned
headers.
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7.3.1 Characteristics of security goals

We first distinguish between the following categories of the characteristics of
the security goals, arranged at the first order of the hierarchy in our taxonomy,
shown in Figure 7.2:

• Asset, defining what is at stake.
• Attribute, defining what are the characteristics of an asset.
• Threat, defining how is the security threatened.
• Controls, defining the phase at which the protection mechanisms against

the threat are desired.

Below we define each of these categories in details.

On Asset. The National Institute of Standards and Technology (NIST) in its
glossary of key information security terms [Kis13], defines an asset as: a major
application, general support system, high impact program, physical plant,
mission-critical system, personnel, equipment, or a logically related group of
systems. In ISO/IEC 27005:2011 standard [ISO11], an asset is defined as: any-
thing that has value to the organisation and which therefore require protection.
Furthermore, this standard classifies asset into primary and secondary. The
primary asset includes the business process & activity and the information.
The secondary asset includes hardware, software, personnel, site, organisation
structure. Similar other definition of asset is given in other standards such
as FAIR (Factor Analysis for Information Risk, [AS/09]). We use the term
“Asset” in the same spirit as the aforementioned standards. Furthermore, we
categorise asset as:

• Concrete. This category include all hardware and software products &
services.
• Abstract. This category include all types of assets other than those defined

as concrete assets. Examples of abstract assets are reputation, copyrights,
trademarks, etc.

We refine the feature Asset into Abstract and Concrete in our taxonomy with
an OR, providing the flexibility to a security practitioner to choose any or both
the categories of the aforementioned assets simultaneously.

On Attribute. Recall from Section 7.2.1, traditionally the -ities, namely the
confidentiality, availability and integrity [ALR04] are considered as the de-facto
standard security attributes. As the list of the attributes is non-exhaustive,
and new entries are constantly being added, we list Attribute as an extensible
list. Furthermore, we find that many of the surveyed papers are not explicit
about the security attribute. We believe this is because the usage of security
attributes is contextual. Hence, we keep this feature of the characteristics of
security goal as optional. Additionally, many works focus on more than one
attribute, hence the children of Attribute is refined with OR. The definition of
child features of Attribute, (i.e., Confidentiality, Integrity, etc.) are standard and
for details can be referred to [RSR04, CH13].
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On Threat. The National Institute of Standards and Technology (NIST) in
its glossary of key information security terms [Kis13] defines threat as: “Any
circumstance or event with the potential to adversely impact organisational
operations (including mission, functions, image, or reputation), organisational
assets, or individuals through an information system via unauthorised access,
destruction, disclosure, modification of information, and/or denial of service.”
Similar other definition of threat is given in [ISO11].

We find that all such definitions of threat include few common ingredients:
• Adversary, a subject who intends to harm the asset;
• Exploit, the mode/actions of an adversary that result in the harm to the

asset and
• Vulnerability, a flaw in hardware or software of the asset which when

exploited by the adversary, result in harm to the asset.
We find that typically the surveyed papers focus on one or more of the afore-
mentioned features of threat. Hence we refine the feature Threat with an OR
in our taxonomy.

Note. The Oxford English dictionary defines ‘exploit’ as ‘make full use of
and derive benefit from (a resource)’. In [ALR04], Avižienis defines
exploit as an operational, external, human-made, software, malicious
interaction fault. In computer security, “exploits” are named against the
vulnerability they exploit (for example the zero-day exploits, control-flow
hijack exploits [ACR+14], etc.) and colloquially envelope all computer
malicious software, virus, worms etc. that exploit software vulnerabilities.

We use the term “Exploit” in the broadest sense to be the medium
(software script, hardware) used active or passively, that enables an
adversary to derive the benefits of a vulnerability. The active means of
exploit can be of computer malware while the passive means of exploit
can be of side channels.

On Controls. The National Institute of Standards and Technology (NIST)
in its glossary of key information security terms [Kis13] defines controls as
synonymous with safeguards and countermeasures. It defines controls as
actions, devices, procedures, techniques, or other measures that reduce the
vulnerability of an information system. We use the term “Controls” in the same
spirit as the aforementioned standard. Furthermore, the category of Controls
in our taxonomy is analogous to the category of Means in the dependability
taxonomy of Avižienis in [ALR04]. We classify Controls into three mutually
exclusive categories (hence the feature Controls is refined with an Alternative in
our taxonomy), depending on the phase at which the controls are required to
mitigate the attacks:
• Before attack. This phase involves deploying pre-emptive safeguards to

nullify the attacks/ discourage adversaries. We classify Before attack
controls (refined with OR in the taxonomy) as:



7.3. Taxonomy for security goals 163

– Prevent, i.e., safeguards that nullify potential attacks, such as fencing
the tangible asset, etc.

– Forecast, i.e., to anticipate the likelihood of attack, such as to predict
the possibility of a digital attack on an autonomous vehicle, etc.

• During attack. This phase involves deploying the safeguards when an
attack is in progress. We classify During attack controls (refined with OR
in the taxonomy) as:

– Detect, i.e., safeguards to timely detect an attack, such as to deploy
a signature based intrusion detection system that scan for malicious
intruders, etc.

– Respond, i.e., safeguards to timely contain an attack, such as to
release a patch software during the spread of a virus, thereby pro-
tecting vulnerable un-attacked systems.

• After attack. This phase involves deploying the safeguards after an
adversary has completed the execution of the attack. We classify After
attack controls (refined with OR in the taxonomy) as:

– Recover, i.e., to ensure the continuity of service after an attack, such
as to use a backup disk in case the primary disk has been sabotaged,
etc.

– Damage control, i.e., to mitigate the consequences of an attack, such
as to deactivate a user’s credit card within an hour, if it gets stolen.

7.3.2 Indicators of security goals

We first distinguish between the following categories of the indicators of the
security goal arranged at the first order of the hierarchy in our taxonomy,
shown in Figure 7.3:
• Quantitative, defining how much a system is secure, measured as a numeric

value.
• Qualitative, defining all analysis outcomes of security goal other than

those of numeric values.
As the security goal may ask for any or both of the aforementioned indicators,

we refine Indicator with OR. Below we define each of these categories in details.

On Quantitative. The Quantitative indicator of security goal consists of two
mandatory sub-features, providing a security practitioner with an indication
on the ”goodness” of security mechanism.
• IA Metric, i.e., defines the information assurance (IA) metric which can be

one or more of the following (indicated with OR in the taxonomy): Cost,
such as total amount spend on the deployment of all countermeasures,
etc.; Domain specific metric, such as counting the number of intrusions
blocked by a firewall useful in the intrusion-detection domain, etc.; Risk,
such as calculating the probability of attacks, etc. The list of IA metric
in literature is non-exhaustive with entries being continuously added,
hence the feature of IA Metric is refined as an extensible list.
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Figure 7.3: Taxonomy of security goals based on indicator.

• Usage, i.e., defines the practicality of the IA metric which can be following
(indicated with OR in the taxonomy): Trade-offs, such as to calculate the
probability of success under resource constraints, etc.; Optimality, such
as to obtain the maximum damage inflicted by an attacker measured in
US$, etc.; Measurement, such as the counting the number of failed login
attempts, etc. Similar to the IA metric, the usage of IA metric is also
varied and non-exhaustive. Hence we refine Usage as an extensible list.

On Qualitative. The Qualitative indicator of security goal consists of all
security goal outcomes other than numeric values. It can be one or more of
the following (indicated with OR in the taxonomy):
• Feasibility, i.e., to evaluate whether an attack is possible, such as to find

the possibility of an attack on an automotive system by intruding into
its media devices, etc.
• Root cause, i.e., to identify the vulnerability source(s) and/ or threat

source(s) which when removed, leads to a secure system.
• Design, i.e., to design a security protocol/ domain specific language for a

specific purpose. For example, to design functional encryption protocol
that allows deciphering only the part of cypher-text by a user for which
one is authorised to, etc.

7.4 Analysis

7.4.1 Classification of papers

Below we classify each surveyed paper based on the categories of our taxonomy.
The summary of each paper that we survey is given in Appendix A.
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Table 7.4: Here the abbreviations used in the table stands as: Att. = Attribute, Auth = Authorization, Norep =
Non-repudiation, Ath = Authentication, Conf = Confidentiality, Pri = Privacy, Int = Integrity, Avai = Availability, apps =

mobile applications, DSM = Domain specific metric, ID = intrusion detection, comm. = communication, unauth =
unauthorized, prob. = probability, Meas. = Measurement.

S.
No.

Ref. Security goal Characteristic Security goal Indicator

Att. Asset Threat Controls Quantitative Qualitative
IA metric Usage

1. [GPZL08] - Abstract
(info.)

Exploit (bots) Respond
(segregate
machines)

DSM (anomaly
based)

Meas. -

2. [YF14] - Abstract
(info.)

Exploit (side
channel)

Forecast
(timing attack)

- - Feasibility (steal
encryption
keys)

3. [JPBB04] - Abstract
(info.)

Adversary
(port-scanner)

Detect
(intrusions)

DSM (anomaly
based)

Meas. -

4. [GL02] - Concrete,
(hard-
ware,

Software)

Adversary
(attacker)

Damage control
(countermeas-

ures)

Cost Optimality -

5. [FHSL96] - Abstract
(privileged
process)

Adversary
(intruder)

Detect
(intrusions)

DSM (anomaly
based)

Meas. -

6. [CPM+98] - Concrete
(software)

Vulnerability
(buffer

overflow)

Detect (Detect
return address
change), Re-
spond(Protect
return address

change)

- - Feasibility
(stack smash-
ing attacks)

7. [Wil02] - Abstract
(info.)

Exploit (comp.
virus)

Respond (limit
traffic)

- - Root cause
(limit malice
connections)
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8. [LNR09] - Concrete

(power
grid)

Adversary
(attacker)

Forecast (false
data injection)

Risk (attack
prob.)

Meas. -

9. [BFL96] Auth,
Norep,
Ath

Abstract
(business
process)

Adversary
(attacker)

Prevent
(unauth.
actions)

- - Design (policy
language)

10. [FSG+01] -, Abstract
(business
process)

Adversary
(attacker)

Prevent
(unauth.
access)

- - Design (policy
language)

11. [Roe99] - Abstract
(info.)

Adversary
(intruder)

Detect
(intrusions)

DSM (signature
based)

Meas. -

12. [RTSS09] - Abstract
(info.)

Exploit (side
channel
attacks)

Forecast
(keystroke

timing attack)

- - Feasibility (ob-
tain Conf info.)

13. [EGH+14] Pri,
Auth

Abstract
(info.)

Adversary
(tainted apps)

Respond (taint
analysis)

- - Feasibility (leak
sensitive info.)

14. [AG97] Conf,
Ath,
Pri

Abstract
(info.)

Adversary
(eavesdropper)

Prevent
(unauth.
access)

- - Design (ana-
lyse security
protocol)

15. [FCH+11] - Concrete
(android

app.)

Vulnerability
(design flaw)

Damage control
(forensic
analysis)

- - Root cause
(reason of
over-privileges)

16. [GPSW06] Conf Abstract
(Info.)

Adversary
(eavesdropper)

Prevent
(unauth access)

- - Design (access
policy)

17. [SHJ+02] - Concrete
(net-

worked
resource)

Adversary
(attacker)

Forecast
(network
attacks)

Risk (attack
prob.)

Meas. -

18. [CPS03] Conf,
Int,
Ath

Concrete
(sensor
node)

Adversary
(eavedropper)

Recover (cont.
of service)

Risk (attack
prob.)

Meas. Design (encryp-
tion protocols)

Prevent
(unauth access)
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19. [NS05] - Concrete
(Software)

Exploit
(root-kit)

Detect
(overwrite

attack)

- - Feasibility (taint
analysis)

20. [ABC+07] Int,
Avai

Concrete
(archived

file)

Adversary
(attacker)

Detect
(deletion)

- - Design (proof of
existence)

21. [MVS01] Avai Abstract
(info.)

Adversary
(eavesdropper)

Damage control
(forensic
analysis)

Risk (frequency
count)

Meas. Root cause (vic-
tim target, pro-
tocols used)

22. [SPW02] - Abstract
(info.)

Exploit
(computer

worm)

Damage control
(forensic
analysis)

Risk (rate of
replication)

Meas. Root cause
(factors behind
replication)

23. [WWRL09] Int,
Avai

Abstract
(info.)

Adversary
(attacker)

Detect
(modification)

Risk (detection
prob.)

Meas. Root cause (loc-
ate misbehav-
ing server)

Recover
(retrieve)

24. [HSH+09] Conf Abstract
(info.)

Vulnerability
(DRAM

remaneance)

Forecast (side
channel attack)

- - Feasibility (get
cryptographic
keys)

25. [KCR+10] - Concrete
(auto-

mobile)

Vulnerability
(automobile
digital flaws)

Forecast
(automotive

based attacks)

- - Feasibility (di-
gital attack)

26. [MPS+03] - Abstract
(info.)

Exploit
(Slammer

worm)

Damage control
(Forensic
analysis)

- - Root cause
(factors behind
replication)

27. [BCG+14] Any,
Pri

Abstract
(info.)

Adversary
(eavesdropper)

Respond
(obfuscate
payment
history)

- - Design (bitcoin
payment pro-
tocol)

28. [BSW07] Auth,
Conf

Abstract
(info.)

Adversary
(eavesdropper)

Prevent
(unauth access)

- - Design (security
protocol)

29. [WFP99] - Abstract
(info.)

Adversary
(intruder)

Detect
(intrusions)

DSM (anomaly
based)

Meas. -
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30. [JRS03] Pri Abstract

(info.)
Vulnerability
(RFID tag

comm.)

Prevent (block
RFID tag
comm.)

- - Root cause (ob-
fuscate RFID
device Sr. No.)

Table 7.4: Classification of literature (30 most cited papers from 1995–2016) based on the categories of our proposed
taxonomy.
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7.4.2 Results from the classification of security goal

By counting the number of surveyed papers falling under the different categories
of our taxonomy, we get interesting insights on the directions pursued by the
security community.

(a) Classification of papers (1995–2016)
based on Attribute (Att.).

(b) Classification of papers (1995–2016)
based on Threat.

Figure 7.5: Analysis results obtained by classifying surveyed papers based on
the characteristics of security goals.

First, we count the number of surveyed papers based on the security goal
characteristics of Attribute. As shown in Figure 7.5(a), we see that in most
papers (66.66%), the security attribute (CIA triad and its extensions) remains
undefined. We see the omission of security attributes as an unhealthy trend
because attributes serve as meta-data that contextualise the asset, and can be
used to fetch security mechanisms, which share the common asset attributes.
We also note that in recent publications newer security attributes are introduced
such as Privacy (2 out of three surveyed paper, all of whose origin year is 2014,
talk about privacy). This suggests that though traditionally security has
always been looked from the viewpoint of security attributes of CIA triad, the
introduction of novel technologies requires a shift in this traditional viewpoint.

Next, we count the number of surveyed papers based on the security goal
characteristics of Threat. From Figure 7.5(b), we see that most of the papers
(60%) consider Adversary as their threat.

In Figure 7.6(a), we aggregate the number of surveyed papers based on
the security goal characteristics of Controls. The total number of papers that
considers security controls of Before attacks is 13 (Prevent 7 no. and Forecast 6
no.), During attacks is 11 (Detect 8 no. and Respond 5 no.) and After attacks is
7 (Recover 2 no. and Damage control 5 no.). Note that some papers do address
different security controls acting at different attack phases. From the above
results, we note that the literature on After attacks is under-represented. In
particular, the literature concerning the Recover controls is less compared to
the other controls.

In Figure 7.6(b), we aggregate the number of surveyed papers based on
the security goal characteristics of Indicator. We see that most of the surveyed



170
7. Questions people ask in information security: a critical survey and a

taxonomy

(a) Classification of papers (1995–2016)
based on Controls.

(b) Classification of papers (1995–2016) based on
Indicators.

Figure 7.6: Analysis results obtained by classifying surveyed papers based on
characteristics and indicators of the security goals. Note that 4 surveyed

papers enlist both quantitative and qualitative indicators. The abbreviations
used in the figures can be found in Table 7.4.1.

papers seek Qualitative solution (22/30 of all surveyed papers). A further
categorisation of Quantitative security goals reveals that the distribution of
IA metric (Risk, Domain specific metric, etc.) is quite even, with an exception of
Cost metric (only one paper out of all surveyed papers focuses on Cost), thus
pointing out that there is further scope/ opportunity for security researchers
to work on this indicator.

7.5 Discussion

In the previous section, we critically examined some of the recent trends
in the security literature by sorting the literature under the categories of
our taxonomy. From our elementary classification of just 30 papers, hence
not representative of the entire security domain, we showed that based on
our taxonomy, insightful results could be derived pointing out omissions in
literature. Thus, our taxonomy embodies a structured understanding of the
security domain. Additionally, our taxonomy can be used in many other ways.

1. Framing a well-formed security goal. Our taxonomy provides a
structured representation of all the security goal concepts. It enables us to
design a well-formed customised security goal by choosing the appropriate
sub-features from the security goal taxonomy, exploiting the well understood
formal semantics of the feature diagram.

One can design a typical security goal template as: (Design) Controls (that
blocks) Threat (by protecting) Asset (ensures) Attribute∗ (measured as) Indicat-
ors. Here x∗ indicates that this feature is optional. Instantiating this template
with the features from the proposed taxonomy result in concrete security goals.
For example, the security goal of implementing detection measures can be
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Controls
Prevent Forecast Detect Respond Recover Damage control

Threat
Adversary [FSG+01], [LNR09], [JPBB04], [BCG+14], [CPS03], [GL02],

[BFL96], [SHJ+02] [FHSL96], [EGH+14] [WWRL09], [MVS01]
[AG97], [Roe99],
[GPSW06], [ABC+07],
[CPS03], [WFP99],
[BSW07] [CPS03]

Vulnerability [CPM+98], [HSH+09], [FCH+11]
[JRS03] [KCR+10]

Exploit [YF14], [NS05] [GPZL08], [SPW02],
[RTSS09] [Wil02] [MPS+03]

Table 7.7: Classification of surveyed paper (1995–2016) based on
proposed taxonomy. Here, horizontal axis represents the security goal
characteristics of Controls and vertical axis represents the security goal

characteristics of Threat.

expressed as: (Design) Detect measures (that blocks) Adversary (by protecting)
Abstract asset (ensures) Confidentiality (measured as) Domain specific metric.

2. Enabling security risk management. The categories of the security
goals encourage stakeholders from diverse operational departments to come
out with the common set of security needs satisfying organisational business
needs and risk appetite. It enables to plan different controls and contingency
reactions, setting the stage for extracting operational security requirements
and implementing security mechanisms. The category types of controls/
threat can serve as a basis to set up mechanisms, where no control of this
type had previously existed or to refine and optimise the existing controls.
Security goals also helps to produce more readable reports and dashboards by
grouping different elements based on their type which otherwise could only be
comprehended by the technical specialists.

3. Cataloguing the existing security literature. The purpose of any
taxonomy is to embody an understanding of the domain. In our case, the
categories of our taxonomy can be used to index the security literature/ security
mechanisms. Thus, one can easily extract the relevant literature/ appropriate
mechanisms based on one’s security goal from the vast existing knowledge base
of security literature/ mechanisms.

In Table 7.7, we categorise the surveyed papers as a look-up table, organised
as a two-dimensional matrix. The horizontal axis represents the Controls
and the vertical axis represents the Threat. Now for example, if the security
practitioner is interested in deploying controls against an adversary for the
timely detection of the threat, one can easily fetch the relevant literature.

Also, note that the Table 7.7 consists of several empty slots. This shows
that either the cross-functional area has not been adequately addressed in the
literature or the cross-functional area is not of much interest, both being useful
information, setting new research directions.



172
7. Questions people ask in information security: a critical survey and a

taxonomy

7.6 Conclusion

In this chapter, we have addressed the lack of security goals in the existing
security literature. To this end, we proposed a comprehensive taxonomy for
security goals, modelled using a feature diagram. We comprehensively define
the categories of our taxonomy while being consistent with the established
information technology terminology. Our taxonomy is modelled on the same
lines as the seminal dependability taxonomy by Avižienis in [ALR04] and
is grounded in a survey of the top 30 highly cited security papers (chosen
from years 1995-2016). By mapping the security goals collected from the
aforementioned papers to our taxonomy, we provided critical insights into
trends, omissions and focus of the security goals in the literature.

Many authors in literature insist that an essential property of a taxonomy
is that the categories should be mutually exclusive. However, not all the
categories in our proposed taxonomy are mutually exclusive. This is because
many security goals address more than one security attribute, defines more
than one threat, include more than one controls and are geared for one or more
indicators (as evidenced from our survey of top 30 cited papers taken from the
years 1995-2016). With the feature diagrams in constructing our taxonomy, we
get all its syntactic constructs, thus to represent commonalities, variabilities and
interrelationships between the different security goal concepts (marking them
as mandatory/optional sub-features, mutual exclusive/conjunction/disjunction
union of sub-features).

Future work is to refine the categories provided in our taxonomy (we provide
ample space for future extensions in the proposed taxonomy). Lastly, we see
our work as the first step in defining the security goals, and the work itself can
be iterated, based on the feedback from the security practitioners.



CHAPTER 8

LOCKS: a property specification

language for security goals

“There are very few things which
we know, which are not capable of
being reduced to a mathematical
reasoning and where a
mathematical reasoning can be
had, it’s as great folly to make
use of any other, as to grope for a
thing in the dark when you have
a candle standing by you.”

Benjamin Motte

I
n the Part II of this thesis, we used the attack tree models to answer many
security goals. The approach we followed, shown in Figure 1.3 in Chapter 1,
is to translate the attack tree model into appropriate underlying automata –

priced timed automata (Chapter 4), Markov automata (Chapter 5), stochastic
timed automata (Chapter 6), etc. At that point, we encoded the security
goals into query language in the form of temporal logics such as Continuous
Stochastic Logic (CSL), weighted Computational Tree Logic (wCTL), etc.
Note that this encoding is done in an ad-hoc manner. Similarly, for other
popular threat modelling frameworks and analysis, such as ADVISE [LFK+11],
privilege graphs [DD94], attack graphs [SHJ+02, IB10, JSW02], though they
are efficient and flexible modelling frameworks, the properties of interest in
these frameworks are also expressed in an ad-hoc manner, i.e., either stated
informally or encoded un-naturally in some generic property specification
language such as of temporal logics. We see that this as a limitation of current
approaches, as a specification language is pivotal to:
• phrase security requirements, i.e., a set of unambiguous and concise

properties that characterize a secure system;
• validate threat models, i.e., to ascertain whether the threat model complies

with the stakeholder requirements;
• verify threat models, i.e., to perform a structured qualitative and quant-

itative risk assessment of the threat models;
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• compare threat models, i.e., to reason about different design choices that
lead to a secure system.

Recall from Chapter 7, there are many frameworks such as Operationally
Critical Threat, Asset and Vulnerability Evaluation (OCTAVE) [CSYW07],
Control Objectives for Information and Related Technologies (COBIT) [Isa12],
Security Quality Requirements Engineering (SQUARE) [Mea13], etc. which
consider the elicitation of security goals an integral step/ requirement in
security risk analysis framework, in practice, all these frameworks are based
on subjective interpretation of security goals, relying either on the instinct of
the evaluator or on checklists and brainstorming [Mét07]. To the best of our
knowledge, there is no formal property specification language to express the
security goals.

In this chapter, we introduce a formal specification language, locks, that
allows a security practitioner to express security goals directly. One of the main
challenges here is to embrace all different attributes (cost, time, probability,
damage, etc.) in framing both the qualitative and the quantitative goals. A key
design goal of locks is to express security goals over many different security
frameworks and threat models. Therefore, we make very few assumptions
over the security framework and express locks over a structural attack model
(sam). A sam is based on partially ordered sets of attacks, which tells for each
successful attack which steps have to be carried out and in which order; for
instance, to infect a computer, we must first get a virus file on a system and
then execute the file. To develop locks, we made a literature survey of the
popular graphical threat models and filtered out the underlying security goals
described in these papers. These security goals are then represented formally.
Based on the recurring constructs occurring in the formalised security goals, we
proceed further to develop the locks grammar. We then describe the static
semantics (in Section 8.4.1) and the denotational semantics (in Section 8.4.2)
to make the terms of locks well-formed and precise.

Contributions of the chapter. The main contributions of this chapter are:
• A domain specific language locks that allows a security practitioner to

express as well as compose security goals in a declarative manner. We
claim that locks offers the following benefits:

– It encompasses both qualitative and quantitative security goals;

– It is generic, i.e., not tied to any security architectural framework;

– It is a formal language with precise syntax and semantics, laying
the foundation of a computer language.

• The structural attack model sam, which encompasses most of the graph-
ical threat models and is used as the semantic model for locks.

Origins of the chapter. The work presented in this chapter is based on:

• R. Kumar, A. Rensink, and M. Stoelinga. LOCKS: a property specific-
ation language for security goals. In Proc. of the 33rd Annual ACM
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Symp. on Applied Computing, SAC 2018, pages 1907–1915, 2018.

Outline of the chapter. In Section 8.1, we first review the related work on
specification of security goals, Section 8.2 collects the typical security goals
from the literature. Section 8.3 introduces the model of sam over which
the terms of our proposed language are evaluated. Section 8.4 discusses our
property specification language, providing its grammar, static semantics and
denotational semantics. Finally, Section 8.5 draws conclusions and points
appropriate future directions of work.

8.1 Related work

There exists a plethora of work on security models, frameworks and policies.
For example, generic formal specification languages such as the Z notation,
UML+OCL, etc., have been used to model access and authorisation policies
[Bos95, LBD02]. Other formal specification languages in security are tailored
to specific settings, for example in authentication [AG97], information flow
[BFG10], distributed systems [vOM12], etc.

Close to our proposed language, there exist a few generic property specifica-
tion languages such as the Uppaal-SMC query language [DLL+15], the PRISM
property specification language [KNP11], etc. that exist as part of a particular
model checker and are based on propositional temporal logics. In Part II of
this thesis, similar to the authors in [HKKS16, SHJ+02, DD94, ANP16], we
use the generic property specification language (temporal logics) to encode the
security goals. Attempts to express security properties this way are mostly
ad-hoc: the encoding is indirect or unnatural. For example, in Chapter 4,
we encode the security goal of obtaining the maximum damage inflicted by
an attack within minimum duration as a boolean formula and the optimum
value as the bound at which the security property flips its boolean value while
constricting the bound. In this chapter, we frame the same properties using
the straightforward constructs in the property specification language proposed
in this chapter.

In [BKMP12, KMS12], authors classify attributes into attribute domains
and choose appropriate semantics (propositional/ multiset/ equational) to per-
form computations of attributes on attack-defense trees. In this work, the clas-
sification of attributes into attribute domains is not straightforward [GTR18].
Our framework encompasses theirs, as we show by taking some of the security
goals from the previous paper and formalising them in locks. Furthermore,
our proposed language provides the flexibility to frame security goals using
user-defined attributes.
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8.2 Typical security goals

Below we collect typical security goals taken from the literature. These se-
curity goals are stated in natural language and use threat models such as
attack trees [Sch99a, MO06, BLP+06a, KRS15], attack defense tree [KMRS11,
ANP16, AN15a], attack graphs [WNJ06, NJOJ03] and attack defense diagrams
[HKKS16] to model the attacks on the asset(s). We take one or more security
goals from the aforementioned papers and formally express them in locks.

1. The formalism of attack tree has been described in the Part I of this
thesis. In [Sch99a], Schneier et al. decorates the leaves of the attack
tree with single boolean attributes such as possible/ impossible, easy/
difficult, expensive/ inexpensive, intrusive/ non-intrusive, legal/ illegal,
special equipment required/ no special equipment.
A typical security goal considered in the aforementioned paper is to ask
for the attacks satisfying certain predicates, for example: Obtain the
attacks which do not require special equipment? We connote this security
goal as: the set of attacks, where each attack step in the attack does not
require special equipment for its execution (where an attack is a sequence
of atomic attack steps, some of which can be executed in parallel, and
that leads to the top node of the attack tree). This security goal can be
written in locks as:

{at ∈ A | ∀x ∈ at \ DS : (¬x.special equipment)}

Here, at is an attack that is contained within the universe of attacks A

and that satisfies the constraint that each attack step x contained in it
does not require special equipment (considering only attack step means
neglecting all the defense steps, if there are any, contained in at which are
distinguished by the fact that they belong to the universe of defense steps
DS). Note that one can easily formulate variants of the above security
goal by substituting the label of “requiring special equipments” by other
boolean attributes.

2. In [KMRS11, HKKS16], authors enrich the attack modelling framework
with defenses, resulting in attack-defense tree/ attack-defense diagrams
and use similar example security goals described in previous works. A
typical security goal considered in the aforementioned papers is to ask
for the feasibility of an attack under the resource constraints (budget,
time, etc.) of an attacker. An example of such a security goal is to obtain
attacks that can be executed in less than 1000 US$. This security goal
can be written in locks as:

Tot Cost(at) =
∑
{s.Cost | s ∈ at \ DS} ;

∃ak ∈ A : (Tot Cost(ak) < 1000)
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The security goal is given by first defining a function Tot Cost that maps
an attack at to a value obtained by summing the cost of each attack step
s ∈ at. This function is then used to check whether an attack ak exists
that is contained in the universe of all attacks A and whose cumulative
cost is less than 1000 US$.

3. In [AN15a, KRS15, BLP+06a], authors propose a multi-parameter optim-
isation framework for attack(-defense) trees. Here, the authors decorate
the leaves of the attack(-defense) tree with multiple attributes to answer a
wide range of questions such as of the cheapest low-risk attack, most likely
non-intrusive attack, etc. A typical security goal here is to obtain the set
of attacks that incur the minimum cost and has the highest probability of
success. Note that this security goal is ambiguous, as one can first obtain
either the sets of attacks that has the highest probability of success and
distill it further to obtain the set of attacks that also incur the minimum
cost or vice versa. This security goal can be written in locks as:

Tot Probsucc(at) =
∏
{as.Probsucc | as ∈ at ∩ AS}
×
∏
{1− ds.Probsucc | ds ∈ at ∩ DS} ;

Tot Cost(at) =
∑
{s.Cost | s ∈ at \ DS} ;

ischeapest(ak) = ∀oat ∈ A : (Tot Cost(ak) <= Tot Cost(oat)
∧ Tot Probsucc(ak) >= Tot Probsucc(oat)) ;

{atk ∈ A | ischeapest(atk)}

The security goal is given by first defining the functions Tot Probsucc and
Tot Cost, that map an attack at to a value signifying the probability and
the cumulative cost of an attack, respectively. Note that the probability
of attack is given as the product of the probability of success of attack
steps, as.Probsucc, and the inverse probability of success of defense steps,
1 − ds.Probsucc. Subsequently, we define a predicate ischeapest to
verify whether an attack ak is cheapest and has the highest probability of
success using the functions Tot Cost and Tot Probsucc defined earlier.
Note that one can ask for similar security goals such as obtaining the
maximum damage with minimum time, obtaining the maximum cost
with minimum duration.

4. In [WNJ06], the authors use the formalism of attack graphs to model
the attacks on a networked system. Here, an attack consists of chaining
the initial conditions (preconditions that need to be satisfied to launch
an attack) and the exploits (vulnerability existing between two hosts)
leading to the node(s) representing the asset(s). A typical security goal
considered in the paper is to obtain: Which initial conditions when
disabled, ensures a secure system? In our framework, we connote the
“initial conditions” as the atomic steps that initiate each attack. This
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security goal can be written in locks as:

{v ∈ at | at ∈ A ∧ ¬∃w ∈ at : (w @at v)}

Note that to answer the above security goal we need the notion of causality
between the steps. Hence, we define a partial ordering relationship, given
by s @at s′. It indicates that step s should come before step s′ in an
attack at. If s and s′ are unrelated (i.e., neither s @at s

′ nor s′ @at s),
then these steps can be executed in any order, even in parallel. The
security goal is then given by collecting all the steps v that initiate each
attack at, i.e., there is no step w that precedes the step v in an attack at

∈ A (recall that A is the universe of all attacks).
5. In [KMS12], authors propose that a well-formed security question, stated

in natural language, can be split into following parts: modality, notion,
owner and execution style. A typical question asked in this paper is
to obtain the minimal duration of the attack, when all the actions are
executed one after the another. In this question, the modality, i.e., the
characteristic of the attack/ defense value, is minimising the attack value
min, the notion is the attribute name duration, the owner is the player
for whom the security goal is formulated, in this case the attacker and
the execution style is sequential. This security goal can be written in
locks as:

Tot Duration(at) =
∑
{s.Duration | s ∈ at \ DS} ;

min{Tot Duration(ak) | ak ∈ A}

The security goal is given by first defining a function Tot Duration

(similar to Tot Cost seen above), that sums the duration of the atomic
attack steps in an attack at, which is then used to obtain the minimum
duration among all successful attacks. Similarly, one can ask for other
security goals such as most cheapest/ most damaging/ most likely attacks.

6. Another variant of the aforementioned security goal, considering a differ-
ent execution style (parallel execution of attack steps), is to ask: What
is the minimum duration of the attack, when all the actions are executed
in parallel? This security goal can be written in locks as:

Tot Duration(sas) =
∑
{s.Duration | s ∈ sas \ DS} ;

max{Tot Duration(sas) | sas ⊆ at∧
∀a, b ∈ sas : (a @at b ∨ b @at a) ∧ at ∈ A}

This first defines a function Tot Duration (also defined previously) and
then obtains the maximum value among all the subsets of attack steps
that are considered to be totally ordered.

7. In [NJOJ03], authors use attack graphs to model attacks on a networked
system. A typical security goal here is to check whether there exists a



8.2. Typical security goals 179

minimal set of initial conditions that ensure network safety. We interpret
the initial conditions as the defense steps in our framework. This security
goal can be written in locks as:

makes safe(sas) = sas ⊆ DS ∧ ¬∃at ∈ A : (sas ⊆ at) ;
∃sds ∈ A : (makes safe(sds) ∧ ¬∃ss ⊂ sds : makes safe(ss))

This first defines a function makes safe that checks whether the set of
defense steps sas ensures network safety, i.e., there is no attack at, where
the set of defense steps sas ⊆ at. Subsequently, makes safe is used as
a predicate to verify whether the set of defense steps sds is minimal, i.e.,
there is no proper subset ss ⊂ sds that also ensures network safety.

8. Another typical security goal asked over attack graphs is to count the
total number of vulnerabilities in the shortest attack path [IB10]. In our
framework, we model vulnerability as an atomic step. This security goal
can be written in locks as:

min {card{at} | at ∈ A}

This first counts the number of vulnerabilities (steps) in an attack at

and subsequently finds the smallest value among the set of values. Note
that similar to the above security goal, one can also formulate security
goal that ask for the total number of attack scenarios.

From the discussions above, we conclude that:
• Most threat models as described above, base themselves on the repres-

entation of attack scenarios using few common concepts, such as directed
acyclic graphs, cause-consequence relationship, disabling the defense steps
or the safeguards, chaining attacker actions/ vulnerabilities leading to one
or more asset(s). Typically these formalism takes the input of one or more
attributes. Hence, in Section 8.3, we propose a generic attack model, the
structural attack model sam, that encompasses all these formalisms and
represent the attack scenarios using sets of successful attacks consisting
of partially ordered sets of attack steps.
• Most security goals as described above, base itself on few common con-

structs such as obtaining the numeric value(s) or the boolean value(s) by
performing different arithmetic and logical operations on the attributes
(depending on type of attributes and modality of interest like counting
the number of occurrences/ maximum attribute value/ cumulative attrib-
ute value/ expected attribute value/ multi-objective optimisation etc.).
Furthermore, we observe that there are security goals that ask for the
set of attacks/ set of attack steps/ set of defense steps fulfilling multiple
constraints such as budget, time, minimality, certain prerequisites, etc.
Yet, another security goals are concerned with the logical ordering of steps
in an attack (like precedence, successive, etc.), for which one requires
the notion of the partial ordering of steps to be defined. Furthermore,
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we see there exists possibly more attributes, opening up a wide range of
possibilities to define, combine and perform operations on the attributes.
Considering and accommodating all the above factors, we present the
locks grammar (in Section 8.4).

8.3 Structural Attack Model (SAM)

The next section introduces our specification language, locks, to formally state
the security goals like the ones surveyed in Section 8.2. We evaluate locks
terms over a generic attack model namely the structural attack model (sam)
which we describe here. As described previously, sam is based on partially
ordered sets of successful attacks that dictates which steps needs to be carried
out and in which order. Furthermore, each atomic step in sam is decorated
with a number of attribute values such as cost of execution, difficulty of attack,
etc. To show how a specific graphical threat formalism can be translated into
the generic structure of sam, we take an example attack-defense tree shown in
Figure 8.1 as a running example for the remainder of the chapter.

infect_computer

virus_file_on_system execute_file

distribute_virus ¬ run_antivirus

send_email_with_attachment distribute_USB stick

Figure 8.1: Attack- defense tree modelling the infection of a
computer system with a computer virus.

Example 8.1. Refer to the attack-defense tree (ADTree) shown in Figure 8.1,
adapted from [ANP16]. It represents how an attacker can infect a computer
with a virus, as modelled in the root. The atomic steps represent the attacker/
defender actions, modelled as the leaves of the tree. The attack steps are shown
as rectangles and the defense steps as ellipses. Recall from Part II of the thesis
that the logical gates (AND, OR, SAND) show how atomic steps are combined
to launch a multi-stage attack to reach the root. An OR gate is compromised
if at least one of its children is compromised; an AND gate is compromised
if all of its children are compromised; a SAND gate is compromised if all of
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{ { send_email_with_attachment execute_file

¬ run_antivirus } ,

{ distribute_USB_stick execute_file

¬ run_antivirus } }
Figure 8.2: Set of successful attacks A for the attack-defense tree

shown in Figure 8.1.

its children are compromised, where the i + 1th child is only executed after
the ith child was compromised. In order to launch an attack, an adversary
must perform the attack steps and overcome the defense steps, i.e., to reach
a sub-goal of virus_file_on_system, an attacker must successfully execute
distribute_virus and overcome the defense step run_antivirus.

In order to obtain the sam model for the ADTree described in Figure 8.1,
one needs to traverse the tree from top-down, starting from the top node and
reaching to the leaves of the tree respecting the constraints imposed by the
logical gates. Thus, the top goal of the ADTree can be reached if the attacker
executes the attack step of send_email_with_attachment and overcome the
defense step of run_antivirus followed by execute_file. Alternatively, an
attacker can execute the attack step of distribute_USB_stick and overcome
the defense step of run_antivirus followed by execute_file, thus resulting
in a set A consisting of two attacks, shown in Figure 8.2.

Furthermore, we decorate each step with attributes, for example a boolean
attribute skills_required that indicates whether special skills are required
to execute the step, for example:

send_email_with_attachment.skills_required = True

distribute_USB_stick.skills_required = False

run_antivirus.skills_required = False

execute_file.skills_required = False

Other graphical threat formalisms such as attack graphs can be translated
similarly into sam. �

We now provide the notations and formal definitions of the concepts introduced
above. These are used throughout this chapter to define the static and the
denotational semantics of locks (see Section 8.4.1 and Section 8.4.2).

Notation. We use 2G to indicate the power set of a set G and PO(G) for the
set of all partial ordered sets over G. The disjoint union of two sets B and B’ is
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denoted by B
⊎

B’. A partial function is denoted as f: B 7→ B’, where B and
B’ are the domain and the codomain. Finally, f[a 7→ b] denotes the function f

updated such that it maps a to b.

Attack and defense steps. A step s denotes an atomic action available to
an attacker or a defender. We consider a global universe of attack and defense
steps S = AS ] DS, where AS is the universe of all attack steps and DS is the
universe of all defense steps. Defense steps are conceptually the same as attack
steps, except that they have to be overcome in order to be part of a successful
attack.

Attack. A successful attack (W,@) ∈ PO(S) is a partially ordered set of atomic
steps leading to the successful compromise of one or more assets. Here, W ⊆ S

is a set of atomic steps that have to be carried out, while @ ⊆ W× W constrains
the order in which those steps should be executed.

Attribute names and values. We assume a global universe of attribute
names given by Name. It includes common attributes like cost, damage, time,
and equipment_required.

We define the type of attributes using the function Type Attr : Name →
AtomType, where AtomType= {Bool , Real , Prob, Step}. Here, Bool , Real ,
Prob, Step are the available types that respectively refer to the set of boolean
values, real numbers, probability values and elementary attack/ defense steps.
AtomType is later used in Section 8.4.1 to specify the static semantics of locks.

Attributes are evaluated in the universe Val = PrimVal ] SetVal of all
attribute values. This is partitioned into PrimVal = Bool ] Real ] Prob ] S,
where Bool ∈ {True, False} is the set of boolean values, Real the set of real
numbers, Prob = [0, 1] the set of probability values and S the universe of attack
and defense steps; and SetVal = PO(PrimVal), the set of sets of primitive
values.

Definition 8.2 (Structural Attack Model). A structural attack model (sam)
is a tuple 〈A, Attr〉, where A ⊆ PO(S) is a set of all successful attacks and
Attr : Name→ (

⋃
A 7→ PrimVal) is a function that returns the attribute value

for a given step and attribute name, if the attribute is defined for the step.
Recall that AS and DS are the global universes of attack and defense steps and
S = AS ] DS.

Example 8.3. Consider our running example 8.1. Here, the sam is a tuple
〈A, Attr〉, where A is the set of successful attacks in Figure 8.2 and Attr is a
function mapping each atomic step in

⋃
A to a boolean attribute of skill_-

required. Querying the security goal of obtaining a set of attack steps that do

not require special skills over A, we obtain
{

distribute_USB_stick , execute_file
}

.�
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Goal ::= Func(Var) = Expr ; Goal
| Expr

Expr ::= Unop Expr
| Expr Binop Expr
| Var
| Literal
| Var.Label
| Func (Expr)
| {Expr | Expr}
| A
| AS
| DS
| Quant Var ∈ Expr :

(Expr)
| Quant Var, Var ∈ Expr :

(Expr)
| Quant Var ⊆ Expr :

(Expr)
| Expr @Var Expr

Var ::= ID

Func ::= ID

Label ::= ID

Literal ::= BOOL
| REAL
| PROB

Unop ::= max
| min
|
∑

|
∏

| card
| ¬

Binop ::= ∩
| ∪
| \
| ∈
| ⊆
| ⊂
| ≤
| ≥
| >
| <
| =
| +
| −
| ×
| ∧
| ∨

Quant ::= ∀
| ∃

Figure 8.3: Grammar of our property specification language LOCKS.

8.4 Specification language for security goals (LOCKS)

We distill the constructs from both the example security goals (Section 8.2)
and the structural attack model sam (Section 8.3) to construct the grammar
of locks, shown in Figure 8.3. The top level non-terminal is Goal, which
represents a security goal. It is one of the following:

• Func(Var) = Expr; Goal, which involves first the compilation of Func(Var) =
Expr that defines a user-defined function Func, which is subsequently used
in the following Goal. We limit ourselves to functions that take sets of
steps as input parameters.
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• An expression Expr that is defined recursively. We define each term of
the expression formally and with examples when discussing the static
semantics (in Section 8.4.1) and denotational semantics (in Section 8.4.2)
of locks.

Other terms in our grammar in Figure 8.3 consists of terminal symbols that
are denoted by the capital letters and include:
• Identifiers ID, used as names of functions, labels and variables.
• BOOL, REAL, STRING, PROB, which are the classes of constants repres-

enting data values.
• A, which stands for the set of successful attacks contained in the given

instance of the sam.
• AS and DS, which stand for the fixed universes of attack and defense

steps.
The unary and binary operators are standard, except for expressions Expr1 @Var

Expr2. This assumes that both Expr1 and Expr2 evaluate to atomic steps between
which a partial ordering relationship exists in the attack to which Var evaluates.
Whether this relationship holds is looked up in the given sam model.

8.4.1 Static semantics of LOCKS

Our language is strongly typed. This ensures that the terms in locks are well-
formed. The set of all semantic types, denoted Type, is defined in Figure 8.4.

The available types are:
• AtomType: Bool , Real , Prob, Step, which respectively refer to the boolean

values, real numbers, probability values and elementary attack/ defense
steps in the structured attack model;
• SetType, denoting a set whose elements are AtomType or SetType;
• FuncType, denoting a function that returns a value of AtomType when

applied to an argument of Set(Step).

We use a contextual typing function T that partially assigns types to
identifiers: i.e, T : ID 7→ Type. We use the notation JTermKT to surround the
syntactic Term, to be read as: the type of Term under the typing context T .

Type rule for identifiers. The type rule for identifiers is JIDKT = T (ID) iff
T is defined on ID. The literals generated by BOOL, REAL and PROB have
their usual types.

Type rule for goal. The type of Goal terms of the form Expr is defined
recursively. The type of Goal terms of the form Func(Var) = Expr1 ; Expr2

requires first inferring the type of Func(Var) = Expr1 in typing environment
T and using it subsequently to infer the type of Expr2 in the updated typing
environment:

JFunc(Var) = Expr1 ; Expr2KT = JExpr2KT [Func←T]

where T = Set(Step)→ JExpr1KT [Var←Set(Step)]

(8.1)



8.4. Specification language for security goals (LOCKS) 185

Type ::= AtomType
| SetType
| FuncType

AtomType ::= Bool
| Real
| Prob
| Step

SetType ::= Set(AtomType)
| Set(SetType)

FuncType ::= Set(Step) → AtomType

Figure 8.4: The type grammar for our property specification
language LOCKS.

Example 8.4. Consider our running Example 8.1 and Example 8.3. Suppose
we want to obtain the attack that inflicts the maximum damage in the given
structural attack model 〈A, Attr〉, where A is the set of successful attacks given
in Figure 8.2 and Attr is a function that annotates each step s with an attribute
damage whose value is a real number signifying the monetary damage inflicted
by execution of the step. The security goal is then given by equation 8.2.

Tot Damage(at) =
∑
{s.damage | s ∈ at \ DS} ;

max{Tot Damage(ak) | ak ∈ A} (8.2)

This goal is of the form Func(Var) = Expr1; Expr2, where Func = Tot Damage is
a function that maps a successful attack at, whose type is Set(Step), to a value
of type Real obtained by evaluating Expr1, i.e.

∑
{s.damage | s ∈ at \ DS}. It

is followed by another expression Expr2 = max{Tot Damage(ak) | ak ∈ A} that
obtains the maximum value among all successful attacks by using the function
Tot Damage defined earlier. �

Type rules for expressions. The type of the expressions of the form max
Expr is Real if the type of Expr is Set(Real), refer to equation 8.3. The type
rules for expressions with other unary operators min,

∑
and

∏
can be defined

similarly.

Jmax ExprKT = Real if JExprKT = Set(Real) (8.3)

The type of expressions of the form card Expr is Real , provided the type of
the Expr is Set(S), where S is SetType. The type of expressions ¬Expr is Bool
provided the type of Expr is Bool . The type of the expression of the form Var
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is Step or Set(Step), provided by the typing context T .

The type of the expressions of the form Expr1 Binop Expr2, with binary
operator Binop is given in Table 8.5. Each cell in the table shows the type of
the evaluated expression under the given binary operator Binop. For example,
the type of the expressions with binary relational operators (≤, ≥, >, <, =)
is Bool , provided the type of both operands is the same and is either Real or
Prob.

T 1

T 2 Prob/Real Bool Step Set(T )

Prob/ Real (≤, ≥, >, <, =) → Bool - - ∈ → Bool
if T 1= T 2 where T= T 1

(+,−,×) → T
where T = T 1 = T 2

Bool - (∧, ∨) → Bool - ∈ → Bool
where T= T 1

Step - - - ∈ →Bool
where T = Step

Set(T ) - - - (⊆, ⊂) → Bool
(∪, ∩, \) → Set(T )

where T 1 = T 2

Table 8.5: Type matrix for expressions combined with binary operator Binop

The type of an expression Var.Label is Type Attr(Label), where Type Attr

is the attribute type function introduced in Section 8.3, and Var is of type Step,
given in equation as:

JVar.LabelKT = Type Attr(Label) if T (Var) = Step (8.4)

The type of an expression of the form Func(Expr) is T, provided Func is a
function mapping a set of steps to type T and the type of Expr is Set(Step):

JFunc(Expr)KT = T if T (Expr) = Set(Step) (8.5)

and T (Func) = Set(Step)→ T

The type of expressions of the form {Expr1 | Expr2} is Set(S ), where the type
S is inferred under a typing context U ⊇ T in which the type of Expr2 equals
Bool :

J{Expr1 | Expr2}KT = Set(JExpr1KU ) with (8.6)

U ⊇ T and JExpr2KU = Bool

Note that the type of the expression Expr1 under the typing environment U is
not always uniquely defined and may require additional contextual information.
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For example, consider an expression {x | Card(x)=1}. It is of the form {Expr1

| Expr2}, but, the type of Expr1 is not uniquely defined and for example can be
a set of steps or a set of real numbers. However, such contrived cases do not
occur in our example security goals.

Example 8.5. Consider the expression s.damage in Example 8.4. It is of the
form Var.Label and returns a value of type Real signifying the damage inflicted
by the execution of atomic step s, provided damage is an attribute name whose
type is Real and s is an atomic step of type Step. The security goal also
contains an expression Tot Damage(at) of the form Func(Expr) that returns a
value of type Real signifying the cumulative damage of an attack at.

In the same example, consider the expression {s.damage | s ∈ at \ DS}. It
is of the form {Expr1 | Expr2}. It evaluates to a set of values, where each value
is of type Real obtained by evaluating the expression s.damage, provided that
the atomic step s satisfies the expression Expr2, i.e., s ∈ at\ DS. �

The type of expression of the form A is Set(Set(Step)). The type of expressions
of the form AS and DS is Set(Step). The type of expression of the form Quant
Var ∈ Expr1 : (Expr2) is Bool , provided the type of Expr1 is Set(S ) and the
type of Expr2 is Bool inferred on first substituting Var with S :

JQuant Var ∈ Expr1 : (Expr2)KT = Bool (8.7)

if JExpr1KT = Set(S ) and JExpr2KT (Var←S) = Bool

The type of expression of the form Quant Var1, Var2 ∈ Expr1 : (Expr2) is Bool ,
provided the type of Expr1 is Set(S ) and the type of Expr2 is Bool inferred on
first substituting Var1 and Var2 with S . The type of the expression Quant Var
⊆ Expr1 : (Expr2) is defined similarly.

Example 8.6. Consider our running Example 8.3, where we want to obtain
the set of attacks in the structured attack modelM that do not require special
skills. The security goal is given by:

{at ∈ A | ∀s ∈ at \ DS : ¬s.skill required} (8.8)

Here, the expression ∀s ∈ at \ DS : ¬s.skill required is of the form
Quant Var ∈ Expr3 : Expr4 and returns true provided all atomic attack steps
forming the successful attack at satisfy Expr4, i.e., do not require special skills.�

The type of the expression of the form Expr1 @Var Expr2 is Bool, provided
the type of both Expr1 and Expr2 is Step and the type of Var is Set(Step), but
it can be computed only if Var ∈ A .

8.4.2 Denotational semantics of LOCKS

The meaning of the terms in locks depends on the following entities:
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• A Value domain Val, which equals the semantic domain of locks (see
Section 8.3).

• A Declaration function D with a signature D: ID 7→ (Val → Val), which
partially maps identifiers to a function, where both the domain and the
co-domain are the value domain.

• An assignment function A with signature A: ID 7→ Val that partially
maps identifiers that stand for a variable to its value in Val.

Semantics of LOCKS terms. We use the notation of double brackets J K
to enclose the syntactic term and use the contextual environments A,D to
assign the appropriate denotations to the variables and the function identifiers.
Thus, the meaning of expression E is denoted as JEKA,D. The binary operators
(∪, ∩, \, ∈, ⊆, ⊆, v, ≥, ≤ , >, <, =, +, −, ×, ∧, ∨), unary operators (max,
min,

∑
,
∏

, card, ¬) and the quantifiers (∀, ∃) have their usual meanings. The
meaning of the identifiers is a value given by its assignment, sometimes D
(when an identifier stands for a function) and sometimes A (when an identifier
stands for a variable).

Semantics of goal. The semantics of the Goal terms of the form Expr is defined
recursively. The semantics of the Goal terms of the form Func(Var) = Expr1 ;
Expr2 involves first the compilation of Func(Var)=Expr1 used subsequently to
evaluate the following expression term Expr2. Here, Func(Var)=Expr1 defines
the function Func, mapping the set of steps Var to a value obtained by evaluating
the expression Expr2 when all free occurrences of Var in Expr1 are substituted by
the value of Var. It is subsequently used to evaluate the expression term Expr2,
as given in equation 8.9. An illustrative example of this form was provided in
Example 8.4.

JFunc(Var) = Expr1 ; Expr2KA,D = JExpr2KA,D[Func←F] (8.9)

where F : S 7→ JExpr1KA[V ar←S],D

Semantics of expressions. The semantics of expressions of the form Unop
Expr and Expr Binop Expr is obtained by evaluating the expressions with unary/
binary operators under the type constraints, defined in Section 8.4.1. The
meaning of an expression of the form Var is given by its assignment. The
meaning of an expression of the form Literal is its usual interpretation. The
meaning of an expression of the form Var.Label is a value returned by the Attr

function (recall Attr is a function defined in Definition 8.2, that returns the
attribute value for a given attribute name and for the given step in a successful
attack), provided Var is an atomic step given by its assignment and Label is an
attribute name, both of which can be looked up in the instance of the structural
attack model M, refer equation 8.10. Here M is a tuple containing the set
of successful attacks derived from a given threat model and a function that
annotates each step in the aforementioned successful attack with the attribute
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values. An illustrative example of this form is provided in Example 8.4. The
meaning of an expression of the form Func(Expr) is provided by the declaration
of Func and the assignment of Expr, as shown in equation 8.11.

JVar.LabelKA,D = Attr(A(Var))(Label) (8.10)

JFunc (Expr)KA,D = D(Func)(A(Expr)) (8.11)

The meaning of expressions of the form AS, DS is the fixed universe of attack
and defense step respectively. The meaning of the expression A is the set of
successful attacks provided by the user as the instance of the structural attack
model M derived from a given threat model, such as the set of successful
attacks shown in Figure 8.2, obtained from the attack-defense tree shown in
Figure 8.1.

J{Expr1 | Expr2}KA,D = {JExpr1KP,Q | P ⊇ A,Q ⊇ D, JExpr2KP,Q = true}
(8.12)

The meaning of the expression of the form {Expr1 | Expr2} is a set of
values, each obtained by evaluating an expression Expr1 under a contextual
environment P ⊇ A and Q ⊇ D, that simultaneously satisfy the expression
Expr2 under the same contextual environment, given in equation 8.12. An
illustrative example of this form is provided in Example 8.5.

The meaning of an expression of the form Quant Var ∈ Expr1 : (Expr2)
with Quant instantiated by the universal quantifier is true if and only if for all
objects x ∈ Expr1, the evaluation of Expr2(x) holds true when all free variables
Var in Expr2 is mapped to x, given in equation 8.13. Similarly, Quant Var1, Var2

∈ Expr1 : (Expr2) with Quant instantiated by the universal quantifier is true if
and only if for any pair of objects x, y ∈ Expr1, the evaluation of Expr2(x, y)
holds true when variables Var1 in Expr2 is mapped to x and Var2 in Expr2 is
mapped to y. The semantics of the expressions of the form Quant Var ∈ Expr1

: Expr2 with existential and negated quantifiers can be defined similarly.

J∀ Var ∈ Expr1 : (Expr2)KA,D = ∀x ∈ JExpr1KA,D : JExpr2KA(Var 7→x),D (8.13)

The meaning of an expression of the form Expr1 @at Expr2 with binary
operator @at is true, provided Expr1 is a atomic step that comes before another
atomic step Expr2 in an attack at in M, where M is the instance of the sam.

8.5 Conclusion and future work

In this chapter, we addressed a lack of formalised security goals in the literature.
To fill this gap, we proposed a formal specification language locks, that allow
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security practitioners to formulate both qualitative and quantitative security
goals embracing wide number of attributes such as cost, damage, probability,
etc. The security goals in locks are expressed as queries over an attack
model, namely the structural attack model sam. As most prominent threat
models such as attack trees and attack graphs can be translated to generic
structures of sams, our proposed language can express security goals over all
these frameworks. We show the practical value of our work by taking several
informally stated security goals from the literature and formulating them in
our proposed language.

Laying the formal foundations to define the security goals, we see several
directions extending our work. One is to make our language tool supported.
Another direction is to enrich the structural attack model with an attacker
profile and attributes which are functionally dependent on each other like
probabilities over time. This will enable us to answer questions such as: “Will
Ethan and Ervin, two adversaries collaborate to launch an attack?” or “What
is the probability of success to launch a multi-stage attack in 1 year?” In
parallel, we plan to endow locks with a more user friendly syntax with typical
domain-specific constructs. Furthermore, we plan to validate our framework
with the security practitioners.



CHAPTER 9

Conclusion

“At the end of the day, the goals
are simple: safety and security.”

Jodi Rell

T
his thesis considers attack trees as the suitable formalism to repres-
ent attack/disruption scenarios and perform quantitative security risk
analysis. Methodologically, once attack trees are assigned appropriate

semantics, they are mathematical objects, which depending on the security
goals of interest, are amenable to mathematical analysis. As an important
step in this direction, in this thesis, we provided: 1) a compositional analysis
framework of translating attack trees into suitable automata models and using
model checking as the analytical engine; 2) a property specification language
for security goals to specify the security goals unambiguously.

Practically, we demonstrate our technique using several case studies taken
from the literature and modelling them using attack trees and in particular
analysing them using quantitative/statistical model checking techniques. We
obtain the same results as given in the aforementioned papers over the few
metrics described in them, thus validating our results. By using the automata-
theoretic framework, we furthermore answer much richer set of security goals,
in particular we can obtain the optimal attack values/paths, (un)-constrained
security goals, ranking of attack paths, cost-benefit analysis, Pareto optimal
solutions, probability of success/disruption over time, etc., which have tradi-
tionally remained unanswered in the literature.

9.1 Contributions

We first recall our research goal as stated in the introduction (Chapter 1):

The goal of the thesis is to model the (safety)-security attack/disruption
scenarios systematically and develop efficient analysis techniques to quantify

the aforementioned scenarios; thereby answering several (safety)-security
metrics of interest to the security practitioner.

To accomplish the aforementioned research goal, in the thesis, we equip the
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attack trees with model checking techniques, and contribute to both modelling
and analysis aspects:

• Modelling. In terms of modelling, we augment classical attack tree
formalism with two new attack tree gates: the Sequential-AND and the
Sequential-OR to model the temporal dependencies between the system
components. In Chapter 6, we extend attack trees to take into account
the random accidental failures. In this chapter, we proposed the novel
modelling and analysis framework of attack-fault trees to perform a
combined safety and security risk analysis. Our framework utilised all
the gate and leaf behaviour of both classical and dynamic attack trees
and fault trees to model the complex disruption scenarios.
To demonstrate our modelling framework, in all the aforementioned
chapters, we took several case studies from the literature and modelled
them using attack trees.
• Analysis. In terms of the analysis, the novelty of our analysis method

is in the use of compositional analysis framework utilising the automata-
theoretic models. This allows us to perform multi-parameter and time-
dynamic analysis, taking into account temporal dependencies, attack
profiles, accidental component failures, shared AT nodes, which cannot be
analysed using state-of-the-art analysis techniques. The compositionality
of our models is an essential feature as it allows to simulate complex
behaviour by modelling a complete system into several parts, whose
solution otherwise be intractable. This modular approach keeps the
models understandable and is easy to extend.

Below we discuss specific contributions from each of the chapters in Part II
of the thesis.

• In Chapter 4, we answered the security goals of prioritisation of attack
scenarios. Typical security goals looked in this chapter are “What is
the cheapest/ fastest attacks for an attacker? or “Which are the most
damaging attacks for an enterprise?” etc. To obtain the answer, we
translated attack trees into priced timed automata. We annotate the
leaves of attack tree with many cost structures that model the resources
utilised by the attacker to execute the attack. We used the Uppaal-
Cora model checker to obtain the results and demostrated our approach
via two case studies. Furthermore, in this chapter, we proposed our own
tool ATTop, which uses the principles of model-driven engineering to
automatically extract the automata from the ATs.
• In Chapter 5, we answered the security goals of prediction of the attack

scenarios. Typical security goals looked in this chapter are “What is
the probability of success of an attack in 5 days?” etc. To obtain the
answer, we translated the attack trees into Markov automata models. We
annotate the leaves of attack tree with the probability of success and the
rate of execution. We used our model checking tool ATCalc to obtain
the values and demostrated our approach via two case studies.
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• In Chapter 6, we answered many safety/ security goals. Typical security
goals looked in this chapter are: “What are the disruption values taking
into account both accidental component failures and malicious adversary
actions?”, etc. To obtain the answer, we proposed the novel formalism of
attack-fault trees, which exploits all the gate and leaf behaviour of both
attack trees and fault trees. We translate the AFT into stochastic timed
automata models and annotate the AFT leaves with many cost variables,
the rate of execution, probability of success, the probability of detection,
etc. We used the Uppaal-SMC model checker to obtain the results via
Monte-Carlo simulations and demostrated our approach via three case
studies.

In Part III of the thesis, which follows naturally from the previous part,
we looked into the aspect of security goals. Below we mention the specific
contributions of the chapters in this part.

• In Chapter 7, to aid practitioners in formulating their security goals,
we developed a taxonomy for the security goals. Our taxonomy is
modelled on the same lines as the seminal dependability taxonomy by
Avižienis [ALR04] and is grounded in a survey of the top 30 highly cited
security papers (chosen from years 1995-2016).
• In Chapter 8, we developed a property specification language, locks, to

express both quantitative and qualitative security goals, embracing a large
number of quantitative attributes such as cost, damage, probability, etc.
We base our language on a literature survey of threat models. Practically,
we show our work taking several examples of security goals from the
literature and formally formulating it in locks.

9.2 Recommendation for future work

Our work gives rise to several directions of future work. Below we first
provide some directions that immediately follow the work described in the
thesis. We then provide our long-term perspective on quantitative security risk
assessment, pointing the fit of this thesis, the main hindrances and suggestions
for appropriate directions.

More expressive models. In this thesis, we used different automata extrac-
ted from an ATs to capture the behaviour of an attacker, taking into account
several quantitative attributes such as execution times, cost structures, etc.
We believe continuing our work, these models can be made more expressive by
including countermeasures, attacker profiles, etc. Below we briefly provide our
view on these possible future extensions:

• With defenses. A natural extension of our work is to extend our attack
tree analysis methods to attack-defense trees. In this thesis, we implicitly
assume defensive measures, where we rerun our analysis after modifying
the attributes values, where the change in values is attributed to the
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defenses. We believe with the explicit modelling of defenses in our
framework, one can compute several other metrics such as optimal attack
and defense strategies in the setting of two-player stochastic games.
• With attacker-profiles. We believe another direction following our work is

to integrate the specific characteristics of the attackers (attacker profiles)
in our analysis framework. In this thesis, we took few elementary attacker
profiles to show our analysis methodology. Mathematically, we treated
attacker profiles as function that maps attack tree leaves to attribute
values. We believe that our work can be used as a starting point to
formalise the notion of attacker profiles.

Scalability of analysis. In this thesis, we deploy model checking techniques
to obtain the results. For the case studies described in Chapter 4 and Chapter 5
of the thesis, the analysis took seconds. However, with bigger case studies as of
cloud case study in the TRESPASS project [TRE], we were not able to obtain
an answer within our limited computed memory and time constraints using
our web-interface of the ATCalc/ Uppaal-Cora tool. We believe that there
are many promising ways to go ahead with the state-space explosion issue.
One is the pruning of the attack tree itself based on attacker profiles. Second,
is the use of smart algorithms such as partial order reductions, symmetry
reductions [CGJ+01], etc. to reduce the state-space. We point out here the
work of Volk et al. [VJK16] on various smart ways on limiting the state-space
explosion problem that they deployed for fault trees, which we believe in a
similar fashion can be adapted to attack trees.

In Chapter 6, we used the statistical model checking techniques to quantify
several safety/security metrics. The statistical model checking techniques suffer
from a drawback that it provides a confidence interval rather than exact results.
To obtain a tighter interval bound, one needs large number of samples which
in turn takes long computation times. In future, it will be useful to look into
the rich literature of rare-event simulations for obtaining the tighter confidence
intervals and combining them with attack tree analysis methods. We point the
work of [BAHS18, DBL+17] in this direction.

Logics for attack tree. In Chapter 8, we made a first step in putting forward
a formal property specification language for security goals. Our language though
is a significant improvement over state-of-the-art which typically use temporal
logics for encoding the security goals, it is still in infancy and needs domain-
specific constructs that will enable its usage by the security practitioners.

9.3 From real-time models to reality: the long term per-
spective

As stated in Chapter 1, quantitative security risk analysis is in a nascent stage.
We cite here Verendel et al. [Ver09], who asserts following two points against
quantitative security risk analysis: 1) lack of well-documented assumptions
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made in the construction of security models; 2) lack of practical data inputted
in the security models. We discuss these points in the context of our analysis
framework, sharing our vision and pointing to the relevant directions of future
work.

Generation of the threat models. In this thesis, we show our analysis
framework using several case studies taken from the literature. For each of
these case studies we manually craft the ATs. Earlier, some of these case studies
have been modelled using alternative formalisms such as BDMPs, etc. In the
respective chapters of this thesis, we take great care in explicitly mentioning
the difference between our models from these alternative models.

In the same line, in [FFG+16b], as part of TRESPASS project [TRE], we
manually built an attack-defence tree for the case study of compromise of
automatic teller machine (ATM). This tree consist of more than 100 nodes and
represents more than 3600 attack scenarios. It was built with the efforts of two
domain experts and two security analysts working jointly for six days. In this
case study, we were provided with two information sets: 1) statistical data on
the demographic and spatial distribution of attacks on an ATM; 2) popular
ways in which ATM machines can be compromised. We used the second set
of information to structurally construct the attack-defense tree, however we
believe in future, the structure of attack trees should be learnt automatically
from the statistical data itself.

From the experience gathered by modelling such a realistic case study, we
believe that the automated generation of attack trees is a promising direction
of research which will encourage the use of attack trees by the security practi-
tioners. Furthermore, automated methods will guarantee that no valid attack
scenarios are missed in the threat model. We point the reader to this active
line of research in [APK17, Hui16, VFN14].

Availability of data. Often experienced in quantitative security risk analysis
is the challenge of unavailability of data, as most organisations tend to avoid
sharing the data on breaches [GTR18]. Circumventing the above problem, for
several case studies in this thesis, we took the data from its source literature.
In several occasions, we have to come up with data from our experience, which
we explicitly mention while discussing the case studies. Furthermore, to show
the perturbations in the results with respect to the data perturbations, we
perform sensitivity analysis.

Echoing the general perception on unavailability of data, we believe that
lack of data is a hindrance in quantitative security risk analysis. In the
same direction, we also point to the works of [MKRC18, KWP+16] that use
Dempster-Shafer theory [MKRC18], fuzzy logic based methods [KWP+16],
where one can perform quantitative analysis with different degrees of data
uncertainty.

Outlook. In conclusion, we believe attack trees, equipped with model checking
techniques, carry immense potential to represent and quantify attack scenarios,
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answering several security goals, which given in the socio-technical environment,
are otherwise hard to enumerate/analyse. Finally, we emphasise that inform-
ation security is about managing cyber-risks in a transparent and objective
manner, which by using attack trees as an instrument will lead to optimal
cybersecurity solutions, inculcate cyber-awareness and thus safer and secure
enterprises.
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APPENDIX A

Summary of the top 30 cited papers in

information security

(1995-2016) (Chapter 7)

S.
No.

Paper Summary

1. [GPZL08] This paper proposes a method to identify compromised
machines infected with a malware (botnet) in a networked
system. To identify such infected machines, authors ag-
gregate the machines into two clusters based on similar
characteristics of communication traffic and similar ma-
licious activity. The authors then perform cross-cluster
correlation. Evaluation of the framework is done using net-
work logs derived from the university network and using a
prototype tool– Botminer.

2. [YF14] This paper shows how an adversary can launch a side channel
attack on a computer system exploiting the page sharing
vulnerability existing on the Intel X86 processor. It is based
on the author’s observation that an adversary can repeatedly
load some memory lines on a cache and keep track of the
time up till the victim uses them (less waiting time implies
the usage of memory lines from cache), thus leaking some
information each time. Evaluation of the technique is done
by launching an attack to retrieve the private encryption
keys of a victim running GnuPG under the lab settings.
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3. [JPBB04] This paper proposes a method to detect malicious network
scanner promptly and with less false positives. To detect
such scanners, authors propose an algorithm (Threshold
Random Walk) based on sequential hypothesis testing. It
is based on the observation that a network scanner usually
makes failed connections to hosts that do not exist or do
not have the requested service activated. Evaluation is done
using simulations over network traffic logs gathered for two
sites.

4. [GL02] This paper proposes a method to calculate the optimal
investments in information security, using a mathematical
model. To obtain such values, authors propose security
breach probability functions. The optimal investment value
of 37 % of expected losses due to security breaches is derived
using these functions.

5. [FHSL96] This paper proposes an intrusion detection framework for a
computer system. It is based on the authors observation that
there is a consistency in the order of the invocation of system
calls which is perturbed if there is an attempt of intrusion.
Validation of their idea is done by first developing a stable
signature of system calls over two privileged processes in
Unix and then distinguishing the anomalous behaviour from
the normal behaviour in the presence of intrusions.

6. [CPM+98] The paper proposes a method to prevent the stack smashing
attacks that exploit the buffer overflow vulnerabilities. To
prevent such attacks, authors provide a compiler extension
that prevents the changes in the active return address of
the stack. Evaluation of the technique is performed experi-
mentally by running their prototype tool- Stackguard over
selected vulnerable programs (dip 3.3.7n, elm 2.4 PL25, Perl
5.003, etc).

7. [Wil02] This paper proposes a method to limit the spread of com-
puter virus to the other uninfected machines. It is based
on the author’s observation that the infected computer at-
tempts to make connections to the new hosts at a much
higher rate (compared to the benign traffic such as of web
browsing). Hence, the authors propose filter algorithm that
uses a delay queue and a series of timeouts to limit the
unnatural network traffic targeted at new hosts. Validation
of their idea is done using sample web browsing data for
few users under the lab settings.
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8. [LNR09] This paper shows that power grids are susceptible to false
data injection attacks. Here, an attack consists of an ad-
versary who can inject malicious measurement data in the
grid, thereby modifying some state variables such as of the
power flow/ voltage and without being detected by tradi-
tional bad measurement techniques. To show the feasibility
of such attacks, authors consider several example attack
scenarios with different adversaries, each distinguished by
different resources and access privileges possessed by them.

9. [BFL96] This paper introduces a Policymaker language that com-
bines security credentials (in the form of binding a crypto-
graphic key with the authorisation actions they are trusted
to perform) with an application security policy. Thus, this
framework can be used to verify whether a requested action
complies with the security policy and if the answer is no,
also provides some additional information that would make
the proposed action acceptable.

10. [FSG+01] This paper proposes a NIST standard for the Role-based
access control (RBAC) model. The proposed model consists
of two parts: the RBAC reference model that describe the
ingredients of RBAC such as of the users, roles, permissions,
hierarchy relationships, separation of duty relations and the
RBAC functional specifications which describes the tasks
and functions such as of creation and maintenance of sets
of user, session management, etc.

11. [Roe99] This paper introduces the SNORT tool that can be used
to detect suspicious network traffic. Snort consists of rules
which dictate how to collect the network traffic, distinguish
suspicious attack signatures from regular network traffic and
raise alerts that can be furthermore logged in the desired
file.

12. [RTSS09] This paper proposes a method to launch cross VM attacks
on a third party cloud. The authors describe an attack
consisting of two phases. In the first phase, the attacker
places a malicious VM on the same physical machine as that
of a target customer. In the second phase, the attacker util-
ises the malicious co-resident VM to obtain the confidential
information exploiting the side channels. Evaluation of their
method is done by performing experiments on Amazon EC2
cloud case studies.



202
A. Summary of the top 30 cited papers in information security

(1995-2016) (Chapter 7)

13. [EGH+14] This paper provides a real-time taint analysis for identify-
ing misbehaving smartphone applications, i.e. applications
that exposes privacy sensitive data such as of user location
data, phone IMEI number, etc, illegitimately to a third
party. To identify such malicous applications under the
resource constraints (memory overheads), authors propose
their prototype tool- TaintDroid. TaintDroid first appends
data from the sensitive sources with a label and tracks at
the instruction level, how the labelled data moves across the
internal VM methods. When the tainted data leaves the
system, it logs the application responsible and the intended
destination. To demonstrate the efficiency of their frame-
work, authors select few popular android applications and
calculates the performance overhead while finding if they
leak the privacy-sensitive information.

14. [AG97] This paper introduces Spi calculus, an extension of Pi calcu-
lus with cryptographic primitives, to describe cryptographic
protocols and reason about security properties (secrecy,
authentication). Here, the security properties utilize the
scoping rules and the security properties are expressed as
equivalences between the Spi calculus processes. To de-
scribe their framework, authors uses few example security
protocols.

15. [FCH+11] This paper studies the android permission system to determ-
ine why a compiled application is designed over-privileged,
i.e., it posses more permissions than required. To identify
such applications, authors construct a permission map that
collects permissions attached with API calls, intents and
content providers. It is then used to find out which API
calls an application makes, and the permissions that are
needed for them. The authors test their framework using a
prototype tool- Stowaway, and found that one-third of the
940 randomly picked applications were over- privileged.

16. [GPSW06] In this paper, authors propose Key-Policy Attribute-Based
Encryption (KP-ABE) to provide differential access rights
to a cypher-text while still preventing the collusion attacks.
Here, the cypher-text is labelled with a set of descriptive
attributes while the private key is associated with a policy
using an access structure that governs which combinations
of attributes will decrypt the cypher-text. The authors
show the usefulness of their scheme taking case studies of
audit-log application and targeted broadcast.
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17. [SHJ+02] The paper proposes a method to assess attacks (likelihood
of success of an attacker, cost-effective measures to prevent
attacks) on a networked system, modelled as attack graphs.
To generate such attack graphs and furthermore analyse
them, the authors resort to model checking techniques.
Evaluation is done through a hypothetical example of an
intrusion detection system.

18. [CPS03] In this paper, authors propose three key distribution schemes
for wireless sensor networks– q-composite random key pre-
distribution scheme, multi-path reinforcement scheme, ran-
dom pairwise key scheme. Each of the schemes offers secure
communication between the wireless sensor nodes while out-
performing one another regarding resilience against physical
node capture attacks, small-scale attacks, deployment dens-
ity. Each of the schemes is evaluated by doing simulations.

19. [NS05] The paper proposes a method to detect overwrite attacks
on software, i.e., attacks where an adversary changes the
sensitive value such as return address, format string with
his data during the runtime. To detect overwrite attacks,
authors propose a dynamic taint analysis, where a (taint)
label is attached to the data from the untrusted source
(network). The flow of tainted data is monitored at the
processor-instruction level. If the tainted data is used to
rewrite a sensitive value, it is flagged as an attack. Eval-
uation of framework is done using a tool,Taintcheck, over
several synthetic and known exploits.

20. [ABC+07] The paper proposes a method to check the presence of a
stored file on a digital archive. To perform such checks, au-
thors pre-computes metadata (tag) over the blocks of stored
information. If the client wants to confirm the existence
of a stored file, he throws a challenge to the storage server
using the tag. If the storage server is unable to respond, it
represents the unavailability of the file. Evaluation of the
technique is demonstrated using experiments.
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21. [MVS01] This paper collects data on Denial of Service (DoS) attacks
for 3 years by using a novel technique of backscattering.
Backscattering involves monitoring a large number of IP
addresses that receive the unsolicited packets. These packets
are then aggregated into discrete flows. These flows are then
classified as attacks by using simple heuristics. With this
data, authors characterise the DoS attacks finding which
protocols were used, typical attack rates, typical attack dur-
ation and victims of such attacks. Furthermore, authors also
propose event based aggregation for analysing the impact
of such attacks on short timescales.

22. [SPW02] This paper retrospectively looks into the characteristics of
powerful internet worms (Code Red, Code Red I, Code red
II, Nimda). Using fitting techniques to interpolate the col-
lected empirical data obtained during the spread of these
worms with standard distribution functions, authors char-
acterise the rate of spread of these worms. Authors, then
propose other novel techniques (hitlist scanning, permuta-
tion scanning, topological aware worm, internet scale hit
list) which can be used by worm developers to make more
powerful worms. The authors validate their technique using
simulations.

23. [WWRL09] This paper provides a method to verify the integrity of dy-
namically stored data, i.e. users can update, delete, modify,
etc., the stored data while still able to verify the authentic-
ation of the latest version. Technically, the authors realise
this by using erasure correcting codes in the file distribution
phase that provides redundancy to the stored data on the
multiple servers. The authors calculate several security met-
rics such as detection probability against data modification,
identification probability for misbehaving servers, etc and
validate their framework using simulations.

24. [HSH+09] This paper shows that DRAM usually retains their content
without power or refresh for several minutes. The authors
show that this memory remanence phenomenon can be
exploited after the power is turned off with the help of error
correcting algorithms. The authors experimentally validate
their hypothesis by reconstructing the AES key, DES keys
and mount attacks on encrypted disks.
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25. [KCR+10] This paper looks into the security vulnerabilities in an auto-
mobile system. For this, the authors conduct experiments
on various computerised devices of an automotive system,
for example, the engine control unit, electronic brake control
module, transmission control module, CAN bus, etc and
show how an adversary can control these devices. Further-
more, authors show that the compromise of few automobile
components can be chained together to launch sophisticated
composite attacks.

26. [MPS+03] This paper retrospectively looks into Slammer computer
worm; investigating into its rate of spread, operational
methodology and its damaging consequences. The authors
use empirical data collected from different sources to base
their hypothesis.

27. [BCG+14] In this paper, authors propose a decentralised, anonymous
payment scheme (DAP scheme) that ensures anonymity
of financial transactions (i.e. pay one another without re-
vealing the record of the financial transaction such as of
recipient, amount, date, etc). For this authors, propose
their prototype implementation of DAP scheme: Zerocash,
that provides anonymity guarantees using zero-knowledge
proofs. Authors show the efficiency (performance overheads)
of their framework using simulations.

28. [BSW07] This paper proposes Ciphertext- policy attribute based en-
cryption (CP-ABE), that allows differential access to the
encrypted data while still preventing the collusion attacks.
Here, the cipher text specify the access structure over a
defined universe of attributes of the system and the user
private key is associated with an arbitrary number of at-
tributes that can be used to decipher the ciphertext. The
authors of the paper show the practicality of their work
using their prototype tool–cpabe toolkit and computing the
performance overheads (encryption time, decryption time).
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29. [WFP99] This paper compares four popular different statistically
based learning techniques (sequence time-delay embedding,
frequency-based methods, data mining approach, hidden
Markov models) to detect intrusions. For this, authors first
run various programs (sendmail, xlock, inetd, etc) to collect
traces of system calls. These traces are then divided into the
training data to construct the system model and the testing
data to classify the given test trace as normal/ intrusion.
Using the data set over the four different statistically based
learning techniques, authors conclude that the sequence
time-delay embedding method produces higher mismatches
than other techniques while the hidden Markov models have
the highest accuracy).

30. [JRS03] The authors in the paper propose the conceptual framework
of ‘Blocker tag’ for selectively blocking the RFID tags, thus
ensuring a balance between the privacy and the usability of
such devices. The idea of blocker tag is based on overwhelm-
ing the RFID reader device with all possible serial numbers
of tags while obscuring other tags. The authors suggest that
this can be done by selectively exploiting the tree-walking
singulation protocol. Authors show the practicality of their
concept using examples.

Table 1.1: Summary of all the papers used in our survey given
in Chapter 7
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attack-fault trees. In 2017 IEEE 18th International Symposium on High
Assurance Systems Engineering (HASE), pages 25–32, 2017.

• R. Kumar, D. Guck, and M. Stoelinga. Time dependent analysis with dynamic
counter measure trees. arXiv preprint arXiv:1510.00050, 2015.

• F. Arnold, D. Guck, R. Kumar, and M. Stoelinga. Sequential and parallel attack
tree modelling. In Computer Safety, Reliability, and Security - SAFECOMP
2015 Workshops, ASSURE, DECSoS, ISSE, ReSA4CI, and SASSUR, Proc.,
pages 291–299, 2015.

Model-driven engineering

• R. Kumar, S. Schivo, E. Ruijters, B. M. Yildiz, D. Huistra, J. Brandt, A. Ren-
sink, and M. Stoelinga. Effective analysis of attack trees: A model-driven ap-
proach. In Fundamental Approaches to Software Engg., pages 56–73. Springer,
2018.

• S. Schivo, B. M. Yildiz, E. Ruijters, C. Gerking, R. Kumar, S. Dziwok, A. Ren-
sink, and M. Stoelinga. How to efficiently build a front-end tool for UPPAAL:
A model-driven approach. In Dependable Software Engineering. Theories,
Tools, and App. - Third Int. Symp., SETTA, Proc., pages 319–336. Springer,
2017.

Security goals

• R. Kumar, A. Rensink, and M. Stoelinga. LOCKS: a property specification
language for security goals. In Proc. of the 33rd Annual ACM Symp. on
Applied Computing, SAC 2018, pages 1907–1915, 2018.

Modelling real case-study with attack trees

• M. Fraile, M. Ford, O. Gadyatskaya, R. Kumar, M. Stoelinga, and R. Trujillo-
Rasua. Using attack-defense trees to analyze threats and countermeasures in
an ATM: A case study. In The Practice of Enterprise Modeling - PoEM Proc.,
pages 326–334. Springer, 2016.





References 209

References

[ABC+07] G. Ateniese, R. C. Burns, R. Curtmola, J. Herring, L. Kissner, Z. N. J.
Peterson, and D. X. Song. Provable data possession at untrusted stores.
In ACM Conf. on Comp. and Comm. Sec., pages 598–609, 2007.

[ABC17] N. Atzei, M. Bartoletti, and T. Cimoli. A Survey of Attacks on Ethereum
Smart Contracts (SoK), pages 164–186. Springer, 2017.

[ABdB+13] F. Arnold, A. Belinfante, F. Van der Berg, D. Guck, and M. Stoelinga.
DFTCalc: A Tool for Efficient Fault Tree Analysis. In 32nd Int. Conf.
on Computer Safety, Reliability, and Security. SAFECOMP, volume
8153, pages 293–301. Springer, 2013.

[ACC17] 2017 cost of cyber crime study: Insights on the security investments that
make a difference. Technical report, Ponemon Insitute, 2017. [Online,
accessed 13-06-2018].

[ACD90] R. Alur, C. Courcoubetis, and D. L. Dill. Model-checking for real-time
systems. In Proc. of the Fifth Annual Symp. on Logic in Computer
Science (LICS ’90), Philadelphia, Pennsylvania, USA, June 4-7, 1990,
pages 414–425, 1990.

[ACR+14] T. Avgerinos, S. K. Cha, Alexandre Rebert, Edward J. Schwartz,
Maverick Woo, and David Brumley. Automatic exploit generation.
Commun. ACM, 57(2):74–84, 2014.

[AD94] R. Alur and D. L. Dill. A theory of timed automata. Theor. Comput.
Sci., 126(2):183–235, April 1994.

[AD01] C. Alberts and A. Dorofee. Octavesm threat profiles. Pittsburgh,
Software Engineering Institute, 2001. [Online, accessed 06-05-2017].

[AD02] Christopher J. Alberts and Audrey Dorofee. Managing Information
Security Risks: The Octave Approach. Addison-Wesley Longman Pub-
lishing Co., Inc., 2002.

[ADV] Cybersecurity vulnerabilities of hospira symbiq infusion system:
Fda safety communication. https://www.fda.gov/medicaldevices/

safety/alertsandnotices/ucm456815.html. [Online, accessed 02-08-
2017].

[AG97] Mart́ın Abadi and Andrew D. Gordon. A calculus for cryptographic
protocols: The spi calculus. In 4th ACM Conf. on Comp. and Comm.
Sec. Proc., pages 36–47. ACM, 1997.

[AGKS15] F. Arnold, D. Guck, R. Kumar, and M. Stoelinga. Sequential and
parallel attack tree modelling. In Computer Safety, Reliability, and
Security - SAFECOMP 2015 Workshops, ASSURE, DECSoS, ISSE,
ReSA4CI, and SASSUR, Proc., pages 291–299, 2015.

[AH94] R. Alur and T. A. Henzinger. A really temporal logic. J. ACM,
41(1):181–204, 1994.

[Ahm17] W Ahmad. Green computing: efficient energy management of multipro-
cessor streaming applications via model checking. PhD thesis, University
of Twente, 2017.

https://www.fda.gov/medicaldevices/safety/alertsandnotices/ucm456815.html
https://www.fda.gov/medicaldevices/safety/alertsandnotices/ucm456815.html


210 References

[AHPS14] F. Arnold, H. Hermanns, R. Pulungan, and M. Stoelinga. Time-
dependent analysis of attacks. In Principles of Security and Trust -
Third Int. Conf., POST, Proc., pages 285–305, 2014.
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[FGH+10] B. Fabian, S. Gürses, M. Heisel, T. Santen, and H. Schmidt. A com-
parison of security requirements engineering methods. Requirements
Engineering, 15(1):7–40, Mar 2010.

[FGM+14] F. Flammini, Ugo Gentile, S. Marrone, R. Nardone, and Va. Vittorini. A
petri net pattern-oriented approach for the design of physical protection
systems. In Computer Safety, Reliability, and Security - 33rd Int. Conf.,
Proc., pages 230–245, 2014.

[FHSL96] S. Forrest, S. A. Hofmeyr, A. Somayaji, and T. A. Longstaff. A sense
of self for unix processes. In IEEE Symp. on Sec. and Priv., pages
120–128, 1996.

[Fir03] D. Firesmith. Engineering security requirements. J. of Object Tech.,
2(1):53–68, 2003.

[FMC09] I. N. Fovino, M. Masera, and A. D. Cian. Integrating Cyber Attacks
within Fault Trees. Rel. Eng. & Sys. Safety, pages 1394–1402, 2009.

[FSG+01] F. Ferraiolo, R. Sandhu, S. Gavrila, R. Kuhn, and R. Chandramouli.
Proposed nist standard for role-based access control. ACM Trans. Inf.
Syst. Secur., pages 224–274, 2001.

[GAO] GAO, number of cyber security incident reports by federal agencies in
the united states from fy 2006 to 2016. https://www.statista.com/

https://www.statista.com/statistics/677015/number-cyber-incident-reported-usa-gov/
https://www.statista.com/statistics/677015/number-cyber-incident-reported-usa-gov/


216 References

statistics/677015/number-cyber-incident-reported-usa-gov/.
Accessed: 2018-07-03.

[GB14] M. D. Gallego and S. Bueno. Exploring the application of the delphi
method as a forecasting tool in information systems and technologies
research. Techn. Analysis & Strat. Manag., pages 987–999, 2014.

[GCC08] Jens Grossklags, Nicolas Christin, and John Chuang. Secure or insure?:
A game-theoretic analysis of information security games. In Proceedings
of the 17th International Conference on World Wide Web, WWW ’08,
pages 209–218, New York, NY, USA, 2008. ACM.

[GHL+16] O. Gadyatskaya, R. R. Hansen, K. G. Larsen, A. Legay, M. C. Olesen,
and D. B. Poulsen. Modelling attack-defense trees using timed automata.
In Formal Modeling and Analysis of Timed Systems - 14th Int. Conf.,
FORMATS 2016, Quebec, Proc., pages 35–50, 2016.

[GIM15] M. Gribaudo, M. Iacono, and S. Marrone. Exploiting bayesian networks
for the analysis of combined attack trees. Electronic Notes in Theoretical
Computer Science, 310:91 – 111, 01 2015.

[GL02] L. A. Gordon and M. P. Loeb. The economics of information security
investment. ACM Trans. Inf. Syst. Secur., 5(4):438–457, 2002.

[GLMS13a] H. Garavel, F. Lang, R. Mateescu, and W. Serwe. Cadp 2011: a toolbox
for the construction and analysis of distributed processes. Int. Journal
on Software Tools for Technology Transfer, 2013.

[GLMS13b] H. Garavel, F. Lang, R. Mateescu, and W. Serwe. CADP 2011: a
toolbox for the construction and analysis of distributed processes. STTT,
15(2):89–107, 2013.

[GPSW06] V. Goyal, O. Pandey, A. Sahai, and B. Waters. Attribute-based en-
cryption for fine-grained access control of encrypted data. In 13th ACM
Conf. on Comp. and Comm. Sec. Proc., pages 89–98. ACM, 2006.

[GPZL08] Guofei Gu, Roberto Perdisci, Junjie Zhang, and Wenke Lee. Bot-
miner: Clustering analysis of network traffic for protocol- and structure-
independent botnet detection. In 17th Conf. on Sec. Symp. Proc., pages
139–154. USENIX, 2008.

[GS96] H. Garavel and M. Sighireanu. On the introduction of exceptions in
E-LOTOS. In Formal Description Techniques IX: Theory, applica-
tion and tools, IFIP TC6 WG6.1 Int. Conf. Techniques IX / Protocol
Specification, Testing and Verification XVI, pages 469–484, 1996.

[GSS15] Dennis Guck, Jip Spel, and Mariëlle Stoelinga. DFTCalc: reliability
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trespassers will 

probably be

disappointed

Information security is hard. Whereas 
attackers need to exploit one weak link 
to compromise a system, the defender 
needs to continuously explore and 
monitor the vulnerabilities of the entire 
system. To stay ahead in this ongoing 
race between attackers and defenders, 
an enterprise manager needs effective 
tools and techniques that can provide 
useful insight into the behavior of an 
attacker.
In this thesis, we advance the state-of-
the-art security risk management 
techniques by proposing a model-
based quantitative security risk 
analysis framework. 
We use attack trees as an instrument 
to systematically and graphically 
represent attack scenarios and 
calculate several security risk metrics 
with the goal of making the cyber-
security investment decisions more 
objective and transparent.
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