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Encouraged by the developments in
multimedia technology and network
oriented information services, the
available and accessible digital
information has grown at an incredible
rate.

This book addresses the question of how
to search for multimedia information in a
network-based environment under limited
resources. It presents the ADMIRE
framework that can be used to model
multimedia information for retrieval
purposes. ADMIRE is applied successfully
to a video directory service facilitating
video retrieval of soccer matches, and to
clinical assessment of patients with
walking disabilities. This work also
describes a search and retrieval strategy
that facilitates searching for relevant
multimedia information in a partially
discovered information environment
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Chapter 1
1. Introduction

In the last decade the available and accessible digital information has grown
at an incredible rate. This is encouraged by the developments in multimedia
technology and network-based information services. If we look, for
instance, at the World-Wide Web, it appears that multimedia data is
already incorporated in many documents. Effective and efficient
mechanisms of managing the vast amount of multimedia data distributed
over many information repositories will have a large impact on our society,
since these mechanisms will allow for the development of new network-
based information services, like video-on-demand, tele-shopping, digital
libraries, and knowledge management in individual organisations and
society. As both the amount and diversity of electronically available
information is rapidly increasing, finding relevant information is becoming
harder every day. Without efficient and effective search and retrieval
mechanisms the problems of information overload and information
starvation become more serious for the majority of users.

During the last thirty years, attempts have been made to deal with the
problem of effective and efficient retrieval of textual documents via
automated systems. It has caused a shift from the conventional query
paradigm of data retrieval, allowing to search for attribute information about
documents, such as title, publication date etc., towards content-based
information retrieval: searching for information in documents. In an abstract
way both these processes can be considered as a matching problem between
information demand and information supply, see Figure 1.1. In data
retrieval, the data has a well-defined structure to support particular queries
efficiently, i.e. checking the presence or absence of specific data.
Information retrieval (IR) puts no constraints on the structure of the data.
The goal of information retrieval is to find and deliver, with respect to the
query, only the most relevant available information, while at the same time
retrieving as little as possible of the non-relevant information.
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1.1 Information retrieval paradigm

In this section we introduce a new information retrieval paradigm by
discussing its components, viz. multimedia retrieval (Section 1.1.1),
network-based retrieval (Section 1.1.2), and cost-effective retrieval (Section
1.1.3).

1.1.1 Multimedia retrieval

Multimedia data types are different from traditional media types like
records and structured text. The enormous volume of multimedia data,
even when compressed, gives rise to new problems and issues that have to
be dealt with to manage the data efficiently. In addition, the semantic
interpretation of multimedia data is much more ambiguous and fuzzy than
for structured text. The current results of automatic multimedia parsers do
not sufficiently capture the semantics of information and, hence, cannot
accurately describe the content [Davi95]. For video and audio, this takes a
considerable amount of contextual knowledge.

Traditionally, independent research communities have focused on
automated processing of single media. Currently, research also focuses on
content-based multimedia information retrieval, for example, under the
umbrella of the US Digital Libraries program. Extending and adapting the
text-based information retrieval solutions to include the properties of the
non-text media types provides a first step towards an integrated
mechanism.

The composition of single media to multimedia, e.g. via spatial and
temporal composition, offers new opportunities to multimedia information
retrieval. Semantic information can be extracted by the combination of the
available evidences in the different media. For example by using the textual
caption and the corresponding photograph in a newspaper to determine the
content. The combination of extracted information from different media

Figure 1.1 Abstract view
of the Information
retrieval process
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helps to overcome mismatches and missing matches in retrieval. However,
the automatic content identification, combining primitive media dependent
properties to semantic descriptions that are both generally applicable and
powerful enough, is still an open issue.

Searching in and across multiple media types requires a general
framework that exploits media dependent characteristics to its full extent,
but also enables media-independent searching. Although several attempts
have been made to develop methods for uniformly identifying semantic
information in multimedia data, the development of a media interlingua
remains still an important challenge [Mayb97].

Other unsolved research issues concern the manner in which humans
interact with multimedia retrieval systems, e.g. how they should formulate
queries, how the preliminary results are presented, and how the users
should browse them. And the way multimedia retrieval systems should be
evaluated, i.e. how systems should be compared that operate in different
domains, use algorithms, and have different query mechanisms.

1.1.2 Network-based retrieval

The rapid developments in network technology and services, changed the
focus of searching for information in a single collection to searching for
information across multiple interconnected information collections. When
(multimedia) information retrieval is commercially exploited in these
dynamic networked environments, aspects like time and money have to be
taken into account. There are price tags attached to the different parts of
the information chain from provider to end-user. The price may depend on
many different aspects, such as information quality, resource usage
(processor, network). Moreover, each user may have his own individual
demands regarding both content issues and non-content issues. Examples
of the former are demands with respect to accuracy, completeness, and
topicality. Examples of the latter are demands with respect to data format,
processing time, and other cost. Most research has thus far focused on
content-based issues. The importance of non-content issues is only recently
being acknowledged.

The dynamic nature of distributed information environments introduces
uncertainty about the available information. Due to the continuous stream
of newly available information (repositories) and temporal unreachablility
of information sources (as a result of heavy network load or more serious
network problems), the information environment cannot be completely
known. This implies the need for a resource discovery mechanism.

Other unresolved issues that require thorough investigation before
Network-based Information Retrieval (NIR) can fully benefit from the
network capabilities concern the representation of available information
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objects; selection of most relevant information objects; merging of the
results obtained from different collections and evaluation mechanism for
NIR.

1.1.3 Cost-effective retrieval

The importance of taking considerations of time and expenses into account
in the evaluation of information retrieval system’s performance has been
recognised long ago, see for example [Coop73]. Nevertheless, operational
cost and information retrieval mechanisms were seen as different aspects
that could be studied independently. However, the impact of cost on
information retrieval mechanisms itself has hardly been studied.

To answer queries1 like ‘find me the two most relevant video fragments of a
soccer match where AJAX is scoring a goal. And deliver the results goal as fast as
possible but within 5 minutes while cost is not exceeding ƒ3,-’ an information
retrieval strategy should be capable of dealing with both content matching
as well with cost and time aspects. When money and time aspects are taken
into account in network-based information retrieval, it is in general not
possible that the whole information environment can be completely
searched within reasonable time. Choices have to be made with respect to
which collections to be searched. This is rather complicated, since the
distribution of relevant information over the collections is generally not
uniform in a heterogeneous information environment, as collections are
often specialised with respect to a particular domain, a media type etc. This
requires knowledge of the characteristics of the information collections,
such as coverage, statistics, frequency, costs, access rights etc.

Determining what actions to choose when limited resources are
available has been tackled in the areas of artificial intelligence as part of a
more general problem of a system acting rationally: do the ‘right thing’,
given its view of the (partially known) environment and its intended goal.

During the search the strategy has to decide how much of the available
resources can be used to search for relevant information and how much to
retrieve the ‘best’ found information (e.g. cheapest or most relevant).

In short, information retrieval is shifting towards cost-effective, network-
based multimedia information retrieval. The problem of retrieving the most
appropriate information content does not disappear, but it is intensified by
the increased volume, the organisation of information across the network,
the nature of the information themselves and limited availability of
resources.
                                                       
1 When a user has no idea about the expected cost in relation to the quality of the results,
the information system should, as part of the interaction, inform the user about the
expected quality-cost relation given a content-based query.
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1.2 Research question

Our aim is to study this new paradigm: how to search for multimedia
information in a distributed environment under limited resources?
However, to achieve successful cost-effective, network-based multimedia
information retrieval, many different challenging issues, as indicated in the
introduction, need to be investigated. Given the extensive and diverse
nature of this new retrieval paradigm, a restriction is needed in the issues to
be studied in this work. We concentrate on the following important (sub)-
problems:
1. how to search for multimedia information?
2. how to search for information in a partially discovered distributed

environment?
3. how to search with limited resources?

Our approach is two folded: first, we develop a general framework that is
capable of characterising any kind of information in a uniform manner, i.e.
the supply side of the information retrieval illustrated in Figure 1.1.

Second, we design a search and retrieval strategy that facilitates
searching for relevant multimedia information in a partially discovered
information environment under limited time and money resources. We use
a ‘rigorous approach’, that is a mix between an experimental and a theoretical
approach. We base ourselves on an existing theory, i.e. the metareasoning
decision theory [RuWe91], and apply it to the domain of networked
information retrieval and evaluate the built prototype by a small number of
experiments.

1.3 Overview of this thesis

In Chapter 2 we discuss the context of cost-effective, network-based
multimedia information retrieval. We provide a comprehensive overview of
the developments of the involved elements, viz. information retrieval,
multimedia information retrieval, network-based information retrieval,
cost-effective information retrieval, and information disclosure.

Chapter 3 presents a novel general framework for modelling multimedia
information for retrieval purposes: the ADMIRE (ADvanced Multimedia
Information REtrieval) framework. We describe the usage of the framework
from provider and user perspective, i.e. the migration of information into
this framework and the disclosure of the information.

In Chapter 4 the ADMIRE framework is validated through a real
multimedia application: a video directory service facilitating video retrieval
of soccer matches. In appendix A we also illustrate the applicability of the



6 CHAPTER 1 INTRODUCTION

ADMIRE framework for clinical assessment of patients with walking
disabilities at Roessingh Research and Development Centre. This case is in
a preliminary phase and has not yet been implemented. Nevertheless, we
take the current experience of this case into account when valuing the
capabilities of the ADMIRE framework in Chapter 4.

Chapter 5 tackles the problem of information retrieval with limited
(monetary cost and time) resources. We present a cost-effective retrieval
strategy that is based on resource-limited metareasoning that enables a user
to search for relevant information given time and cost constraints.

In Chapter 6 we discuss a prototype of this search and retrieval strategy,
the design of experiments that use the ADMIRE information framework of
Chapter 3, and the analysis of the results of the conducted experiments. To
comprehend Chapter 6 reading Chapter 3 is not required.

Finally, in Chapter 7 we draw conclusions of the work presented in this
thesis and provide directions for further research.



Chapter 2
2. Information environment

In this chapter we discuss the information environment: the context of
cost-effective network-based multimedia information retrieval. In the
introduction we relate information retrieval to other forms of information
disclosure. The notion of information chains is introduced. To clarify the
state of the art of the new information retrieval paradigm, we provide an
overview of the development in cost-effective network-based multimedia
information retrieval. We start in Section 2.2 with a general background of
developments in information retrieval. Next we focus on multimedia
retrieval in Section 2.3, followed by networked retrieval in Section 2.4, and
Section 2.5 addresses cost-effective retrieval. We end this chapter with a
discussion, in Section 2.6, of the role of user interaction in multimedia
information disclosure.

2.1 Introduction

In the last couple of years, more and more digital information is produced
and made directly available for a large group of users. The enormous
amount of available (multimedia) information has urged the development of
sophisticated information architectures and disclosure mechanisms.
Information disclosure involves all activities and processes that allow
information to flow from information producers towards information
consumers, i.e. supporting both information push and pull paradigms, see
Figure 2.1. The push paradigm addresses information dissemination and
filtering. The pull paradigm includes information retrieval and information
characterisation. We discuss these aspects in more detail.
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2.1.1 Information disclosure

information dissemination
information filtering

    pushpushpushpush

 producer consumer

information retrieval
information characterisation

    pullpullpullpull

 consumer  producer

Information disclosure is taking place more and more in a heterogeneous
networked environment. In such an environment, e.g. the Internet,
geographically separated information producers and consumers can interact
via a distributed system. In general, the interaction between producer and
consumer is indirect, via intermediate services maintained by providers. In
fact, the flow of information can be seen as a chain in which the producer,
consumer, and provider play a different role. The producer concentrates on
the production of information. The consumer is interested in the retrieval
and filtering of available information. The information provider, e.g. a
publisher of a magazine, gathers, processes, and manages information to
offer consumers access to information via dissemination of information or
an information retrieval service.

Information dissemination is the distribution of information towards a
group of potential consumers at a time schedule determined by the
information provider without a direct request of the potential consumers.
To gain access to the information, a consumer needs specific hardware and
possibly software. Often, an additional subscription is required. The
consumers have no direct influence on the transmission time and content
of the disseminated information, e.g. for radio and television programs.

The consumer can, however, filter the incoming information and store
it for later usage, e.g. using a VCR. Another example of push technology is
the Internet News group service. A more sophisticated application is a
personal electronic newspaper service that filters all incoming information,
based on a user’s profile (to represent long term information needs and
preferences) and stores it for later use.

An information retrieval services tries to find and deliver the most
relevant information that is at a time schedule determined by the
questioner, for example, real video-on-demand and tele-shopping.

Information filtering and information retrieval are, in fact, very similar,
e.g. see [BeCr92]. Both information retrieval and filtering try to satisfy
information needs by delivering relevant information. Information filtering,
also called information routing, is rather ‘passive’: it simply waits for the
right information to come along. It focuses on long term information

Figure 2.1 Push and pull
paradigms of
information disclosure
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need(s), whereas information retrieval more actively tries to satisfy short
term needs.

The role that the people involved fulfil is not predefined, but may vary
over different interactions. For example, the consumed information can be
(re)used to create new or derived information, turning the information
consumer into an information producer. The development of the
information environment towards a digital networked environment has
stimulated this multiple role playing. For example, the users of the Internet
become producers and providers themselves.

2.1.2 Information chains

Over a long period of time, researchers have developed models that
describe the process of communication. A paradigm that has been used for
quite some time is that of a sender sending information via a medium to a
receiver. An old and often used definition of communication is: who says
what, in which channel, to whom, with what effect? [Lass48]. We adapt this
paradigm to reflect the disclosure of information introducing the notion of
information chains. The information environment can be modelled as a
network of multiple information chains. In this manner different disclosure
methods can be modelled, including dissemination, navigation, and retrieval
of information.

An information chain can be described from different related
viewpoints, for example:
– a functional view reflects what needs to be done,
– a resource view indicates the entities that fulfil the functions, and
– a party view identifies the involved parties.

Functional view

The functional view focuses on the functions that are performed. At a high
abstraction level three functions can be identified, see Figure 2.2. These
functions are the consumption of information, the provision of the
information via an intermediate service, and the production or capturing of
information.

Consume

c

Produce

p

Match

The match function can be decomposed into a number of lower level
functions, e.g. characterisation, gathering, filtering, transformation,
presentation, and announcing of the produced information. Depending on

Figure 2.2 High level
functional view on an
information chain
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the disclosure method used, additional functionality may be required. For
example, query (re)formulation, query evaluation, searching, indexing,
ranking, browsing /navigating, and administrative functions, such as access
control, accounting etc.

Resource view

The resource view of the information chain, see Figure 2.3 for an example,
is concerned with the entities that fulfil the above described functions.
Different resources can be distinguished, for example, at a high level:
humans, computers, peripherals, application software, and network
infrastructure. The usage of these resources in the information chain
involves cost.

oftware
AAAA AAAAAAAApplication

pplication

Party view

The party view of the information chain focuses on the involved parties,
entities that manage resources. A party, a person or an organisation, may
charge prices to the usage of the resources they manage. The price may
depend on many different aspects, such as connect time, processing time,
network usage, market mechanism, legal commitments, etc. In cost-
effective information retrieval, the selection and usage of the available
resources need to be managed and guarded.

Relations between the views

The different views of the information chain are closely related, as
illustrated in Figure 2.4. For example, the relationship between the party
view and the functional and resource view is defined by the role the parties
play in the information chain. Examples of roles are: information producer,
information provider, information consumer, network operator, etc.
Examples of more supportive roles are: hardware manufacturer, software
producer, standardisation organisation, legislation organisation, etc.

A party may even play multiple roles simultaneous in the information
chain, e.g. information producer and provider. A party may have several
motivations to certain play a role in the information environment. In
general, each involved party has made his own cost-benefit analysis to
become involved in the information environment.

Figure 2.3 Example of a
resource view of an
information chain
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Functions

Resources

Parties

relationships

Via these different views of an information chain, an information disclosure
process can be sufficiently comprehensive modelled. We illustrate this with
an example, discussed in the box below. The entire information
environment can be represented by a network of multiple information
chains. In this environment parties can play multiple roles and resources
can perform different functions in several information chains
simultaneously.

Having an overview of the environment in which cost-effective retrieval
networked multimedia information retrieval takes places, we now provide
an overview of the developments of its elements. We start with general
developments in information retrieval.

Figure 2.4 Relationships
between the views of an
information chain

Say John wants to know the current value of Philips’s shares at the Amsterdam Stock Exchange,
including today’s minimum, maximum, and relative ranking with regard to other stocks. He
decides to use the World-Wide Web’s AEX Stock Service (WASS) via his PC and his modem using
his Xs4All Internet account. The values of the stocks are ‘determined’ by stock brokers based on
the demand and supply. The information is represented by information objects (e.g. numbers) in
the trading system. The AEX Stock Service (ASS) uses this real time information to calculate
different values such as the minimum and maximum value of the day so far as well as the
relative stock ranking positions. The ASS can be seen as an information broker. A selection of the
available information is transformed in an HTML format and offered via WASS. This is illustrated
Figure 2.5, where parties, functions, and resources are depicted. The coloured jigsaw pieces
represent the requested information by John.

Amsterdam Stock Exchange

ASS

John KPN SurfnetXs4ALL

WWW / WASSAccess pheripherals
WWW /  WASS

Gather, Select, Group, Transform,

Characterise, Store

Internet

Transmit
Querying,

PresentConsume

Information disclosure service

Index, Search, Match, Rank

Resources:

Functions:

Parties: stock brokersIBM

Produce
Figure 2.5 Illustration of
a combined view of an
information chain
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2.2 Information retrieval

Information retrieval has been studied for many decades. See [SpWi97] for
an extensive overview of the research that has been carried out in the
information retrieval community, and of the development and current
status of IR systems.

Information retrieval can be studied from different perspectives ranging
from a pure experimental approach towards a pure theoretical approach.
The focus of most of the IR research has been on the IR system, i.e. effective
and efficient searching and indexing, see for example [Rijs79]. Currently,
there is an increasing interest in studying user behaviour and user
interaction. To position our approach, we discuss the developments and
results obtained from the experimental and theoretical IR approaches.

2.2.1 Experimental approach

Traditionally, information retrieval has been studied from an experimental
perspective. In this approach a hypothesis, reflecting the information
retrieval problem being studied, is validated by means of experiments. To
evaluate IR systems and compare the IR performance, (new) evaluation
mechanisms are required that measure effectiveness, efficiency, and
usability. Complicating factor in the experimental approach is that the
performance of an IR system depends on the way the evaluation is carried
out, e.g. depending on:
– the type of evaluation (quantitative versus qualitative, single system

versus comparative evaluation);
– the view on the system (black box, showing what the performance is,

versus glass box, examining the internal working to analyse why the
performance is what it is);

– type of the system (operational, experimental, or laboratory);
– the viewpoint taken (e.g. user, provider) and on
– many other factors such as kind of user population, type and coverage of

collection, indexing tools, incorporated search methods, input-output
equipment etc. [SaLe68].

As we conduct experiments in our study, it is important to be aware of the
(potential) pitfalls when measuring the performance of an IR system. We
briefly discuss important issues related to the evaluation of the effectiveness,
efficiency, and usability of IR systems. Note that these evaluation criteria are
not independent. For example, an increase in efficiency (e.g. a smaller
index) may be at the expense of a decrease in effectiveness (e.g. less relevant
documents). This means that a comparative evaluation of IR systems should
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not focus on a single performance indicator but consider it in relation to
the others aspects2.

Effectiveness

Commonly accepted and used performance criteria to indicate the
effectiveness of an information retrieval system are recall (the proportion of
relevant documents actually retrieved in answer to a request) and precision
(the proportion of retrieved documents that is actually relevant). See the
box below for a more detailed description of these measures.

Given the set of all available documents in a particular collection, one can define a subset (REL)
of documents that are relevant to a specific request and a subset (RET) of documents that are
actually retrieved. REL � RET are then the relevant retrieved documents (hits), REL - RET are the
relevant but not retrieved documents (misses) and RET - REL the retrieved but not relevant
documents (noise). Using these sets, recall is defined as |REL � RET| / |REL| and precision as
|REL � RET| / |RET|, see Figure 2.6. A high recall value (1) means that many (all) relevant
documents are retrieved, while a low value (0) means that a few (no) relevant documents are
retrieved. A high precision value (1) means that most (only) relevant documents are retrieved,
while a low value (0) means that some (no) relevant documents are retrieved. Throughout the
years experiments have shown the existence of an inverse relationship between recall and
precision [SpWi97]. An increase in recall generally leads to an decrease of precision [BuGe94].
Alternatives to these ‘standard’ recall and precision measures have been proposed. For example
normalised precision and recall measures using a ranked output [Salt75] (to eliminate the effect
of collection volume), a combination of relevance and precision to a single measure, like the E-
measure in [Rijs79] taking the relative importance of precision and recall to the user into
account, or the MZ metric in [Shaw86].

The main problem with recall and precision measures is the determination
of which documents are relevant to a given request. The relevant document
set is rarely clearly defined, except in some laboratory situations using a test
collection that includes complete relevance judgements for specific queries,
like the Cranfield test collection [Clev91]. Due to the enormous size of
more recent test collections, like the TREC collections [Harm93, Harm94,
Harm95], complete relevance judgements are not available3.

The problem with relevance judgements is that the concept relevance
has many different connotations. For example, Cooper [Coop71]
distinguishes two notions, viz.

                                                       
2 We consider, for example, effectiveness as a necessary condition for efficiency.
3 Other mechanisms, like random sampling have been proposed. For comparative tests
operating on the same collection, as done in TREC, pooled relevance judgements can be
used. This means that the outcomes of the different systems are merged and duplicates are
eliminated.

recall =
|REL     RET|

|REL|

RET - RELnoise:

REL      RET

REL - RET

hits:

misses:

REL

RET

precision = |REL     RET|
|RET|

Figure 2.6 recall and
precision measures
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– utility, or pertinence [Sara75], the usefulness of a document to a particular
user’s information need at a given time in a given context.

– logical relevance, or aboutness [Maro77], indicating that the topic of the
document is about the formulated information need.

A document that is considered to be ‘logical relevant’ may not be useful,
e.g. because the document is in a foreign language, is outdated etc. As the
usefulness depends on many individual and situation factors this notion of
relevance is difficult to define clearly. In most information retrieval systems
(and test collections), relevance is seen as an aboutness relation. This means
that predefined relevance judgements in IR systems are biased as they are
based on queries instead of real information needs that are unique to a
particular person at a particular time in a particular setting. For example, a
user may specify a request that may not, or only partly, reflect his real
information need, the user may find a document much more relevant after
some days after digesting the document’s content or after learning new
information altering his perceived relevance judgement. Furthermore, the
sequence of relevance judgements is important as the human assessor may
be affected by what he has learned from previous document query
judgements. For interactive evaluation of IR systems, this issue of ‘non-
reproduction’ is a serious problem.

Nevertheless, one of the techniques that improves the effectiveness is
based on user-interaction, using relevance feedback, as proposed by Roccio
[Rocc65]. By using responses from the user on the presented output, query
term weights can be recalculated so that they more accurately reflect the
importance of the terms. One of the principal conclusions that can be
drawn from all research that has been carried out over the years is that term
weighting is the single most important factor in determining the
effectiveness of an IR system [SpWi97, p307].

For multimedia retrieval, the combination of multiple integrated media
types reflecting semantic redundancy increases the performance of content-
based retrieval, to reduce mismatches and missing matches. This is
discussed in Section 2.3. In the next paragraph, we focus on textual
information retrieval.

The work done in automatic thesauri drew attention to the significance
of variable word frequencies and led to the development of statistically
based weighting schemes that can be used for automatic indexing. See
[SaBu88] for an overview of different term-weighting approaches for
automatic text retrieval. Choosing the appropriate index terms is difficult as
it affects the degree of specificity and degree of exhaustivity. The more
documents descriptions are available for matching, the less any one of them
will be a useful one for distinguishing this document from others.
Rijsbergen [Rijs79, p29] refers to this as the conflict between ‘representation
without discrimination’ and ‘discrimination without representation’. A commonly
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accepted term-weighting scheme that addresses this issue is tf.idf [SaYa73].
The document term frequencies (tf), indicating the degree of document
representation importance, are multiplied by the inverse document
frequency (idf), or inverse collection frequency, indicating the degree of
document discrimination importance. The more specific a term is, the
lower the inverse collection frequency will be, and the better it can be used
to identify relevant documents within the collection.

Instead of single terms, phrases and compound terms can be used.
Furthermore, clustering techniques, like term co-occurrences, can be used
to utilise information about the similarity relationships existing between
documents and terms. It is a multivariate statistical technique that groups
together similar objects in a multidimensional space.

Efficiency

The definition of efficiency of an IR system depends on the way the
evaluation is carried out, i.e. on the viewpoint. For example, for an
information provider, an efficient retrieval system should, among others,
minimise the use of resources (while still being equally effective). For an
end user an efficient system should minimise aspects like search time, costs
and user effort (while still being equally effective). In addition, the observed
efficiency depends on the focus on a particular aspect like search time, cost,
user effort etc. These efficiency aspects are closely related, i.e. an increase
of efficiency for a particular aspect can be at the expense of efficiency loss
for another aspect. For example, a more comprehensive index may speed
up the search but only at the cost of additional storage space. Although
these performance trade-offs depend on the viewpoint, for example a user
is interested in fast searches and not in the required amount of storage
space, a wide range of techniques can be developed to improve the
efficiency of IR systems. For example, the use of indices, the reuse of
results of previous searches (e.g. in the form of heuristics), or the use of fast
matching algorithms, like n-grams for string similarity matching [Frak92].

Usability

Besides efficiency and effectiveness, the usability (a combination of the user
satisfaction and user friendliness) of an IR system is an important evaluation
criterion for its users. The usability of an IR system is important for the
acceptability of the system and thus also for its provider(s). It may be clear
that efficiency and effectiveness of an IR system affect the usability of the
system, but high efficiency and effectiveness are no guarantee for high
usability. For example, Su [Su94] found that neither precision nor recall
were highly significant factors in the user satisfaction of IR systems.

The problem with usability is that it is also user and context dependent.
This means that defining quantities that capture the requirements for a
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large group of heterogeneous users in different contexts is a very difficult
task. Nevertheless, throughout the years there have been attempts to
identify a set of measurable quantities that are acceptable to most users. For
example, Cleverdon et al. [ClMK66] identified different measurable
quantities that influence user satisfaction of IR systems. They included the
system’s ability to deliver the requested information in a convenient and
timely manner. Other user-oriented measures that have been proposed
[Keen71] are inspired on recall and precision measures, see the box below.

Another way to deal with the user- and situation-dependent measurements
is described in [Coop73]. Cooper measured the IR system’s ‘ultimate worth’
by comparing the user’s individual rewards (covering whatever the user
finds to be of value about the system’s output like its usefulness, its
entertainment value etc.) with their penalties (such as time spent, effort,
possible boredom, or any unpleasantness caused by the content).

2.2.2 Theoretical approach

The other approach to study information retrieval is a theoretical approach.
This approach gained interest during the mid seventies.

results

match

collection of document descriptionsneed

An information retrieval model, depicted in Figure 2.7, can be decomposed
into three components, viz. a model to characterise documents, a model for
the query and a matching function between these models. A common way
to model a query is by means of descriptors, e.g. the terms of the specified
query. Similarly a document can be represented by document descriptors.

– coverage ratio: proportion of relevant documents previously known to the user that are
retrieved,

– novelty ratio: proportion of relevant retrieved documents that were previously unknown to the
user,

– relative recall: the ratio of relevant retrieved documents examined by the user to the number
of documents the user would have liked to examine,

– recall effort: the ratio of the number of relevant documents desired to the number of
documents examined by the user to find the number of documents desired.

Figure 2.7 Illustration of
an information retrieval
model
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Throughout the years a number of different IR models have been
developed, see below.

– In the subset model a document is considered to be relevant when all query descriptors are
a subset of the document descriptor.

– In the overlap model a document is considered to be relevant when the document
descriptors and query descriptors reveal an overlap. The overlap model is thus less stern
than the subset model.

– In the Boolean model a document is considered to be relevant when it satisfies the query
formulae (descriptions and logical operators AND, OR, and NOT). Although the Boolean model
offers rich expressiveness, it has inherent limitations. It is difficult to formulate any but the
simple queries which requires trained intermediaries. There is little control over the size of
the output without prior knowledge of the contents of the collection. There is no ranking
among satisfying documents, they all are considered to be equally useful. Furthermore, no
relative importance can be given to query components. These limitations have encouraged
the development of fuzzy set and logical models.

– In Logical models a document (d) is considered to be relevant in response to query (q)
when it satisfies the implication d  q as suggested by Van Rijsbergen [Rijs86]. A wide
range of logical IR models have been proposed to infer the relevance of documents like
modal logic [Nie89], conceptual graphs [Sowa84], knowledge graphs [Berg94],
terminological logic [MSS+93], datalog [Fuhr95], logical imaging [Cres95] and situation
theory [RijLa96].

– In the vector space model both documents and query are represented by a multi-
dimensional vector. The descriptors are regarded as co-ordinates of a multi-dimensional
information space. The relevance between query and document is computed by comparing
their vectors using a similarity measure, e.g. the cosine coefficient [SaMc83]. As
documents that are close to each other are considered to be similar allows matching of
queries against clusters of documents. The strength of this model is its simplicity, for
example relevance feedback can easily be incorporated via modifying the descriptor
weights. A limitation of the vector space model is that the indexing terms are considered to
be orthogonal which is not always the case [RaWo86]. Furthermore the model does not
impose strong constraints on the numerical entities in the descriptions vectors [SpWi97].

– In the Probabilistic models documents are ranked in decreasing order of probability of
relevance to a request: P(relevant | document, query). The use of different uncertainty
assumptions have lead to different probabilistic IR models, see [Fuhr92], e.g. the binary
independence model assumes statistical independence.

Different models can be studied by mapping them to a single model. For
example, [TuCr92] show that by representing different models in terms of
the belief network model differences between current-generation retrieval
models can be explained as different ways of estimating probabilities in the
inference network. An important characteristic of these inference networks
is that they allow for explicit inclusion of, and interaction between,
different types of information (e.g. obtained from different indexing
methods) to rank the documents with respect to a query.
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Another way to study IR models is by means of a meta-theory. The
models and its properties are formalised in a common theory. Examples of
these theories are based on probability theory and logic, or both (see
[Rijs86] for the logical uncertainty principle). Huibers [Huib96] provides a
meta-theory to compare information retrieval theories. He showed
equivalence and embedding relations between IR models. Furthermore, he
showed that some models are monotonic, allowing qualitative statements
about recall values.

Although the focus has been on system-oriented IR models, models
from a cognitive point of view are emerging. Cognitive models focus on the
users’ information seeking behaviour and on the way in which IR systems
are used in operational systems, see for example [Bate89], [Elli89],
[Ingw92] and [Wijn97b].

2.3 Multimedia retrieval

Multimedia retrieval and content-based retrieval are commonly used to indicate
the retrieval of information from other than textual documents only. Our
notion of these terms is somewhat different. We see content-based retrieval
as the retrieval based on the understanding of semantics of the information
determined from the data of any kind of type and format, thus including full
text retrieval. And multimedia information retrieval as the combination of
content-based information retrieval of multiple integrated coherent data
objects. See Chapter 3 for the definitions of medium and multimedia.

A good example of a multimedia retrieval application is News on
Demand (NoD). The news domain is a particularly interesting domain for
multimedia information retrieval since many possible sources of indexing
information are available: speech, audio, video, text obtained from
television, radio, and newspapers. Due to the time constraints of continues
daily news coverage and the volume of data, automatic news library creation
methods are required.

For an overview of multimedia information retrieval it is thus important
to understand the issues of content-based retrieval for the different media
as well as the issues concerning integration. We briefly discuss the
developments in content-based retrieval of the standard media, viz. text,
image, video and audio, and the integration towards multimedia. We refer
to [Velt98], where a more detailed overview is presented.

2.3.1 Text

The IR community has concentrated on textual retrieval of mainly English
documents. For detailed information about text retrieval see [Rijs79],
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[SaMc83] [SpWi97]. Content-based retrieval of textual documents is not
limited to ‘plain text’ but is currently extended to specialised kinds of
languages, such as formulas, tables [PyCr97], hand writing4 [MaCr97], or
special structures like hypertext [AgSm96].

Another line of research in text retrieval is the complementary
application of (deep) Natural Language Processing (NLP) techniques. The
use of (language specific) linguistic knowledge may improve the
effectiveness of text retrieval, i.e. the quality of tasks such as summarisation,
extraction, filtering, and categorisation.

NLP techniques in combination with the use of structure of textual
documents can even further improve the retrieval. See for example, the
IOTA system [CDB+86] that exploits the logical structure of textual
documents and structural properties of natural language, and the RIME
system [Berr90] that utilises the structure of medical reports.

2.3.2 Image

The convergence between the image processing and database communities
resulted in many content-based image retrieval systems, for example QBIC
[FSN+95], Photobook [PePS96], Virage [BFG+96], VisualSeek
[SmCh97], Cabot [OgSt95] and SageBook [ChRK97].

The semantic interpretation of visual information is much more
complicated than for structured text. In text every word has a finite number
of meanings. Through sentence or paragraph analysis the correct meaning
can be determined. Visual objects with the same semantic notion show a
enormous variety of appearances, for example images of dogs in children
books.

The search of image retrieval systems is approximate, i.e. these systems
use automatically extracted image features to determine the visual similarity.
The visual features are derived through a computational process executed
on the image object. Simple features (colour histograms, shape, and
texture) are computed based on the characteristics of pixels, like colour and
position. Much research in image retrieval is concerned with the definition
and extraction of new and better features.

A drawback is that these features are sensitive to noise, are not invariant
to rotation, translation nor zooming. Furthermore, variation in illumination
and other imaging conditions affect pixel values drastically. This leads to
incorrect similarity matching results, especially for natural photographs due
to variances in appearance with regard to lighting and perspective [RoFr97].
However, particular forms of higher level features can be very useful for
                                                       
4 As the analysis of handwriting and transformation into (ASCII) text requires image
processing, hand-written text can be seen as an image medium, i.e. for hard-to-read or
illegible text.
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specialised applications, e.g. for face recognition. The automatic mapping
between features and perceptual entities, such as people and objects, is in
its very first stages. It requires domain specific knowledge [WNM+95].

2.3.3 Video

The interest in the content-based of video5 retrieval has rapidly gained
interest. The success of, for example, video-on demand like applications
depends heavily on the ease and effectiveness of querying and searching for
the desired movie. Traditionally, this search for movies is performed via
attributes such as actors, title and genre. In order to support more vague
and content-based queries, this labelling alone is not satisfactory. New
developed retrieval systems incorporate similarity matching of automatically
extracted video features. Examples of such video retrieval systems are OVID
[OoTa93], QBIC [FSN+95], VideoQ [CCM+97], Media Streams
[Davi95]. Besides video retrieval systems, special systems have been
developed to generate informative and/or entertaining video abstracts, e.g.
the trailer of a film or a digital television guides, by reusing the available
video data. Examples of such systems are Homer [DaMo94], IDIC
[SaDa94] and MoCa [LiPE97].
Through its time dimension, video is a far more complex medium type than
image. This facilitates the search and retrieval of video at different levels of
detail. A common followed approach is that the video is progressively
parsed trying to find frames with significant changes in image content.
From these segments some key frames are extracted. These key frames are
than subsequently treated as images. However, this approach largely
neglects the available motion information in video, i.e. object motion,
camera motion and special effects like image warping.

Information retrieval based only on pixel values is not very effective by it
self. However, significant video segmentation results can be obtained by
measuring pixel differences over time [GuRa97]. Many algorithms are
currently available for temporal segmentation of video, i.e. detection of shot
breaks. The underlying assumption is that a quantitative difference metric,
e.g. colour histogram, represents a qualitative difference between frames.
See [ZhKS93], [ZhSm94] for discussion about the performance of various
temporal segmentation systems.

In addition to the image features, spatio-temporal or motion features
play an important role in video retrieval. The motion features are based on
comparison of values for the pixels between succeeding frame(s). This
enables to track a moving object across multiple frames and determine its
speed, both absolute and relative with regard to camera movement.
                                                       
5 The term ‘video’ is consequently used in this thesis to indicate visual information. For the
combination of visual and auditive information the term ‘audiovisual’ is used.
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Initially, the focus of video retrieval research was on the automatic
extraction of visual features of fixed and moving imagery that can be used
for similarity search. More recently, researchers have attempted to extract
higher level semantic meanings from underlying videos. For example,
[Pent97] focuses on recognising human behaviour in video.

Another research area is the segmentation of video in scenes,
segmentation, the identification of macroscopic changes in semantic.
Automatic detection of scene breaks is much more difficult than detection
of shot breaks. For specific genres, specialised scene segmentation methods
have been proposed, e.g. for news programs [ZhGS94]. A more general
method for genre independent scene segmentation is purposed by
[AoJL97]. They use general media-knowledge-based rules, based on
transition effects, shot repetition, camera motion, editing (montage)
rhythm. These rules exploit the existence of temporally local cues of
macroscopic change. They lack the global understanding. Another problem
is the wide range of variation regarding which cues are used depending on
director, producer, types and programs.

It may be clear that the requirement of mechanisms to combine
multiple (in)dependent matching results in video retrieval is even more
urgent than for image retrieval.

2.3.4 Audio

The interest in audio retrieval has been relatively low compared to the visual
media types. Research in audio retrieval and extracting audio features is
increasing resulting in different audio (speech and music) retrieval systems.
Examples are the music information retrieval system of Cornell University
[GLS+95], and SoundFisher [BKW+97]. Examples of speech retrieval
system are Olivetti’s Medusa multimedia system [BFJ+95], the Sphinx
system of Cambridge University [WeSc95], and the Video Mail Retrieval
system [JFS+97].

To search for a particular sound or class of sound (e.g. music , speech of
a particular speaker) can be a daunting task. Words are inadequate to
convey the essence of sounds, and there is no standard for sound
classification. No two listeners will produce the same description for every
sound. Humans tend to describe sounds by similar sounds, e.g. a buzzing
sound for bees, or by subjective attributes like a shimmering sound
[BKW+97].

Schaeffer [Scha66] has attempted to lay out a set of general acoustic
criteria for sounds. Commonly used acoustical features are pitch, loudness,
duration and timbre. The feature based matching apply where a sound is a
single gestalt (short single sounds, or longer recordings with a uniform
texture, e.g. rain on roof). Audio parsers have been developed for music,
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laughter and other highly distinctive acoustic phenomena such as footsteps
[Hawl93] or for detecting the beat in music [GoMu94], [Rose92]. The
methods developed for image texture are also suitable for ‘sound texture’,
e.g. to represent applause or a bubbling fish tank [PiMi95].

Much attention has been paid to speech recognition, e.g. by Cambridge
University, CMU and ETH Zurich. [JFS+96] and [WeSc96] show that
spoken document retrieval using state of the art speech recognition, like
word spotting [CHK+94], and retrieval technology works respectably.

Another approach to deal with speech retrieval is to transform the
speech into a textual transcription and apply text retrieval methods, see
[HaWi97]. In fact this approach shows a combined use of different media.
We discuss the combined use of multiple media in more detail.

2.3.5 Multimedia

Media do not only occur in isolation. Via spatial, temporal and/or logical
composition, single media are integrated to multimedia. For example, in
films and television, audio and video are integrated to audio-visual data. In
addition, text can be super imposed on the video material, e.g. in the form
of subtitles, captions or other overlay information. The information
provided from one medium is only partial and perhaps out of context. The
combination of multiple integrated media types increases the performance
of content-based retrieval, i.e. to reduce mismatches and missing matches.
Furthermore, it improves the quality of temporal segmentation of audio-
visual information, e.g. using media-knowledge-based rules, like shot
transitions and music onset, to detection of scene breaks as done [AoJL97].
Automated generation of multimedia summaries in which video, audio and
text are combined, may remain the most efficient and effective means of
summarisation.

From a methodological point of view, the combination of the results
from multiple single media matches, e.g. to find the most similar film, is
not different than the combination of different single media features, e.g.
colour, texture and shape for image similarity. A potential problem of
combining the automatic extracted properties of the single media, is that
the extraction of these single media properties are done in isolation.
However, such isolation does not reflect how humans perceive the world
[Gibs83]. This is especially true for sound effects, whose role is
supplemental. It is better to describe sound effects in terms of associations
with images or actions.

Several retrieval systems have been developed that combine the
information of different integrated media, i.e. text and image, speech and
text, audio and video. We give some examples of such systems.
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The RIME system [BeMB95] combines both textual and image
information to search radiological images within medical reports. In the
Cabot system [OgSt95], extracted image features of landscapes photography
are used together with manually added labels in the retrieval. The Piction
system [Srih95] integrates textual and photographic image features for
newspapers to extract the properties of persons depicted in the
photographs and described by the accompanying textual captions. The
relation between captions and images has been studied by Rowe
[Rowe94,96]. He found that linguistic cues, whether a noun or verb, in a
caption was fully depicted, partially or not depicted. However, captions are
rarely sufficient descriptions of a picture for all purposes (due to space
limitations and unanticipated use). Another example is VisualSeek
[SmCh97], a content-based image retrieval system for the World-Wide
Web, that combines image features with the ‘surrounded’ text in the
referring HTML pages.

Via the use of closed captions or speech transcriptions, e.g. obtained
through speech recognition, semantic segments in video can be detected,
for instance using natural language processing. See, for example
[MHM+97], where video is automatically segmented using linguistic
analysis (topic segmentation) of the closed captions, However, when
captions or speech transcriptions are used for video segmentation, time
alignment methods are required, as, in most cases there is a time-lag
between topic and corresponding frame(s). For live broadcasts this time-lag
between may even take up to many seconds.

Other examples in which other media are used to focus in specific
segments are Medusa [BFJ+95], a news broadcast application that uses
captions; the Informedia NoD system [HaWi97] that combines text, video
and audio for full content retrieval; and the MoCa system [FiLW95],
[LiPE97] uses audio and video features to classify audio-visual data into
different genres, i.e. sports, newscasts, commercials and cartoons.

An example of combination of text and speech is used in [ShWs97] to
support cross language speech retrieval.

The integration of multiple media has been investigated in several systems,
but it is yet not fully exploited and many challenging issues need to be
investigated:
– General framework. Although there are several attempts to develop

methods for uniformly identifying semantic information in multimedia
documents, e.g. the MOODS model [GrYA95, 97] a general framework
that supports a rich set of extensible and flexible modelling constructs
to capture and represents all kinds of multimedia properties is still
lacking. This framework should provide means of (semi)-automatically
and manually identifying the semantic content of multimedia and should
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also allow currently annotated data to be updated when the context
changes, i.e. when new semantic information or new processing
techniques become available.

– Combination of information. As we have illustrated in this section, many
different properties can be extracted and inferred from multimedia
information, that can be used for segmentation, indexing, etc. But how
should the evidences of dependent and independent information of
different abstraction levels be combined?

– Scalability. What are the proper searching techniques and indexing
structures for large multimedia collections? How should the indexing
methodologies for elementary features be automatically combined to
make a single index. How can comprehensive tools for semi-automatic
labelling and semantics capture still be efficiently applied in large
collections?

– Portability. General multimedia retrieval is, as opposed to application
specific techniques, very difficult. Applications require custom solutions,
e.g. a medical image archiving system requires different approach and
features than a satellite image system that uses terrain features. What are
the dominant features across different modalities, and how should they
be extracted? The challenge is to provide automatic content
identification, building up from primitive, content-relevant media
dependent features to higher level combinations and descriptions that
are both generally applicable and powerful enough. The big issue here is
that they should not rely on domain specific knowledge, and that they
can rapidly be applied to new multimedia corpora.

– Usability. In what manner should humans interact with multimedia
retrieval systems, e.g. how should they formulate queries, how are the
preliminary results presented, and how should the users browse them?
Special query languages, both textual and visual, have been developed.
Due to the progress in automatic features extraction, the query-by-
example paradigm has gained popularity. The examples in that approach,
can be provided as an image from the collection or provided by the user,
e.g. by sketching the shape or by humming trying to find resembling
music [GLC+95]. Query refinement can be done by selecting a new
image from the first delivered results or by modifying the image e.g. the
brightness, erase part of the image etc., or via modification of the
weights of the features. In Section 2.6 we elaborate on user interaction
in multimedia retrieval.

– Evaluation: How should multimedia retrieval systems be evaluated, i.e.
how should systems be compared that operate in different domains, use
different features and extraction algorithms, and have different query
mechanisms? It is extremely difficult to define a standard for ranking a
database of assorted images in terms of their similarity to a given image.
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Among users, a significant variation in ranking can be observed
[GuRa97], even between two assessments of the same user. This is due
to the subjective nature of e.g. the image domain. Nevertheless, general
criteria are needed. However, [GuRa97] found out that users can make
judgements when comparing multimedia systems, i.e. the success of
retrieval and the effectiveness. According to Faloutsos et al. [FBF+94],
this judgement is based on the precision rather than on recall.

2.4 Network-based retrieval

Within different communities there is a gaining interest in Network-based
Information Retrieval (NIR) research, e.g. Digital Library (DL) [FAF+95,
ScCh96], World-Wide Web [WWW95a, WWW95b, WWW96, RIAO97],
Information Retrieval [NIR96, NIR97], and in Artificial Intelligence
[CIKM94, CIKM95]. Research in NIR shows that there are many
unresolved issues that require thorough investigation before IR can fully
benefit from the network capabilities. Important issues, identified by
[NIR96] and the recently founded EU-NSF working group [Lago98]
concern: modular and open architecture for the discovery of available
information; representation of available information objects; selection of
most relevant information objects; merging of the results obtained from
different collections and evaluation mechanism for NIR.

Although not all these issues are unique to NIR, the networking
component places them in a global context and emphasises the importance
to resolve these issues in a general and coherent manner. In our study we
do not focus on individual issues, but incorporate the consequences of
these aspects for cost-effective information retrieval in distributed
environments. To understand the impact of these issues, we discuss them in
more detail.

2.4.1 Architecture

To discover information (resources) in a globally distributed information
network, different types of architectures can be used, i.e. they differ in
indexing and searching. Without a ‘pre-compiled’ index, the available
information is unknown before a search is performed. The way to find the
requested information is to systematically explore the network after a query
is submitted. An example is Fish Search [BrPo94a,b] that, given a start
location, systematically explores the World-Wide Web by following the
most interesting URL links. Although this ‘ad hoc exploration’ can be useful
in small networks and for larger networks if a ‘good’ starting point is
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known, in general it is impractical to use for all possible user queries in a
large network.

An alternative that is commonly used by WWW search engines like
AltaVista6, is to search in an pre-compiled central index that contains
characteristics of the available information (resources). However large these
indices (of different search engines) are, still each index covers only a subset
of all available information. Searching is then restricted to the partly known
indexed information. Due to the dynamic nature of available information in
large networks like the Internet, the created indices are not up-to-date but
are constantly lagging behind.

To search for information in large distributed dynamic networks, an
open-ended and scaleable7 information architecture is required, i.e. have a
distributed index. Different hierarchical and agent based architectures have
been developed, like gGloss [GaGr95], Dsmily [BaMe97], CAFE [CrNi96],
MeDoc [BoDG96], Pharos [DAA+97], UMDL [ABD+96], InfoSleuth
[Woel95], Harvest [BDD+95], Dienst [LaDa95], federated digital library
[SCM+96], the Standford InfoBus [BaCG97].

2.4.2 Characterisation of information

Throughout the years, a lot of representation mechanisms have been
developed in different communities. When different models are
simultaneously used in a network environment like the Internet, they
interfere with the ability to search across discipline boundaries. Promoting a
commonly understood set of descriptors that helps to unify existing
standards increases the possibility of semantic interoperability across
disciplines. In a distributed environment it is important that not only
information objects within a collection are represented but also the
repository itself should be characterised.

A lot of energy has been invested to define commonly accepted
description mechanisms that characterise information object(s) to facilitate
the discovery of electronic resources. For example, Z39.50’s Bib.1
[Z39.50], consisting of a large set a of flat structured attributes, USMARC
[USMA94] a bibliographic attribute set and the Dublin Core8, a resource
description framework for ‘metadata’ on the Web consisting of a core
element set, see also [Thie98].

To facility full NIR, the information architecture needs to be open-
ended, supporting the integration and interoperability of various
information description models. Heterogeneous aspects can to a certain

                                                       
6 http://altavista.digital.com
7 scaleable with respect to the number of users, the amount of information, and the number
of information repositories.
8 http://purl.org/metadata/dublin_core
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extent be harmonised via an additional layer that provides ‘uniform’ access
to repositories/sources, e.g. by supporting translation of different
representation mechanisms as done in the Warwick Framework [DaLa97]
and the Standford InfoBus [BaCG97].

2.4.3 Selection

Representing available information in a uniform understandable manner is
not sufficient. A selection should be made where to start searching. For
example as more and more search tools become available for the Internet,
each of them covering a different (overlapping) subset of available
information, it is difficult for a user to choose the most appropriate one.
Even ‘meta-search’ engines, like MetaCrawler9 or MetaSeek10 [BBC+98]
have to decide which ‘single search’ engines they send their request to. On
the basis of which criteria should the selection be based? This decision,
even when only focusing on the content representation as is done in most
systems, is not trivial. When issues like time, cost, supported format etc.,
are also taken into account, this decision becomes even more complicated.

2.4.4 Merging results

When a request is submitted to multiple collections, the results need to be
processed before presented to the user. This processing may include
merging of the results to produce a single ranked list, removing duplicates,
etc. In a heterogeneous environment, it is likely that different matching
methods11 are used. Hence, the relevance scores may not be directly
comparable, because they depend on the matching algorithm, the size and
contents of the collection, etc. These aspects are in general private for the
collection, and therefore are not available for the NIR system. When the
collections contain multimedia information, the problem is even more
complex. For example, due to feature inconsistency across different
collections. Hence, a general NIR system must cope with arbitrary
measures and methods.

The problem is how to handle the results from multiple, independent
collections into a single result in such a manner that the effectiveness of the
combination approximates the effectiveness of searching the entire set of
information objects as a single collection [VoGJ95]. Different solutions
have been proposed, like using the object ranking information of the
individual collections, see [CaLC95] for an evaluation, the use of different

                                                       
9 http://search4.metacrawler.com
10 http://www.ctr.columbia.edu/metaseek
11 For an overview of existing matching techniques see [SaMc83], [Rijs79], [CrTh87].
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types of heuristics as proposed in [Call96], or by learning from previous
results of past queries [VoGJ95] [Smaï94].

This problem, also known as the collection fusion problem, is, however,
not limited to collections, but emerges at various levels where results need
to be combined. By combining multiple similarity values for the same
information object or use different query representations for a single
aspects are used to improve the effectiveness of the matching. This latter
issue has been gaining interest within the information retrieval community,
see for example [Thom90], [BaCb94], [ShFo95], [BKF+95], [JFS+96],
[HuPS96], [CaLC95].

2.4.5 Evaluation of NIR

The recall and precision performance measure have been very useful in
evaluating and comparing ‘single site’ search. However, the distributed
nature and heterogeneity of NIR demands a much richer set of metrics. The
discovery of information in networked environments is more complex than
the classical problem of information retrieval. One difference is that there is
a set of seeking tasks with varying criteria for success. In practice, most
information discovery is an iterative process that includes searching,
browsing, filtering, and other complex interactions between human
understanding and computer processing. Current metrics measure the
performance of discrete steps in this process, but not the overall success.
New metrics for NIR need to be developed, for example, by the recently
founded D-Lib working group on Digital Library Metrics12.

2.5 Cost-effective retrieval

The importance of taking considerations of time and expenses into account
in evaluation of information retrieval system’s performance has been
recognised long ago, see for example [Coop73], [ClMK66] and [SaLe68].
Cost were mainly seen from a provider perspective, especially system’s
exploitation cost. Operational cost and information retrieval mechanisms
were seen as different aspects that could be studied independently.
However, the impact of cost on information retrieval mechanisms itself has
hardly been studied, see for example [SaLe68]. ‘Management criteria such
as cost are not considered, even though in the final analysis the problem is
of primary importance; the most effective system will not be of use if the
operations are too costly to be performed.  ...  Cost can be taken into

                                                       
12 http://www.dlib.org/metrics/public/metrics-home.html
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account later, for example by providing several classes of service at varying
cost.’

In the field of database research, cost, i.e. search time, has gained a lot
of attention, especially with respect to query optimisation issues.
Depending on the underlying database model different cost models have
been developed to estimate the query processing time. Nevertheless in a
distributed environment there are many sources which have a less well
understood cost model. Since the matching cost depends on the query,
matching method, availability of indices etc., no single cost model can be
used. [ChGr96] describes a method of optimising over multimedia
repositories, they investigate how to search efficiently in a database while
taking cost into account. They present a method to estimate the cost, i.e.
search time, for different types of searches, including full search, top search
and probe search given a particular query. This method uses
approximations for different query operators, and parameter estimations
that are based on statistically gathered information from previous searches.
Statistical summarised information is commonly used to estimate costs, see
for example also [ACP+96] for a description of ‘general’ cost estimator,
and [Smaï94] where a statistical determined cost distribution per query
class13 is used.

The interest in cost in the database research has mainly focused on
search time, whereas these are only a fraction of the cost that are important
in cost-effective NIR. From [Lomi85] we know that users are very cost
sensitive and do not want to pay an unspecified amount of money for an
unknown amount of data. Failures in estimating the costs in advance
generally lead to complaints about the system. A study that addressed cost
in information retrieval from a user perspective is [Järv86]. Järvelin
included user charged cost for information retrieval in numeric databases.
The user charging cost were estimated based on connection time,
processing power, storage usage, graphic services use, off-line printing,
administrative overheads, subscription and telecommunication cost. These
cost aspects can be grouped in two main classes, viz. search cost and retrieval
cost. The search cost are all cost that are involved in identifying relevant
information objects given a user specified query. The retrieval cost are all
cost involved of retrieving, transporting, and presenting the requested
properties from the selected (most useful) information objects to the user.

A cost-effective NIR strategy should be able to search for relevant
information given time and cost constraints in a partially known and
distributed information environment. Fuhr [Fuhr96] tackles this problem
using a probabilistic theoretical information retrieval approach. It allows the

                                                       
13 Queries are categorised into a small number of classes based on the query structure, the
amount and type of properties specified in the query.
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retrieval of a maximum number of relevant documents from multiple
databases at minimum cost. His approach is based on many assumptions
that are unrealistic in a real environment, e.g. availability of the (theoretical)
recall-precision curves for all databases for all queries, the number of
relevant documents within each database etc.

Given the partially known information environment, a search graph of
possible actions can be constructed. The graph will gradually expand as the
search proceeds, and will be different for each search session, e.g. due to a
different query, a different starting point, the dynamics of the environment
etc. Considering the retrieval of relevant information objects as ‘goal
nodes’, standard graph search strategies might be used, especially the ones
capable of dealing with cost, such as A* [HaNR68]. They are, however, not
suitable for cost-effective information retrieval as they have no imposed
constraints on the resources used during the search. They try to find the best
(or any) solution (or goal state) and use cost as a criterion to indicate the
usefulness of (the path to the) found solution. Extending the criteria for
these algorithms to stop searching when it runs out of time and/or money,
ignores the optimisation between time, money and object relevance
specified by the query.

For cost-effective NIR we need an approach that selects the right action
(searching versus retrieving) given its partial view of the environment under
time and money constraints. Note that the cost specified in the query refers
to the total cost. Hence, the system needs to decide how much budget
should be spent on searching and how much on retrieving. We have
visualised this problem in Figure 2.8. Before actually spending time (and
money), an estimate of the most useful search action should be made, e.g.
taking the probability of finding relevant information and the expected cost
into account.

search

retrieve

limited
time and
money

information environment
    filled with objects

?

unknown
known

Determining what actions to choose when limited resources are available
has been tackled in the areas of artificial intelligence as part of a more
general problem of a system acting rationally: do the ‘right thing’ given its
view of the (partially known) environment and its intended goal. In our
study we adopt Russell and Wefald’s metareasoning decision theory

Figure 2.8 Deliberate
between searching the
information environment
and retrieving objects
from the searched
environment with limited
resources
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[RuWe91] since it provides a sound theoretical basis. This theory has been
applied to value driven information gathering from different information
sources in [GrZi96], [GrZi97].

An important aspect in the success of cost-effective network-based
multimedia information retrieval is the interaction with the user. To
validate the applicability and generality of our developed information
framework, an understanding of the user interaction in information
disclosure is required.

2.6 User interaction in information disclosure

The conventional disclosure of the data in databases systems only deals with
exact matching of queries on structured (alpha)numerical data. This might
be sufficient to deal with queries concerning the attributes of multimedia
information. However, this means that the queries are limited to the
attributes that are provided. Powerful disclosure facilities are required to
satisfy the wide variety of multimedia information needs.

In Chapter 1, we have presented an abstract view of the information
retrieval process, i.e. a matching between information supply and
information demand. Here, we present a more detailed view, see Figure
2.9. By allowing users to give direct feedback on the presented
(intermediate) results, user interaction is reflected. In this manner, the
depicted process of Figure 2.9 applies to other forms of information
disclosure than information retrieval, e.g. filtering and navigation.

information need

retrieve and present
(intermediate) results

match

characterisation

collection of
information objects

collections of object descriptions

characterisation

query

feedback

collection of
information objects

characterisation

 .......

 .......

The characterisation of the available information (upper right hand side of
Figure 2.9) is extensively discussed in the next chapter, Chapter 3. Here,
we focus on the user-involvement in the information disclosure process

Figure 2.9 Information
disclosure process
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(the left-hand side of the Figure 2.9). We start with the characterisation of
user information needs, followed by a discussion on disclosure strategies
and presentation of (intermediate) results.

2.6.1 Emergence of information needs

The emergence of a need for information can be described as a consequence of
some activity by a user. In other words: a user realises he is confronted with
a lack of knowledge. This does not necessarily lead to usage of an
information source. Only if the user is sufficiently motivated further action
will be taken.

To satisfy a specific information need, a user has to choose among a
wide variety of information sources. These are not limited to computer
supported services, but also include television, books, humans etc. Van de
Wijngaert [Wijn99] performed an extensive study about the human
selection of information sources. Here we restrict ourselves to digital
network provided information sources. Given an information source, the
user has to determine a disclosure method that most likely will satisfy his
need. This step is concerned with the way in which the information service
actually is used. The presented results are then evaluated by the user. If the
user is not satisfied, several interactions can take place. In fact, it is a cyclic
process, see Figure 2.10.

2.6.2 Types of information needs

Different types of information needs exists as people have different goals,
intentions, and tasks to perform, have different experience and knowledge.
Even when two needs look (syntactically) the same, they often have a
different deeper meaning due to their different context. Different types of
needs can be distinguished using many dimensions. According to [Ingw92],
the degree of precision is the most important for classifying information needs.
This leads to:
– specific or verificative need, the user has an exact goal, e.g. the book

with a specific ISBN number;
– not specific or conscious topical need, the user wants to clarify or review

aspects of known subject matter or learn something about a specific
theme;

– explorative or muddled topical need, the user wants to explore some
new concepts or concept relations outside known subject matter, learn
something or find out about the system without a specific goal in mind.

The latter two needs may include ‘I don’t know exactly what I want, but I’ll
know it when I see it’. Other dimensions are:

Need

Use
Choice

Figure 2.10 Information
consumption process
[Wijn97a]
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– outcome of the search: precision oriented, only looking for perfect
matching results, or recall oriented, looking for as much as possible
which are somehow relevant.

– duration of the need: once, e.g. a document in a library, or continuous, e.g.
news of the stock market’s bound values [FuFa95].

– variability of the information need, a need can be stable or may vary during a
session.

– urgency of the need, at once or a less tight time schedule, e.g. within 24
hours.

2.6.3 Formulation of information needs

A user has different means to satisfy his (individual) information need. The
appropriateness of a method depends on among others on the type of the
information need. They differ, among others, on the amount of user-
interaction in the process. On the one hand, a user can formulate his need in
an explicit manner using a query language. Based on this query, the
automated system may completely perform the search, retrieval and
presentation by itself without any user interaction14. On the other hand, a
user can browse through the information environment himself, i.e.
navigating in a virtual space filled with metaphors, icons and (hyper)links.
We see this as an implicit formulation of the user’s need. There are,
however, also hybrid forms, combining query formulation and navigation,
see [TNM+94], [ChRi93], [Hano89]. For example, formulating the query
to get some preliminary results, then browse through them while
(automatically or manually) reformulating the query, like in the Superbook
system [ERM+89]. We briefly discuss these three variants of expressing the
information need.

Explicit formulation

Users should be able to state their information need(s) in a simple but
effective way, i.e. use a familiar (query) language and concepts that are
meaningful in their application domain. The query language may have a
variety of appearances, e.g. using keywords, natural language, or more
dedicated media specific query languages. See the box below for some
examples of visual query formulation.

                                                       
14 From point of efficiency and effectiveness, a query may be transformed or enhanced
(‘query expansion’) by the system, e.g. the use of a thesaurus may introduce additional,
related, query terms.
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The choice for a particular language depends, among others, on the level of
experience of the users with the language. Although the use of keywords is
relatively easy to implement, it relies for the most part on human memory
which is incomplete and subjective [ChRu95]. According to Allen [Alle90]
most users have trouble expressing questions in subject terms. Bates
[Bate89] found that there is only a 10-20% likelihood that two people will
use the same term for a concept they are looking for.

Queries might be ambiguous, because either the underlying needs
themselves are not specific, or the nature of the used language causes
ambiguities, e.g. when using natural language. Hence, to satisfy information
needs, a notion of relevance is required. In Section 2.2, we indicated that
relevance, when seen as the degree of usefulness, is both user and context
dependent. Following this notion of relevance, users should be able to
indicate the criteria that they consider relevant for their specific need(s).
This includes constraints on the search process, like the maximum amount of
time or money that may be spent searching, the number of results to be
retrieved, or the most appropriate presentation form. For example, if a
user’s platform supports only text, searching for video information is not
useful. The use of all these individually tailored criteria in the search process
reflects the users’ need more accurately, and thus, may lead to better
results. This principle of quality-in-quality-out, although intuitively obvious,
is a succinct way of summarising a range of experimental results [CrTh87].

When multiple criteria and constraints are combined, different kinds of
operators (like and, or, not) or a degree of importance for each criterion
are necessary. Some of these criteria can be (semi-)automatically provided
to the system, e.g. by means of user and resource profiles. In information
filtering user profiles are used to represent long term information needs
and preferences of individual users [BeCr92]. Different types of user
profiles have been developed, e.g. using stereotype users with fixed values as
done in [BoEn94], [KaFC93], or estimate user characteristic based on the
available user information [Brus94]. See [Ingw92] for a comprehensive

situation 1

situation 2

situation 3

Figure 2.11 Example of
a visual specified query
referring to a meeting
between two people

The Media Stream system [Davi95] is a prototype for the retrieval of video and audio
information. It uses an iconic visual language consisting of iconic primitives which deal with
semantic and syntactic properties. A query is constructed by combining multiple icons.
Another example is a visual language for querying motion/action without using keywords or
natural language. Applying the idea of programming by demonstration of KIDSIM [SmCS94] to
the context of specifying and querying behaviour, resulting in query-by-demonstration, may be a
first step towards a visual behaviour language, see Figure 2.11.
An example of a multimedia functional query language is EVA [GoDi94]. The language is capable
of dealing with temporal and spatial aspects of the multimedia information retrieval and delivery.
EVA provides a wide collection of operators to handle multimedia information. In [Dimi95] a
visual extension of EVA is described forming the visual query language called VEVA.
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description of user modelling in information disclosure. Resource profiles
characterise the available resources in terms of capabilities, e.g. display
resolution, (video) compression techniques. According to Morita and
Shinoda [MoSh94], updating of profiles should not rely on active user
participation, but should be performed semi-automatically by the system
using these profiles.

Implicit formulation

Navigation and browsing15 are disclosure methods where users implicitly
formulate their needs via multiple interactions with the information system.
Users with an explorative need, or that do not know what kind of
information is in a collection, find it difficult to construct a proper query.
Navigation and browsing is then a suitable alternative to explicit query
formulation. This means, however, that individual search criteria and
constraints should be managed by the user himself.

For effective navigation specific requirements apply. According to
Thüring et al. [ThHH94] users need facilities for browsing through the
material and for orientation to keep track of their navigation through the
material. A possible solution to these requirements is to provide facilities
for both graphical structure display as well as content display of active
objects. In [DiVä95], [Burr94] an overview of a of different supportive
tools for the Internet is presented.

The navigation space contains a number of interconnected nodes, e.g.
information objects. The connections, or links, may be uni- or bi-
directional, the latter offering more flexibility, e.g. going back. Browsing
and navigation allows the user to view the information from different
perspectives and follow different kinds of relationships between the
information objects. For example, citation chaining [Elli89], in which
citations in documents are used to find related documents), or a virtual
space filled with metaphors and icons as the Book-house virtual library
[Pejt89]. There are many different visualisation appearances for a navigation
structure. For example, via textual menus, HTML web browsing, content-
based hypermedia [GrZA95], perspective walls, hyperbolic trees, revolving
cubes, concentric coloured petals, fisheye-like views.

The navigation structure can be statically or dynamically generated. An
example of the latter is scatter-gather browsing [CKP+92], [CuKP93], in
                                                       
15 Although in literature, navigation and browsing are used as synonyms, we observe a subtle
difference. In our view, a user is navigating when he is familiar with the navigation structure
and the coverage of the available information. A user is browsing when he is not familiar
with the structure or the coverage of the available information. Hence, in browsing the
element of surprise is much more important than by navigation. We clarify this using the
metaphor of driving a car: navigation can than been seen as finding a route to a particular
destination, while browsing can been seen as exploring a particular area, e.g. for sight seeing.
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which the system, given the query, automatically scatters (or clusters) the
information in groups and presents short summaries. Based on these
summaries the user selects one or more groups for further study. The
selected groups are than gathered forming a sub collection and the
procedure is repeated until the requested information is found.

Hybrid formulation

Due to the nature of multimedia information, i.e. its ambiguous semantic
meaning and enormous volume, an active user participation, by giving
relevance feedback on the intermediate presented result is required for
efficient and effective disclosure of multimedia information. A way to
achieve this is by integrating information retrieval and hypermedia.
Hypermedia information retrieval systems (HIR) address both structural
and content related disclosure allowing the users to combine both explicit
and implicit formulation. See [AgSm96] and [IP&M93] for an overview of
HIR. The combination of explicit and implicit formulation has lead to
several popular hybrid formulation paradigms, like query-by-navigation, query-
by-example, and direct manipulation and visualisation.

In query-by-navigation, the navigation choices made by the user are
interpreted by the system to form the query. In this way the retrieval system
deduces possible areas of interest and non-interest for a specific user.
Another popular hybrid formulation method, especially for current
content-based retrieval systems, is known as ‘query-by-example’. Depending
on the system, the user can select one of more examples from a random
selection of the collection provided by the system, or can provide the
example by himself e.g. using an existing example or creating a new one.
For example, via sketching a shape (the outline of an image and indicating
the dominant edges [Gros94]), humming a melody, as used in [GLS+95].,
etc. The system uses the properties of the example(s) and tries to find
information objects with similar properties. The query-by-example method
is a powerful and intuitive form of query formulation and hence useful for a
wide range of users. The query-by-example paradigm is currently used in
many content-based image retrieval systems. However, using only feature
similarity matching may lead to poorly (human) perceived results. Because
semantic observed similar objects may have totally different feature values,
while very similar feature values may refer to completely different objects.
The query-by-example paradigm for video is even more complicated, for
example, how to deal with the variation in length of example videos?

‘Direct manipulation and visualisation’ can be considered as another
example of a hybrid form. In this method the user can dynamically discover
the characteristics of the available information. See [Schn90] for different
graphical manipulation interfaces. The dynamic control mechanism enables
users to find interesting details as well as patterns easily. For example, by
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playing with a ‘cost’ slider in geographical information system while the
results are instantly displayed, users can find neighbourhoods with very
expensive or cheap houses.

2.6.4 Disclosure strategy

To satisfy a user’s information need in an effective and efficient manner
requires a disclosure strategy. A disclosure strategy is the total set of
decisions and actions taken throughout the conduct of a search session that
affect the outcome of the search. Depending on the disclosure method, a
system may either assist the user by advising him about the next best action
the user should perform, or may perform the action automatically, while
the user is informed of the progress. The system may even explain why
certain actions are performed, e.g. expanding the search by using broader
terms. The user, however, may interact, i.e. the search may be put on hold
(in order to continue later) or be stopped (to use the results found so far).

If the search is conducted in a distributed environment, the discovery of
potentially interesting information sources covers an important part of the
search process, see Section 2.4. This increases the complexity of the
strategy. If time and cost aspects are included in the disclosure process, it
may be clear that the strategy becomes even more complex.

The appropriateness of a strategy depends among others on the type and
amount of user interaction, and the type of information need. Furthermore,
from field studies we know that users use different strategies. For example,
a study performed by Ellis [Elli89], shows that users, seeking in a unknown
or new area, are looking for highly cited references and review articles
serving as a starting point. Hanock [Hano87] noted that searchers who
consciously adopted a broad search formulation strategy are more
successful than those who take an exact matching approach. Starting with
more general terms to gain an overview of the domains they cover can often
give a searcher a better idea of how to phrase a narrower search. Examples
of tactics to broaden a search are: add properties, substitution of higher
hierarchically properties, add related properties (e.g. synonyms), relax
constraints. Tactics to narrow the search are: combine properties, use more
specific properties, exclude properties, tighten constraints. In [Bate79], a
comprehensive overview of tactics to broaden and to narrow a search is
presented.

Feedback from the user is thus important to steer the search process in
the required direction. Allowing a user to give feedback on the presented
material, indicating relevant or non-relevant objects, enables a better
(automatic) reformulation of the query. This iterative process may continue
until the retrieved results are satisfying. Another form of refining the
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question without starting all over in the search process is possible when the
results are re-used as input for a new query.

2.6.5 Presentation of results

The way the results are presented may also influence the disclosure process.
For example, conceiving the information disclosure process as the
beginning of a ‘composition’ process, rather than the termination of a
search process, leads to the new paradigm of retrieval-by-composition, see
[Davi95]. Instead of simply searching for a single information object that
satisfies the information need, new opportunities emerge when different
information objects are combined to satisfy the information need. For
example, if no contiguous segment of a video can be found that matches a
particularly query, it may combine partial matches into a sequence that
better fits the query. Consider the following information need (taken from
[Davi95]): “find a video segment of a hammer hitting a nail into a piece of
wood”. One of the satisfying results may be composed from a sequence of
two completely independent video segments, e.g. a video of a hammer
swinging and a video of a nail in a piece of wood.

Presenting intermediate results

As discussed before, active user participation is important during the
disclosure of multimedia information. Instead of retrieving and presenting
complete information objects, intermediate results are used, i.e. the
characterisation of the objects like title, key concepts or thumbnail16.

The intermediate results of the search can be presented in many ways
depending on the media type. For example, for text showing snippets of
context surrounding the terms in a variety of lexical environments allows a
user to directly inspect the set of phrases containing terms [PeCD91]. In
the information visualizer project [RoCM93] multiple 2D and 3D
visualisation techniques have been developed to increase the amount of
information that users can manipulate at once. Visualisations have been
developed for displaying hierarchical, linear, temporal and tabular
structures, e.g. perspective walls, hyperbolic trees, revolving cubes,
concentric coloured petals, fisheye-like views, etc. All these visualisations
are focus and context techniques which display some portion of the
information at a greater level of detail while still displaying all or much of
the context, and apply in the range from entire collections to individual
document parts.

When the intermediate results are ranked according to their relevance, a
user may wants to view the contribution of individual search criteria to the
                                                       
16 According to Davis [Davi95], it is likely that characterisations of visual media will
themselves be visual.
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overall ranking value. In [Hear95], for example, title bars are used to
compactly indicates the relative length of the textual document, frequency
of terms, and the distribution of the terms.

Presenting intermediate results of continuous media

Due to the temporal aspect, the presentation of continuous media is much
more complex than for discrete media types. In general it is unfeasible to
show all the intermediate results in full length. Even if presented
simultaneous, e.g. in a mosaic window, this is not suitable. Instead, various
techniques have been developed trying to visualise the properties of the
continuous media and that capture the flow of motion or sequence of
events in a two dimensional representation. For example, visualising time in
video can be done using multiple (key-)frames, moving icons [SmZh94], or
videogram [MacN91a,b] and XY-T representation [UeMY91], illustrated in
Figure 2.12, has been successfully extended to video browsing and viewing
in [Elli93]. Besides summarising the content of video, the structure of the
video should be visualised to facilitate efficient and fast browsing and
initiative understanding of the semantics of the video. For example, the
hierarchical video magnifier visualises video at multiple time scales
simultaneously, e.g. video, scene, shot, frame scale [MiCW92], [Davi95].
Another example is time-constrained clustering using scene transition graphs that
represents clusters of similar visual objects (video, scene, shots) in a
directed graph [YYW+95].

Visualising of audio content is an open and under researched problem.
Some recent work has explored the use of colour and scaling [DeMS92].
Example techniques for visualising audio are: waveforms depicting the
amplitude of the audio data; pause bars depicting significant breaks in the
audio.

If the user is satisfied with the presented intermediate information, the
accompanying properties of the ‘selected’ information objects can be
retrieved and, depending on the amount of selected objects, serially
presented in time, in different windows or in the form of a dynamically
generated hypermedia presentation [Bult95]. In [ChRu95] automatic
sequencing video shots into a presentation is described using general
cinematic rules in combination with domain dependent templates.

2.7 Summary

In this chapter we discussed the context of cost-effective networked
multimedia information retrieval and presented an overview of the
developments on the different elements. We addressed the user
involvement in the disclosure of multimedia information.

Figure 2.12 Example of
an xy-t representation of
a video, where the depth
indicates the duration
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In the next chapter, we address the problem how to characterise the
available information. We present a novel framework for modelling
multimedia information for retrieval purposes: the ADMIRE (Advanced
Multimedia Information REtrieval) model.



Chapter 3
3. ADMIRE information framework

We present a framework for modelling multimedia information for
disclosure and retrieval purposes: the ADMIRE (ADvanced Multimedia
Information REtrieval) framework, based on work presented in [VeBE96]
and applied in [WVP+98] and [MoPV99]. We focus in detail on the
characterisation of the available information. The ADMIRE framework can be
considered as a generalisation of the existing multimedia models, in the
sense of a ‘meta model’ for information disclosure purposes. The
framework is suitable for modelling both content and non-content aspects
of information and supports a wide variety of disclosure methods that can
be applied to all kinds of information regardless of their type, size, and
structure.

3.1 Introduction

In the previous chapter we discussed among others the user involvement in
the information disclosure process, the left-hand side of Figure 3.1. In this
chapter we focus on the characterisation of the available information, upper
right hand side of Figure 3.1.
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Figure 3.1 Information
disclosure process
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This section is organised as follows. We start with the requirements for a
multimedia information disclosure framework (Section 3.1.1). Then we
briefly relate existing work to the ADMIRE framework.

3.1.1 Requirements for a multimedia information disclosure
framework

In this section we focus on the aspects that concern the modelling of
multimedia information to support effective, efficient and user-friendly
disclosure of multimedia information. We do not address the requirements
that concern the management of the multimedia information. For that, we
refer to multimedia database surveys studies (see e.g. [KlAb95], [BaVe96],
[PaSr97], [AdNw97]) and ongoing work on multimedia database
management systems [ACP+96], [BaMe97], [ChGr96], [Gros97]. A major
part of research effort into methods and techniques for the realisation of
new multimedia applications, like video-on-demand, tele-shopping, and e-
commerce, is devoted to multimedia database management, in which the
disclosure of multimedia information is important. Hence, a general
multimedia information model (for disclosure purposes) should be easily
included in a multimedia database management system.

Conventional data models are not suited to deal with the disclosure of
multimedia information efficiently and effectively. This is due to the
properties of multimedia information: its large volume, its spatial and
temporal nature, its heterogeneous composition and notably its potentially
ambiguous semantic interpretation. As argued in the previous chapters (1
and 2), searching in and across multimedia information requires a
framework that exploits media dependent characteristics to its full extend,
e.g. spatial and temporal aspects, but also enables media-independent
searching, like semantics of the content.

Each information part must be able to be characterised by different
descriptive abstractions in a common representation that reflects both its
media dependent specific characteristics as well as the semantics (for
multiple domains if needed)

Although several attempts have been made to develop methods for
uniformly identifying semantic information in multimedia data, a general
framework that supports a rich set of extensible and flexible modelling
constructs to capture and represents all kinds of multimedia information is
still needed. Promising is the development of MPEG7 standard, which is
currently being developed as a general multimedia standard for content

Requirement
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representation for information disclosure [MPEG98], but this is still in an
early stage. Such a general framework should not only support standard
media types, but should allow providers, application designers, and even
users to define and introduce their own specific (multimedia) information
types, including their internal logical structure.

The framework should be extensible with new information types, and open
to new mechanisms to extract information descriptions.

As multimedia information often involves huge amounts of data, it is
unfeasible from an efficiency point of view to use all this data during the
search for multimedia information, even when the data is compressed.
Instead, short characterisations of the information should be used that try
to reflect the information as completely as possible. To disclose information
in an efficient and effective manner, an accurate and comprehensive model
of the available information is required. The use of such an information
model allows for searching and manipulation of stored information without
directly dealing with the actual data. To achieve the required flexibility,
several abstractions of the same information must be supported.

Each ‘useful’ information part or combinations of parts should be
disclosable, i.e. searchable and retrievable, without having to deal with the
actual raw data itself.

For disclosure purposes, the model needs to support facilities to
incorporate different abstractions of the contents of the multimedia data.
For example, an abstraction of a picture of a painting may be related to the
painting, i.e. the painter, year, etc., but it can also be a representation of the
person appearing in the painting.

To allow uniform searching information of any aggregation and
abstraction level, the characterisations should be represented in a common
manner. However, to define such a common representation, not only the
information matters, but also the kind of questions that are posed have an
impact on the representation form [Bret94].

The framework should facilitate uniform content-based information
disclosure for all information regardless its aggregation level, type and
format.

Furthermore, to share the information across multiple disclosure purposes
and applications the information framework should be application neutral.
However, as the description of multimedia information is strongly
influenced by the domain and application it is used in, but also by the

Requirement

Requirement

Requirement



44 CHAPTER 3 ADMIRE INFORMATION FRAMEWORK

person in case of manual interpretation, different context dependent
characterisations should be supported while the context independent
characterisation should be reusable for different application and domains.

The disclosure service should support the identification of context
depended semantics of multimedia information and should also allow
currently annotated data to be updated when the context changes, i.e. when
new semantic information or new processing techniques become available.

The framework should be tailorable to different contexts and extensible to
new extraction mechanism.

Within different research communities, models for dealing with multimedia
information have been developed satisfying specific disclosure needs. For
example, the database community focuses on modelling the structure, e.g.
adopting object oriented principles. Databases are usually employed to
represent and store real-world entities. That is, the attribute values of an
entity represented in the database correspond to a specific state of the
entity, e.g. in a library application a member could have borrowed a specific
book. However, traditional database models lack appropriate
representations of semantic content of multimedia information. This also
applies for hypermedia models, like the Dexter model [HaSc94] or the
Amsterdam Hypermedia model [HaBR94] as these hypermedia models
focus on interactive navigation structures between the components of
hypermedia documents.

Although information retrieval models focus on the representation of
semantic content, they only reflect to the logical aboutness notion of
relevance, see Section 2.1.1, of complete documents of a single media type
(mainly textual documents) and lack non-content aspects like internal
structure, format, quality, etc.

As multimedia documents are inherently composed of different media
types, their internal structure is important for semantic interpretation.
According to [ChMF96] and [ChKh96], the logical structure of a document
is important for its semantic content as it corresponds to the discourse
structure of its author, i.e. the organisation of the underlying knowledge
that constitutes the document content. This can, for example, be observed
from an effect widely applied in film production, namely that the perceived
semantics of a video shot is highly determined by what comes before and
what comes after it [Kule73]. The semantic characterisation of a composite
information object depends on the characterisation of its constituent
information parts. For example, the characterisation of a video scene
depends on the characterisation and the (sequential) order of its shots,
while the coverage of an information collection depends on the
characterisation of the information within the collection.

Requirement
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The information model should support the (spatial and temporal)
decomposition of any information into smaller parts.

As indicated in Section 2.3.5, the combination of extracted
characterisations from different information parts, e.g. visual and audio
information of a movie, offers improvement for the characterisations of the
composite part (the movie).

The framework should provide hooks for (automatic) content
identification, building up from primitive, content-relevant media
dependent properties to higher level combinations and semantic
descriptions that are both generally applicable and powerful enough.

Using the structural information of multimedia information, and
characterising its composite information parts has also other advantages.
For example, it enables a more tailored delivery of the requested
information parts, as opposed to traditional retrieval systems where only
complete documents are returned. For example, when a user requests a
video fragment in which Humprey Bogart kisses Ingrid Bergman, only that
particular video shot needs to be delivered and not the complete Casablanca
movie. In this manner unwanted information is kept to a minimum
avoiding additional delays, (e.g. download time) and costs.

Being able to include structural aspects in the query, offers the support
for a wide range of new queries a user may pose. For example, requesting ‘a
scuba diving book that contains a coloured images of a shark attacking a
diver’ to more complex queries addressing specific temporal, spatial and
semantic relationships between the information units.

The framework should be capable of modelling any semantic, temporal and
spatial relationships between the information parts. These relationships may
serve as navigation links during browsing, user during querying similar or
related information but also during the characterisation of the combined
information parts.

The use of structural information may also improve the success of
anticipating on unforeseen queries. For example, just after hearing the
rumour that a particular intern Monica Lewinsky and president Bill Clinton
may have had a sexual affair, the query requesting ‘video fragments where
Monica Lewinsky and president Bill Clinton are very close together’ is likely
not to be foreseen by any information provider as Monica Lewinsky was an
‘unknown’ person. However, the information framework should truthfully
answer this kind of queries, when for example a recent photograph of
Monica Lewinsky is provided to the disclosure system as part of the query.

Requirement
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Another advantage of decomposing the multimedia information and
characterising its parts is that it facilitates reuse of these information parts
in other compositions. For example, as done in the retrieval by composition
paradigm, see Section 2.6.5, where the delivered result is dynamically
composed from available information units that together satisfy the user
need.

The information framework should support the characterisation of available
information parts in new (dynamically created) composition reusing the
available characterisations.

As the requirements for such a multimedia information model depends on
its usage by disclosure services, we need a closer look at such disclosure
services. In Chapter 2 we discussed various methods to disclose multimedia
information, like query formulation, browsing, query-by-example, query-
by-navigation, etc. As multimedia disclosure services are employed in
various environments by different types of users with different types of
needs, multiple disclosure methods are needed.

Remind also that the translation from the need for information by a user
to the delivery of information by the system is seldom straight. Instead,
many interactions and incremental searches are needed to translate a vague
need for information to concrete information requests and finally to a set of
results that satisfy the user’s need.

A disclosure service needs to support content-based information
disclosure for all kinds of multimedia information regardless of its type, e.g.
it must support searching for a particular image but also for the discovery of
an interesting information repository in a networked environment.

A multimedia framework for information disclosure should be capable to
support all kinds of disclosure methods.

By sharing the available information for multiple disclosure purposes and by
different applications, e.g. for (personalised) news on demand, interactive
electronic television guides, travel and tourist information, geographic
information, etc., the same advantages are obtained as from database usage
by multiple applications (see [EnFo94]).

3.1.2 Related work

The ADMIRE framework is quite distinct from models that focus on one
single aspect of multimedia information, like presentation (e.g. PREMO
[ISO94]), or exchange of documents (e.g. ODA [ISO89], SGML [ISO86]), or on
a particular format (e.g. HyTime [ISO97a], MHEG [ISO97b]). The emphasis
of the ADMIRE framework lies on the disclosure of all kinds of forms and types
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of existing digital information. The framework is inspired by existing data
models that facilitate content-based information retrieval. We use an
object-oriented modelling technique (as advocated by Woelk and Kim
[WoKi87] and used in existing models, e.g. MORE [TYH+91], VODAK
[GuNe93] or OVID [OoTa93]), together with a layered definition of
information objects.

Layered sets of properties that characterise data are already used in
various areas, such as information retrieval [Bruz93, CrTh87], computer
vision [GrMe89, SwWJ92], and within the video community [RuDa89,
Tono91, DiGo95]. Existing models that employ this layered approach can
only represent the content of specific unstructured media types (often
domain dependent). An example is the adaptive image retrieval model (AIR)
[GuRV96], which is used as a unified framework for a class of image
retrieval applications.

The ADMIRE framework can be considered as a generalisation of the
existing multimedia models, in the sense of a ‘meta model’. It provides a
framework for dealing with all (mono and multi) media types and all kinds
of information structures. The ADMIRE model can also uniformly address
simple information objects, like drawings, and complex information
objects, like a complete repository. In this way, it also resembles the CORE
model [WNM+95] that also addresses multimedia information retrieval.
However, although object hierarchies are included in the CORE model, the
types of relationships between the objects are limited. We can model any
kind of relationship between the information objects, e.g. layout via
temporal and spatial composition relations, as well as semantic
relationships. In this way, ADMIRE can deal with flexible ad-hoc content-
based queries.

The ADMIRE framework has been developed in parallel with the formal
model for indexing and retrieval structured digitised documents proposed
by [ChMF96]. That model resembles the ADMIRE framework, and can be
extended to model uncertainty of structured documents [Lalm97].

Another related model, developed within hypertext community, is the
Amsterdam Hypermedia Model (AHM) [Hard98]. Although developed from
a different perspective, i.e. focusing on modelling and authoring of
hypermedia documents, it resembles many modelling constructs of the
ADMIRE framework. A combination ADMIRE framework and the AHM offers
new opportunities, like automatically generated hypermedia presentations
of the results of a content-based search in multimedia information.

The strength of the ADMIRE framework lies in structuring multimedia data
from multiple perspectives simultaneously in a uniform manner, viz.
different aggregation levels, and different abstraction levels. Furthermore, it
allows the combination of any (descriptive) information of these
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aggregation levels and abstraction levels to obtain a comprehensive and
sufficiently representative and discriminative description of the available
information to support content-based retrieval. Instantiations of the
ADMIRE framework supports multiple extraction methods simultaneously,
which can be replaced or extended by newer methods when these become
available.

The rest of this chapter is structured as follows. First, we introduce the
notion of information objects (Section 3.2). Different characteristic
elements (or properties) of information objects are identified. By
structuring these properties into different levels of content description
abstraction, a layered characterisation of the content is obtained. Using the
relationships between properties of information objects multiple
aggregation levels can be distinguished. The usage of the ADMIRE model is
discussed (in Section 3.3) from two different perspectives, viz. the
information provider perspective and the information consumer
perspective. The provider perspective addresses the migration of (existing)
information into the ADMIRE constructs, i.e. extraction and aggregation of
properties and relationships. The consumer perspective addresses the usage
of the ADMIRE framework for the disclosure of information. We finish in
Section 3.4 with a wrap up.

3.2 Information object

In ADMIRE, information is structured by means of information objects and
relations between these objects. We see an information object as a
structured unit of information that can be manipulated, characterised and
disclosed as a whole. An information object can be defined at different
aggregation levels. For example, a video frame, a movie, and even a
complete database can be seen as information objects.

Within the ADMIRE model, three different types of information objects
are distinguished, viz. basic information objects, composite information
objects, and pseudo information objects. Before we discuss these types, we
first elaborate on the general characteristics (or properties) of an
information object.

3.2.1 Properties of an information object

An information object can be characterised by a variety of elements. Using
the following five property types, viz.: raw data, format, attributes, features, and
concepts, information objects can be sufficiently represented to facilitate
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uniform and effective information disclosure for a wide range of disclosure
methods.

The raw data is a sequence of elementary data units.

Examples of elementary data units are bits and bytes. As indicated in
Chapter 3, different standard media types, like text, image, graphics, video,
animation, and audio have been defined. The raw data, even of same
standard media types, can be represented differently. For example, a
photograph may be represented by a (compressed) bitmap of pixels, while a
graphics object may also be defined in terms of a set of vectors. All the
encoding information, indicating how the raw data should be interpreted, is
reflected in the format property of the information object. The raw data of
an information has precisely one format.

The format denotes the representation of the raw data.

Examples of formats are a JPEG image and a WAV audio. The format of a
‘high-aggregation level’ information object corresponds with a high-level
format, e.g. an MS-word 6.0 document. The format also indicates the type
of the information object. Examples of types are image, movie, chapter,
section, sentence, word, etc. We assume that there exists a partial ordering
between the types (denoted by �17), e.g. chapter � section � sentence. We
assume that the set of types, as well as the partial ordering, are known
throughout the context. For instance, the MIME types would be appropriate
in the WWW environment.

An attribute objectively characterises the raw data and its format in relation to the
external world.

Examples of attributes are: date (creation date, edit date, publication date,
expiration date, entry date), origin (creator, author, editor, publisher,
producer, participants), location (content, storage), identifier, title,
comments, category, intention, perspective, original medium, copyright,
access permission etc.

Both format and attributes are independent of the content of the raw
data. We consider a property of an information object independent of the
content if the information it conveys is not encoded in the raw data itself,

                                                       
17 The relation � is transitive, asymmetric and reflexive and intuitively denotes composition.

Definition 3.1 raw data

Definition 3.2 format

Definition 3.3 attribute
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but adds new information that cannot be exactly determined from the raw
data given the available knowledge18.

The addition of available knowledge is important, since by adding
specific knowledge, the attribute value might be exactly determined from
the content. For example, recognising the painter of a particular painting is
based on style and composition knowledge. However, determining the
painter of a painting is likely to introduce uncertainty. This can be observed
from the ever lasting debates between experts on the authenticity of famous
paintings, like the sun flowers of Van Gogh. Even when attributes are
objective their value can be ambiguous and uncertain, e.g. think of
misspelling of names. Nevertheless, attributes simplify uniform searching
across all information objects, for example, when they all have a creator
attribute.

We use the term data for the conjunction of raw data, format, and attributes
throughout the rest of this thesis.

The other two property types, features and concepts, can be derived from
the data of an information object when the appropriate extraction
mechanism and knowledge is available.

A feature is a domain-independent and format-dependent (and thus media-
dependent) characterisation of the raw data (or a subset of it).

Although features can be computed at any aggregation level, they are often
only defined for standard media types like text, images, video, and audio.
To clarify the notion of features, we provide commonly used features for
different media types, see also Section 2.5.

For instance, a commonly used textual feature is keyword occurrences.
Examples of visual image features types are colour features, shape features,
texture19, and spatial features. For a detailed description of image features
we refer to [DiGo92, GuRa95, FSN+95, FBF+94, G+94, PePS+94,
ZLS+95]. In addition to the image features, visual video features include
spatio-temporal or motion features to characterise complex movements of
identified objects and camera at different levels of granularity, as discussed
in [DiGo95, ArCh89, CaBN92, BiVZ92, BiVZ93]. Examples of commonly
used acoustical features (for single gestalt sounds) are: pitch, loudness,
duration, and timbre. For speech additional (speaker-dependent) features
                                                       
18 Our notion of ‘content dependence’ corresponds with Grosky’s [Gros94] notion of
‘information bearing’.
19 There is an extremely wide variety of opinions about just what texture is and how it may
be quantitatively represented [TuJa93]. In general, texture of an image is a mathematical
representation of coarseness, contrast, and directionality.

Definition 3.4 data

Definition 3.5 feature
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are used to indicate voice quality and intonation that are discussed in
[GlSW94, RaGr95].

Although features are independent of the domain, their usefulness
depends on the domain. This can, for example, be observed from the
usefulness of speech features for general audio, like sound effects.

A concept is a subjective domain-dependent and format-independent semantic
interpretation of the data and features of the information object that has a degree
of certainty.

Concepts are less trivial to extract automatically because domain knowledge
is involved; they provide semantic information about the content of the
data. However, the semantics of multimedia information can only be
described to a certain extent. Generally, it is a subjective process because
the content can be described in different ways and by different persons and
varies per domain. Moreover, different descriptions simply reflect different
user requirements for information [AgMa92]. This diversity can easily be
observed when different people label a particular movie scene with a
concept. The huge amount of different concepts is the result of differences
of their context, i.e. culture, knowledge, and history. This diversity of
human interpretation is the fundamental idea behind the Rorshach inkblots
experiments [Rors42] in which the assumption is tested that individual
interpretations reveals part of someone’s individual personality. Even if the
concept vocabulary is restricted and the task looks relatively simple (for
humans), it is still a difficult task for automated systems to perform. As a
consequence, automatic extraction of features has been far more successful
than that of concept inference.

Relationship between property types

The property types of an information object can be modelled by means of a
three-layer hierarchy, as illustrated in Figure 3.2. The lowest layer is the
data layer which contains the raw data, format, and attributes. The second
layer consists of the features and the third layer of concepts. In Figure 3.3, the
relationships between the property types are presented in terms of an
Entity Relationship (ER) diagram.

Features can be extracted using the raw data and the format, while data
and features are used for the inference of concepts. The extraction of
features and concepts is extensively discussed in Section 3.1.1.

Definition 3.6 concept
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Formal notion of an information object

Having discussed the properties of an information object we present a more
formal notion of an information object.

Notations: we introduce the following sets, mutually disjoint: B is the set of all
binary strings; ID is a set of information object identifiers (id) and IO a set of
information objects.

An information object io � IO consist of the following: t, rd, fo, A, F, C, and S,
where t represents the object type, rd the raw data (rd � B), fo the format, A the
set of attributes, F the set of features, C the set of concepts in a particular domain, S
the set of information object identifiers of its constituent information objects of io,
(S � ID). We vary io over IO.

Figure 3.2 Visualisation
of an information object

Figure 3.3 An ER-
diagram of an
information object for a
particular domain in
which the interpretation
of relation is a three
partite relation between
data, feature and
concept

Definition 3.7
information object
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We use io.t, io.rd, io.fo, io.A, io.F, io.C, and io.S to denote, respectively, type rd,
fo, A, F, C, and S of information object IO.

The information object identifier assignment (↓) is a total, bijective function that
assigns an information object (io) to an information object identifier (id): ↓: ID
 IO.

An attribute a � A has a name and a value.

A feature f � F has a name and value.

A concept c � C has a type, value, a degree of certainty, and a domain.

3.2.2 Relationships between information objects

From a disclosure point of view, an information source can often be
accessed by users at multiple levels of granularity. The minimum level is
typically determined by the information provider, e.g. an individual frame
or a complete movie. Since the basis of the ADMIRE framework is
information disclosure, we reflect these different levels of granularity by
distinguishing two kinds of information objects, viz. basic and composite
information objects. A composite information object is composed of one or
more basic or composite information objects. When an information object
cannot be decomposed in smaller retrievable elements, we consider it as a
basic information object.

Depending on the presence or absence of spatial and temporal
relationships between information objects, different kinds of compositions
are possible. When both the spatial and temporal component are absent,
the composition expresses the logical structure. The logical structure
describes the ‘internal’ structure, thus how the raw data is divided into
logical components and how these components are related in terms of their
partial ordering. Often it has a hierarchical structure with the basic
information objects as leaves, as illustrated in Figure 3.4. The composition
relationship can also be used to model complete information sources. As
outlined in Chapter 2, characterisation of information sources, e.g. its
coverage, is important for the discovery of potentially interesting
information sources in heterogeneous and distributed environments. Using
the same information model at different aggregation levels facilitates a more
standardised and user-friendly querying and retrieval of information.

Definition 3.8 attribute

Definition 3.9 feature

Definition 3.10 concept
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When a temporal or spatial component is included in the composition, the
layout structure is expressed. The layout structure describes the positioning
of different data parts in a spatio-temporal space, for example the temporal
relation between the frames of a video shot.

One should be aware that the way information objects are composed
may influence the semantic interpretation perceived by humans. This effect,
known as the Kuleshov effect [Kule73], reveals that the semantics of a video
shot is highly determined by what comes before and what comes after it,
and is widely applied in film production. For information disclosure this is
also important when material is reused, e.g. via the query-by-composition
paradigm [Davi95]. For instance, if a video shot, where two people shake
hands, is placed in front of a business meeting shot, it may be characterised
by ‘greeting’ (depending on the culture), while the same shot placed after
the meeting shot might indicate ‘successful deal’. A way to overcome this
problem is to represent the video shots by physically based descriptions of
actions of characters and objects in space [GrJA95].

We want to exclude cyclic composition of information objects, because
we model the available multimedia information, for which, its logical
structure is by nature not cyclic. Furthermore, it complicates property
aggregation operations, as discussed in Section 3.3.3. However, we allow
the reuse of information objects in composite information objects, e.g. a
logo in a document. This can be modelled using (multiple) references to
the information object, resulting in a Directed A-cyclic Graph (DAG)
structure, or by duplicating the information object.

Figure 3.4 Example of
logical structure of a
composite video
information object,
where the leaves are the
basic information
objects
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Hence, we restrict the definition of a correct information object as an
information object that is not part of itself. Before we provide a formal
definition, we need a definition to address all the information objects of a
composite information object.

For a specific information object io � IO with identifier id, the set of identifiers
denoting all its sub information objects δ(io) is inductively defined as:
1. id � δ(io) whenever id � io.S
2. id � δ(io) whenever Α id〈� δ(io) id � ↓(id〈).S
The sets io.S and the δ(io) for a basic information object are empty.

The set of correct information objects (IO*) is inductively defined as: io � IO*

whenever io � IO and
1. Α id � ID↓(id) = io and id 	 δ(io); object id does not exist in the

closure.
2. ? id � io.S ↓(id).rd � io.rd; defining the composite part.
3. ? id � io.S ↓(id) � IO*; recursive definition: all constituent objects of a

correct information object are also correct objects.

In addition to the layout information conveyed in its properties, e.g. the
format, the layout structure of a composite information object (io) is
represented by the spatial and temporal relationships. Remember that the
AMDIRE framework is concerned with characterising the content of the
information. This means that the primary function of the spatial and
temporal relationship information is used for the extraction and inference
of properties, e.g. to align events across multiple media types. In addition,
the spatial and temporal composite relationships can be used for
presentation of the information object e.g. in an automatic manner.
Different presentation models can be used in combination with the ADMIRE
framework, to support flexible and dynamically computed presentations of
information. This approach is similar to [KhKa95]. For example, using
views. A view contains specifications for spatial and temporal display
characteristics. A view can be defined on (individual) properties of (single)
information objects, e.g. specific feature, and raw data using the format.
But also for a complete information object, e.g. a thumbnail or icon, and
for the grouping of multiple objects, e.g. the results of a query. The latter
can be used to define a presentation, e.g. using templates, like a ranked list
or a complex hypermedia presentation.

An n-ary information object relationship defines a semantic, spatial, temporal, or
spatio-temporal relationship between n different information objects. To the
semantic relationship a degree of certainty can be attached.

Definition 3.11 set of
sub information objects

Definition 3.12 set of
correct information
objects

Definition 3.13 n-ary
information object
relation
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Spatial relationships can be specified using one or more spatial axis
(including a stacking order). This can be done in an absolute or relative
way. Examples of the latter are on top, left, right, above, below, adjacency,
in front of, behind, equal, align left, and align top. In a similar fashion,
temporal relationships can be specified using a time line, e.g. using
temporal relationships described in [Hamb72], [Alle83], including begin,
end, before, meet, overlap, during, start, finish, and equal.
Using a finite spatio-temporal space, the relationships between the
information objects are defined implicitly. An additional spatio-temporal
logic enables reasoning about the relationship that can be used during
property aggregation (Section 3.3.3) and solving queries.

In addition to the spatial and temporal relations, different types of
semantic relationships may exist between information objects, e.g. example,
illustration, proof, introduction, explanation, equivalence, etc. These
semantic relationships cannot only be very helpful during information
disclosure, i.e. find semantic related information objects, but also for the
extraction of (aggregated) properties for composite information objects.
We illustrate this by two fuzzy semantic equivalence relationships that may
exist between information objects:
– reality equivalence: two information objects posses a reality equivalence

relationship when their captured data reflects ‘spatio-temporal views’ of
the same underlying (virtual) reality. Like, for example, multiple camera
viewpoints of the same event, or multiple audio tracks for different
narrators languages covering the same event, or two photographs of the
same location but taken at different times. For this relationship no firm
discriminating criteria exist. Hence, manual intervention is needed to
determine the degree of reality equivalence as automatic derivation is
hardly possible, even when using detailed attributes like place, date,
time, names etc.

– transformation equivalence: two information objects posses a
transformation equivalence when their format can be transformed20 into
the other without losing the content semantics, e.g. a GIF image to a
JPEG image. The concepts of the GIF image should be equivalent to the
concepts of JPEG image object. For this relationship no firm
discriminating criteria exist. Hence, manual intervention is needed to
determine the degree of transformation equivalence as automatic
derivation is hardly possible, even when is the system performs the
transformation of the object itself, e.g. an (injective) transformation may
cause ‘user perceptive’ semantic deformations.

                                                       
20 The transformation can be bijective or injective (e.g. when using a high compression ratio
or even stronger when transforming image to text).
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3.2.3 Pseudo information objects

Up to now we have assumed that any information object is individually
retrievable as a whole. There will be a point where further decomposition
of an information object is unfeasible from a retrieval point of view, e.g.
individual words or pixels. However, it may be very useful to model any
subpart of information objects, especially for the extraction of concepts,
but also to easily model spatial, temporal, and spatio-temporal relationships
between these subparts of information objects.

To model any subpart of information objects we introduce pseudo
information objects. The term ‘pseudo’ is used as these objects are not
retrievable, only via their accompanying (basic or composite) information
object. Pseudo information objects are part of the information structure.
They are also characterised by features and concepts, but the data is a
representation of a subset of the raw data and format of one accompanying
information object.

Examples of pseudo information objects are: sequence of characters
within a textual fragment; a specific region in a pixel-based image, e.g. a
rectangle indicating a ‘car’ as illustrated in Figure 3.5; a selection of objects
in a image vector representation; a sequence of succeeding frame regions
indicating a ‘ball’ in a soccer video; a particular frequency range; or a
person’s voice within an audio fragment.

A pseudo information object possesses a function that specifies the
subset of the raw data and format of the accompanying information object.
In a sense it is comparable to the non-materialised nature of ‘scripted
objects’ [ScWy95] and ‘anchor values’ used in hypermedia models
[Hard98].

Although pseudo information objects may refer to any subset of the raw
data of an accompanying (retrievable) information object, like all uneven
bits, only semantic coherent subparts are useful to represent by a pseudo
information object. Addressing semantic coherent subsets of the data is
needed to represent and infer the content of the accompanying information
object effectively. Although a semantic coherent subset of the data of a
composite information object may coincide with the data of a retrievable
(sub) information object (as it may refer to any subset of the data) it is
more likely that it reflects non-retrievable parts, e.g. a particular frequency
range within an audio fragment.

Pseudo information objects are not only helpful during the inference of
property values of retrievable information objects, but also provide a
flexible way to model relations between the inferred properties. For
example, a spatial relationship within an image like ‘a tree in front of the
car’. This can be achieved by defining a spatial relationship, e.g. ‘in front
of’, between the concepts ‘tree’ and ‘car’ of the image information object.

Figure 3.5 Example of
an image information
object with two pseudo
information objects
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A simpler solution, that offers more flexibility, is to model image regions as
pseudo information objects and model the ‘in front of’ relation as a spatial
relation between the objects.

A pseudo information object (pio) consists of: t, f, F, C, id, where t is the pseudo
information object type, F the feature set, C the concept set, and f represents the
function specifying the subset of the raw data of the accompanying object io with
identifier id. The function f has two arguments ↓(id).rd and ↓(id).fo.

Thus a pseudo information object, compared to an information object, has
no data, thus no attributes, format, and raw data, but instead a function to
the raw data of the accompanying information object.
Similar to composite retrievable information objects, pseudo information
objects can be combined to composite pseudo information objects21, e.g.
see Figure 3.6. The pseudo information objects may accompany the same
information object, e.g. the ‘car’ and ‘tree’ region within the same image
(Figure 3.5). And in Figure 3.7 different pseudo information objects are
identified within a composite video shot information object.

audio-trackvideo-shot

   frame

*   means zero or more

+   means one or more

+

+

*

*

*

  pseudo
video-shot

 pseudo
  frame

   pseudo
audio-track

shot

When both pseudo information objects refer to the raw data of the same
accompanying information object, they may overlap in the referring raw
data. When pseudo information objects that accompany different
information objects, e.g. two ‘car’ pseudo information objects in
succeeding frames, are combined they do not overlap.

Similar to the composition of information object, that may combine e.g.
all uneven frame information objects, the composition of pseudo
information objects is only useful when it is meaningful for characterisation.
For example, the combination of a pseudo text object (e.g. a particular
word) and a region within a frame could be useful to infer a particular
concept.

                                                       
21 MPEG4 objects, see http://drogo.cselt.stet.it/mpeg/, look very similar to pseudo shot
objects (a composition of pseudo video shot objects and pseudo audio objects).

Definition 3.14 pseudo
information object

Figure 3.6 Example of
information object
structure including
pseudo information
objects
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Each composite pseudo information object is also a pseudo information
object that refers to a particular (composite) information object. However,
to simplify the specification of the function that indicates the subset of the
raw data of accompanying composite information objects, it may be easier
to use the combinations of the partial functions of the combined pseudo
information objects. See, for example, Figure 3.7, where three pseudo
frame information objects (1, 3, and 7) are combined to a pseudo video
shot information object (A). The function, indicating the raw data of the
pseudo video shot information object, can be simply defined as the
combination of three rectangular frame clipping functions.

9 pseudo frame IOs 3 pseudo video shot IOs

 frame n

 frame i

 frame 1

1 video shot IO

2

4

5
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 frame j

A B
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We have introduced the elements of the ADMIRE information model and
argued that any information (of any aggregation level) can be structured in
terms of different interrelated information objects that are themselves
represented by different interrelated property types. In the next section we
discuss how these constructs can be used for information disclosure.

3.3 Using ADMIRE

The ADMIRE framework is developed to support the disclosure of any
information object by a disclosure method. From Chapter 2 we know that
the disclosure of information can be seen from different perspectives, viz.
the information provider perspective and the information consumer
perspective. In this section we discuss the usage of the ADMIRE framework
for information disclosure from both perspectives.

The provider perspective is concerned with the migration of (existing)
information into the ADMIRE constructs, i.e. property extraction (Section

Figure 3.7 Example of
pseudo information
objects identified within
a composite video shot
information object.
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3.3.1), relation extraction (Section 3.3.2), property aggregation (Section 3.3.3),
and information object segmentation (Section 3.3.5).

The consumer perspective is concerned with the disclosure of
information given a particular information need. This is discussed in
Section 3.3.6.

3.3.1 Property extraction

Different operation types are needed to determine which properties are
applicable to an information object. In this section we briefly discuss
feature and concept extraction, and feature and concept construction
operations as depicted in Figure 3.8.

concepts

features

data

 concept extraction

 feature extraction

 concept aggregation

 feature aggregation

Features

Features are quantifiable characterisations of the data of an information
object. For instance, the ‘roundness’ can be a quantification of the degree
to which a certain object is round (according to a certain mathematical
evaluation function). Through a feature extraction function the value for a
feature f is determined using the raw data and its format. An example of
feature extraction is the computation of the RGB-colour histogram for an
image, and the extraction of (possibly stemmed) document terms with
corresponding term occurrences for a textual document.

As discussed in Chapter 2, many feature extraction algorithms have been
developed for a wide range of formats, including compressed
representations, e.g. MPEG motion extraction [ZLS+95].

Feature extraction is the mapping from the raw data of an information object
(io.rd) and its format (io.fo) to a new information object feature (io.f). The newly
extracted feature is added to the information object feature set (io.F).

Figure 3.8 Intra
information object
property operations

Definition 3.15 feature
extraction
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Features can be directly extracted from the raw data and format, but can
also be constructed using the already extracted features. An example of a
aggregated feature might be texture, a representation of colour histograms,
coarseness, contrast, and directionality [TuJA93]. To obtain the values for
these constructed features we define a feature aggregation function, which
adds a new feature to the feature set F of an information object using one or
more existing features from feature set F. Although a feature construction
function is not strictly necessary, it allows definitions of features to be
optimally insightful.

Feature aggregation is the mapping from a non-empty set of information object
features (io.F) to a new information object feature (io.f). The newly constructed
feature is added to the information object feature set (io.F).

The number of possible features that can be computed is enormous, even
for a simple data format like a sensor trajectory. It is important to
remember the role that features fulfil in the information model. Features
support content-based retrieval in two ways: directly through feature
similarity e.g. via the query-by-example paradigm and indirectly enabling
concept extraction. This implies that the extracted features should be
sufficiently discriminative and representative to be useful. Although features
are domain independent, determining their usefulness depends on the
domain. Selecting useful features for many users with varying and unknown
information needs is not trivial for a dynamic and general-purpose
information collection.

Different techniques can be applied to reduce the enormous set of
possible computable features. For relatively small domains, human experts
can be consulted to obtain important features. However, a problem, well
known from designing experts systems, is that experts find it difficult to
explicitly formulate the knowledge they apply for different situations.
Alternative solutions that automatically reduce the number of features are
principal component analysis [Ande84], which exploits dependencies
between the features and automatic clustering of features to feature classes,
e.g. via supervised or unsupervised classification using a training set of
examples.

Concepts

In addition to features, concepts for information objects need to be
determined. A concept is a domain-dependent and format-independent
semantic interpretation of the raw data, format, attributes, and features,
and has a type and a value. The process of determining concepts that reflect
the content of the information object, which we have called concept
extraction (or concept interpretation), uses raw data, format, attributes,

Definition 3.16 feature
aggregation
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and features of the information object. Examples are the interpretation of a
colour histogram feature of a painting to infer the concept ‘beach’, the
quality judgement ‘masterpiece’ that uses besides the colour histogram
feature also the name of its creator, e.g. Rembrandt (an attribute), and the
interpretation of (stemmed) document terms to concepts. Although the
extracted words naturally refer to concepts, they are, e.g., as can be
observed using a different language, instances of the corresponding
concepts.

Concept extraction is the mapping from a non-empty set of information object
features (io.F) and the set of information object attributes (io.A), the raw data of
an information object (io.rd) and its format (io.fo) to a new information object
concept (io.c) associated with a degree of certainty. The newly extracted or inferred
concept is added to the information object concept set (io.C).

Obviously, the interpretation of features and attributes into concepts
requires domain specific knowledge, e.g. obtained via training sets. Before
we discuss this in more detail, we introduce another operation called concept
aggregation to determine new concepts based on already inferred concepts.
This can be done using semantic relationships, like synonyms (e.g. ‘ship’ -
‘boat’), meronyms (e.g. ‘face’ - ‘eye’), antonyms (e.g. ‘dead’ - ‘alive’), etc.,
available in the a thesaurus like WordNet22.

Concept aggregation is the mapping from a non-empty set of information object
concepts (io.C) to a new information object concept (io.c) associated with a degree
of certainty. The newly constructed concept is added to the information object
concept set (io.C).

Concept inference (the extraction and aggregation of concepts) is far from
being trivial. In fact it means rebuilding a process that we think goes on in
our mind: Humans start with rather objective sensations and relate them to
their frame of reference to perceive and experience things. As the human
brain is by far too complex as a model for concept inference, a popular
approach is manual labelling of concepts. For an overview of different
forms of manual labelling see [LeHM94]. Although manual attachment is
good for information reduction, it often lacks consistency (due to personal
context), entails a high level of abstraction (often ignoring details) and is
very labour intensive [Nari95]. Hence, there is demand for automatic
techniques.

Fully automatic general-purpose concept extraction requires massive
common sense knowledge bases (like Cyc [LeGu90]), which are slow,

                                                       
22 http://www.cogsci.princeton.edu/~wn/

Definition 3.17 concept
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cumbersome [Burr94], and fail unique determination of concepts
[LeHM94]. There is a trade-off between domain independence and the
level of automation. Hence, most successful automatic concept extraction
systems operate in a small domain.

The techniques used to determine useful features can also be applied to
automatic concept extraction. For example, supervised classification
algorithms uses a top-down approach trying to find a combination of
features that correspond with a particular concept, e.g. as done in Muscle
fish [BKW+97]. Unsupervised conceptualisation of feature clusters is a
bottom-up approach that successfully has been applied in the FourEyes
learning agent in the Photobook image database [PePS96].

Although major advances have been made in automatic extraction of
concepts for textual documents, the automatic extraction of concepts for
multimedia is far more difficult. Current automatic multimedia parsers do
not sufficiently capture the information at the semantic level. Especially for
video and audio it takes a huge degree of contextual knowledge. Hence, a
semi-automatic approach currently seems to be more practical.

Such a semi-automatic approach combines the best of manual and
automatic extraction. Humans can attach semantic descriptions to
particular objects, while computers are more precise and consistent in
measurements and can propagate them [PiMi95]. An example of a semi-
automatic approach for inferring and tracking characters in a home video
may look like this: First the system finds key frames and indicates possibly
interesting pseudo frame information objects. Then a human selects,
groups and characterises the interesting (new) pseudo frame information
objects, e.g. by a concept ‘person’. Next, the system (re-)computes features
for these (new) pseudo frame information objects and tracks these objects
throughout the video using features, e.g. all occurrences of the person or
tracking the ball in a soccer video.

For (semi)automatic approaches, reasoning with uncertainty is vital for
concept extraction, because isolated features will seldom be specific enough
to allow concept inference. For example, roundness is a phenomenon of a
ball, but also of a human head. Reasoning with uncertainty is a well-
established part of probability theory and of artificial intelligence research.
To apply rules from probability theory their assumptions must be valid for
the problem you are dealing with. Especially dependence and independence
of phenomena is essential to apply probability theory to them. We argue
that to every concept that is inferred, a belief measure (or degree of
certainty) should be associated. Moreover, this belief may change through
additional evidence or counter evidence. Further, a concept should be
inferred on the basis of all available evidence (features, attributes and
concepts). If new evidence becomes available, this should be taken into
account via concept extraction and concept construction. The inference
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mechanism should guarantee that this process terminates. And when
queries are processed, the information objects will be retrieved to which
the right concepts are associated with a high enough measure of belief. In
Chapter 4, we present an approach that combines evidences for concept
inference.

A priori versus on the fly

Until now we have assumed that all properties of an information object are
determined a priori (before the information object is accessible) typically
when it is inserted in the information collection. This seems logical since
one can only search for properties that have been identified and assigned.
However, due to the ‘less-structured’ nature of the different media types, it
is not feasible to cover all possible (future) queries with pre-determined
properties and relationships.

The other extreme is to determine only the requested properties and
relationships when a query is processed. To support this ‘lazy’ extraction of
required properties and relationships, extraction and construction
functions need to be available that can be called at runtime as part of a
regular query mechanism [OgSt95]. It may be clear that this ‘on the fly’
approach can be time consuming, e.g. for large collections, and very
inefficient, especially when previous extracted properties are not reused,
while needed to answer the same query at a later time.

A combination of both approaches, as supported by the ADMIRE
framework, is preferred. As known from the usage of traditional IR systems,
operational trade-offs like storage space versus search time, that are
managed by the information service provider, influence the decision which
properties and relationships need to be extracted and inferred a priori.
When queries request additional (unavailable) properties or specific
relationships between properties or between information objects, these
need then to be determined ‘on the fly’. Once these properties have been
determined the system may store them so they can be used for future
queries. This incremental property extraction also applies to manual
labelling, e.g., a user may add concepts to information objects presented to
him as part of a user feedback mechanism. It may be clear that depending
on the available storage space very rarely requested properties (e.g. learned
from the query history) are not stored. This also applies for computation of
(additional) statistics of a returned results, e.g. the average word length of
all returned relevant documents or the total amount of goals scored of
returned soccer fragments.
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3.3.2 Extraction of information object relationships

In addition to feature and concept extraction and combination, (spatial,
temporal, spatio-temporal, and semantic) relationships between
information objects can be extracted and constructed in a (semi)-automatic
or manual way. A relation can be extracted using the format, attribute,
feature, or concepts properties of individual information objects, e.g.
indicating similar attribute values, comparable feature values, or
semantically related concepts. Remember that semantic relationships can be
fuzzy to some extent. Similarly to property extraction and construction we
define object relationship extraction and construction.

Object relationship extraction identifies a new n-ary relationship between n
different information objects given the properties of the n information objects (n ∫
2).

Object relationship aggregation identifies a new n-ary relationship between n
different information objects given the existing relationships of these n information
objects (n ∫ 2).

Although the relationships can be determined at any time (a priori or on
the fly), the equivalent relationships, i.e. reality equivalence relationship
should be determined during the transformation, respectively, capturing of
the data, because then it can be assured that they refer to the same (virtual)
reality event. For example, to determine the visual equivalence of two
camera recordings of the same event is extremely difficult without
knowledge of the camera positions.

3.3.3 Property aggregation for composite information objects

As discussed in the previous section, features are extracted from the data
and concepts are inferred from the features and data together. If that would
be the only possible way to compute features and to interpret concepts,
then the process of computing features and considering their values would
have to start anew on every level in the information object aggregation
hierarchy with ever increasing complexity of the definitions of features and
criteria for concepts.

For a composite information object, e.g. a video shot, additional
property operations apply. Based on the inferred properties of the
subordinated information objects, e.g. the video frames, new properties can
be extracted and inferred. We extend the definition of property
aggregation, from Section 3.3.1, to property aggregation for composite
information objects. The properties of subordinated information objects
can be combined to obtain new properties for the composite information

Definition 3.19
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Definition 3.20
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object. This involves a bottom-up procedure in the information object
hierarchy. In Figure 3.9 we have visualised different forms of property
aggregation, including feature aggregation, concept aggregation, and
attribute aggregation. Aggregation of attributes, features, and concepts is a
way to prevent double work and to limit the complexity of feature
definitions and concept inferences. So, aggregation of properties is both an
efficiency measure and a way to allow high level features and concepts to be
manageable. Furthermore, the extraction of properties for composite
information objects using property aggregation offers new opportunities for
multimedia information disclosure. For example, the retrieval of important
portions of a meeting might best be done via the identification of a
combination of media types [CHK+94]. Combining multiple media types
increases the precision of content-based retrieval, since the properties of all
containing (mono)media types can be used in matching a query [Srih95].

data

features

concepts

 subordinated information objects

 concept
 aggregation

 feature
 aggregation

composite information object

 attribute
 aggregation

We illustrate feature aggregation and concept aggregation with an example.
Suppose we gave an interpretation to the average colour distribution of a
video shot as follows: if the averaged RGB value has R > G+B then the
concept ‘reddish’ applies; if G > R+B the concept ‘greenish’; if B > R+G
then ‘bluish’; otherwise ‘greyish’ applies. And suppose that an
interpretation of the colours of its video frames had already been
performed, i.e., for every video frame in the sequence the average RGB value
(a feature) had been computed and an interpretation ‘reddish’, ‘greenish’,
‘bluish’, and ‘greyish’ (a concept) had been given. Would these features and
concepts then be reusable?

To reuse the concepts we could, e.g., use knowledge that concept
‘reddish’ applies to the video shot if it applies to most of its video frames,

Figure 3.9 Property
aggregation operations
between subordinated
information objects and
the corresponding
composite information
object
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etc. To reuse the features, we could use knowledge that the average of
average RGB values, is the same as the overall video average RGB value. Note
that both methods are not equivalent: Whenever different colour labels have
been given to the video frames in a video shot, no colour label will be
assigned to that video shot when combining concepts, whereas there will
always be a colour label when combining features. So in this particular
example feature aggregation (followed by concept extraction) would be
preferable. But if concepts like “this video shot contains a ‘reddish’ frame”
must be inferred, concept aggregation would be better.

In our example there were two different ways to use the aggregation
mechanisms to derive concepts of a composite information object. In
Figure 3.10 and Figure 3.11 we give a graphical representation of,
respectively, feature aggregation (followed by concept extraction of the
composite information object) and concept aggregation (preceded by
feature extraction of the subordinated information object).

 composite object

 concept

 feature

 concept    conceptconceptconceptconcept

 feature

 data data

 composite object

 feature             featurefeaturefeaturefeature  feature

 concept

 data  data

Another example of concept aggregation is the aggregation of ‘goal score’
for a soccer video information object using the extracted concepts ‘goal
opportunity’ from the video shot information object and ‘cheering’ from
the audio track information.

However, concept aggregation alone, would not be helpful in
discriminating between ‘spot on the lens’ and a ‘ball’ while feature

Figure 3.10 Derivation
of concepts for a
composite information
object using concept
aggregation

Figure 3.11 Derivation
of concepts for a
composite information
object using feature
aggregation
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aggregation may not be able to discriminate between a ‘ball’, a ‘gull’ flying
across the soccer field, and a ‘roll of toilet paper’ thrown by the supporters.
This can be solved by combining both aggregation approaches, as illustrated
in Figure 3.12. An example that would typically involve such a combination
is the inference of the concept ‘goal opportunity’ in a soccer domain for a
video shot based on the aggregated concepts ‘ball’ and ‘goal area’ in
combination with aggregated spatio-temporal overlap feature information.

 composite object

 concept

 feature

 concept                conceptconceptconceptconcept

 feature

 data data

                    featurefeaturefeaturefeature

The use of property aggregation not only facilitates the reuse of extracted
properties, but it may also substantially reduce the uncertainty of the
inferred concepts of the composite information object. For example, the
event in a soccer game where people cheer, video shots are replayed, and
the score statistic is altered is more probably a goal score than an event in
which there is, e.g., only a cheering public. So, the belief measure for the
former is to be higher than for the latter23. In Chapter 5 we discuss an
approach that determines a new belief measure for aggregated concepts
using both dependent and independent evidences.

Although feature aggregation and concept aggregation are most
important, also via attribute aggregation attribute values of the composite
information object can be determined. Examples of such aggregations are
‘all authors involved’, or ‘the creation date range’, etc.

Attribute aggregation for a composite information object (io) is the mapping from
the attribute sets of its constituent information objects ({↓(id).A | id �io.S}) to
an attribute (io.a).

Feature aggregation for a composite information object (io) is the mapping from
the feature sets of its constituent information objects ({↓(id).F | id �io.S}) to a
feature (io.f).

                                                       
23 More data does not always give more information, e.g., an image which is frozen for a
second does not become clearer through this freezing, at least not for a computer algorithm
for which short display times of images pose no difficulty.

Figure 3.12 Derivation
of concepts for a
composite information
objects using feature
and concept aggregation
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Concept aggregation for a composite information object (io) is the mapping from
the concept sets of its constituent information objects ({↓(id).C | id �io.S}) to a
concept (io.c).

Besides different property aggregation types, different aggregation operators
can be used. General operators are the union, the intersection, and the
abstraction. In Table 3.1 we illustrate how these general operators can be
instantiated by typical aggregation operators for the different properties.
For the aggregation of features of the same information object types, e.g.
frames, more aggregation operators are applicable than for the aggregation
of features of different information object types, e.g. a caption and an audio
fragment.

concepts Features attributes

union � +, � �, +, �
Intersection � *, � �, *, �
Abstraction hypernym avg., min., max. avg., min., max.

The decision what property aggregation method (feature aggregation,
concept aggregation, or a combination) and what aggregation operator to
use depends, among others, on the domain and the type of the information
objects involved. For example, the identity of a player in a video shot
information object can be aggregated using the extracted player identities of
the individual frames (based on the back number and the line-up attribute).
In this situation it would be wise to take the name of the most certain
determined back number, e.g. back number 10 in the second frame of
Figure 3.13. In the next chapter, Chapter 4, we illustrate property
aggregation in soccer cases. This case study has shown that concept
aggregation should be performed as late as possible but not too late.
Furthermore, the higher the objects in the logical object structure, the
more important concept aggregation becomes.

The decision when to aggregate properties, e.g. determine all aggregated
properties a priori or use the available knowledge to aggregate only the
requested properties on the fly as part of the query mechanism, is similar to
the extraction of properties for information objects discussed in Section
3.3.1.

One should be aware of the problems that might occur when concepts
of the subordinated information objects are used for concept aggregation,
especially for qualitative judgements. For instance, if all scenes of a movie
are interpreted as ‘good’, the movie itself may be ‘lousy’ due to many scene
cuts.

Definition 3.23 concept
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Table 3.1 Illustration of
possible aggregation
operators for different
object properties.
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When information objects are reused in the same composite information
object, e.g. a logo on every page in a document this introduces an
‘overvaluing’ of the aggregated properties. For example, when aggregating
the average size (feature) of the included image information objects for a
composite information object, the size of the reused image object (e.g. the
logo) is then taken multiple times into account biasing the value of the
aggregated feature. Or, in case of concept aggregation, the importance of
the concept ‘logo’ (extracted for the reused image object) is overvalued.
Although this effect may be desired by users, one should be aware of it. The
system may compensate for this effect if it is aware of object information
re-usage, e.g. by maintaining object duplication relationships.

Another possible problem of combining properties of monomedia
information objects is that the extraction of these monomedia properties is
done in isolation from other perceptual stimuli. However, such isolation
does not reflect how humans perceive the world [Gibs83]. This is especially
true for sound effects, whose role is supplemental. It is better to describe
sound effects in terms of associations with images or actions, as is done in
the film industry, where one thinks about the visual image of a sound effect
[Smol93]. In film, sound effects are considered to be enhancements of
image events, rather than events recalled for their own sake. For example,
the effect of artificial laughs of public in comedy soap series on its viewers.
Any attempt at logging sound effects should thus address how those sound
effects realise that enhancement, rather than trying to provide any objective
account of their acoustical properties.

When the data includes progress in ‘story’ time, the perception of the
transitions covering ‘gaps’ between the data elements becomes important at
a semantic level. Consider, for example, a video of two shots. In the first
shot a person enters an elevator and the elevator doors close and in the next
shot the elevator doors open, and the same person leaves the elevator. The
viewer of these two shots infers that a certain amount of time has passed
and that a certain spatial translation has occurred (up or down). The
semantics of transitions at a certain granularity level are thus properties of a

Figure 3.13 Illustration
of two successive
frames in which the
identity of the player in
the second (right) frame
can be determined with
a higher degree of
certainty.
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higher level. In this example they belong to the scene. For a systematic
categorisation of spatio-temporal transitions between shots see [Burc69].
Hence we stress that properties, i.e. concepts, should belong to those
information objects from which they can be extracted.

Property aggregation using pseudo information objects

Extracting the properties for an information object via the properties from
accompanying pseudo objects occurs in a similar fashion as for composite
information objects. We illustrate this with an example.
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Consider frame i of Figure 3.14 in which three pseudo frame information
objects are identified (3, 4, 5) each with its own properties, e.g. ‘car’, red,
spatial coordinates-3; ‘tree’, green, spatial coordinates-4; and ‘sun’, orange,
coordinates-5. The concepts extracted for frame i can be aggregated from
the pseudo objects via union: {‘car’, ‘tree’, ‘sun’}, intersection:{}, or via
abstraction: {‘roadside’}.

The extracted properties of corresponding pseudo frame information
objects properties (e.g. 1, 3, and 7) can be aggregated to obtain the
properties of its composite object: pseudo video shot information object
(A). The extraction of properties for pseudo video shot objects are
concerned not only with the concepts, e.g. ‘car’ for pseudo video shot
object A, but also with the spatio-temporal features, e.g. movement from
left to right for pseudo video shot object A.

The properties for the video shot information object can be determined
via the properties of the individual frames or via the pseudo video shot
information objects. The latter allows detection of camera movement, i.e.
sliding to the right, pseudo video shot object B refers to moving tree, which
is known from knowledge rules not to be possible unless the camera moves.

Figure 3.14 Example of
property aggregation
using pseudo
information objects
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3.3.4 Property inheritance

Besides property aggregation, a bottom-up propagation of properties in the
information structure, property inheritance can be applied. Property
inheritance uses the information structure in a top-down manner.

A problem with property inheritance is that context information may be
used to characterise the subordinated information objects. For example,
when in a particular frame an object is accurately identified with a
particular concept, this concept may be used to characterise the video shot
(using property aggregation). However, ‘pushing down’ this concept to all
frames in which the object occurs, is not only in contradiction with our
notion that only properties that can be extracted from the raw data should
belong to an information object, but introduces problems when reusing the
object in another context. For example, when applying query-by-
composition [Davi95], the properties, especially concepts, may have a
different meaning. The use of both property aggregation and property
inheritance may lead to circularity. Hence, we only propose inheritance of
attributes, see Figure 3.9. For example, each frame object inherits the line
up attribute of the soccer game coverage.

data

features

concepts

 subordinated information objects composite information
 

object

 attribute
 inheritance

3.3.5 Information object segmentation

Until now we have assumed that all information objects have been
segmented and that only the extraction of properties and relationships for
these information objects have to be performed. However, the information
objects themselves need to be detected. Similar to different property
extraction methods, different methods can be applied to identify the

Figure 3.15 Property
inheritance between
composite information
object and its
subordinated
information objects.
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(pseudo) information objects, viz. manual, semi-automatic, and automatic.
If automation is involved, the extraction of features and detection of
information objects is closely related. For example, video shot boundaries
can be determined automatically by algorithms that use extracted frame
features, e.g. detecting sudden changes in extracted colour histograms of
successive frames, see e.g. [AoJL97, ZhKS93].
However, the (automatic) detection of information objects may be very
simple, e.g. when objects correspond to fixed elements in the format like
the frames within a video, but can also be very difficult, e.g. when to
identify scenes within a movie or the identification of pseudo information
objects. The identification of useful pseudo information objects heavily
depends on the analysis of the accompanying information objects24. A
common order to identify pseudo video shot information objects is to first
identify video shots, then to determine key frames (or representative
frames) within a video shot, see [ZhKS93], and then to find key pseudo
frame information objects within these key frames. For example, the
identification of the ‘car’ pseudo frame information object (of Figure 3.14).
This requires image filtering and processing techniques. Depending on the
approach used, data driven versus model driven (searching for particular
features like shapes) the identification of pseudo objects is more feature
driven, e.g. finding a group of coherent red pixels but do not know what it
is yet, versus model driven, e.g. applying pattern matching looking for a
‘car’. For small domains, a fully automated system could be able to detect
different objects with a reasonable high degree of belief, but requires a large
amount of knowledge about these objects as they may appear in different
size, rotation, lightning colour, perspective etc.

3.3.6 Information disclosure

We now illustrate the applicability of the ADMIRE model for a wide variety
of disclosure methods as introduced in Chapter 2 (Section 2.6). Remember
that the disclosure of information can be quite diverse, because people have
different goals and information needs, and people interact differently with
the system.

An abstract view on a collection of information objects using the ADMIRE
framework is illustrated in Figure 3.16. Three subspaces, corresponding
with the information object property layers can be distinguished, viz. the
concept space, the feature space, and the data space. Bear in mind that the
format, attributes, and raw data are part of the data space. The concept
space may consist of multiple subspaces, each reflecting a different domain.
As outlined before, properties within a layer as well as between layers may
                                                       
24 Pseudo information objects are, in general, identified after the identification of its
accompanying information object.



74 CHAPTER 3 ADMIRE INFORMATION FRAMEWORK

be related to each other. These relationships, i.e. between features and
concepts, can be modelled as domain knowledge or learned via automatic
learning or classification mechanisms. Furthermore, relationships between
the information objects can be very helpful for the disclosure. For example,
using the underlying reality equivalence relationship between information
objects, allows users to easily browse between different views of a particular
(virtual) reality.

concept layerconcept layerconcept layerconcept layer

data layerdata layerdata layerdata layer

feature layerfeature layerfeature layerfeature layer

information object

domain 2
domain 1

 legend property

intra layer property relationship
inter layer property relationship
information object relationship

The different disclosure methods, ranging from query formulation to
navigation, apply to each space of the information model. For example, a
user may formulate his need in terms of concepts, features, or attributes by
using a query formulation language, or may navigate in any of the spaces or
between spaces by using the relationships between properties or between
information objects. For the examples below we assumed query
formulation. They can, however, also be discussed using a navigation or
browsing approach.

A user wants to find the title of a documentary on paintings. The
information objects are checked for the presence of the concepts ‘painting’
and ‘documentary’. The objects may be of any type, e.g. video or audio,
because the user did not specify the type or format of the documentary. In
addition to the concept ‘painting’, related concepts, such as ‘drawing’,
‘portrait’, or ‘illustration’ might be used to select information objects. The
use of related concepts is allowed due to the fuzzy and uncertain nature of
the inference of concepts.

When the same query is applied in a heterogeneous, distributed
information environment, the first concern would be to discover potentially
relevant information sources before fulfilling the actions as outlined above.

Figure 3.16 Search
space seen as a three-
layered subspace where
(for convenience only)
two information objects
are depicted

Example 1
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Since an information source can be modelled as a (large) composite
information object in ADMIRE, the search process is similar, only using the
properties of the information sources, e.g. the coverage, number of videos,
or access speed. The system may use heuristics of previous searches to
predict the appropriateness of an information source to contain relevant
information with regard to the query [Smaï94]. After having selected one or
more information sources, the search continues by searching within these
composite information object(s) as outlined before.

A user wants to find an MPEG video containing a white cottage with a
similar shape as sketched by the user. The conceptual space is searched for
information objects characterised by the concept ‘cottage’ or a more
general concept, like ‘house’. The selected objects may themselves not be
video information objects, but as long as they are part of a video composite
information object, this is no problem. The set of potentially relevant
information objects can be narrowed down by using MPEG and shape
features inferred from the sketch. In addition, a colour feature,
representing the colour white, can be used. Depending on the user-defined
similarity measures, e.g. for shape or colour, more or less information
objects are considered to be relevant. Since the shape and colour features
apply to frames, the corresponding (composite) video objects, which
include one or more selected frame objects, need to be found and
presented to the user.

Instead of a sketch, the user may also select one or more example
images representing a similar house he is looking for. The properties and
relationships of the selected example information objects can then be used
in the search. The outcome of the search can be improved if the user
indicates which properties and relationships the system should use rather
than using all properties and relationships or letting the system make an
educated guess.

A user wants to find an outstanding television documentary about a
masterpiece painted by Rembrandt conveying trees in front of a cottage.
This complex query can be decomposed into a number of simpler queries.
Since the user indicated a television documentary, the result ought to be a
movie information object characterised by ‘documentary’. If we assume
here that video shots are basic information objects, we need pseudo
information objects to search for the relation ‘in front of’. We need to
select those video shot objects which are accompanied by two pseudo video
shot information objects that are characterised by the concepts ‘cottage’ or
‘trees’ (or closely related concepts) and satisfy the spatial relation ‘in front
of’. Furthermore, the shot objects should be characterised by concepts
‘painting’ and masterpiece’, and attribute creator: ‘Rembrandt’. Note that
‘masterpiece’ can be represented in the video shot as well as in the audio
fragments of the documentary. It may even appear as part of the raw data,

Example 2

Example 3
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e.g. as text in the subtitles, then requiring a form of string matching. The
qualification ‘outstanding’ reflects the whole documentary but depends on
the context, e.g. from cinematic or historic perspective. In this example,
the user did not specify the domain, hence all domains are searched for the
qualification ‘outstanding’.

These examples illustrate that ADMIRE is capable of supporting different
types of information needs. The appropriateness of properties depends on
the need, e.g. raw data, attributes, and formats are suitable to be used for
exact matching, while features are more appropriate for similarity retrieval
and concepts are more appropriate for fuzzy retrieval.

Disclosure of composite objects

It may be clear that disclosure of information becomes more complex when
multiple properties are combined in the query, especially when they refer
to different information objects. To get an idea of the problems that then
arise, we discuss an example that is illustrative for the query-by-example
paradigm of composite information objects, namely a medical case of a
rehabilitation clinic (Roessingh Research and Development, Enschede,
Netherlands). In this clinic large files of data of patient suffering from
movement disorders (e.g., Cerebral Palsy25) exists. We refer to Appendix A
for a detailed description.

In clinical information systems, the amount and diversity of
electronically available information is rapidly increasing. This is evident in a
clinical assessment where patients’ movement disorders are recorded and
monitored using multiple techniques. Data include muscle activity
recordings (EMG), motion recordings (VICON), and force (viz. of the legs on
the ground) recordings and video recordings and ordinary patient data. This
results in huge files containing multimedia data. To support data analysis
data disclosure techniques are necessary.

One of the opportunities of digital data formats is to perform automated
searches and find, for example, patients with similar movement disorders
without having to browse manually through huge amount of patient data.
The idea is to search for ‘comparable’ patients, in terms of similar measured
patterns, to support the decision for a particular treatment for an individual
patient. The ADMIRE framework can be used to structure this information
such that this analysis is possible.

A physician may pose different similarity comparisons, ranging from the
value of a single property (e.g. raw data, attribute, feature, or concept) of a
single information object (e.g. EMG, kinematics, gait, session, etc.) to

                                                       
25 Celebral palsy is muscular paralysis or other disfunction from prenatal damage to the
motion area of the brain. These are patients with spastic diplegics and hemiplegics who
present a stiff leg in swing phase and a knee flexion problem in stance.
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multiple properties values (e.g. raw data, attributes, features, concepts), or
any combination of multiple (composite) information objects depicted in
Figure 3.17.

Following the query-by-example paradigm, the measured patient’s gait
is used as an information object for which the subordinated information
objects need to be identified and the properties are to be extracted and
aggregated. Answering the query is equivalent to determining the similarity
between information objects. As these information objects may have
multiple properties, and consist of multiple subordinated information
objects, determining the similarity between (composite) information
objects is not trivial, even if the physician restricts the search to particular
(pseudo) information objects, e.g. patients with a similar left knee gait
pattern.

patient

session

portrait

EMGkinematic kinetic

++++

++++means one or more

gait

video

++++

Given a similarity measure for the individual properties, the question
remains when to consider an information object more similar than another
when multiple properties are available. Should they be matched on all
properties, on most properties, or on some properties? What about a
priority between properties? A simple approach is multi-property ranking, as
e.g. used in [Smaï94], meaning that per property a different ordering is
computed and presented to the user. In this case the handling of multiple
property similarity scores is left to the user. We doubt that this is the most
ideal situation for a retrieval system that tries to assist the user. Hence, we
advocate to use a more sophisticated approach, e.g. by applying (a
combination of ) these techniques:
– fusion of multiple individual property (attribute, feature, concept)

similarity scores into a single similarity measure.
– incrementally reducing the set of potential similar information objects

using the information object hierarchy and the impact of the properties.

Figure 3.17 Information
object hierarchy
structure, see Appendix
A for an explanation
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The use of both these techniques offers a wide range of similarity matching
strategies, e.g. the combination of all properties similarity scores into a
single score on the one hand, and the repeatedly elimination of information
objects based on a single property matching on the other hand. As we
advocate a combination of both techniques to find patients with a similar
gait pattern, we briefly discuss these techniques.

Combining multiple properties

The combination of different similarity scores is not trivial, as they may
depend on different matching algorithms. When the scores are obtained via
the same matching method they are defined in the same metric and have
the same range. Then the scores are directly comparable and the ranking
can be computed based on the operators or assigned weights, e.g. specified
in the query. Multiple functions can be used to compute a global score s
based on the score (si) of property i with weight wi, for example the
maximum of all wi·si, minimum of all wi·si, the summation of all wi·si, or the
product of all wi·si. It is up to the user to determine which method is
preferred for his situation. Although the maximum and minimum functions
neglect partial information, they are used, e.g. to guarantee that at least for
one aspect a certain value is met (max. function), or to guarantee a certain
minimum (threshold) value for all properties (min. function). More
common is the summation function, a linear combination of individually
weighted scores, also known as the vector space model, see [SaMc83]. Shaw
and Fox [ShFo95] explored several methods for combining individual
similarity values and found out, that under the assumption of directly
comparable similarity scores, simply combining the similarity scores in a
linear fashion (summing the similarity values) worked better than trying to
select a given similarity value. When instead of using weights, only Boolean
operators are used in the query, there are alternatives for combining
multiple scores, e.g. see [BiYo95].

During a clinical session, information may be missing as measurements
may or cannot be carried out. However, the new similarity score can be
normalised to compensate for the number of properties taken into account.

When the similarity scores are determined via different matching
methods, but are defined in the same metric, the scores can be converted in
such a way that they all have the same range, e.g. [0,1]. The conversion (or
normalisation) of a score (s) into a directly comparable score (s’) with range
[0,1] can be done in many ways, e.g. s’ = s/max(s).

When the scores are in different metrics another way of combining
them is to use partial rankings obtained per method. This can be done in
different ways, e.g. a simply round robin selection, or using the wi/ri
coefficient, where wi indicates the weight for property i and ri the ranking
of property i for each property. The order in which to choose the rankings
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may depend on weights, or in case of equal weights a random choice can be
made. From [VoGJ95] we know that using a set of partial orders and simply
use random round robin to select objects to obtain a partial ranking is not
effective. A plausible reason could be the loss of the information, i.e. the
absolute score, because the difference between the scores is mapped onto
the ranking difference of one position.

An alternative to use the ranking information is to learn from previous
results of past queries, e.g. via training sessions [VoGJ95] or case-based
reasoning [Smaï94].

Incremental reduction

Another technique is to incrementally refine the search starting with
information objects and properties with the most impact on the similarity
search. We advocate a dualistic approach compared with extraction and
aggregation of information. For the extraction and aggregation of
information we proposed a bottom-up approach: start with feature
aggregation (if applicable) and perform concept aggregation as late as
possible in the object hierarchy but not to late. For similarity searching, we
propose a top-down approach: start with concepts of and conceptual
relationships between (high level) information objects. Due to their higher
level of abstraction, concepts are preferred over features. Using qualitative
matching of concepts can eliminating a large amount of information objects
for which quantitative (feature) similarity needs to be computed. Feature
matching is useful when concepts are not available and can not be
extracted, or quantitative matching is required. We illustrate this with the
following example. Applying the extraction and aggregation operations on
the measured patient (example query) may result in a ‘stiff legged knee’
concept for the (example query) gait information object. This concept is
then used to search for similar gait information objects, eliminating the non
relevant gait information objects. On the remaining relevant gait
information objects similarity between features of e.g. pseudo gait objects
can be used to determine a more finer quantitative similarity. This,
however, may involve the combination of multiple feature similarity scores.

3.4 Wrap up

In this chapter we presented the capabilities of the ADMIRE framework, i.e.
structuring any information using different aggregation levels and different
levels of abstraction for each aggregation level. Combining these different
abstractions of different aggregation levels in different ways facilitates not
only reuse of extracted characterisations, it can improve the certainty of
inferred concepts. Furthermore it enables tailored delivery of results with
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respect to both content and non content aspects by delivering only that
information that is requested, e.g. if a user requests a frame, do not deliver
the whole movie.

In the next chapter, Chapter 4, we discuss these promises of the ADMIRE
framework by instantiating it in a soccer video directory case.



Chapter 4
4. ADMIRE in practice

In this chapter we illustrate the capabilities of the ADMIRE framework in a
soccer Video Retrieval Service (VRS). This work has been partly done in co-
operation with the Dutch telecommunications provider KPN and is
presented in [WVP+98] and [MoPV99].

Content-based retrieval in video directory services offers an interactive
way to retrieve (fragments of) content that the user is interested in
[SmZh94]. Imagine a video directory service fully dedicated to soccer video.
To support queries in that domain we need to disclose soccer related
information.

4.1 Introduction

The intention of the development of the ADMIRE framework is to disclose
multimedia information in real applications. We need to determine
whether the general constructs of the ADMIRE framework can be successfully
applied to real multimedia disclosure application. We check if the
requirements of Section 3.1.1 are fulfilled in the soccer VRS application.

In appendix A we illustrate the applicability of the ADMIRE framework
for clinical assessment of patients with walking disabilities at Roessingh
Research and Development Centre. This case is in a preliminary phase and
has not yet been implemented. It requires more medical insight in clinical
assessment and is therefore not explicitly included in this chapter.
Nevertheless, we take the current experience of this case into account when
valuing the capabilities of the ADMIRE framework when applicable.

But first we start with a discussion of existing work around analysing
soccer video. Sport is an interesting domain because so many different
coverages exist. Quite a few studies were centred around analysis of soccer
games. There are generally two possible ways to think of VRS for soccer, first
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is elaborated off-line video and the second is live video as used in
[AnHR88], [AnHR94]. Note that in live broadcast there is no look ahead.

Although soccer seems easily understandable, with players wearing a
number, teams wearing specific colours, and the ball being clearly visible,
the images from video material are quite difficult to interpret with a
computer algorithm. This is due to limited TV image resolution and depth
of field.

There are many studies dealing with translation of different media into
language, e.g. languages for the description of images, [Okad79], video
[Badl75], etc. These languages can be used for disclosure of the media. An
example used in the soccer game can be found in [AnHR88], [AnHR94].
There a system is built that automatically generates textual comments to
soccer videos in real-time. Here one stationary camera was used for
recording. The text output of this system follows the conversational maxims
of Grice [Gric75] (i.e., only relevant, non-redundant information should be
presented). Here the drawback is that a retrievable concept must be
extracted from the language description, which is a form of pattern
recognition instead of directly from the source. Loss of information during
translation influences the quality of retrievable concepts. Some redundancy
may be desirable as for example replays and repeating name of player at ball
in the soccer game.

In [InBo95] the source material is a normal recording as opposed to the
fixed camera in the previous study. Here a football game is used for
disclosure using video data only. The complexity here lies in tracking
objects. Domain knowledge is used to solve uncertainties.

The paper [GSC+95] focuses on labelling of video shots. It is assumed
that relevant objects are present in the first two frames of the video shot.
Here only a subset of soccer related features is supported such as detection
of edges to identify the soccer court, colour detection of a team’s uniform
etc. This allows the identification of concepts as corner kicks.
In our approach, that supports both stored and live video, we separate
between the data and the retrievable properties conform the ADMIRE
framework. This allows the disclosure of concepts across different media.
The above approaches related to soccer are limited to the use of video only.
Some information can be found in a single medium e.g. name of player in
audio or appears in different media simultaneously e.g. a goal score.
Therefore disclosing information from multimedia rather than mono-media
offers a better disclosure. The price is increased complexity.
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4.2 Soccer video retrieval service

In the Multimedia Manifestation project (MMM), the ADMIRE framework is
used to develop a prototype of a soccer Video Retrieval Service (VRS).
This work has been partly done in co-operation with the Dutch
telecommunications provider KPN. Telematica Instituut addressed the
modelling aspects and KPN investigated the implementation aspects, see
[PoMV97] for a detailed description.

We first introduce the followed approach (Section 4.2.1) and
subsequently address the distinguished steps (4.2.2 to 4.2.7). In Section
4.2.8 we discuss an example that addresses issues of concept extraction and
aggregation in detail. And present our approach of combining (dependent
and independent) evidences for concept extraction and aggregation. In
Section 4.2.9 we briefly discuss the implementation of the prototype. For a
detailed discussion of the implementation aspects we refer to [WVP+98,
HHJ+97].

4.2.1 Approach

We briefly describe the main steps of the systematic approach for the
specification of the VRS. The steps are highlights on the systematic approach
which starts by the definition of the user requirements like sample queries
and ends with a design of a prototype VRS. Figure 4.1 illustrates basic
relations between the different steps are illustrated. The approach is a
simplified version of a more general approach. The general approach is of a
more complex nature involving among others the iterative and recursive
processes of the different stages.

Let us have a look at the different stages where the initial set of user-
defined queries results in a full system specification through a process of
interpretation, elaboration, and reconstruction.
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4.2.2 Requirements

A thorough analysis of specific requirements is necessary to know what the
VRS has to support. This has been done by a set of initial queries. The
chosen queries are interesting, because they differ in complexity and they
give a taste of the queries the user of a soccer VRS might want to ask. The
majority of these queries are related to concepts, as the query-by-example
paradigm is not an appropriate disclosure method for video. Hence, after
analysis, the set of initial queries is translated to a set concepts. Many
seemingly simple phenomena are shown to be actually quite complex.
– What is the name of player number?

This query seems to be trivially simple. Given that some line up data are
available the answer to this query can be produced readily. Both teams
may have a player number 7, in which case two alternative answers must
be listed. If the line up data is not available, the same query is far from
trivial, requiring that the association between the player’s name and his
player’s number is made somewhere in the multimedia data (visible,
audible, readable), which may occur once (for one team), twice (for
both teams) or never (bad luck).

– What is the name of the player I click?
This query presupposes that it is always clear which object on the video
screen the cursor points at during a mouse click. Let us suppose that a
shortest distance algorithm solves this problem. If the selected object is
not a player, the query cannot be answered. If it is a player, the
associated name or player’s number must be traced back (or ahead)
either as a text message superimposed on the video screen, an utterance
by the commentator or directly on the player’s shirt.

Figure 4.1 Consecutive
stages from initial user
defined queries to
available functionality
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– Show all near goal scores.
This query is difficult from the linguistic point of view. What exactly is a
near goal score? Addressing this query we need to construct a notion of
goal opportunities, situations that may or may not result in a goal score.
In the case of a video shot this construct may include ‘ball’ and ‘goal
area’ which have to be visible in the same video frame. The closer the
ball is to the goal area, the more pronounced the goal opportunity is.
Note that we need to exclude the actual goal scores to answer this
query. This sub-problem is solved when addressing the next query.

– Show all goal scores of player X.
In this query three facts are combined: First a player X must be
associated to the right object on the video screen. Whenever the object
associated with a player scoring a goal is also associated with player X
that part of the coverage is added to the query result. Replays can be
very helpful here, but they risk to be taken for separate events. So now
we know how to select the goal scores of player X once we know what
the goal scores are and who scored them. The goal score starts as a goal
opportunity, but the ball must enter the goal and the referee must
accept it as a goal score. For every such event the player can be traced
back who last touched the ball before it entered the goal, hence the
player who scored the goal. It may be clear that this query is really
complex.

– Show all corner kicks leading to a goal score.
The additional problem lies in identifying an event to be a corner kick.
Depending on the corner from which the corner kick is taken it is
differently covered. Mostly the corner flag is visible, but cameras happen
to switch quickly between the corner area and the goal area.
Identification of goal scores has already been briefly addressed for the
former query.

To check the capabilities of the ADMIRE framework for practical purposes, it
is of little use to strive for a VRS which is literally prepared on these and only
these five queries, e.g., by encoding the answers to these queries in the
video material. The soccer VRS would then become useless as soon as any
other query would be defined however close it would be to the five sample
queries. Moreover, the complexity of each of these queries cannot be
decided beforehand, e.g., to determine the name of player number 7 would
be very difficult if line-up attribute data were missing.

4.2.3 Supportive information structure

With clear requirements at hand a sensible multimedia model can be
designed. A soccer video retrieval service may contain different types of
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coverages that reflect an actual played soccer game. For example, a textual
coverage, e.g. published in a newspaper or on text television like BBC-
Ceefax, an auditive coverage intended for radio broadcast, or an audio-
visual coverage intended for television usage. We focused on television-
oriented coverages. They can be both a summary or a complete (= ‘live-
taped’) coverage. Multiple summaries26 can be created and stored and
multiple complete coverages might be available, e.g. due to different
cameras and editors (e.g., for different countries). Within a television
coverage, the following information objects classes can be distinguished:
– scene: a semantic coherent list of successive shots.
– shot: a continuous sequence of successive samples of one recording

which entails a continuity of time and space [Hjel94].
– video shot: a continuous sequence of successive frames. Via pseudo

information objects, visual objects can be followed through the video
shot.

– frame: a 2-dimensional image sample. Objects within a frame can be
represented by a pseudo frame information object.

– audio track: successive audio samples, samples from a particular source,
e.g. background, reporter etc. An audio track can contain multiple
pseudo objects, e.g. referring to a particular frequency range or a
particular time span.

– text-title: piece of text superimposed on the video, e.g. actual score, play
time, name of player that received a yellow card.

The hierarchical relationships between the information objects are
visualised in Figure 4.2. When the background sound and reporter voice are
combined, the shot contains a single audio track. Similarly, when the text-
title information is included in the frames itself, the text-title information
objects are not included in a shot. All information objects from TV-coverage
level down to the frame level can be considered as retrievable objects in a
video soccer retrieval service. The results of queries might either be single
information objects, e.g. a particular scene or shot, but also any selection of
scenes or shots within the database. This, for example, includes the
combination of ‘exciting’ scenes of a single game, or the selection of scenes
available in the database in which a particular player is scoring a goal.

                                                       
26 A manually created summary is not necessarily a pure subset of a complete coverage. It
can have additional information, e.g. a reporter speaking his comments accompanying the
video part of the summary.
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In addition, we define different pseudo information objects to support the
inference and search process, including pseudo frame information objects,
e.g. see Figure 4.3, pseudo video shot information objects, and pseudo
audio track information objects.

frame information object

pseudo frame IO

pseudo frame IO

4.2.4 Supportive concepts

Within the soccer domain, there are not only objects to which concepts can
be associated, also events are conceptualised. An event is either directly
perceptible as an interaction between objects, but it can also be referred to
indirectly, by other events that are directly perceptible. For example, in the
case of a goal shot, the goal shot itself can be visible, but you might also be

Figure 4.2 Hierarchy of
information objects
within a summary- or
complete TV-coverage
composite information
object

Figure 4.3 Example of
frame information object
with two pseudo frame
information objects
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notified about this event through the enthusiastic shouting of the public or
through changes in the score or through the fact that a part of the coverage
is replayed.

Basically, concepts are properties to which an interpretation is given.
For instance a round white object in the context of a soccer game can very
well be a ball. There are simple concepts concerning the material like ball,
field, corner flag, touch line, centre line, goal area, goal line, corner of goal,
penalty spot, centre spot, commercial billboard, the referee’s whistle,
yellow and red card, player’s number. And there are concepts concerning
people, such as player, goal keeper, referee, goal area, the public, a boo and
an applause. From such basic concepts complex concepts are to be
constructed like a goal opportunity if the ball is close to the goal area, an
offside situation, a missing goal shot, etc.

The names of the respective teams and of their players, the line-up
information, and the time and place where the soccer game took place may
not be visible without expert knowledge, and yet they are important to
appreciate a coverage. Hence, this information can be added as attributes,
e.g. in the soccer coverage information object.

The five sample queries define the initial set of concepts. Some concepts
can be reduced to (combinations of) other concepts, e.g., a ‘corner event’
starts when the ‘ball’ is ‘kicked’ from the ‘corner position’. But eventually
concepts are based on phenomena in the data. All sources, the stadium
sound, the reporter’s voice, the video images, the superimposed statistics,
the motion on the screen may contribute to this experience, so they may
carry evidence for the concept ‘goal score’.

A more specific listing of the attributes and concepts of the information
objects is presented in [VePM97]. This choice is inspired by the five sample
queries.

4.2.5 Supportive features

When concepts can no longer be reduced to simpler concepts, those ‘basic’
concepts should become available. As labelling by hand is tedious, it is
worthwhile to look for features that may support concept inference and are
also automatically extractable. In [GSC+95] different feature extraction
algorithms have been used to automatically detect, given the recording of a
single video camera, the position on the soccer court, detection of the
camera motion, and even players and the ball.

As features seldom are 100% evidence, reasoning with uncertainty
comes into play when events or objects must be conceptualised. This has
implications when there are different pieces of evidence that contribute to
the inference of a concept, the uncertainties associated to every
contribution must be combined. This is done through some pragmatic
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assumptions about the data, features and concepts in relation to other data
based on the peculiarities of video coverages. On the one hand, the
repetitive character of temporal samples of sound bites and video images
imposes dependence between data in consecutive audio and video samples
(and the same goes for the text medium). On the other hand, the different
media and different features even within a medium can be rather
independent aspects of events and objects. For example, an object’s colour,
shape, spatial position and visual size are all visual features and they are
independent in that the colour red says nothing about the visual size, etc.

This way it is possible to combine a number of features to infer a
concept where every single feature would not be evidence enough for the
concept to be inferred. This phenomenon is known as synergy, the 1+1>2
rule. An example of this synergy is the object’s shape feature alone is not
enough evidence that the object is a ball as the human head has also a round
shape (in this example). But the combination of the object’s shape (round)
and the object’s colour (which is rather white) is sufficient to distinct a ball
from a human head.

Besides facilitating concept inference, features can also be used to
automate the decomposition of the coverage information objects into
different information objects including pseudo information objects, see also
Chapter 3. For example, a sudden change in the colour distribution of
consecutive frames are good indicators for the end of one shot and the
beginning of a new shot. On the basis of motion coherence, and via the
segregation of objects on the basis of motion differences, pseudo video shot
information objects can be identified. Even for the detection of scene
breaks the shot features can successfully be used in combination with
general media-knowledge-based rules, based on transition effects, shot
repetition, camera motion, and editing (montage) rhythm as proposed by
[AoJL97].

4.2.6 Feature extraction

Features can be extracted by computer algorithms. Such tools are available
already but their power and variety has not yet fully developed. Ideally a
system should automatically identify information objects (including pseudo
objects) and extract properties for these objects. Humans should only
provide a set of knowledge rules or give feedback to automated feature
clustering.

To fill in possible gaps in automatic feature extraction alternative
methods that include more human involvement can be used. When, for
example, the available algorithms cannot segregate pseudo objects, e.g. due
to low quality, interesting pseudo information objects need to be detected
by manually intervention. For example, drawing a box around a pseudo
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frame object. Once pseudo information objects are identified,
corresponding pseudo objects can be detected automatically relatively
easily. For example, given a pseudo frame information object, the
corresponding pseudo frame objects can be found using spatio-temporal
features (covering both object and camera motion) as illustrated in Figure
4.4, and combined into a pseudo video shot information object. Given a
pseudo video shot information, additional features are extracted, i.e.
motion features.

Extracting properties for a text-title information object is a matter of text
information retrieval and will not be discussed here. In addition, an
(pseudo) audio track information object features can be extracted, e.g.
changes in amplitude. Via these amplitude patterns concepts such as the
referee’s whistle, a cheering audience etc., may be inferred. Again this task
may be too complex to perform automatically.

As the developments in this field go fast, feature extraction tools are
assumed to become available. One of the goals of the MMM project is to
investigate what can be automatically achieved using the ADMIRE approach
and implementing a prototype with the currently available techniques and
tools, see Section 4.2.9 for the implemented feature extraction tools.
Whenever these algorithms are not incorporated in the prototype, human
resources are also used to ‘simulate’ these algorithms including their errors.
We stress this aspect because the prototype should provide a good
impression of the capabilities of a system when the algorithms would have
been included. However, a reduction to key frames and key objects can
limit the associated workload without violating the project objective to
design a prototype VRS which is realistic in its functionality.

4.2.7 Constructing concepts

Concepts can be inferred on the basis of the extracted features, aggregated
from (pseudo) information objects, or constructed from other concepts.
For example, by combining multiple pseudo shot information objects, the

Figure 4.4 Example of
pair wise comparison of
two successive frames
to find correlated
pseudo frame objects
and thus pseudo video
shot information objects
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properties for the shot information objects can be extracted and their
concepts be inferred, e.g. a possible ‘goal score’.

Due to detailed domain knowledge and the inherent difficult task of
automated perception, it is difficult to extract concepts for pseudo
information objects automatically. A solution is to use manual labelling the
concept extraction process. When the labelling concept vocabulary is rather
small and pre-determined, e.g., ‘ball’, ‘player’, ‘goal area’, the problem of
differences in intra-human interpretation is very small.

However, to attach a concept to each (pseudo) information objects
requires a huge amount of human resources, even for a small size soccer
coverage. Therefore, there is a clear need to reduce the amount of human
labelling, e.g. by labelling only key pseudo objects within key frames. We view a
key frame in the soccer VRS as a frame where an important event change
occurs, e.g. ‘the player receives the ball’, ‘the player shoots the ball’, ‘the
ball crosses the line’, ‘the ball enters the goal area’, etc. Within the key-
frames, only the key pseudo information objects, the objects that are
important in the event change, need to be labelled27. One could argue that
the labelling of key frames by humans simulates part of the knowledge
which is available within (semi-)automated systems. This means that this
sophisticated labelling can be used to simulate (semi)-automated systems.
However, as argued before, to satisfy the MMM project objective that the
prototype should give a reliable impression of the capabilities of automated
systems, humans should also simulate the algorithms’ mistakes. This means
that also non-key frames and non-key pseudo information objects should
be labelled. More generally, one should be aware that the amount of what
can be inferred depends on the amount of objects that are labelled and the
precision of concepts. Put differently, the quality of the human labelling
directly influences the search quality of the system.

As concept inference is not at all trivial, we chose to use a pragmatic
approach for this and use reasoning with uncertainty. As with the feature
extraction algorithms, the MMM project was not defined to extend theories
of any kind, so we made pragmatic assumptions about the multimedia data.
We describe a pragmatic way to combine evidences, and illustrate the usage
of knowledge rules in concept aggregation through an example in Section
4.2.8.

The fact that only a limited number of objects and frames are labelled
does not imply that concept aggregation mechanism, e.g. as used in an fully
automated system, cannot be used. For example, determining the player
that scored the goal requires back tracing of the player who last touched the
ball, e.g. searching for the last spatio-temporal overlap of ‘ball’ pseudo

                                                       
27 This should be done for each shot, because we have to deal with summaries, which means
that a shot break may also involve a discontinuity of time.
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information object and ‘player’ pseudo information object. Using the
labelling of key frames makes the back tracing even easier, because only a
limited number of frames need to be checked, provided that key frames
capture all moments of change of ball possession.

4.2.8 Example

We illustrate the usage of knowledge rules in concept aggregation by
focusing on the query ‘ show all corners that lead to a goal’. This query can
be formulated in SQL-like expressions in terms of high level properties:

SELECT <an information object type/property> FROM <an information object
type> WHERE <a criterion in terms of concepts> ORDERED BY <measure of
belief>.

Applying this to our example query results in:

SELECT <scene> FROM <TV-coverage> WHERE <scene.‘Approved_Goal’ AND
shot.‘Corner_Event’> ORDERED BY < Function (↔Approved_Goal, ↔Corner_Event)>

‘Approved_Goal’ is a concept applicable to some scenes, ‘Corner_Event’
applies to some shots. So in the scenes wanted in this query a goal is
approved and a shot is contained where a corner event is detected. Both
concepts will be traced back to their origin. We start with the concept
‘Approved_Goal’ and we start top-down, thus with the knowledge rule that
is directly responsible for the inference of this concept.

Before we continue with the example, we first discuss how we combine
multiple evidences to obtain the belief value.

Combining evidence

A justified method to deal with uncertainty is proability theory. However,
this approach may not be suitable for applications as it requires many
statsitical data that may not be available in real situations, and the
computations need to be conducted in total. Hence, other methods have
been introduced, including certainty factors, Bayesian belief networks,
Dempster Shafer, and a lot of other variants.We discuss these below.

The rule based systems [BuSh84] include certainty factors to deal with
uncertainty as a property of a single knowledge item. If multiple knowledge
rules adding to the inference of a knowledge item are at work, the belief in
the knowledge item will be the combination of the belief in it due to each
of the knowledge rules. In rule based systems there is also room for disbelief
for a knowledge item, that is, belief in the contrary of that knowledge item.
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Particular rule based systems have been proven useful [YFB+79], although
theorists have many criticisms:
– it matters in which order knowledge rules are evaluated, when in fact it

should not [Adam84], [Heck86]
– the semantics of ‘belief’ and ‘disbelief’ are unclear
– because causal and explicatory rules co-occur, transitivity of rules can

give problems like knowing that the sprinkler is on leading to the
conclusion that it’s raining [KrCl93, p.63].

In Bayesian belief networks [LaSp88], [Pear90] all knowledge is expressed
in terms of causal rules, e.g. a disease leading to such and such symptoms
with a certain belief (=subjective probability). With Bayes’ rule at hand
(P[A|B] = P[B|A]P[A]/P[B]), belief about both causes and evidence can be
computed given input knowledge of some kind. Bayesian belief networks
depend on a closed world assumption: the belief functions of a knowledge
item and its negation add to 1, when in fact there may be ignorance
[Smit89]. Criticisms to Bayesian belief networks are:
– many different probability estimations are required (cf. P[A|B] needing

P[B|A], P[A] and P[B]), many of which cannot reasonably be known, so
that the mathematical correctness is only theoretical [WiEd88].

– there is no room for non probabilistic uncertainty, e.g. contradiction:
for any peculiar combination of observable probabilities have to be
elicited explicitly.

– algorithms to propagate belief values can be slow, depending on the
dependence structure [Coop90].

Dempster-Shafer theory [Shaf78] is a set theoretical approach. Instead of
weighing the pros and cons of one assumption, sets of assumptions are
maintained. For a single assumption there is not much fundamental
difference between using knowledge rules or using Dempster-Shafer theory.
Also in Dempster-Shafer-theory the notion of ignorance is supported.
Comparable with belief and disbelief, there is belief and plausibility.
Plausibility is the absence of disbelief. So initially belief is low and
plausibility is high, and they may converge but ?A P(A) ∫ b(A).
The main criticisms against Dempster-Shafer theory:
– Dempster-Shafer-theory has with Bayesian belief theory in common that

the assumed world is closed. That there is nothing between an
hypothesis A, and its negation complement A [Zade84]. This leads to
discontinuous behaviour close to a total conflict as the only possible
alternative gets unreasonably much weight in a closed world assumption
[Clar88].

– there is no belief propagation opposite to the directions of the
knowledge rules [KrCl93, p.101]
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– algorithms to compute belief can be slow, depending on the number of
evidences combined [Orpo90].

The judgement of a particluar approach depends on the underlying
assumptions of the application and it’s partical value. From a mathematical
point of view only probability theory, and thus also Baysian Networks, is
acceptable as other approaches lack a semantics or are inconsistent. This
does not imply that the other approaches are not usefull in some situations,
e.g. certainty factors in MYCIN [YBF+79]. For determining the applicability
of the ADMIRE framework for the soccer video retrieval sercvice, the choice
for a particular approach for automatic inference is of minor importance to
the existance of an approach.

The approach we adopted in the MMM project is closest to the knowlegde
rule approach, while using bunches of evidence (i.e. sets of pieces of
evidence) rather than recomputing the belief in a knowlegde item time after
time. Our approach of combining evidence is comparable with DS-theory,
but that we leave an open world assumption and do not renormalise belief
values. With Bayesian belief networks our approach has in common that
only one kind of dependences exists, namely dependences of aggregation: A
� B, where A is a feature and in this way partial evidence for B, so that
knowledge rules of the kind ‘if the sprinkler is on, the grass will become
wet’ are not formulated (the wetness of the grass is something to be
observed, not to be inferred). We emphasize that our approach is pragmatic
allowing easy integration in the case study. Experience with this approach
will show its usability.

To construct concepts from features or from other concepts, we have to
describe uncertainty: some phenomena may not be what they seem. Yet we
want to know the quality of our concepts, i.e., the certainty about what the
data appears to contain. As a basic building block we adopt knowledge rules
of the kind P[c|e]=p, i.e., the belief that the concept c applies, given
evidence e is ↔, where 0  ↔  1. When in an information object the
criterion e is met, the triple �c, e, ↔� is added to the ‘bunch’ of evidence, i.e.,
the set of instantiated knowledge rules, e.g. ≡�c, e, ↔�… when �c, e, ↔� is the
first piece of evidence. When criterion e is met multiple times (e.g., in a
composite information object’s subordinated information objects), it will
count only once. But when different criteria are met for the same concept c,
the bunch of evidence for concept c increases.

For pragmatic reasons we assume that in multimedia information,
different pieces of evidence obtained from different media are considered
to be independent. Evidence for this hypothesis can be gathered from a
practical multimedia situation, a television: there is sound and video. Both
sources give a report of a real or virtual event being broadcasted. Neither is
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the sound a function of the video or the other way around. However, as
they refer to the same underlying event, they are strictly speaking not
independent but correlated. Due to pragmatic reasons, we consider
evidence for a concept from different media to add up synergetically.

Suppose that concept c has a priori belief ↔0, and that there would be n
independent pieces of evidence, B={�c, e1, ↔1�,…, �c, ek, ↔n�…Ι then the
belief in concept c given bunch of evidence B would be:

P[c|B] = 1 - (1- ↔0)
1-n µ i=1,..,n (1 - ↔i)

The a priori correction factor is necessary because it is implicitly included
in each of the ↔i’s. For example, suppose that the a priori belief for an
arbitrary video shot information objects for ‘goal score’ is 0.02, combing the
independent assumed evidences �‘goal score’, ball in goal area, 0.5�, �‘goal
score’, enthusiastic sound, 0.3� results in �‘goal score’, 1-(1-0.5)(1-0.3)/(1-
0.02) = 0.64�.

Multimedia information also contains evidence that can not considered to
be independent, e.g. a particular player that appears in consecutive video
frames. These consecutive evidences do not lead to higher evidence per se.
It is even statistically incorrect to base your findings on the strongest
evidence available, because the strength of evidence is only known a
posteriori (knowing the result), whereas taking into account of multiple
pieces of evidence requires a priori selection of evidence (before knowing
the result). If pieces of evidence for a concept are considered not to be
independent, the joint conditional belief values must be known e.g., �c, em, .
�, …, �c, en, . � being reduced to �c, {em,…, en …, P[c |em,…, en]�. When
these conditional beliefs are not available, pragmatic combination rules can
be used.

There are many different ways to (pragmatically) combine dependent
beliefs, e.g. averaging (↔ = 1/n πi=1,..,n ↔i), maximising (↔ = Minimum i=1,..,n
↔i), minimising (↔ = Maximum i=1,..,n ↔i), etc. The applicability of these rules
depend on the context. In video material the time and place and duration
of evidence together with its (running) average will be a useful measure. For
example, averaging the evidence of successive related pseudo frame objects
e.g. �‘ball’, texture, 0.5� and �‘ball’, texture, 0.6� results in �’ball’, 0.55� for
the related pseudo video shot object. A typical example of using the
maximum is for recognising the player number in a pseudo video shot, as
discussed in Chapter 3. Averaging the player number of the individual
corresponding pseudo frame objects is likely to produce worse certainty
results as the number may not or only partially be visible. The maximum
aggregation uses the best recognisable (most certain) player number(s) of a
single pseudo frame.
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As there is no clearly defined underlying semantic to these rules,
experiments should prove if these produce useful results, i.e. determine
whether the ordering of concepts to its computed belief value corresponds
with what would be expected if the conditional beliefs would be available.

Dependency during bottom-up aggregation between the evidences should
be carefully monitored. The dependencies, illustrated in Figure 4.5, should
be avoided when applying the evidence combination rules. For example,
when combining �‘c1’, f1, ↔i� and �‘c1’, f1 	 f2, ↔j� then the contribution of
feature f1 would be overestimated, or when combining �‘c1’, ‘c2’, ↔i� and �c2’,
‘c1’, ↔j� circularity is introduced. Forms of dependence between criteria can
be avoided by choosing the knowledge rules with care. We use feature and
concept information only in a bottom-up fashion. For example, a concept
of an information object can be inferred on the basis of concepts of its sub-
information objects, but not on the basis of concepts of its containing super
information objects. Because of this strictness, a sequence of inferred
concepts cannot be dependent on itself across different information
objects. Circular or mutual dependencies between concepts within a single
information object are easily avoided by checking the knowledge rules
operating on that information object.

f 1

c1

f 2

c2c1

f 1

c1

c2 c3

f1

c1 c2

= AND, OR operator

As the combination of evidence is a bottom-up approach, the uncertainty of
premise concepts should be evaluated before the knowledge rule is applied to
compute the uncertainty of new constructed concept.

Example continued

We use the following notation for a knowledge rule: �concept to be inferred
for a particular information object, evidence obtained from information
object(s), belief measure�. To aggregate the concept ‘Approved_Goal’ for
scene-x to we encounter the following rule:

– �scene-x.‘Approved_Goal’, scene-x.shot-y1.‘Real_Goal_Event’,
↔Real_Goal_Event�

28, where ↔Real_Goal_Event the belief is that a real goal event

                                                       
28 ↔ denotes the belief measure; ‘abc’ denotes concept ‘abc’; x.‘abc’ denotes concept ‘abc’ of
object x; and ‘abc’(x) denotes concept ‘abc’ obtained from sub-object(s).

Figure 4.5
Dependencies between
the evidence rules that
should be avoided.
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detected in shot-y (contained in scene-x) will be approved (i.e., not be
rejected).

The usage of additional evidence from shots, indicating the occurrence of
an approved goal in the scene as listed below (and visualised in Figure 4.6),
influences the belief of the inferred concept ‘Approved_Goal’ for the scene.

 approved goal

temporal before

scene

real goal event real goal eventreplay

cheering cluster

cheering public

approved text goal

close-up

concept &  feature
aggregation

relation
extraction

legend

shot

– �scene-x.‘Approved_Goal’, scene-x.shot-y2.‘Replay’ AND (scene-
x.shot-y2 TEMPORAL AFTER scene-x.shot-y1), ↔Replay�, where ↔Replay
the belief is that the event is replayed because it is an approved goal.

– �scene-x.‘Approved_Goal’, scene-x.shot-y3.‘Close-Up’ AND (scene-
x.shot-y3 TEMPORAL AFTER scene-x.shot-y1), ↔Close-Up�, where ↔Close-

Up the belief is that there are close-ups because it is an approved goal.

– �scene-x.‘Approved_Goal’, scene-x.shot-y4.‘Cheering_Cluster’ AND
(scene-x.shot-y4 TEMPORAL AFTER scene-x.shot-y1), ↔Cheering_Cluster�,
where ↔Cheering_Cluster the belief is that the cluster is cheering because of
an approved goal.

– �scene-x.‘Approved_Goal’, scene-x.shot-y5.‘Cheering_Public’ AND
(scene-x.shot-y5 TEMPORAL AFTER scene-x.shot-y1), ↔Cheering_Public�,
where ↔Cheering_Public the belief is that the public is cheering because of an
approved goal.

– �scene-x.‘Approved_Goal’, scene-x.shot-y6.‘Approved_Text_Goal’
AND (scene-x.shot-y6 TEMPORAL AFTER scene-x.shot-y1),

Figure 4.6 Schema of
the inference of the
concept
‘Approved_Goal’
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↔Approved_Text_Goal�, where ↔Approved_Text_Goal the belief is that the goal score is
approved when the text says so.

The inference with a sufficient belief value of the concept ‘Approved_Goal’
depends on the inference of other concepts, like the ‘Real_Goal_Event’ or
‘Approved_Text_Goal’29. Here we follow the inference of the concept
‘Real_Goal_Event’. It is a concept of shots. The following knowledge (using
a shorthand notation) describes the necessary conditions for a real goal
event:

– �shot-y.‘Real_Goal_Event’, {shot-y.video shot-p.‘Real_Goal_
Opportunity’, shot-y.audio track-q.‘Public_Real_Goal_Cheering’}
AND shot-y.video shot-p TEMPORAL WITHIN THRESHOLD
AFTER shot-y.audio track-q, ↔Real_Goal_Event �, where ↔Real_Goal_Event = 1-
(1-↔Real_Goal_Opportunity)(1-↔Public_Real_Goal_Cheering) �

In this knowledge rule two phenomena, namely a ‘Real_Goal_Event’ and a
‘Public_Real_Goal_Cheering’ are possible pieces of evidence. If they occur
together, the latter must follow after the first within a certain time, e.g. a
few seconds. Depending on the implementation, the temporal condition is
tested using explicit or implicit temporal relationships between the objects.
Each claim makes sense in a different information object (a different
medium). ‘Real_Goal_Opportunity’ is a concept inferred in a video shot
and ‘Public_Real_Goal_Cheering’ is inferred in an audio track. We follow
the ‘Real_Goal_Opportunity’ concept:

– �video shot-p.‘Real_Goal_Opportunity’, pseudo video shot-x.‘Ball’
AND pseudo video shot-y.‘Goal_Area’ AND SPATIO TEMPORAL
OVERLAP DURATION (pseudo video shot-x, pseudo video shot-y)
Threshold, ↔Real_Goal_Opportunity �, where ↔Real_Goal_Opportunity = 1-(1-↔Ball)(1-
↔Goal_Area).

So there are two concepts necessary for a ‘Real_Goal_Opportunity’ to be
inferred, the ‘Ball’, and the ‘Goal_Area’, and they are concepts associated to
pseudo video shot objects and hence to the video shot itself. One necessary
condition is that the associated pseudo video shot objects share the same
spatial position over a certain minimal period of time, illustrated in Figure
4.7 in case of implicit spatio-temporal relationships. So a ball passing by

                                                       
29 Although currently not used it in the prototype, counter evidence for an approved goal
can also be used, e.g. ��‘Approved_Goal(x)’, x7.‘Rejected_Text_Goal(x7)’, x7 after x1, ↔7�

where ↔7 will be typically 100%. I.e., a rejected goal is never approved. Presence of a shot
object x7 with concept ‘Rejected_Text_Goal(x7)’ would set the belief value for the
‘Approved_Goal’ event to 0.
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quickly does not make the system infer a ‘Real_Goal_Event’. We start with
the concept ‘ball’.

space

object y

object x

overlap duration

time

At pseudo frame level the concept ‘ball’ can be identified using shape,
colour histogram and texture features as evidence:

– �pseudo frame-x.‘Ball’, {pseudo frame-x.Ball_ColourHistogram,
pseudo frame-x.Ball_Texture, pseudo frame-x.Ball_Shape}, ↔Ball �,
where ↔Ball = 1-(1-↔Ball_CoulourHistogram)(1-↔Ball_Texture)(1-↔Ball_Shape ) and
↔Ball_CoulourHistogram, ↔Ball_Texture, and ↔Ball_Shape depend on respectively
colourhistogram, texture, and shape similarities.

The uncertainties are not always that easily available in literature. For
instance, will we be able to set ↔ in �‘ball’, roundness >0.8, ↔ �? The
approach in the MMM project is to empirically estimate these probabilities
using a test set. Suppose that we start with manual labelling of objects that
we would identify as balls. From this set of samples, the feature similarity
threshold can be computed given a predefined recall percentage. E.g. 95%
of the objects labelled have a roundness >0.8, so the feature threshold is
estimated. Given this, the precision can be computed: the fraction of ‘balls’
among all objects satisfying the roundness threshold (> 0.8). This will give
an estimate of the precision say 65%. This precision estimate will be the
value of ↔ .

If a pseudo video frame object has a colour histogram, texture or shape
that is similar (exceeding a similarity threshold) to that of a ball, this is
evidence that this object is a ball. As these three pieces of evidence are
rather independent: i.e., each of these features similarities can occur
without the other feature similarities, the joint occurrence of all three
feature similarities is even stronger evidence for the pseudo frame object
that it is a ball.

However, shape, texture, and colour are all features that may be
disturbed by peculiarities in individual video frames, e.g. occlusion by other
objects or by the picture borders may alter the shape, self occlusion and
occlusion by other objects may change the apparent texture and reflections

Figure 4.7 A space-
temporal diagram where
objects x and y overlap
for a certain period of
time, the overlap
duration.
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by other objects, and the position of light sources may alter the colour of an
object.

So when a pseudo video shot object is to be identified, mere aggregation
of the concepts associated to its pseudo video frame objects is possible, but
not optimal in the case of the concept ‘ball’. For a better discrimination
between objects on the basis of feature values, feature aggregation can be
applied. When the associated pseudo video frame objects are averaged, the
real object shape starts to reappear and confusion with other objects will be
less. Hence, the analysis of the roundness of the averaged object will give
more certainty that the object is a ball.

So features of interest, the shape, texture, and colour of its pseudo
frame information objects are averaged so that similarities between these
averages and the ball characteristics can taken as evidence for the pseudo
object to be a ball.

– �pseudo video shot-x ‘Ball’, { pseudo video shot-
x.υBall_ColourHistogram, pseudo video shot-x.υBall_Texture,
pseudo video shot-x.υBall_Shape}, ↔Ball�

30, where ↔Ball = 1-(1-
↔Ball_CoulourHistogram)(1-↔Ball_Texture)(1-↔Ball_Shape ) and ↔Ball_CoulourHistogram,
↔Ball_Texture, and ↔Ball_Shape depend on respectively averaged
colourhistogram, texture, and shape similarities.

When the pseudo video shot information is identified, additional features
can be extracted, i.e. motion features. These are relative motion features
because the camera moves too. When absolute motion features are
required, camera movement should be detected as well, e.g. as done in
[GSC+95]. Object motion can often be told from camera motion (pan,
tilt, roll, zoom), after identification of some fixed points, e.g. spots on the
soccer field. In the soccer VRS the field, the lines, and spots painted on the
field, the goal, the flags, and the bill boards are examples of objects that do
not move by translation31. As the field is a flat plane, we only need a few of
such pseudo video shot objects to be visible to reconstruct the amount of
visual motion that can actually be attributed to the camera motion
[BeBr94]. The residual visual motion after subtraction of the camera
motion component is the wanted object motion. At the video shot level,
when motion can be analysed, additional evidence can be gathered for
objects because of their motion pattern. If an object moves fast, this is
evidence that the object is a ball:

                                                       
30 .υ denotes averaging the feature value of its sub-information objects (here the pseudo
frame objects) before determining feature similarity.
31 only by some physical deformation (like the texture of the flag, and the flexibility of the
flag stick) or by pattern change (like dynamic bill boards).
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– �‘Ball’, ‘Motion:‘Fast_Moving’, ↔Ball�
32

The motion concept ‘Fast_Moving’ is assumed to have been inferred for the
pseudo video shot object-x. This concept can be inferred using:

– �pseudo video shot-x.Motion:‘Fast_Moving’, pseudo video shot-
x.Absolute_Motion > threshold, ↔Fast_Moving�

33

Here we apply the maximum () operator in the feature aggregation. When
the Absloute_Motion feature34 surpasses a certain threshold motion level,
that is evidence that the object is a fast moving object. So it does not have
to move fast all the time to be characterised as a fast moving object.

With the motion feature as evidence for a video shot pseudo object to
be a ball, we need to determine a goal area to determine a
Real_Goal_Opportunity, see Figure 4.8.

 real goal opportunity

spatio -temporal overlap

pseudo video shot

pseudo frame

still
goal area

video shot

fast
moving

ball

goal
area

goal
area

concept &
feature
aggregation

relation
extraction

concept
aggregation

feature
aggregation

legend

goal
area

Similar thorough evidence can be gathered that another object is a ‘goal
area’. At the video frame level characteristics for a goal area are its net
texture and its shape.

– �‘Goal_Area’, {Goal_Area_Texture, Goal_Area_Shape}, ↔Goal_Area �
35 ,

where ↔Goal_Area =1-(1-↔Goal_Area_Texture)(1-↔Goal_Areal_Shape )

                                                       
32 pqr:‘abc’ denotes concept type pqr with vale ‘abc’
33 . denotes the maximum feature value of its sub-information objects (here the pseudo
frame objects) before determining feature similarity.
34 The Absolute_Motion feature consists of a list of motion vectors, describing the real
motion of pseudo frame object between consecutive video frames, i.e. the motion that is not
accounted for by camera motion.
35 .υ denotes averaging the feature value of its sub-information objects (here the pseudo
frame objects) before determining feature similarity.

Figure 4.8 Schema of
the inference of the
concept ‘Real_Goal_
Opportunity’
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Unlike for the ball shape, the goal area shape is differs depending on the
viewpoints, see Figure 4.9. It would be reasonable to match similarity of a
pseudo frame object’s shape with several sample goal area shapes.

front/behind-2d side-2d side 3-d

Again for a pseudo video shot object, properties of its pseudo video frame
objects could be aggregated. As goal area shape may differ very much,
concept aggregation is preferred over feature aggregation for the
‘Goal_Area’ concept:

– �pseudo-video-shot-x.‘Goal_Area’, pseudo-video-shot-x
.�‘Goal_Area’, ↔Goal_Area�

36 ,where ↔Goal_Area= 1/n πi=1,..,n pseudo frame
i.↔ Goal_Area.

At the video shot level the assertion that a pseudo object does not move is
evidence for that object to be the goal area. The motion concept ‘Still’ is
extracted for a video shot’s pseudo object if its object motion is as good as
absent (i.e. a maximum value < ⁄).

– �‘Goal_Area’, Motion:‘Still’, ↔Goal_Area �

– �pseudo video shot-x.‘Motion:‘Still’, pseudo video shot-
x.Absolute_Motion < ⁄, ↔ Still �

With enough evidence at hand that two pseudo video shot objects, e.g. x
and y, are respectively a ball and a goal area, and with evidence that both
object overlap for a certain period of time, the ‘Real_Goal_Opportunity’
concept can thus be inferred for a video shot information object.

The inference of the ‘Corner_Area’ concept has the same ingredients as
the inference of the ‘Goal_Area’ concept: A corner area is characterised by
its texture and shape (including a corner flag). At the pseudo video shot
level these shapes and textures cannot be averaged over different frames, so
the concepts inferred at the video frame level are aggregated. Finally at the
video shot level, it is asserted that the corner area is a non-moving object.

                                                       
36 .� denotes concept aggregation of sub information objects, here the pseudo frame
information objects.

Figure 4.9 goal area
shape from different
viewpoints
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4.2.9 Implementation

The implementation forms a validation of the information modelling
approach described in the previous sections. In addition, it serves as a
means to assess the quality of generally available tools and algorithms for the
manipulation of video data. For a detailed discussion of the implementation
aspects we refer to [WVP+98, HHJ+97].

The soccer VRS is implemented as a client-server application using the
Informix Universal Server (IUS), an object-relational database management
system. This database was selected based on requirements study [BaVe96].
The Universal Server is extended with a number of software libraries called
datablades that provide data storage and management functionality. The
soccer VRS uses datablades for video (Informix), image (Excalibur), audio
(Musclefish) and text (Excalibur). The ADMIRE information model perfectly
maps upon an object-oriented data model. However, the object-relational
IUS lacks true object-oriented characteristics such as inheritance and
encapsulation. It therefore forced us to implement all data types in a
relational table format.

Previous approaches for content-based information retrieval focused on
manual attachment or automated property extraction and identification of
information objects. In the soccer VRS prototype we use a combination of
these. Since multimedia information extraction involve technologies from
various disciplines (e.g. image process, pattern recognition, artificial
intelligence, neural networks) and most of these technologies are
continuously changing and improving, we need an approach that can easily
adapt to the future needs. We use human resources to ‘simulate’ existing
(currently unavailable) or future algorithms, introducing restrictions to a
subset of key frames and requiring human labelling as error prone as the
algorithms. This approach supports the simulation of future capabilities,
e.g. when new algorithms become available.

The level of automation that can be achieved with currently available
feature extraction technology in a real-world application is still very basic.
The datablades offer basic feature extraction algorithms and limited object
detection algorithms, like the detection of shot breaks, see as illustrated in
Figure 4.10. Additional feature and concepts annotation is done manually
using the annotation module. The feature and concept annotations are used
for comparison and inferring to support retrieval. The detection and
tracking of pseudo frame information objects, e.g. the tracking of players
and the ball, as illustrated in Figure 4.11.
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Figure 4.10 User
interface of the soccer
VRS annotation tool. The
lower right hand side
shows the colour
histogram of the current
frame.

Figure 4.11 User
interface of the soccer
VRS object tracker
module.
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Through speech alignment software words are recognised within the audio
track and temporally related to the video frames, see Figure 4.12. Via
supervised learning the AIR DataBlade was trained to map audio features
(duration, pitch, tone, and loudness) to exciting moments.

The user interacts with the database via the query module, see Figure 4.13
for a screen dump that visualises the outcome of search for exciting soccer
moments.

Figure 4.12 User
interface of the soccer
VRS audio track module.
The lower left window
shows the speech
alignment within the
audio track

Figure 4.13 User
interface of the soccer
VRS query module.
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In the current prototype automatic inference has not fully been
implemented. Examples of implemented concept inference are ball
position, team of a player, etc. At the moment missing algorithms are
replaced by manual annotation. Improving the inference in the soccer VRS
prototype is one of the major topics were KPN is currently working on.

4.3 Conclusion

The soccer VRS case shows that the ADMIRE approach is indeed adequate to
support the conceptualisation, design, and construction of complex
multimedia applications. In practice, building a video retrieval service must
cope with issues like for example scaling to high volumes. Will it still be
possible to search efficiently in large multimedia collection following the
ADMIRE approach? What about the role of domain knowledge? Is it always
necessary to have deep domain knowledge of the collection context to
design one? Studies of reusability would give insight in this matter, i.e.,
identifying generic and specific implementation modules. An important
issue is the investigation of how information from different media is to be
combined efficiently and effectively.

As far as the assessment of ADMIRE is concerned we conclude that
ADMIRE is a very useful framework for structuring the overall representation
of audio visual information. Especially, the very explicit distinction between
feature level and concept level offers a strong modelling advantage. This
distinction also allowed us to make a clear cut between feature extraction
and concept extraction. Explicit concept modelling and inference allows
querying at the conceptual level. The latter is an important improvement
over existing approaches, which lack the notion of concept inference and as
a result only offer querying at the feature level (mostly by means of query-
by-example).

To use ADMIRE in the context of a specific application the framework
has to be populated by adequate representation formalisms at the data,
feature, and concept level. We provided a representation mechanism for
concept modelling and inference.

From our experiments with concept extraction, we conclude that fully
automated concept extraction and aggregation with an acceptable degree of
certainty for inferred concepts is limited to very specific and well-defined
concepts. In addition, we of course face the same problems as people
working on knowledge representation in general.

Actually only for simple features like colour histograms fully automated
annotation is feasible, however, for more complete features like shape or
object recognition the only feasible way is a human supervised annotation
process. At the concept level the situation is even worse, although concept
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inference can be of help for very simple concepts, also here human
supervision is indispensable.

From the cases, including the clinical assessment case of the Roessingh
discussed in Appendix A, we have gained field experience which is
recapitulated below. Modelling hierarchical structure was relatively
straightforward compared to defining features and concepts. For example,
in the clinical assessment case domain expertise is necessary to identify the
proper features to be extracted from measurement data and to infer the
proper concepts combining these features.

Combining multi-modal information is important. Uni-modal
information is frequently incomplete and sometimes error prone.
Combining different modalities may solve these problems. In the clinical
case we saw that EMG graph and motion information are both required for
generating analysis information of a patient.

Extensibility of the model is an advantage for supporting new forms of
content disclosure. For example extending the hierarchical model of the
VRS with tele-text information should be a straightforward operation.
Further, reuse of information for other purposes is supported. For
example, methods to recognise a player in a soccer game can be used for
volleyball games as well.

Answering queries is a top-down process where concepts are first
identified high in the hierarchy in combination with pruning mechanisms.
Whereas concepts and feature extraction is a bottom up processes. From
our experience it is advisable to infer concept higher-up in he hierarchy to
guarantee higher certainty.

We have shown that the ADMIRE framework is widely applicable and
satisfying the requirements posed in Section 3.1.1.





Chapter 5
5. Cost-effective retrieval strategy

In commercial information retrieval a trade-off exists between relevance,
cost, and time. In this chapter we present a cost-effective retrieval strategy
that is based on resource-limited metareasoning. Such a cost effective
retrieval strategy enables users to search for relevant information under
time and cost constraints. For putting this cost-effective retrieval strategy to
work, information providers have to specify estimates of search and retrieval
times in addition to contents and accounting information.

5.1 Introduction

Commercial usage of the Internet increases. It is therefore likely that
information providers will increasingly charge end-users for the information
they provide on such networks. As a result, the need will also arise for
information retrieval procedures that take such costs into account.
However, as discussed in Chapter 2, currently little support exists for such
cost-effective information retrieval in a networked environment. In this
chapter we present a retrieval strategy that enables a user to search for
relevant information given time and cost constraints, e.g. dealing with
information needs like

Retrieve the five most relevant images containing white monkeys and deliver the
results as fast as possible, but within 1 minute, for less than $3,-

In this thesis, we focus on the retrieval strategy. In our terminology, this
strategy is a functional entity that is responsible for handling the query that
makes decisions on which information providers are queried, and which
objects (if any) are being retrieved. In this chapter we present such a
strategy for resource-limited information retrieval. The work presented
here is also reported in [VEV+97]. We first discuss the context of our
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work in Section 5.2. Subsequently, we explain how our strategy in principle
works (Section 5.3) and discuss possible extensions to the strategy in
Section 5.4. In the next chapter we show how the strategy can be applied
on an ADMIRE-based information model that is generated from a real world
web-based environment.

5.2 Basic issues

Before we present the strategy, we deal with basic issues that clarify the
working of the strategy. We first discuss in Section 5.2.1 the general ideas
behind rational metareasoning approach for action selection. Next we
outline the different time and cost aspects in Section 5.2.2 and show how
these aspects are included in a query in Section 5.2.3. In Section 5.2.4 we
present the mapping of information environment into a search action
graph. We end in Section 5.2.5 with a discussion of the applicability of
existing algorithms for our search problem.

5.2.1 Approach for action selection

Determining what actions to choose when limited resources are available
has been tackled in the areas of artificial intelligence as part of a more
general problem of a system acting rationally: do the ‘right thing’ given its
view of the (partially known) environment and its intended goal. The right
thing to do, the rational decision, depends on the relative importance of
various goals and the likelihood that they will be achieved. One way to act
intelligently is to think about what to do. However, the difficulty of most
decision problems make it necessary to think intelligently as well. One way
to think intelligently is to think about what to think. Thinking rationally, do
the right thinking, is a key element of rational metareasoning.

Our strategy is inspired by Russell and Wefald’s metareasoning decision
theory [RuWe91]. A decision theory combines utility theory and
probability theory to describe what should be done. Probability theory
describes what the decision maker should believe on the basis of evidence.
Utility theory [NeMo44], on the other hand, describes a ‘degree of
usefulness’ for a particular state. A fundamental idea of rational decision
theory is that a decision maker is rational if and only if it chooses the action
that yields the highest expected utility, averaged over all possible outcomes
of the action. The principle of maximising the expected utility taking into
account the deliberation cost has been proposed by [Good71].

Closely related is information value theory, a special kind of sequential
decision making in which information is gathered intelligently before
acting, that was introduced by [Howa66]. The value of information is
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defined in terms of the expected improvement in utility of the best action
to be taken compared to the utility of the current best action (thus without
the additional information). Information has thus only value to the extent
that it is likely to cause a change of plan, and to the extent that the new plan
will be significantly better than the old plan. The idea is to gather (the best)
additional information until its value is negative, then execute the best
action.

In Figure 5.1 we have visualised the ideas behind action selection. The
ideal line in the figure indicates the decision quality of the best possible
action when computed instantaneously with an ideal programme. The
optimising line in the figure reflects the use of a full theoretical (off-line)
decision mechanism, like linear programming that reaches the ideal
decision quality after a considerable amount of time. The current-optimal line
in the figure refers to a decision mechanism that increases the decision
quality when the time progresses, e.g. as can be obtained from anytime
algorithms [Dean87]. The current-optimal - time cost line in the figure reflect
a decision mechanism that takes the spent cost, like deliberation time, into
account. At a certain point the deliberation should stop and an action
should be carried out.

decision
quality

time

 current optimal

 ideal

 current optimal - cost
 optimising

cost

For cost-effective network-based information retrieval we need an
approach that selects the right action (searching versus retrieving) given its
partial view of the environment under time and money constraints. As the
user specified the total cost, the strategy needs to decide how much budget
should be spent on searching and how much on retrieving. Before actually
spending time (and money), an estimate of the most useful action should be
made, e.g. taking the probability of finding relevant information and the
expected cost into account.

In [RuWe91] gathering of additional information is seen as internal
actions (or computations), while the ‘external actions’ are actions that are
carried out in the environment in which the decision maker is operating. In
our strategy, we consider searching for information as internal actions, and

Figure 5.1 Simplified
illustration of ideal,
optimising and current
optimal action selection
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as external actions the retrieval of particular information objects. The
expected utility of actions is based on the provider-estimated information
for the (query dependent) relevance and involved cost of the actions. As
executing an action costs time (and money) these estimates need to be
available prior to the execution of the best action. While the search
proceeds, the system explores unknown parts of the information
environment and updates its view accordingly. When relevant information
has been found, the system must decide whether to retrieve it or continue
searching trying to find ‘better’ information (e.g. more relevant or cheaper
to retrieve).

Our approach differs from [RuWe91] in the sense that retrieval actions
can only be executed after a search action has been completed. This means
that search actions are not only seen as ‘computations’ that increase the
utility of a retrieval action but need to be executed before a retrieval action
can be performed.

5.2.2 Cost aspects

The search and retrieval cost in a real information environment are
comprised of multiple cost aspects, see Figure 5.2. Although a retrieval
strategy ultimately needs to handle all these cost aspects individually, we
aggregated them into two categories of costs: search cost and retrieval cost.
Search cost are all cost that are spent when relevant information objects are
identified, given a user-specified query. The retrieval cost comprise all costs
induced by retrieving, transporting, and/or presenting the requested
properties from the selected (most useful) information objects to the user.

For the strategy to deal with cost, it not only requires input from the
user that should indicate any cost constraints and optimisations criteria via
the query (see Section 5.2.3) but assumes that the information providers
can provide information that is needed to estimate search and retrieval cost.
In Chapter 6 we elaborate on the relation between strategy, user, and
information repositories in detail. For now it is sufficient to know that the
strategy assumes that the following information can be provided:
– standard IR-information: the relevance of a particular object with

respect to certain query properties.
– structural information of related information objects: the included

formats and aggregated content descriptions of reachable information
objects.

– cost-information: what is the size of the information object (used for
time estimations) and what is the cost that the provider charges for the
information object, e.g. a fixed price per object.

– aggregated cost information, the cost of the information objects that can
be reached via the current information object.
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To get an idea of the aspects of Figure 5.2 that contribute to search and
retrieval cost, we briefly describe them below. In the next chapter, Chapter
6, we indicate which cost aspects are incorporated in our prototype.

The search cost consists of:
– Query transformation. The strategy may need to reformulate the query

during query processing, e.g. expand it with concepts. The cost involved
are query transformation cost.

– Information object access. The access cost depend on the type of the
information object and may also depend on the time of having access to
the information object. Even for the same connected time, the cost
might vary among multiple search sessions (e.g. depending on the time
of day, server utilisation, amount of information available). One should
be aware that for non-zero access cost, incremental searching, e.g.
searching property p1 and later property p2, is more expensive than
searching in a single step (p1 and p2).

– Information transmission. The cost associated to the transmission of the
query from strategy to the information repositories and of the search
results, like relevance score, and control information to the strategy
network are transport costs.

– Matching. The matching cost, are the cost of matching the properties of
the query with the properties of information objects. The cost typically
depend on the type, and amount of properties to be matched, as well as
the availability of property indexes and storage type.

– Decision. Besides the cost that can be allocated to the context of the
strategy, there may also be cost involved for the strategy itself. These
costs include decision costs the cost of making decisions which
information objects to search in greater detail.

Figure 5.2 Cost aspect
related to the context of
a retrieval strategy
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The retrieval cost covers:
– Information transmission. The network is used to access remote

repositories and retrieve information objects. Costs associated with the
network are the transport costs. This is an amount of time/money, that
depends on the current load of the network and the amount of data that
must be transported over the network.

– Request properties. These are the (additional37) associated cost (money
only) of the retrieval of the requested properties, e.g. the abstract
($0.1), title (free) etc., or the complete information objects, e.g. image
($1), video ($5) etc. It is up to the information provider to determine
the size of these cost.

– Format conversion. When the format of the retrieved information objects
may not be directly compatible with the platform of the user, they need
to be converted (e.g. GIF to JPEG). There may be costs associated to this
(at least in terms of time, but maybe also money if this is performed by a
third party or the originating database).

– Merging results. The merging cost are the cost of merging the results and
eliminating possible duplicates of individual searches in a global ranking.

5.2.3 Query

In our approach a user-specified query consists of different parts, viz. a
retrieval expression, a starting expression, a filter expression, a ranking
expression, and an optimising expression. Using an SQL like notation, this
can textually be expressed as follows:

SELECT retrieval expression
FROM starting expression
WHERE matching expression
WHILE filtering expression
ORDERED BY ranking expression
OPTIMISED BY optimising expression

– The retrieval expression states which properties of the filtered and ranked
information objects the user wants to retrieve (and or present), e.g. the
titles.

– The starting expression states the potential starting point(s) from where
the retrieval system should start searching.

– The matching expression specifies the matching criteria: (multiple)
properties and (internal) relationships of requesting information
objects, e.g. a coloured JPEG image of a shark and a seal.

                                                       
37 Additional to the transmission cost of the information.
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– The filtering expression specifies constraints that restrict the amount of
suitable potential information objects. These constraints may refer to
individual information objects, e.g. relevance > threshold, but also to the
search session, e.g. total money < m, total time < t, it may restrict the
amount of information objects to be retrieved, etc. The constraints
restrict the satisfactory ‘solution area’ for a search session, see Figure
5.3a.

a)

time
relevance > Rmin

relevance     b)

time

relevance

Similar to the area of real time databases, where queries need to be
processed within a given amount of time[HoOz93], the search time in a
retrieval system is unknown prior to the execution and can only be
estimated with a certain probabilistic confidence. A given time
constraint may be so small, or the query evaluation is too time
consuming that the probability of not being able to evaluate the query
within certain amount of time (called the risk of overspending
[OGD+95]) may be extremely high. Instead of using hard deadlines,
the user may indicate the strictness of the constraint via the risk of an
overspending parameter, e.g. 0 indicates that overspending is not
allowed.

– The ranking expression is used to determine the presentation order of
the information objects satisfying the filter expression. It may include
relevance and cost aspects. The filtering expression (e.g. relevance >
threshold) can be used as ranking expression when it is based on the
same properties (e.g. relevance).

– The optimising expression (or session utility function) specifies the
‘optimal’ selection of information objects that also satisfy the
constraints, see Figure 5.3b, where within the constrained area, a darker
colour represents a more useful solution.

The impact on the strategy lies mainly on the filter and the optimising
expressions. The other expressions are more or less transparent to the
strategy, in the sense they only influence the decision process indirectly. For

Figure 5.3 Visualisation
of a) multiple
constraints restricting
the session solution
(grey) area, b) extended
with a coloured
optimisation expression
(the darker the colour
the more useful the
solution)
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example the computation of the relevance score is external to the strategy,
only the results, i.e. the relevance score, is used by the strategy.

Users may not be good in specifying the expression that reflects their needs
appropriately, as can be observed from utility theory even when the
concepts ‘cost’ and ‘utility’ are clearly defined, as in playing roulette.
Nevertheless, users are capable of choosing between two alternatives. We
argue that, e.g., through multiple cycles of user interactions, where a user
needs to choose among presented alternatives, an optimisation expression
can be obtained. Even when the user has no idea about the expected cost in
relation to the quality of the results, the strategy should, as part of the
interaction, inform the user about the expected quality-cost relation given a
content-based query, as advocated by [GrLS93]. Hence, we assume that it
is possible that users construct an optimising expression that reflects their
preferences.

The cost aspects included in the filtering and optimising expression
reflect the total cost; they are not specified separately for retrieval cost and
search cost. As users may state different expressions, the retrieval strategy
should be capable dealing with any (user-defined) constraints and
optimising expression, including queries like:
– minimise total cost for the search and retrieval of a fixed number of

relevant information objects,
– maximise the amount of (the top most) relevant information objects

(for fixed costs) and
– maximise relevance-cost ratio within a maximum allowed time, i.e.

maximise the sum of individual relevance scores / the total spent cost.

Although the strategy needs to be capable to deal with any optimisation
expression, we discuss the strategy using typical optimisation expressions
that are also incorporated in the prototype (see Chapter 6). We assume that
users are able to specify their optimisation expression in terms of returned
results, spent time and money. When the optimisation expression includes
both time and money aspects they need to be combined. This requires a
form of normalisation or transformation, e.g. assign ‘monetary’ cost to
time, which is common in economics. For example the linear
combination38: Cost = weighttime • Time + weightmoney • Money. We refer to
[Well85] for a discussion of constructing multiple attribute utility
functions.

                                                       
38 One should be aware that the weights depend on the unit. Hence, the statement ‘time is
twice as important as cost’ may not be interpreted as weighttime = 2 • weightmoney, because no
units are specified.
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We end this section with an example. The information need ‘retrieve the
most relevant video fragments including all properties within the database
of a soccer match where Litmanen scores a goal for AJAX and deliver the
results as fast as possible but within 5 minutes and not exceeding $3,-’,
illustrated in Figure 5.4, may look like:

SELECT scene
WHERE match (properties: goal, soccer match, AJAX, Litmanen)
WHILE total spent time < 5 minutes AND total spent money  $3,- and

number of objects =1
ORDERED BY relevance
OPTIMISED BY (information object relevance / spent time).

time

relevance

money

100%

$3,-

5 min.

5.2.4 Mapping the information structure to search graph

The information environment in which the search strategy operates, can be
seen as a ‘virtual’ composite information object (see Chapter 3) containing
the available information objects. This environment can be represented by a
labelled directed graph where each node corresponds to an information
object and the labelled transitions represent relationships between the
objects, see Figure 5.5.

1

32 4

9875 6

environment

Figure 5.4 Visualisation
of a cost related query
including a time
constraint (< 5
minutes), a money
constraint (< 3$) and
the coloured objective
function: relevance /
time

Figure 5.5 Information
environment represented
as a composite
information object with
an internally labelled
directed graph structure
of the available
information objects
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For a large heterogeneous and dynamic environment it is unlikely that the
retrieval strategy knows the complete structure when a new search session
is started. It is very likely that the strategy at the beginning of a search
session is not aware of the existence of all the available information objects,
e.g. information objects within a database.

However, before the strategy can search, it needs to know at least one
starting point, i.e. a (composite) information object, in the information
structure. Conducting a search action at this information object yields in
the discovery of more information about the contents and structure of this
(composite) information object, and, hence, on the information
environment. How the search is performed and what its results are depends
on the access mechanism of the information object. For example, searching
in a database may result in the discovery of all (relevant39) information
objects and their relationships, whereas searching in a information object
within a hypermedia structure may result in the discovery of a limited
number of linked information objects.

As the search proceeds, the strategy discovers more and more of the
information structure. When time and cost constraints are not taken into
account, the strategy may eventually discover the complete structure40.

In a heterogeneous environment, the search strategy has to deal with a
variety of different information objects and access mechanisms. In our
approach we assume that each information object provides facilities that
hide the information object specific aspects, like matching method,
indexing structure, etc. for the strategy. The strategy interacts with the
information objects via pre-defined functions, such as to compute the
relevance score for a query. Although, in general, these operations are
executed by the access mechanism to the information objects, e.g. by a
DBMS, or a WWW-server, we logically see them as the responsibility of each
information object.

Given the (partially known) information environment, a labelled directed a-
cyclic search graph can be constructed, where the nodes represent a
particular action ( a search or retrieval action that correspond with a
particular information object) and the labelled transitions reflect the
information needed to compute the query dependent utility of the referring
actions. The search graph reflects the decisions and performed actions of
the strategy. The graph will gradually expand as the search session proceeds,

                                                       
39 The result may depend on the type of search, e.g. a grade search returns the set of
information objects that match the filter expression, while a top search returns the n most
highly ranked information objects [ChGr96].
40 Under the assumption that the information environment does not change during a single
search session.
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see Figure 5.6, and will be different for each search session, e.g. due to a
different query, a different starting point, the dynamics of the environment
etc.
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5.2.5 Applicability of existing strategies

When considering the retrieval of relevant information objects as ‘goal
nodes’, standard graph search strategies might be used, especially the ones
capable of dealing with cost, such as A* [HaNR68], IDA* [Korf85] or D*
[Sten94]. They are, however, not suitable for cost-effective information
retrieval as are off-line search algorithms and have no imposed constraints
on the resources used during the search. They try to find the best (or any)
solution (or goal state) and use cost as a criterion to indicate the
‘usefulness’ of (the path to) the found solution. But they do not consider
the (time and money) resources spent during the explorative search to the
best (optimal) solution. Extending the criteria for these algorithms to stop
searching when it runs out of time or money, ignores the optimisation
expression between time, money, and object relevance specified in the
query. The same applies when other standard (heuristic) best first search
algorithms, e.g. see [Pear84].

There are, however, classes of algorithms that are capable to find the
best a solution under a time constraint, viz. anytime algorithms [Dean87]
and real time heuristic algorithms [Korf90]. Anytime algorithms try to find
the best complete solution under a time constraint, whereas real-time
heuristic search algorithms, like RTA*, and LRTA* [Korf90], try to find
the best next decision under a time constraint. Although these algorithms are
capable of dealing with time constraints, they do not consider the search
itself as part of the solution and thus do not include the search time spent
in valuing the solution. This means that the search session is not optimised
when the user formulated optimisation expression includes cost aspects.

In the next section we present a cost-effective strategy that is capable to
optimise the search session under given time and money constraints.

Figure 5.6 ‘Snapshots’
a) and b) of a possible
gradually expanding
search graph of the
corresponding
information structure of
Figure 5.5
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5.3 Cost-effective strategy

As argued in Section 5.2.3, the user can specify what optimising function
the strategy should use while satisfying the imposed constraints. For
example, he can ask the retrieval service to maximise the sum of the
relevance of the retrieved information objects at minimum cost. The closer
the results of the search session are to this ‘optimum’, the higher the utility
of the search session will be. It may be clear that when the search proceeds
the current session utility is likely to change, because cost, i.e. time, are
continuously being spent. This intuition forms the basis of our strategy. The
strategy is defined as follows:

1. Determine all possible new41 (search and retrieval) actions given the
query and put them in an action list.

2. Remove all actions from the action list that do not satisfy the time,
money, and relevance constraints.

3. When there are no actions left in the action list, terminate the search
session.

4. For each new action Ai42 in the action list, estimate43 its action utility
E[U(Ai)]44 given the available information.

5. Select the ‘best’ action A∼ from the action list, e.g. the action with the
highest estimated action utility.

6. Determine whether the execution of the selected action A∼ contributes
to a ‘better’ session utility U(A45). If E[U(A.A∼)]46 is higher than U(A)
then perform action A∼, else terminate the search session

7. Update the strategy’s view of the information environment, the time-
spent, money-spent, A, and compute U(A).

8. Go to 1.

Before discussing these steps in more detail in the subsequent sections, we
describe the computation of action utility as it is a central aspect in the
strategy.
                                                       
41 New actions have not been performed in this search session. This can be checked by
keeping track of all the performed actions.
42 Aj is action j. Aj can also be denoted as Sj if Aj is a search action and Rj if Aj is a retrieval
action.
43 As an action needs to be chosen before it is executed, estimates are used instead of actual
utilities.
44 E[U(Aj)] is the estimated utility of action Aj.
45 Let A denote a search session, e.g. a sequence of actions (A1;���; An), in which An is the last
executed action. The execution of action A∼ after A is denoted as A.A∼ and forms the new
A. U(A) is the session utility, U(A.Aj) is the session utility after executing action Aj.
46 E[U(A.Aj)] is the estimated session utility when action Aj will be executed.



COST-EFFECTIVE STRATEGY 121

5.3.1 Action utility

Remind that the strategy should optimise the search session according to
the user formulated optimisation expression, conform the OPTIMISED BY
clause of Section 5.2.3. The optimisation expression should be mapped
onto a corresponding session utility function in such a way that an increase
in session utility corresponds to a better search-outcome. From Section
5.2.3, we know that the session utility may be any function of the spent
time, spent money and the relevance of presented information objects.

The strategy should decide what the best action is to execute. As the
strategy should maximise the session utility function under the given
constraints, the best action would be the action that is expected to increase
the session utility the most. Thus choose action Ai so that E[U(A.Ai)] is
maximal. As the search proceeds the current session utility is likely to
change, because cost, (at least time), are continuously being spent. This
means that the estimation of the session utility E[U(A.Ai)] for all available
actions needs to be re-computed. Clearly this can be a time-consuming
process. What is preferred is an action selection criterion that does not
involve any recalculation as the search proceeds. This implies that this
criterion should be independent of the search history. We introduce the
notion of action utility as action selection criterion.

The session utility function can be used as a basis to determine the
utility of individual actions. However, the session utility function is based
on session parameters, like the total amount of spent money, total amount
of spent time and/or a function over the relevance of presented information
objects (e.g. sum, maximum, average), whereas the utility of a single action
will be based on that action only. This requires that the (parameters of the)
session utility function should be transformed to reflect the action’s
individual benefits and costs. For example, if the session utility function
∑

SESSION_UTILITY (sesssion benefit, session cost)= session benefit - session cost, the action
utility function would be ∑ACTION_UTILITY (action benefit, action cost)= action benefit -
action cost.

The action utility can be used as action selection criterion when the action
(Ai) with highest action utility (E[U(Ai)]) also results in the highest session
utility after execution the action (E[U(A.Ai)]).

It may be clear that if U(A.Ai) can be written as an additive function of
U(A) and U(Ai), like session benefit - session cost = π (action benefit - action
cost), U(Ai) can be used as a decision criteria as the contribution to the
session utility of executing the action is independent of the history of
previously executed actions.
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When the utility function is not commutative, it is dependent of the
action execution order. For example, when using an alternating sign for the
contribution of the next action, or a weight factor that decreases when the
number of executed action increases. The consequence is that session
utility function itself should be independent of the action execution order,
e.g. U(A1.A2) should be equal to U(A2.A1).

When the session utility cannot be defined in terms of action utilities,
the action utility can still be used as selection criterion when the session
utility parameters can be specified as a commutative function of the
corresponding action utility parameters, e.g. the total cost (session utility
parameter) can be written as a function (e.g. the sum, max. etc.) over the
action cost (action utility parameter). However, the usage of the action
utility as selection criterion should be dealt with care. The conditions
should be determined under which the highest action utility also results in
the highest session utility. We illustrate this in the box below.

The strategy has to deal with two types of actions, search actions and
retrieval actions. For both actions the same action utility function should be
used. However, when the session utility function defines the benefits in
terms of relevance of retrieved information objects, executing a search action
itself has no direct benefit. This would mean that U(Sj) = ∑ACTION_UTILITY (0,
Cost(Sj)). Only the retrieval of information objects has direct benefits in
terms of relevance. This means that the execution of a search action is only
useful when it is followed by a retrieval action. The utility of a search action
Sj followed by a retrieval action Rj is then:

U(Sj.Rj) = ∑ACTION_UTILITY (Relevance(Rj), Cost(Sj,Rj))47.

                                                       
47 If the function is defined as relevance – cost it is similar to the utility computation of
[RuWe91] , where the utility of an action (Ai) given a computation (Sj) is defined by
intrinsic action utility (UI(Ai)) of the action minus the cost of the action and the
computation, thus U(Sj.Ai) = UI(Ai) – C(Ai,Sj).

Given the session utility function sum of relevance / total cost, and two actions with the
following action utilities U(A1) = 5/3, U(A2) =10/8.
If no action has been executed before, the session utility is 0 and will, after execution of best
action A1, be 5/3. If however the session utility was already 10/42, executing action A1 will
result in a session utility of 15/45 =1/3, whereas executing action A2 will result in 20/50 =
2/5. Clearly 2/5 > 1/3 thus the highest action utility may not be the best action to execute.
For this utility function, this situation only occurs when the session utility is < 1 and the best
action utility is > 1. Under these conditions, the strategy must determine E[U(AAAA.Ai)]) for all
actions to select the best action. In the other situations, the highest action utility results in the
highest session utility and thus can still be used as selection criterion.
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By considering the utility of a search action Sj followed by an expected
retrieval action Rj, U(Sj) can be determined as follows:

U(Sj) =∑
ACTION_UTILITY (E[Relevance(Rj)], Cost(Sj, E[Rj])).

In the box below we give an example of (estimated) action utility functions
given a session utility function.

Suppose we have the following session utility function

U(A) = (sum of object relevance / total cost)
   = πj Relevance(IOj) / (πi Cost(Ai) + overhead cost).

Then the estimated utilities of, respectively, search action Sj, and retrieval
action Rj for corresponding information object IOj, is determined as
follows:

E[U(Sj)] = E[Relevance(IOj)] / (E[Cost(Sj)]+ E[Cost(Rj)])
E[U(Rj)] = E[Relevance(IOj)] / E[Cost(Rj)]

And the action utilities after, respectively the Sj and Rj action is executed
are then:

U(Sj)  = E[Relevance(IOj)] / (Cost(Sj)+ E[Cost(Rj)])
U(Rj)  = Relevance(IOj) / Cost(Rj).

The relevance and cost estimates need to be obtained prior to the
execution of an action. As these estimations are independent of the
previous actions carried out by the strategy, the estimated utility of an
action does not change (under the assumptions that the estimates of the
search cost and retrieval cost do not change). Hence, only the utility of new
discovered actions need to be computed by the strategy.

The choice of using action utilities as action selection criterion,
however, restricts the number of session utility functions and thus the
optimisation expressions the strategy is capable to optimise correctly.
Another issue concerns the mapping of the session utility parameters into
corresponding action utility parameters, like total cost to action cost. This
can, in general, not be done automatically for all possible session utility
function parameters. When a general strategy is required that should be
capable to deal with any user-defined optimisation expression, the strategy
should use the estimated session utility as action selection criterion at the
expense of re-computations. In our prototype, see Chapter 6, we want to
omit re-computations if possible, especially as we want to support the
postponing of retrieval actions (see Section 5.4), and use the action utility
selection rule. In the prototype, we provide the user with a number of
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different optimisation expressions for which we have included the
appropriate action utility functions.

5.3.2 Step 1. Determine new actions

For a large dynamic information environment it is very unlikely that the
environment is completely known to the strategy. As exhaustively searching
the entire information environment within reasonable time is not feasible,
the strategy should determine where to start the search. To begin a new
search session, we assume that the strategy is aware of at least one starting
action, i.e. a search action. This information is either provided by the query
(in the FROM clause), the strategy service provider, or encoded in the
strategy48. Furthermore, we assume that the strategy is aware of the access
method and mechanism for these possible start (search) actions.

In addition, other information about the actions may also be available,
like coverage information, accounting information, based on the
corresponding information objects. This additional information can, for
example, be stored from previous search results or obtained via polling (as
is done by many Internet search engines). Based on this information the
expected utility of the start (search) actions can be computed using the
user-defined optimisation function, see also Figure 5.2. The computed
utilities are estimates, as the information is provided by information
providers and, due to the changes in the environment, may be outdated. In
Chapter 6 we discuss how these utility estimations can be obtained.

However, we discriminate between transitions types as they influence
the quality estimations. Composite information object relationships
facilitate, through bottom-up propagation and aggregation of information,
estimates based on all descendant information objects. On the other hand,
non-composite relationships only enable accurate estimations of directly
reachable information objects (look-ahead of 1). This leads to the following
discovery rule.

When a particular information object is not a satisfactory answer to the
specified query, actions that are discovered via hierarchical composite
relationships are preferred over actions discovered through other
relationships.

This discovery rule also applies for the discovery of new actions during the
processing of the outcome of an executed search action.

                                                       
48 This could mean invoking another search service.
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To illustrate the different steps we use a running example with a query with
the following aspects: time constraint: < 5 minutes, money constraint < $10,-
and (10 • retrieved relevance – (spent time in sec + spent money in $)) as
optimisation expression, and use the information structure as visualised in
Figure 5.5. We assume that search action s1 has just been executed at the
expense of $3 and an elapsed time of 2 seconds, and resulted in the
discovery of three new actions: search actions s2 and s1 and retrieval action
r1 visualised in Figure 5.7.

s1

r1

s2

E[relevance] = 1.5
E[time] = 2
E[money] = 2

E[relevance] = 1.9
E[time] = 7
E[money] = 1

E[relevance] = 1.8
E[time] = 3
E[money] = 5

s3

5.3.3 Step 2. Filtering actions

In Step 2 the strategy removes all actions that do not satisfy the constraints
specified in the query. This means that for each action that is not removed,
it is estimated to satisfy all the constraints, e.g. that it can be executed
within the remaining cost (time and money) budget and exceeds a
minimum relevance threshold. This leads to the following filter rule:

Remove an action if it is expected not to satisfy all49 the constraints
specified in the query when it will be executed, e.g. when

E[Time(Aj)] > current remaining time budget left,
E[Money(Aj)] > current remaining money budget left,
E[Relevance(Aj)] < minimum relevance threshold

Because searching is only useful to a user when (a property of) a relevant
information object is retrieved, not only the cost of a search action itself
should satisfy the constraints, but also the (estimated) remaining search cost
to find a relevant information object as well as the (estimated) retrieval cost
of this object. This means that only when a relevant object is expected to be
found and can be retrieved within the constraints, the search action is
acceptable. See for example Figure 5.8 and Figure 5.9 where search action
s2 and retrieval action r1 are acceptable, whereas search action s3 will be
filtered out. The time and money estimations of search actions s2 and s3 in
our example, depicted in Figure 5.7, include the estimated cost of the

                                                       
49 In case no constraints are specified in the query, all actions pass the filter.

Figure 5.7 Execution of
search action s1
resulted in the discovery
of search actions s2 and
s3, and retrieval action
r1
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accompanying retrieval actions r2 and r3. See also Section 5.4, where we
discuss the influence of postponing the execution of retrieval actions on the
filtering.
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5.3.4 Step 3. Terminate session

When there are no search or retrieval actions in the action list that pass the
filter rule, the strategy terminates the search session. In our example there
are two actions that passed the filter rule, hence the search continues.

5.3.5 Step 4. Estimate action utility

The utilities of new (discovered) actions need to be estimated. As discussed
in Section 5.3.1, the estimated utility for, respectively, search action Sj and
Retrieval action Rj is determined as follows:

E[U(Sj)] = ∑ACTION_UTILITY (E[(Relevance(Rj), E[Cost(Sj)], E[Cost(Rj)])
E[U(Rj)] = ∑ACTION_UTILITY (E[Relevance(Rj)], E[Cost(Rj)])

Figure 5.8 Example of
action filtering. Search
action S3 is filtered out
because its estimated
search and retrieval cost
do not satisfy the budget
(left) constraint

Figure 5.9 Illustration of
filtering actions taken
into account the amount
of spent budget, budget
left and estimated
search and retrieval
costs
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In our example the estimated utility for search action s2 = 15 - (2+2) =
11 and for retrieval action r3= 18 - (3+5) = 10.

It is the responsibility of the information provider to provide the
strategy with information needed for to compute the estimates. This is
vitally important for the effectiveness (in terms of recall and precision) of
the strategy. To get an idea how the estimates can be obtained, we refer to
Chapter 6 where we present mechanism to obtain estimations using the
ADMIRE framework.

5.3.6 Step 5. Action selection

It is natural that, when money and time aspects are taken into account, the
outcome of a search depends on the order of the performed actions. In case
there are multiple actions that satisfy the constraints, the strategy needs to
choose. Throughout the search the strategy continuously has to decide what
action to execute next. As the search should be optimised according to the
session utility function, we advocate to use this function to compute the
utility of individual actions, conform Section 5.3.1.

Applying a myopic approach (resembling the ideas of greedy search), the
best action is then the action with the highest expected action utility. When
the estimates, of especially search actions, are based on properties of other
(search and retrieval) actions that will be further away (in the search graph)
than a single ‘step’, e.g. obtained via a particular propagation or aggregation
mechanism, then this selection rule is less myopic than it seems at first
glance. In Chapter 6 we discuss the aggregation of estimates in the ADMIRE
framework.

The best action to be executed next is the action from the action list that
results into the highest expected session utility E[U(A.Ai)]. Under the
assumptions of Section 5.3.1. the action with the highest expected action
utility E[U(Ai)] will result in the highest expected session utility.

In our example, the session utility is still 0 as no retrieval action has been
executed. The best action to execute next is search action s2 as it has the
highest action utility, namely 11. It results in the highest expected session
utility, viz. 15 - (4 +5) = 6 , whereas r3 would result in 18 - (5+8) = 5.

5.3.7 Step 6: Session termination & action execution

It may be obvious that the session terminates when no search or retrieval
action passes the filter rule. When the strategy still has actions to choose
from, we use the relation between the estimated action utility and session utility
as a stop criteria for the search session. We argue that when executing the
‘best’ selected action, obtained from the action section step (Section 5.3.6),
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is estimated to decrease the session utility, then the search session should
be stopped. However, as a search action has no direct benefits, because only
the retrieval actions contribute to the benefit, see Section 5.3.1, we need to
distinguish between stop criteria for search and retrieval actions. As the
utility of a search action depends on the estimated utility of a retrieval
action, the retrieval action should be taking into account in the decision to
terminate the search session.

The session should terminate if the best selected action is
– a search action Sj and E[U(A.Sj.Rj)] < U(A),
– a retrieval action Rj and E[U(A.Rj)] < U(A).

In our example, the execution of the best action (s2) is estimated to results
in an increase of the session utility, and hence the action should be carried
out.

5.3.8 Step 7: Update action outcome

When the best chosen action is processed accordingly to the chosen
scenario, e.g. directly executed, the view of the information environment is
updated accordingly, e.g. compute the new session utility, and the strategy
continues the search session.

5.4 Strategy extensions

In this section we discuss extensions of the strategy introduced in Section
5.3. The discussion is structured according to different strategy steps.

5.4.1 Step 1. Determine new actions

Due to the size and the dynamic nature of the information environment, it
may not be worthwhile to maintain all the ‘supportive’ information needed
to compute the estimate relevance and cost. However, when this
information is not (or only partially) available, the strategy cannot
(accurately) estimate the cost involved in executing an action nor the
usefulness of an action, see Figure 5.10. When the strategy has to choose
among multiple start actions, it may restrict itself to the sufficiently
informed actions, or may actively acquire the missing information by
accessing insufficiently informed or outdated informed actions. Although
additional (access) cost are made, this approach may eliminate unnecessary
searches and, hence, save cost. It is up to the strategy to decide if and when
to acquire the missing information, for example, when the sufficiently
informed actions were not satisfying.
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search session

S1 start (search) actions

information used for
       estimating utility of action S3

S2 S3

 information used for estimating
 utility of action S1

In case there are only uninformed actions left, the strategy can either stop
the search (if the strategy should be cautious not to exceed any budget
constraint), acquire the missing information of one or more insufficiently
informed actions, simply execute one of the uninformed actions to
continue the search (at the risk of overspending the budget), or a
combination of latter approaches. The decision what approach to choose is
very complex because it is not clear what the influence of a particular aspect
should be50. The (current version of the) strategy uses only sufficiently
informed actions as these allow estimation of utilities.

5.4.2 Step 2. Filtering actions

Instead of using only strict constraints, a user can specify the risk of
overspending (RO) for time and money constraints. Actions are than removed
when their probability of overspending the constraint are higher than the
maximum allowed risk of overspending. This leads to the following filter
rule:

Remove an action if it is expected not to satisfy all the constraints specified
in the query when it will be executed, e.g. when

P(E[Time(Aj)] > current remaining time budget left) > ROtime,
P(E[Money(Aj)] > current remaining money budget left) > ROmoney,
E[Relevance(Aj)] < minimum relevance threshold.

In addition to a fixed risk of overspending for a fixed time or money
constraint, a maximum tolerable amount of overspending with variable risk
of overspending, can be used to filter actions. We have visualised this in
Figure 5.11.

5.4.3 Step 3. Terminate session

When there are no search or retrieval actions in the action list that pass the
filter rule, instead of simply terminating the search session, the strategy
might consult the user, and ask him to consider loosen one or more

                                                       
50 For example, should the decision be (in)dependent of the query? Be (in)dependent of the
amount of (informed) transitions? Be based on the expected utility of the available informed
nodes?

Figure 5.10 Search
graph at the beginning
of a new search session.
Not all search actions
(i.e. S2) are sufficiently
informed to estimate its
utility

max risk

max overspending

Figure 5.11 Example of
a combined constraint
using both the
maximum risk and the
amount of
overspending. Actions
are filtered out if they
fall outside the marked
area
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constraints (depending on their strictness and risk of overspending) until at
least one action satisfies the constraints.

5.4.4 Step 6: Session termination & action execution

Instead of sequentially executing the best next action, as presented in
Section 5.3, the strategy can use other scenarios for the execution of
actions. They differ in the moment of starting the execution of an action
and the moment of continuing the search session. This means that all
chosen (search and retrieval) actions are executed and the session continues
after completion of the action.

An alternative is to allow actions to be executed in parallel. To maximise
the available amount of time, the strategy will continue the session while
not waiting for the outcome of an action. This means, however, that the
strategy should then provide facilities to process the outcome at the time
when an action finishes. Furthermore, the action section rule should be
adapted to allow the strategy to execute multiple actions simultaneously.
We have not worked this out in our study but the idea is that when
assuming that actions are atomic, once started they have to finish, the
selection of the next current best available action may continue if it is
estimated to increase the expected session utility after all currently
executed actions would be finished. This requires that the strategy updates
the time aspect carefully in the computation of the action utilities.
However, as money is not shared by parallel execution of actions, but still
adds up, the strategy should carefully monitor the budget left, especially
when search actions are executed in parallel. Otherwise it may happen that
all search actions consume the budget so that no retrieval action can be
executed.

Instead of executing the retrieval actions directly, a budget can be
reserved to carry out the retrieval actions at a later moment (either
sequentially or in parallel). The moment when the retrieval actions are
executed can be determined by the user, and e.g. may be done in parallel to
execution of current search or retrieval actions. The reserved budget should
guarantee that all available retrieval actions, when executing in parallel can
all be executed within the budget. Note that, as the cost do not benefit
from parallel execution of actions but still adds up, only the time can be
saved. It may be clear that this has consequences for filtering actions, see
Figure 5.12. Actions are filtered out if they cannot be performed within the
budget left.

It may be clear that postponing retrieval actions to a later moment
influence the role of the session utility in the action selection and session
termination. This can be solved by directly updating the session utility with
the expected benefits of the postponed retrieval actions when the retrieval
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action is selected as best action to be executed (here postponed). Remind
that the selected retrieval actions are (guaranteed) to be executed within
the budget.

time

money

t max

mmax

s1

s2

r1

r2

s3

s4

r3

r4

s5

budget left

budget spent

budget reserved

Although a retrieval action may have the currently best expected utility, it
does not guarantee that a better candidate will be found as the search
proceeds. Postponing the execution of retrieval actions may save cost when
better retrieval actions are found throughout the rest of the search session.
However, postponing retrieval actions may introduce additional cost that
could have been omitted when the information was directly retrieved, e.g.,
in case re-accessing the information object at a later time or staying
connected to the information object is not free. Furthermore, due to the
dynamics of the environment, additional uncertainty in the estimated
retrieval cost may be introduced, e.g., as servers and network connections
may become busier or even may go down. The advantage of direct
execution of retrieval actions is the possibility to directly present it to the
user. In this manner the user is presented with the currently best
information. This may change as the search proceeds, i.e. when more
attractive information has been found. It facilitates users to interact with
the search process, e.g. stop it to prevent the strategy from spending more
money when e.g. the results are sufficient or way out of line.

A compromise is to retrieve and present only a few properties of the
newly found information objects accompanied with its expected utility,
relevance, the estimated time, and money to be spent retrieving the rest of
the information. It is up to the user to decide whether the rest of the
properties should be retrieved. In this manner, the user may reduce the
amount of otherwise wasted retrieved information.

Figure 5.12 Illustration
of filtering actions taking
into account the amount
of budget spent, budget
left and budget reserved.
The retrieval actions are
not executed by the
strategy itself but
activated after user
interaction. The reserved
budget guarantees that
all retrieval actions,
when executing in
parallel can all be
performed while not
exceeding the budget.
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5.4.5 Overall

We have assumed that the strategy’s internal actions are free of cost and can
be done in a negligible fraction of the time compared to execution of
search and retrieval actions. Examples of internal actions are computations
of the action utilities, filtering the actions, managing and updating the
action lists, computation of search utilities, checking whether to terminate
the search. The costs of internal actions are not explicitly included in the
decision process, but are covered in the session utility (that is based on the
actual spent time and spent money). When a large number of newly
discovered actions, say 1000, satisfy the filter expression this can be a time
consuming operation, especially if the estimate information needs to be
transmitted across the network. This processing time can be explicitly taken
into account, by applying the same metareasoning principles as used for
searching and retrieval, but this time more similar to the internal actions
(processing) and external actions (executing a search or retrieval action) as
in [RuWe91]. The strategy could be extended by including this aspect. A
potential problem is then to obtain accurate estimations of the processing
time, as they are strongly influenced by the amount of newly discovered
information objects. One might restrict the number of newly discovered
actions. However, as the action utility is not yet computed, on what basis
should be determined what the most useful actions are, e.g. relevance, time
or money aspect? Although relevance seems to be the most promising
candidate, this means that restricting the results to the k most relevant
information objects not necessarily leads to the most appropriate
combination score.

5.5 Wrap up

We presented a cost-effective retrieval strategy that optimises the search
session according to a user-defined optimisation expression given overall
time and money constraints. We showed that a resource-limited meta-
reasoning theory can be applied for cost-effective information retrieval.

For putting this cost-effective retrieval strategy to work, information
providers have to specify estimates of search and retrieval times in addition
to contents and accounting information. However, the choice of using
action utilities as action selection criterion constraints the session utility
function and thus the optimisation expressions the strategy is capable to
optimise correctly.

In the next chapter we show how the strategy can be applied on an
ADMIRE-based information model of a real web-based environment.



Chapter 6
6. Cost-effective retrieval on the Web

To validate the strategy introduced in the previous chapter, we built a
prototype disclosure service operating in a real distributed web-based
environment.

6.1 Introduction

We have chosen to test the cost-effective strategy of Chapter 5 in a web-
based environment as this is the most prominent accessible heterogeneous
network-based information environment type. It also enables us to check
whether the ADMIRE framework can be applied successfully to web-based
information environments.

In our experiments we use the Telematica Instituut Intranet to test the
strategy. This allows us to validate the ideas behind the mechanism in a
relatively small and stable web-based environment. In this environment we
have complete control, and therefore are able to generate any amount of
aggregated information next to our real data. In the Internet this is not
possible, as no full access to other people’s web servers is, generally
speaking, available. In addition, a small and stable environment is likely to
be preferred by commercially oriented information providers.

The rest of this chapter, also partly presented in [VeEe98], is structured
as follows. We start with an outline of the disclosure service and present the
service architecture and the messages of the involved entities. Then we
discuss the role of the entities in more detail in Sections 6.3 through 6.6. In
Section 6.7 we describe the design of the experiments with the prototype
and discuss the results in Section 6.8.
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6.2 Overview

In Figure 6.1 we have visualised the disclosure service at a high level of
abstraction. Three different roles are distinguished, the user requesting
particular information, the service provider offering the disclosure service, the
information provider offering access to the information generated by the
information producer.

Disclosure Service

 user  information producer

The disclosure service consists of different entity types, viz. a user entity, a
control entity, a search entity, an information entity and an underlying
communication service, see Figure 6.2. The search entity can be controlled
by the service provider, by the information provider (e.g. in case of a
database), or by a third party. Of each entity type multiple instantiations
may be active in the information environment.

Communication Service

user entity control entity search entity

 user

information
entity

 information provider

We describe the disclosure service by discussing the outline of a search
session. A user specifies a query via the user entity. The query is sent via a
communication service to the control entity. The control entity executes
the cost-effective search and retrieval strategy, and manages the search
session by continuously determining the next best action given the query,
based on the notion of estimated action utility. To compute the action
utility, estimates of time, money, and relevance for each action are needed.
This information is either available to the control entity, e.g. as a result of
previous search actions, or needs to be actively acquired by asking the
corresponding information entities for the missing information. We assume
that the entities are aware of the interfaces between each other.

Figure 6.1 Interaction
points for the disclosure
service

Figure 6.2 Entity types
in a search & retrieval
service: user entity,
information entity,
control entity and a
communication service
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If the best action is a search action, the search action is executed at the
appropriate51 search entity. The search entity informs the control entity of
the outcome of the search by sending estimate information about
retrievable information objects and possibly newly discovered search
actions, including their relevance, retrieval cost etc. If the best action was a
retrieval action, the control entity, depending on the execution variant,
either reserves a cost and time budget (conform the estimates) so that the
object can be retrieved whenever the user wants to retrieve it, or, in case of
direct retrieval, starts the retrieval of the information object. The control
entity updates its parameters and informs the user entity of newly found
information retrieval objects. The user entity manages the presentation of
the results to the user and if necessary re-ranks the returned result list.

By only specifying the interface by means of messages between the
entities, the strategy’s functioning principle becomes independent of the
matching method, indexing structure, the available information, and the
way the available information is modelled. In Table 6.1 we list the
exchanged messages between the different entities defining their mutual
communication.

From    to  user entity control entity search entity information entity

user entity START SESSION

STOP SESSION

INFORM OF RETRIEVAL

GET INFORMATION

OBJECT

control entity UPDATE SESSION

STATUS

SEARCH REQUEST GET INFORMATION

OBJECT

search entity SEARCH RESPONSE ACCESS INFORMATION

STRUCTURE

GET PROPERTIES

information entity SEND INFORMATION

OBJECT

SEND INFORMATION

OBJECT

SEND PROPERTIES

A brief explanation of messages:
– START SESSION: sends the user formulated query with its sub-expressions

to the control entity to start a new search session
– STOP SESSION: notifies the control entity of user activated termination of

the search session
– INFORM OF RETRIEVAL: informs the control entity of user initiated

retrieval of a particular information object
– UPDATE SESSION STATUS: sends (intermediate) information objects

properties to the user entity and updates all search session parameters.

                                                       
51 Determined by the control entity.

Table 6.1 Messages
exchanged between the
different entities
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– SEARCH REQUEST: sends a matching request to the search entity for a
given query a selected information object(s)

– SEARCH REQUEST: sends a matching request to the search entity for a
given query a selected information object(s)

– GET INFORMATION OBJECT: sends a request to the information entity to
retrieve a the specified information object.

– SEND INFORMATION OBJECT: sends the requested information object to
the requesting entity (user or control entity).

– GET PROPERTIES: request for particular information object properties.
– SEND PROPERTIES: sends the requested properties to the search entity.

In Table 6.2 we summarise the implemented parameters exchanged
between search and information entity. It is the responsibility of the
information entity to determine these property values to characterise
information objects.

Property description

KEYWORDS The list of <keyword, weight> that are valid for this object and its children.
SIZE The size in bytes of the current object (not including children)
ADDSIZE The additional size of in-lined images or sound clips
ESIZE The estimated size of the sub-objects. This is a three-tuple

<min, avg, max>.
MONEY The cost of the current object. This property must be given by the

information provider.
EMONEY The estimate of the money that is charged for of the sub-objects of this

object. This is also a three-tuple <min, avg, max>
ESSTEPS The estimated number of search steps. This is a number between 0 (this

object) and the maximum depth of the graph, and the average length of the
paths reachable from this node.

AGGFORMAT The aggregated list of formats of the children, using HTML type-
specifications (e.g. text/html, video/mpeg, etceteras)

#IMAGE, #TEXT,
#AUDIO, #VIDEO,
#OTHER

A count of the number of children reachable through this object that belong
to this category of objects. (text/*, video/*, …)

SUBLINKS The actual URLs of the children of this object
LINKS Other URLs of information objects that can be reached through this

information object, but are not viewed as children.

As we want to validate the strategy in a real web environment, we use
existing solutions and software that is supportive to the strategy, e.g.
communication protocol, matching and estimating algorithms etc. We’ve
chosen a client-server architecture with multiple user entities (clients), a

Table 6.2 Properties that
we generate for each
information object
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single52 control entity (server), multiple search entities (server) and multiple
information entities (server) and use TCP/IP and HTTP as communication
protocols. Our component architecture is depicted in Figure 6.3. We make
use of Java applications and Java applets, due to their machine independent
nature.

    searchsearchsearchsearch
    serverserverserverserver

user entity

    strategystrategystrategystrategy
    serverserverserverserver

control entity

    browserbrowserbrowserbrowser
+ + + + appletappletappletapplet

    web serverweb serverweb serverweb server

information entity

retrieve

search

 ADMIRE ADMIRE ADMIRE ADMIRE
    builderbuilderbuilderbuilder

 query

update
inform

status

 build
search entity

We discuss the entities in more detail. We start with the user entity in
Section 6.3, followed by the search entity, Section 6.4, the information
entity in Section 6.5, and the control entity in Section 6.6.

6.3 User entity

In the configuration of Figure 6.3, the user entity is typically an Internet
browser by which the ADMIRE search page (HTML page including a Java
applet responsible for the communication between client entity and
strategy server) can be downloaded. The user has the ability to interact (via
the Java applet) with the strategy server before the search is finished. For
example, he may abort the search to prevent spending more money when
e.g. the results are sufficient or way out of line, or retrieve intermediate
presented results by downloading the listed web page(s) from the web
server(s).

After submitting the formulated query, the strategy server application
starts a new search session process using the specified query. Reformulation of
the query after (initial) results are presented is seen as a new query. A
session process implements the search and retrieval algorithm using the

                                                       
52 Although multiple control entities can simultaneously operate successfully, we use only
one entity which is sufficient to test the strategy without introducing additional complexity.

Figure 6.3 Overview of
general disclosure
service architecture
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user-specified query as input. In Figure 6.4 a screen dump of our web-
based prototype query interface is shown.

Figure 6.4 Illustration of
the query formulation
interface.

Figure 6.5 Illustration of
interface of our web-
based prototype



SEARCH ENTITY 139

The client entity is informed of the progress of the search session to allow
for the presentation of intermediate results, see Figure 6.5. This allows the
user to retrieve the presented information objects whenever he wants to. A
retrieve request is sent to the appropriate information entity (web server).
The strategy server is informed of the retrieval of this object to update his
parameters.

6.4 Search entity

When the control entity decides to execute the best search action, the
session process submits a search request query to the appropriate search
server (determined by the strategy server) and waits for its response. The
search server matches the submitted query with the available information in
the information entity. The search server may be integrated with the
available information, e.g. in the case of a database management system
responsible for the access to the stored information in the database.

On the Internet, web sites may be indexed allowing the available
information objects (web pages) to be searched in a single step via a
database or (local) search engine. We use different search server types in
our prototype to support both explorative searching for un-indexed sites as
well database access for indexed sites53.

Although the search server and information entity may be separated and
interconnected via the underlying communication server, they can also be
located on the same machine as the corresponding search server
application. This enables direct access for the search server to the
information structure eliminating additional network delays. It is the
responsibility of the information provider to implement the interface with
the search entity to provide the search entity with sufficient heuristic
information of unexplored parts of the information structure needed to
compute time, costs and relevance estimations.

The search entity is responsible for estimating the relevance of (sub)
information objects before actually accessing them given the query.

Remember that the strategy needs to choose among potential interesting
information objects (web-pages) to explore further or retrieve. This
decision is among others based on the relevance estimation of a particular
object. As our focus lies on impact of limited resources on the search
process, and not on the quality of the matching, we use a standard vector-

                                                       
53 We use the GNU GREP tool to search for the weights of particular concepts in the ADMIRE

files. We simulate database access using wildcards in combination with a filter mechanism to
search in all ADMIRE files.
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based keyword matching technique. The extracted54 keywords are used as
substitutes for the information object concept property. For non-textual
information objects, the keywords are currently manually labelled. The
frequency of the keywords are used to compute the object term weights.
We use a standard term frequency weight scheme suitable for dynamic
collections with varied vocabulary conform experimental evidence of
[SaBu88]. The similarity between the ‘concept query vector’ and the
‘information object concept vector’ is computed using the well-known cosine
vector similarity measure that has been extensively used for text retrieval.

As information objects have multiple properties, the relevance between
an information object and a query is not only determined by concept
matching but also influenced by the matching between the other query and
information object properties, e.g. attributes, formats and features. The
matching of these other properties in our prototype is currently
implemented using Boolean matching. This means that relevance for an
object is equivalent to the ‘concept vector similarity’ if it satisfies the other
requested properties (e.g. format is: image or text), else it is not considered
to be relevant (score = 0). To estimate whether a particular format can be
found via this information object we aggregate the information object
format(s), see also Section 6.5.3.

To estimate the (remaining) search time we use the number of search
steps for each information object in the information structure. We assume
that the search entity is capable of determining the search time for a search
step given the query, e.g. using the query structure. Remember that we do
not focus on the matching process, we use simple queries with the same
structure in our experiments. This allows us to simply use an average search
time per search entity for a search step. The search entity keeps track of his
average search time and informs the strategy sever of the average updates.
Via the use of a moving average, averaging the search time of the last n
searches, variation in the server load is taken into account. If a search server
has not been accessed before, the strategy uses an initial estimated value.

The implementation for estimating the search money is much simpler.
We assume that each search step costs a fixed amount of money that is
determined by the search server. Note that this also facilitates free
searching.

The output of the search server application is sent to the corresponding
session process at the strategy server and includes, besides properties of
information objects, like URL, format etc., also relevance estimation and
other information from which the retrieval cost and retrieval time can be
estimated by the strategy server. This estimate information should be

                                                       
54 We use (with permission) keyword extraction software from TU-Eindhoven and tailored
it to our situation.
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available to the strategy entity prior to the execution of an action. This
requires a form of aggregation of unexplored information, which is
discussed in the next section.

6.5 Information entity

It is the responsibility of the information provider to provide the required
information to the search entity. We use the ADMIRE framework as it
includes an aggregation mechanism, explained in Chapter 3, that can be
used to characterise related information objects and easily be used for
estimating the relevance, time, and money of related but un-accessed
information objects. However, the functioning of the strategy does not
depend on it. Before, however, the aggregation mechanism can be used, the
available information, i.e. web pages, need to be structured conform
ADMIRE. We elaborate on this issue in the next section.

6.5.1 Migrating web pages into an ADMIRE structure.

As we use the ADMIRE framework to structure the information, we need to
determine the (format, attribute, feature, and concept) properties to
characterise the raw data, before starting the aggregation process.

Although the ADMIRE framework was not developed for hyperlinked
information environments, we want to determine whether the ideas can be
applied in web-based information environments. As these environments are
typically not hierarchical and are likely to contain (many) cycles, we need to
adapt the aggregation and propagation process. A quick view on the World-
Wide Web, however, shows that it has a lot of hierarchical (sub)structures
incorporated by the information providers, e.g. a home-page can be seen as
a root for a site. Based on this observation we assume that the authority that
performs the aggregation process, assigns such root-page(s) or -site(s) from
which a ‘virtual’ hierarchical structure can be derived.

As many cycles exists in the web, the aggregation process should be
capable of dealing with them.
– A simple approach is to simply skip those links that introduce a cycle. In

this manner a directed a-cyclic graph is obtained and the standard
aggregation process can be applied. The drawback of this method is that
the decision of which links to skip, which is determined by the cycle
avoidance algorithm, has effect on the aggregation results.

– Another, better, but more time consuming approach, is to construct a
directed a-cyclic graph for each node that is part of a cycle, and apply
the ‘standard’ aggregation process to the graph. Another approach is to
consider nodes that are part of a cycle as a single ‘virtual node’ during
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the aggregation process. This results in one aggregated description for all
objects of the cycle. A drawback of the latter approach is that it may
reduce the information structure to a few or even a single node when
many cycles exist.

– Yet another approach that loosens hierarchical relationships to
reachability relationships (object A is reachable from object B, either
directly or via intermediate objects) is based on dynamic routing
algorithms. As the links in a Web based information environment are
unidirectional (from referring object to the referred object), pushing (or
flooding) information from the referred object to the referring object(s)
is not possible as the referred object does in general not know the
identity of his referring object(s). This means that a kind of pull
principle needs to be applied in the aggregation process.

In our approach we treat a link that introduces a cycle, as a ‘special’ link.
This link is treated in the aggregation process in a similar way as a link to an
‘external’ page (a page for which another information provider is
responsible). For these links only the information of the referring page is
taken into account and not the information that is reachable via that page.
The drawback of this approach is that it may result in a different
aggregation result when another start page is used. This drawback is
overcome by aggregating information for each possible root page (assigned
by the provider) while re-using already aggregated information whenever
possible.

We illustrate this with an example. Assume that the following files are
available of which some HTML files contain links to other files, Figure 6.6.

– 1.html : href "http://2.html", "http://3.html"
– 2.html : href "http://5.html" , image src "site-1/6.gif"
– 3.html : href "http://site-2/4.html" , "http://7.html"
– 4.html : href "http://8.html" , http:"//9.xls"
– 5.ps
– 6.gif
– 7.html : href "http://3.html"
– 8.html : href "http://site-1/7.html"
– 9.xls

And assigned ‘root’ pages are 1.html and 4.html.
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1
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9875 6

site-1

site-2

The corresponding ADMIRE information structures for the ‘root’ pages
1.html and 4.html are presented in Figure 6.7. Remember that for the
‘special’ links (marked grey) only the direct reachable information is used in
the aggregation process. HTML files that contain links to other files are
considered as composite objects (indicated via an ‘c’) of the other files.
From the ADMIRE viewpoint the content of the composite page is treated as
a normal ‘leaf text page object’, thus without any links. In-lined objects, for
example images, are treated as sub-objects of the composite pages in the
aggregation process. This means that when concepts are inferred for the
images, or as in our prototype manually labelled with keywords, these can
be used in the relevance estimation of the composite object, i.e. the
referring HTML page).
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c3c2 c4

9c8c765
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6.5.2 Aggregating information in ADMIRE

When the migration of web-pages into the ADMIRE structure is complete,
the aggregation of information properties, as listed in Table 6.2, can be

Figure 6.6 Graphical
representation of linked
files

Figure 6.7 ADMIRE

information structure
starting the aggregation
process for 1.html (right
hand side) and with
4.html (left hand side)
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performed. Note that this needs to be done for each ‘root’ page as the
information structure may be different and thus lead to different
aggregation results.

The aggregation of information that is needed to estimate the time,
money, and relevance for actions is done in the same manner as the
property aggregation discussed in Chapter 3. All the required information is
aggregated in a bottom-up manner through the information structure. Via
the informed relationships (see Figure 6.7), the aggregated properties are
available to the referring information object to estimate the relevance and
involved cost of the actions.

As the aggregated information characterises the related information
objects, this information can subsequently be used to estimate the relevance
of the unexplored (sub) information objects, see also Chapter 4. As a
relevance estimation is needed prior to accessing the information objection
object, the aggregation process is performed before and thus independent
from the queries, although the relevance of an information object is clearly
query dependent. To determine the exact relevance of an information
object the object needs to be accessed or fully indexed. Given the wide
range of possible queries in a large and dynamic environment, it is
impractical to reuse relevance estimations of previous searches nor is it
practical to fully index all objects. This means that the aggregation
operators used should be chosen with care, see also Chapter 4.

Besides estimating the relevance, an accurate estimation of the
remaining search cost (to find the requested relevant information objects)
as well as the involved retrieval cost of these objects is needed. Simply using
a single average money cost, independent of the specified query, the
available search server and information objects, and charging this average
cost to the user instead of the real cost works fine for the service provider
when a large number of searches are performed. However, for a single
search session this is not satisfactory because this average does not reflect
the real cost of the conducted search and the retrieved information objects.
From [Lomi85] we know that users are very cost sensitive and do not want
to pay an unspecified amount of money for an unknown amount of data.
Failures in estimating cost in advance generally lead to serious complaints
about the system. Hence a search session-dependent cost estimation is
needed. These estimations are, again, needed prior to the execution of a
corresponding action. We use the same aggregation mechanism as used for
relevance estimation. Although the ADMIRE framework has not been
developed to include cost estimations, cost-related information can easily
be included via bottom-up aggregation, especially if it concerns query
independent aspects. However, there are query-related cost aspects like
matching cost, that depend on the query structure, the operators in the
query, the number of requested objects etc. Furthermore, these cost

relevance information

cost information
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depend on the matching method, availability of indices etc. Hence, no
universal cost model can be used. It is the responsibility of the search entity
to provide accurate cost estimations to the strategy server. For specific
systems such as the relational database model, the cost model has well-
known characteristics and can be estimated accurately. But there are other
sources that have a less well-understood cost model. See for example
[ChGr96] in which approximations of matching cost for queries with
Boolean connected expressions are discussed. An alternative approach,
presented in [ACP+96], is to base cost estimations on statistical
summarised information gathered from previous searches. Given the
diversity of possible queries this may not be suitable. Using only the
structure of the query may offer an appropriate approximation, see, for
example, [Smaï94] in which a cost distribution per query class is used,
while the queries are categorised into a small number of classes based on
the query structure and the amount and type of properties specified in the
query.

As the aggregation process is off-line and query independent, it is not
known which (sub) information objects will be retrieved, hence the
retrieval cost cannot be predicted exactly. As both relevance and (search
and retrieval) cost estimation information are (partly) dependent of the
query, their estimates are mutually dependent.

To use the dependency between cost and relevance during the aggregation
process would imply that for all thinkable queries, the relevance and cost
estimations should be maintained and propagated. Although one can
assume the availability of multi-attribute probability distribution functions,
e.g. as done in [GrZi96, Fuhr96] clearly this is not possible in practical
situations. A workable alternative to query independent aggregation is to
perform the aggregation for cost and relevance independent of each other.

Another potential problem with off-line propagation of information is
the currency (or up-to-dateness) of the aggregated information. Since this
information is obtained prior to the actual search, changes in costs, or in

The information provider may even explicitly want to relate the cost and relevance. For example,
an information provider may charge users a higher price if the estimated relevance score is
higher. The cost may even depend on the user identity.
As the provider is free to assign monetary cost, one should be aware of deliberately misleading
aggregated information estimations (e.g. low cost) to attract customers. Nevertheless, this
problem is also present when the search entity performs relevance estimations based on object
characterisations provided by the information provider. To avoid misleading information, the
characterisations should be (externally) determined objectively. An alternative is to allow the
search entities to learn about the accuracy of the relevance estimations made, based on the
results of previous search sessions, similar to approaches developed for dynamic routing
algorithms, like EGP or BGP.
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the collection of information objects might not be directly reflected in the
aggregated information. They are more likely to be updated on a later time
schedule, e.g. on a periodical basis. Since the strategy treats the information
as estimations and will compare these estimates with the actual cost during
the search, the inaccuracy problem can be dealt with by the strategy.

The estimation depends on the cost distribution over the information
objects. The amount of management data is very large when probability
distribution functions are aggregated. To reduce this amount, we
approximate the cost of sub-information objects. So instead of aggregating
the probability distribution function, derived measures are used such as
average, minimum, maximum, variance etc. This limits the freedom of the
strategy, e.g. not being able to deal with probability of overspending.

In the next two sections we discuss the aggregation process used in our
prototype, and how search cost and relevance estimates are obtained.

6.5.3 Estimating relevance

Through aggregation of properties in a bottom-up manner, a summarised
reflection of all reachable information objects is obtained that can be used
to estimate the relevance of unexplored information objects for a given
query. The use of summarised information to describe particular aspects of
the lower layered nodes in a hierarchy, has also been reported in [GrGa95],
and in [GaGS96] for the content-characterisation for (hierarchical)
databases containing textual documents. We have adapted some of their
ideas and included them to provide vector-based keyword text-retrieval.

For composite information objects the (standard) term frequency does
not refer to the number of occurrences of the term in the object but the
number of sub-documents (sub-objects) it occurs in. This enables us to use
the same matching principle regardless the information object type. We
assume that the weight of a term is uniformly distributed over all related
objects (via sub-links and other links) that contain the term. This means
that the object term weight is averaged over the number of related objects
containing the term. We illustrate this with an example, see Figure 6.8. The
aggregated weight for the term ‘computer’ of composite object co1 is
computed as follows: (0.18+0.23+0.6) / 3 = 0.34. Similarly, the
aggregated weight for the term ‘information’ = (0.18+0.71) / 2 = 0.45.
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computer  0.18
information    0.18
internet  0.91
searching  0.54
tools  0.18

computer 0.60
games 0.90

computer  0.23
information  0.71
retrieval  0.47
searching  0.47

computer  0.34
information  0.45
internet  0.91
games           0.90
retrieval  0.47
searching  0.51
tools  0.18

link
link

o2 o3o1

co1

Applying this type of keyword aggregation may lead to a large list of
different terms as the system keeps track of each term that occurs in one of
the related information objects, especially when there are many links to
other objects and multiple hierarchical levels. In addition to the union
aggregation operator, we also include another form, a sort of abstraction
aggregation operator. Only the most important terms of an object are taken
into account during the bottom-up aggregation process. What an important
term is can be defined in many ways. In our experiments we simply
consider a term to be important if the weight is equal or better than the
average object term weight, see Figure 6.9.

computer 0.60
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Figure 6.8 Result of
keyword aggregation

Figure 6.9 Result of
important keyword
aggregation. Important
terms are italic
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6.5.4 Estimating search cost

Remember that the cost covers both time and money. We start with a
discussion estimating the search time in our prototype.

Search time

As discussed in Section 6.4 to estimate the (remaining) search time the
number of search steps is needed for each information object. Instead of a
distribution function we aggregate derived measures, i.e. minimum,
average, and maximum. The maximum number of steps, by which all
information objects can be reached, is equivalent to the depth of
information structure. The minimum will be zero, i.e. the information
object itself can be directly retrieved. For the average number of search
steps we use a weighted average that takes the sub-information structure into
account, i.e. based on the average number of search steps of the sub-
information structures. We have illustrated this in Figure 6.10. In-lined
objects, like images and applets in HTML pages are not considered to require
an additional search. Special links, like external links and ‘cycle’ links, are
treated differently in the sense that only the referred object is reachable
through one search step.
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The average number of search steps for an information object is determined
as follows:

(πsub-DAG (1+Avg(search steps(sub-DAG)) • number of objects (sub-DAG))


(1+ πsub-DAG number of objects(sub-DAG))

Search money

The aggregated number of search steps is also used to estimate the
remaining search money. We use a fixed amount of money for each search
step.

Figure 6.10 Example of
aggregation of weighted
average of search steps.
First number indicates
the amount of search
steps, second the
number of objects. The
average is then
amount/number. For
example for the root
object, the average
search steps is 15/9.
Note that the content of
html page itself costs no
search step.
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6.6 Control entity

For each new query sent by a user entity, a new session process is started
allowing multiple sessions to be active simultaneously. Within a session, the
strategy server determines, based on the estimated action utility, what the
next best action is. In case of a retrieval action the estimated retrieval cost
are needed to be known prior to the execution of the action. We discuss
this in Section 6.6.1.

If the strategy should send intermediate results to the user entity,
budget is reserved to guarantee that the information objects can be
retrieved. The client entity is informed allowing the user to retrieve the
object whenever he wants to. This means that the appropriate information
entity (a web server) is accessed and the selected information can be
downloaded. The strategy server is informed of the retrieval of this object
to update his parameters.

The strategy as described in Chapter 5 requires the availability of
different probability distributions to determine, e.g., the probability that an
action will satisfy the remaining time constraint. As discussed in Section
6.5.2, the aggregation of information in the prototype uses derived
measures, like minimum, average, and maximum, instead of complete
distribution functions. One of the consequences is that the filter rule using
the risk of overspending (specifying the constraints) cannot be applied.

We use a simpler mechanism instead, that relieves users from specifying
the risk of overspending for the constraints. We let the user choose among
three strategy variants, viz. a cautious strategy, a common strategy and an
opportunistic strategy. These variants differ in the risk of overspending and
correspond to risk aversive, risk neutral, and risk seeking behaviour. The
difference of risk is due to difference in action filtering, action selection,
and session termination criteria. We briefly discuss the impact of the
variants on these rules in Sections 6.6.2 through 6.6.4.

6.6.1 Estimating retrieval cost

We now discuss the estimation of the retrieval time and retrieval money.

Retrieval time

Information that is aggregated throughout the information structure is
information object size. Given the throughput, latency etc., the retrieval
time can be estimated. In the prototype we use the HTTP protocol to
retrieve information objects from web servers to clients. Before an
information object can be retrieved, a HTTP connection needs to be set-up
between web server and client. The connection set-up-time is independent
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of the information object but depends on the web server load55, and
network throughput and bandwidth and is estimated on a periodical basis
by the strategy entity.

Once a connection has been established, the retrieval time can be
estimated. To estimate the retrieval time  the strategy server needs to
estimate the current throughput and network delay for access to the
information server where the information object is physically located. Via a
separate process changes in the information environment, e.g. network load
and information server load, are being updated. For example, the
throughput estimations are periodically performed which allows us to
obtain multiple estimations of the throughput56.

We assume that the retrieval time from information entity (e.g. web
server) to information control entity (strategy server) is equivalent to the
retrieval time from information entity to the user entity (e.g. browser), see
Figure 6.11.

 user entity

    strategy serverstrategy serverstrategy serverstrategy server

 control entity

 retrieve

 update

    web serverweb serverweb serverweb server

information entity

   browser + applet  browser + applet   browser + applet  browser + applet

The retrieval time estimations are computed by the management strategy
entity using the estimated information obtained from the information
objects via the search entity. The estimated retrieval time is determined
using the estimated information object size, estimated throughput, and
estimated network delay, e.g. network-delay + object-size/throughput.

It is sufficient to propagate to the estimated size of the information
objects to be retrieved (in bytes) in the information structure. Special
attention should be paid to embedded objects, like images or applets in
HTML pages. These embedded objects are directly retrieved when the HTML
page is retrieved. The size of the embedded objects is added to the size of
the ‘parent’ page. The aggregation process is similar to the aggregation of
search steps. In stead of a complete object size distribution we use derived
measured, i.e. minimum object size, average object size, and maximum

                                                       
55 The busier the information server, the longer the connection time will be.
56 When information server is down, the HTTP connection set-up will time out and is  not
taken into account in the average.

Figure 6.11 Periodical
update of the estimation
of retrieval time from the
web server to the user
entity by the strategy
server under the
assumption that retrieval
time from the web server
to the strategy server is
equivalent to retrieval
time from the web server
to the strategy server.
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object size. The aggregated average size depends on the number of sub
objects.

Estimating the throughput of the HTTP protocol is complicated. The
HTTP protocol runs on top of the TCP/IP protocol and the TCP/IP protocol
uses a windowing mechanism (stepwise increasing the throughput if
possible), estimation of the retrieval times is not trivial. To overcome this
we use an approximation for the retrieval times: we periodically estimate
the average throughput for different objects sizes stored at an information
entity. We distinguish different ‘size classes’, i.e. around 1, 2, 4, 8, 16, 32,
64, 128, 256, 512+ Kbytes. Files in the same category are assumed to have
the same average throughput. The TCP/IP windowing mechanism starts at a
predefined throughput level controlled by the information server and
gradually increases the throughput if possible, see Figure 6.12a. For each
category we determine the throughput (size/time) thus implicitly including
the windowing increase mechanism. In this average throughput also the
network delay is included. Hence we do not need a separate estimation for
the network delay. For files reaching the maximum throughput, the larger
the file the less the influence of the windowing mechanism is on the average
throughput, see Figure 6.12b. If no estimation is available for the size
category we use the closest available category/ies.

a) time

throughput
(full network load)

fast network

slow network

b) size

fast network

slow network

average
throughput
(full network load)

Based on the estimated object size, and estimated average throughput for
the corresponding size category, the retrieval time can be estimated. As that
estimated size is independent of the estimated average throughputs,
different measurements can be combined to determine the retrieval time,
e.g. minimum retrieval time (based on minimum estimated size and
maximum throughput), average retrieval time (based on average size and
average throughput), and maximum retrieval time (based on maximum size
and minimum throughput).

Figure 6.12 a)
Illustration of IP
throughput window
increase mechanism for
full network load .
b) average throughput
against object retrieval
size
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Retrieval money

The estimated retrieval money is based on the cost associated with the
network transmission and costs charged by the information providers to
retrieve an information object. As indicated in Section 6.5.2, different cost
assignment policies might be used by different information providers. We
use a simple policy in our prototype, viz. a constant price per information
object type. To estimate the retrieval cost  we make use of the aggregate
formats of reachable information objects within the information structures.

The network transmission cost depends on the cost model of the
underlying transmission network. In case of a circuit switched network, the
connection time determines the price of retrieving the object, e.g. connected
time • price per time unit. In case of a packet switched network, the
transferred amount of bytes determines the price, e.g. size-in bytes • price-
per-byte. As discussed before the connected time depends on the size.
Hence, both network types require an estimate of the size of the retrieved
information object.

6.6.2 Action filtering

Depending on the strategy variant the filter rule is as follows:

Opportunistic filter rule: remove an action if there is no (or a very little)
chance that it will satisfy the constraint, thus

E[Maximum(Time(Aj))] > current remaining time budget left
E[Maximum(Money(Aj))] > current remaining money budget left
E[Minimum(Relevance(Aj))] < minimum relevance threshold

Common filter rule: remove an action if it is expected not to satisfy the
constraint, thus

E[Time(Aj)] > current remaining time budget left
E[Money(Aj)] > current remaining money budget left
E[Relevance(Aj)] < minimum relevance threshold

Cautious filter rule: remove an action if there is a chance that it may not
satisfy the constraint, thus:

E[Minimum(Time(Aj))] > current remaining time budget left
E[Minimum(Money(Aj))] > current remaining money budget left
E[Maximum(Relevance(Aj))] < minimum relevance threshold
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It may be clear that applying the cautious filter rule is most likely to
guarantee that the constraint will be met57. When a particular filter rule
removes all actions the strategy can terminate the search or use a more risky
filter variant rule instead.

6.6.3 Action selection

The estimated action utility function is based on time, money, and
relevance estimates. Instead of considering only the expected action utility,
we use different measures of the utility distribution to cope with different
variants (cautious, common or opportunistic) of the strategy.

For example, in [Pala85] rules are described to select the most
appropriate alternative when they are characterised by a minimum, average,
and maximum value for a chess game. We apply this approach in our
context, assuming that the average, maximum, and minimum utility scores
are available. Under the assumption that the execution of the ‘best’ action
will also result in the ‘best’ session utility, leads to the following selection
rules:

– Opportunistic selection rule: choose the action with the highest estimated
action utility upper bound E[Maximum(U(Aj))], if equal then choose the
action with highest utility lower bound, if equal then choose randomly

– Common selection rule: choose the action with the highest average utility
E[Average(U(Aj))], if equal choose the action with the highest utility
upper bound, if equal then choose the action with the highest utility
lower bound, if equal then choose randomly

– Cautious selection rule: choose the action with the highest utility lower
bound E[Minimum(U(Aj))], if equal then choose the action with the
highest upper bound, if equal then choose randomly.

Instead of using the upper bound, lower bound, and average values, one can
use any (combination of) measurement(s) of the (multi-aspect) utility
distributions to compare the alternatives, e.g. a virtual upper bound using
the standard deviation, so that e.g. 95% of the values are below this point.
We choose to use the average, upper, and lower bounds, as these
parameters are obtained through bottom-up aggregation through the
information hierarchy.

Combing independently obtained aggregated information in the utility
estimation may lead to incorrect utility estimations when the information
can, in fact, not be considered as independent. See the box below.

                                                       
57 Absolute guarantees cannot be given as estimates are used.



154 CHAPTER 6 COST-EFFECTIVE RETRIEVAL ON THE WEB

This problem can be analysed using the notion of dominance. One way to
choose among multi-attribute alternatives is to use dominance: alternative B
dominates alternative A if and only if alternative B is more attractive for all
aspects, see Figure 6.13. And via the use of stochastic dominance uncertainty
in the aspects can be dealt with. The latter includes the dependency
between the attributes.
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When, however, the (dependent) attributes are independently obtained,
this results in the situation as depicted in Figure 6.13c. All ‘shapes’ are
treated as rectangles. We are aware that this may lead to misjudgements,
e.g. situation A is not longer considered to be dominant over situation B.
However, as explained, obtaining dependent distribution is not feasible in
practical situations. Although the strategy uses a multi-attribute utility
function to select the best action(s). the same problem arises, as these
(dependent) attributes are independently obtained through aggregation.

6.6.4 Action termination

The termination rule for different strategy variants is the same as the one
presented in Chapter 5. But, as this rule uses the best selected action, the
outcome may be different for different strategy variants due to different
selection rules determining the best action. The termination rule is:

The session should terminate if the best selected action is
– a search action Sj and E[U(A.Sj.Rj)] < U(A),
– a retrieval action Rj and E[U(A.Rj)] < U(A).

Instead of estimating the session utility after executing the best selected
action, the relationship between the already available action utility and

Consider for a given a query q and two information objects o1 and o2, cost(q,o1)=0.1,
relevance(q,o1)=0.9, cost(q,o2) = 0.2, relevance(q,o2)=0.4. With utility = relevance /cost,
utility(q,o1) = 9, utility(q,o1) = 2. Using the average of the utilities as aggregation method, the
expected utility is 5.5 whereas using the average of independent aggregated cost and
relevanceutility is 1.3/0.3 = 4.3

Figure 6.13 Example of
strict dominance with
two attributes (x1, x2). A
is strictly dominated by
B, but not by C or D. For
figure a) and b) but not
for figure c)
a) shows the deter-
ministic case, b) shows
the uncertain case, and
c) shows the
independence assumed
uncertain case
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current session utility can also be used as a termination criteria. This is
useful, because this computation is history independent. However, the rules
depend on the session utility function.

In case of an additive session utility function, the retrieval action utilities
are considered mutually independent. This means that U(A.Rj) = U(A) +
U(Rj) and also U(A.Sj.Rj) = U(A) + U(Sj.Rj). Hence, in this case we can
use this simple rule instead of computing the estimated session utility
E[U(A.Sj.Rj)]. The session needs to be terminated if, after the execution of
the best:
1. retrieval action Rj, the session utility decreases, thus U(A.Rj) < U(A).

We argue58 that checking E[U(Rj)] < 0 is sufficient as stop criterion
under the assumption of perfect estimates, see Figure 6.14.

2. search action Sj and its corresponding retrieval action Rj, the session
utility decreases, thus U(A.Sj.Rj) < U(A). We argue59 that checking
E[U(Sj)] < 0 is sufficient as stop criterion under the assumption of
perfect estimates, see Figure 6.14.

executing best action

S2

R2

S1 R3 R5S3 S5

utility

S4

S1 S2 S2 S3 R3 S5 R5

R1

= session utility = benefits /cost

= estimated action utility

= best estimated action utility

= action filtered

If the session utility is defined as (sum of relevance retrieved information
objects)/(total cost), shorthand denoted as U(A) = R/C, the strategy should
terminate the search session when the estimated action utility of the ‘best’
possible (search or retrieval) action is lower than the current session utility.
                                                       
58 Given the additive session utility function, U(A.Rj) = U(A) + U(Rj). When E[U(Rj)] < 0
and assuming perfect estimates U(Rj) < 0, thus U(A.Rj) < U(A).
59 Given the additive session utility function U(A.Sj.Rj) = U(A) + U(Sj.Rj) and E[U(Sj)] =
E[U(Rj)] - E[C(Sj)]. If E[U(Sj)] < 0 and cost are non negative, then E[U(Rj)] < 0. This
means that E[U(Sj.Rj)] < 0 and assuming perfect estimates this means that U(Sj.Rj)] < 0,
thus U(A.Sj.Rj) < U(A).

Figure 6.14 Utility of
search actions (Sj)
retrieval actions (Rj) and
session utility (dashed
line) after different
actions are carried. The
session is terminated
when best U(Aj) < 0
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This is illustrated in Figure 6.15. It can be proven, under the assumption of
perfect estimates, that if E[U(Ai)] < U(A) this implies that U(A.Aj) <
U(A)60. This can be explained as follows. In case the best action Aj is a:
1. retrieval action Rj, E[U(Rj)] = U(Rj) = Relevance(Rj)/Cost(Rj),

shorthand denoted as R(Rj)/C(Rj) and U(A.Rj) = (R+R(Rj)/(C+C(Rj)).
When R(Rj)/C(Rj) < R/C this implies that, when assuming only
positives values, that (R+R(Rj)/(C+C(Rj)) < R/C and thus the session
utility after execution of action Rj will decrease.

2. search action Sj, E[U(Sj)] = U(Sj) = U(Sj.Rj) = Relevance(Rj)/(Cost(Cj)
+ Cost(Rj)), shorthand denoted as R(Rj)/(C(Rj)+C(Sj)), and assuming
only positive values R(Rj)/(C(Rj)+C(Sj)) < R(Rj)/C(Rj) meaning U(Sj.Rj)
< U(Rj). When U(Sj.Rj) < U(A) thus R(Rj)/(C(Rj)+C(Sj)) < R/C then
(R + R(Rj))/(C+C(Rj)+ C(Sj)) < R/C and thus the session utility after
execution of search action Sj and corresponding retrieval action Rj will
decrease.

= session utility = benefits /cost

executing best action

utility
S2

R2

S1

= estimated action utility

R3

S5
S3

S4

S1 S2 R2 S3 R3
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6.7 Experiments with the prototype

In this section we discuss the experiments we conducted with our
prototype strategy implementation. To get an idea of the enormous amount
of parameters involved, each having a wide range of possible values, see the
box below.

                                                       
60 This is not guaranteed for inaccurate estimations.

Figure 6.15 Utility of
search actions (S),
retrieval actions (Rj) and
session utility (dashed
line) after different
actions are carried. The
session is terminated
when best U(Aj) < U(AAAA)
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As our primary goal is to test our cost-effective strategy in a realistic
networked environment, we chose, instead of a well founded
comprehensive statistical analysis, a more qualitative analysis involving a
small number of experiments. We are well aware of the limitations of the
outcome of such analysis, like the validity to other settings.

As advocated in Chapter 5, interaction of the user during the search
process is important for networked information retrieval especially when
time and money is involved. However, presenting intermediate results, the
objects capable to be retrieved within the constraints, while waiting for
users to decide when and what objects to retrieve, makes it difficult to
compare different experiments.

Besides serial and direct execution of both search and retrieval actions,
we also include parallel execution61 of retrieval actions as this would
resemble the practical situation of interactive searching much more
accurate. A way to conduct experiments including ‘user interaction’ in the
same manner, is to simulate the interaction of the user via the client
software. Another alternative is to simulate the execution of retrieval
actions, the information objects are not really retrieved by the client but the
search session parameters, like time, money, and session utility, are updated
according to the estimates.

We conduct experiments to test:
– the impact of involved parameters on the strategy’s performance
– the strategy’s relative performance

Before we elaborate on this (in Sections 6.7.2 and 6.7.3) we start with a
discussion on measuring the strategy’s performance.

                                                       
61 There are many different policies by which a user may want to retrieve information
objects in parallel. Two extremes are: start the retrieval of an information object if a new
one has been found or wait as long as possible to start with the retrieval of an information
object so that it still can be retrieved before the time constraint will expire.

query properties, like concepts, attributes, and allowed formats
query constraints, like money constraint, time constraint, relevance constraints and amount of
objects
query optimisation expression, like using relevance/cost ratio
information structure: varying in contents, number of objects, depth branching, cross
connections, etc.
search server type, e.g. a database, explorative search
action aspects, like search money, search time, retrieval money, retrieval time (e.g. depending
on the network speed)
aggregation mechanism, varying in aggregation operator and used links
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6.7.1 Measurement of strategy performance

When time and money aspects are included, then the performance
measures of a strategy needs to be adapted. The commonly used recall62 and
precision63 measures only reflect the performance of a retrieval system with
respect to the content aspects, they measure the ability of the retrieval
system to retrieve relevant information objects while at the same time
holding back non-relevant information objects. Hence cost related aspects
need to be included in the measurement.

An easy way of including cost aspects (including constraints) while still
using content-oriented performance measures, is to use ‘relative’ precision
and ‘relative’ recall. Given particular cost constraints, the precision and
recall are compared against the same strategy performing an exhaustive
search (thus without cost constraints). When performing an exhaustive
search, any strategy, given a query and information structure, will eventually
lead to the same information objects to be retrieved and presented, because
each strategy uses the same relevance scores and simply ignores all cost
aspects.

Although one could define new cost including measures, like a
precision-time curve, we simply use the optimisation expression defined in the
query, or instead the session utility function, as a performance measure. The
session utility function can be used threefold.

First, it can be used to relate the performance of a strategy to the
theoretical upper bound, e.g. determined by 0-1 Integer Programming
when all information (including search times) is available.

Second, it can be used to compare the outcome of the strategy under
different cost constraints. By gradually alleviating the constraints the
sensibility of the strategy for time/and money aspects can be determined.

Third, the session utility function can be used to compare two different
strategies trying to answer the same query (and thus having the same
constraints).

6.7.2 Determine the impact of parameters

To determine which parameters and what values are used in the
experiments we use a two stage approach. In the first stage, we quickly
determine the impact of parameters that are likely to influence the
performance of the strategy and vary only one parameter at the time. In the

                                                       
62 recall is the proportion of relevant information objects actually retrieved and presented to
the user in answer to a request.
63 precision is the proportion of retrieved and presented information objects that is actually
relevant.
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second stage we use the outcome of the first stage and select those
parameters that have the most impact on the performance and perform
experiments with different parameter values. We briefly clarify the used
parameters.

Information entity

We use the existing information of the Telematica Instituut’s intranet,
covering over 4000 linked information objects, including HTML pages,
images, audio and video fragments, and a variety of application dependent
files (typically word and excel documents). We use subsets of the available
information that can be considered being provided by a single information
provider as they cover different areas and are maintained by different
persons within the organisation.

For each of these sub collections, we aggregated the information
multiple times with different aggregation operators, and different allowed
links during the aggregation, external, cycles, hierarchical, and DAG links.

To obtain a stable information structure in our changing intranet, we
copied the information and used it in our experiments. Dealing with
dynamics in the information structure, to show how the strategy reacts to
changing environments, depends on the update policy and capabilities of
the information entity, but is not yet studied.

To simulate different locations of information entities we vary the speed
of the underlying communication network. We use an ATM star network
topology in which we can vary the speed up to 100 Mbit/s.

User entity

As our focus in this study is not on matching queries to properties we use
simple queries varying in keywords occurrence and in requesting formats of
the results.

We use different constraint values for money, time, and relevance
including the absence of one or more constraints.

Two different optimisation expressions are employed, viz. relevance cost
ratio and relevance minus cost.

Search entity

Different search entities are utilised, varying in search money, search speed,
and search type (explorative versus fully indexed).

Control entity

Remember that the strategy can be executed in three variants, viz.: cautious,
normal and opportunistic. The variants differ in selection rule (selecting the
next action), filter rule (removing possible actions), and termination rule
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(stop searching when no improvement of results is expected). We take
these different strategies into account.

The strategy can use different policies to execute actions. We test both
sequential and parallel execution of retrieval actions by simulating the actual
retrieval of information objects.

In Table 6.3 we give an overview of the involved parameters for the
different entities and values varied in the experiments.

Parameter Values

p1 query keyword telematica, project, mensen, inkoop, mesh, tested
p2 query format text, text + image, image
p3 time constraint no constraint, else between 10 - 60 seconds
p4 money constraint no constraint, else between 10 - 20 Guilder
p5 money constraint no constraint, else between 0.001 - 0.1
p6 risk cautious, normal, opportunistic
p7 optimisation relevance / cost
p8 time weight 1, else between 1 and 10
p9 money weight 1, else between 1 and 10
p10 relevance weight 1, else between 1 and 10

p11 client/control location lars, lindenborg, loire (10Kbit/s)
p12 search money free, 0.1 Guilder/step explorative, 0.25 Guilder/step

explorative, 1 Guilder/step explorative/indexed
p13 search server available

processing capacity
50% (twice as long), 100% (= idle)

p14 search entity location lars, lindenborg, shannon

p15 aggregation of external
links

ignored, included

p16 aggregation operator union, abstraction
p17 aggregation structure tree only, graph
p18 information collection handboek, intern, helpdesk, projects, extern

p19 execution policy sequential, parallel postponed
p20 retrieval money free, 1 Guilder per minute

Even when limiting the continuous parameters, like constraints, to a few
values, this still results in an enormous amount of possible parameter value-
combinations. Hence we need to make a selection of parameter-value
combinations to experiment with. Under the assumption that the influence
of a parameters on the performance is independent of each other, the
impact of the parameters can be determined by varying one parameter at
the time while take a constant (predefined) value for the other parameters.
To test dependencies between parameters, additional experiments varying
multiple parameters are needed.

Table 6.3 Parameters
and value ranges used in
the experiments for the
different entities. User
entity p1-p10, search
entity p11-p14,
information entity
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6.7.3 Comparing with other strategies

We evaluate our proposed cost-effective strategy (S0) by comparing its
performance relative to other strategies, i.e. we compare it with:
– a naive cost-effective strategy (S1): which is similar to the cost-effective

strategy S0 but without the optimising expression as stop criteria64.
– a naive utility best first strategy (S2): a best first strategy, based on action

utility, that terminates when one or more constraints are exceeded .
– a naive relevance best first strategy (S3): a best first strategy, based on

relevance only, that terminates when one or more constraints are
exceeded.

All strategies are programmed in Java and make use of the same routines
and methods to minimise the influence of implementation efficiency.
Depending on the strategy variant (cautious, normal and opportunistic)
different rules apply for action selection, action filtering, and session
termination. Although the other strategies not use all rules, they can be
executed in these three variants while strategy. Another point is that we use
the session utility to measure the performance of the strategies. Even if the
strategy itself does not use the session utility, like S2 and S3 the session
utility can still be determined after the search has finished.

We vary over the parameters and compare the outcome of the strategies
under the same parameter value settings and want to test the following
hypotheses H0-1, H0-2, H0-3, against the alternatives H1-1, H1-2, H1-3, where
– H0-1: the session utility of S0 and strategy S1 equal

H1-1: the session utility of S0 is higher than of  strategy S1

– H0-2: the session utility of S0 and strategy S2 equal
H1-2: the session utility of S0 is higher than of  strategy S2

– H0-3: the session utility of S0 and strategy S3 equal
H1-3: the session utility of S0 is higher than of  strategy S3

As argued before, we are not able to perform experiments with all
parameter-value combinations listed in Table 6.3. Instead we constructed a
limited amount of sets (PS) of parameter-values to be used in our
experiments. The used parameter-values are randomly selected among
predefined value ranges of Table 6.3. To minimise user interaction we use a
batch mode for the client and generate the random65 queries for conducting
experiments. The other parameters introduce dependency between entity

                                                       
64 As only the constraints are used as stop criteria testing this strategy provides insight in the
performance influence (gain/loss) of the optimisation aspect as stop criteria.
65 to obtain the same ‘random’ queries to compare the different strategies we use the a
pseudo random generator with the same seed.
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settings and are less easy to be implemented in batch mode. For these
parameters we simply use a limited amount of random selected parameter
value sets.

The hypothesis can be tested via a paired samples test method, e.g. testing
whether (session utility S0 (PS) - session utility Si (PS) ) = 0. By counting the
amount of cases in which one strategy is preferred over another, one can
get an idea of the preference of a strategy. See the box below for a detailed
description how this can be founded.

In addition a non-parametric test, i.e. the Wilcoxon signed rank test,
can be applied to determine the mean difference in paired session utilities
of the compared strategies.

6.8 Evaluation

In this section we discuss the analysis of the results of the experiments. We
checked the influence of fluctuation of external factors, like network load,
(external) server utilities etc., we repeated several experiments with the
same input parameters for the same strategy at different times and found no
large fluctuations.

Impact of parameters on performance of cost-effective strategy

We now discuss the impact of parameters on the cost-effective strategy’s
performance. We varied one parameter at the time, while keeping the other
constant at a predefined value corresponding to typical situations. Before
we discuss the observed impact of the parameters, we want to state that our
observed results may not be generalised without a more sophisticated study.

We start with the impact of time and money constraints. When the time
and money constraints are randomly chosen from an uniform distribution,
the actual time and money spent show a strong correlation, as depicted in

We use the stochastic variable X to denote the number of times Strategy S0 is better than
Strategy Si. X is characterised by a binomial distribution B(n, p), where p is the probability that
Strategy S0 is better than Strategy Si and n the number of experiments. Under the hypothesis that
S0 performs equally well to Si, the probability of Strategy S0 outperforming Strategy Si is ½.
Hence X is characterised by B(n, ½). Given n and the number of cases that strategy S0 is better
than Si, say k, the uncertainty of the test can be determined P(X > k) for the binomial
distribution. According to the Central Limit Theorem, for n ∫ 25, the binomial distribution B(n,
p) can be approximated by the normal distribution N(←,″2) with mean ← = np and standard
deviation ″2= np(1-p). X can thus also be characterised by N(½ n, ¼ n).

time and money
constraints
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Figure 6.16. The size of the blobs correspond with the session utility, the
larger the blob the higher the session utility.

The correlation between spent time and money can be explained by the
linear combination of the time and money aspect in the optimisation
expression. It may be clear that the relationship between spent time and
money depends among others on the specified time and money weights
specified in the query.

Note that the impact of the time, money, and relevance weights on the
session utility is simply defined by the optimisation expression. To reduce
the number of involved parameters in the strategy comparison experiments,
all weights are set to one.
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An increase in only one aspect, e.g. the allowed time or allowed money, has
little effect on the session utility. An increase in both the time and money
constraints causes an increase in the session utility, although levels off. This
is visualised in Figure 6.17a) and b). The size of the blobs in Figure 6.17a)
and the height of the cones in Figure 6.17b) represent the session utility,
the larger the blob / the higher the cone, the higher the session utility.
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Figure 6.16 Example of
the relationship between
spent time, spent money
and session utility. The
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the impact of time and
money constraints on
the session utility.
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The influence of the relevance constraint on the session utility was almost
negligible. However, when choosing a very high relevance constraint value
(in relation to the requested format, keyword, and information collection)
no objects satisfying the constraint are estimated to be found and the
session quickly terminates with a zero session utility. Varying the query
keywords, formats, and the information collections in our comparison
experiments is sufficient to result in different relevance scores. Hence, we
can simply use a fixed relevance constraint in the comparison experiments.

The strategy can operate in different risk modes, i.e. cautious mode,
normal mode, and opportunistic mode. In the cautious mode, the session
utility terminates faster and spends less money than in the normal mode,
but finds less often (if any) relevant objects. This results, on average, in a
lower session utility, even when only situations are considered where
relevant objects are found. In the opportunistic mode, the strategy is more
likely to find (more) relevant objects compared to the normal strategy, but
at the expense of an increase in both time and money spent compared to
the normal risk mode and often overspending the time and/or money
budget. This results in an, on average, higher session utility of the
opportunistic mode in relation to the normal mode. When only situations
are considered in which relevant objects are found, the normal mode has a
higher session utility.

When a serial execution policy is used by the strategy, the session utility is,
on average, lower than the strategy using a postponed parallel retrieval
execution policy, see also section 5.4.4. The performance difference
increases with the number of executed retrieved actions.

The parameters below are controlled by the information provider and are
independent of the retrieval strategy.

The influence of the aggregation operator (union versus abstraction) on
the session utility depends on the information collection. As the abstraction
operator results in substantially smaller ADMIRE description files, these are
preferred.

To allow any graph structure during the aggregation phase, including
cycles, has a negative effect on the session utility. The estimate information
is less accurate compared to a purely hierarchical tree.

Including external links in the aggregation process increases the session
utility. As external links are considered to be tree leaves, the
characterisation and estimation information is accurate compared to deeper
substructures. In addition, for our query keywords multiple external
referring pages are relevant.

The appropriateness of the aggregation principle is tested by comparing
the estimated parameters, like action utility, costs, and relevance to the
actual values.

relevance constraint

risk variant

execution policy

aggregation operator

graph structure

external links
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We also observed the following, intuitively clear, relationships:
– The higher the search action cost (in terms of money) the lower the

session utility is.
– The higher the retrieval cost (in terms of money) the lower the session

utility is.
– The busier the search server (the higher the search time) the lower the

session utility is.
– The slower the network connection to the search and information

server the lower the session utility is.

One should bear in mind that using a different programming language, e.g.
C++ instead of Java, the implementation of the search and control entities
may be more efficient.

Strategy’s relative performance

The results of the experiments to test the cost-effective strategy’s relative
performance. are listed in Tables 6.4 to 6.7. Table 6.4 presents the
outcome of the experiments for the four strategies, as described in section
6.7.3, whereas the other tables present the result of the strategy
comparisons.

In a substantial number of experiments, the randomly generated
combination of input parameters caused the strategies not being able to
find (and retrieve) any relevant (satisfying the relevance constraint)
information object. As we used the ‘relevance/cost’ optimisation
expression, the session utility is zero in these situations. Therefore we
included in Table 6.4 the average session utility when relevant objects
where found.

S0 S1 S2 S3

number of conducted experiments 625 625 625 625
average session utility 10.94 9.14 7.77 7.83
average spent cost 15.22 18.87 63.15 63.01
average ratio search/retrieval actions 6.70 6.54 4.97 4.98
experiments in which relevant objects where found 266 266 345 343
average session utility when relevant objects where found 25.69 21.46 14.08 14.26
average ratio search/retrieval actions when relevant objects
where found

2.84 2.79 2.74 2.73

Difference in the average search/retrieval action ratio indicates a difference
in the strategy’s underlying decision process, e.g. what actions to perform.
To illustrate the usage of time and money by the different strategies, we
depicted in Figure 6.18 the spending ratios of time and money in relation
to the constraints. Each point represents the outcome of an experiment

Table 6.4 Results of
conducted experiments
for the four strategies.
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with on the x-as the ratio of amount of time spent/time constraint and on
the y-as the ratio of amount of money spent/money constraint. Lower than
100% means that the strategy stays within budget, while higher than 100%
means that the strategy overspends the budget.
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Strategy S0 and S1 stay within the constraints whereas strategy S2 and S3
often overspent the budget. Although the strategies S2 and S3 check the
constraints, they have to wait for their last action to be completed. This also
indicates why strategy S2 and S3 find and retrieve relevant objects in more
experiments than strategy S0 and S1 (Table 6.4).

We visualised the relationship between the time, money spent, and
session utility for the different strategies in Figure 6.19. The size of the blob
indicates the session utility. Note the difference in scales. As discussed
before, although the time and money constraints were randomly chosen
from an uniform distribution, the actual time and money spent are related
across the strategies, even for strategy S3, which is not using the relationship
between time money and relevance via the utility function. Furthermore,
from Figure 6.19 the influence of the optimisation termination rule can be
observed. As the blobs for strategy S0 are closer to the y-axis compared to
the strategy S1, strategy S0 (using the optimisation rule) spends, on average,
less time than strategy S1 (not using the optimisation rule).

Figure 6.18 Time and
money spending
ratio’s for the different
strategies compared
to their constraints.
Lower then 100%
means that the
strategy stays within
budget. Higher than
100% means that the
strategy overspends
the budget.
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The experiments in which no relevant objects were found by the strategy
can be treated differently when comparing the strategies’ performances. In
the first comparison method experiments are only taken into account when
both strategies (that are compared) find any relevant objects. The results of
this method are listed in Table 6.5.

Figure 6.19
Relationship
between spent time,
money, and session
utility for the
different strategies.
The larger the blob
the higher the
session utility is.
Note the difference
in scales. The left
hand side figures
have the same
scales. The right
hand side figures
are either close-ups
(strategy S0 and
S1) or
enlargements
(strategy S2 and
S3)
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In the second comparison method experiments are only taken into
account when at least one strategy finds any relevant object. The
corresponding results are listed in Table 6.6.

The third comparison method uses all the experiments to compare the
strategies. In case no relevant objects where found the costs are used to
judge the strategies’ performance instead of the utilities (as they are both
zero). The strategy with the lowest cost (money and time) is considered to
outperform the other. The results are presented in Table 6.7.

Both strategies found relevant
object(s)

S0 versus S1 S0 versus S2 S0 versus S3

Number of comparisons involved 265 265 265
Number of cases where S0 > Si 157 177 180
Number of cases where S0 < Si 90 85 83
Sign test uncertainty P(S0 > Si) 0.0000* 0.0000* 0.0000*
Mean difference in paired session
utilities U(S0) -  U(Si)

4.14 10.52 10.40

% gain in paired session utilities
U(S0) -  U(Si) related to mean U(Si)

+19.3% +70.1% +68.7%

Wilcoxon signed rank uncertainty 0.0000* 0.0000* 0.0000*

Table 6.5 shows that strategy S0 significantly outperforms66 all other
strategies. Hence the hypotheses H0-1, H0-2, and H0-3 can be rejected in
favour of the alternatives hypotheses H1-1, H1-2, and H1-3.

At least one strategy found
relevant object(s)

S0 versus S1 S0 versus S2 S0 versus S3

number of comparisons involved 267 346 344
number of cases where S0 > Si 158 178 181
number of cases where S0 < Si 91 165 161
Sign test uncertainty P(S0 > Si) 0.0000* 0.225 0.128
mean difference in paired session
utilities U(S0) -  U(Si)

4.21 5.71 5.64

% gain in paired session utilities
U(S0) -  U(Si) related to mean U(Si)

+%19.7 +40.7% +39.7%

Wilcoxon signed rank uncertainty 0.0000* 0.0000* 0.0000*

From Table 6.6 one can observe that strategy S0 outperforms66 strategy S1
significantly. The hypothesis H0-1 can thus be rejected in favour of the
alternative hypothesis H1-0. According to the Wilcoxon signed rank test the
mean paired session utility indicates that strategy S0 significantly outperforms

                                                       
66 Significant under both Sign test and Wilcoxon signed rank test.

Table 6.5 Comparing the
strategy’s relative
performance when only
considering experiments
in which relevant objects
have been found by both
strategies. The * indicate
significant results.

Table 6.6 Comparing the
strategy’s relative
performance when only
considering experiments
in which relevant objects
have been found by at
least one strategy The *
indicate significant
results.
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strategy S2 and S3. Hence, the hypotheses H0-2 and H0-3 can be rejected in
favour of the alternatives hypotheses H1-2 and H1-3. However, the sign test
indicates no significant difference, and thus the hypotheses H0-2 and H0-3
are accepted. This can be explained as follows. In a large number of the
involved experiments (�80), strategy S0 did not find any relevant objects
(and kept within the cost constraints) whereas strategy S2 and S3 did,
however, by overspending cost constraints. A strategy finding any relevant
object always has a better session utility (when using the ‘relevance/cost’
optimisation expression) than a strategy that did not find any relevant
object (session utility =0) no matter how much cost are spent. The Sign
test simply judges in these (80) experiments that strategy S2 and S3
outperform strategy S0, whereas the Wilcoxon signed rank test includes the
value of the session utilities of these 80 experiments for strategy S2 and S3.
The large number of these experiments are responsible for the reduction in
the mean difference in the paired session utilities.

At least difference in cost when
no relevant objects are found by

both strategies

S0 versus S1 S0 versus S2 S0 versus S3

number of comparisons involved 504 563 572
number of cases where S0 > Si 289 323 397
number of cases where S0 < Si 215 63 53
Sign test uncertainty P(S0 > Si) 0.0004* 0.0002* 0.0000*

Table 6.7 also includes experiments in which both strategies did not find
any relevant objects. In these situations the cost spent are used to decide
which strategy is better. Experiments in which also the cost are equal, e.g.
when the strategies perform a single same search action, are not taken into
account in sign test. The results, even when a conservative method is
dealing with these situations67, are the same (slightly less certain but still
significant). Strategy S0 significantly outperforms68 all other strategies, thus
the hypotheses H0-1, H0-2, and H0-3 can be rejected in favour of the
alternatives hypotheses H1-1, H1-2, and H1-3.

It is not sensible to determine the mean difference in paired session
utility as in a substantial number of experiments (>200) the utilities for
both strategies are zero. This would substantially bias the mean session
utility difference. Nevertheless, when applying the Wilcoxon ranked sign
test, no significant difference can be found between strategy S0 and the
other strategies.

                                                       
67 Assigning half of these experiments to S0 > Si and the other half to S0 > Si.
68 Significant under the Sign test.

Table 6.7 Comparing the
strategy’s relative
performance. The *
indicate significant
results.
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To conclude, the results from these experiments indicate that the cost-
effective strategy offers the user more freedom to tailor his information
need to other aspects than content only, while not sacrificing performance.
Depending on the comparison method, the performance of our proposed
strategy shows even a significant improvement over other strategies.

6.9 Conclusions

We have shown that the cost-effective retrieval strategy, inspired by the
meta-reasoning decision theory, can be successfully applied to a real
distributed web-based environment.

The bottom-up aggregation principle showed, given the limitations
using only derived and independent measurement information, to be a
useful instrument to serve as heuristics for the estimation of the cost and
relevance. The influence of the combination of independent aggregated
information in the utility did not lead to degradation of the normal strategy.
For the cautious and opportunistic variants, a better measurement is
preferred.

We tested the influence of the involved parameters on the strategy’s
performance, using the session utility as performance measure. We found a
close relationship between the time and money aspect on the strategies
performance. Given the enormous amount of parameters as well as the
variation in parameter values, additional experiments are required to obtain
a better insight generalising the influence of and dependencies between the
parameters.

Comparing the strategy to other (naive) strategies, showed us that the
cost-effective retrieval strategy offers the user more freedom to tailor his
information need to other than content only, while not sacrificing
performance. Depending on the comparison method, the performance of
our proposed strategy shows a significant improvement over other
strategies.



Chapter 7
7. Conclusions

In this chapter we give an overview of the results and achievements of our
study of the new cost-effective, network-based multimedia information
retrieval paradigm. We end this chapter by providing directions for further
research indicating future challenges to extent the ADMIRE framework and
further enhance cost-effective, network-based disclosure of information.

7.1 Overview

We studied the cost-effective, network-based multimedia information
retrieval paradigm by addressing the problem of ‘how to search for
multimedia information in a heterogeneous environment under limited
resources’.

After a comprehensive overview in Chapter 2 of the developments of the
involved elements of the cost effective, network-based multimedia
information retrieval paradigm, we used a two-folded approach:

First, we showed how to search for any multimedia information. We
developed and presented, in Chapter 3, a general framework to model such
multimedia information in a uniform manner to support a variety of
disclosure methods. We also discussed the usage from provider and user
perspective, i.e. the migration of information into this framework and the
disclosure of the information. To check the capabilities of the framework in
real situations we used two cases: a video directory services facilitating video
retrieval of Dutch soccer matches (Chapter 4) and a multimedia patient
database for clinical assessment of patients with walking disabilities
(Appendix A).

Second, we designed a search and retrieval strategy that facilitates
searching for relevant multimedia information in a partially discovered
information environment under limited time and money resources, see
Chapter 5. We used a mix between an experimental and a theoretical
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approach. Our approach is based on an existing metareasoning decision
theory and applied to the domain of networked information retrieval. In
Chapter 6 we described a prototype implementations and validated the
approach using a small number of experiments in a web-based intranet
environment. We used the ADMIRE framework for our prototype, as it
includes an aggregation mechanism, that can be used to characterise related
information objects and easily be used for estimating the relevance, time,
and money of related but unaccessed information objects. However, the
functioning of the strategy does not require it.

7.2 Achievements

We discuss the results of our study following our two-folded approach, first
we deal with searching for multimedia information. Then we discuss the
cost-effective retrieval.

7.2.1 Searching multimedia information

Searching in and across multimedia information requires a framework that
exploits media dependent characteristics to its full extend. Such a general
framework, which we have designed, not only should support standard
media types, but must allow providers, application designers, and even users
to define and introduce their own specific (multimedia) information types,
including their internal logical structure. We have shown that to disclose
information in an efficient and effective manner, an accurate and
comprehensive characterisation of the available information is required.

We have developed the ADMIRE information framework, a general
framework for modelling any information for disclosure purposes. The
ADMIRE framework structures and characterises the information in a
uniform manner via different types of information objects, properties, and
relationships. The framework is suitable for modelling both content and
non-content aspects for all media types, regardless of type, size, or
aggregation level.

A three layer approach is used to model an information object, i.e. data
layer, feature layer, and concept layer. The lowest level is the data layer,
which contains the raw data, format of the data, and the attributes
associated to the raw data. The second level consists of the features, which
are a media-dependent interpretation of the data. A high-level (media-
independent) semantic interpretation is placed on the third level.

The layered approach applies to all information objects, regardless of
the type (basic, composite, or pseudo information object). The information
object itself is part of a logical, e.g. hierarchical, structure that is imposed by
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the involved media types and application domain. Characterising the
information at different aggregation levels enables tailored delivery of
results with respect to both content and non-content aspects by delivering
only that information that is requested.

The ADMIRE framework provides, via concept and feature aggregation,
hooks for (automatic) content identification, building up from primitive,
content-relevant media-dependent properties to higher level combinations
and semantic descriptions that are both generally applicable and powerful
enough. Combining the different abstractions of different aggregation levels
in different ways facilitates not only reuse of extracted characterisations, it
can improve the certainty of inferred concepts, e.g. to overcome
incomplete and sometimes error-prone information.

As ADMIRE is a general framework, and the interpretation of multimedia
information is strongly influenced by the domain and application it is used
in. Specific implementation and domain dependent aspects, like the
decision what property aggregation method and what aggregation operator
to use, need to be included when applying the framework in a particular
domain. For example, in the soccer video retrieval case property extraction
and aggregation needs insight in the soccer domain. In the clinical case,
medical practice was used for defining the hierarchical structure, property
extraction and property aggregation.

To share the information across multiple disclosure purposes and
applications the ADMIRE framework supports different context-dependent
characterisations, concept-layers, for an information object.

Different disclosure methods, ranging from query formulation to
navigation, can be applied in ADMIRE to each layer of the information
model. A user may therefore formulate his need in terms of concepts,
features, or attributes using a query formulation language, or may navigate
in any of the spaces or between the spaces using the relationships between
the properties between the information objects. In this way, ADMIRE
facilitates a uniform, flexible, and media-independent disclosure of all kinds
of multimedia information regardless of its type, e.g. it supports searching
for a particular image but also for the discovery of an interesting
information repository in a networked environment.

The main contribution of the ADMIRE framework lies therefore in
structuring multimedia data from multiple perspectives simultaneously and
uniformly, viz. using different aggregation levels, and different abstraction
levels. Furthermore, it allows the combination of any (descriptive)
information of these aggregation levels and abstraction levels to obtain a
comprehensive and sufficiently representative and discriminative
description of the available information to support content-based
disclosure.
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As far as the assessment of ADMIRE is concerned, the cases showed that
the ADMIRE approach is indeed adequate to support the conceptualisation,
design, and construction of complex multimedia applications. In addition
we showed that the aggregation mechanism can be successfully used to
support cost-effective information retrieval in web-based information
environments. We conclude that ADMIRE is a very useful framework for
structuring the overall representation of multimedia information.
Especially, the explicit distinction between feature level and concept level
offers a strong modelling advantage. Explicit concept modelling and
inference allows querying at the conceptual level. The latter is an important
improvement over existing approaches, which lack the notion of concept
inference and as a result only offer querying at the feature level (mostly by
means of query-by-example).

To use ADMIRE in the context of a specific application the framework
has to be populated by adequate representation formalisms at the data,
feature, and concept level. We have shown that the ADMIRE framework
supports flexible migration of existing information into the ADMIRE
framework. Multiple property extraction methods can be used
simultaneously and may vary anywhere between fully-automated and
manual. The more exhaustive the available information is structured, in
terms of information objects and properties, the better the disclosure
opportunities are.

We have experienced that concept aggregation should be performed as
late as possible but not too late. Furthermore, the higher the objects in the
logical object structure are, the more important concept aggregation
becomes. The cases have shown that fully automated concept extraction
and aggregation with an acceptable degree of certainty for inferred concepts
is limited to very specific and well-defined concepts. In addition, we face
the same problems as people working on knowledge representation in
general. Although concept inference can be of help for very simple
concepts, also here human supervision is indispensable.

7.2.2 Cost-effective retrieval

We have shown that the a cost-effective retrieval strategy, inspired by the
meta-reasoning decision theory, can be successfully applied to a real
distributed web-based environment. The presented cost-effective retrieval
strategy optimises the search session according to a user-defined
optimisation expression given overall time and money constraints.

For putting this cost-effective retrieval strategy to work, information
providers have to specify estimates of search and retrieval times in addition
to contents and accounting information.
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We tested the influence of the involved parameters on the strategy’s
performance, using the session utility as performance measure. We found a
close relationship between the time and money aspect on the strategies
performance. Given the enormous amount of parameters as well as the
variation in parameter values, additional experiments are required to obtain
a better insight generalising the influence of and dependencies between the
parameters.

Comparing the strategy to other (naive) strategies, showed us that the
cost-effective retrieval strategy offers the user more freedom to tailor his
information need to other than content only, while not sacrificing
performance. Depending on the comparison method, the performance of
our proposed strategy shows a significant improvement over other
strategies.

7.3 Further research

Future work is discussed along three lines, work on the ADMIRE framework,
work on the cost-effective retrieval strategy, and work on cost-effective,
network-based multimedia information in general.

7.3.1 ADMIRE framework

The cases showed that the ADMIRE approach is indeed adequate to support
the conceptualisation, design, and construction of complex multimedia
applications. In practice, building a video retrieval service must cope with
issues like, for example, scaling to high volumes. Will it still be possible to
search efficiently in large multimedia collections following the ADMIRE
approach? Can the aggregation approach still be applied when the
information are only partly structured and lack particular properties? What
about the role of domain knowledge? Is it always necessary to have deep
domain knowledge of the collection context to design one? Studies of
reusability would give insight in this matter, i.e., identifying generic and
specific implementation modules.

ADMIRE is a generic framework, it does not contain specific methods nor
techniques for data, feature, or concept modeling. To apply the ADMIRE
framework it has to be populated with these methods and techniques. The
question remains what the generally applicable methods and techniques are
for feature and concept modelling and extraction. It is expected that the
kind of features and feature modelling techniques is only to a certain extent
domain dependent. Concept modelling is expected to be of a more general
nature. As far as the mapping from features to concepts is concerned this
depends of course on the knowledge of the special domain. However, the
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knowledge representation techniques as well as the inference mechanisms
are expected to be of a more generic nature, with a possible correlation
between application domains and classes of inference techniques.

We have shown that the ADMIRE framework is widely applicable and
satisfies the requirements posed in Section 3.1.1. We recommend to use
the ADMIRE framework in other applications, domains and areas that have to
deal with content-based disclosure of large amount of multimedia
information. For example, in the area of knowledge management the
ADMIRE framework seems very interesting as knowledge management
involves huge amount of heterogeneous and semi-structured information
that needs to be effectively disclosed with often vague information needs.

Another line of research is to assess if the ADMIRE framework is suited
for collaborative multimedia information retrieval, like applications for large
user groups where collaboration between members is supported on very
large distributed databases.

Combining the ADMIRE framework with other models, e.g. presentation-
oriented models, offer new opportunities, like automatically generated
(hypermedia) presentations of the results of a content-based search in
multimedia information. This area needs to be explored.

We applied the ADMIRE framework in our prototype, but used a
homogeneous representation of the properties of the information objects
used during the aggregation. In a large and heterogeneous environment, the
properties are likely to be represented and characterised in a different
manner. Further study is needed to see whether the ADMIRE framework is
suitable to represent compositions of heterogeneous characterised
information objects. The latter is needed for networked information
retrieval in large and heterogeneous environments, like the Internet.

7.3.2 Cost-effective strategy

Given the enormous amount of parameters as well as the variation in
parameter values, additional experiments are required to obtain a better
insight in the influence of and dependencies between the parameters on the
strategy’s performance. This also enables ‘tuning’ the strategy to different
situations to improve the performance of the strategy. Given these specific
situations, analysis is needed to see if a more general strategy can be
composed by using the ‘tuned’ ones for the specific situations while
performing reasonably well.

An important issue studying cost-effective retrieval is the role of user
participation. Using the prototype, the involvement of users can be studied.
One of the interesting issues concerns the cost aspects, both constraints and
optimisation expressions, in the query formulation process. Are users
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capable of using constraints and optimisation functions effectively? What
factors influence the usage of cost aspects in the formulation?

The prototype can also be used to study the influence of cost aspects for
a given content-related query in a particular network environment, like the
Internet. However, our experiments are conducted in relatively small web-
based environments. To see whether the strategy can be successfully applied
to larger web-based networks, e.g. Internet, additional experiments are
needed. Besides improving the aggregation mechanism, used the influence
of the dynamic changes of the information is a point of further study.

Another way of extending the cost-effective strategy is to operate all
actions in parallel resulting in a more complicated action selection and
session optimisation. In this manner, the cost-effective strategy can be seen
as a way of collaborative information retrieval. Ideas from distributed
problem solving within the area of artificial intelligence may serve as good
starting point.

Another extension is to use a finer-grained cost aspect distinction.
Instead of search and retrieval cost, all the other cost aspects should be
included, especially decision time of the strategy. This can then again be
controlled with a metareasoning principle, determine when the strategy
should make additional computations or stop and select the best action.

7.3.3 Cost-effective, network-based multimedia information retrieval

In this study we addressed only a small scope of the cost-effective
networked information retrieval paradigm. Many challenging issues, as
discussed in Chapter 2, remain unsolved and require further investigation.
These include:

The combination of information. How should the evidences of dependent
and independent information of different abstraction levels be combined?
How should the results obtained from different collections of matching
algorithms be matched?

Scalability. What are the proper searching techniques and indexing
structures for large multimedia collections? How should the indexing
methodologies for elementary features be automatically combined to make
a single index.

Portability. What are the dominant features across different modalities,
how should they be extracted and how they can rapidly be applied to new
multimedia corpora?

Usability. In what manner should humans interact with multimedia
retrieval systems, e.g. how should they formulate queries, how are the
preliminary results presented, give relevance feedback and how should the
users browse them?
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Evaluation: How should multimedia retrieval systems be evaluated when
they operate in different domains, use different features and extraction
algorithms, and have different query mechanisms? The distributed nature
and heterogeneity of network-based information retrieval demands a much
richer set of metrics than content-oriented recall and precision measures.
New metrics must include non-content aspects, i.e. cost-aspects, like time
and money.



Appendix A
8. Clinical assessment patient database

In this appendix we illustrate the applicability of the ADMIRE framework for
clinical assessment of patients with walking disabilities at Roessingh
Research and Development Centre, see also [MoPV99]. This case is in a
preliminary phase and has not yet been implemented, as this requires more
medical insight in clinical assessment and is therefore not included in
Chapter 4. There is interest to work this out within the MESH tele-
consultation pilot project [HoLu98], a co-operation between AZVU,
Roessingh Research Centre and Telematics Instituut using the Sybar system.

A.1 Current process

During a clinical assessment process, illustrated in Figure A.1, a patient is
assessed by a doctor. Based on his experience, the doctor makes a choice
for a particular treatment given the outcomes of the assessment. Currently,
the assessment for cerebral palsy69 patients with walking disabilities is
mostly done via a quick ‘eyes-only motion examination’ by the doctor. This
results in an assessment with a high degree of subjectivity.

                                                       
69 Celebral palsy is muscular paralysis or other disfunction from prenatal damage to the
motion area of the brain.
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At the Roessingh Research and Development centre, a more extensive
assessment process is performed that enables a more objective choice for
the most appropriate treatment for patients with cerebral palsy70. To
support the qualitative assessment task, quantitative monitoring is used,
comprised of EMG (electromyography), force, and movement
measurements, see Figure A.2 and Figure A..
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The EMG provides insight in the electrical stimulation of the muscles over a
time span. The amount of sensors as well as their position depends on the
task to be carried out, see [Cama95].

Force measurements indicate the direction and absolute load of the
muscles over a time span and are typically represented by a 3-dimensional
vector. Important aspects of the force are size, direction, and spot.
Observation of the force in isolation does not provide much insight. Only
when you know the position of the joints and accompanying muscles. This
can be done by superimposing the ground reaction force onto on
synchronised recorded video material. Insight in the ground reaction force
also enables a better balancing of the prosthesis.

                                                       
70 That are patients with spastic diplegics and hemiplegics who present a stiff leg in swing
phase and a knee flexion problem in stance.

Figure A.1 Illustration of
clinical assessment
process

Figure A.2 Different
measurements at a
functional motion chain
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Movement is measured by means of a video recording system and
markers that are attached to certain points on the body on locations defined
in a protocol [Cama95]. Processing this information provides a 3-
dimensional motion pattern. The alteration of the motion is most
important for the gait assessment.

At the Roessingh Research and Development Centre the EMG, force, and
motion pattern are used as quantifying information. The video material is
only used as a recording of the patient’s motion on which the quantifying
information can be projected providing a better interpretation and easier
understanding of the quantitative results, e.g. when analysing the video
frame by frame. Note that for clinical decision making the information
obtained from movement analysis is not sufficient for the clinical
assessment. Additional information describing the patient’s history and
status, e.g. physical limitations, are required as well.

Figure A.3 Screen dump
of the Sybar system
[Haar98] [Haut97]
designed for quantitative
monitoring of patient.
Sybar is used for
teleconsulation between
Roessingh and AZVU in
the MESH project
[HoLu98]
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A.2 Objective of the case

In the last years the Roessingh Research and Development Centre has
performed a large number of clinical assessments. This has resulted in a lot
of information stored on different media, including paper, video tapes, and
computer disks. It will be clear that managing this information efficiently,
i.e. retrieving particular information, is becoming more and more difficult.
The Roessingh Research and Development Centre wants to tackle this
problem using a multimedia database system for the clinical service process.
The requirements of future users at the Roessingh Research and
Development Centre cover a range from specific clinical service
requirements to more general requirements, they are:
– overview of the clinical service process: reflecting management information

such as which patients have been measured, when, how many, the
patient pathology, patient status information, etc.

– post hoc testing: allow statistical analysis to verify whether a particular
hypothesis claiming a correlation between different irregularities and
movement patterns is accepted for different patient groups.

– support for treatment advice: search for ‘comparable’ patients, in terms of
similar measured patterns, to support the decision for a particular
treatment for an individual patient. When similar cases have been found,
but the patients have had different treatments, take the outcome of the
treatment into account in the decision of the treatment for the ‘new’
patient.

– training and education of doctors, students: searching for video recordings of
classical examples of particular irregularities/ diseases, e.g. specified in
terms of movement scores, muscle activities, etc., but also via the
diseases or diagnose.

– effectiveness analysis of treatment: determine the outcome of a treatment, in
terms of functional outcome (e.g. the patient walking has improved),
technical outcome (e.g. the operation caused an increase in the knee act
range), patient satisfaction of the treatment, and an economical cost
benefit analysis.

– judging the effects of a treatment: analyse pre and post treatment
measurements for groups of patients to be able to judge the
intervention. Search for common characteristics for patients with a
similar outcome of the treatment and had the same treatment.

The information that should be included in the database are: standard
patient information, recorded video material, EMG measurements, force
measurements, and 3-dimensional motion information obtained via the
VICON clinical manager software [Vico92]. The new information system
should be capable of dealing with missing information as measurements
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may not be not carried out, e.g. due to the fact that the force plate cannot
be used by all the deplegic patients.

The ADMIRE framework is used to structure this information such that
the different disclosure requirements can easily be supported. Before we
discuss the model, we provide some background information on gait
analysis. For detailed information on gait analysis we refer to [Perr92].

A.3 Gait Cycle

A gait cycle, or stride, covers two steps. This is the period between motion
of two successive contacts by the same foot. A gait cycle can be subdivided
based on the variations in the reciprocal floor contact by the two feet, e.g.
stance71 (foot on the ground) and swing72 (foot in the air), time and
distance qualities or on the identification of functional significance of the
events within the gait cycle. As there is no specific start or end point, any
event could be selected as the onset of the gait cycle. Generally the moment
of floor contact (initial contact) is selected as the start of the gait cycle.
Each stride contains eight functional patterns in which timing and joint
angles are very important. These phases are grouped by three tasks of the
limbs:
– Weight Acceptance: 1 Initial Contact, 2 Loading Response
– Single Limb Support: 3 Mid Stance, 4 Terminal Stance
– Limb Advancement : 5 Pre Swing, 6 Initial Swing, 7 Mid Swing, 8 Terminal

Swing.

For gait analysis the body can be subdivided into a locomotor unit and
passenger unit. The passenger unit is carried by the locomotor unit and
consists of the head, arms, and plays a role in the stability during the gait
motion. The locomotor unit is responsible for the motion, see Figure A.4.
It consists of 11 joints, including hips, knees, ankles which are controlled
by many muscles (57 for each limb to be precise). The locomotor has the
following functions: propulsion (propulsive force is generated), stance
stability, shock absorption (minimise shock of floor impact), and energy
conservation.

                                                       
71 60% of the gait cycle for normal walking, percentage depends on the walking velocity.
72 40% of the gait cycle for normal walking.
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A.3.1 Kinematics

For each of the joints, e.g. knee, ankle, and hip, different aspects of the 3-
dimensional motion can be distinguished, e.g. angle degrees in sagittal plane
(side view), in transverse plane (top view), and in coronal plane (front
view). In Figure A.5 we have an illustration of the knee motion in the
sagittal plane.
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The information depicted in Figure A.5 is valuable for the patient’s
assessment, as most common types of knee disfunction occur in the sagittal
plane. Inappropriate arcs of motion result in excessive or inadequate flexion
or extension, see for example [Perr92 p.225] for the relation between knee
disfunction and the gait phases.

A.3.2 Kinetic

In addition to motion, physiologic torque measurements for joints can be
obtained. For example, during stance the relationship of the body weight

Figure A.4 An
illustration of snapshot
of the locomotor unit  in
action using Vicon
Clinical Manager
software.

Figure A.5 Knee motion,
normal range during a
gait cycle for free
walking. The average
magnitude, timing and
sequence of a normal
knee motion. Variations
depend on walking
speed and subject
individuality.
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vector to the knees creates four different torque pattern, illustrated in
Figure A.6.
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Another form of force measurements is the ground reaction force during
stance, see Figure A.7, and can be represented by a 3-dimensional vector,
see Figure A.

A.3.2 EMG

For the muscles controlling the joints, the EMG can be measured.
Depending on the amount and position of the sensors, multiple EMG graphs
covering the gait cycle are obtained. See Figure A.9 for a visualisation of
rectified and normalised EMG signals. The number of muscles to be

Figure A.6 Knee joint
torque

Figure A.7 Sequence of
visible vector relation to
the knee during stance.
Vertical lines represent
body weight vectors.
Taken from [Perr92]

Figure A.8
Representation of
ground reaction force as
a 3-dimensional vector
in the Sybar system
[Haut97]
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recorded depends on the deformity to investigate, the possible involvement
of these muscles in the therapeutic process, and the physician’s demand.
The number of test repetitions depend on the number of EMG channels
available and the overall number of muscles to be recorded. See [Cama95]
for detailed information.

Having an overview of the gait analysis, we now discuss how ADMIRE is used
to structure the information supporting the clinical assessment process.

A.4 Using ADMIRE

The following information objects are used to support the clinical service
process: patient, session, gait, clinical examination, video part, kinematic part, video
part, kinetic part, EMG part, joint-plane, camera, and EMG channel. See Figure
A.10 for the hierarchical relationships. The information structure covers
both the current situation at the Roessingh Research and Development
Centre as well as the future situation and allows a graceful change towards
the new situation. Although in [Cama95] a function evaluation protocol is
described for assessing celebral palsy patients, different research institutes
still have their own specific measure methods and software. Structuring the
measured information using the ADMIRE model, with its layered approach
and different aggregation levels, offers flexibility and interoperability
between the different research institutes.

Figure A.9 Visualisation
the EMG measurements
by the Sybar system
[Haar98], [Haut97]
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We take a closer look at the different information objects.
– Patient folder: covers all information concerning a patient that has been

examined at the Roessingh Research and Development Centre.
– Session: reflects all information of a single assessment at the Roessingh

Research and Development Centre.
– Portrait: contains patient information that is specific for a particular

session, e.g. physical condition.
– Gait: contains the information of a gait measurement including addition

information like the marker placement information. Gait measurements
are performed with and without orthosis.

– Kinematic: contains the quantitative motion information of a gait
obtained from the VICON clinical manager software [Vico92]. The VICON
software computes73, based on underlying gait model74 and the observed
marker input data, a number of different results, see Figure A.11,
including single valued data, like walking speed, step length, and
different gait motion trajectories for different joints (left and right),
knee ankle and hip from different planes, viz. sagittal, transverse, and
coronal plane. The individual joint-plane combinations form an
information object. Although a single cycle is very useful for the

                                                       
73 AMASS software is used at the Roessingh to generate a binary file that is input for the
VICON Clinical Manager and may contain any combination of 3D trajectories, force
plate and EMG data, and marker and event labels. The primary output of the VICON

Clinical Manager software is a text file, containing joint angles, moments and powers,
EMG, and gait cycle parameters.
74 The produced kinematic analysis is based largely upon techniques described in
[DOT+91] which only describe the lower limb axis and marker sets.

Figure A.10 Information
object hierarchy
structure.
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characterisation of a patients gait, they are not individually retrievable
because during a single gait measurement multiple cycles are recorded.
This can be solved via pseudo joint-plane cycle information objects. Due
to assumptions in the underlying motion model or marker placements,
information might be misleading or not available.

– Video: recorded video information of a gait from different viewpoints
represented via multiple record-plane information objects. The video
material for clinicians is a valuable source for qualitative observation and
can be used to judge the outcome of the quantitative results.

– Kinetic: contains the force measurement information of the gait. At
Roessingh, only the ground force is measured.

– EMG: contains the measured EMG patterns of a gait. Multiple EMG
channels can be simultaneously measured, recorded, and retrieved. The
amount of channels may differ for each session. As a gait may contain
multiple cycles, a pseudo EMG channel cycle information object can be
identified.

Figure A.11 Illustration
of the results obtained
from the VICON clinical
software
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For these information objects we have identified their attributes and
concept properties that are used by the Roessingh Research Centre and
discussed in the functional evaluation protocol [Cama95]. As we wanted to
validate the capabilities of the ADMIRE model, we focus the requirement of
finding the most ‘similar’ patients to support the treatment advice using the
measurements of the assessed patient as the example query similar to the
query-by-example paradigm. Instead of determining the most similar
patients, the (dis)similarity can be explicitly questioned by a physician, e.g.
to compare a patient’s improvement automatically from measurements
before and after rehabilitation.

A physician may pose different similarity comparisons, ranging from the
value of a single property (e.g. attribute, feature, or concept) of a single
information object (e.g. EMG, kinematic, gait, session, etc.) to multiple
properties values (e.g. attributes, features, concepts, or any combination of
multiple (pseudo) information objects.

One could argue that, as the measured information is sensory
information, one can directly search the raw data for similar patterns, e.g.
using the Euclidean distance measure. Besides that, the computation can be
very time consuming and is sensitive to scaling, translation etc., we need the
features for concept extraction. Furthermore, features can be very useful
for similarity search. After discussing feature extraction of low level sensory
information objects, we deal with more complex similarity search using
extracted and aggregated concepts of ‘higher level’ information objects.

A.4.1 Property extraction

There are many different methods to determine the similarity between two
graphs, see [DiGo95]. However, the suitability of a method depends,
among others, on its domain. For example, for a surface EMG measurement,
the absolute values are unimportant (e.g. a minuscule change in electrode
placement can cause a change in the absolute value of the EMG), and for
motion trajectory the absolute timing is of minor importance compared to
the motion changes (the shape). In the latter situation a (differential) chain
code75 approximation could be used.

The question remains which features to compute that are useful for
both concept extraction and similarity measurement. The maximum, the

                                                       
75 A chain code representation is a piece wise linear approximation using a set of orientation
primitives, using a zigzag line representation: e.g. � =1, � =2, � =3, � =4, � =5. In
a differential chain code representation each segment is coded relative to the next line
segment using the direction/angle (left, right) and the length (e.g. right shorter = 1, right
equal = 2, right longer = 3, left shorter = 4, etc.). It is rotation, scaling and translation
invariant [Scha89]. Using a differential code representation reduces finding similar features
to standard string pattern matching, as done in text retrieval.
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minimum, the number of peaks, the shape, or apply a Discrete Fourier
Transformation (DFT)76? This becomes even more difficult when multiple
related measurements need to be compared with other combinations?
Furthermore, should feature similarity be invariant for translation, scaling
on time and value dimension? For example, for a ‘stiff-legged knee’, the
knee motion range during the swing phase is an important criteria. Looking
at the sagittal plane, the marked dots of Figure A.12 indicate where
abnormal knee function is most significant [Perr92]. For example, the
absolute knee motion range feature (max - min, during swing phase) and relative
knee motion range feature (absolute knee motion range / physical knee motion
range77), can be used as a degree of ‘stiffness’. These features can be used
finding similar ‘stiff legged’ patients, but also to extract the concept ‘stiff
legged knee’, e.g. using the rule that the absolute motion range is less than
20 degrees.

flexion

Degrees of
Motion 0

10

10

20

30

40

50

60

IC LR MSt TSt PSw ISw MSw TSw

max

min

It may be clear that the choice for the features should be done in a
sophisticated manner i.e. using domain knowledge. A way to obtain the
important features is to consult experts in the clinical service process. A less
time consuming alternative of determining important features is using
automatic (supervised) learning methods, e.g. via neural networks.

For the identification of important features we consulted experts and
empirical studies described in the literature. Different experts have
proposed classifications of spastic gait, for example [BCP+79] using EMG
signals of muscles that activate motion of the foot and ankle, [KnRi79]
combined EMG and intermittent light photography, and [WiGH87] uses
both kinematic data in the sagittal plane and EMG.

                                                       
76 See for example [Kuij96], in which DFT has been used similarity matching of for motion
trajectories. As the trajectories represent motion of limbs, caused by harmonic contractions
of particular muscles, the Fourier spectrum can be reduced to a few important Fourier
coefficients.
77 An attribute of the portrait information object.

Figure A.12 Knee
motion, the marked dots
indicate where most
abnormal knee function
can be observed.
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From experimental studies, e.g. [WiGH87], different characteristic
features can be identified that correspond with a particular gait pattern.
Examples of these kinematic features are the average walking speed,
maximum dorsiflexion of the ankle in swing and stand phase, total flexion
extension of the knee and hip, etc. Comparing these features to the normal
gait cycle, a form of normalisation can be obtained that enables easy
extraction of concepts. For example, for normalised walking speed (average
measured walking speed / normal walking speed78) concepts like ‘fast’ (e.g.
normalised walking speed > 1,4), ‘slow’ (e.g. normalised walking speed <
0.7) and ‘normal’ (other situations) can than easily be extracted.

Similarly, EMG measurement information can be compared to normal
gait information, i.e. using relative timing of muscle action compared to
normal function. In [Perr92] seven classifications of abnormal activity are
used with respect to relative timing of EMG signals, including ‘premature’,
‘prolonged’, ‘continuous’, ‘curtailed’, ‘delayed’, ‘absent’, and ‘out-of-phase’.
A difficulty for the assessments at the Roessingh Research Centre is that
surface EMG measurements are used. The obtained EMG patterns of disabled
patient are not so neat that they can be classified unambiguously when using
the above defined classes. A alternative classification of EMG patterns based
on the relative intensity can be used instead:
– excessive: EMG value is greater than the normal band
– inadequate: EMG value is less than the normal band
– absent: EMG is insufficient to identify functional significance

Although multiple force sensory information can be measured, at the
Roessingh, only the ground reaction force during a gait is measured. The
format of the raw data is a 3-dimensional vector trajectory for which
amplitude and direction features can be extracted and e.g. used for
similarity measurement. Comparing the amplitude and the direction (of
especially the sagittal plane) of the different gait-cycle phases with the
normal gait force pattern, abnormalities can be automatically identified and
converted into concepts.

A.4.2 Property aggregation

During a single gait measurement multiple cycles are measured. As
mentioned before, we model individual gait cycles (or strides) via pseudo
information objects. A cycle within a gait can automatically be identified
using the video material or marker information as done in the VICON
software (used by Roessingh), i.e. finding the period between two
successive initial heel floor contacts of the same foot.

                                                       
78 The normal walking speed for children is 116.6 cm per second [HTC+85].
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Multiple (cycle) pseudo information objects can be combined to obtain
a representative characterisation of the measured aspect of the gait. For
example, the features from the same pseudo joint-plane information
objects types can be aggregated to characterise and extract concepts the
accompanying kinematic joint-plane information object, and similarly for
any EMG channel information objects.

From the literature one can observe that timing relationships between
the different measurements, like joint angles, EMG signals, are extremely
important for the gait analyses. Timing relationships in the information
model are very important for the extraction of concepts for different
sensory information objects. For example, see right hand side of Figure
A.13 where left knee flexion sagittal plane and left knee rotation transverse
plane information objects are combined to extract concepts for a pseudo
kinematic information object.

To use the timing relation to its full potential, exact timing relationships
between individual cycles sensory information (e.g. represented via pseudo
joint-plane information objects) need to be used to identify and
characterise (irregularities of) individual cycles. For example, in Figure A.13
left hand side, the pseudo left hip flexion sagittal plane information object
is combined with the pseudo left knee flexion sagittal plane (for the same
cycle) to extract concepts for the pseudo kinematic information objects.

Precise temporal relationships between different sensor information can
be achieved by using a time-identifier in a finite time-space for each
information object. However, exact synchronisation is not a necessity, it is
often satisfactory for concept extraction to be able to detect and relate the
different gait cycle phases, as presented in Section A.3, to each other. The
different phases can automatically be identified, using a similar approach as
the identification of individual cycles but at a finer level of detail. Both the
time relation between the (grouping of) phases of the same foot, e.g. the
stance phases (foot on the floor) and swing phases (the foot in the air) as
well as between the different foots is important for gait analyses79 and
similarity searching.

For EMG measurement information, similar approach applies for the
combination of different kinds of pseudo information objects, e.g.
combining time related EMG channels into pseudo EMG information objects.

Even more valuable is the combination of different time-related
(pseudo) sensory measurement information objects to extract concepts for
the gait information object. See, for example, Figure A.14. in which the

                                                       
79 The normal distribution between stance and swing phases is 60% stance and 40% swing
[Perry92]. The actual distribution depends on the person’s walking velocity. In general, the
duration of the stance/swing phases ratio show an inverse relationship to walking speed.
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pseudo left knee sagittal plane information object and pseudo EMG left
hamstring information objects that refer to the same cycle (using the time
relation) are combined for the inference of concepts of the pseudo gait
information object.

In this manner the concept ‘stiff legged knee gait’ for the gait
information object can be aggregated with a higher degree of confidence as
it is based on multiple evidences e.g. inadequate hip flexion, the absence of
pre-swing flexor assistance, a lack of selective control, and possible
antagonistic muscle action.
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Samenvatting

De laatste jaren is de hoeveelheid beschikbare digitale informatie enorm
toegenomen. Door de ontwikkelingen in multimedia technologie en de
opkomst van netwerkgeoriënteerde informatiediensten is dit in het
bijzonder waar voor multimediale gegevens, zoals beeld, geluid, film etc. De
grote verscheidenheid van beschikbare mediatypen, elk met hun eigen
specifieke kenmerken, alsmede de enorme omvang, minder eenduidige
structuur, temporele karakter enzovoorts, stellen nieuwe eisen aan het
beheer, verwerken en ontsluiten van deze gegevens. Bij het zoeken naar
informatie in een dynamische netwerkomgeving gaan geld en tijd een steeds
belangrijkere rol spelen, aangezien het veelal niet mogelijk is om de hele
informatie omgeving volledig af te zoeken binnen acceptabele tijd. Er zullen
keuzen gemaakt moeten worden waarin en hoe lang er gezocht kan worden.
Beide problemen, het zoeken in onder kosten-constraints en het universeel
modelleren van multimedia informatie worden in dit werk besproken.

Hoofdstuk 1 laat zien dat het probleem van het zoeken van de relevante
informatie zal intensiveren door de toename en diversiteit van informatie
alsmede de beschikbaarheid daarvan in gedistribueerde netwerken. Het
ontsluiten van informatie an sich verschuift in de richting van
kosteneffectieve netwerkgeoriënteerde ontsluiting van multimedia
informatie. Gedacht kan hierbij worden aan vragen zoals ‘zoek zo snel
mogelijk, maar binnen 5 minuten, de twee meest relevante video fragmenten van een
voetbalwedstrijd waarin AJAX een doelpunt maakt zonder dat de zoekactie meer dan 3
gulden kost’.

In deze studie hebben we onderzoek gedaan naar kosteneffectieve
ontsluiting van multimedia informatie in een netwerkomgeving. We hebben
voor een tweezijdige aanpak gekozen. Allereerst hebben we bestudeerd hoe
multimedia informatie gemodelleerd kan worden zodat deze effectief,
efficiënt en eenvoudig te bevragen en ontsluiten is. Daarnaast hebben we
het kosteneffectief zoeken naar informatie in een gedeeltelijk bekende
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netwerkomgeving onderzocht. Hoofdstuk 2 geeft een uitgebreid overzicht
van alle aspecten die hierbij een rol spelen.

Het bevragen van multimedia informatie zal, naast voorgedefinieerde
attributen, zoals bv. titel, producent etc., een veel vrijer en minder
voorspelbaar karakter hebben. Om toch dit soort onvoorzienbare vragen
snel en doeltreffend te kunnen beantwoorden is goed beheer van de
aanwezige informatie noodzakelijk. Hoofdstuk 3 beschrijft het ADMIRE-
raamwerk dat hieraan voldoet. Het ADMIRE-raamwerk stelt je instaat om elk
type informatie op uniforme wijze te modelleren waardoor een grote
diversiteit aan onstsluitingsmethoden ondersteund kan worden. In het
ADMIRE-raamwerk wordt informatie gemodelleerd met behulp van
verschillende informatie-objecten en relaties tussen deze objecten. Door
het gebruik van verschillende temporele, spatiële, logische, en/of
compositie relaties kan de structuur van de informatie-objecten worden
beschreven. Informatie-objecten kunnen gedefinieerd worden op
verschillende niveaus en elk informatie-object wordt gekarakteriseerd door
een aantal eigenschappen. Door deze eigenschappen van alle informatie-
objecten te rangschikken in drie lagen: data laag, feature laag en concept
laag, ontstaat een meerdimensionale zoekruimte. De gebruiker kan dan zijn
vraag formuleren in termen van de verschillende eigenschappen. Door
structuur aan te brengen in de informatie wordt het mogelijk om nieuwe
eigenschappen af te leiden door combinatie van bestaande eigenschappen.
Dit geldt met name voor het bepalen van de eigenschappen van
samengestelde informatie-objecten door de eigenschappen van de
deelobjecten te combineren.

Het ADMIRE-raamwerk is middels twee werkelijke situaties getoetst: een
videodienst voor ontsluiten van televisieverslagen van voetbalwedstrijden
(hoofdstuk 4) en een multimedia database voor klinisch onderzoek van
patiënten met loopstoornissen (appendix A). Deze praktijksituaties hebben
laten zien dat het ADMIRE-raamwerk geschikt is voor het ontwerp en de
constructie van complexe multimedia applicaties. Hoewel er automatisch
diverse eigenschappen afgeleid kunnen worden blijft menselijke supervisie
noodzakelijk.

Hoofdstuk 5 introduceert een nieuwe kosteneffectieve zoekstrategie die
relevante multimedia informatie kan vinden in een gedeeltelijk bekende
netwerkomgeving en die bovendien rekening houdt met beperkte middelen,
in het bijzonder tijd en geld. De strategie is gebaseerd op een bestaande
beslissingstheorie. Deze hebben we toegepast op het domein van
netwerkgeoriënteerde informatie ontsluiting. De strategie optimaliseert de
zoeksessie volgens een door de gebruiker gedefinieerde expressie die tijd en
geld dimensies kan bevatten.
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Hoofdstuk 6 beschrijft een prototype van deze kosteneffectieve
zoekstrategie dat gebruikt is om te experimenteren in een web-gebaseerde
intranet omgeving. Hoewel het functioneren van de strategie het niet
vereist, hebben we het ADMIRE-raamwerk gebruikt om de beschikbare
informatie in het intranet te modelleren. De uitgevoerde experimenten met
het prototype laten zien dat deze strategie succesvol toegepast kan worden
in een echte gedistribueerde web-gebaseerde omgeving. Deze
kosteneffectieve zoekstrategie vereist wel dat, naast de inhoudelijke
beschrijving, de informatie-aanbieders ook informatie moeten verschaffen
over de kosten van zoek- en retrievalacties. De gepresenteerde
kosteneffectieve strategie, vergeleken met andere (naïeve) strategieën, blijkt
in vele gevallen aanzienlijk beter te presteren terwijl hij de gebruiker meer
mogelijkheden geeft om zijn informatiebehoefte te specificeren.
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