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Graph-Based Metrics for Insider Attack Detection in
VANET Multihop Data Dissemination Protocols

Stefan Dietzel, Jonathan Petit, Geert Heijenk, and Frank Kargl

Abstract—Vehicular networks (VANETs) are a growing re-
search area with a large number of use cases. Foreseen applica-
tions include safety applications, traffic efficiency enhancements,
and infotainment services. To make future deployment successful,
it is imperative that all applications are matched with proper
security mechanisms. Current proposals mostly focus on entity
authorization by establishing a public key infrastructure. Such
proactive security efficiently excludes nonauthorized entities from
the network. However, in the face of insider attackers possessing
valid key material, we need to consider data-centric methods to
complement entity-centric trust. A promising approach for con-
sistency checks, particularly in multihop scenarios, is to exploit
redundant information dissemination. If information is received
from both honest and malicious vehicles, chances are that attacks
can be detected. In this paper, we propose three graph-based
metrics to gauge the redundancy of dissemination protocols. We
apply our metrics to a baseline protocol, a geocast protocol, and an
aggregation protocol using extensive simulations. In addition, we
point out open issues and applications of the metrics, such as col-
luding attackers and eviction of attacker nodes based on detected
attacks. Results show that Advanced Adaptive Geocast behaves
almost optimally from a routing efficiency point of view but fails
to offer sufficient redundancy for data consistency mechanisms
in many scenarios. The simulated aggregation protocol shows
sufficient redundancy to facilitate data consistency checking.

Index Terms—Data consistency, graph theory, protocol analysis,
vehicular networks (VANETs).

I. INTRODUCTION

FUTURE applications that make use of vehicular net-
working span a wide range of use cases. We can distin-

guish three main groups of applications: 1) safety applications,
2) traffic efficiency applications, and 3) infotainment services.
The goal of safety applications is to provide the driver with ad-
ditional information that can prevent potential accidents. Exam-
ples include hard breaking warning or a lane-change assistant.
The goal of traffic efficiency applications is to optimize travel
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time beyond the possibilities of current navigation systems.
For instance, information about current average speed, which
is disseminated to approaching vehicles, can help to better
plan alternate routes. Finally, infotainment services include
applications like video streaming or map updates while on
the road.

For some of the mentioned applications, information from
the single-hop broadcast area around a vehicle is sufficient.
In particular, safety applications often rely on one-hop broad-
casts because of tight real-time constraints. However, other
applications, particularly those for traffic efficiency, need to
disseminate information in larger areas. In these multihop sce-
narios, competition for available wireless bandwidth is an issue.
Consequently, numerous proposals exist for efficient multihop
information dissemination protocols. Two major dissemination
patterns that are employed are geocast and aggregation [1].

Geocast disseminates information in a predefined geograph-
ical region, for instance, a stretch of road or a city region.
Depending on whether the origin of information is within the
destination region, information is either first forwarded toward
the destination region or disseminated directly. Example use
cases for geocast are the dissemination of emergency vehicle
warnings to approaching vehicles and disseminating accident
warnings. The goal of aggregation mechanisms is to collabora-
tively create and disseminate an approximate view of the real
world. Instead of forwarding information like average speed
unmodified, vehicles combine known information and only
disseminate summaries in larger regions. In contrast to geocast,
information is modified while it is forwarded in the network.
Example use cases are traffic information systems and parking
spot availability information.

To prevent spreading of malicious information, all proposed
protocols need to be properly secured [2]–[4]. Otherwise, at-
tackers could be able to reroute traffic if they insert malicious
messages into traffic information systems, for instance. In cases
of safety applications, attackers could be able to cause accidents
due to false information, in the worst case.

The original approach to protect vehicular communication is
based on entity-centric trust, which is established by signing
packets with digital signatures and by establishing a public
key infrastructure (PKI) that issues certificates to vehicles [5].
Entity-centric trust ensures that the originators of messages
are actual vehicles or other infrastructure that is authorized
to participate in vehicular networks (VANETs). Attacks using
arbitrary commodity devices are effectively thwarted.

However, prohibitive cost and complex management of
trusted hardware make it likely that knowledgeable attackers
will be able to access key material in vehicles they physically
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own. Using the obtained keys, attackers can generate wrong
information or modify information they process as part of mul-
tihop dissemination protocols. Hence, cryptographic signatures
cannot guarantee that messages contain correct information.
This problem is worse in multihop protocols. If geocast is
used to forward messages over large distances, it is likely that
the receivers of messages do not have any previous interac-
tions with originators of messages. Hence, messages cannot be
judged based on the originators’ previous good or behavior. If
aggregation is used, the originators can no longer be identified.
Forwarding nodes actively modify and combine messages,
which invalidates the originators’ signatures.

Therefore, a number of research papers [6], [7], as well as
standardization activities [5], propose to complement entity-
centric trust with data-centric methods, which detect attacks
based on data consistency rather than entity trust. Data-centric
methods are well known in intrusion detection systems for
closed networks or servers. The central idea is to rely on
physical models, local sensors, or data redundancy to detect
spurious data.

Various approaches leveraging on data-centric methods have
been investigated, for instance, to detect spoofed position data
[8] or to take majority decisions based on messages received
from different sources [9], [10]. However, these mechanisms,
as well as the theoretical framework proposed by Golle et al.
[7], focus mainly on single-hop applications and corresponding
dissemination protocols.

In this paper, we assess different data consistency ap-
proaches for VANETs. Among these, we identify redundancy
as a promising approach particularly for multihop protocols.
Representing a message transfer of a multihop protocol as a
directed graph, we derive metrics to assess communication
redundancy.

Our goal is to analyze whether redundancy can be exploited
to achieve data consistency in multihop dissemination proto-
cols. In previous work [11], we have presented first metrics
for data consistency and performed initial simulations. In this
paper, we present extensions of the metrics and perform ex-
tensive simulations to show that sufficient data redundancy for
consistency checking can be achieved at the cost of higher
bandwidth usage and smaller information dissemination areas
or reduced information utility.

Our contributions can be summarized as follows.

1) We categorize approaches for data consistency and as-
sess their applicability to multihop data dissemination
(see Section II).

2) We propose graph-based metrics to gauge data redun-
dancy in data dissemination protocols (see Section III).

3) We perform extensive simulations using existing protocol
proposals to validate our metrics and to discuss whether
data redundancy is a valid approach for future data-
centric integrity protection methods (see Section IV).

Based on the simulation results, we compare our metrics to
related work in Section V. We focus on formal approaches that
study communication redundancy to validate our simulation
results. In Section VI, we give an outlook on open issues,
such as colluding attackers and applications for our metrics.

Section VII concludes this paper with an outlook on future work
to dynamically adjust data redundancy in efficient dissemina-
tion protocols.

II. DATA CONSISTENCY

As VANET applications highly depend on communicated
data, checking that such data correctly reflect a specific real-
world situation is fundamental. Entity-centric trust helps to
filter spurious data by excluding nonauthorized devices from
the network. However, additional data consistency checks are
needed to detect attacks from insiders that possess key ma-
terial. The central idea of data consistency checking is to
rely on multiple independent sources of information to detect
inconsistencies between different alleged information items.
The detection of inconsistencies can be used as a source for
mechanisms that filter wrong information and exclude attacker
vehicles from the network. We distinguish three main types of
sources for data consistency mechanisms.

Models can be used to compare claimed information against
known models, such as the physical behavior of vehicles. For
instance, vehicles cannot accelerate arbitrarily fast and cannot
move at infinite speed. In [12], particle-hopping models are
used to represent statistical physics of vehicular traffic, which
define the physical behavior of vehicles. Golle et al. [7] create
a model of the VANET, which captures all possible events and
uses their statistical properties (e.g., probability of occurrence)
to detect spurious information.

Local sensors can be used to verify information received
from vehicles in the direct vicinity. In case of conflicts be-
tween the perceived environment and information from other
vehicles, precedence can be given to local sensor information.
Schmidt et al. [13] propose a system that uses sensors to
analyze vehicle behavior and check position information.

Dissemination redundancy exploits the fact that messages are
often delivered via multiple routes to compensate for packet
loss, and that events are often observed by multiple vehicles. As
a result, vehicles can detect spoofed information by observing
inconsistencies between the different received messages about
the same event [9]. Cao et al. [14] present the notion of proof of
relevance (PoR), which is accomplished by collecting authentic
consensus on the event from witness vehicles in a cooperative
way. Event reports from attackers who fail to provide this PoR
are disregarded, making the network immune to bogus data.

Fig. 1 shows examples of the three approaches. The target
vehicle A is confronted with multiple insider attacks mounted
by the vehicles B, C, and D. Vehicle D claims at a speed
of 500 km/h. Using model-based consistency checking, A can
conclude that 500 km/h is an impossible speed for a vehicle and
thus might disregard this information. However, the underlying
model that determines which speeds are impossible may be
known to attackers as well. Within the range of “allowed”
speeds, attackers can still claim false events.

Vehicle B shows this type of attack. However, A can use
local sensors to detect that vehicle B, which claims to stand
still, is actually moving. Such measurements can, for instance,
be taken using an onboard radar sensor, if the attacking vehicle
is within sight.
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Fig. 1. Three main methods of data consistency.

Both checks will fail to detect C’s attack, who claims to
be stuck in a more distant traffic jam. Since this is perfectly
possible, the model-based checking fails. Because it is far
beyond the reach of local sensors, sensor cross checking can
also not be applied.

However, redundancy-based consistency checks can be ap-
plied to detect C’s attack. If C is reporting a correct speed
but an intermediate node forwarding the data modifies it, there
might still be redundant paths that allow A to detect the alter-
ation. If C itself is reporting false information, other vehicles
surrounding C might report a different consistent picture of
the traffic situation. Again, C’s spoofed information can be
detected. Such redundancy-based approaches can be used even
if the attacking vehicle is far beyond the reach of local sensors
and complies with physical models. Once such inconsistencies
are detected, we can use information from other sources to filter
out incorrect information and possibly evict malicious nodes.
For instance, majority decisions can be made if originating
nodes sign messages and messages are not modified during
dissemination, such as presented in [9]. Another approach is to
apply models in addition to redundancy checks. For example,
consider a traffic information system. Once an inconsistency is
detected due to redundant information, historic information that
is already in the world model can be used to predict the more
likely current traffic situation among the conflicting views.

We therefore argue that exploiting dissemination redundancy
is a promising approach to detect insider attacks on multi-
hop dissemination protocols. We can exploit the fact that all
protocols have to introduce a certain amount of redundancy
due to the inherently unreliable network. However, existing
protocols are often tweaked for minimal redundancy to cope
with bandwidth limitations. Therefore, we will design metrics
to assess redundancy in existing networks and validate them
using extensive simulations.

III. REDUNDANCY METRICS

We define three metrics that characterize communication
redundancy. The following gives an overview of the metrics.
Afterwards, we introduce our network and attacker model using
graphs and explain how to derive the metrics from it.

Metric 1 (Redundant paths): For a message transfer in a multi-
hop dissemination protocol, we analyze the number of fully
redundant paths (P) between the source and the destina-
tion of the message. A higher number of redundant paths
means that a protocol is more resilient against attackers.

Metric 2 (Critical nodes): If there is at least one vehicle that
is part of all paths between source and destination, that
vehicle is a critical node, because it fully controls the
information that the destination receives from the source.

The number of critical nodes (C) between source and
destination is a measure for the likelihood that an attack
on the network remains undetected.

Intuitively, a higher number of redundant paths and
fewer critical nodes lead to a higher bandwidth usage. As
a result, a resilient protocol is likely to be less efficient in
disseminating information to a large number of destination
nodes. Therefore, we introduce a third metric to analyze
the tradeoff between redundancy and bandwidth usage.

Metric 3 (Distribution of information): The percentage of all
vehicles in the network that actually receive a message
from the source gives the distribution of information (D).

To formalize the foregoing metrics, we introduce a
graph representation for multihop protocols. We will also
use this graph representation to explain the exact commu-
nication scenario we analyze and to explain our attacker
model.

A. Communication Model

Definition 1: We represent the communication network with
a directed graph G = (V,E), where vertices represent vehicles,
and edges represent that a node is within one-hop communica-
tion range of another node.

Information that is observed by a source s ∈ V is forwarded
over multiple forwarding nodes f1, . . . , fm ∈ V to a destina-
tion d. To compensate for packet loss, protocols often forward
information using multiple paths from s to d, and each path can
be characterized by the corresponding n-tuple of forwarding
nodes. For the transfer of a single message, we distinguish two
subgraphs of G, namely, G(s,∗) and G(s,d), where

G ⊇ G(s,∗) ⊇ G(s,d). (1)

Definition 2: We use G(s,∗) = (V(s,∗), E(s,∗)) to represent
all transfers of a single message, that is, all forwarding paths
starting at s. Hence, (vi, vj) ∈ E(s,∗) if and only if vi forwards
the message, which vj then receives. V(s,∗) contains all nodes
in V that are connected by an edge in E(s,∗).

Definition 3: G(s,d) = (V(s,d), E(s,d)) represents successful
transfers from s to d. Thus, V(s,d) and E(s,d) contain all nodes
and edges that are part of a path from s to d in G(s,∗).

Fig. 2 shows an example network. Ideally, d receives the
message unmodified via all paths. However, due to the unre-
liable wireless channel, some packets might be lost, and due
to malicious vehicles, some of the received messages might be
modified.

B. Attacker Model

We assume a single insider attacker a ∈ V \ {s, d} whose
goal is to alter the message that is transferred from s to d, who
are both honest. Further, a possesses at least one valid certified
key pair. While cases of colluding attackers are possible, we
consider single attackers to be the most likely, particularly
assuming that attackers need to physically own cars to extract
key material. Whenever a receives s’s message for forwarding,
a will modify it. We assume that we cannot distinguish a from
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Fig. 2. Example communication network G with a source s, destination d,
and corresponding transfers G(s,∗) and successful transfers G(s,d).

Fig. 3. Example graph showing critical nodes, namely, 2 and 4, on a path
between source s and destination d.

normal vehicles beforehand, because the attacker vehicle cre-
ates messages that conform to the communication protocol. In
general, we assume a behaves according to the protocol except
for modifying message content. Note that this attack scenario
cannot be solved with a simple message integrity protection
using digital signatures. The reason is that the destination d
does not know the identity of s. Therefore, d cannot check
whether the message has been signed with s’s private key.
Instead, d can only verify that the signer of the message is an au-
thorized participant of the network. However, since we assume
a possesses one or more valid key pairs, d cannot distinguish
s’s messages from a’s messages only using signatures.

We consider a to be successful if a is able to modify all
messages that d receives from s. To be successful, a needs to be
in V(s,d), and part of all possible paths from s to d in G(s,d), i.e.,
a, needs to be a critical node. Fig. 3 shows an example graph
with two critical nodes. A message transfer is called attackable
if there exists at least one a ∈ V(s,d) \ {s, d} such that for all
paths p from s to d in G(s,d), a is on p.

C. Metrics

We will now derive an efficiently computable metric for
redundant paths based on the notion of an attackable message
transfer. If a node exists that is part of all paths between s and
d, then G(s,d) becomes disconnected after removing this node.
Thus, the size of the graph’s minimum vertex cut is 1. Applying
Menger’s theorems [15], which state that a graph’s minimum
cut is equal to the maximum flow, means that the number of
node-disjoint paths between s and d in G(s,d) is equal to 1. We
can use maximum flow algorithms to compute the number of
node-disjoint paths efficiently.

Namely, we use a modified version of Edmonds–Karp algo-
rithm, as proposed in [16]. Used as is, Edmonds–Karp calcu-

Fig. 4. Example helper graph G′ corresponding to the graph shown in Fig. 5.

Fig. 5. Example graph showing two node-disjoint paths, namely, (1, 2) and
(5, 6), from s to d.

lates the number of edge-disjoint paths for a source–destination
pair in a weighted directed graph. We introduce a helper graph
G′ = (V ′, E ′) to obtain the number of node-disjoint paths as
follows. Each node in V is split into two nodes vi and v′i, and
the two nodes are added to V ′. Thus

V ′ = {v1, v′1, v2, v′2, . . . , vn, v′n} . (2)

Now, an edge is added between all vi and v′i pairs, and all
incoming edges of G’s nodes are added to vi nodes, and all
outgoing edges are connected with the v′i nodes, i.e.,

E ′={(v1, v′1), . . . , (vn, v′n)}∪{(v′i, vj) : (vi, vj)∈E} . (3)

Finally, we need to define edge weights because maximum
flow algorithms operate on weighted graphs. We set all edge
weights to 1, because each edge represents a single message
transfer between two nodes. Fig. 4 shows the corresponding
helper graph G′ for the graph shown in Fig. 5. Intuitively, the
(vi, v

′
i) edges “tag” a node as being used. Because all edge

weights are 1, all nodes in V can only be used once before the
edge (vi, v

′
i) is at maximum capacity. Therefore

P := EdmondsKarp(G′) (4)

gives the number of node-disjoint paths in G, where
EdmondsKarp() is the Edmonds–Karp algorithm for calculat-
ing the maximum flow in a graph.

If a protocol is not attackable, there are at least two paths
from s to d that have no common nodes apart from s and d, as
shown in Fig. 5. In general, the number of node-disjoint paths P
characterizes how resilient a message transfer is against insider
attackers. Given at least two node-disjoint paths from s to d, an
attack by a single attacker can be detected, even if, for P = 2,
it is still undecidable which node is the attacker. For P ≥ 3, an
attacker can be detected given an honest majority and additional



DIETZEL et al.: GRAPH-BASED METRICS FOR INSIDER ATTACK DETECTION IN VANET PROTOCOLS 1509

TABLE I
METRICS OVERVIEW

information about the forwarding topology. However, detection
is not straightforward; we will elaborate more on this issue in
Section VI.

In case we have P = 1, there is at least one node in the
network that can successfully attack the message transfer from
s to d. However, not all nodes on the node-disjoint path between
s and d can attack successfully. Therefore, we calculate the
number of critical nodes (C) on the path between s and d.
A node is critical if its removal would disconnect G(s,d). We
define C ⊂ V(s,d) to be the set of all critical nodes. In case
P ≥ 2, the number of critical nodes is automatically 0. Hence

C =

{
0, P ≥ 2
|{v ∈ V \ {s, d} : v ∈ C}| , otherwise.

(5)

The number of critical nodes C indicates how likely an
attacker is successful. The more nodes on the path between
s and d are in the set of critical nodes, the more likely it is
that an attacker that is randomly positioned in the network is
successful. Namely, the chance of success is

P (a ∈ V \ {s, d} successful) =
C

|V \ {s, d}| . (6)

Both P and C measure the suitability of a protocol for
redundancy-based data consistency. However, such redundancy
might come at the cost of higher bandwidth overhead. There-
fore, we introduce distribution of information D as the fraction
of all nodes that have received a particular message from the
source. That is

D := |V(s,∗)|/|V |. (7)

Hence, D gives an intuition of a protocol’s success rate in
disseminating messages throughout a large area, which is a
common goal for multihop communication protocols.

Table I summarizes our metrics. Together, P , C, and D
describe the tradeoff between communication efficiency and
attack resilience due to redundancy. Here, P and C directly cor-
relate. If there is more than one node-disjoint path, no critical
nodes can exist. The distribution of information is orthogonal to
that. Depending on specific application requirements, it might
be acceptable if a protocol is able to disseminate information in
a large area, as indicated by D, but at the cost of a low number
of paths P . On the other hand, safety-critical protocols will
value high redundancy and a high number of paths over wide
dissemination of potentially false information due to a higher
number of critical nodes C.

IV. ANALYSIS AND DISCUSSION

To validate our metrics, we apply them to widely-used mul-
tihop data dissemination protocols [1]. The goal is to analyze
to what extent these protocols provide enough redundancy to
detect attackers in different scenarios. We implemented repre-
sentatives of the following protocol families.

Baseline: To have a baseline, we create a graph that represents
the node connectivity based on the chosen simulation
parameters. This graph resembles the result of a naïve
flooding with perfect packet delivery even over multiple
hops. The baseline gives an estimate of the maximum
achievable redundancy in a network.

Geocast: We use an adaptive probabilistic gossiping protocol,
namely, Advanced Adaptive Geocast (AAG) [17], as rep-
resentative for the Geocast protocol family. In AAG, each
node determines the message forwarding probability based
on the current perceived node density according to two-hop
neighborhood information. The protocol performance can
be adjusted by configuring an average reception percent-
age, which states the percentage of nodes that should, on
average, receive a message. In high node density scenarios,
AAG uses a logistic function to automatically reduce the
forwarding probability further. A target region can be spec-
ified that determines the area for which an observation is
relevant. For our simulations, we set the target region to the
whole network, because we assume a traffic information
application where all vehicles are interested in the speed of
the other vehicles in the network.

Aggregation: We use a basic aggregation scheme similar to [18]
as representative for in-network aggregation protocols. The
scheme uses fixed-size road segments, for which all atomic
observations are averaged. For calculating our metrics,
we assume that a message from the source reaches the
destination if the destination receives an aggregate that
the source message contributed to. All vehicles collect
known aggregates in a world model and periodically dis-
seminate a subset of the world model using one-hop link-
layer broadcast. For dissemination, a fixed packet size is
configured. In case the world model content exceeds the
packet size, priority is given to information about the direct
vicinity of the disseminating vehicle. Both segment size
and dissemination packet size can be adjusted.

For these protocols and for each simulation setting, we
calculate the redundant paths and critical nodes, as described in
Section III, between 100 randomly chosen source–destination
pairs in different randomly selected node placements. All other
vehicles, apart from participating in the forwarding process
between the source and the destination, create and disseminate
messages as well. These messages are regarded as background
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TABLE II
OVERVIEW OF SIMULATION PARAMETERS

load. They contribute to the channel load and cause possible
collisions on the wireless medium, resulting in fewer paths
from the source to the destination. All graphs show the average
values and their standard deviations.

Our simulations are done using an enhanced version1 of
JiST/SWANS.2 Table II summarizes the default simulation
parameters (marked in bold) as well as the variations of the
parameters. We consider both city and highway scenarios with
changing node density, broadcast rates, transmit power settings,
packet sizes, as well as different protocol-specific parameter
settings. For the city scenario simulations, we place all nodes
randomly on a predefined road network. For the highway
scenario simulations, nodes are randomly distributed on a single
stretch of road.

We do not consider node mobility at this point, because we
focus on single message transfers between a source and a des-
tination and can assume that the basic network characteristics,
e.g., node density, remain the same during one message transfer.
To verify our assumption, we run several test simulations to
compare results with and without mobility, which will be
discussed in Section IV-A.

We will now discuss the simulation results for common
protocol parameters found in the literature. Default parameters
are marked bold in Table II.

Fig. 6(a) shows the number of node-disjoint paths on a
highway with varying node density. For the baseline and for
the aggregation protocol, P grows linearly in the number of
nodes. For the baseline, this behavior is expected, because
the graph is more connected with higher node density. The
aggregation protocol behaves similarly, because in the highway
scenario there are only ten road segments. Both protocols show
a high standard deviation of P , which is due to the varying
distance of the chosen source–destination pairs. Fig. 7 shows
the histogram for the number of node-disjoint paths using the
aggregation protocol on a highway. For a low node density, only
one node-disjoint path is the most likely outcome. However, the
histogram shows that more paths do occur. For higher densities,
no single source–destination pair resulted in only one or only

1Website: http://www.vanet.info/
2Website: http://jist.ece.cornell.edu/

a few node-disjoint paths. Consequently, Fig. 6(b) shows that
the number of critical nodes C = 0 for both the baseline and
the aggregation protocol. However, low node densities can be
problematic. To some extent, this cannot be changed. If only
few nodes are available as source of information, the redun-
dancy is necessarily low. However, the aggregation protocol
could be adapted to perform less aggregation in low node
density scenarios to maintain a higher redundancy due to more
redundant atomic observations. The results for AAG in Fig. 6(a)
show a much lower number of node-disjoint paths; the average
over all simulation runs is 1.51, and it stays constant with
growing numbers of nodes. This is due to the fact that AAG
automatically reduces redundancy by lowering the forward-
ing probability in high node density scenarios. Consequently,
Fig. 6(b) shows a higher number of critical nodes for AAG.
In addition, a number of critical nodes remain even in high
density scenarios. While these results show that AAG reacts
well to high node densities from an efficiency point of view, it
is problematic from a security point of view. Even when a large
number of nodes, and consequently redundant observations, are
available, a cleverly positioned insider attacker will still be able
to insert wrong information. The distribution of information
(see Fig. 8) shows that both the baseline and the aggregation
protocols achieve almost 100 percent distribution for more than
100 nodes. For AAG, however, the distribution performance
declines with higher number of nodes due to lowered forward-
ing probabilities according to the logistic function. The high
standard deviation in the plot again shows the high variance in
the distance between the selected source–destination pairs. At
first sight, the decreasing distribution of knowledge seems to
be a bad outcome for the AAG protocol. Note, however, that
the shown distribution percentage represents the distribution of
a particular message and not a number of messages about the
same event. Since AAG does not aggregate messages about
a single event, like the aggregation protocol, it is likely that
at least some messages about an event will still reach the
destination, if the source sends enough messages.

In the city scenario, we see similar results for the baseline
and AAG protocols in terms of both node-disjoint paths and
number of critical nodes [see Fig. 9(a) and (b)]. However,
the aggregation protocol performs significantly worse than in
the highway case. Even for high node densities, information
exchange can be attacked in some cases. The reason for this
is that the aggregation protocol needs to disseminate a much
higher number of segments in the city scenario due to the larger
road network. The higher number of road segments also reflects
in the distribution of information (see Fig. 10). In contrast to the
highway case, the aggregation protocol achieves a distribution
of 60%–80% on average with a high standard deviation. These
results confirm a lesson learned [19] from early aggregation
protocols: Aggregation schemes that use fixed segments do
not scale with larger areas, because the number of messages
that need to be disseminated still grows linearly. In contrast,
schemes that adapt the aggregation areas dynamically can
reduce the number of total messages, which would result
in higher redundancy. Our results therefore indicate that dy-
namic aggregation schemes are also favorable from a security
point of view.
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Fig. 6. Node-disjoint paths and critical nodes for different node densities on a highway. (a) Node-disjoint paths P . (b) Critical nodes C.

Fig. 7. Histogram showing the node-disjoint paths for the aggregation proto-
col on a highway.

Fig. 8. Distribution of information D for different node densities on a
highway.

We observe that for AAG, all metrics are consistent for
the city and highway scenarios, as well as for different node
densities. In all settings, AAG performs almost optimal in terms
of communication efficiency. However, the low redundancy
due to efficient communication results in possible attacks.
Moreover, AAG performs worse in terms of information dis-

tribution with higher node densities. Aggregation shows a high
percentage of information distribution as well as a high level
of redundancy for all scenarios. However, aggregation only
disseminates summarized information. As a result, the utility of
the disseminated information may be lower when compared to
exact data. Moreover, the aggregation protocol’s performance
decreases notably in a city scenario. This decrease illustrates
the drawbacks of a fixed segment aggregation scheme. With
increasing number of segments, information cannot be dissem-
inated efficiently anymore, resulting in a lower distribution of
information percentage.

We will now discuss the impact of varying key simulation
parameters on the results to show whether AAG can be adapted
to achieve higher redundancy and to see how the performance
of aggregation in city environments can be improved.

A. Impact of Mobility

We perform all our simulations using static vehicles. To
confirm our assumption that mobility does not influence our
results, we performed exemplary simulations with mobility on
highway scenarios. Mobility is implemented as a car-following
model on a multilane highway. Using all available lanes, cars
overtake if possible and slow down to avoid collisions with
other cars. Fig. 11(a) shows the difference between static ve-
hicles and mobile vehicles for the aggregation protocol. Due
to the increased encounters of other nodes in the simulations
with mobility, the number of node-disjoint paths is slightly
higher. However, the difference is small and within the standard
deviation. Similarly, Fig. 11(b) shows that the number of node-
disjoint paths for the AAG protocol is independent of node
mobility.

B. Impact of Broadcast Interval

Fig. 12 shows the impact of different broadcast frequencies
in the city scenario. According to the current standard on ve-
hicular communications [5], we simulate broadcast frequency
settings from 10 Hz, which is commonly assumed for one-hop
broadcasts, up to 0.5 Hz, i.e., one message every 2 s. The figure
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Fig. 9. Number of node-disjoint paths and critical nodes for different node densities in a city. (a) Node-disjoint paths P . (b) Critical nodes C.

Fig. 10. Distribution of information D for different node densities in a city.
For legend, see Fig. 8.

shows results for low (100 nodes) and high (750 nodes) vehicle
densities. We can see that AAG is unaffected by the change
of broadcast frequency. This result is independent of the node
density. However, Fig. 13 shows that the distribution of infor-
mation increases significantly if lower broadcast frequencies
are used for AAG, which is due to the reduced number of packet
collisions when using lower broadcast frequencies.

The aggregation protocol is not affected by the broadcast
frequency in the low vehicle density setting. However, in the
high density simulation, we see that the number of node-
disjoint paths decreases with decreasing broadcast frequency.
This decrease is in line with the results for varying node density
in the city scenario [see Fig. 9(a)]; due to the increased number
of road segments and the increased number of observations
from different nodes, a lower broadcast frequency results in
fewer node-disjoint paths per observation.

C. Impact of Transmit Power

Next, we analyze the impact of increased transmit power.
For all previous simulations, we assume a conservative value
of 10.9 dB for the transmit power of nodes. This is well below
the maximum value of 40 dB defined in the IEEE 1609.4 draft
standard [20], because we assume that strict transmit power

control mechanisms will be in place in real-world deployments.
Now, we simulate transmit powers of up to 30 dB. Fig. 14(a)
shows the impact on the number of node-disjoint paths in
the city scenario. AAG again performs equally in all power
settings and in all vehicle density settings. Both aggregation
and baseline benefit from higher transmit powers and higher
vehicle densities. Under low density, aggregation performs
close to the baseline. In a higher density setting, the difference
between aggregation and baseline is larger, which confirms the
results for aggregation in the varying node density scenario
[see Fig. 9(a)]. Due to the higher number of road segments,
and consequently aggregates, in the city scenario, the difference
between aggregation and baseline is significantly larger.

Looking at the distribution of information in the simulations
shown in Fig. 14(b), we see why AAG is the only protocol
that is unaffected by the higher vehicle density in Fig. 14(a).
With increasing transmit power, the distribution of information
decreases for AAG. The decrease is due to the logistics function
used. It reduces the forwarding probability for messages in high
node density scenarios to avoid high bandwidth usage.

D. Impact of Protocol-Specific Parameters

Finally, we assess the impact of protocol-specific parameters
on the number of node-disjoint paths. For the aggregation pro-
tocol, the two main parameters are the size of the road segments
and the maximum size of packets generated for dissemination.
Fig. 15(a) shows the impact of different segment sizes in the
city and highway scenarios. Under low vehicle density, the
segment size does not have an impact on the redundancy.
For high vehicle densities, aggregation benefits from larger
segments, and consequently, fewer aggregates that need to be
disseminated. The impact is again slightly higher in the city
scenario. Fig. 15(b) shows the impact of different packet sizes.
The results are analog to the impact of the segment sizes; almost
no difference can be seen for low vehicle density, and the city
scenario is slightly more influenced than the highway scenario.

For AAG, the main protocol-specific parameter is the average
reception percentage. Intuitively, higher average reception per-
centages result in higher probability of message forwarding in
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Fig. 11. Impact of mobility on node-disjoint paths for (a) Aggregation and (b) Geocast.

Fig. 12. Impact of broadcast frequency on the node-disjoint paths in the city
scenario.

Fig. 13. Impact of broadcast frequency on the distribution of information
of AAG.

each node. We vary the value between 0.5 and 0.9 and disable
the logistics function, which lowers the reception percentage
for high node density scenarios. Fig. 16 shows the impact of
the reception rate on the number of node-disjoint paths. We
observe that, remarkably, the number of node-disjoint paths is
unaffected by different reception rate settings in all scenarios.

To further analyze the impact of different average reception
percentages, we reduce the number of nodes that send messages
in parallel. In addition, we introduce a simple extension to
AAG’s duplicate message detection scheme. Instead of drop-
ping each duplicate immediately, each node rebroadcasts an
already known duplicate message at most x times before it is
dropped. Fig. 17 shows the corresponding simulation results for
300 vehicles in the city scenario. We can see that the unmodified
AAG scheme (x = 1) achieves no higher redundancy even
under lower message load. However, increased values for x
result in higher redundancy in low load (three messages total)
and medium load (300 messages total) scenarios. For high
message load (more than 10 000 messages total), which is the
standard in all other simulations, the simple modification does
not result in noticeable benefits. Therefore, more advanced and
adaptive dissemination mechanisms will have to be explored.

E. Summary

Throughout all simulations, we observe that the number
of node-disjoint paths remains stable for AAG, independent
of different parameters. Namely, P varies between 1 and 2.
From a routing efficiency viewpoint, these results are almost
optimal. In all settings, AAG succeeds to deliver messages
(P > 1), but there are few or no redundant paths (P < 2).
However, from a data consistency perspective, these results
show that the unmodified AAG protocol is susceptible to insider
attacks. The main protocol parameter, i.e., the average reception
percentage, did not improve P significantly. However, we have
shown that even a simple modification of duplicate detection
benefits the redundancy of AAG. Further research will have to
be done to fine-tune redundancy based on attack probabilities
and changing network topologies.

In contrast, the aggregation protocol shows much higher
values for P . In the highway scenarios, the aggregation protocol
achieves redundancy values close to the results of the baseline
simulations. However, we can also see from the city scenarios
that the performance of the simple aggregation protocol used
is highly dependent on the total number of road segments.
These results show that it is advisable to use a more flexible
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Fig. 14. Impact of transmit power on the node-disjoint paths and distribution of knowledge in the city scenario. (a) Node-disjoint paths. (b) Distribution of
knowledge.

Fig. 15. Impact of protocol-specific parameters for aggregation. (a) Aggregation segment sizes. (b) Dissemination packet sizes.

Fig. 16. Impact of average reception percentage.

hierarchic aggregation scheme in practice. Existing research by
Scheuermann et al. [19] has shown that aggregation protocols
that use fixed road segments will not scale to large areas
due to bandwidth constraints. Our simulations confirm these
results. Due to the high number of aggregates in the high node
density city scenarios, both the distribution of information and

Fig. 17. Impact of modified duplicate detection for AAG on the number of
node-disjoint paths.

the number of node-disjoint paths are affected. Thus, a more
flexible aggregation scheme is beneficial for both scalability
and data consistency.

However, we need to point out that we do not consider
information utility explicitly in our simulations. That is, for the
aggregation protocol, we consider that the selected destination
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node has received a message from the source if the destination
received an aggregate to which the source contributed. In the
process, the source’s message may have been merged with
other messages. For instance, the speeds of all vehicles on the
same road segments are averaged, and only the average is dis-
seminated. This loss of precision between the original atomic
observations and the resulting aggregate is not considered in
our metrics. Hence, future work to include information utility
metrics in the simulation results to better put the results of the
aggregation protocol into perspective still remains.

For all the simulated protocols, the three proposed metrics
show useful results that allow to make statements about the
resilience of the protocols against attackers.

V. RELATED WORK

The existence of short redundant paths between pairs of
nodes is a fundamental question in all mobile ad hoc networks.
Researchers have applied graph theory to formally derive ex-
pected connectivity and other metrics of networks. Focusing
on random nonmalicious faults, the central questions are “is a
network of randomly distributed nodes connected?” and “how
many node and link faults can be tolerated before the network is
disconnected?” Although attackers are not explicitly considered
in these scenarios, we can apply these results to our setting.
We assume that an attacker node modifies all information that
is forwarded through it. Therefore, an attacker node in our
scenario is equivalent to a failed link, because the attacker does
not forward any correct information to downstream nodes.

Rabin exploit efficient replication in messages and path
redundancy to achieve additional fault tolerance [21]. In [22],
the authors define the radio connectivity between nodes s and
d as the minimum number of jammers needed to disrupt all
communication between s and d. Networks with high node
(edge) connectivity are more robust against node (edge) fail-
ures, respectively. However, the attacker model is different, and
the result is not directly applicable in our context. For instance,
Rabin assumed external attackers that aim at destroying links
and can choose their position in the network, whereas we focus
on hard-to-detect insider attackers that only modify forwarded
information without hindering other communication.

Nikoletseas et al. [23] examine connectivity properties in
random graphs. For a random graph Gn,p with n nodes and
the probability for any possible edge to occur p, they calculate
the minimum value of p that results in at least x vertex disjoint
paths between any pair of nodes. Moreover, the given bounds
for p guarantee that all x paths are bounded by a maximum
length l.

Bettstetter [24] formally derives results for k connectivity
in mobile networks with randomly distributed nodes. For a
network to be k connected, there needs to be at least k node-
disjoint paths between all possible source–destination pairs. In
contrast to the work of Nikoletseas et al., Bettstetter directly
considers mobile ad hoc networks. Thus, he uses a random ge-
ometric graph, where nodes are distributed in space, and edges
occur according to a distance metric, instead of the abstract
edge probability in a random graph. Bettstetter establishes that
the probability of a network to be k connected is, with high

certainty, equal to the probability that all nodes in the network
have at least k neighbors.

In addition to theoretic results, path redundancy has been
exploited practically to design resilient protocols for wireless
sensor networks (WSNs). In [25], it is confirmed that rout-
ing using node-disjoint paths enhances both survivability and
data confidentiality. They present two efficient algorithms for
computing a pair of node-disjoint paths. The presented path
calculation takes into consideration both lifetime and total
energy consumption. Al-Wakeel and Sa [26] propose a path-
redundancy-based security algorithm (PRSA) to improve the
routing security in WSNs. The algorithm uses alternative rout-
ing paths for each data transmission to overcome attacks on
the sensor network. The idea behind PRSA is to find multiple
secure least-cost routing paths between source and destination.
In [27], the authors define the problem of increasing WSN
reliability by deploying a number of additional relay nodes to
ensure that each sensor node in the initial design has k node-
disjoint paths to the sinks. A WSN is robust if at least one route
to a sink is available for each remaining sensor node after the
failure of up to k − 1 nodes.

However, these existing approaches do not consider VANET
protocols. Due to the focus on nonmalicious failure, the pre-
sented approaches usually consider the basic network con-
nectivity when calculating the proposed metrics. A main
contribution of this paper is to present metrics suitable for
VANETs and to apply graph metrics to existing communication
protocols, thus measuring the actual redundancy provided. Such
measurements are a prerequisite to apply misbehavior detection
protocols to VANET communication. Only if the underlying
communication protocols exhibit enough communication re-
dundancy and information from different sources can we use
these different sources to detect misbehavior.

Therefore, misbehavior detection protocols, such as pre-
sented in [28] and [29], can be seen as an application of our
metrics. For example, Liu et al. [28] present an insider attacker
detection scheme for WSNs, where each node runs a local
intrusion detection system to report misbehavior. In the context
of VANETs, Bissmeyer et al. [29] propose to detect intrusion
by verification of vehicle movement data. The results of such
misbehavior detection can be enhanced if nodes locally calcu-
late the expected redundancy given the current node density and
adapt the underlying communication protocol to send more or
less redundant information accordingly.

VI. APPLICATION OF THE METRICS AND OPEN ISSUES

In our simulations, we focused on scenarios with a single
attacker. While a single attacker is the most probable scenario,
it might be possible that attackers acquire more than one valid
key pair. The reason can either be that an attacker physically
owns more than one vehicle and is able to extract keys from all
of them or that an attacker is able to acquire more than one valid
key pair from a single vehicle. The latter is particularly possible
if pseudonyms are used to enhance communication privacy [2].
We can extend our attacker model to cover colluding attackers
by saying that n nodes a1, . . . , an are attackers and try to
modify messages transferred from s to d. The set of colluding
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Fig. 18. Nonsuccessful distribution of n ≥ P colluding attackers, namely,
a1, a2, and a3.

Fig. 19. Example graph showing the dependency between different node-
disjoint paths.

attackers is successful if d does not receive an unmodified copy
of the message.

Given a message transfer with P node-disjoint paths, we can
detect inconsistencies caused by at least P − 1 attackers. Recall
from Section III that P node-disjoint paths mean that the size
of a minimum vertex cut of the graph G(s,d) is P . Therefore,
P − 1 attackers cannot disconnect the graph, which means that
there is at least one path left from s to d that consists of honest
nodes only. On the other hand, if there are n ≥ P attackers,
they are not necessarily successful. Fig. 18 shows an example;
because the attacker nodes are distributed such that they cannot
control all paths from s to d, the attack is not successful.

In addition to node-disjoint paths, we defined the number of
critical nodes [see Definition 2 and (5)] and used it to derive
the success probability for an attacker controlling a randomly
selected node in (6). However, calculating the success proba-
bility for multiple attackers is an open challenge. To see why,
consider the example graph shown in Fig. 19. Clearly, the graph
has P = 2 node-disjoint paths from s to d. Thus, two colluding
attackers can be successful. However, we cannot compute the
number of critical nodes separately per path. If the attacker
chooses node 1 on the first path, nodes 4, 5, and 6 are critical
on the other path. However, if the attacker chooses node 2 or 3
on the first path, only nodes 5 and 6 are critical because of the
edge (1, 5). Hence, we cannot determine the number of critical
nodes separately for each path. We are currently developing a
method to derive the probability of success for randomly placed
colluding attackers that takes into account these interrelations.

Another topic of ongoing work is the detection of attackers.
We say that we can detect an attack if the destination receives at
least one unmodified copy of the message. However, we cannot
assume that the version of the message that was received via the
majority of incoming edges to the destination is the unmodified
message. The reason is that few attackers can control a large
share of incoming edges. Consider, for example, the topology
shown in Fig. 20. A single attacker a can influence most of the
message copies received by d because a is followed by a large

Fig. 20. Example graph where only one attacker can influence a large number
of message copies received by the destination.

number n > 2 of forwarding hops. The honest nodes h1 and h2

only reach d via a single path each. Despite the honest majority
and despite the fact that there are three node-disjoint paths
in the graph, we cannot decide which information is correct
and which information is modified by the attacker without
further information about the graph topology. Thus, additional
mechanisms are necessary, such as message confidence values,
which can be gained using cryptographic mechanisms, such as
presented in [9] and [30].

Finally, we have seen that AAG does not achieve the neces-
sary redundancy for attack detection in many scenarios. Ideally,
future protocols will optimize path redundancy and bandwidth
consumption at the same time. For instance, ideas from mul-
tipath routing [31] could be applied to achieve protocols that
maintain P ≥ 2 redundant paths while still keeping the over-
head relatively low. In addition, protocols could dynamically
adapt to changing network conditions. Once signs for attacks
are detected, protocols could deliberately increase redundancy
to foster attack detection. Such adaptive protocols can achieve
a tradeoff between efficient communication when attacks are
unlikely and good resilience against attacks when necessary.

VII. CONCLUSION

Data consistency is an important building block for secure
vehicular communication systems. Focusing on entity-based
solutions, such as message signing and certification using
PKI, data consistency measures have been widely neglected
by existing research. We have proposed a categorization of
data consistency mechanisms into model-based, sensor-based,
and dissemination-redundancy-based approaches and argue that
redundant data forwarding paths are the most promising tech-
nique to enable consistency checks in multihop data dissemina-
tion protocols.

Previous research on such multihop dissemination protocols
has focused on aspects like communication efficiency, aiming
to remove any dissemination redundancy as a result. We com-
plement this paper by analyzing how likely it is for a randomly
selected unknown attacker to dominate all information paths
from a source to a destination. Our metrics (the number of node-
disjoint paths and the derived number of critical nodes) are
efficient to compute due to their relation to the well-researched
maximum flow problem in graph theory.

We validate our metrics using extensive simulations in differ-
ent network scenarios. Our results show that AAG, which is an
efficient Geocast protocol, reduces communication redundancy
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to a point that enables single attackers to fully control the
information flow between a vehicle pair in certain scenarios.
On the other hand, a simple aggregation protocol shows more
promising results in terms of redundancy. These results show
that existing research on routing protocols, which exclusively
focuses on routing efficiency, will not be ideal from a security
perspective. More research is necessary on protocols that ex-
plore the tradeoff between increased security due to redundancy
on the one hand and dissemination efficiency on the other hand.

Given our current results, we are able to detect inconsisten-
cies in received information due to attackers. Moreover, we
notice a high standard deviation due to the different network
characteristics in all simulation settings. As a result, data con-
sistency mechanisms that build on redundancy are bounded to
be probabilistic rather than absolute in nature. We are currently
assessing scenarios of colluding attackers, as well as protocols
that use conflict detection as a baseline to identify the spurious
information in conflict situations. A holistic protocol will use
both absolute cryptographic security measures and probabilistic
approaches together to ensure data consistency and protect
future VANETs against outsider and insider attackers.
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