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In this article, mathematical models are presented that “map” measured 
or predicted network utilisations to user throughputs for given network 
configurations (segment capacity, subscription speeds etc.). They provide 
valuable insights into the user experience in cable access networks. The 
models, already used in practice, have been extensively validated and form 
an excellent basis for efficient QoS-aware capacity management in cable 
access networks.

Thomas Attema MSc 
graduated in Mathematics from 
the University of Utrecht in 2013, 
after which he started working as 
a research scientist at TNO in ICT 
infrastructures. His work focuses on 
applying mathematical modelling 
approaches to solve network-

related problems. Some of the topics in which he has 
been active are capacity management in cable access 
networks, anomaly detection and dependability of 
critical infrastructures. Currently, his main area of 
interest is cyber security, where he contributes to the 
development of detection and encryption algorithms.

By Thomas Attema, Hans van den Berg, Pia Kempker, 
Daniël Worm and Carolien van der Vliet-Hameeteman, TNO

Capacity Management in Cable Access Networks

technical

Models for QoS-Aware 

Prof. Dr. Hans van den Berg has 
more than 25 years of experience in 
ICT research and innovation. His main 
contributions are in traffic management, 
QoS and performance optimisation of 
communication networks. He has been 
active in many national and European 
research programmes. He has published 

more than 140 peer-reviewed papers in international journals 
and conference proceedings. From 1990 until 2002, Hans 
van den Berg was with KPN, the Dutch incumbent telecom 
operator. Since 2003, he has been a senior researcher 
affiliated with TNO and holds a part-time position as full 
professor in Mobile Networking at the University of Twente.



55Vol. 38 No. 2 - May 2016 Issue

technical

In cable access networks, the available link capacity is shared 

dynamically by the varying number of active Internet users 

through the DOCSIS protocol. As these variations typically 

take place at a time-scale of seconds or less, it is difficult 

to derive actually achieved user throughput from network 

utilisation measurements over the 15- or 10-minute time 

intervals usually performed by network operators. 

In this article, mathematical models are presented that 

“map” such measured or predicted network utilisations to 

user throughputs for given network configurations (segment 

capacity, subscription speeds etc.). Such models have 

high business value as they help to (1) improve customer 

experience by timely upgrading of the segments with lowest 

quality levels, (2) achieve cost savings by more appropriate 

long-term network planning and (3) perform scenario analyses 

to support network operations and strategy e.g. by evaluating 

the effect of segment capacity upgrades or higher access 

speeds. 

The models, already used in practice, have been extensively 

validated and form an excellent basis for efficient QoS-aware 

capacity management in cable access networks.

 

Background and challenge
A cable access network segment can connect up to 1000 

households to a single CMTS, where the capacity of the link 

between the street cabinet and the CMTS is shared by the 

subscribers. The traffic generated by users varies over time 

and total traffic demand can sometimes exceed available link 

capacity for some periods of time. During these periods, users 

will experience lower throughput than their actual subscription 

speeds. When this happens too often, the network operator 

should increase capacity in the network by splitting the 

segment into two or more parts. 

Unfortunately, standard network link utilisation measurements 

over 10- or 15-minute time intervals performed by network 

operators are, on their own, too coarse to reveal these 

throughput fluctuations playing over a much smaller time 
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Every download (or upload) is modelled as a steady flow of 
data to be carried by the network. 



56 Vol. 38 No. 2 - May 2016 Issue

scale. Therefore, to support decision-making, methods and 

tools that provide more insight into the relationship between 

link utilisation and network configuration (segment capacity, 

access speeds etc.) on the one hand, and the resulting user 

throughputs on the other hand, would be very valuable.

Modelling approach 
To quantify this relationship, a ‘flow-level’ modelling approach 

is proposed.  This approach, which has also successfully 

been used in the context of other communication networks 

[1,2,3,4], aims at a simplified representation of the way traffic is 

generated by users and handled by the network. In particular, 

instead of considering the traffic and network dynamics in 

detail at packet-level, every download (or upload) is modelled 

as a steady flow of data to be carried by the network. 

As long as the network is uncongested, it is assumed that the 

throughput of an ongoing download equals the subscription 

speed R. However, when the network gets congested (i.e. the sum 

of the subscription speeds of the users that are simultaneously 

downloading data exceeds the total link capacity C) the CMTS 

divides the available bandwidth over the active users1. See Figure 

1 below.  The obtained throughput then highly depends upon the 

sharing policy used by the CMTS. A commonly applied sharing 

policy is proportional sharing - the obtained throughput of all 

active users is decreased by the same ratio. 

Figure 1: Users with subscription speeds R sharing a segment 
with capacity C

To model the traffic generated by users, it is assumed that 

they initiate new downloads according to a Poisson random 

process, with a certain rate λ. The amount of traffic generated 

per download is assumed to be exponentially distributed 

with mean f (‘file size’). These assumptions yield a simple, yet 

powerful, first-order approximation of the random fluctuations 

of Internet traffic during a certain time interval, given that the 

average traffic demand over this time interval is λf, see, for 

example, [1,5,6,7]. The average traffic demand λf may be 

obtained from standard link utilisation measurements and/or 

qualified predictions, or may assumed to be given as part of a 

possible future scenario.

The flow-level modelling approach, in conjunction with the 

previous assumptions regarding traffic generation, constitutes 

a mathematical model known as a Processor Sharing 

model [8]. It allows for fast analytical evaluation of important 

performance metrics such as congestion probabilities and 

throughputs. A particularly interesting and attractive property 

is that the average throughput depends on the traffic 

parameters λ and f only through the link utilisation ρ=λf/C. 

This reveals a certain ‘robustness’ of the throughput regarding 

details of the characteristics of the offered traffic. 

The basic Processor Sharing model can easily be extended 

to model more complex situations e.g. situations with different 

subscription speeds, multiple user/usage categories and 

speed limitations due to home equipment (e.g. WiFi) etc. 

The model can also be refined to distinguish between traffic 

flows from elastic applications (e.g. web browsing, file transfer 

etc.) and streaming applications (e.g. interactive video). This 

flexibility enables extensive scenario analyses for (for example) 

investigating the impact of network configuration changes or 

changes regarding the popularity of certain applications on 

user throughputs.

Validation
To validate the flow-level modelling approach described 

previously, the OPNET simulation tool [9] has been used. 

OPNET is a widely recognized network simulation tool and 

comprises, amongst others, a module for detailed simulation 

of cable access networks. Since OPNET simulates the network 

in such high detail on a packet-level, these simulations are 

computationally very expensive. 

As a first example, a homogeneous scenario is considered, 

in particular a segment connecting 50 households which 

all have the same subscription speed R. The subscription 

speeds are equal to the capacity C of the shared link and 

C=R=450Mbps. This is quite an extreme situation, where the 

shared link may become a bottleneck when two or more users 

technical

1  Note, that here full channel bonding as in DOCSIS 3.0 is assumed. Partial channel bonding can be captured by a similar 
modelling approach, but is outside the scope of this article.
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are simultaneously active. Figure 2 below depicts the average 

throughputs resulting from the flow-level modelling approach 

and the results of the detailed (packet-level) simulations of 

OPNET. The modelling results reflect the detailed system 

simulations. The results also provide the interesting insight 

that, for this high subscription speed, the throughput 

degrades very rapidly when the link utilisation increases. At a 

link utilisation rate of 0.5, the average throughput observed by 

the users is already 30% less than their subscription speed. 

We also validated our models by simulating more complicated 

scenarios and using real network traces. For all cases, the 

validation showed surprisingly accurate results. 

Figure 2: Validation of the flow-level approach

Scenario analysis
One of the applications of our models is to perform scenario 

analyses. For example, Figure 3 shows throughput results 

obtained by our model for a segment with two different 

subscription speeds, 50Mbps (red curve) and 150Mbps (blue 

curve); C=800 Mbps. We next analysed the scenario where all 

50Mbps users upgrade their subscription speed to 150Mbps. 

The outcome (dotted blue curve in Figure 3) shows the 

negative effect of the upgrade on the throughput obtained by 

users who already had a high subscription speed. In addition, 

considering the ‘old’ situation, it can be observed that the 

impact of the link utilisation on the average throughput is 

much larger for users with the high subscription speeds than 

for ones with low subscription speeds. For instance, for the 

50Mbps users, an average throughput of at least 90% of the 

subscription speed can be guaranteed by ensuring that the 

link utilisation does not exceed 0.7 while for the 150Mbps 

users, the link utilisation is required to be below 0.4. This 

illustrates that it is not enough just to take the link utilisation 

only into account when doing capacity management.

Figure 3: Average throughput before and after upgrading

Another scenario is illustrated in Figure 4 below. Here, the 

impact of the presence of ‘heavy’ users on throughputs of the 

‘normal’ users is analysed (these heavy users are continuously 

downloading data at maximum available speed). 

Figure 4: Average throughput of ‘normal’ users in the presence 
of ‘heavy’ users (C=800 Mbps, R=100 Mbps, 200 ‘normal’ users)

The results depicted in Figure 4 show that even a single 

‘heavy’ user within a large population of ‘normal’ users has a 

strongly negative impact on the throughputs observed by the 

‘normal’ users. 

Tool
The models have been implemented in a tool. In this tool, one 

can define various scenarios for which the link utilisation can 

be mapped to the experienced throughput. 

As well as average throughput, the models also enable 

estimation of the complete throughput distribution. This 

enables the tool to display information on throughput quantiles 

i.e. the minimum throughput obtained by, for example, 95% of 

users, making it extremely useful for KPI computations. 

technical

The basic Processor Sharing model can easily be extended to 
model more complex situations.
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Conclusion
In this article, practically useful mathematical models have 

been presented that provide valuable insights into the user 

experience in cable access networks. These models enable 

a mapping of measured (or predicted) network utilisations to 

throughputs, as obtained by users. 

The future-proof, technology-independent and extensively 

validated models can be used for scenario analyses and 

service positioning, including KPI and SLA development. Their 

power is illustrated by some examples revealing the impact of, 

for example, higher subscription speeds and the presence of 

‘heavy’ users on delivered service quality. 

The developed models form an excellent basis for efficient 

QoS-aware capacity management in cable access networks. 

They have been implemented in a tool, which is already used 

in practice.
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OPNET is a widely recognised network simulation tool and 
comprises, amongst others, a module for detailed simulation 
of cable access networks. 

It is not enough just to take the link utilisation only into 
account when doing capacity management.


