
1

On the Interplay Between Global DVFS and
Scheduling Tasks With Precedence Constraints

Marco E.T. Gerards, Johann L. Hurink and Jan Kuper

Abstract—Many multicore processors are capable of decreasing the voltage and clock frequency to save energy at the cost of an
increased delay. While a large part of the theory oriented literature focuses on local dynamic voltage and frequency scaling (local DVFS),
where every core’s voltage and clock frequency can be set separately, this article presents an in-depth theoretical study of the more
commonly available global DVFS that makes such changes for the entire chip.
This article shows how to choose the optimal clock frequencies that minimize the energy for global DVFS, and it discusses the relationship
between scheduling and optimal global DVFS. Formulas are given to find this optimum under time constraints, including proofs thereof.
The problem of simultaneously choosing clock frequencies and a schedule that together minimize the energy consumption is discussed,
and based on this a scheduling criterion is derived that implicitly assigns frequencies and minimizes energy consumption.
Furthermore, this article studies the effectivity of a large class of scheduling algorithms with regard to the derived criterion, and a bound
on the maximal relative deviation is given. Simulations show that with our techniques an energy reduction of 30% can be achieved with
respect to state-of-the-art research.

Index Terms—Convex programming, Energy aware-systems, Global Optimization, Heuristic methods, Multi-core/single-chip multipro-
cessors, Scheduling
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1 INTRODUCTION

ONE of the most important design criteria of both
battery-operated embedded devices and servers in

datacenters is their energy consumption. While the capa-
bilities of embedded devices, like cell phones, navigation
devices, etc. increase, it is clearly desirable that the energy
consumption does not increase at the same pace. For
datacenters and supercomputing, the costs of energy
and cooling are important issues; energy efficiency is
expected to be one of the key purchasing arguments [1].
According to [2], [3] reducing costs and CO2 emission are
important reasons for energy-proportional computing. In
this article, we solve the so-called server problem, that is:
energy minimization under a global time constraint.

Dynamic Voltage and Frequency Scaling (DVFS) [4],
a popular power management technique, lowers the
voltage and clock frequency to reduce the energy con-
sumption. When the clock frequency is decreased, the
voltage can also be decreased and the energy con-
sumption reduces quadratically. A large part of the
power management literature, called algorithmic power
management [5], [6], focuses on algorithms that provably
decrease the energy consumption, for example by using
DVFS. Algorithmic power management was initiated in
the well-known work by Yao et al. [7] and gives scientists
an abstract method for reasoning about power, similar
to how the big-O notation is used to reason about the
complexity of algorithms [5]. For single core systems,
DVFS is well understood, and many theoretical and
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practical papers have been published on this subject. This
is in contrast to the more complex DVFS for multicore
systems, for which many important theoretical questions
are still open.

There are two important flavors of multicore DVFS,
namely local DVFS and global DVFS. Where local DVFS
can set the clock frequency and voltage for each core
separately, global DVFS sets the clock frequency and
voltage for the entire chip [8]. Global DVFS occurs
more often in practice, because global DVFS hardware
is easier and cheaper (see, e.g., [8], [9]) to implement
in a microprocessor than local DVFS. However, local
DVFS has more freedom in choosing clock frequencies,
and, therefore, it is often capable of saving more energy
than global DVFS. Furthermore, it requires completely
different algorithms to find the optimal schedules and
clock frequencies. To balance cost of implementation and
efficiency, also hybrid processors exist, for example the
Intel SCC [10] where a single voltage is used for a set
of four cores, while the clock frequency can be set for
each individual core. In this article we focus on global
DVFS, since nowadays it is the most popular technique
in practice.

Examples of modern processors and systems that
use global DVFS are the Intel i7, Intel Itanium, the
PandaBoard (dual-core ARM Cortex A9), IBM Power7
and the NVIDIA Tegra 2 [8], [11], [12].

A popular approach to program multicore systems
divides the application into several sequential tasks such
that the concurrency becomes explicit. Since these tasks
cannot be executed in an arbitrary order, the ordering
relations of tasks are described using a so-called task
graph in which the tasks are represented by vertices and
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dependencies between tasks are represented by edges.
The applications that we consider have a global time
constraint on the completion of the entire application.
Furthermore, before an application can be executed on
a multicore system, a schedule for its tasks need to be
specified.

While several important theoretic results on local DVFS
and scheduling are given in recent publications [13], [14],
[15], to the best of our knowledge no theoretic results on
the interplay of scheduling and global DVFS are given
in the literature. A simple and practice oriented solution
would be to use a single clock frequency for the entire
application, for example by using the state-of-the-art
work by Li [16]. However, for most applications on a
global DVFS system, such an approach is not optimal,
while we present an approach for which we prove that
it leads to optimal solutions. We use the single clock
frequency approach as a reference to compare against, to
show the significance of the energy gains of using our
approach. In contrast to other approaches, our approach
takes parallelism into account.

In this article we furthermore show that to determine
both clock frequencies and a schedule that together
minimize the energy consumption, the problems should
not be considered separately, but as a single problem.
For a given application we determine a criterion for
an optimal schedule and show how to calculate the
clock frequencies that minimize energy consumption,
while still meeting the deadline of the application. This
scheduling criterion, in contrast to other scheduling
criteria for energy minimization, takes this interplay
between scheduling and clock frequency selection into
account. It implicitly assigns optimal clock frequencies,
and minimizes the energy consumption. As many of the
well-known scheduling algorithms aim at minimizing
the makespan of an application, we research how well
these algorithms perform at minimizing our scheduling
criterion (which minimizes the energy consumption).

To derive our results, we characterize schedules of
applications in terms of parallelism, which gives for each
number of cores the number of clock cycles for which
exactly that many cores are active. This model abstracts
from the actual tasks and their precedence constraints,
but still allows for the required analysis. For a given
schedule, we calculate the optimal clock frequency for
each “number of active cores” and thereby obtain an
abstract expression in terms of the parallelism. This
expression is substituted into the cost function, to obtain
the costs of a schedule with optimal clock frequencies
as a function of the (to be discussed) weighted makespan
of that schedule, which we use as scheduling criterion.
For a given makespan and total amount of work of all
tasks, we use the weighted makespan to determine the
best and worst possible parallelism (i.e., distribution of
work over the cores). Using these bounds we derive
an approximation ratio for the weighted makespan
(that minimizes total energy) in terms of the makespan
(schedule length). With these results, we are able to derive

theoretical results on energy optimal scheduling and we
can study the energy reduction resulting from scheduling
algorithms that were designed to minimize the makespan.

Summarizing, this article fills a gap in the literature
by answering the following research questions:
• Given a schedule, how can we determine the clock

frequencies that minimize the energy consumption
by using global DVFS?

• What is the relation between scheduling and optimal
global DVFS?

• How does the presented approach compare against
an approach that uses a single clock frequency for
the entire application?

The remainder of this article is structured as follows.
Section 2 discusses related work. In Section 3, mathemat-
ical models of power consumption and applications are
given. To be able to derive analytical results on clock
frequency selection and scheduling, modeling assump-
tions must be made, like neglecting DVFS overhead
and the influence of shared caches. The implications
of these assumptions are also discussed in Section 3.
Using the presented model, Section 4 gives an algorithm
to calculate the globally optimal clock frequencies and
shows that the optimal clock frequencies depend on
the amount of parallelism. Whereas Section 4 gives
optimal clock frequencies for a given schedule, Section 5
discusses the theoretic relation between scheduling and
optimal DVFS. This section proves that for two cores
it is optimal to minimize the makespan. For three or
more cores we show that minimizing the makespan
does not necessarily minimize the energy consumption.
Furthermore, we give a scheduling criterion that, when
minimized, does minimize the energy consumption. Since
many popular scheduling algorithms aim at minimizing
the makespan, we give an approximation ratio that
shows how efficient these algorithms are at minimizing
the energy consumption. The evaluation in Section 6
compares our work to the state of the art (that uses one
frequency for the entire application), and shows that
in theory, for 16 cores the energy consumption can be
reduced by up to 44%.

2 RELATED WORK

Reducing the energy consumption of computers by means
of efficient use of DVFS [4] has been a popular research
topic for more than a decade. Since the initiation of
algorithmic power management research by Yao et al.
[7], many papers have been published in this field, see
[6] for a survey. The papers in this area use the fact that
the power function—the function that maps the clock
frequency to power—is convex, a property that we also
use in our work.

For modern processors it is no longer obvious that
decreasing the clock frequency also decreases the energy
consumption, it depends on the application whether the
energy consumption increases or decreases [17]. When
the clock frequency is decreased to reduce the dynamic
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energy consumption, the static energy consumption is
increased because the total execution time increases. Static
power has become dominant for modern microprocessors,
and the effectiveness of DVFS has become a topic of
discussion. It is well known [18] that, due to static
power, low clock frequencies are inefficient and should be
avoided. In the recent empirical study by Le Sueur and
Heiser [17], the effectiveness of DVFS in modern systems
is evaluated. The authors argue that DVFS is still effective,
when the energy consumption for the periods when the
processor is idle is taken into account. However, when
gaps in the schedule occur, which is often unavoidable
in situations where tasks with precedence constraints are
scheduled, the energy consumption during idle periods
should to be considered and DVFS is still effective.

In this article, we focus on tasks with precedence
constraints that share a common deadline and that can
be described using a task graph. In the survey article
by Kwok and Ahmad [19] and in the article by Tobita
and Kasahara [20] references to a lot of applications that
can be modeled as task graphs are given. A popular
benchmark set is the “Standard Task Graph Set” by Tobita
and Kasahara [20], which contains both synthetic task
graphs and task graphs derived from applications. We
use this benchmark set in our evaluation.

Several authors [21], [22] discuss scheduling and
frequency selection of independent tasks on multipro-
cessor and multicore systems with a deadline. In other
works [23], [24], [25], [26], [27], tasks with precedence
constraints are considered. All these publications have in
common that they either focus on local DVFS or that
they use a single clock frequency for the entire run-
time of the application. Using a single clock frequency
for the entire run-time can only minimize the energy
consumption when very specific and rare conditions are
met. In contrast, our work does consider multiple clock
frequencies and minimizes the energy consumption under
all circumstances.

Cho and Melhem [14] show that the optimal clock
frequencies depend on the amount of parallelism of an
application. The authors study the high level trade-offs
between the number of processors, execution time and
energy consumption. Their work focuses on local DVFS
and does not consider scheduling, both in contrast to our
work that studies global DVFS instead of local DVFS and
takes scheduling into account.

Pruhs et al. [13] analyze the combination of scheduling
and efficient local DVFS for multiprocessor systems. As in
[14], Pruhs et al. show that the optimal clock frequencies
depend on the amount of parallelism. The authors present
means to schedule precedence constrained tasks and
select clock frequencies that decrease the makespan signif-
icantly, while meeting an energy budget. This problem is
called the laptop problem. In contrast, we discuss the server
problem (minimize energy with a makespan constraint)
for global DVFS, instead of local DVFS.

The state of the art with respect to solving the server
problem for local DVFS is given by Li [16]. He discusses

and evaluates several scheduling algorithms and fre-
quency selection algorithms, which perform notably well
for a special class of applications, namely the applications
that can be described by using wide task graphs. Most of
this work focuses on local DVFS, however a part of the
work describes how to schedule and use DVFS with the
assumption that the entire application uses the same clock
frequency. This specific case is also applicable to global
DVFS. We use the case where a single clock frequency is
used for the application as a reference in our evaluation.
To the best of our knowledge, the research by Li is the
only research that presents algorithms and results on
scheduling that can be applied to global DVFS, making
this work the state of the art. Our approach varies the
chip-wide clock frequency over time and is optimal for
global DVFS, in contrast to using either a single clock
frequency for each task or a single clock frequency for
the entire application as is done in the work by Li.

Yang et al. [28] study optimal scheduling and frequency
assignment for a frame-based global DVFS system and
present a 2.371-approximation to this problem. Similar
to our work, they derive optimal clock frequencies
that depend on the workload. However, they do not
take the (to be discussed) critical clock frequency into
account. Furthermore, our work focuses on tasks with
precedence constraints (similar to [16]) instead of frame-
based tasks, and has a strong focus on the interplay
between scheduling and frequency assignment, which is
not discussed in [28].

Since local DVFS is complex and costly to implement in
hardware, many multicore processors use global DVFS [8].
Several papers have studied global DVFS under different
circumstances, e.g., [8], [9], [12], [29], [30]. The recent
survey article by Zhuravlev et al. [31] discusses many
energy-cognizant scheduling techniques, but mentions no
work that researches the optimal combination of global
DVFS with scheduling. To the best of our knowledge, our
work is the first that extensively studies the theoretical
interplay between optimal scheduling and determining
optimal clock frequencies for global DVFS.

3 MODEL

3.1 Application model
We consider an application running on a Chip Multi
Processor (CMP) system with M > 1 homogeneous
processor cores (the single core case is trivial). We
assume that the cores are coupled with highly efficient
communication mechanisms (e.g., shared memory) as
in [16]. The application consists of N tasks, denoted by
T1, . . . , TN , for which we use the standard assumption
that all tasks arrive at time 0. For each pair of tasks Ti
and Tj there may be a precedence constraint Ti ≺ Tj ,
which means that task Ti has to be finished before task
Tj begins. In the context of this article we use a single
deadline d for the entire application, or equivalently, for
the last task that finishes. Minimizing energy under a
deadline constraint is called the server problem and has
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been extensively studied in the local DVFS literature for
similar task models [16], [26].

For each task Tn, a given amount wn of work has to
be done, measured in clock cycles, leading to a total work
for the application W =

∑N
n=1 wn.

The number of clock cycles required to execute all
N tasks using a given schedule, called the makespan, is
denoted by S. The makespan is measured in the number
of clock cycles to be independent of the speed of the
processor, in contrast to a makespan in seconds that does
depend on the speed and is less useful for our purposes.

We assume that the clock frequency can be changed
at any time, also during a task. As global DVFS is used,
this clock frequency is used for the entire chip. In this
way, the clock frequency can be given by a function
ϕ : R+ → R+ that maps a moment in time to a normalized
clock frequency. We assume that the time overheads of
changing the clock frequencies are negligible. According
to a recent article by Park et al. [32] the transition delay
overhead is in the order of tens of microseconds and at
most 62.68µs on an Intel Core2 Duo E6850. We assume
that the tasks are, in this respect, big enough to neglect
the overhead of changing clock frequencies.

For our study, some assumptions are made, to be able
to calculate the optimal clock frequencies and determine
a criterion for optimal scheduling. This means that the
clock frequencies we find are optimal under the given
assumptions. We assume that the speed of the cores scale
linearly with the clock frequency, and we neglect the
influence of caching and shared resources. In practice,
the relation between the speed and clock frequency is not
perfectly linear, because access to memory does not scale
with the clock frequency [33]. Because we aim at reducing
the energy consumption of an application, the clock
frequency is decreased with respect to some nominal clock
frequency. Since decreasing the clock frequency does not
decrease the speed of the memory access, our assumption
that the speed is linearly related to the clock frequency
does not result in violating the deadline constraint of the
application. As is common [7], [14], [22], [26], [28], [33],
we do not consider the effect of caches because it is very
application specific, and it makes deriving an optimal
scheduling criterion impossible.

If for a given application also the clock frequencies
are specified, the execution times of the tasks are known
and it can be checked whether the application meets its
deadline or not. Since the completion time for the last
task depends on the schedule (i.e., the makespan) and
on the chosen clock frequencies, the completion time of
the last task can be considered to be a clock frequency
dependent makespan.

3.2 Power model

We consider a CMP system that employs global DVFS,
which means that at any time t all M cores use the
same clock frequency. The power consumption consists
of dynamic power and static power. The dynamic power

per core for clock frequency f is given by [7]:

PD(f) = c1f
α,

where c1 > 0 is a constant that depends on the average
switched capacitance and the average activity factor. The
value α (α ≥ 2) is a constant (usually close to 3). For the
dynamic power formula we (implicitly) assume that the
optimal voltage depends linearly on the clock frequency.
When c1 is not constant, the techniques presented by
Kwon and Kim [34] can be applied to correct for this.

Static power—the part of the power that is independent
of the clock frequency—is typically modeled using a
linear function of the voltage [32]. As we use the common
assumption that the optimal voltage and clock frequency
are linearly related, we get the static power as a linear
function of the clock frequency f with non-negative
coefficients:

PS(f) = c2f + c3.

The power consumption depends on how many cores
are active, i.e., how many cores have tasks scheduled on
them. By using clock gating, the clock frequency of an
inactive core can be set to zero with little overhead. The
power function pm now gives for m cores the total power
as a function of the clock frequency, which is the dynamic
power times the number of active cores m plus the static
power:

pm(f) = mc1f
α + c2f + c3.

Expressing the power as a function of the clock frequency
is popular in algorithmic power management literature
and power functions with a similar form appear in [7],
[13], [14], [16], [28], [35]. We use the function ϕ to give
the clock frequency for a certain time. Then, pm(ϕ(t))
gives the power consumed by m active cores at time
t. Thus, the energy consumption during a time interval
[t1, t2] with exactly m active cores can be calculated by
integrating power over time:∫ t2

t1

pm(ϕ(τ))dτ.

Note that the power function is strictly convex1. We
use this fact to prove that, when the number of active
cores is constant for some interval, it is optimal to use a
constant clock frequency for this interval:

Lemma 1. If during the entire time interval [t1, t2] the number
of active cores remains the same (equal to m), there is a constant
clock frequency that is optimal for this interval.

Proof: Let ϕ be any clock frequency function and let
w be the amount of work done during [t1, t2], i.e.:

w =

∫ t2

t1

ϕ(τ)dτ.

1. A function f : C → R is strictly convex if and only if for all x, y ∈ C
(with x 6= y) and λ ∈ (0, 1): f(λx+ (1− λ)y) < λf(x) + (1− λ)f(y)
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As the function pm is convex, Jensen’s inequality (see,
e.g. [36]) can be used to obtain:

pm

(
1

t2 − t1

∫ t2

t1

ϕ(τ)dτ

)
≤ 1

t2 − t1

∫ t2

t1

pm(ϕ(τ))dτ.

Hence,

pm

(
w

t2 − t1

)
(t2 − t1) ≤

∫ t2

t1

pm(ϕ(τ))dτ.

This shows that by using the constant clock frequency
w

t2−t1 , during the time interval [t1, t2] the same amount
of work w is done as when using ϕ, while using this
constant clock frequency never requires more energy than
using ϕ. Since this holds for any ϕ, the lemma is proven.

Following this lemma, we assume without loss of
generality in the remainder of this article that the clock
frequency function is constant on intervals where the
number of active cores is constant. This avoids unnec-
essary switching of the clock frequency and makes the
analysis of the problem easier, while the solution remains
optimal. According to a recent article by Park et al.
[32] the overhead of changing the clock frequency is
comparable to the overhead of context switching, and
the optimal clock frequencies are not frequently changed,
hence we ignore these overheads. Lemma 1 only shows
that for the periods where the number of active cores
does not change, the clock frequency should be constant,
the actual calculation of the optimal clock frequencies is
discussed in Section 4.

An alternative way to calculate the energy consumption
is by using the energy-per-work function, denoted by p̄m,
which maps the clock frequency to energy per unit
work for m cores. It is obtained using the relation
p̄m(f) = pm(f)

f . This function is important: while the
power function is strictly increasing, the energy per work
function is not necessarily strictly increasing. The fre-
quency where the function p̄m attains its global minimum,
is called the critical clock frequency f crit

m . When m cores are
active and when some clock frequency f < f crit

m is used,
increasing f towards f crit

m decreases both the execution
time and the energy consumption.

3.3 Simplified Model
The standard model given above uses the perspective of
tasks. In the following we use an alternative and non-
standard formulation from the viewpoint of parallelism,
since this simplifies the analysis in the remainder of
this article. This leads to a model that abstracts from
the actual tasks and their precedence constraints, which
become implicit in the amount of parallelism. Note, that
task-centric reasoning is not possible for clock frequency
selection in a global DVFS system, since a task does not
receive its own clock frequency.

In total, there are M cores on which N tasks have to be
scheduled, while respecting the precedence constraints.
For a given schedule, the relative order in which tasks are

executed is unaffected by the clock frequencies that are
used, since all cores run at the same clock frequency. In
other words, when tasks Ti and Tj finish at the same time
for some clock frequency assignment, they finish at the
same time for all other clock frequency assignments. This
is in contrast to local DVFS, where the relative ordering
of tasks can change if not all cores run at the same clock
frequency. We use this property that the relative order
does not change to decrease the complexity of calculating
the optimal clock frequencies: only the number of active
cores at any moment have to be considered. The following
corollary is used to simplify the frequency assignment
problem.

Corollary 1. Consider two time intervals [t1, t2] and [t3, t4],
during which exactly m cores are active. If both intervals are
assigned constant clock frequencies, then these clock frequencies
are the same for both intervals.

Proof: The proof of Lemma 1 also works for this
corollary, by replacing the interval [t1, t2] by two disjoint
intervals.

This corollary implies that the amount of work of a task
is no longer relevant after scheduling, only the number
of cores that are active at a certain time is. For this, let ωm
denote the total number of clock cycles during which ex-
actly m cores are active. Hence,

∑M
m=1mωm =

∑N
n=1 wn.

Thus, whenever the schedule is known, we only have
to consider the values ω1, . . . , ωM , since these contain
all the relevant information for solving the problems
under consideration. The values ω1, . . . , ωM together are
referred to as the amount of parallelism of the schedule of
an application. For example, the amount of parallelism
if all work W is done by always using all M cores is
given by ωM = W/M and ωm = 0 for m 6= M , while the
amount of parallelism for all work being done on one
core is given by ω1 = W and ωm = 0 for m 6= 1. The
variables ω1, . . . , ωM fully describe the relevant structure
of a schedule that we need for analysis, meaning that we
no longer need the individual tasks and their precedence
constraints. Most importantly, when ω1, . . . , ωM is given,
the relative order of the tasks is fixed, thus the precedence
constraints are not required when these values are known.

Since the optimal clock frequencies only depend on
the number of active cores, we use fm to denote the clock
frequency that is used when exactly m cores are active.
Now the total energy consumption can be calculated by
using the energy-per-work function:

E(f1, . . . , fM ) =

M∑
m=1

p̄m(fm)ωm (1)

=

M∑
m=1

[
c1mf

α−1
m ωm+c2ωm+c3

ωm
fm

]
. (2)

Because c2ωm is constant and does not depend on the
clock frequency, we assume (without loss of generality)
that c2 = 0 in the remainder of this article.
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Figure 1. Graph for precedence constraints in Example 1
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Figure 2. Schedule from Example 1

Since ωm
fm

gives the execution time of the parts of the
application that require exactly m active cores, the total
execution time of the application is: T =

∑M
m=1

ωm
fm
.

The notation and ideas from this section are illustrated
in the following example.

Example 1. Given an application that consists of six tasks
(N = 6) and a deadline d = 100, that has to be scheduled on a
multicore system with M = 3 cores. The precedence constraints
are given by T1 ≺ Ti and Ti ≺ T6 for i ∈ {2, . . . , 5} as
depicted in Fig. 1. The work of the tasks is given by w1 = 10,
w2 = 20, w3 = 15, w4 = 40, w5 = 15 and w6 = 10.

Fig. 2 shows a schedule that minimizes the makespan.
Horizontally the schedule is split into intervals with length
I1, . . . , I6 (in clock cycles), where a new interval begins at the
times where a task starts or stops. During intervals 1, 5 and
6, exactly one core is active, hence ω1 = I1 + I5 + I6 = 30.
Similarly, ω2 = I4 = 10 and ω3 = I2+I3 = 20. The makespan
is the number of clock cycles between starting task T1 and
completing task T6, hence S = I1 +I2 +I3 +I4 +I5 +I6 = 60
or alternatively S = ω1 + ω2 + ω3 = 60.

Corollary 1 states that intervals with the same amount of
parallelism should receive the same constant clock frequencies
in an optimal assignment. Hence, intervals 1, 5 and 6 receive
the same clock frequency (namely f1). In contrast, intervals
3 and 4 have respectively two and three active cores and
may require different clock frequencies (respectively f2 and
f3). Although the clock frequency may change while a task is
active, changing the clock frequency always coincides with the
begin or completion time of a task, which makes it easier to
implement in a scheduler. For example, during the execution
of task T4 the clock frequency could be changed three times:

after completing tasks T3, T2 and T5.
For illustration purposes, we use (normalized) clock fre-

quencies from the interval [0, 1] and use the power func-
tion pm(f) = mf3. This leads to an energy consumption:
E = f2

1 30 + 2f2
2 10 + 3f2

3 20.
The optimal clock frequencies are f1 ≈ 0.714, f2 ≈ 0.567

and f3 ≈ 0.495, with an optimal energy consumption of 36.47.
When a single clock frequency is used for the entire application
(f1 = f2 = f3), the optimal clock frequency is S

d = 0.6. In
that case, the energy consumption is 39.60. The formulas used
to calculate the optimal clock frequencies are derived in the
following section.

4 OPTIMAL CLOCK FREQUENCIES

In the previous section we presented a model that gives
the energy in terms of the amount of parallelism. In this
section, we use this model and show how to minimize
the total energy consumption for a given schedule under
the constraint that the single deadline d for the entire
application is met.

For now we assume that a schedule is given, hence
ω1, . . . , ωM are known. The energy consumption for this
schedule can be calculated using (2), meaning that this
is the cost function we want to minimize. The constraint
for the minimization is that the deadline d has to be met,
i.e.,

∑M
m=1

ωm
fm
≤ d. This leads to the following convex

optimization problem.

Optimization Problem 1.

min
f1,...,fM

M∑
m=1

[
c1mf

α−1
m ωm + c3

ωm
fm

]
,

s.t.
M∑
m=1

ωm
fm
≤ d.

Before we solve this problem, we discuss a necessary
property of its optimal solution. Assume, that we use
a single clock frequency for the entire application; i.e.,
f1 = · · · = fM . Since this solution does not take the
amount of parallelism into account, we can improve
it by slightly increasing f1 and slightly decreasing fm
(for some m > 1), while keeping the total execution
time the same. This implies that for one core the energy
consumption is increased, while for m cores the energy
consumption is decreased. Due to the super-linear relation
(depending on α) between the clock frequency and the
energy consumption, there is a bound (depending on α)
on how far f1 should be increased and fm should be
decreased. The following lemma formalizes this aspect
and shows that there is a fixed factor between optimal
values for fn and fm that depends on α, m and n:

Lemma 2. For an optimal solution f1, . . . , fM to Optimiza-
tion Problem 1, it holds for every pair n,m ∈ {1, . . . ,M},
with ωn, ωm > 0 that:

fn
α
√
n = fm

α
√
m. (3)
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Proof: Since fn and fm are positive real numbers,
there exists an x > 0 such that:

fm = fnx. (4)

It remains to prove that x = α
√

n
m . We show that when

the sum of the execution times of the work on n and m
cores remains fixed, the energy consumption is minimized
when x = α

√
n
m .

Assume that the sum of the time during which either
m or n cores are active is given by the constant tn,m.
Using (4) this term can be expressed by:

tn,m =
ωn
fn

+
ωm
fm

=
ωn + ωm

x

fn
.

Now fn and fm can be written as a function of x:

fn(x) =
ωn + ωm

x

tn,m
,

fm(x) =
xωn + ωm
tn,m

.

Using this, the energy consumption En,m for the terms
that belong to n and m can be written as a function of x:

En,m(x) = c1n (fn(x))
α−1

ωn + c3
ωn
fn(x)

+ c1m (fm(x))
α−1

ωm + c3
ωm
fm(x)

= c1nfn(x)α−1ωn + c1mfm(x)α−1ωm + c3tn,m.

As we consider an optimal solution, the factor x has to
minimize En,m(x) for the given execution time tn,m. As
the function En,m(x) is strictly convex, the critical point
of this function is a global minimizer. Hence, the value
x that minimizes En,m can be calculated by solving:

d

dx
En,m(x) = c1n(α− 1) (fn(x))

α−2

(
− ωm
x2tn,m

)
ωn

+ c1m(α− 1) (fm(x))
α−2 ωn

tn,m
ωm

= 0.

This gives the minimizer xmin = α
√

n
m , and the lemma is

proven.
We use Lemma 2 to prove following theorem.

Theorem 1. The optimal clock frequencies for Optimization
Problem 1 are given by:

f̂ = max

{
α

√
c3

c1(α− 1)
,

∑M
m=1 ωm

α
√
m

d

}
, (5)

fm = f̂
α

√
1

m
, for m ∈ {1, . . . ,M}. (6)

Proof: By Lemma 2, the clock frequencies fn and fm
are related by a factor that only depends on n and m. We
exploit this idea by defining a new variable f̂ = fn α

√
n,

for some n with ωn > 0. Because of (6), this implies f̂ =

fm α
√
m, for all m ∈ {1, . . . ,M} with ωm > 0. Substitution

of fm = f̂
α
√
m

into Optimization Problem 1 gives:

min
f̂

(
c1f̂

α−1 +
c3

f̂

)[ M∑
m=1

ωm
α
√
m

]
,

s.t.
∑M
m=1 ωm

α
√
m

f̂
≤ d.

This is a strictly convex problem in a single variable
(f̂ ), similar to the problem for single core systems. The
solution is either: f̂ =

∑M
m=1 ωm

α
√
m

d , which is the lowest
clock frequency that is allowed by the deadline, or:
f̂ = α

√
c3

c1(α−1) , which is the (unconstrained) minimizer
of the cost function, i.e. the “generalized” critical clock
frequency f̂ . Equation (5) chooses the highest of the
two, to ensure that the deadline is met and the clock
frequencies are at least the critical clock frequency.

The proof of this theorem shows that the critical clock
frequency in the case of m active cores is given by:

f crit
m = α

√
c3

mc1(α− 1)
.

5 SCHEDULING AND DVFS
In the previous section we assumed that a schedule was
given. This section studies the problem of determining
a schedule and a set of clock frequencies that together
minimize the energy consumption while still meeting the
deadline. Subsection 5.1 gives a scheduling criterion for
energy optimal scheduling, followed by Subsection 5.2
that relates this scheduling criterion to the makespan.
For the specific situation M = 2, Subsection 5.3 shows
that minimizing the makespan also minimizes the energy
consumption.

5.1 Scheduling criterion
It is appealing to first determine a schedule that min-
imizes the makespan (in number of clock cycles) and
calculate the optimal clock frequencies afterward to solve
the overall problem. Surprisingly, this can lead to a sub-
optimal solution as the following example demonstrates.

Example 2. Consider an application with T1, . . . , T7, prece-
dence constraints as depicted in Figure 3 and workloads
w = (5.25, 5, 5, 5, 5, 5, 5.25). Assume that the deadline of this
application is d = 10 (in wall-clock time). The unique schedule
(up to some reassignments to different cores without changing
the timing) that minimizes the makespan (to S = 15.25, in
work) for M = 3 is given in Fig. 4a. For this schedule,
ω1 = 0, ω2 = 10.25 and ω3 = 5. All other schedules with
different values for ω1, . . . , ω3 have a longer makespan (i.e.,
require more clock cycles). For illustration purposes we use
the simple power function pm(f) = mf3 with f ∈ R+. For
this power function, using the optimal clock frequencies lead
to an energy consumption of (ω2

3
√

2 + ω3
3
√

3)3/d2 ≈ 81.515
(using equations (5),(6) and (2)).
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Figure 3. Example task graph

P1 T1 T2 T5

P2 T7 T3 T6

P3 T4

S = 15.25

(a) Optimal makespan

P1 T1 T2 T5

P2 T3 T6

P3 T4 T7

S = 15.5

(b) Alternative schedule

Figure 4. Two schedules for M = 3

Fig. 4b shows an alternative schedule with makespan S =
15.5. For this schedule, ω1 = 5.25, ω2 = 0 and ω3 = 10.25
and the minimal energy consumption is (ω1 + ω3

3
√

3)3/d2 ≈
80.397. This shows that the alternative schedule, although it
has a longer makespan (i.e., requires more clock cycles), requires
less energy. An important reason for this is that in the first
schedule the workload is distributed over either two or three
cores, while in the second schedule the workload is distributed
over one or three cores.

This example shows that minimizing the makespan
does not necessarily minimize the energy consumption.
Additional properties like the amount of parallelism have
influence on the optimal energy consumption. In the
following, the influence of schedule properties like the
amount of parallelism is thoroughly discussed.

A straightforward implication of Example 2 is that the
problems of scheduling and clock frequency selection
should be considered simultaneously. The approach in
this section is as follows: first we determine a scheduling
criterion such that, when this criterion is minimized, also
the energy consumption is globally minimized when the
optimal clock frequencies (from Section 4) are used. Our
criterion (implicitly) takes the optimal clock frequencies
into account to break the bi-directional dependence

between clock frequency selection and scheduling. Next,
we relate this criterion to the makespan, to determine
the impact of (minimizing) the makespan on the energy
consumption.

Consider the energy function given by (2). If we
substitute (6) and (5), and use the definition of f crit

1 , we
get:

E(S̄) =

{[
c1
(
f crit

1

)α−1
+ c3

fcrit
1

]
S̄, if S̄

d ≤ f
crit
1 ;

c1
dα−1 S̄

α + c3d, otherwise,

where

S̄ =

M∑
m=1

ωm
α
√
m.

Hereby the variable S̄ is not only used to simplify the
notation, but mainly because this is a useful quantity
that is important in the remainder of this chapter. The
cost function E(S̄) is continuous and strictly increasing
in S̄. Hence, a schedule that minimizes S̄, also minimizes
the energy consumption and vice versa. This way, the
minimal energy scheduling problem reduces to the
problem of finding a schedule that minimizes S̄. The
value S̄ is a weighted version of the makespan, where
the weights α

√
m are often small and do not differ a lot

for different values of m, since in practice α is often close
to 3. For this reason, a small makespan S often results
in a small weighted makespan S̄. We make the relation
between S and S̄ more precise in the next subsection.

5.2 Using the makespan

Decades of research have been spent on finding schedul-
ing algorithms for minimizing the makespan (for a survey,
see [19]). However, for global energy minimization, a
scheduling algorithm should minimize the weighted
makespan S̄. Repeating and improving on all the results
on the common makespan S for the slightly different
criterion S̄ is not in the scope of this article. Instead,
we study how good existing scheduling algorithms are
at minimizing our criterion S̄ and thus also the energy
consumption.

For an application with total work W , we would like
to know how energy efficient a schedule with some
makespan S can be. Recall that the value of S̄ (expressing
energy efficiency) solely depends on the amount of
parallelism of the schedule described by ω1, . . . , ωM . Note
that also the parallelism, which may be realized for a
given application, depends on the precedence constraints
of the application. For a given amount of total work W
and a makespan S, we are thus interested in the best and
worst possible distribution of this work over all cores
w.r.t. energy consumption, i.e., the parallelism ω1, . . . , ωM .
This best and worst case distribution then bounds the
weighted makespan S̄ (and thus energy) of a given set of
tasks with total work W that has a schedule of length S.
To determine the energy efficiency of arbitrary scheduling
algorithms that minimize the makespan, we use these
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bounds to obtain an approximation ratio for S̄ (i.e., energy
efficiency) in terms of the makespan.

To determine the best possible S̄ for a given schedule
with makespan S and total work W we get:

Optimization Problem 2.

min
ω1,...,ωM

M∑
m=1

ωm
α
√
m,

s.t.
M∑
m=1

mωm = W,

M∑
m=1

ωm = S,

ωm ≥ 0.

We solve this problem by using the concavity2 of α
√
·,

the result is given by the following lemma.

Lemma 3. The optimal solution to Optimization Problem 2
is given by

ωm =


MS−W
M−1 , for m = 1;
W−S
M−1 , for m = M ;
0, otherwise.

(7)

Proof: Using elementary algebra, it can be verified
that the solution given by (7) is feasible. Now it remains
to show that any other feasible solution leads to higher
costs and, thus, cannot be optimal. Consider any other
feasible solution ω̃1, . . . , ω̃M . We have to show that:

ω1
α
√

1 + ωM
α
√
M <

M∑
m=1

ω̃m
α
√
m.

For every m ∈ {1, . . . ,M}, we define:

λm =
M −m
M − 1

∈ [0, 1].

Because α
√
· is strictly concave we have:

λm
α
√

1 + (1− λm)
α
√
M < α

√
λm + (1− λm)M

= α
√
m.

Using simple algebraic manipulations and the defini-
tion of λm, S =

∑M
m=1 ω̃m and W =

∑M
m=1mω̃m:

M∑
m=1

λmω̃m =
MS −W
M − 1

= ω1,

M∑
m=1

(1− λm)ω̃m =
W − S
M − 1

= ωM .

Using this and the strict concavity of α
√
· leads to:

ω1
α
√

1 + ωM
α
√
M =

M∑
m=1

[
λmω̃m

α
√

1 + (1− λm)ω̃m
α
√
M
]

<

M∑
m=1

ω̃m
α
√
m.

2. A function f is concave when the function −f is convex

Hence, the choice for ω1, . . . , ωM as given by (7) mini-
mizes the energy consumption and the lemma is proven.

The lemma shows that the energy consumption for a
given workload and makespan is minimized when the
maximal allowed work is assigned to M cores and the
remainder of the work on a single core. In a similar
fashion, we can determine the worst possible values
for ω1, . . . , ωM (maximizing S̄) for the situation with
makespan S and total work W by solving:

Optimization Problem 3.

max
ω1,...,ωM

M∑
m=1

ωm
α
√
m,

s.t.
M∑
m=1

mωm = W,

M∑
m=1

ωm = S,

ωm ≥ 0.

The following lemma gives the (in terms of energy)
worst possible values for ω1, . . . , ωM .

Lemma 4. Defining k =
⌈
W
S − 1

⌉
, the optimal solution to

Optimization Problem 3 is given by

ωm =


S(k + 1)−W, for m = k;
W − kS, for m = k + 1;
0, otherwise.

(8)

Proof: The first part of the proof shows that for an
optimal solution, it must hold that ωm = 0 when m 6= k
and m 6= k+1. The second part shows that the given
solution is the only feasible solution with this property.

Assume there is a feasible solution ω̃1, . . . , ω̃M (i.e.,
values ω̃m that satisfy the given constraints) for which
ω̃m > 0 for some m ∈ {1, . . . , k − 1, k + 2, . . . ,M}. We
show that this solution is not optimal. First we define:

ω̂k = min

{
ω̃a
k − b
a− b

, ω̃b
a− k
a− b

}
,

ω̂a = ω̂k
k − b
a− b

,

ω̂b = ω̂k
a− k
a− b

.

for some a ≤ k < k + 1 ≤ b, with either a = m or b = m.
We show that decreasing ω̃a by ω̂a and decreasing ω̃b

by ω̂b, while increasing ω̃k by ω̂k improves the solution
while keeping it feasible, hence the solution ω̃1, . . . , ω̃M
is not optimal.

Using simple algebra, it can be readily checked that
ω̂k = ω̂a + ω̂b, kω̂k = aω̂a + bω̂b, ω̂k ≥ 0, ω̂a ≤ ω̃a and
ω̂b ≤ ωb. Then:

α
√
k = α

√
kω̂k
ω̂k

= α

√
aω̂a + bω̂b
ω̂a + ω̂b

>
ω̂a α
√
a+ ω̂b

α
√
b

ω̂a + ω̂b
=
ω̂a α
√
a+ ω̂b

α
√
b

ω̂k
,
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where the inequality is due to the strict concavity of α
√
·

and the equalities use the relations given above. Hence,

ω̂k
α
√
k > ω̂a

α
√
a+ ω̂b

α
√
b. (9)

As a consequence, we can increase the costs, by decreas-
ing ω̃a by ω̂a, decreasing ω̃b by ω̂b and increasing ω̃k by ω̂k.
It is straightforward to check (using the equalities above)
that this new solution still satisfies the given constraints.

As a consequence, we may set ωm = 0 whenever m < k
or m > k + 1. For a feasible solution now the following
equations have to hold:

ωk + ωk+1 = S

kωk + (k + 1)ωk+1 = W.

This system of equations has a unique solution given by
(8), thus this is the optimal solution and the lemma is
proven.

Lemma 3 and Lemma 4 give values ω1, . . . , ωM that re-
spectively minimize or maximize the energy consumption
(i.e., S̄) for some fixed makespan S and work W . This
gives quantitative bounds to the energy consumption
for scheduling algorithms that aim at minimizing the
makespan S.

In the following, we investigate whether the parallelism
(ω1, . . . , ωM ) that minimizes or maximizes the energy
consumption can be attained in practice. In fact, the next
lemma is more general and shows that, for any given
desired parallelism ω̄1, . . . , ω̄M , there exists an application
that has an optimal schedule (in terms of makespan) with
this parallelism.

Lemma 5. Given a desired parallelism ω̄1, . . . , ω̄M , there
exists an application (characterized by tasks with work
w1, . . . , wN and precedence constraints) such that, for some
schedule that minimizes the makespan, we have ω1 =
ω̄1, . . . , ωM = ω̄M .

Proof: We construct an application with N = M tasks,
no precedence constraints and work such that ωm = ω̄m
for all m in an optimal solution.

We define the work wn of all tasks Tn in terms
of ω̄m: wn =

∑M
m=n ω̄m. The makespan for this task

set is minimized by scheduling task Ti on core i. It
remains to show that for this schedule, it holds that
ω1 = ω̄1, . . . , ωM = ω̄M .

All cores are active for the duration of the task TM ,
which gives wM =

∑M
m=M ω̄m = ω̄M , hence ωM = ω̄M .

At least M − 1 cores are active during execution of task
TM−1 with work wM−1 =

∑M
m=M−1 ω̄m = ω̄M−1 + ωM .

After subtracting the part of the work done by M cores
from wM−1, one gets ω̄M−1 = ωM−1. This argument can
be repeated for all other cores M − 2, . . . , 1.

Note, that Lemma 5 indicates that without precedence
constraints, a lot of variability in the possible parallelism
of feasible schedules can be achieved. Adding precedence
constraints will probably reduce the variability. While
Lemma 3 and Lemma 4 give bounds for the best
and worst possible weighted makespan (S̄) for given

makespan (S) and total work (W ), it is still unclear
how well algorithms that aim at makespan minimization
perform at minimizing energy consumption. Given a
scheduling algorithm with approximation ratio β (i.e.
the algorithm finds schedules with makespan S, for
which S ≤ βS∗ with S∗ the optimal makespan), we
would like to know how well this algorithm performs in
terms of energy. More precisely, we are interested in an
approximation ratio for S̄ of this algorithm, i.e., a value β̄
such that S̄ ≤ β̄S̄∗ where S̄∗ is the weighted makespan of
the optimal schedule. This ratio is given by the following
theorem.

Theorem 2. Given a scheduling algorithm A with approxi-
mation ratio β for the makespan, i.e., S ≤ βS∗. Algorithm
A has approximation ratio β̄ for the weighted makespan, i.e.,
S̄ ≤ β̄S̄∗, where β̄ is given by:

β̄ =
(α− 1)β(M − 1)

α α
√

(α− 1)β(M − α
√
M)

α

√
M − α

√
M

α
√
M − 1

.

Proof: We have S̄ ≤ S α

√
W
S , since:

S̄

S
=

∑M
m=1 ωm

α
√
m∑M

m=1 ωm

≤ α

√√√√∑M
m=1 ωmm∑M
m=1 ωm

=
α

√
W

S
.

The inequality is due to the finite form of Jensen’s
inequality (see, e.g., [36]).

The optimal schedule has a value S̄∗ for which by
Lemma 3 holds that

S̄∗ ≥W (1− α
√
M) + S∗(

α
√
M −M))/(1−M).

Lemma 5 shows that this value S̄∗ can occur in practice.
Now the approximation ratio is given by

S̄

S̄∗
≤

S α
√
W/S

(W (1− α
√
M) + S∗( α

√
M −M))/(1−M)

≤ β
α
√
β

S∗ α
√
W/S∗

(W (1− α
√
M) + S∗( α

√
M −M))/(1−M)

.

The right hand side is a strictly concave function of
S∗ with a global maximum that is found by taking the
partial derivative with respect to S∗. The value Ŝ∗ for
which this derivative becomes zero, the maximum, is:

Ŝ∗ = (α− 1)W
1− α
√
M

α
√
M −M

.

Note that this maximum can be pessimistic, since it can
be below W

M , i.e., outside the interval for S∗.
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Figure 5. Approximation ratio S̄
S̄∗ (for α = 3, β = 1)

Now the approximation ratio can be determined by:

S̄

S̄∗
≤ β

α
√
β

S∗ α
√
W/S∗

(W (1− α
√
M) + S∗( α

√
M −M))/(1−M)

≤ (α− 1)β(M − 1)

α α
√

(α− 1)β(M − α
√
M)

α

√
M − α

√
M

α
√
M − 1

.

It is straightforward to check that this is an
O
(
M1/α2−1/α

)
-approximation. Fig. 5 shows for 2–10

cores and α = 3 how close the makespan optimal sched-
ule (β = 1) approximates the energy optimal schedule.
This shows that when the makespan is minimized and
up to six cores are used, S̄ is at most 10% higher than its
optimal value S̄∗. Furthermore, when the makespan is
not optimal but has an approximation ratio β, it accounts
for a factor β

α
√
β

in our approximation ratio β̄ that slightly
reduces the negative effect of a suboptimal makespan.
Note, that Theorem 2 works both for the situation with
and without precedence constraints (since the parallelism
abstracts from this), while the precedence constraints
are taken into account in the approximation ratio of the
scheduling algorithm.

5.3 Two cores

In Subsection 5.1, we have shown that a schedule that
minimizes S̄, also minimizes the energy consumption.
Example 2 shows an optimal schedule that minimizes
the makespan, but does not minimize S̄. However, for
two cores minimizing the makespan also minimizes S̄
and thus also the energy consumption, as the following
lemma shows.

Lemma 6. When M = 2, the energy consumption is a strictly
increasing function of the makespan.

Proof: We have shown that the costs are strictly
increasing with S̄ =

∑M
m=1 ωm

α
√
m. Now consider a

schedule with makespan S. Then ω1 = 2S − W and
ω2 = W − S, which is obtained by solving ω1 + ω2 = S

and ω1 + 2ω2 = W . Substitution into the definition for
S̄ gives S̄ = W

(
2− 3
√

2
)

+ S
(

3
√

2− 1
)
. Since the energy

consumption strictly increases with S̄, and S̄ increases
strictly with S, the lemma holds.

Note that, because of Lemma 6, the two processor
scheduling problem can be reduced to our global DVFS
problem in polynomial time; hence the global DVFS
problem is also NP-hard.

When all tasks require the same amount of work
and M = 2, a schedule that minimizes the makespan
of an application with precedence constraints can be
found in polynomial time [37]. Since the optimal clock
frequencies can also be found in polynomial time, the
optimal schedule and clock frequencies can be determined
in polynomial time. In case no precedence constraints
are present, a Polynomial Time Approximation Scheme
(PTAS)3 exists for finding the minimal makespan [38],
hence also for optimal global DVFS with M = 2. We
emphasize these results in the following proposition.

Proposition 1. For M = 2, the following results hold:
(i) When wi = W for all i, there is a polynomial time

solution to the global DVFS problem.
(ii) When there are no precedence constraints, there is a PTAS

for the global DVFS problem.

6 EVALUATION

To the best of our knowledge there is no literature in
which global DVFS for tasks with precedence constraints
is studied algorithmically. There exist several papers
on local DVFS that provide solutions that use a single
clock frequency for all tasks (e.g., some algorithms
from [16], the state of the art on local DVFS). These
algorithms can also be used on a system that supports
global DVFS. We compare our work to the class of
algorithms that use a single clock frequency for the entire
run time of the application, instead of comparing it to
specific algorithms. Subsection 6.1 compares the dynamic
energy consumption of our approach to the single clock
frequency case analytically. For this, we use the bound
that we obtained in Section 5. Then, in Subsection 6.2,
we compare both approaches using extensive simulations
and demonstrate the effect of static power.

6.1 Analytic evaluation
First, we focus on the effect of using global DVFS, and
later in the next subsection we study the influence of
static power. In this subsection, we assume that c1 = 1
(normalized dynamic power) while we choose c2 = c3 =
0. Instead of using a set of applications (we do this in
Subsection 6.2), we compare both approaches analytically.

For our analytic evaluation, we normalize the workload
(W = 1). When we use a single clock frequency for
the entire run time of the application, the optimal
clock frequency is f = S

d . The corresponding energy

3. A PTAS is an polynomial approximation algorithm that can find
an approximation that is arbitrarily close to the optimum.
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Figure 6. Energy reduction optimal global DVFS

consumption is given by: Esingle = Sα−1

dα−1 W. For the best
distribution of tasks over cores and when global DVFS
is used optimally, the bound on the energy consumption
is given by (see Lemma 3):

Ebest =

(
W ( α
√
M − 1) + S∗(M − α

√
M))/(M − 1)

)α
dα−1

.

The graphs in Fig. 6 show the ratio (Ebest/Esingle), which
is the potential energy saving of optimal global DVFS.
This figure shows that, when optimal global DVFS is
used for 16 cores, up to 44% energy might be saved.

6.2 Simulations

The above comparison gives theoretic bounds on the
possible performance improvements, but it does not take
actual schedules into account. We use the “Standard Task
Graph” (STG) set by Tobita and Kasahara [20], to compare
our approach—where the clock frequency is varied over
time—with an approach where a single clock frequency
is used for the entire application.

From the STG set, we use the set of 180 graphs with
each 50 tasks with precedence constraints, and schedule
these tasks using the Longest Processing Time (LPT)
algorithm [39], since this algorithm has a good approx-
imation ratio for makespan minimization. This good
approximation ratio shows that LPT (due to Theorem 2)
works also well for energy efficient scheduling. Another
reason to use LPT is that it aims at maximizing the
workload assigned to M cores, which is a good strategy
as Lemma 3 suggests. In our evaluation we compare
our global DVFS approach (aware of static power) to
the approach that uses a single clock frequency for the
entire application as is used by Li [16] (not aware of static
power). We use LPT to schedule the 180 STG instances
on 2 to 12 cores, use the deadline d = 2W , determine the
optimal clock frequencies (Lemma 1) and calculate the
optimal energy consumption for both approaches. For

Table 1
Ratio (avg/min/max) Eglobal/Esingle.

M
Static power (c3)

0 0.2 0.4
2 0.987/0.961/0.999 0.982/0.978/0.988 0.781/0.751/0.940
3 0.968/0.919/0.996 0.902/0.862/0.988 0.664/0.599/0.940
4 0.948/0.887/0.994 0.835/0.755/0.988 0.600/0.504/0.940
5 0.928/0.842/0.982 0.790/0.673/0.988 0.563/0.441/0.940
6 0.913/0.822/0.975 0.759/0.617/0.988 0.539/0.400/0.940
7 0.900/0.795/0.975 0.739/0.558/0.988 0.525/0.359/0.940
8 0.890/0.763/0.975 0.726/0.541/0.988 0.515/0.348/0.940
9 0.882/0.735/0.975 0.717/0.509/0.988 0.509/0.326/0.940

10 0.877/0.722/0.975 0.711/0.480/0.988 0.505/0.307/0.940
11 0.872/0.718/0.975 0.707/0.468/0.988 0.502/0.299/0.940
12 0.869/0.715/0.975 0.704/0.452/0.988 0.500/0.289/0.940

the energy consumption, we normalize c1, choose c2 = 0
and consider the cases c3 = 0 (no static power), c3 = 0.2
and c3 = 0.4 to evaluate the effects of taking the static
power consumption into account. When static power is
present (c3 > 0), the static energy consumption is added
to both the energy consumption for global DVFS (Eglobal),
and to the energy consumption for using a single clock
frequency (Esingle).

Table 1 shows the average, minimal and maximal ratio
Eglobal/Esingle. The first column shows that up to 28%
energy can be saved when optimal global DVFS is used
instead of a single clock frequency. The other columns
show that, when static power is present, the ratio between
global DVFS (aware of static power) and single clock
frequency (not aware of static power) approaches gets
smaller; up to 72% of energy can be saved by using global
DVFS and by taking static power into account.

In a next step we compare the two approaches using
the three application graphs from the STG set, which
are based on real applications, namely, a robotic control
application, the FPPPP SPEC benchmark and a sparse
matrix solver. In Table 2 we present the energy consump-
tion for these three task graphs by using local DVFS,
global DVFS and a single clock frequency respectively. In
all three cases, we use the same schedule obtained using
LPT. For local DVFS we obtained numerical solutions
using CVX [40] (which required a significant amount of
computational time). Table 2 shows that by using global
DVFS instead of a single clock frequency, energy savings
of more than 30% can be achieved for actual applications
(FPPPP, 12 cores). In case a system has support for local
DVFS, even more energy can be saved by using local
DVFS instead of global DVFS, as should be expected.
Note, that while local DVFS allows for higher energy
savings, global DVFS hardware is cheaper to implement
and the most popular of the two approaches in practice.

7 CONCLUSION

This article discusses the minimization of the energy
consumption of multicore processors with global DVFS
capabilities, whereby the tasks to be scheduled are
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Table 2
Optimal energy consumption for several applications

(single/global/local DVFS)

M
Application

Robot FPPPP Sparse
2 684/677/664 2054/2024/1972 498/496/495
3 419/399/335 1045/999/953 249/243/228
4 303/279/237 671/619/584 154/147/139
5 219/198/163 492/435/410 113/105/93
6 170/150/124 387/330/306 87/78/69
7 162/137/119 324/266/245 71/62/52
8 162/136/101 275/217/196 60/51/41
9 162/135/96 240/184/165 52/43/35
10 162/135/95 215/159/136 45/36/29
11 162/135/95 196/140/123 40/32/26
12 162/135/95 179/124/107 37/28/22

restricted by precedence constraints. We presented the
theoretical relation between scheduling and clock fre-
quency selection, and have shown how a combination
of both techniques minimizes the energy consumption
under a time constraint. The considered problem is a hard
problem, since both scheduling and frequency selection
are taken into account simultaneously.

We have shown that the optimal clock frequencies
depend on the number of active cores. The optimal clock
frequencies for the time periods when n cores are active
and the time periods when m cores are active are related
by fm = fn α

√
n
m . We presented formulas that determine

the optimal clock frequencies for a given schedule.
As scheduling has a significant influence on the optimal

clock frequencies, it also influences the energy consump-
tion. We have shown that for two cores, first determining
the schedule that minimizes the makespan and then
determining the clock frequencies that minimize energy,
globally minimizes the energy consumption. This result
does not hold in general for systems with more than two
cores, as we have shown with a counter example. To
deal with this property, we presented a single scheduling
criterion (the weighted makespan, S̄) that can be used
to find an energy optimal schedule.

Computational tests show that by using optimal clock
frequencies, up to 30% energy can be saved compared to
the state-of-the-art approaches, while the theory shows
(see Fig. 6) that even bigger improvements are possible.
As the number of cores increases, the potential reduction
increases significantly to 44% for 16 cores. This article
gives algorithms and insights that can be used when im-
plementing global DVFS algorithms, a practical validation
on real hardware is still desired.

In future work, we research the case where tasks
have individual deadlines. We did not take this into
account in the current article, since then the relation
between scheduling and optimal clock frequency selection
becomes unclear, while this relation is the main subject
of the current article.
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