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I. INTRODUCTION

Recently quite an abundance of literature on
multitarget Bayesian filters has appeared. By using
rigorous models accounting for target birth, target
death, and closely spaced parallel moving objects
necessitates the use of a stacked or joint multitarget
state. See e.g., [2]1 for a limited overview. Some
works appeared even later, see e.g. [3], [4], and
[6]. These approaches all fall in the joint multistate
class, where a particle represents a multitarget state.
We emphasize, however, that approaches like the
Monte Carlo Joint Probabilistic Data Association
Filter (MC-JPDAF), see [13], do not fall in this class,
as they can be seen as a JPDAF filter, where the
(extended) Kalman filter ((E)KF) part is replaced by
a particle filter, and do not employ a stacked or joint
multistate approach.
An interesting problem is the so called mixed

labelling problem inherent in a joint multitarget
density (JMTD) description approach, see e.g. [3].
This problem is sometimes thought to be prohibitive
for the use of a particle-filter-based JMTD approach
for track extraction. In [3] the problem is mentioned.
But in a lot of works, the problem is not mentioned
or, maybe better, ignored. This is partially because
the problem becomes prominent only in situations
where objects move close and parallel for a substantial
time period. In other words for the problem to be
prominent, the a posteriori distributions on the
different states must overlap significantly in all state
parameters. Furthermore if one is not interested in
tracks per se, but e.g. only in the a posteriori density,
then there is even no need to deal with this problem.
The latter is also the case in standard finite-set statistic
theory (FISST); see [5].
We deal with this labelling problem and show its

behaviour, especially in a particle filter setting.
The contributions of this paper are the following:

1) Explain where and why in target tracking the
mixed labelling problem plays a role.
2) Showing that the labelling problem is inherently

self-resolving in any practical particle filter.
3) Explain the mechanism behind the

self-resolving.
4) Illustrate the mixed labelling problem and its

resolution in a simulation example using a multitarget
particle filter.
5) Provide quantitative analysis for the resolution

speed.

The key of the proof turns out to rely on a property of
a finite Markov process with absorbing states. More
background on this topic is found in [8].
In [3] it is argued that the joint multistate approach

is invariant under permutations. Loosely speaking this
means that no distinction can be made between several

1Part of this paper has appeared as a conference contribution, see
[1]. This paper is a substantial extension of [1].
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Fig. 1. Labelling type one.

labelling possibilities. Or equivalently, assuming a
two target case, the filter cannot discern between or
is invariant with respect to a situation in which track
one is associated with target one or in which track one
is associated with target two, where track one refers to
the upper part of the multitarget state and track two to
the lower. Thus ·

s1k

s2k

¸
¼
·
T1

T2

¸
and ·

s1k

s2k

¸
¼
·
T2

T1

¸
represent similar, symmetric, or equal situations.
Thus particles that differ only in the labelling are
indistinguishable for the filter. They represent the
same situation.
The above is also graphically illustrated in Fig. 1

and Fig. 2 by means of an example. The particular
scenario is not so much of interest now, but becomes
so hereafter. The key is that two labelling choices
are equivalent and indistinguishable for the filter.
The particle filter employed in this paper is just the
standard sampling importance resampling (SIR) filter
without any bells or whistles. A detailed description
with pseudocode is provided in [2].

II. MIXED LABELLING AND PARTICLES

In a JMTD filter, implemented through a particle
filter, every particle represents a hypothesis on a
multitarget state. Such a JMTD filter can be a filter
in which a fixed, even known, number of targets exist,
but also in a more involved setting in which target
birth/death is accounted for and in which the number
of targets is unknown and modelled as such.
But even for the simplest problem, e.g. a two

target setting, in which the two targets move closely
and in parallel for some time, the problem occurs. We
depict such a scenario in Fig. 3.

Fig. 2. Labelling type two.

Fig. 3. Particles, mixed labelling, and track extraction.

In the scenario of Fig. 3, two targets start out
well separated, move closer, and then parallel for
quite a time, only to separate again after some time.
Even if we start a JMTD particle filter where we start
with only one type of labelling, seen by the initially
light subcloud on the left and the dark subcloud
on the right, at a certain point the subclouds get
mixed. This is the mixed labelling situation. Thus
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even though the filter was initially certain about the
identity of the targets, it is confused now. If now we
were to use a straightforward track extractor, i.e.,
just taking the mean over the multitarget state, we
would obtain the tracks as shown. That is we would
end up “somewhere in the middle” of where the two
targets actually are. Again see Fig. 3. So the mixed
labelling problem, combined with averaging as a track
extraction technique, can potentially lead to a situation
in which both targets are no longer described well by
the tracks. We note that this is the case even though
the particle filter itself is still doing a good job in
terms of describing the a posteriori multitarget density.
The problem described here, although focused on

in the context of particle filters, is the exact same one
that is at the root of the track coalescence problem
apparent in, e.g., a standard PDAF filter; see [9] and
references therein. This is meant in the sense that
track coalescence in the PDAF is caused by merging
tracks with different labellings, which is also done on
a particle level, with averaging as a track extraction
technique.

A. Self Resolving Property of the PF-JMTD

In this section we prove and illustrate that the
label ambiguity problem solves itself over time in a
PF-JMTD.
For clarity of presentation we restrict ourselves

mainly to two closely spaced targets, but the results
are readily extendable to a more general case. If
necessary we indicate how the extension would be
obtained.
Let us assume we are in a situation like the one

depicted in Fig. 3. That is we have two targets and,
therefore, two labelling possibilities, say a labelling
of A type and a labelling of B type. Thus every
particle can be said either to be of the A or the B
type.
Note that if we were to consider M targets, we

would have M! labelling possibilities, but for the
purpose of clarity of exposition, we restrict ourselves
to the two target situation. Now assume that our
JMTD filter has N particles under the two target
hypothesis. One can even assume that it is known
to the filter that two targets exist. This is of no
importance to our argument to get to our result. Now
we identify, with the situation “NA particles of the
A-type,” a state, and we can think of this as a state
of a time-varying system. Note that this definition of
state is different from the standard one we use for
the kinematic state of an object. Now realize that by
doing so, we obtain a finite Markov process, with
N +1 different states, where one can go from one
state to the other, according to a Markov transition.
Also observe that out of these N +1 states, there are
two “end” states or, see [8], two absorbing states,
namely the two for which either NA =N or NA = 0.

All other states are so-called transient states. Thus for
the labelling we have a N +1 state Markov process
with two absorbing states and N ¡ 1 transient states.
The Markov transition matrix of the above process is
of the following form

¦k =

0BBB@
1 ¤ ¤ 0

0 ¤ ¤ :

: : : 0

0 ¤ ¤ 1

1CCCA :
In the above matrix all “*” elements are non-zero. A
Markov process with a matrix of this form ends up
in one of the absorbing states, with probability one as
time tends to infinity; see also [8].
The main consequence of all this is that a mixed

labelling situation is finally always resolved; thus we
do not get stuck in a situation where we have both A
and B type particles. We always end up in a situation
of only A or B particles.
Thus returning to the illustrative example of Fig. 3,

the situation therein cannot be a final or end situation
because clearly we are not in one of the absorbing
states of our previously defined Markov process yet,
and we know that we must end up there!
Example: As an illustration consider the example

situation of only two particles. Each particle can have
either a labelling A or B. Thus in the above context,
we have three states, namely AA, AB, and BB. Let
us furthermore assume that the probabilities for label
switching are all equal. We then obtain the following
Markov matrix:

¦k =

0B@1 1=4 0

0 1=2 0

0 1=4 1

1CA :
Starting in state AB, with probability one-half,
in the next time step, one of the absorbing states
(either AA or BB) is reached, where thereafter the
system remains, of course, in this state. Also for this
example, it is fairly easy, for example, to calculate
the probability that, after M steps, the system has
not reached an absorbing state yet. The reader may
verify that this probability is (1=2)M . This result can
be calculated directly or by the use of a fundamental
Markov property, see [8], that the M-step transition
probability, i.e., to be in state two after M-steps given
that the starting state was state two, is obtained by
the 2-2 element of the matrix: ¦Mk , thus looking at
the 2-2 element of the Mth power of the Markov
matrix. Thus relating this result to the original claim
that a process like this ends in one of the absorbing
states with probability one is also now obvious. The
probability that we are in an absorbing state at time
step M , provided we started in the transient one,
is 1¡ (1=2)M , which clearly tends to 1 for M to
infinity.

794 IEEE TRANSACTIONS ON AEROSPACE AND ELECTRONIC SYSTEMS VOL. 46, NO. 2 APRIL 2010



III. MECHANISMS BEHIND SELF-RESOLVING

It turns out that there are two steps in the filtering
cycle that contribute to self-resolving: resampling and
updating.
During resampling a number of particles are drawn

from a mixed distribution, and there is obviously
some likelihood that the set of resampled particles
happens to be “clean” (NA =N or NA = 0). Even
though this probability may be small, once the state
is clean, it remains there.
During updating different weights are given to the

particles. It may well happen that only a small fraction
of the particles get a significant weight. The weight of
the others is then very small, and the particles do not
contribute to the resampling. Updating thus effectively
kills many particles, and there is a possibility that
those that remain are unmixed.
So factors that affect the speed of the

self-resolving are

1) the number of particles,
2) the degree of mixing, and
3) the fraction of particles that are effectively kept

at updating.

A numerical evaluation showing these contributions is
made in Section V.

A. Simulation Example

In this section we illustrate the phenomenon of
mixed labelling and its self-resolving properties by
means of an illustrative example.
The example is a regular example, that is, a

plot-based tracking situation of closely spaced targets.
We have simulated a scenario, like the one we use
in the previous sections. We employ a JMTD-like
particle filter, like e.g. in [3] or [4]. We jointly
estimate the number of targets and the target states. In
the scenario the targets move parallel for a long time
period, and in this time period, their relative distance
is small enough to cause the marginal a posterior
distributions to have a significant overlap.
The sensor is a sensor that produces Cartesian

measurements and also has a nonunity detection
probability Pd = 0:9. Furthermore it is assumed that
the number of false alarms follow a Poisson process,
with parameter ¸V = 7. Thus on average we receive
7 false alarms per scan uniformly distributed over our
surveillance region. We would like to stress that, even
in a situation of no false alarms ¸V = 0 and no missed
detections Pd = 1, the labelling problem is relevant.
During the entire scenario there are always two

targets present. Furthermore the sensor accuracies
and the scenario are such that during a longer period
of the scenario, i.e., for about 20 scans, the targets
are moving close to one another and parallel at equal
speeds. As already stated they are close enough such

Fig. 4. Multitarget density at time step 15.

Fig. 5. Multitarget density at time step 25.

that the marginal a posteriori probability densities
significantly overlap during this period.
We show the results at different time steps for a

representative or typical realization of the scenario.
For the sake of clarity, we have only plotted

the particles under the two targets hypothesis and
not those under the zero and one-target hypothesis.
However the probabilities for these alternative
hypotheses are provided later.
In Figs. 4—13, the particle cloud is shown at

different time steps in the scenario. his scenario is
a representative one to outline the mixed labelling
problem.
It can be seen that during the period in which the

targets are close, i.e., look at Fig. 6 through Fig. 9,
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Fig. 6. Multitarget density at time step 27.

Fig. 7. Multitarget density at time step 33.

the subclouds are mixed. Also during this period the
targets might be physically indistinguishable. At time
step 46 (see Fig. 10), the cloud still has some mixed
labelling. However after time step 48 (see Fig. 11), the
mixed labelling is completely resolved.
Although “track swap” might, as it is unavoidable,

occur, the labelling ambiguity over the particles
is always resolved. We note that, in this particular
realization, track swap did not occur. This can
be verified by the color coding on the different
tracks. However the probability of track swap in this
particular scenario is about 50%. This is because
the targets are in quite close proximity over a long
enough period.
In this example, with 3000 particles in use, the

mixed labelling is resolved remarkably fast, without
the use of extra tricks or additional resampling. We do

Fig. 8. Multitarget density at time step 40.

Fig. 9. Multitarget density at time step 44.

have to say that the fact that we perform resampling at
every time step and the fact that “only” 3000 particles
are used help us here.
In Fig. 14 the filter output on the number of

targets present is given. Note that during the entire
scenario, the true number of targets present is two.
The filter does not know this, and it has the ability
to account for target birth-death as well. It is, in
particular, interesting to see that during the phase
where the targets are close, the filter naturally is in
doubt about whether one or two targets are present,
as one of them might have died off. After the targets
have separated, the filter becomes decisive again.
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Fig. 10. Multitarget density at time step 46.

Fig. 11. Multitarget density at time step 48.

V. QUANTITATIVE EVALUATION OF
SELF-RESOLVING SPEED

As said before self-resolving appears at two
steps: updating and resampling. We first analyze
the resampling step for the simple case of two
well-separated targets. It is useful to have two
different representations of the same situation in mind,
see Fig. 15 and Fig. 16.

A. Resampling Step

To analyze the resampling in the Markovian
framework, we assume that resampling is made over
and over again, with no other processes intervening.
We start with a case described above and compute the
probability of landing in any other distribution; this
gives the elements of the Markov transition matrix.

Fig. 12. Multitarget density at time step 52.

Fig. 13. Multitarget density at time step 60.

At resampling Fig. 16 is the one to be considered.
The distribution of particles there is the basis for
drawing new particles. The new particle may stem
from any particle in any of the clouds. It should be
obvious that the probability that the particle will be
drawn from cloud i is equal to the normalized weight
of the cloud. That is

qi =

P
k2Ci wkP
k wk

, i= 1,2

where wk is the weight of particle k and Ci is the set
of particles in cloud i.
Now suppose we want to draw N new particles

from the distribution characterized by the weights q1
and q2. The probability that we get N

0
1 particles from
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Fig. 14. Mode probabilities on number of targets present
(truth = 2 targets present during entire scenario).

Fig. 15. Two targets represented by two clouds, A and B. Circles
show x/y positions of upper part of state vector, and similarly
squares show lower parts. We denote particles that have their

upper part in cloud A (cloud B) as type 1 (type 2). There is some
mixing, but most particles are of type 1.

Fig. 16. Same two targets in x1/x2 representation. Particles that
have their components switched appear in cloud 2. If there were

no mixing, cloud 2 would have been empty.

the first cloud (and thus N 02 =N ¡N 01 from the second)
is given by the binomial distribution:

p(N 01) =
μ
N

N 01

¶
q
N 01
1 q

N 02
2 :

After resampling follows propagation and updating,
which obviously change the weights of the particles.
But in order to study the effect of resampling alone,
assume that the resampled particles are used as the
basis of a new resampling. In that case the new
probability masses are simply

q0i =
N 0i
N
, i= 1,2:

Based on these a new set of particles (N 00i ) can be
drawn and so on. This allows the problem to be
formulated as a Markovian process. For simplicity we
enumerate the components from zero. The state vector
A has N +1 components, with A0 corresponding
to the case where no particle is in cloud 1, with
one particle in cloud 1 and the rest in cloud 2,
and so on, until the last component AN , where
all N particles are in cloud 2. It follows that the
transition probability from state r to state s can then
be written

p(s j r) =
μ
N

s

¶³ r
N

´sμN ¡ r
N

¶N¡s
which forms the elements of the Markov matrix,

Mrs = p(s j r)
with the indices running from 0 to N.
In a very simple case, with N = 3, this matrix is

1
27

0BBB@
27 8 1 0

0 12 6 0

0 6 12 0

0 1 8 27

1CCCA :
It can be checked that the sum of elements in
each column is 1, as it should be for any Markov
matrix.
We define the impurity in the two target case as

1
N
min(N1,N2):

We further define the resolving time as the number of
iterations needed to end up at a pure state with at least
90% probability, i.e.,

A0 +AN > 0:9:

Then the resolving times are straightforward to
compute. First calculate the Markov matrix, and
then apply it to the initial state, defined by the initial
impurity, over again, until the above condition is met.
One can see that, with a reasonable number of

particles, the self-resolving times are very long, so this
effect can hardly account for the results indicated by
the simulation in Section 0. Interestingly the resolving
times are roughly proportional to the number of
particles.
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TABLE I
Resolving Times for the Resampling Step

Number of Particles

Initial
Impurity 10 20 50 100 200 500

1% – – – 18 38 97
2% – – 19 39 80 203
5% – 20 – 104 209 526
10% 15 32 82 166 335 841
20% 21 43 111 224 450 1128
50% 25 52 133 268 539 1351

B. Updating Step

In particle filtering updating amounts to setting
weights on the particles, according to an observation.
For the quantitative analysis we assume a simple
observation model that sets the weights to zero for
some of the particles and to equal weights for the
others.
For analysis of the updating case, the

representation in Fig. 15 is the most appropriate. An
observation selects a subset of type 1 particles and a
subset of type 2 particles. Note that both clouds are
depleted, even if the observation is made on only one
of the targets.
Assume again that enough time has passed after

the mixing. Clouds A and B are then well separated.
Furthermore the round and square particles have
effectively the same history and dynamics, and
they are updated in the same way, so their spatial
distributions are statistically identical. Only the
number of the two particle types differs.
At the updating a certain fraction ® of the particles

is, on the average, kept, and this applies to both types
of particles. The value of ® depends on measurement
accuracy and target process noise (and also on many
other factors if the system is not in steady state
motion). The ® may correspond to the ratio between
the areas of the updated and the predicted covariance
ellipses in classical filtering.
Assume now that we have N particles and that in

cloud A, K1 particles are type 1, and K2 are type 2,
K2 ·K1. That is the impurity is K2=N. At updating we
pick K 01 and K

0
2 particles. The probability of obtaining

these numbers is given by binomial distributions:

p(K 0i ) =
μ
Ki

K 0i

¶
®K

0
i (1¡®)Ki¡K 0i , i= 1,2:

If either K 01 or K
0
2 is zero, then we have reached a

pure state. Obviously if there are fewer blue than red
in cloud A, then it is more likely that the blue will
vanish.
However K 01 +K

0
2 ·N. Therefore we do not get

the new Markov state directly here, which requires N
particles. For the purpose of analysis, we might scale

TABLE II
Resolving Times for Combined Updating and Resampling when

®= 0:5

Number of Particles

Initial
Impurity 10 20 50 100 200 500

1% – – – 9 19 48
2% – – 9 19 39 101
5% – 9 – 51 103 262
10% 6 15 40 82 166 419
20% 9 20 54 110 223 562
50% 10 24 64 132 267 673

up the number of particles to reach N, but instead we
prefer to include the resampling here.
The numbers K 01 and K

0
2 determine the masses q1

and q2, according to

qi =
K 0i

K 01 +K
0
2
, i= 1,2:

There is an unlikely, but still possible, exceptional
case, where both K 01 and K

0
2 are zero and need special

treatment. Here we set qi to 0, 0.5, or 1, depending on
the values of Ki.
Now having the weights, it is straightforward to set

up the Markov matrix. The procedure is described by
the following pseudocode.

initialize M to zero
for all r = 0 : : :N
K1 = r
K2 =N ¡K1
for all K 01 = 0 : : :K1
for all K 02 = 0 : : :K2
if K 01 +K

0
2 = 0 then

hhexceptional handlingii
else
q1 =

K 01
K 01 +K

0
2

q2 = 1¡ q1
pK 01K

0
2
=
μ
K1

K 01

¶
®K

0
1 (1¡®)K1¡K 01

¢
μ
K2

K 02

¶
®K

0
2 (1¡®)K2¡K 02

for all s= 0 : : :N

Msr =Msr+pK 01K 02

μ
N

s

¶
qs1q

N¡s
2

Numerical results follow for ®= 0:5 and ®= 0:1.
Here the resolving times are much shorter than

those of the resampling-only case, as shown in
Table I, which actually corresponds to ®= 1. A result,
perhaps not too surprising, is that the resolving times
are approximately the same as the resampling only
case, with the number of particles ®N.
It should be noticed that in joint particle filtering,

normally all targets are updated simultaneously. So
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TABLE III
Resolving Times for Combined Updating and Resampling when

®= 0:1

Number of Particles

Initial
impurity 10 20 50 100 200 500

1% – – – 1 3 9
2% – – 1 3 7 19
5% – 1 – 8 19 50
10% 1 2 6 14 31 81
20% 2 3 7 19 41 109
50% 3 3 9 22 49 131

if an observation of one target would discard 90% of
the particles, a joint observation of two targets might
discard 99%. This indicates that the probability of
reaching clean states by the updating mechanism may
be quite large. Fast self-resolving suggests that the
number of particles used in the filter is too small.
Finally we make a comment about the observation

model. In the calculations we assume a simple
uniform model that either assigns zero or a constant
weight to the particles. One may question whether
the self-resolving effect remains for models with
noncompact support, e.g. Gaussian. To convince
oneself that it does, one can consider an extreme
case with a very narrow Gaussian spike. It almost
always gives all weight to a single particle and
very low weight to the others. At resampling
then usually only that single particle serves as the
parent for new particles, i.e., an unmixed state is
produced. Occasionally some low weight particles
may also produce children at resampling, and
in those cases the state is only slightly mixed.
Subsequent updates then most probably produce
unmixed states. In conclusion updating with smooth
observation models, followed by resampling,
has the same effect as updating with a uniform
model.

VI. ENFORCED RESOLVING

At first sight one may think that fast self-resolving
is a desirable property, but the evaluations show
that on the contrary, it indicates that the number of
particles is too small. It is, therefore, tempting to have
some technique for speeding up the resolving when
the number of particles is larger.
In [3], i.e., one of the few works in which

the labelling problem for the JMTD approach is
mentioned and taken into consideration, a K-means
clustering approach is used to find labelling that
minimizes a K-means variance criterion.
A somewhat similar procedure is used in [13]. It

runs as follows, and it should be applied at each time
step.
First compute the mean s̄i over the N particles and

the corresponding covariance matrix Pi for each of the

components (i.e., targets) i:

s̄i =
NX
n=1

wns
i
n

Pi ¼
NX
n=1

wn(s
i
n¡ s̄i)(sin¡ s̄i)T

assuming that the weights wn are normalized. Second,
for each particle, compute

Dn(£) = ks£(i)n ¡ s̄ik2P¡1
´
X
i

(s£(i)n ¡ s̄i)T(Pi)¡1(s£(i)n ¡ s̄i)

for all permutations £ of the components. Third
permute the components of each particle so that the
lowest value of Dn(£) is obtained.
This method appears to be very efficient,

and probably quite sufficient for many practical
applications. However we emphasize that techniques
like these are potentially dangerous in that they
distort the JMTD solution and steer towards minimal
multimodality. This might be unwanted, especially in
the more interesting cases, where even a single target
probability density might be multimodal, e.g. due to
false alarms.

VII. CONCLUSIONS

It has been shown and proven that the Bayesian
(particle-based) JMTD approach to multitarget
tracking has a self-resolving capability with respect
to the labelling problem. It is caused by the usage
of a finite number of particles in combination with
resampling and the uneven distribution of weight at
updating.
We do note, however, that although a

self-resolving property has been shown and proven,
this does not necessarily mean that in a practical
setting, in which e.g. track extraction is mandatory
at all times, the mixed labelling problem is does
not cause problems. In fact it does, and this is also
illustrated in more detail in a more practical setting
in [13].
We have also presented a practical solution to the

mixed labelling problem in combination with track
extraction by means of enforced resolving. We do
emphasize that this may help in some problems, but
it is by no means a theoretically sound and general
solution. How to account for mixed labelling, while
not distorting the JMTD solution, remains an open
research topic.
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