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Abstract. This paper reports on ongoing research of various aspects of multi-modal interactions in a Virtual
Reality environment in which visitors can interact in diverse ways with agents and objects in the environment. The
virtual environment is a copy of a theatre and is inhabited by both embodied and non-embodied agents that can assist
the visitor: providing information about the performances, selling tickets, or helping the visitor navigate through
the building.

Interactions in this environment are typically multimodal. Several agents are capable of natural language interac-
tions with the user. However, because the interactions take place in a virtual reality environment, a lot of information
can also be presented visually.
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1. Introduction

The Virtual Music Center is a virtual reality environ-
ment modeled on the real Music Hall in Enschede and
is built using VRML (Virtual Reality Modeling Lan-
guage). It is inhabited by a number of agents that can
provide the user with information. Each agent has its
specific task and domain knowledge.

The first agent that we modeled in the environment
was an embodied version of a natural language dia-
logue system that we had implemented earlier. The
agent, Karin, provides information about the agenda of
performances and is able to sell tickets to visitors. Em-
bedding the dialogue system in a visual context made
it possible to present information through other modal-
ities. Some of the ways we use these multi-modal op-
tions for interaction will be presented in more detail
below. Because the agent became embodied, this made
us look into aspects of non-verbal communication that
could now be modeled as well.

We went on to introduce more agents to the envi-
ronment to study several aspects of intelligent agents
and human-computer interaction in more detail. A tu-
tor agent, Jacob, was implemented to study issues

concerning instruction models. Jacob, as an instruc-
tor, has to build a model of the human student as well
and must be capable of tracking changes brought to the
environment by the student (Evers and Nijholt, 2000).
We also introduced agents that can help the user navi-
gate through the building (Van Luin et al., 2001), also
discussed in this paper, and agents that can take the role
of performer (Kragtwijk et al., 2001).

In this paper we discuss our virtual environment, its
agents and the interaction with these agents. We em-
phasize the multimodality of these interactions. In the
next section the environment is described: how is it
modeled and what can users find there. In Section 3 we
discuss the conversations the user can have with Karin
about theatre performances and reservations that can
be made. We also discuss our attempts to add nonver-
bal communication capabilities to Karin. More specif-
ically, we present an experiment directed at improving
the gaze behavior of the agent. Section 4 is devoted
to dialogues about the environment with a navigation
agent. In Section 5 we have a discussion about the fu-
ture of this and similar environments, the role of stan-
dards and the redesign of our environment. Section 6
concludes this paper.
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Figure 1. Wire model of the theater.

2. Building a Virtual Habitat

The main theater building in our university town, En-
schede, is called “Het Muziekcentrum”. The building
contains the usual rooms like performance halls, dress-
ing rooms for artists, recreational locations for the audi-
ence and the performers, wardrobes, a reception desk,
etcetera. The building also houses the Music Academy.

At this moment, the theatre building and some of the
buildings surrounding it and the streets have been mod-
eled in VRML. Figure 1 shows the wire model of the
main theater. It was built in accordance with the design
drawings of the real building. The interior, including
rooms, stairs, and stages, was also copied. Using pho-
tographs and video shoots from the real building, tex-
tures were glued to objects, walls and ceilings, in order
to make the virtual environment appear real. We did not
pursue a hundred percent realism though. Obviously,
when modeling a 3D environment that has to be accessi-
ble via the Web, we have to deal with limited resources
anyway. But also from a functional perspective there is
no real need to go for photo-realism. In a virtual envi-
ronment, we can use other techniques to provide indi-
cations to visitors on how to achieve their goals without
being bothered by all the physical or social constraints.

Figure 2. View from the entrance to the inside.

In Fig. 2 we see a screenshot taken from the entrance
of the virtual theatre. With a virtual reality browser
plugged into one of the usual web browsers, visitors
can explore this virtual environment, walking from one
location to another, looking at posters and other infor-
mation sources and clicking on smart objects that set
music and video tracks in motion.

Behind the desk, the agent Karin is waiting to in-
form the visitor about performances, artists and avail-
able tickets. Karin can engage in a natural language
dialogue with the visitor. She has access to an up-to-
date database about all the performances in the var-
ious theaters. Karin has a cartoon-like 3D face that
allows facial expressions and lip movements that are
synchronized with a text-to-speech system to mouth
the dialogue system’s utterances to the user. Synchro-
nization of sound and lip movements is currently im-
plemented robustly because of the current limitations
of web technology. Further design considerations that
allow an embodied agent like Karin to display combi-
nations of verbal and non-verbal behavior can be found
in Nijholt and Hulstijn (2000).

Other agents have been introduced in the environ-
ment. The navigation agent, for instance, knows ev-
erything about the geography of the building. He can
also be addressed using natural language commands
that the user can type in. The visitor can ask the agent
about locations in the theatre and can ask the agent to be
brought there. When the agent has understood the re-
quest, a route is computed and the visitor’s viewpoint
in the virtual world is guided along this route to the
destination. This agent has not been visualized as an
avatar.

Karin and the navigation agent are human-like agents
in that the user can talk to them using natural language,
and, in case of Karin, the agent has a human-like ap-
pearance. The environment contains other kinds of soft-
ware agents activated by clicking on smart objects. A
Java-based agent framework has been introduced to
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Figure 3. Baroque dancer performing on the virtual stage.

provide a common protocol for communication be-
tween the agents, allowing for the introduction of new
agents.

To make the environment entertaining to visit, we
have introduced a number of other avatars that are basi-
cally just predefined animations appropriate to the the-
atre setting. One of these avatars is a piano player sitting
on the stage of the main concert hall, playing the pi-
ano accompanying the music from a MIDI file. A more
sophisticated animation, a baroque dancer on stage,
was obtained from the Università degli Studi di Milano
(Bertolo et al., 1999). Their system uses a baroque
dance editor to choreograph and generate dances that
can be performed by virtual dancers. As the generated
dances and animations can be output in VRML, it is
possible to include these as guest performances on our
virtual stage (see Fig. 3). We are working also on MIDI-
controlled animated virtual musicians that play along
with music files (Kragtwijk et al., 2001).

Figure 4. A visitor’s agent approaching a domain agent.

We have embedded the environment in the Deep-
Matrix multi-user shell (Reitmayr et al., 1999). This
allows the environment to entertain multiple visitors
who can make themselves visible to each other as
avatars (VRML objects). See Fig. 4. The avatars move
along with the visitor when changing position in the 3D
world. They can also be assigned animations, intelli-
gence and interaction abilities. From the goal-directed
natural language dialogue system providing infor-
mation about performances, the environment is now
evolving into a virtual community.

To recapitulate, in our environment we have differ-
ent human-like agents. Some of them are represented
as communicative humanoids, i.e. more or less natu-
rally visualized avatars interacting with visitors of the
environment. We also have non-visualized agents the
visitors can interact with to get certain tasks done and
we have non-intelligent animations that enliven the
environment. We allow the visualization of multiple
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visitors as avatars as well. All of this means that we
have conversations and other forms of interaction be-
tween agents, between visitors, and between visitors
and agents. Because communication is situated in a
shared visible or otherwise observable virtual environ-
ment, communication partners are allowed to support
their linguistic communicative acts by other means of
interaction, referencing objects by gazing or pointing
toward them, for instance.

A virtual environment inhabited by autonomous vir-
tual humans offers the opportunity to investigate vari-
ous aspects of multi-modal communication. In this and
the following section we will have a look at the kinds
of modalities that we have been concerned with and
the various ways we have combined them for certain
applications. We will start with a discussion about the
embodied conversational agent Karin who serves as
the virtual receptionist in the theater. Next, we discuss
different approaches to helping the visitors of the en-
vironment to find their way.

3. Dialogues About Theater Performances

Using embodied conversation agents as information
sources in a virtual environment has allowed us to

Figure 5. The dialogue windows for Karin.

investigate a number of issues in natural and multi-
modal human-computer interactions. Multimodality is
a key issue. Information is exchanged both using nat-
ural language dialogue and other ways like tables, for
instance. Because the agent is embodied, in the sense
that it has a 3D face and body, non-verbal ways of
communication can provide information as well. In this
section we will concentrate on the agent Karin.

3.1. Multiple Modalities for Information
Presentation

Figure 5 shows a snapshot of a typical conversation
between Karin and the user. The 3D environment with
the typical buttons to navigate in 3D space shows Karin
behind the information desk. It is just one frame in the
window that also contains a dialogue frame in which
the user types in questions and in which Karin’s replies
are shown. Note that Karin’s answer does not just
appear in the dialogue frame but that it is also read
out loud using speech with proper lip-synchronization.
The Dutch text-to-speech system Fluency was used for
this.

A table containing information about performances
takes up another part of the window. When the reply to
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an information request is a long list of performances,
the system decides to present the reply in the table.
Having Karin read out all the information would take
too long. Therefore, Karin’s reply will merely consist
in directing the user to the information presented in the
table. The user can click on the individual cells and
menus will pop up with further information or with a
suggestion of some frequently asked questions about
performances (What is this performance about? What
time does it start? Etc.). Karin can interpret and gen-
erate references to items in the table. A question like
“Please give me more information about the third per-
formance,” will be understood correctly as making a
reference to the third performance in the table.

This is a basic example of how we have exploited
multiple means to present information in the environ-
ment we have created. Another typical example is the
screen on Karin’s desk, which is used to show movies
(excerpts) of the performances if available.

3.2. Conversations

The conversational agent Karin is essentially an em-
bodied version of a spoken dialogue manager allowing
natural language interactions with the user.

The dialogue management system behind Karin is
not very sophisticated from a linguistic point of view
but reasonably intelligent from a practical and prag-
matic point of view. The dialogues are assumed to be
task-oriented dialogues about information and trans-
action. Karin knows information about performances
only and expects the user to ask questions about these
or to make a reservation for them. This assumption
guides Karin’s dialogues moves. The system prompts
are designed in such a way that the users are gently
adapted to Karin’s way of thinking.

Linguistic analysis is performed by a rewriting sys-
tem. Input sentences are processed by a series of trans-
ducers that rewrite the input form to a canonical form
that can be interpreted and acted upon by the dialogue
manager. Although the linguistic analysis is crude, the
restrictions on the kind of information that can be
queried and on the types of dialogues that are normally
undertaken allow the system to produce adequate re-
sponses in the majority of cases assuming reasonable
user behavior. The original specification for the dia-
logue system was based on a corpus of dialogues ob-
tained by a Wizard of Oz experiment. This corpus pro-
vided insight in the kind of utterances and dialogues
visitors would engage in.

The rewriting system that implements the natural
language analysis robustly had important benefits in
the initial development of the virtual environment in
that it allowed us to build a reliable and fast tailor-made
system without having to spend much time developing
it. However, its simplicity also has its drawbacks. In the
rewriting step, information is lost that is needed for the
naturalness of the dialogues. For instance, the system
may forget the exact phrases uttered by the visitor and
use its own wording instead. This may give the impres-
sion that the system is correcting the user; an effect that
was obviously not intended.

3.3. Nonverbal Language

For believability and naturalness embodied conversa-
tional agents should also display life-like forms of non-
verbal communication. In our environment, the face of
Karen was designed to make control over its features
possible. In the version of Karen that is currently acces-
sible on the web, some changes in facial expressions are
hard-coded to accompany some fixed elements in the
interaction. For instance, Karin will look down at the
table with performances when pointing out that more
information can be found there. Currently a lot of re-
search is going on that is specifically aimed at improv-
ing the non-verbal communication skills of Karin and
other agents. This not only includes the use of facial
expressions but also of gaze, gestures and posture.

Getting a system that behaves naturally in this re-
spect involves tight co-ordination of the facial anima-
tion driver with many parameters of the dialogue man-
ager, with the mental state of the character and its model
of the user and subtle aspects of the linguistic utterance
that is produced or attended to. Consider in this respect
the functioning of gaze in human-human conversations
(see Argyle and Cook (1976) and Torres et al. (1997)).
Gazing away from or towards the interlocutor can func-
tion as an important emotional signal as well as a sig-
nal to hand over the turn or avoid the turn to be taken
over. As a function in the organization of turn-taking
behavior, the timing of mutual gaze (eye-contact) cor-
relates with the information-structure of the utterances
(its topic-focus articulation).

In an experiment, we investigated the effects of dif-
ferent styles of gaze of Karin on the conversation. We
modified the layout of the ordinary window, leaving out
the part in which the input and output text is displayed,
as this could distract the participants of the experiment
(Fig. 6). We compared three versions of the system.
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Figure 6. Face-to-face conversation with Karin.

In one version, eye-movements were kept to a mini-
mum: version A. In a second, turn-related, version (B),
we had Karin look away at the beginning of her turn
and look towards the user at the end of her turn, at
least with longer turns. The third version (C) involved
random movements of eyes at beginnings and ends of
turns. This is the basic gist of the difference between the
versions, more details can be found in Van Es (2001)
and Van Es et al. (2002). We had 48 subjects each make
2 reservations with one of the versions. We videotaped
the conversations, clocked the time they spent on the
task, and had them fill in a questionnaire after they had
made the reservations.

It is not obvious from the outset in what way and to
what extent people attend to embodied conversational
agents. In our case, people might be so distracted by
the fact that they had to type in the sentence that they
wouldn’t pay any attention to the face at all. But still,

Table 1. Results of gaze experiment.

Agent gaze condition

User responses Minimal (A) Turn-related (B) Random (C)

User satisfaction Lower than B Higher than A & C Lower than B

Ease of use Lower than B & C Higher than A Higher than A

Character/personality Liked less than B Liked more than A & C Liked less than B

Natural movements More natural than C More natural than & C Less than A & B

Minutes spent on task 8.8 6.8 9.5

when the system replied the users had time to watch
the face. From looking through the videos that were
made from the experiment, it also appeared that sub-
jects often looked at the sheet of paper on which the
task they had to perform was written, instead of at the
screen (of course similar distractions occur in real-life
face-to-face conversations as well, when people might
take notes for instance, or do some other things, like
getting their wallet to pay for tickets . . . ). In any case,
the distractions would be the same for all versions and
our experiment was aimed at finding out whether par-
ticipants using one version would act and appreciate
the system differently from participants engaging in a
conversation with another version.

In Table 1 we present a few results from the ex-
periment. To explain the table we look at the top row.
This says that participants conversing with version B
were significantly more satisfied with the version than
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participants conversing with either A or C were with
theirs. The efficiency was measured by the the average
time in minutes it took to perform the task.

It appears from this table that participants that had
conversed with version B, in which common gaze be-
havior was implemented (looking away and towards
users at beginnings and ends of turns, respectively)
appreciated their conversation significantly better than
the other participants in most respects. They not only
were more satisfied overall, they found it easier to
use than the version with the minimal amount of eye-
movements, appreciated the personality of the agent
better and thought the head movements were more nat-
ural than the random eye-movements version. They
were also the fastest, on average, to complete the task.
For more details and more results we refer to Van Es
(2001) and Van Es et al. (2002). This short summary al-
ready shows the important effects that can be achieved
by paying attention to the non-verbal language signals
of embodied conversational agents.

In this experiment we tried to improve the non-verbal
language skills of our agent Karin. Besides gaze we are
working on other facial expressions for conversational
and affective signals. Of course, the agents should not
only be able to produce non-verbal language but they
should also be able to decode it. Experiments in which
the agents were informed by an eye-tracker about the
gaze behavior of the human interlocutor are described
in Vertegaal (2001).

4. Dialogues About the Environment

Karin knows how to access the theater database and
to generate answers concerning performers and perfor-
mances. Our virtual world has been made accessible
to the audience. As visitors in a virtual world we often
need other types of information as well. To whom do
we address our questions about the environment itself?
To whom do we address our questions about how to
continue, where to find other visitors or where to find
domain-related information?

At this moment we are following different ap-
proaches to solve this problem. The approaches are
related and can be integrated since all of them are
agent-oriented and based on a common framework of
communicating agents. In addition, we have built this
framework in such a way that different agents with dif-
ferent abilities can become part of it: a simple animated
piano player, a baroque dancer that ‘understands’ the
music she is dancing to, Karin who knows about

theater performances and our navigation agent who
knows about the geography of the building.

Developing navigation agents poses a number of
questions. How can we build navigation intelligence
into an agent? What does navigation intelligence mean?
How can we connect this intelligence to language and
vision intelligence? Visitors of our environment are lan-
guage users and know or interpret what they see. There
is a continuous interaction between verbal and non-
verbal information when interpreting a situation in our
virtual environment. Modeling this interaction and the
representation and interpretation of these sources and
generating multimedia information from these sources
are among the main topics of our research.

4.1. Agent and Web-Based Navigation Support

To assist the visitor in navigating through our virtual
theater, we have added a map and an intelligent navi-
gation agent. For observations on the preferences that
users have for navigation support, the reader is referred
to Darken and Silbert (1996) and Höök et al. (1998).
Our work is in progress, meaning that the system is
there, but no effort has been done to add ‘graphic sugar’
to the layout and the integration of the different win-
dows that are used. When usability experiments start
this will have to be worked on first. In particular we
will look at the possible embodiment of a navigation
agent. This can take the form of a simple 2D talking
face added to the floor map or a virtual 3D presenter as
has been realized in Baus et al. (2000).

In Fig. 7 we display the current floor map and the
agent window. In Fig. 8 a view on part of the vir-
tual world is presented. In this view the user has been
brought to the stairs leading to the next floor of the
building.

The visitor can ask questions, give commands and
provide information when prompted by the agent. This
is done by typing natural language utterances or by
moving the mouse pointer over the map to locations
and objects the user is interested in. On the map the
user can find the performance halls, the lounges and
bars, selling points, information desks and other inter-
esting locations and objects. The current position of the
visitor in the virtual environment is marked on the map.
While moving in virtual reality the visitor can check her
position on this floor map. When using the mouse to
point at a position on the map, references can be made
by both user (in natural language) and system to the
object or location pointed at Van Luin et al. (2001).
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Figure 7. Floor map and agent window.

Figure 8. The visitor has been brought to the stairs.

4.2. Natural Language Access

As we mentioned, the navigation agent can be accessed
using natural language. We have annotated a small cor-
pus of user utterances that appear in navigation dia-
logues. On the one hand we find complete questions
and commands. On the other hand we also have short

phrases that are given by the user in reply to a clarifying
question of the navigation agent. An example of a ques-
tion is: “What is this?” while pointing at an object on the
map, or “Is there an entrance for wheel chairs?” Exam-
ples of commands are “Bring me there.” or “Bring me
to the information desk.” Examples of short phrases are
“No, that one.” or “Karin.” From the annotated corpus
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a grammar was induced and a unification-type parser
for Dutch is used to parse these utterances into feature
structures.

4.2.1. From Utterance to Action. Three agents com-
municate to fill in missing information in the feature
structure (when the information given by the user in
her question, answer or command is not yet complete)
and to determine the action that has to be undertaken
(answering the question, prompting for clarification or
missing information, displaying a route on the map or
guiding the user in virtual reality to a certain position).
The navigation agent, the dialogue manager agent and
the browser agent do this in co-operation. The latter can
communicate with the virtual reality browser (embed-
ded in a standard web browser) to retrieve the current
position of the visitor and to have a smooth transition
from the user’s viewpoint along a route that has been
computed. Not yet implemented is the possibility that
not only the position but also what is in the eyesight
of the visitor can be retrieved. This will allow better
resolution of references in the dialogue to objects that
are visible for the visitor in the virtual environment.

4.3. Navigation Dialogues

Three illustrative examples of navigation dialogues are
given below:

1. Visitor: How do I get at the information desk?

Agent: Where did you want to go?
Visitor: The desk.

2. Visitor: Can you bring me to the information desk?

Agent: I have marked the position on the map.
Now I will bring you there.

3. Visitor: [Clicks on an object on the map] What is
this?

Agent: That is an exposition.
Visitor: Where is it?
Agent: You can find it in the lounge.
Visitor: Let’s go there.
Agent: I bring you there.

The prototype navigation agent that we discussed
here is certainly not our final solution in assisting vis-
itors of our virtual environment. In the next phase, we
need to concentrate on the communication with other
agents that are available in the virtual theatre. How can
we ensure that a visitor’s question reaches the appro-
priate agent? How can we model the history of inter-
action in such a way that different agents do not only

know about their own role in this interaction but also
about others? Unlike other environments, ours allows
the investigation of communication between active and
passive agents that inform the visitor about the possi-
bilities and the properties of an information-rich virtual
environment.

5. Standards, Discussion and Redesign

It will be clear that in order to design and maintain a
virtual environment where we have a multitude of do-
main and user-defined agents we need some uniformity
from which we can diverge in several directions: agent
intelligence, agent interaction capabilities, agent visu-
alization and agent animation. VRML related standards
have been proposed or are still under development. For
example, suiting our aims is the Humanoid Animation
(H-Anim) standard. This standard defines a structure
and interface for agents in VRML. An agent that con-
forms to the standard can be plugged into a VRML
world and controlled through its interface. Animations
can be added to the H-Anim agents. Equally useful is
the Living Worlds Standard. Its aim is to define a con-
ceptual framework and specify interfaces to support
the creation of multi-user and multi-developer appli-
cations in VRML. Standards should allow applications
that support the virtual presence of many people in a
single scene at the same time: people who can interact
with objects in the scene and with each other. More-
over, they allow that applications can be assembled
from libraries of components developed independently
by multiple suppliers.

Although there is not much development in these
standards, it is clear that such standards will be worked
on in the future, not necessarily for VRML, but prob-
ably independent from a particular programming or
modeling language. Jacob and the virtual musicians
we are working on are built following the H-Anim
standard. As mentioned, presently we use the Deep-
Matrix multi-user environment system. It is compliant
with the Living Worlds specification. This specification
deals with data distribution and scene synchronization.
Below this are standards dealing with network and ap-
plication protocols. Beyond the Living Worlds specifi-
cation are the issues that have to be dealt with in order
to introduce standardized interacting agent frameworks
in virtual environments. Also, standards need to be de-
veloped that deal with ‘intelligence’ issues of agents in
addition to issues that deal with size, appearance and
animations in VRML worlds.
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In our environment we have several agents imple-
mented in a Java-based agent framework allowing
(primitive) communication between the agents. More-
over, visitors can address these agents. In the multi-user
browser version of our theater a visitor is allowed to
see other visitors and to start chat sessions with other
visitors. Although this is a nice addition to our present
environment, the chat extension does not fit the agent
framework, as there are separate channels for commu-
nicating with system agents and for communicating
with other visitors. We pursue four lines for research
simultaneously in order to solve the problem of allow-
ing different agents with different capabilities in our
framework.

• Redesigning and extending our agent framework
such that individual agents can represent (human)
visitors (e.g., in their movements, posture, nonver-
bal behavior) and can stand for artificial, embodied
domain agents that help visitors in the virtual en-
vironment (using multimodal interaction, including
speech and language) or have their own goals.

• Designing H-Anim agents that are controlled accord-
ing to the protocol of the agent framework, that can
walk around in the virtual environment (either acting
as a domain agent, hence displaying intelligent and
autonomous behavior, or representing a visitor and
her movements in the environment).

• Relating the current agent protocol framework to the
theory of multi-agent systems and issues of auton-
omy, reactivity, pro-activity, social ability and learn-
ing. General frameworks for intelligent agents have
been developed, among them the theory of belief-
desire-intention agents.

• Investigations into (and partly discovering) linguistic
and dialogue modeling problems that are specific
for multiple dialogue partners present in a virtual
environment.

In a multi-user environment it has to be decided
which parts of the environment are shared and which
parts are ‘private’, that is, parts in which events are
only noticeable for one user, not leading to updates
of the same part when being visited by other users.
Environments in which we have interactions with the
world and with agents in this world account for many
interesting problems. For example, has every visitor
of the environment its ‘own’ Karin? Or do they have
to queue in order to get their turn to speak to her? In
Fig. 4 we see that Karin is looking to another visitor
(not visible) rather than to Jacob. Modeling non-verbal

behavior for multi-party dialogues, including gaze
modeling, becomes important when we have differ-
ent visitors engaged in a conversation with an agent.
In Vertegaal et al. (2001) we report about experiments
and a prototype version of an environment in which
such conversations with more than two interlocutors
take place.

As an other example of the problems involved when
we share an environment with others, consider our the-
ater hall when we decide to have performances on the
stage. As mentioned in Reitmayr et al. (1999), having a
large crowd as audience introduces all the real world lo-
gistics of event presentation, including seat assignment
and sight lines. This is in fact the situation described
in Neal Stephenson’s Snow Crash (1993) where hun-
dred thousands of hackers represented as avatars fill an
amphitheater to watch a performance. An alternative
would be to enter a performance hall without sharing
this environment with others, hence, being able to take
the best seat (as many others will) or to climb the stage
in order to get closer to a performer.

As a final conclusion we want to emphasize once
more the necessity to have standards. However, this is
becoming a rather accepted issue. Examples of agent
communication standards that have been introduced in
order to obtain interoperability are FIPA (Foundation
of Intelligent Physical Agents: http://www.fipa.org/)
and KQML (Knowledge Query and Manipulation Lan-
guage). The FIPA specification allows the construction
and management of an agent system composed of dif-
ferent agents, possibly built by different developers. It
specifies how agents can interact with humans, other
agents, non-agent software and the physical world. The
FIPA Agent Communication Language (ACL) is based
on speech act theory. This seems to be a useful start-
ing point for relating these formal communication lan-
guages with the use of natural speech and language in
dialogue systems between visitors and artificial agents
(Dahlbäck et al., 1997) or in mediated communication
between visitors of virtual environments. Attempts to
define standards for dialogue systems can be found in
Gibbon et al. (1997). DARPA has adopted for its large
scale Communicator Program on spoken dialogue sys-
tems an architecture, the MIT Galaxy System, as the
reference architecture for dialogue research groups that
participate. It is assumed that in this way more commer-
cial standards will emerge in the speech and language
areas.

It is clear that in order to design and implement vir-
tual environments that are inhabited by multiple agents
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and users and that are developed and extended by dif-
ferent developers it is necessary to comply to standards
like the ones mentioned here.

In our system we have to deal with different agents
and with different dialogues or interactions between
agents and users (visitors of our theater). On a more
general level, we are using object-oriented and agent-
oriented design techniques to build our theater. One
design approach that we found useful is the specifica-
tion of requirements in the form of use cases. A use case
(Cockburn, 1997) is a detailed account of the context
and goals of the different actors involved in a transac-
tion, together with a possible sequence of actions. They
are recommended in object-oriented development to
find common data elements to be modeled as objects.
Use cases become part of the requirement specifica-
tion document that serves as a contract between the
system developer and the customer, in this case the
service provider. Because they can be intuitively un-
derstood, use cases facilitate communication with user
focus groups and with the customer.

6. Conclusions

In this paper we have presented a tour through our vir-
tual environment and introduced the various agents that
inhabit it, discussing the different modes of interac-
tion that are possible and the research questions that
need to be addressed when building such an environ-
ment. A public-accessible web version of the environ-
ment can be visited at http://parlevink.cs.utwente.nl/.
The environment is still in development. In fact,
we use it as a laboratory to introduce new agents
and to experiment with nonverbal and multimodal
communication.
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