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1

Chapter 1
Introduction

1.1 Background

Maintenance and after-sales service logistics are important disciplines that have received
considerable attention both in practice and in the scientific literature. This attention is
related to the often high investments associated with capital-intensive assets in technically
advanced business environments. These assets often constitute the bottleneck in companies
and their availability is generally crucial for a company’s operations. An operational failure
resulting in downtime is highly undesirable and may lead to significant losses for the asset
owner. Moreover, after-sales and maintenance services constitute a significant part of the
income of many Original Equipment Manufacturers (OEMs); it is not uncommon that
service-related revenues even exceed those of the sales of original products and equipment
[35]. Different maintenance services such as inspections and preventive maintenance
activities are executed with the goal to maximize the availability of these expensive
systems. However, unavoidable failures may still happen, which means that, in addition to
preventive maintenance and services, repair actions (corrective maintenance) are necessary.
Because of the focus on the uptime of systems, often a “repair-by-replacement” policy
is adopted, i.e. upon detection of what parts are malfunctioning, these parts are removed
and replaced by ready-to-use spare parts. In this case, spare parts, service engineers and
tools are the main resources for executing the repair actions and their availability has
a major impact on overall system downtime.

Original equipment manufacturers often rely on local service providers (LSPs) to
serve customers in different regions. These local service providers are either part of the
organization or operate independently. Service providers often hold local spare parts
inventories and employ a team of service engineers to serve the asset owners and repair
the failures. Spare parts are generally replenished by a central depot after they are
used locally. The replenishment of spare parts usually takes a long time, especially for
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companies with geographically dispersed customers [120].
In this dissertation, we consider a single local service provider maintaining a group of

assets based on a service level agreement with the customer (asset owner). These assets
are subject to random failures and the service provider is responsible for carrying out
the repair of the failing assets. This corrective maintenance is executed by replacement of
the failed part with a ready-to-use spare part. The malfunctioning removed part, in turn,
is sent to a repair shop, and upon completion of its repair returned to the central depot
stock. Since failures and hence the demand for repairs are not known in advance, and the
replenishment of the spare parts through an external channel usually takes a long time,
the service provider needs to stock a sufficient number of spare parts to meet the target
service level. He also needs to have a team of specialist service engineers available to
replace the malfunctioning parts. The service provider may follow two different strategies.
He can fully rely on himself in providing the resources and follow a full backlogging policy
when one of the resources is not immediately available. Alternatively, he may keep less
local resources and occasionally revert to an emergency supplier with ample capacity
of spare parts and service engineers to respond to a repair call. Figure 1.1 illustrates
an example of the entire service logistics network of this study. This figure serves to
delineate the scope of the network that we study in this dissertation.

1.2 Resources in after-sales service logistics

With the increasing fierce competition in the after-sales market, many service providers
are striving for a superb level of service offered to their customers while at the same
time maximizing their operational profit margin. Especially for advanced capital goods,
resources that are needed to execute corrective maintenance, namely spare parts, service
engineers and repair tools, are mostly expensive and represent major cost components
which may severely influence the service provider profit margin. An optimal availability
of resources in maintenance logistics is necessary to meet the expected operational asset
availability while minimizing the total service costs. Although the use of advanced
planning tools for resources in after-sales services is a common practice, so far the planning
of each resource type has mostly been determined independently despite the fact that the
combined availability of different resources (spare parts, engineers) ultimately determines
the performance of the service system. One reason for this independent planning often
is that the resources are usually managed by different departments.

Unlike spare parts inventory management which is an indispensable element in
maintenance logistics for any type of system, tools and service engineers are not always
considered as bottlenecks in service logistics. In some cases, the replacement of failed
parts can be done by operators in the production line. This makes the study of manpower
availability unnecessary. Similarly, the required tools for the repair process are often
cheap and hence every engineer has his own set of tools. In this dissertation, we consider
a service logistics system in which besides spare parts, highly skilled and trained service
engineers are needed to carry out the corrective maintenance. In the current study, tools
are no bottleneck for the system and considered to be always available.
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Figure 1.1: An example of a service logistic network, relevant to the studied problem in this
dissertation.

As mentioned, for capital-intensive assets, most spare parts are expensive, and service
providers typically keep no more stock than needed to satisfy agreements on system
availability with their customers. Furthermore, the repair of systems needs to be carried
out by well-trained and therefore expensive service engineers. Hence, the optimal planning
of spare parts inventories and service engineers staffing allows service providers to reduce
the service costs considerably, while still meeting the required high service levels.

The parts and service engineers are required jointly for a successful equipment repair.
This makes the prompt satisfaction of a customer repair order mainly dependent on
the availability of both the spare parts and the service engineers. Although it has been
noted that the planning of parts and service engineers in an integrated way may result
in a more efficient utilization of these two resources and in a better service delivery
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[1], the integrated planning of these resources has received little attention so far in the
literature. This dissertation partly aims to bridge this gap. We aim to quantify the
performance gap between current planning tools often used in practice, i.e. separated
planning, and the integrated planning of spare parts and service engineers. Therefore, we
propose a new method that optimizes the availability of spare parts and service engineers
simultaneously. We expect that an integrated planning of these resources reduces service
costs and improves service levels considerably.

1.2.1 Competitive strategies of service providers

Before investigating the optimal capacity level of resources, it is important to discuss the
competitive strategy of the service provider. Since both the spare parts and the number
of service engineers are limited, we have to determine what policy should be followed
if either resource is not immediately available. The two common strategies in any service
policy are the cost-efficient strategy and the responsive strategy which are in a sense
two opposite extremes, see e.g. Chopra [33]. Depending on where a service provider
wants to position its strategy between these two extremes, an appropriate service policy
can be defined. On the one hand, when the objective is to have the highest service level
(responsive strategy), waiting for resources is not acceptable. Then, a suitable policy is to
use an emergency channel if any resource (either spare part or service engineer or both)
is not available [112]. On the other hand, when cost efficiency is the main objective, any
additional cost (emergency shipment) should be avoided. In such a case, when a spare
part or a service engineer is needed but there is no one available, the repair call has to
wait until the needed part becomes available via the conventional replenishment channel
or a service engineer is cleared (backlogging policy). Since also in this case target service
levels have to be met, such a policy generally results in somewhat higher local stocks
and possibly a larger number of local service engineers employed, compared to the case
where an emergency service supplier acts as a backup.

In addition to these two extreme policies, various other policies can be applied for the
multi-resource service logistics system under study. Usually, the nominal repair times of
a failure (i.e., excluding all extra waitings due to unavailable resources) are shorter than
spare parts replenishment times. Therefore, in cases where a short waiting time is tolerable,
queueing for service engineers is efficient if they are not immediately available. However,
it is arguable to use the emergency shipment for spare parts in case of a stock-out.

In this dissertation, we consider two service policies, namely partial backlogging and
full backlogging policies. Under the first policy, the service provider serves a repair call
immediately when both the requested spare part and a service engineer are available.
Upon a failure, if the spare part is in stock but no service engineer is immediately available,
a backlogging policy for the service engineers is followed, while the requested part is
already reserved. If, however, the requested spare part is not in stock, irrespective of
the service engineers utilization, the need for both the spare part and the service engineer
is satisfied via an external emergency channel (outsourcing) at a high cost. There is no
priority over different spare part types, and the backorders in the service engineers queue
are served according to an FCFS policy. We call this policy the “partial backlogging”.
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The same problem is studied under a “full backlogging” policy in which the repair calls are
backlogged when the requested spare parts or the service engineers are not immediately
available. If upon a failure a service engineer is available but there is a stock-out at spare
parts inventory, then there is no pre-allocation of a service engineer to a repair task. In
another word, first a spare part needs to be allocated (or reserved) and only then a repair
request is sent to the service engineers team. In both partial and full backlogging policies,
if the spare part is available but all the service engineers are busy, the part is reserved
and the repair call is backlogged for service engineers (part reservation).

Each of the two policies mentioned can be optimized individually by selecting an optimal
parameter setting. However, whether the optimal policy under the full backlogging case
should be preferred over the optimal policy under the partial backlogging case, of course,
depends on what price has to be paid for an emergency supply. More general, if the local
service provider and the emergency service supplier are independent parties, one may
wonder how to define an optimal contract between the two. That is the central question
in the second part of this dissertation, which is introduced in Section 1.3.

1.2.2 Service level formulation

As mentioned, for companies (customers) working with capital intensive assets, system
availability is crucial for their operations and downtime is very undesirable. As a result,
clear agreements are necessary between the service provider and his customers with
respect to the services required. Such agreements are formalized in service contracts which
often contain service level agreements, that may be based on a wide range of performance
indicators. In this study, the service level agreement is formulated as the maximum
acceptable average waiting time of a failure repair call, which is a commonly used indicator
in practice. Waiting times are caused by either the queueing for service engineers or the lead
time needed by a regular (full backlogging) or emergency (partial backlogging) shipment.

1.3 Multi-echelon after-sales service logistics

The traditional multi-echelon supply chain literature is typically based on the existence
of a central planner who has full information on cost factors and (stochastic) demand
parameters and is able to establish the central optimal policy in the network [13]. In
a multi-echelon supply chain network, however, generally multiple independent decision
makers exist, for a review, see Tsay et al. [121]. Such a supply chain differs from a
centrally controlled one in two important aspects. First of all, distinct parties in the supply
chain generally have different and often conflicting objectives. Second, there may also
exist information asymmetries because each party has private information about his or her
cost factors or demand, and no party has full information about the entire supply chain.

The majority of studies in after-sales service supply chains and spare parts inventory
management takes a centralized point of view of a single entity controlling the entire
chain, see for a review, Hu et al. [57]. In the second part of this dissertation, we extend
the literature on multi-echelon after-sales service logistics from a centralized point of view
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to the situation in which echelons are controlled by independent parties. In after-sales
service logistics, to maintain a widely dispersed installed base, service points are kept
both at locations close to customers to enable short supply times in case of failures, and
at central stock locations where stock is pooled both for resupplying the local stock points
and possibly for satisfying customer demand through an emergency shipment if the local
stock points are depleted. Such a structure is referred to as a multi-echelon structure.
The amount of literature on multi-echelon after-sales service logistics is extensive and
dates back to Sherbrooke [108], who developed the METRIC (Multi-Echelon Technique
for Recoverable Item Control) model. This research concerns the inventory management
of spare parts considering the replenishment, transshipment and emergency shipments
between different echelon and service points for which various models for different scenarios
have been developed.

In the first part of the dissertation, a joint optimization of spare parts inventory and
service engineers staffing problem is studied under two proposed service policies, namely
partial backlogging and full backlogging. One may wonder under what condition each
of these policies performs better in terms of total service cost given a promised service
level. Therefore, before moving to the second part of this dissertation study, these two
aforementioned service policies are compared. Based on the result of this comparison,
in the second part of this book, we extend our study to a two-echelon after-sales service
network that consists of a local service provider and an emergency supplier, and use game
theoretical models to study their interaction.

1.3.1 Emergency supply contracts

The crux is that, in order to meet a high target service level, it may be cost inefficient for
a local service provider to fully rely on himself in serving all repair calls and providing all
required resources (by following the full backlogging policy). It may be better to limit the
local investments in spare parts and service engineers and to rely on an emergency channel
for cases the demanded resources are not available sufficiently fast (partial backlogging).
An interesting problem arises when this emergency channel is operated by a different
organization, which in our study we denote as the emergency supplier. In such a case, clear
agreements are necessary between the first-line (local) service provider and the emergency
supplier. This situation is analyzed by means of a game-theoretical model where the
external emergency supplier is interested in maximizing her own profit and hence wants
to set up a contractual agreement with the local service provider. Depending on the
contractual specifications, the internal service provider, in turn, needs to decide whether
he should rely on the back-up function of the external supplier (partial backlogging), or
whether it is better to take full control of all service himself (full backlogging).

Often, the original equipment manufacturers (OEMs) act as the emergency supplier
in such a setting. Alternatively, in a service logistics network consisting of different local
service providers each responsible for a different region, some of the larger service providers
in the network can act as emergency suppliers for the smaller ones. Recently, a new
stream of studies is looking at the impact of 3D printing on after-sales service logistics
and spare parts supply chain, see e.g., Khajavi et al. [65]. The study in this dissertation
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fits in this literature as well, by assuming that the emergency supplier manufactures the
requested spare parts on demand using additive manufacturing (3D printing).

Due to various uncertainties in the equipment failures and the spare parts replenishment,
drafting a satisfactory contract between the service provider and the emergency supplier
can be quite challenging. In after-sales logistics studies where contracts between multiple
stakeholders are involved, they typically concern the interaction between the asset owner
(customer) and the service provider, see e.g., Kim et al. [66]. Despite the increasing
trend of activities outsourcing in the service industry, it is surprising that the literature
on upstream echelons of the service supply chains is very limited. To the best of our
knowledge, the model that we present in this dissertation is the first that analyzes the
upstream contracting in after-sales service logistics with multiple resources.

1.3.2 Contracting with information considerations

The knowledge on product reliability is an important input for after-sales service logistics,
and the completeness of product reliability information to different parties plays a major
role in contracting. In many cases, knowledge of product reliability is not equally shared
throughout the supply chain (asymmetric information). This is particularly true when
an independent supplier (not an OEM) proposes to provide the resources needed for
maintaining assets that the customer has operated for some time. The supplier does
not have access to assets usage data or failure history, whereas the customer, i.e., the
long-term owner and user of the product, and his local service provider have more accurate
information about the asset failure rate that may give them an advantage when judging
an offered contract. The opposite situation is possible as well: e.g., if the supplier is
also the manufacturer of the asset and the asset is new, the supplier might have better
information about failure rates collected during product development.

Although decentralized supply chains with asymmetric information have been broadly
studied, the literature in after-sales service logistics with asymmetric information is scarce.
In this dissertation, in addition to the study of price contracting between the local service
provider and the emergency supplier under a full information scenario, we also study
the same problem in the more practical scenario of asymmetric information on the asset’s
reliability. We assume that both actors have full information on each other’s cost factors,
however, the emergency supplier does not have full information on the failure rate of
the assets.

There are different scenarios that usually lead to the information asymmetry in supply
chains. Suppose the emergency supplier as the principal, is not interested in any negotiation
or cooperation. Confronted with this unwillingness, the local service provider may decide
to keep some of the information on his side hidden for the supplier in the hope to get
more favorable offers from her. In addition, failures of assets generally occur randomly
and in order to properly estimate the failure rate, often an extensive analysis based on
lots of historical data is needed. Hence, sometimes it is the nature of the problem and not
the players’ decisions that create the information asymmetry. An example is the situation
in which the failure rate of the assets is unknown for both players at the time of contract
design [97]. The LSP may be able, before he responds to the supplier’s offer, to obtain
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a better estimate of the failure rate by performing further analysis and investigations. In
such a situation, the LSP has better information on the failure behavior which the supplier
is lacking. The information asymmetry makes the contracting more complex than under
a full information scenario. In this study, we investigate contracts which the supplier can
utilize to compensate (not necessarily fully) the lack of information on assets’ reliability.

1.4 Research objectives

In the previous sections, we have briefly sketched the environment to which the models in
this dissertation apply. Now we discuss the research objectives of this dissertation. The
research project presented in this book has the main objective of studying the optimal
utilization of resources in after-sales service logistics. To design this study, several research
objectives are set to cover different aspects. The objectives are grouped into two parts.
In the first part, we focus on integrated planning of resources, namely spare parts and
service engineers. In the second part, we extend the presented models in the first part
to a decentralized multi-echelon system in which we aim to investigate the interaction
of different parties.

As noted earlier, the planning of spare parts inventory and service engineers staffing
is typically carried out in isolation in practice. In this dissertation, we would like to
quantify the potential benefit of the integrated planning of these two resources, in contrast
with common practice. To achieve this, we need to develop a model to first evaluate
the performance of a system consisting of spare parts inventory and a team of service
engineers, and further jointly optimize the utilization of these resources to minimize
the total service cost while satisfying a service level agreement. Therefore, for the first
part of the dissertation, we formulate the following research objectives which are met
in Chapters 3 and 4:

RO. 1 To jointly optimize the spare parts inventory and service engineers staffing
(under different service policies).

RO. 2 To quantify the potential benefit of integrated planning as opposed to the
separated optimization of spare parts inventory and service engineers staffing.

The first two research objectives are investigated under two service policies, namely
partial and full backlogging policies. One may wonder which policy should be followed
in different conditions. To that end, we formulate our next research objective which is
studied in Chapter 5:

RO. 3 To determine which service policy a service provider should follow in case his
local resources are not immediately available.
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With the partial backlogging policy, the service provider is relying on an emergency
channel in case of a spare parts stock out. In the second part of the research, we assume
that this emergency channel is operated by an emergency supplier who is financially
independent of the service provider (interested in maximizing her own expected profit).
This extended research starts by investigating the following research objectives (which
are met in Chapter 7):

RO. 4 To determine the optimal contract the emergency supplier should offer in case
she is interested in maximizing her own profit.

In a decentralized setting where each player makes his or her decisions independently,
there is no guarantee to reach the highest total expected profit in the entire supply chain.
This brings the question of designing contacts which results in a coordinated solution,
that is a solution which yields the same total expected profit as in the optimal centralized
solution (where all decisions are made centrally):

RO. 5 To design contracts to achieve coordination in a decentralized setting.

The last two research objective cover the situation where players are risk-neutral.
However, the same questions should be investigated for case in which the players want
to involve their risks in their decision makings:

RO. 6 To determine the optimal coordinated contract in case the players (LSP and
emergency supplier) are risk-averse.

In practice, it is common that the information in the supply chain is not distributed
evenly among contract partners. Therefore, we formulate three more research objectives
to analyze the interaction of the emergency supplier and the LSP in the studied service
supply chains under an asymmetric information scenario (Chapter 8):

RO. 7 To quantify the supplier profit loss and the LSP profit gain in case the supplier
has no full information on the asset reliability.

RO. 8 To design contracts to compensate (some of) the emergency supplier profit loss
in the asymmetric information scenario.

RO. 9 To quantify the compensation of the supplier loss in the asymmetric information
scenario when she uses different contracts.
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1.5 Methodology

Multi-resource maintenance problems are characterized by a high level of uncertainty (by
definition, systems fail at random times), while also service and spare parts replenishment
lead times are seldom deterministic. As a result, all realistic models should be probabilistic,
i.e. events occur according to (often unknown) stochastic processes. Typical methods
to tackle such problems are Markov Decision methods, queueing analysis, stochastic
optimization algorithms and discrete event simulation. The latter has the advantage to
allow for a rather detailed representation of the systems studied but unfortunately can
only be used to determine systems performance for a given set of parameters, and hence
optimization over these parameters is an extremely time-consuming task (if doable at all).
In this dissertation, we, therefore, develop analytical (approximate) methods to study
a variety of systems. Since the dynamics associated with multi-resource service logistics
models have hardly been modeled so far, all models developed are new. Next to various
stochastic dynamic and queueing models, in the second part of the dissertation, we also
exploit game-theoretical models to study the relationship between the local service provider
and the external (back-up) emergency supplier, each of which in principle acts in a selfish
way. An important question is then which transaction costs between the two independent
parties in the supply chain should be established (and hence, what contracts should be
agreed upon), for which game theory offers important analytical tools. Cooperative games,
the dominance of one party over the other (Stackelberg game), and informational aspects
(screening game) are some of the characteristics included in this dissertation study.

1.6 Outline & contributions of the dissertation

Our aim in this dissertation is to determine the added value of integrated planning of
resources as well as supply chain coordination in after-sales service logistics. We focus
on the challenging multi-resource planning problem for spare parts and service engineers
in a multi-echelon setting. The first objective is to determine the required capacity of
each resource minimizing the total service costs subject to a specified target service level.
As the second objective, the interaction of different players in a multi-echelon network,
namely the local service provider and the emergency supplier is investigated in order to
determine the coordinated contract pricing in a win-win situation.

Part I: Integrated planning of spare parts and service engineers The first
part of the dissertation starts with an extensive literature review on after-sales service
logistics in Chapter 2. In particular, we focus on resources planning in after-sales
logistics. In addition, we investigate the literature on some other research domains
which show noticeable similarities to our study. In Chapter 3, a new analytic model for
integrated spare parts inventory management and service engineers staffing under a partial
backlogging policy is introduced. In this service policy, backlogging is followed for service
engineers when the spare part is available whereas the repair call is satisfied entirely via
an emergency channel in case of a spare part stock-out. Exact and approximate methods
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for performance evaluation of a given solution are developed. When the number of spare
part types is low, it is computationally feasible to use an exact evaluation method, the
so-called matrix-geometrical method. When the number of (different) spare parts is high,
exact algorithms are no longer of use, but the developed approximation methods yield
highly accurate results and are computationally efficient. Two different approximate
evaluation methods were developed and extensively tested (by comparing them with
simulation). The fact that such fast and accurate evaluation methods were available
facilitates the set up of approximate optimization algorithms to determine the optimal
number of spare parts and (hired) service engineers for fairly large problems.

Chapter 4 focuses on the same problem but with the common practice full backlogging
service policy in which a backlogging policy is followed for both resources, while in addition,
parts are reserved in anticipation inventories. Hence, a repair request is backlogged if
one of the required resources is not immediately available upon demand. This policy
leads to a completely different model for the performance evaluation of the system than
the one in Chapter 3. Therefore, both new exact and approximate evaluation methods
are developed (the latter for large-scale problems). In this chapter, the optimization
algorithms are investigated more extensively. A greedy heuristic algorithm is designed
for solving the integrated optimization problem. Different approaches to the separated
planning of spare parts inventory and service engineers that are typically carried out in
practice are also discussed. Note that, in both chapters, the objective is to minimize the
total service cost under a tight constraint on the average waiting time of a repair request.

To develop a feeling of what cost reductions might be achieved by such smart
optimization algorithms, in Chapter 5, a case study is conducted with 93 types of
spare parts, in which the proposed methods in Chapters 3 and 4 are compared with
the (usually applied) procedure in which spare parts inventory levels and number of
engineers hired are optimized separately. It is shown that cost reductions of up to 27%
and 20% can be obtained by using the integrated planning algorithm of spare parts and
service engineers as compared to the separated planning under partial and full backlogging
policies, respectively. Furthermore, the result of the full backlogging policy model is
compared with the partial backlogging model and it is shown that none of these two
service policies is always superior in terms of the total service cost. In particular, for
cases with an expensive emergency shipment cost and lower service level, the service
provider is better off with the full backlogging policy.

The contribution of this part of the dissertation is threefold. First, we analytically
model the availability of the spare parts and the service engineers in an integrated way
and evaluate the system performance for both the partial and the full backlogging policy.
For the exact system evaluation, we analytically describe the model using a Markov chain.
Second, since the exact evaluation method is computationally feasible only for small
problems (small number of part types), we propose accurate approximation methods
to evaluate large problems. Third, we study the integrated optimization problem to
quantify the gain of jointly planning spare parts and service engineers, compared to the
results of a separate optimization, under both partial and full backlogging policies. The
models developed also lend themselves to an analysis of the impact of new technologies on
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spare parts provisioning, by changing parameters such as parts reliability characteristics,
resupply lead times, manufacturing costs and others. In this way, the versatility of the
models developed is optimally exploited.

Part II: Emergency supply contracting In the first part of the book, we focus
on optimizing the total service cost of a service provider who is responsible for the upkeep
of a group of assets with random failures, possibly assisted by a back-up (emergency)
supplier. In the second part of this dissertation, we broaden our scope by modeling the
emergency supplier as an independent entity with her own economic objectives. Apart
from direct cost reductions that have been extensively studied in the first part, the results
of Part II offer important guidelines in deciding what relations the local service provider
should establish with such an external emergency supplier, and more specifically, the
arrangement of mutually beneficial contracts.

Before introducing the studied models, the literature on contracting in after-sales
logistics is reviewed in Chapter 6. In addition to after-sales logistics, the literature on
contract design in more general supply chains, in particular, the ones that utilize similar
methodologies, is summarized. In Chapter 7, we study Stackelberg and cooperative games
between a local service provider (LSP) and an emergency supplier. The LSP has limited
local resources and in the case of a spare part stock out, he relies on an emergency shipment
from the supplier. We assume that the LSP and the supplier are independent and that they
are interested in their individual profit and determine their decision variables such that their
own profit is maximized. We study different types of contracts between these two players.
In the first type of contract, we consider a price-only Stackelberg game model in which no
negotiation or cooperation between the players takes place. In this contract, the emergency
supplier is the principal and she first decides on the contract terms. In a Stackelberg game,
the supplier offers an emergency shipment cost which maximizes her profit, while taking
into account the maximum price that the LSP may accept. The LSP declines the contract
offer and switches to the full backlogging policy if the supplier offers a price higher than this
maximum value (threshold). Given the contract parameter, the LSP jointly chooses his
spare parts stock levels and the size of his service engineers team, if he accepts the contract.

We propose an original computationally efficient algorithm to find the equilibrium
solution of the Stackelberg game and illustrate that the optimal emergency shipment cost
for the supplier is not necessarily the maximum feasible (threshold) value. This contract
is used when the supplier possesses a relative power over the local service provider and
is not interested in any negotiation. Nevertheless, there is a limit on incidental cost for
the emergency supplier above which the LSP rejects the contract and reverts to a full
backlogging policy.

We show that the Stackelberg equilibrium (price-only contract) does not always result
in the highest profit that players can achieve. The best that can happen, namely the
centralized solution, is when the two players act as a single entity and jointly aim to
maximize the profit of the entire system. Therefore, we design cooperative contracts
between these players and show that the coordination is always possible using revenue
and cost-sharing contracts. Furthermore, we examine the risk of uncertainties in these



1.6. Outline & contributions of the dissertation 13

contracts and find the optimal contract parameters by considering the utility functions
of the players. To extend the model, we also consider cases where there are multiple
emergency shipment options among which the service provider or the emergency supplier
can choose. We show how to choose the best option in different scenarios, i.e. in cases
where these options are offered to the service provider by a single supplier or by several
competitive or non-competitive suppliers.

In Chapter 8, we extend the study of Chapter 7 to an asymmetric information scenario
where the supplier does not have full information on the assets’ failure rate. While the
LSP is well informed about the asset reliability, the supplier believes that all assets the
LSP is maintaining are of one of two types, indicated as low and high failure type. We
explore three different ways in which the supplier might offer a contract to the LSP in the
case of asymmetric information. In the price-only contract, the supplier charges the LSP
per emergency shipment request. The supplier needs to choose a price that maximizes
her expected profit considering that the LSP services either high or low failure rate assets.
Similar to the full information scenario, when charging a higher price the supplier expects
a lower number of requests while a price above a threshold value (which is different for
each type of LSP), causes the LSP to reject the offer. In a second way, the supplier can
use the two parameters revenue-sharing contract which always results in a higher profit
for her. We also study the use of a menu of revenue-sharing contracts with which the
supplier can screen the LSP type by offering two different revenue-sharing contract terms.

We show that there does not always exist a feasible menu of revenue-sharing contracts
and when it exists, it does not necessarily give a higher profit to the supplier than when
using the best single revenue-sharing contract. In an extensive numerical experiment,
we show that the combination of the single and the menu of revenue-sharing contracts
results in, on average, less than 5% profit loss for the supplier compared to the perfect
information scenario. Additionally, we find that, although having private information on
the assets’ failure rates increases the service provider profit, the increase is insignificant,
resulting in an additional profit of only 0.06% on average.

1.6.1 Practical relevance

The results of the studies presented in this dissertation are particularly useful for
capital-intensive industries such as chemical plants, oil- and gas industries, the aircraft
and shipbuilding industry, mining industry, and for asset management in manufacturing.
The budgets spent by these industries on maintenance, repair, and overhaul often exceed
the initial procurement price of their equipment with a factor ranging from 3 to 6. As an
example, in a related work with the Royal Netherlands Navy, a situation is encountered
in which the total exploitation costs (including upkeep and resource availability) of a
frigate were six times as high as the purchasing costs. In process industries, in particular,
the costs of downtime can be severe, hence a careful planning of all resources is essential
to keep systems up and running.

The relation between the research objectives (1.4) and chapters, as well as their related
publications, are shown in Table 1.1.
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Table 1.1: Relation between the research objectives and chapters of this dissertation.
The research described in this book is based on [98, 99, 101, 100].

Chapter 3 RO.1 RO.2 [98]
Chapter 4 RO.1 RO.2 [99]
Chapter 5 RO.2 RO.3 [98, 99, 101]
Chapter 7 RO.4 RO.5 RO.6 [101]
Chapter 8 RO.7 RO.8 RO.9 [100]
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Part I

Integrated planning of spare
parts and service engineers
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Chapter 2
Resources planning in

after-sales service logistics - a
review

In the first part of this dissertation, we study the resource management of after-sales
service logistics by considering both spare parts inventory management and manpower
(service engineers) planning. Although spare parts and service engineers have been
studied extensively in the maintenance logistics literature, most papers consider these
two resources separately. We shortly review the literature on spare parts in Section 2.1
and service engineers in Section 2.2. There are only a few papers that study the joint
planning problem. We discuss these papers in Section 2.3. Although there is a limited
number of analytical models for the integrated spare parts management and manpower
planning, there are quite a number of studies in other areas that can be used to help
to solve our problem. We review related literature in cross-trained manpower planning
(Section 2.4), assemble to order systems (Section 2.5), call center staffing and planning
(Section 2.6), and lateral transshipment inventory models (Section 2.7).

2.1 Spare parts

One of the important areas in maintenance logistics that attracted a lot of attention is spare
parts management. The amount of literature on (multi-item) spare parts optimization
models is extensive and dates back to the pioneering paper of Sherbrooke [108], who
developed the METRIC (Multi-Echelon Technique for Recoverable Item Control) model.
The literature of spare parts inventory management has been reviewed by Kennedy
et al. [63], Muckstadt [88] and Sherbrooke [109]. For a more recent survey and review
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of spare parts management, we refer to Basten and van Houtum [17], van Houtum and
Kranenburg [125] and Hu et al. [57].

In the integrated planning of service engineers and spare parts, a request occupies
simultaneously two resources. However, in most spare parts models, it is assumed that
only one part is needed to repair a failure. This feature makes our model theoretically
different from spare parts management problems. A more general model considers the
case where multiple failures occur simultaneously, each requesting a specific spare part.
Only a few papers assume that multiple failures can happen. Some interesting studies
on spare part models with (simultaneous) multiple failures are van Jaarsveld et al. [127],
Cheung and Hausman [30], Alt [9], Miller [86] and Schaefer [102].

2.2 Service engineers

A service provider also depends on other resources besides spare parts when providing
service to its customers. Often, the availability of service engineers is one of the main
bottlenecks in ensuring that the service level agreements are met. Al Hanbali et al. [6]
consider human resources, where they focus on the assignment of a set of engineers to
a group of customers with varying service level requirements. The authors analyze a
non-preemptive M/PH/c priority queue with various customer classes.

The availability of service engineers, called manpower, is also studied in other research
areas such as cross-training manpower planning and call centers staffing [3, 46] in which
similar modeling structures are analyzed. An overview of these areas is discussed in
Sections 2.4 and 2.6. Also, for a review of personnel scheduling and planning see Van den
Bergh et al. [123]. The service engineers planning problems have also been studied in
simulation models, see, e.g. Dear and Sherif [41].

Besides spare parts and service engineers, the availability of service tools may sometimes
also have a considerable influence on the total downtime of a system. There are a few
studies that consider the service tools planning problem in a maintenance logistic system,
see Vliegen and van Houtum [132] and Vliegen [131]. In terms of service, tools are similar
to service engineers (i.e. they are not consumed and therefore can be used for consecutive
repairs). When a tool is needed, it is taken from stock and will be returned after the
repair has been finished. Note, tools are usually ordered in sets and will be returned
simultaneously (coupled returns). This is not the case for the integration of spare parts
and service engineers as in this dissertation. The integration of service tools and spare
parts planning is also considered in Vliegen [131] using some simplifying assumptions.
She shows that integrating the planning of spare parts and repair tools leads to more
accurate results and a cost saving of up to 15%.

2.3 Joint optimization problem

Multi-resource maintenance logistics and in particular the integration of spare parts and
service engineers planning was rarely considered so far, or has been studied with limiting
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assumptions The joint optimization problem studied in this dissertation can be linked to
the repair kit problems. See Bijvank et al. [20] for an extensive review on the repair kit
problem. In the repair kit problem, there is only one service engineer who is carrying the
kit of spare parts with him or herself and the replenishment of spare parts only occurs
when the service engineer returns to the depot after a repair tour. In papers studying
the repair kit problem, each tour of repairs is studied independently, which means that
all spare parts (or tools) are restocked directly after usage or at the end of each tour.
Teunter [118] studies the problem in which a repairman visits multiple locations before
his repair kit is restocked. In this work, every tour is considered separately, which means
that the replenishment lead times are not considered. Bijvank et al. [20] extend the work
of Teunter [118] by introducing an exact formulation for the service level, instead of an
approximation, while also considering other service policies.

The models of Waller [133] and Papadopoulos [95] are special versions of the repair kit
problem in which a revisit takes place when the repair job is not successful after the first
visit. Waller [133] studies a model with only one service engineer. The service engineer
carries a spare part kit which can serve a fraction of all possible failures. If a spare part is
not available in the kit, it is ordered from a depot and delivered directly to the customer.
During this time, the service engineer visits other customers for repair. The availability of
the part is known when the service engineer visits the customer. After the arrival of the
part, the customer enters the waiting queue for the service engineers again. Customers are
served by FCFS policy. The problem is modeled as a BCMP (Baskett, Chandy, Muntz,
and Palacios) queuing network with two classes of customers, the ones waiting for an initial
visit and the others waiting for a second visit after the arrival of the emergency delivered
spare parts. Then the model is used to evaluate different inventory and staffing policies.
Papadopoulos [95] extends this approach by considering multiple service engineers and
introducing priority classes for customers via the application of the priority mean value
analysis (PMVA) algorithm. He models the system as a closed queueing network.

Güllü and Köksalan [51] study an optimization model for the kit-management problem
with an exact evaluation of the system performance that is only tractable for small-scale
problems. They propose a greedy heuristic procedure to find the base-stock levels that
minimize the service costs, subject to a service level constraint. In this problem, items are
stocked at a central location. Kits are composed of these items and sent to a customer’s
site. From the kit, one item is used and the others are jointly returned to the central
location after a certain holding time. The item that has been used is replenished; the
replenishment process is modeled as a finite capacity queue. If an item is not in stock, it
is supplied via an emergency channel without any delay. As soon as a unit of that item
becomes available again at the central location, it is returned to the emergency source.

The joint optimization of spare parts and service engineers levels is also studied in
Sleptchenko et al. [112] where the service policy is to fully outsource the repair job if
one of the resources, service engineers or spare parts, is not immediately available. In
this service policy, they optimize the total costs without considering any constraint on
waiting time or other service level agreements. Note, in some systems, outsourcing is not
an option for the service provider or it is extremely expensive and the service provider
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has to rely entirely on his own resources to meet the service level agreement. In this
situation, the service provider needs to follow the full backlogging service policy.

This integrated planning of spare parts and service engineers is also considered in a
stream of studies that uses simulation as a methodology for the performance analysis
[54, 130]. Hertz et al. [54] review the literature on simulation models in after-sales service
logistics. There are some studies in spare parts management in which service engineers
are considered, but as a resource with unlimited capacity. Caglar et al. [24] consider a
two-echelon spare parts inventory system supporting a service field. When a machine fails,
there are service engineers who carry out the repair. If the field depot has the appropriate
spare part on-hand, a service engineer travels to the customer site to fix the machine.
Otherwise, the repair is delayed. The integration planning is not considered in this model
since the authors assume that a service engineer is always available and that the service
engineer’s travel time from the field depot to the customer site is negligible. Therefore,
the service engineer availability is not incorporated in the analysis and is only mentioned
as a possible future research direction. Tovia et al. [120] study a service parts logistics
system in which one service engineer is assigned to provide equipment service to a group
of customers spread across a geographic region. The service engineer carries some spare
parts following a periodic review inventory policy. The service system is approximated
with a modified M/G/1-queueing model with a head-of-the-line service discipline. Then,
the system cost is approximated with a mathematical model, and a heuristic is described
to obtain a close to optimal solution of the service engineer assignment given a fixed
inventory policy. An integrated solution to the service engineer assignment and spare
parts inventory policies is mentioned as follow-up research.

2.4 Cross-trained manpower planning

In service logistics, one of the areas that have received considerable attention is the
planning of skilled service representatives (the manpower) that are responsible for serving
a number of service regions. In some papers, the field service system with dedicated and
flexible (cross-trained) servers is studied. Usually, these papers consider the case that
there are two or three different server types and one flexible team and use simulation
to analyze the system [2, 4, 3]. Agnihothri and Karmarkar [2] study the performance
analysis of service territories by means of a queueing model and use simulation to test the
accuracy. Agnihothri and Mishra [3] examine service systems with cross-trained servers
each having two or three skills. The spare parts in our model can be seen as servers that
have a specific skill and can serve one type of jobs only, and the service engineers can be
seen as servers that can process any type of jobs (cross-trained servers). By this analogy,
our problem is similar to the cross-trained manpower planning problem. In Brickner
et al. [21], a system similar to our study is modeled using simulation. They simulate
a service system with three types of dedicated server teams and one flexible team. They
assume a finite buffer for backorders and use a priority scheme to select the jobs from
the buffer. They analyze the performance measurement of the system and then find
the optimal number of each server type through a numerical search. In contrast to our
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model, there is no simultaneous request of servers in cross-trained manpower planning,
so the evaluation of these models differs. However, in the analytical papers, they use
optimization approaches similar to ours to find the optimal number of servers.

More recently, Sleptchenko et al. [111] study a spare part supply system for repairable
spare parts where parallel repair servers (service engineers) may have multiple skills and
can repair different failed parts. They assume backlogging policy for the spare parts
inventory. The service engineers (servers) are heterogeneous and can process certain
types of repairables only if they have the necessary skill. They investigate the trade-off
between adding extra skills to servers or adding extra inventory. To analyze the optimal
cross-training policies, they use a hybrid approach combining a Genetic Algorithm with
simulation modeling. They show that the total system cost can be reduced by 28% on
average compared to a system with fully skilled servers. In addition, it is shown that
a better clustering of skills leads to a decrease in the service time variability, which leads
to a reduction of inventories and backorders. In a related study, Turan et al. [122] study
the design problem of a single repair shop in a multi-item spare part supply system.
They use a sequential solution heuristic to solve the joint problem of resource pooling,
inventory allocation, and capacity level designation of the repair shop. They find that the
decomposition of the repair shop in sub-systems reduces the complexity of the problem
and enables the use of queueing approximations for optimization. It is shown that the
proposed repair shop designs result in 11% and 34% cost reductions on average compared
to fully flexible and totally dedicated designs, respectively.

2.5 Assemble to order system

If we investigate general inventory models, the closest similarity to our model is found in
assemble to order systems (ATO). Using different resources simultaneously for production
orders (coupling in demand) is an aspect that makes this area similar to our problem.
In those systems, several sub-assemblies are demanded and all have to be available before
an order can be processed. Song et al. [115] study a generalized model that has both
complete backlogging and lost sales as a special case. In addition, they distinguish total
order service, which means that an order is either fulfilled completely or rejected as
a whole, and partial order service, which means that partial fulfillment is allowed. In
Song et al. [115] an exact performance analysis is carried out using matrix-geometric
techniques that lead to a computationally efficient performance evaluation procedure.
The supply system of each component is modeled as an independent production facility
with a single exponential processor and a finite buffer, an M/M/1/c queue. Dayanik
et al. [40] study computationally efficient performance estimates for the same problem.
Approximate models for base-stock assembly systems are also studied in Avsar et al. [11].
Hoen et al. [56] develop an efficient and accurate approximation for an ATO system with
deterministic lead times, where the lead times can be different for different items.

For an overview of research in ATO systems see Song and Zipkin [114], Bijvank [19]
and Atan et al. [10]. In most studies backlogging is assumed, but in some papers the lost
sales case is also considered. In the ATO system literature, there are models where orders
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for various product types arrive stochastically to an assembly system. Each product type
needs a set of components to be assembled. Lu et al. [83] analyze such an ATO system
as a set of queues driven by a common, multi-class batch Poisson input and derive the
joint queue-length distribution.

With regard to the optimization of stock levels in an ATO system, only a few papers
consider lost sales. Benjaafar and ElHafsi [18] study the optimal policy for the base
stock levels of components used in a single end-product. ElHafsi et al. [44] extend the
model of Benjaafar and ElHafsi [18] to a situation with multiple products. However, their
analysis is restricted to a nested design, i.e., product i has only one additional component
compared to product i−1.

When comparing our model to these ATO models, we observe the same structure for
demands, and the replenishment and service times in our model are like the replenishment
lead times in an ATO system. Our study is closely related to ATO systems for the case
of multiple products with stochastic demand, replenishment lead times and base-stock
inventory policies. Other interesting references in this area are Wee and Dada [136], van
Jaarsveld and Scheller-Wolf [126], Zhou and Chao [144], Ko et al. [67], Lu et al. [84],
Zhao and Simchi-Levi [143], Lu [82], Zhao [142], Dogru et al. [42] and Lu et al. [85].
Note that in an ATO system all resources (components) are consumable. However, in
our problem, service engineers represent a renewable resource instead, they will again
become available for possible future repair calls after finishing their service on a job.

2.6 Call center staffing and planning

By treating the spare parts as servers (in addition to service engineers) and considering the
spare parts replenishment time as service time, there are quite a number of papers in the
call center area that study similar models. Mostly they use queueing modeling. Since call
center systems in practice face high traffic and the number of servers is high, an asymptotic
analysis of the call center is often performed. Usually, in the after-sales service logistics
the number of service engineers is not that high, so the asymptotic results are not useful.

Generally, for problems where there are multi-type customers in call center systems and
servers have different skills, similar approaches can be observed as we use for our models
in this part of the book. However, as for cross-trained manpower planning, there is no
simultaneous demand for servers in call center models. A survey paper in this area is done
by Koole and Pot [68] who review the staffing and routing problem of multi-type customers
in a call center. Shumsky [110] studies an approximation model for a service system with
two dedicated servers and one flexible server by using a queuing model. He provides an
estimation for performance measurement of a call center system. Ormeci [94] models a
Markovian loss system for a call center with two different customer classes with different
revenue and service and arrival rates. There are three different servers, two dedicated for
each customer type and one flexible server that can serve both customer types, where the
dedicated servers work faster than the flexible one. She shows that serving a call in its
dedicated station, whenever possible, is optimal. For the shared station, since the customers
have different priority (revenue), there exists an optimal monotone threshold policy.
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Spare parts can be named as dedicated resources since for each repair call a specific
spare part is needed while the service engineers are shared for all types of repair calls.
There is a limited number of studies in which a service system with a combination of
shared and dedicated resources is analyzed. Akcsin and Harker [5] consider an inbound
call center system with multi-type customers served by dedicated servers and one shared
resource (IT infrastructure). The shared resource in the system is treated as a process
sharing server. Due to the specific call center system operations, there is a fundamental
difference between our model and that of Akcsin and Harker [5]. Namely, for each call,
a dedicated server and a shared resource are needed, but by finishing the call, both the
server and the shared resource are cleared simultaneously.

2.7 Lateral transshipment inventory models

The approximate evaluation methods that we provide are related to the approximate
evaluation methods that are proposed in lateral transshipment inventory models. In
these systems, to determine the optimal policy, evaluation of costs of a given setting is
necessary. For this, the stream of lateral transshipment requests between the warehouses is
commonly approximated by Poisson processes [12, 8, 72, 74, 70]. However, approximating
overflow processes in lateral transshipment models (or similarly accepted arrival processes
in our model) with Poisson processes is not always reliable. Van Wijk et al. [129] perform
an extensive numerical study and show that Poisson approximations do not always give
satisfactory accuracy. Here, we propose other fast approximation methods that give more
accurate result than those assuming Poisson arrival processes. Van Wijk et al. [129] propose
a new approximation algorithm for the evaluation of a given policy, using interrupted
Poisson processes (IPP) [71] that is more accurate but computationally more expensive.

Greedy algorithms are commonly used for optimization in lateral transshipment
inventory models. Wong et al. [139] propose a greedy method with a local search for
multi-item multi-location spare parts systems with lateral transshipments and waiting
time constraints. Kranenburg and van Houtum [70] exploit a similar greedy algorithm
without any local search for the optimization of their partial pooling structure in spare
parts networks. In both papers, the authors show that the greedy algorithm performs
reasonably well.

Overall, the literature study indicates that the multi-resource planning in maintenance
service logistics so far lacks a thorough analysis. This dissertation provides a rigorous
treatment of integrated service engineers-spare parts management systems. In the
analysis presented in the next chapters, the findings of existing model analyses in other
applications which we discussed above have been used whenever appropriate. In particular,
the evaluation procedures and queueing models that are used in ATO, call center, and
lateral transshipment models appeared to be helpful in developing the evaluation methods.
Moreover, in the optimization problem and algorithms, some concepts and techniques
that are presented in the spare parts inventory management and cross-trained manpower
planning literature are employed.
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Chapter 3
Partial backlogging policy

3.1 Introduction

In this chapter, we consider the integrated planning of resources in a service maintenance
logistics system in which spare parts supply and service engineers deployment are
considered simultaneously. The objective is to determine close-to-optimal stock levels as
well as the optimal number of service engineers that jointly minimize the total expected
service costs under a maximum total average waiting time constraint. When a failure
occurs, a spare part and a service engineer are requested for the repair call. In this chapter,
we consider the partial backlogging policy, i.e., in case of a stock-out of spare parts at the
local inventory, the repair call will be satisfied entirely via an emergency channel with a
fast replenishment time but at a high cost. However, if the requested spare part is in stock
but no service engineer is immediately available, a backlog policy is followed for the latter.
We model the problem as a queueing network. An exact method and two approximations
for the evaluation of a given policy are presented. We exploit evaluation methods in
a greedy heuristic procedure to integrally optimize spare parts inventory and engineer
staffing levels. In a numerical study, we show that for problems with more than five types
of spare parts it is preferable to use approximate evaluations as they become significantly
faster than exact evaluation. Moreover, approximation errors decrease as problems get
larger. Furthermore, we test how the greedy optimization heuristic performs compared
to other discrete search algorithms in terms of total costs and computation times.

The chapter is organized as follows. In Section 3.2, we describe the model assumptions
and different policies and scenarios are discussed. In Section 3.3, the problem is modeled
and evaluated exactly using a Markov chain analysis. In Section 3.4, two approximation
methods are proposed for performance evaluations. To gain more insight into the model,
numerical experiments are carried out to compare the results of the approximation methods
with exact solutions in Section 3.5. A heuristic to determine a near-optimal policy is
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developed in Section 3.6. We compare the optimization result of the proposed heuristic
with other optimization algorithms. In Section 3.7, brief conclusions are formulated.

3.2 Model description

We consider a service region with a local inventory to store K different types of spare
parts. There are different types of repair calls in this service region that arrive randomly
with a rate λ. Each repair call requires a specific spare part. A repair call is of type-k if it
requires one unit of type-k spare part. Let pk denote the probability that a repair call is
of type k. For each repair call, a service engineer is also needed to do the job. A team of
service engineers is located in the service region. In this model, we assume that the service
time of a repair call of type k (the time between the moment the repair job is assigned to
a service engineer and the moment the job will be finished) is exponentially distributed
with rate µk. The inventory of type-k parts is managed according to the base-stock
policy, referred to as (Sk−1,Sk). For each type-k spare part, the replenishment lead time
is exponentially distributed with rate νk. For each spare part, there is a holding cost per
item per time unit. In addition, hiring costs of service engineers and emergency costs (a
cost per repair call that is satisfied via an emergency channel) are considered in this model.

Depending on the importance of service level and the height of the downtime cost,
different service policies can be followed. Consider a system that, if a failure happens,
should be fixed as soon as possible while the downtime cost is much higher than the holding
and shipment costs. In this case, the service policy should apply an emergency channel for
both spare parts and service engineers in case there is a shortage of any of these resources.
So, upon a request arrival, if any of the needed spare part or service engineer is not available,
the repair call is considered to be lost for the internal system and both the spare part and the
service engineer are satisfied via an external emergency channel with a high cost. However,
for systems for which downtime does not cost much or failures will not stop the whole
system, we can assume backlogging for both spare parts and service engineers. So, when one
of them is missing, we just wait until a spare part or a service engineer becomes available.

The aforementioned scenarios are two extreme strategies. In practice, there are a
variety of policies in between that can be applied. Here, we are not interested in the full
emergency (the most responsive strategy) nor in the full backlogging policy (the most
cost-efficient strategy). Instead, we study a more cost-efficient strategy that has less effect
on the waiting times. Usually, service times take much less time than the spare parts
replenishment. Therefore, the first step to make the most responsive strategy more cost
efficient is by changing the service engineers policy to backlogging. In other words, in
systems for which a short waiting time is acceptable, it is rational to wait for service
engineers if they are not immediately available but use the emergency shipment for spare
parts in case of a stock-out. That is the scenario we study in this chapter.

When the requested spare part is satisfied by an emergency shipment, there are a
number of scenarios for the service engineers that can be applied. In this chapter, we
assume that both spare parts and service engineers are satisfied via an emergency channel
in case of a spare parts stock-out. In other words, internal service engineers are not
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responsible for emergency repair calls. To explain why this assumption is justified, let us
discuss the possible scenarios where just spare parts are satisfied by emergency channel.
First, suppose the repair request is sent to service engineers after receiving the spare part
emergency shipment. In this case, for systems where service engineers traveling time to the
failure location is a considerable amount of the total service time (it usually includes service
engineers travel time and on-site repair time), this scenario causes extra waiting time for the
system and the service engineers always arrive later than spare parts emergency shipments.
On the contrary, if the pool of service engineers receives the request already when the failure
happens (in the case where the spare part is going to be satisfied by an emergency channel),
the service engineer may arrive to the location sooner than the emergency shipment, which
causes extra waiting time and decreases the service engineer’s utilization. Furthermore, in
practice, there are cases where the spare parts are transferred by the service engineers to
the failure locations. It results in lower shipment costs and ensures that service engineers
and the spare parts will arrive at the same time. By outsourcing the repair job to the
external service engineers (when the spare part is delivered via the emergency channel), the
spare part and the service engineer will arrive in the failure location at the same time. More
precisely, suppose the emergency shipments are sent from a central station (depot) where
service engineers are always available. So, when the spare part is satisfied by an emergency
shipment, a central service engineer goes directly together with the requested spare part
to the failure location to perform the repair job. Hence, when the requested spare part
is not available in stock, the repair call is satisfied entirely via the emergency channel.

When the spare part is available, the backlogging policy is followed for service engineers.
When no service engineer is available upon a repair call request (while the spare part
is available), the spare part is reserved and the system must wait until a service engineer
becomes available. A maximum accepted average waiting time is defined for the total
waiting time in the service region (not per spare part), and there is no priority over
different spare part types. Therefore, the backorders in the service engineers queue will
be served by an FCFS policy.

All in all, we are interested to find the optimal spare parts stock levels and the optimal
number of service engineers to minimize the total average costs (holding, service engineers
hiring and emergency costs) under a maximum total average waiting time constraint.
Waiting times are caused by the emergency shipments and by queueing for service
engineers. A summary of notation is given in Table 3.1.

In the next two sections, we describe how a given policy, i.e., a choice of all base
stock levels and the number of service engineers, can be evaluated, either exactly or
approximately. The service policy is defined as follows. In the case that a repair call
arrives in the service region and the requested spare part is not available, the repair call
will be satisfied entirely (both the needed spare part and the service engineer) by an
emergency channel with a high cost. However, when there is no available service engineer
while the spare part is available, this spare part will be reserved and the repair call will
be backlogged until a service engineer becomes available. Backorders are served according
to FCFS policy. We call this policy, the partial backlogging policy.



28 Chapter 3. Partial backlogging policy

Table 3.1: Summary of notations

Input parameters:
Spare parts k :1, . . . ,K;
λ Total failure rate in the service region;
pk Probability that the repair call needs type-k spare parts;
νk The regular replenishment rate for type-k spare parts;
νemk The emergency replenishment rate for type-k spare parts;
µk Service rate for type-k repair jobs (i.e. the reciprocal of the repair time);
Decision variables:
Sk Stock level for type-k spare parts;
E Number of service engineers;
Auxiliary variables:
Wp Expected waiting time of calls in the spare parts inventory (waiting

for spare parts occurs in case of an emergency shipment);
W e Expected waiting time of calls in the service engineers queue;
W Total expected waiting time of all repair calls in the service region.

3.3 Exact evaluation with Markov chain

Let us denote Np
k (t) as the number of type-k spare parts in the pipeline (replenishment),

and Ne(t) as the number of calls waiting or being served in the service engineers queue.
Under the above assumptions, the process

N(t)=(Ne(t),Np
1 (t),Np

2 (t),...,Np
k (t);t≥0))

is a continuous-time Markov chain with the following infinite size state space

Ω={0,...,E,...,∞}×{0,...,S1}×{0,...,S2}×···×{0,...,SK}. (3.1)

This Markov chain can be analyzed using the matrix-geometric method, but for large
K, the numerical evaluation will be computationally expensive, if not intractable. More
precisely, the dimension of the rate matrix in the matrix-geometric method increases
exponentially with Sk, k=1,...,K, and with K. For small size problems, we explain how
to find the steady-state probabilities using the matrix-geometric method. In Figure 3.1,
we show the transition rate diagram for the Markov chain in the simple case with one
type of spare part (K=1) with stock level S, and a team of engineers with size E.

In this part, the matrix-geometric method for this problem is explained. For the sake of
simplicity, we assume that the service rate is the same for all types of spare parts. Using the
matrix-geometric method is also possible in case of non-equal service rates. However, the
formulation will be more complex. For the joint process N(t) we shall refer to Ne(t) as the
level of the process and (Np

1 (t),Np
2 (t),...,Np

k (t)) as the phase. Let us introduce the following
matrices. Let Uk, k=1,...,K, denote an upper diagonal (Sk+1,Sk+1) matrix with upper
diagonal elements equal to λk=pkλ. Let Bk, k=1,...,K, denote a bi-diagonal lower (Sk+
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Figure 3.1: Transition diagram of the model with full spare parts emergency channel and repair
backlogging when there is one type of spare part (K=1).

1,Sk+1) matrix with j-th main diagonal element−(j−1)νk−λk1{j≤Sk} for j=1,...,Sk+1,
where 1{j≤Sk} is the indicator function, and lower diagonal j-th element jνk for j=1,...,Sk.

The process N(t) is a level-dependent Quasi-birth-death process for levels 0,...,E, and
level independent for the rest with the generator G given by:

G=
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, (3.2)

where Al0 =µlI, Al1 =B1⊕B2⊕···⊕BK−µlI, l= 0,...,E, and A2 =U1⊕U2⊕···⊕UK.
A⊕B is the Kronecker sum of A and B and is equal to A⊗I+I⊗B. A⊗I is the
Kronecker product of A and identity matrix, I.

Let V = (V0,V1,...) denote the steady-state probability of N(t), i.e., VG= 0 with
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V eT =1; eT is a column vector of entries equal to one. The balance equations are as follows:

V0A
0
1+V1A

1
0 = 0 , (3.3)

Vi−1A2+ViA
i
1+Vi+1A

i+1
0 = 0 ,i=1,...,E−1, (3.4)

Vi−1A2+ViA
E
1 +Vi+1A

E
0 = 0 ,i=E,E+1,.... (3.5)

The general solution of Vi is of type Vi−1Rmin(i,E), i=1,2,..., for more details see Neuts
[93]. Then, Eq. (3.4) and (3.5) give

RE = −A2(A
E
1 +REA

E
0 )−1, (3.6)

Rl = −A2(A
l
1+Rl+1A

l+1
0 )−1,l=E−1,...,1. (3.7)

Eq. (3.6) can be solved using a standard iterative procedure of the matrix-geometric
methods, see, e.g. Latouche and Ramaswami [76]. When RE is known, all Rl can be
computed using the backward iteration defined in (3.7).

Inserting the general solution of V1 in Eq. (3.3) yields V0(A
0
1+R1A

1
0)=0. The latter

equation together with the normalization condition

∞∑
i=0

Vie
T =V0

(
I+R1+R1R2+···+R1R2...RE−1(I−RE)−1

)
eT =1 (3.8)

gives V0, then V1=V0R1, V2=V1R2, and so forth.
Based on the steady-state probabilities, the required performance measures can be

determined. For example, the expected number of repair jobs waiting in the service
engineers queue is given by

Qe =
∞∑
i=1

i VE+i eT

=
∞∑
i=1

i VE(RE)i eT

= VE

∞∑
i=1

i (RE)i eT

= VERE(I−RE)−2 eT . (3.9)

Given the expected number of repair jobs waiting in the service engineers queue, we can
derive the expected waiting times using Little’s law.

Note that the inversion of matrices in the computation of Ri, i=1,...,E, is of complexity∏K
k=1 (Sk+1)3. So, we conclude that the total complexity to find the steady-state

probabilities is equal to

(E+1)
K∏
k=1

(Sk+1)3. (3.10)
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3.4 Approximate evaluation

Performing an exact evaluation for this problem will not be efficient for large size problem.
Hence, we develop a more efficient method to obtain an approximate result. In this
method, the model evaluation is done in two steps. In Section 3.4.1, we examine the
spare parts inventory to determine the emergency rate and the average waiting time that
is caused by emergency shipment. Then, given the spare parts inventory evaluation, we
analyze the service engineers queue in Sections 3.4.2 and 3.4.4. Note that the results in
Section 3.4.1 are exact while we use approximation methods for service engineers queue.

3.4.1 Emergency rate and average waiting time in spare parts
inventory

As mentioned before, we have an emergency shipment (loss) system for spare parts and
a backlogging system for service engineers, as long as spare parts are available. We assign
the spare part when a repair call arrives, whether a service engineer is available or not.
The emergency probability for repair calls is defined as the fraction of calls that will be
satisfied by the emergency shipment. Note that this probability is only a function of
spare parts stock levels.

In the following, we show how the number of type-k spare parts in the replenishment
pipeline can be modeled as the number of jobs in an M/M/Sk/Sk queue. For any spare
part of type k there are Sk spare parts, that can be seen as servers. The repair calls
arrive according to a Poisson process with rate λk=pkλ. When a spare part has been
allocated to a call (becomes busy) it takes an exponential time to replenish it by a new
part (service time) with rate νk. When there is no spare part in the inventory (all servers
are busy) the arriving calls will be lost and satisfied by the emergency channel. It means
the maximum number of parts in replenishment in this queueing model is equal to Sk.
Let ρk=λk/νk. The emergency probability in an M/M/Sk/Sk (using PASTA property)
is given by Erlang B (loss) formula:

PLk (Sk)=
ρ
Sk
k /Sk!∑Sk
i=0

ρik/i!
. (3.11)

The emergency failure rate of type-k repair calls as a function of type-k spare parts stock
level is equal to

λLk (Sk)=λkP
L
k (Sk). (3.12)

In this model, we assume that the emergency replenishment rate is much higher than
the regular one, but still finite. It means when a repair call is satisfied by an emergency
channel, there is still a waiting time until the emergency shipment arrives. This waiting
time is important for the service policy and is included in the maximum accepted average
waiting time of repair calls. For the parts that are requested by emergency shipment,
the average waiting time is equal to 1/νemk . Note that the average (emergency shipment)
waiting time of all repair calls is equal to a weighted sum of the repair calls that are
satisfied by emergency shipment times 1/νemk , as follows
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Wp(S)=
K∑
k=1

pkP
L
k (Sk)

νemk
. (3.13)

where S={S1,...,SK} is the vector of base stock levels.

3.4.2 Average waiting time in service engineers queue - MVA
approximation

In this section, we are interested in finding the average waiting time of repair calls that is
caused by the limited number of service engineers. When there is no available spare part,
the call is entirely served externally and hence is lost for the internal system. Therefore,
the arrival rate as experienced by the service engineers queue equals

γ=
K∑
k=1

γk=
K∑
k=1

λk
(
1−PLk (Sk)

)
. (3.14)

Note that arrival streams to the service engineers queue (each arrival stream is related
to one type of repair call) are not renewal processes. Upon arrival, when there is on-hand
spare parts inventory, the call will be forwarded immediately to the engineers queue.
However, when the spare parts inventory becomes empty, calls are satisfied by the
emergency channel. This dependency of arrivals on spare parts stock inventory causes
arrivals at the internal service engineers pool to be dependent on past arrivals and makes
arrival streams non-renewal processes. The correlation between inter-arrival times depends
on the spare parts base stock level. When the base stock level is zero or very large, we
can say that there is no correlation between inter-arrival times. For small values of the
base stock level, there is a correlation between inter-arrival times. However, we have
tested the correlation numerically and we found it almost negligible. The inter-arrival
correlation in different situations was always below 0.05. Nevertheless, the total arrival
process is still a non-renewal process. Apart from that, there is no correlation between
different types of repair call arrivals to the service engineers queue. The arrival streams
to the spare parts inventory are independent Poisson processes. Moreover, since in each
repair call, just one specific spare part is required, there is no dependency between stocks
of different spare parts types. Hence, the arrival streams for different types of repair calls
to the service engineers queue are independent. We show in the numerical result section
that this independency causes our approximation method to become more accurate when
there are more arrival streams (more spare part types).

We have a multi-class multi-server queue for service engineers with total arrival rate
γ and service rate µk for the repair call of type k, k=1,...,K. So, the service times in the
service engineers queue follow a hyper-exponential distribution with rate η which is given by

1

η
=

K∑
k=1

αk
µk
, (3.15)
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where αk is the probability that the repair call that has arrived at the service engineers
queue is of type k, which gives

αk=
γk
γ
. (3.16)

We have aG/H/E queue for the service engineers queue (H refers to the hyper-exponential
service time). In the G/H/E queuing system, no exact results are available for the mean
waiting time, but the mean value analysis (MVA) approach can be used heuristically
to derive a simple approximation [119]. First, we need to have the probability that all
servers are busy. Define σ= γ

η as the offered load. As an approximation, we can use the

busy probability of an M/M/E queue, see e.g. Tijms [119].

PB=
σE

E!

(1− σ
E )
∑E−1
j=0

σj

j! + σE

E!

. (3.17)

The following formula gives us the average waiting time (excluding service time) for
an M/M/E queue:

PB

η(E−σ)
. (3.18)

We do not expect that the average waiting time of an M/M/E queue is a reliable
approximation for the average waiting time in the service engineers queue. Therefore,
to have a better approximation, we consider the coefficient of variations of the interarrival
time and the service time in our formulation. Note that the arrival processes to the
service engineers queue do not form a renewal process. However, from now on, we assume
it is a renewal process in our approximation method. For the cases that the service rate
per call type-k (µk) is not the same for different spare part types, the service time is also
not exponentially distributed. By knowing the coefficient of variations of the interarrival
time and the service time a better approximation for the average waiting time is:

W e
mva(S,E)=

(
c2s+c2a

2

)
PB

η(E−σ)
. (3.19)

where c2s and c2a are the squared coefficient of variation of the service time and the
inter-arrival time, respectively. Note that the average waiting time in the service engineers
queue is a function of all base stock levels, S, and the number of service engineers, E.

3.4.3 Coefficient of variations

The service times in the service engineers queue follow the hyper-exponential distribution.
Therefore, its coefficient of variation is equal to

c2s=
2
∑K
k=1

αk/µ2
k(∑K

k=1
αk/µk

)2−1. (3.20)
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To find the coefficient of variation of the arrival process, we need to analyze the type-k
arrival process to the service engineers queue. Let us denote Xk as the inter-arrival
time of type-k parts in the service engineers queue. We can show that Xk has a
phase-type distribution with the following Laplace-Stieltjes transform function (for proof
see Appendix 3.A).

X̃k(ω)=
λk(Skνk+(1−dk)ω)

(λk+ω)(Skνk+ω)
, (3.21)

where dk represents the probability that no spare part of type-k is left in the inventory
given that a type-k repair call has just been accepted. So, for the next arrival, first
a replenishment must happen and then the next arrival will be accepted. Let πk(i),
i=0,...,Sk denote the steady-state probabilities in the type-k spare parts queue, i.e. the
steady-state probabilities in an M/M/Sk/Sk queue with arrival rate λk and service rate
νk. The probability dk is given by

dk=
πk(Sk−1)

1−πk(Sk)
=
νkSkP

L
k (Sk)

γk
. (3.22)

Now, we are able to find the type-k parts arrival process mean and variance using
Laplace-Stieltjes transform function in (3.21) which are given by

E(Xk)=
λkdk+Skνk
λkSkνk

=
1

γk
, (3.23)

V ar(Xk)=
1

λ2k
+
dk(2−dk)
S2
kν

2
k

. (3.24)

So, the squared coefficient of variation for the type-k arrival process to the service
engineers queue is equal to

c2a,k=γ2kV ar(Xk)=1−2PLk +
2ρk
Sk

(1−PLk )PLk . (3.25)

Note that PLk is a function of ρk and Sk (see Eq. 3.11). Therefore, the squared
coefficient of variation for the type-k arrival process is a function of only ρk and Sk.
Figure 3.2 shows how c2a,k changes as a function of ρk and Sk. As can be seen in the

figure, c2a,k is always between 0.5 and 1. It reaches its minimum when both ρk and Sk are

equal to 1. When either ρk or Sk goes to infinity, c2a,k converges to 1. By contradiction,

it is easy to show that c2a,k<1.
In the literature, several approximation methods for the coefficient of variations of a

superposition of arrival processes are introduced, see e.g. Albin [7] and Whitt [137]. None
of these methods gives an accurate result for the performance evaluation in our problem.
Some of the approximations in the literature work well when the arrival processes are
renewal (we have non-renewal arrival processes) or when the coefficient of variation of
arrival processes is larger than one. Here, we design the following method to get an



3.4. Approximate evaluation 35

Sk

ρk

c2a,k

Figure 3.2: Squared coefficient of variation of a single arrival stream versus ρk and Sk.

approximate coefficient of variation of the superposition process in this problem. In this
method, we approximate the superposition stream as a superposition of identical streams
with a Coxian-2 inter-arrival times. In the literature, an exact method is proposed to
find the coefficient of variation of the superposition process of identical Coxian-2 arrival
streams, see e.g. van Vuuren [128], p. 23. First, let us denote

Lj=

j∑
k=1

αkc
2
a,k. (3.26)

Now, first suppose we have two types of spare parts. Then, the arrival process to the
service engineers queue is a superposition of two arrival streams. By approximating these
two arrival streams with two identical Coxian-2 arrival streams, we obtain the equation
below as an approximation for the coefficient of variation of the superposition of the two
arrival processes (for a proof see Appendix 3.C).

c2a=
L2(2+L2)

1+2L2
. (3.27)

For three part types, in a similar way, we find that

c2a=
L3(3+6L3+L2

3)

1+5L3+4L2
3

. (3.28)
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For problems with more than 3 types of spare parts, we can use the approach as explained
in Appendix 3.C or in more details in van Vuuren [128]. However, as an alternative,
we propose the following computational efficient iterative procedure. First, we replace
all arrival streams with the same number of identical Coxian-2 arrival streams with the
coefficient of variation given in (3.26). Then, for each two or three streams of arrival
processes, we use Eq. (3.27) or (3.28) and replace them with one arrival stream. We
repeat this procedure until we find the coefficient of variation of the total arrival process.

Now, we have an approximation for the coefficient of variation of the arrival process
to the service engineers queue. Therefore, we can use Eq. (3.19) as an approximation
for the average waiting time in the service engineers queue.

3.4.4 Average waiting time in service engineers queue -
LT approximation

In the previous section, we have shown that the arrival process for the service engineers
queue is a superposition of independent phase-type (non-renewal) processes. Here, by
using the Laplace transform (LT) of the arrival process, we propose another approximation
method for the average waiting time based on the exact solution for the GI/M/E queue
[117]. We will show numerically that the MVA approximation method works poorly
when there is a small number of spare part types or the emergency probability is rather
high. In these cases, we can use the LT method that we introduce in this section. First,
we explain this method for problems with only one type of spare part in which there
is no superposition of arrival processes.
Suppose ω∗ is the root of the equation below in region (0,1).

X̃
(
Eη(1−ω)

)
=ω, (3.29)

where X̃(ω) is given in (3.21). The solution of the previous equation is given by

ω∗=
λ+Eη+Sν−

√
(Eη+Sν−λ)2+4Eηλ(1−d1)

2Eη
. (3.30)

Eq. (3.31) gives the exact average waiting time in GI/M/E queues where the arrival
process is renewal.

WGI/M/E=
D

Eη(1−ω∗)2 , (3.31)

where

D=

 1

1−ω∗+
E∑
j=1

(
E
j

)
Cj(1−X̃(jη))

(
E(1−X̃(jη))−j
E(1−ω∗)−j

)−1, (3.32)
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and

Cj=

j∏
i=1

X̃(jη)

1−X̃(jη)
, j=1,...,E (3.33)

Since the arrival process to the service engineers queue is not renewal and the service
time is not exponentially distributed (when the service rate is not the same for different
spare parts), Eq. (3.31) does not give the exact solution for the average waiting time even
when there are one type of spare part and one service engineer. The only case in which
the expression is exact is when we have one part type with the stock level equal to one. In
this case, we know that the arrival process is renewal and the service time is exponential,
so this method gives us the exact average waiting time. However, we use this method as
an approximation for cases with non-renewal arrival process, where there are more than
one spare part type, and the service time distribution is hyper-exponential. To make this
approximation more accurate for the cases where the service time is hyper-exponentially
distributed, we scale the average waiting time based on the coefficient of variation of
the service time. Therefore, the equation below gives a simple approximation for the
average waiting time in the service engineers queue.

W e
lt(S,E)=

(
1+c2s

2

)
D

Eη(1−ω∗)2 , (3.34)

where c2s is the squared coefficient of variation of the service time which is given in (3.20).
When there is more than one type of spare part, we need to find the Laplace transform

of the superposition of the various arrival processes. Although finding the exact Laplace
transform of the total arrival process is possible, we end up with a complex formulation.
Moreover, to find the root of Eq. (3.29), we need a numerical search that may be
computationally expensive when the number of spare part types increases. Therefore,
for multi-part problems, we use the first two moments of the total arrival process to fit a
simple distribution. To find a suitable option to which we fit the total arrival process, we
need to know in what range the coefficient of variation of the inter-arrival times belongs.
We observe that the coefficient of variation of the total arrival process is always between
0.5 and 1 (similar to the individual arrival streams). Therefore, we choose a Coxian-2
distribution for fitting the superposition of the arrival processes.

Suppose γ is the rate of the total arrival process to the service engineers queue and ca
is the coefficient of variation of that process. Eq. (3.35) gives the Laplace transform of the
fitted Coxian-2 distribution for the total arrival process, see Appendix 3.B for the proof,

X̃(ω)=
γ
(
2γ+(2c2a−1)ω

)
(ω+2γ)(ωc2a+γ)

. (3.35)

The root ω∗co of the equation X̃(Eη(1−ω))=ω (in (0,1)) is given by

ω∗co=
γ+2c2aγ+Eηc2a−

√
(γ−2c2aγ+c2aEη)

2
+4c2aγEη

2c2aEη
. (3.36)
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Similar to the single part problem, Eq. (3.34) gives an approximate value for the average
waiting time in the service engineers queue with now ω∗ replaced by ω∗co.

In the numerical section, we compare this approximation method with the MVA
approximation for different parameters settings. One may think of other types of
approximation like the two-moments approximation of Tijms [119] for which performance
measures of the GI/D/C queue are needed (which are not known in closed form).

In summary, we propose two approximation methods to calculate the average waiting
time in the service engineers queue. Note that W e (W e

mva or W e
lt) gives us the expected

waiting time of calls that arrive at the service engineers queue. To have the expected
waiting time of all repair calls related to the service engineers queue, we should multiply it
by the fraction of calls that are sent to the service engineers queue. So, the total expected
waiting time in the system as a function of spare parts stock levels and the number of
service engineers is equal to

W(S,E)=
γ

λ
W e(S,E)+Wp(S), (3.37)

where Wp, defined in (3.13), is the average waiting time in the spare parts inventory that
is caused by the emergency shipment, and W e is the average waiting time in the service
engineers queue that is defined approximately in (3.19) or (3.34) using the MVA and
LT evaluation methods, respectively. It can be also determined exactly by dividing the
expression in Eq. (3.9) by γ (3.14). Note, S is the vector of all spare parts stock levels.

3.5 Numerical comparison

In this section, we validate our approximate evaluation methods. Note that the average
waiting time in the spare parts inventory (Wp) that we obtain in Section 3.4.1 (Eq. 3.13)
is exact. So, to validate our approximation method, we compare the approximate and
the exact solutions of the average waiting time in the service engineers queue. First, we
test the MVA approximation method in instances with five types of spare parts. We
consider different parameter settings and examine the instances where the total emergency
probability is less than 10 percent. We generate a number of instances randomly where
the service rates are the same for all part types, µk=µ,∀k, and vary from 1.5 calls per
week to 9.6 calls per week. The total arrival rate, λ, is equal to 5 calls per week. The
stock level, Sk, varies from 1 to 5 units and the number of engineers, E, changes from
1 to 5. The replenishment rate increases from 1.2 to 9.6 parts per week.

Figure 3.3 shows the accuracy of the MVA approximation method (maximum and
average approximation error) as a function of the number of service engineers and the
total emergency probability. The approximation error is shown as a percentage in the

figure and is calculated by 100×We
mva−W

e

We , where W e
mva is the approximate average

waiting time (MVA) as given in (3.19) and W e is the exact average waiting time derived
from Eq. (3.9). In all instances, the approximation error is positive (W e

mva>W
e). As

can be seen in the figure, the approximation error increases with the total emergency
probability. We know that the approximation method performs better when the arrival
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Figure 3.3: Average and maximum relative error of the average waiting time approximation
(MVA) in comparison with exact solutions for the different number of service engineers and
as a function of the total emergency probability (2250 instances, K=5).

process to the service engineers queue is renewal or, in a loose sense, closer to a renewal
process. So, the smaller the emergency probability, the better the approximate result
is. Moreover, the MVA approximation for the average waiting time works best for a
single server queue (E=1) and increasing the number of service engineers decreases the
quality of our approximation. Here, we just examine the total emergency probability
and the number of engineers as they seem to be the most influential factors on the
approximation error. However, there are other parameters and factors that have an impact
on the approximate average waiting time error, such as stock levels, service engineers
workload, and the individual emergency probability of each spare part type. Except for
the emergency probability and the number of service engineers, we cannot draw a specific
conclusion on the effect of other parameters on the approximation error. For example, it
seems that the MVA approximation method works better when the stock level is higher,
for the same values of the emergency probability and the number of service engineers.
However, we have found some instances for which this does not hold.

To see how the number of spare part types affects the approximation error, we tested the
model for instances with one, two, and five types of spare parts. As shown in Figure 3.4,
for the same value of the total emergency probability, the approximation error is lower
when there are more types of spare parts. The reason behind this behavior is related to
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Figure 3.4: Approximate average waiting times error for problems with one, two and five type
of spare parts (17300 instances, E=1).

the superposition of the arrival processes. We know from the Palm-Khintchine theorem
that the superposition of N independent renewal processes converges to a Poisson process
as N goes to infinity, see, e.g. Heyman and Sobel [55, Chapter 5.8]. When we have many
types of spare parts, the arrival process for service engineers will be the superposition of
a large number of independent processes. This leads to a process that in a sense is more
similar to a Poisson process. The MVA approximation method gives the exact solution
when the arrival process is Poisson. Therefore, we expect that the MVA approximation
method works better when there are more spare part types in the system.

The MVA approximation error versus the average waiting time value is illustrated
in Figure 3.5. Note that the (percentual) approximation error can be larger when the
average waiting time has a low value. It generally means that we expect to have a low
absolute error in all instances. In these instances, all the approximation errors that are
higher than 15 percents are for cases where the average waiting time is less than 0.2 week.
Therefore, for cases where the approximation error (in percentage) is high, the absolute
error is still sufficiently low. In our instances, the highest absolute error for problems
with higher than 15 percents error is 0.027 weeks ('1 hour).

As expected, when the emergency probability is not that low (>0.05) and there is a
small number of spare parts, the MVA approximation method is not accurate. However,
this is not a major problem as in practice the number of spare part types is high enough
to have a very low approximation error. In addition, for problems with a small number
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Figure 3.5: MVA approximation error for different values of the average waiting time (2250
instances, E=1).

of spare parts types, we can always use the exact evaluation using the matrix-geometric
approach as explained in Section 3.3. Furthermore, we observe that the approximate
average waiting time in the service engineers queue is higher than the exact ones. It
means, in an approximate solution where the maximum average waiting time is satisfied,
we know that the exact average waiting time is also less than the maximum waiting time.

Next, we validate the LT approximation method and compare it with the MVA
approximation. We know that the MVA approximation method works well when there
is a high number of spare part types and the emergency probability is low. So, we are
interested to see whether the LT approximation method can be a better alternative
for the cases with a medium number of spare part types (5<K<∼50) and relatively
high emergency probability (> 0.05). We compare the LT and MVA approximation
methods for instances with two and five types of spare parts. Figure 3.6 shows the average
approximation error for the expected waiting time as obtained by the MVA and LT
evaluation methods. We use the same parameters settings as in Figure 3.3. As we expected,
the LT method gives always a better approximation. The average difference is larger when
the total emergency probability is higher and the number of spare part types is smaller.

In all instances, we have assumed that the replenishment lead time for all spare part
types is exponentially distributed. Now, we explore the sensitivity of the problem with
respect to the replenishment time distribution. Therefore, we solve a problem with
different replenishment time distributions (with the same mean), to see how much it
affects the average waiting time value in the service engineers queue. We test a problem
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Figure 3.6: Average error in expected waiting time approximation for MVA and LT evaluation
methods in instances with two and five types of spare parts. (5000 instances).

with two types of spare parts for six different replenishment time distributions; Erlang 2,
Erlang 5, hyper-exponential, deterministic, uniform and exponential distributions (hence
a wide range of values of the coefficients of variation) with the same mean value. We
solve the problem for different stock levels and numbers of service engineers with all
these replenishment time distributions. Although we get almost the same results (average
waiting time in the service engineers queue) for Erlang and exponential distributions, using
other replenishment time distributions gives different values for the average waiting time.
We get up to 50% differences for the average waiting time value using hyper-exponential,
deterministic or uniform distributions in comparison with solutions where the exponential
replenishment time is used. Therefore, we can say that the problem is sensitive to the
replenishment time distribution with various values of the coefficients of variation.

In conclusion, we proposed one exact and two approximation methods to evaluate the
model for a given policy. Note that all the instances used for our numerical validation
are small enough to be evaluated using the exact evaluation method. We used these
instances to show how each approximation method performs with respect to the different
parameters and in comparison with other evaluation methods. In summary, the exact
evaluation method is the best option for small size problem. Using this method is feasible
for problems with up to 5 spare part types. Generally, in real situations, there are many
different spare part types and the desired emergency probability is very small. In this
case, the MVA approximation gives reliable solutions and the approximation error for
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Table 3.2: Cost factors and parameters in the optimization problem

Ck Cost of type-k repair call emergency shipment
Hk Holding cost per item per unit of time for a type-k spare part (this

cost applies to parts in the inventory and the pipeline)
O Cost of hiring a service engineer per unit of time
Wmax Maximum accepted average waiting time

the average waiting time in the service engineers queue is sufficiently small. However,
for cases where the emergency probability is not that small or there is a limited number
of spare part types, the LT approximation method gives more accurate results. The
LT approximation method is not as fast as the MVA approach, but the approximation
error is smaller especially for smaller problems or for problems with a relatively high
emergency probability. The LT method is not computationally expensive and can be used
for problems with any number of spare part types. However, for large problems (K>∼50)
where the approximation error is expected to be close to zero and the difference between
LT and MVA approximation errors is negligible (see Chapter 5), we recommend to use
the MVA method as it is faster than the LT approximation.

For the numerical comparison, we only used instances with a small number of spare
parts (K65). In our experiments, we measured computation times in milliseconds, and
they were mostly zero. However, for the exact evaluation, some instances (where K=5
and Sk>4, ∀k=1,...,5) required almost an hour. So, for these instances, there is a huge
difference in computation time between the exact and the approximate evaluation. This
difference will even be larger for instances with a larger number of spare parts, or higher
values of base stock levels, and a larger number of service engineers, see Eq. (3.10). When
the number of spare parts becomes too large the exact evaluation will be impossible due
to the size of the state space.

3.6 Optimization problem

In the previous sections, we described how the system under a given policy, i.e., a choice for
all spare parts base stock levels and for the number of service engineers, can be evaluated in
an approximate way (for large size problems) and in an exact way (for small size problems).
In this section, we find a suboptimal policy by minimizing the total average costs under
total average waiting time constraints. Table 3.2 gives the cost factors and parameters:

For the objective function, since there is a cost for lost calls (emergency shipments),
besides the number of engineers and stock levels, the emergency rate for each spare part
type is needed. Note that the emergency rate of type-k spare part is a nonlinear but convex
function of the stock level, see (3.12). For the whole system, there is a maximum average
waiting time that must be satisfied. So, there exists a constraint on the total average
waiting time, given in (3.37). The total average waiting time is a function of the number
of service engineers E and all spare part stock levels Sk, k=1,...,K. Let S={S1,...,SK}
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be the vector of base stock levels. The optimization problem is then formulated as follows:

min
S,E

TC (S,E)=OE+
K∑
k=1

HkSk+
K∑
k=1

Ckλ
L
k (Sk) (3.38)

W(S,E)≤Wmax, (3.39)

where W (S,E), as given in Eq. (3.37), is the sum of the expected waiting times for the
emergency shipments and the service engineers, and λLk (Sk) is the repair call type k
emergency failure rate given in (3.12).

3.6.1 Optimization algorithm

The optimization problem is an integer-programming problem with a non-linear objective
function and constraint. We provide a greedy heuristic algorithm with local search in which
we use our evaluation methods to determine a near-optimal policy to minimize the total
average costs under the maximum average waiting time constraint. Similar greedy methods
are used for spare parts inventory models with lateral transshipment. Wong et al. [139]
have shown that the greedy algorithm followed by local search performs very well for their
multi-item multi-location spare parts systems problem. Using a greedy algorithm (without
a local search) in Kranenburg and van Houtum [70] for a partial pooling model in spare
part networks also gives reasonable results (compared to the Dantzig-Wolfe lower bound).

The emergency probability, defined in (3.11), is a decreasing and convex function in the
number of servers Sk. So, the emergency rate for each part type is a decreasing and convex
function of its stock level. Therefore, without considering the waiting time constraint,
we can minimize the holding and the emergency costs for each spare part type separately
with a simple greedy search. Suppose S0 is the vector solution of this minimization. Given
S0, we find the minimum number of service engineers, E0, such that the service engineers
queue workload is less than one (stable queue). To solve the main problem, we start with
(S0,E0) and follow the search algorithm outlined below. Note that (S0,E0) may be an
infeasible solution (does not satisfy the average waiting time constraint). In this greedy
heuristic, we first find a feasible solution. Then, in the last step, we attempt to improve
the solution, using local search, by changing the solution while it remains feasible.

The average waiting time for the emergency shipments (Wp) is decreasing in stock levels
while the average waiting time in the service engineers queue (W e) is an increasing function
in stock levels. So, W (S,E) is not generally a monotone function in S. Therefore, both
decreasing and increasing spare parts stock levels may increase the total cost and decrease
the total average waiting time. This makes the greedy algorithm more challenging and
different from common greedy methods that are used in spare parts inventory problems.
For the service engineers, increasing the number of engineers always increases the total
cost and decreases the total average waiting time. With these observations, we now
present the greedy search algorithm.
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1. Start with solution S=S0 (minimization of holding and emergency costs solely)
and E=E0=dγη e.

2. Given S0 and E0 found in Step 1, calculate the total average waiting time. If it
is less than Wmax go to Step 5, otherwise, go to the next step.

3. Calculate ∆, ∆E, and for each type-k spare part, ∆+
k and ∆−k using the formulas

below.

∆E =
W(S,E)−W(S,E+1)

TC (S,E+1)−TC (S,E)
=
W(S,E)−W(S,E+1)

O
,

∆+
k =

W(S,E)−W(S+ek,E)

max{ε,TC (S+ek,E)−TC (S,E)} ,

∆−k =
W(S,E)−W(S−ek,E)

max{ε,TC (S−ek,E)−TC (S,E)} ,

∆ = maxk
{

∆E,∆+
k ,∆

−
k

}
,

where ε is a very small positive number, ek is a basis vector with its kth element
equals to 1 and all other elements equal to 0. We update the solution based on
∆s values as follows. If ∆ equals ∆E, we increase the number of service engineers
by one. Otherwise, if ∆ equals ∆+

k , we increase the type-k spare part stock level

by one, and if it equals to ∆−k we decrease it by one.

4. Calculate the total average waiting time with the updated solution. If it is less
than Wmax, go to the next step. Otherwise, go to Step 3.

5. Perform a local search to decrease the total cost while the solution remains feasible.
The last solution is the (sub)optimal solution.

Since we deal with an integer optimization problem, applying a local search in the
last step of the algorithm may improve the solution considerably. We perform a local
search in the following directions:

� Decrease the number of service engineers by one: Decreasing the number of service
engineers decreases the total cost for sure. So, we decrease the number of service
engineers by one, if by doing so the solution remains feasible.

� Decreasing or increasing a spare part’s stock level by one: Find a spare part for which
decreasing or increasing its stock level by one gives a feasible solution with a lower
total cost.
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� Decreasing or increasing a spare part’s stock level by one and at the same time increasing
or decreasing the number of service engineers by one: In this case, we combine the
two aforementioned local search directions by changing a spare part’s stock level and
the number of service engineers by one. If as a result the total cost is decreased but
the solution remains feasible, this update is sorted as the new (improved) solution.

We search for a local improvement in one of these three directions until no further
improvement is possible. In each step, if there is more than one possible local improvement,
start with the one that results in the highest decrease in the total cost.

In Step 3, we update the capacity of a resource that leads to the highest decrease in
the total average waiting time per unit of cost. When updating a capacity decreases both
the total average waiting time and the total cost, it becomes a super candidate for this
step. So, we use ε to ensure that the denominator is positive even when the change in the
total cost is negative for a resource and also to make the corresponding ∆ large enough
to be the best candidate for this step.

This algorithm always stops after a finite number of steps. First, the total average
waiting time converges to zero, when the stock levels and the number of service engineers
go to infinity. Hence, we always reach a feasible solution. Second, the case in which both
the total cost and the total average waiting time decrease by changing a stock level, cannot
happen an infinite number of times. The total cost function has an increasing tail in stock
levels, since the emergency cost converges to zero when the stock levels go to infinity.

Note that there is no guarantee that, by using this greedy heuristic, we obtain the
optimal solution. Since we have an integer programming problem with a nonlinear
constraint, we may have multiple local optimal solutions. This heuristic algorithm gives
one of the local optimal solutions which may be different from the global optimal solution.
Therefore, to validate our optimization algorithm, we test the results of the algorithm
numerically against other algorithms in the next section. We show that, although our
integrated optimization algorithm is suboptimal, it performs well compared to other
algorithms in terms of total cost and runtime, both on average and in most of the cases.

3.6.2 Numerical evaluation of the optimization algorithm

In this section, we show how using the approximate evaluation methods affects the
optimization result. Furthermore, we compare the greedy heuristic with two other
optimization algorithms. We illustrate how the integrated optimization model performs
when compared with a separated optimization problem, where spare parts inventory and
service engineers planning are optimized separately, and when compared with the Genetic
Algorithm (optimization package of MATLAB R2014b).

Approximate evaluation in optimization

We use instances with K=2 (1000 instances) and K=5 (150 instances) where K is the
number of spare part types. The parameters settings are given in the first two columns of
Table 3.3. For these settings, we solve the optimization problem using exact, MVA, and
LT evaluation methods. Then, we compare the (sub)optimal total cost for solutions with



3.6. Optimization problem 47

exact and approximate evaluations (total cost error). The total cost function for given
input values of stock levels (S) and number of service engineers (E) is exact. Note, with
all these methods, there is no guarantee of optimality. Table 3.3 summarizes the result.

The runtime speed ratio shows how much faster on average we can solve the problem if we
use MVA or LT approximation methods instead of the exact evaluation. Although in some
instances the total cost error can be considerable, the average error for both approximation
methods is very low (less than 1%). As can be seen in Table 3.3, the average and maximum
total cost error decrease considerably when we have more types of spare parts as is
the case in real systems. In addition, runtime differences for exact and approximation
methods increase exponentially with K. Even for problems with five types of spare parts
(a rather small size problem), we can solve the optimization problem on average up to
15000 times faster by using approximate evaluation methods. In real cases, the number
of spare parts is rather high, so the approximation error is expected to be close to zero
and the runtime difference for exact and approximate evaluation methods would be huge.

Let us discuss the positive and negative error results. As we observe in all instances, both
MVA and LT approximation methods overestimate the average waiting time. However,
since there may be several local optimal points, solving the optimization problem with
approximate evaluations may give a different local optimal point than the one we find
using the exact evaluation method. Therefore, although on average the total cost of
solutions where the approximate evaluation is used is higher than in case we use the exact
evaluation, there are some cases where we get better solutions (lower total cost) by using
MVA or LT approximation methods. We have found some cases in which, by using MVA
or LT method, we obtain solutions with the total cost up to 16% lower than solutions
based upon the exact evaluation. In Table 3.3, the percentage of instances where we get
worse solutions using approximate evaluations (positive error) and percentage of instances
where we obtain better solutions (negative error) are given. Note that in the majority
of cases we find the same total suboptimal cost using approximations and the exact
evaluation (but in a much faster runtime). Furthermore, the optimization solutions that
we obtain by using the approximate evaluation, is a feasible solution for the real problem,
since the approximate average waiting time is an upper bound of the exact value. In
summary, we obtain a reliable feasible solution in a very efficient (fast) way by using the
proposed approximation methods for problems with more than five types of spare parts.

Optimization algorithms comparison

Here, we use the same instances as in Table 3.3, to compare our integrated optimization
algorithm with the separated optimization problem and the Genetic algorithm (GA).
GA is well known for solving nonlinear integer programming problem with nonlinear
constraints. We use the exact waiting time for both integrated and separated optimization
problems and we test GA for both Exact and MVA evaluation methods (slowest and
fastest evaluation methods). For the implementation of the Genetic algorithm, we use the
standard optimization package of MATLAB R2014b. Most options are set as default. The
algorithm parameters are chosen as follows: crossover fraction=0.8, migration fraction=0.2,
migration interval=20, and population size=100. The number of GA iterations is not
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Table 3.3: Maximum and average total cost error of the (sub)optimal results using MVA and LT
approximation methods for instances with 2 and 5 spare part types. The total cost error is calculated

as 100×Total cost(Appr. evaluation) - Total cost(Exact evaluation)

Total cost(Exact evaluation)
. Positive (negative) error

shows we end up with a worse (better) solution using approximate evaluation methods.

Settings K MVA Appr. LT Appr.

Wmax : .002−.05week
O :700−2000e/week
Hk :500−3000e/week
Ck :0−20000e/week
λk :0.5−3/week
νk :0.4−3/week
νemk :10−30/week
µk :3−20/week

2

Average total cost error (%) 0.956 0.745
Maximum total cost error (%) 79.8 62.7
Instances with positive error (%) 10.10 6.90
Instances with negative error (%) 0.50 0.20
Runtime speed ratio 4 3

5

Average total cost error (%) 0.560 0.382
Maximum total cost error (%) 19.00 19.00
Instances with positive error (%) 22.63 17.52
Instances with negative error (%) 0.73 0.73
Runtime speed ratio 15000 9000

limited; the stopping criteria is set by the constraint tolerance.

To compare the runtime of different algorithms, we also include our greedy algorithm
with LT evaluation in this comparison. For the separated optimization problem, first,
we optimize the spare parts inventory by assuming that there is an unlimited number
of service engineers. Then, we determine the smallest number of engineers such that the
total average waiting time becomes less than the maximum acceptable one. Usually, the
separated optimization converges in a smaller number of iterations than the integrated
optimization. However, the (exact) evaluation of each iteration requires the same time
as in the integrated optimization. There is no guarantee that the global optimal solution
is obtained in any of these algorithms.

We expect that the optimal solutions of the integrated planning problem are never worse
than solutions of the separated planning problem. However, we know that the greedy
heuristic algorithm that we use does not necessarily yield the global optimal solution
for the integrated optimization problem. Hence, we may get better solutions in separated
optimization problem if the integrated optimization solution is far from the global optimum.
Fortunately, this happens only in a very small number of cases as we will show below.

For these five optimization methods, we check the maximum and the average total
(suboptimal) cost differences. In Table 3.4, we show for each optimization method, the total
suboptimal cost (average and maximum) as compared with the best solution among other
methods (error). Moreover, we show in what percentage of the instances, each algorithm
gives the best (or equal to the best) solution among the others. In addition, the normalized
runtime ratio of each method is given in the table. This ratio shows how much time (on
average) it takes to solve the problem with each algorithm as compared with the fastest one.

We cannot draw a specific conclusion under which condition each of these optimization
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Table 3.4: Maximum and average total cost error for each optimization algorithm. The
percentage number of instances in which each algorithm gives the best solution is given. Runtime
ratio shows the normalized computational complexity. The best solutions are in bold and the
worst are underlined.

K Greedy (Exact) Greedy (LT) Sep. Opt. GA (Exact) GA (MVA)

Average error (%) 0.42 1.16 2.89 0.00 0.93
2 Maximum error (%) 50.00 62.68 96.89 2.21 53.08

Best Solution (%) 95.5 89.2 84.1 99.9 89.0
Runtime ratio 3 1 1 400 25

Average error (%) 0.17 0.55 2.96 0 0.43
5 Maximum error (%) 9.90 19.00 38.94 0 11.13

Best Solution (%) 94.20 77.54 68.12 100 78.26
Runtime ratio 3500 1 600 1500000 30

algorithms performs best. In the instances with two types of spare parts, the greedy
algorithm (with LT evaluation) and the separated optimization are the fastest algorithms
among these five methods. Between these two, the greedy algorithm performs better
on average. Although the greedy heuristics with exact evaluation are 3 times slower, we
obtain on average more than 2% lower total costs. In addition, we reach the best solution
in a larger number of instances using the greedy algorithm with exact evaluation. In five
types spare parts instances, the greedy algorithm with LT evaluation is the fastest while
other algorithms have much higher runtime ratio. However, its average and maximum
error are not that much different than that of the greedy algorithm with exact evaluation.
The performance of separated optimization is worse (in terms of error and runtime)
compared to other ones. Therefore, it is unnecessary to test the separated optimization
with approximate evaluations. The GA method with exact evaluation performs best but
is computationally much more expensive.

In summary, as we discussed before, for problems with more than five types of spare
parts, using the approximate evaluation is highly recommended. By increasing the
size of the problem, the computation time ratio of the exact against the approximation
evaluation increases exponentially, and at the same time, the approximation error decreases
considerably (see the drop in maximum error in Table 3.4). The separated optimization
algorithm is not an interesting option in any case. Both the greedy heuristic and GA
(with approximate evaluations) are possible options to optimize the problem. The GA
gives better solutions but needs more time to run. In the cases where the runtime is
important, the greedy algorithm is a better option. Note that the GA is sensitive to the
lower and upper bounds that we choose at the beginning. Without a good estimator,
one may come up with very conservative lower and upper bounds. In this case, the GA
becomes too slow and may yield worse solutions. Highly conservative bounds may cause
the GA to end up in a solution far from the global optimal solution. To start with better
bounds for the GA, we use the solutions of the greedy algorithm.
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3.7 Conclusion

In this chapter, we have introduced a new analytical model for integrated spare parts
inventory management and service engineers planning. A service policy is considered
in which backlogging is followed for service engineers when the spare part is available
whereas the repair call is satisfied entirely via an emergency channel in case of a spare
part stock-out. We have developed exact and approximate methods for performance
evaluation of a given policy. When the number of spare part types is low (K<5), it
is computationally feasible to use the exact (matrix-geometric) evaluation method. The
approximation methods yield more accurate results when there is a higher number of
spare part types, and they are computationally far more efficient for large problems. Both
MVA and LT approximation errors decrease considerably when the number of part types
increases. In our instances, by increasing the number of spare part types from one to
five, the approximation error is almost halved for the same value of the total emergency
probability. The LT approximation method can be used in problems where neither the
exact evaluation nor the MVA approximation method is sufficient. The LT method is not
as fast as the MVA method but still much more efficient than the exact evaluation method.
For problems in which the number of spare parts types is not very large (5<K<∼50) or
the emergency probability is not too small (0.05−0.1), the LT approximation method is
more accurate and reliable than MVA for the performance evaluation. We may conclude
that among these three evaluation methods there is a suitable one for each type of problem.

For the optimization problem, we use the evaluation methods in a fast greedy heuristic
to determine close to optimal base stock and service engineer staffing levels. We have
shown that the optimization problem can be solved in a much faster time by using
approximate evaluations, while the total cost difference is negligible, specifically for larger
problems (K>5). In addition, we have compared the greedy algorithm optimization
with separated optimization and with a Genetic algorithm (GA). Although in problems
with two and five types of spare parts, the GA gives better solutions than the greedy
algorithm, it is more time consuming. Moreover, the GA works better if we use the
greedy algorithm solution to determine better lower and upper bounds for the GA.

The presented model formulation and application can be extended in several ways.
First, we so far assumed that in all repair calls a service engineer is needed to do the
repair job. However, the model can simply be extended by assuming that not all repair
calls need a service engineer. In this case, repair call arrival rates to the service engineers
queue should be modified by multiplying them with a probability. Also, other arrival
processes and replenishment and service time distributions should be studied to widen
the area of model application. Furthermore, other service level formulations, such as the
percentile waiting time, are interesting to investigate. Approximate evaluation methods
that are presented in this chapter, are appropriate and satisfactory. However, one may
think of other approximation methods, like the two-moment type of approximations [119].
But for this approximation, we need the results of GI/D/E and D/G/E queues which
are not available in closed form.

In summary, the presented approximate evaluation methods are very appropriate to
use for applications in practice. First, the approximation error becomes negligible for
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realistic problems in which often the number of spare part types is rather high. Second, in
the optimization of large problems, by using approximate evaluation methods we can find
the solution much faster while the total cost error is almost zero. Furthermore, although
the presented greedy heuristic algorithm does not give the optimal solution, it can result
in a solution with a much lower total cost in comparison with a separated optimization
procedure. In the following chapter, we continue the analysis of integrated spare parts
and service engineers planning under a full backlogging policy.
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Appendices

3.A Inter-arrival times of type-k spare parts to the
service engineers queue

In Section 3.4.3, we noted that the inter-arrival times of type-k repair calls in the
service engineers queue has a phase-type distribution with the following Laplace-Stieltjes
transform function.

X̃(z)=
λk(Skνk+(1−dk)z)
(λk+z)(Skνk+z)

,

where

dk=
πk(Sk−1)

1−πk(Sk)
,

and πk(i), i=1,...,Sk are the steady-state probabilities of the type-k spare parts in the
pipeline (parts on-order). In this appendix, we prove this result. Depending on the spare
part pipeline state, the arrival rate to the service engineers queue will be different. Note,
we are interested in the state of spare part pipeline upon a failure and just before taking
the spare part. When a type-k failure happens and there is at least one (type-k) part
in stock (the pipeline is at most Sk−1), a part is taken and the repair call arrives at
the service engineers queue. Upon the failure, if there are less than type-k parts in the
pipeline, at least one more part remains in the stock for the next type-k arriving call.
Therefore, the inter-arrival time is exponentially distributed with rate λk. However, when
the arriving call observes Sk−1 parts of type k in the pipeline, it empties the spare parts
type-k stock and increases the pipeline size to Sk, so a subsequent arrival to the service
engineers queue will only occur after a replenishment with rate Skνk and then the time
until the next failure of type-k. So, in this case, the inter-arrival time will be the sum
of two random variables exponentially distributed with rate Skνk and λk. As long as the
pipeline size has its maximum value there is no arrival at the service engineers queue. We
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can model this inter-arrival time by means of a phase-type distribution with two transient
states. Suppose state 1 is when there are less than Sk−1 parts in the pipeline and state
2 is when there are Sk−1 parts in the pipeline of the spare part inventory of type k. The
matrix Gk gives the generator matrix of this phase-type distribution:

Gk=

[
Ak A0

k
0 0

]
=

 −λk 0 λk
Skνk −Skνk 0

0 0 0

, (3.40)

and the initial probability of the (absorbing) Markov chain is given by

Dk=
[
1−πk(Sk−1)−πk(Sk)

1−π(Sk)
πk(Sk−1)
1−π(Sk)

]
=
[
1−dk dk

]
. (3.41)

For a phase-type distribution, the Laplace-Stieltjes transform function of time until
absorption (time between type-k arrivals to service engineers queue) is equal to [93]

X̃(z)=Dk.(zI−Ak)−1.A0
k (3.42)

=
λk(Skνk+(1−dk)z)
(λk+z)(Skνk+z)

. (3.43)

3.B Fitting a Coxian-2 distribution to a superposition
of arrival processes

To obtain an approximate distribution it is common to fit a phase-type distribution on the
mean and the coefficient of variation of a given positive random variable. In our problem,
since the analysis of the total arrival process to the service engineers queue is complex
for a large number of spare part types, we propose to fit a phase-type distribution to
the inter-arrival time distribution using its first two moments. The exact inter-arrival
time mean value, 1/γ, is given by (3.14) and (3.23). An approximate value of the squared
coefficient of variation of the inter-arrival time is given in (3.25). As proposed by van
Vuuren [128], p. 20, in case 0.5≤c2a, we can use a Coxian-2 distribution for a two-moment
fit. Suppose θ1 and θ2 are the rates of the first and the second phase, respectively, of
the Coxian-2 distribution, and let q denote the transition probability from phase one
to two. Then, the parameters of the fitted Coxian-2 distribution are given by

θ1=2γ, (3.44)

q=0.5/c2a, (3.45)

θ2=qθ1. (3.46)

The Laplace transform function of a Coxian-2 distribution with parameters θ1, θ2, and
q gives

X̃(w)=
θ1(ω(1−q)+θ2)

(θ1+ω)(θ2+ω)
. (3.47)
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Using (3.44)-(3.46), we find

X̃(w)=
γ
(
2γ+(2c2a−1)ω

)
(ω+2γ)(ωc2a+γ)

. (3.48)

3.C Approximate coefficient of variation of inter-arrival
times of the superposition of arrival processes

In this section, we show how we find a simple and accurate approximation for the
coefficient of variation of the superposition of two independent arrival streams to the
service engineers queue. We do it in three steps.

First, note that the coefficient of variation of each single arrival stream in our model
is always between 0.5 to 1. Therefore, Coxian-2 is a good candidate to fit to the arrival
processes. As explained in Appendix 3.B where we fit a Coxian-2 distribution to the
total arrival process, we can do the same for individual arrival streams, see (3.44)-(3.46).

Second, suppose we have two identical Coxian-2 arrival processes with parameters
θ1 = 2γ, q= 0.5/c2, θ2 = qθ1. The distribution of an arbitrary inter-arrival time of the
superposition of these two arrival processes can be described by a phase-type distribution
with 3 phases, numbered 0,1,2. In phase i exactly i arrival processes are in the second
phase of the inter-arrival time and 2−i arrival processes are in the first phase. The
generator matrix Φ and the initial probability vector β of this phase-type distribution
are as follows (for more details see van Vuuren [128], p. 23):

Φ=

−4γ 2γ/c2 0
0 −2γ−γ/c2 γ/c2

0 0 −2γ/c2

, (3.49)

β=
(
1/2 1/2 0

)
. (3.50)

The squared coefficient of variation of this phase-type process equals

c2a=
2βΦ−2e

(βΦ−1e)
2−1=

c2(2+c2)

1+2c2
, (3.51)

where e is the column vector with all elements equal to one.
Third, as an approximation, we can replace two independent arrival streams with

arrival rates γ1 and γ2 and coefficient of variations c1 and c2 with two identical Coxian-2
arrival streams with an arrival rate (γ1+γ2)/2 and squared coefficient of variations L2

which is given by

L2=
γ1

γ1+γ2
c21+

γ2
γ1+γ2

c22. (3.52)

Note that, γ1/(γ1+γ2) and γ2/(γ1+γ2) are the fractions of arrivals that are of type 1 and 2
respectively (see 3.16). Then, we can use Eq. (3.51) as an approximation for the squared
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coefficient of variation of the superposition process of the two arrival streams.

c2a=
L2(2+L2)

1+2L2

The same method applies when we have three or more arrival streams, see van Vuuren
[128], p. 23. For three arrival streams, the squared coefficient of variation of the
superposition process equals

c2a=
L3(3+6L3+L2

3)

1+5L3+4L2
3

.

where L3 is given by Eq. (3.26). However, as a computationally more efficient procedure,
we can use Eq. (3.27) and (3.28) iteratively to find the coefficient of variation of the
superposition process when there are more arrival streams.
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Chapter 4
Full backlogging policy

4.1 Introduction

In this chapter, we continue the study of integrated planning of spare parts and service
engineers which are needed for corrective maintenance of a group of assets. As explained
before, these assets are subject to different random failure types, and for each failure,
a service engineer with the necessary spare part has to be assigned to repair the failure.
In this chapter, we assume that the service provider follows a full backlogging policy with
part reservations. That is, a repair request is backlogged if one of the required resources
is not immediately available upon demand. Moreover, a spare part is reserved if the
requested spare part is in stock but no service engineer is immediately available. The
objective is to jointly determine the stock levels and the number of service engineers to
minimize the total service costs subject to a constraint on the expected total waiting
times of the repair calls. For the evaluation of a given setting, we present an exact method
(computationally feasible for small problems) and an accurate approximation. For the
joint optimization, we present a greedy heuristic that efficiently produces close-to-optimal
results. We test how the heuristic performs compared to the optimal solution and the
separate optimization of spare parts and service engineers in an extensive numerical study.

In practice, the planning of spare parts inventory levels and the determination of the
required number of service engineers are generally carried out separately, ignoring their
mutual influence and hence the additional waiting time caused if one needed resource
is not properly captured. As a consequence, either the service provider is not able to
meet the service level requirement, or in cases where service level agreements are strictly
enforced, it leads to over-staffing of the service engineers to make sure that the waiting
time for them is negligible.

A slightly smarter but still separated optimization works as follows. The planning of
the spare parts inventory levels and the required number of service engineers is achieved
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by splitting the maximum average waiting time between these two resources. In practice,
the service provider decides on a splitting fraction before solving the problem and the
chance of choosing the right fraction is very low. We show that, even by using the optimal
splitting strategy, this ”smarter” separated planning approach still results in a solution
with up to 32% higher total cost than the optimal solution and 20% higher total cost
than the solution of the integrated optimization heuristic that is presented in this chapter
(tested for problems with 10 types of spare parts).

In the remainder of this chapter, we first describe the model in Section 4.2. We then
present the Markov chain which is used to evaluate the performance of the system in
Section 4.3. In Section 4.4, we investigate how to compute the total average waiting time
efficiently. Next, we study the optimization problem in Section 4.5. A greedy algorithm,
as well as three separated optimization methods, are discussed. Furthermore, a numerical
validation of the approximation method and a comparison between the solutions found
under all optimization approaches are given in the numerical study. Finally, we draw
conclusions and discuss managerial insights in Section 4.6.

4.2 Model description

Similar to the problem discussed in Chapter 3, we consider a single service region in which
a service provider is responsible for the corrective maintenance of a group of assets. He
has a team of service engineers and local spare parts inventory available for this. Different
types of failure occur randomly for these assets. Each failure needs one unit of a specific
spare part. The repair is done by replacement of a failed part with a ready-to-use spare
part. A single stocking point is located in this region to supply various types of spare
parts. Let K={1,2,...|K|} denote the set of spare part types, and Hk be the cost of
stocking part k for one month. The cost for having one service engineer available 24
hours per day (note that this implies multiple service engineer shifts) is O e/month.
When one of the assets breaks down, a demand occurs for a repair job for which both
a specific spare part and a service engineer are needed. We assume that all engineers
are qualified to execute the repairs for all of the parts. The repair job starts only when
both resources are available. We assume that, whenever the necessary part is available
for an arriving job, this part is assigned (reserved) to the job until a service engineer
becomes available. At the same time, a replenishment for the reserved part is requested.
This makes the service policy of each spare part type an FCFS policy. However, a service
engineer is only assigned to the job once the needed spare part is available. The spare
parts replenishment time is usually much larger than the engineer service time. Therefore,
if we reserve a service engineer when the part is not available, he (or she) will be blocked
for a long time (until the part becomes replenished), which is inefficient since another
repair job can be executed during this time. Note that the service engineers might have
some preventive maintenance activities as well, however, this work has a low priority
compared to corrective maintenance (repair job). So whenever there is a request of a
repair job, they preempt their preventive jobs and go to satisfy the corrective one.

Repair jobs of type k, i.e. jobs that need a part type-k and a service engineer, arrive
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following a Poisson process with rate λk. The assumption of Poisson failures is standard
in the spare parts literature and follows from the technical nature of the systems under
consideration. For these systems, the mean time between failures is close-to exponential;
see e.g., Munnik [89] and Section 3.5.5 of Jardine and Tsang [59]. Furthermore, the
service provider maintains multiple assets that all fail independently with low failure rate.
Therefore, the failure rate observed by the service provider can be well approximated
by a Poisson process. Whenever a demand for a repair job arrives, we assume that it is
known immediately that a spare part and a service engineer are needed, and which spare
part is required. So, contrary to Waller [133] and Papadopoulos [95], we assume that no
inspection is needed, nor is there any doubt about the need for a part. We also assume that
each repair requires only one spare part, which is standard for spare parts inventory models.

The inventory policy for spare part type k is a base-stock policy with base stock level
Sk. This means that as soon as a demand occurs, a replenishment order is placed. This
is a typical policy used for expensive slow-movers as in our case. The replenishment lead
time for part k is exponentially distributed with rate νk.

A total of E service engineers are available in the service region. The repair time is
exponentially distributed with rate µ, and is equal for all jobs independent of the part
needed. The repair time includes traveling to the customer site and back to the service point,
so, the service engineer is available again directly after the previous repair has finished.

The performance of the system is measured in terms of the waiting time, i.e., the
time between the arrival of a repair job and the time the repair job has started. Waiting
time is sufficient to determine the availability and uptime of the assets. Define W as
the expected total waiting time. Of course, customers are mainly interested in the total
time it takes to repair their assets, which includes both the waiting time and the repair
time. Since the repair time is assumed to be known and the target time to repair can
be adjusted in the model, we focus on the waiting time.

The objective is to minimize the costs for spare parts and service engineers while
satisfying the waiting time constraint agreed upon with the customers. Note, this waiting
time constraint is over the whole system (not per asset). Let Wmax denote the maximum
average waiting time allowed. The optimization problem thus becomes:

(P) Min
{∑K

k=1HkSk+OE | W(S,E)<Wmax, S∈NK0 ,E∈N1

}
,

where S is the vector of all spare parts stock levels. Note that the cost of stocking a part
is based on its target stocking level and not on the expected inventory. This is standard
in spare parts management since the service provider pays for parts in the pipeline as
well. The expected total waiting time is a non-linear function of decision variables, E and
S, which means (P) is an integer non-linear optimization problem. Furthermore, as we
show in Appendix 4.B, the total expected waiting time is a non-convex function of spare
parts stock levels. This makes (P) a non-convex problem as well. Typically, for large
problems of this type, one needs heuristics that yield suboptimal solutions. Nevertheless,
before studying the optimization problem, we need to evaluate the model performance,
or more precisely find the expected total average waiting time for given values of S and
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E. In Sections 4.3 and 4.4, we model the problem using Markov chains and queueing
models to calculate the average total waiting time of a repair call, W , in an efficient way.

4.3 Exact evaluation

In this section, we mathematically analyze this problem. To model the system we need to
keep track of the number of repair jobs that are waiting or are being served by the service
engineers queue Ne, and the number of outstanding replenishment orders for each spare
part type k, Np

k . It is well known that an inventory system state under a base-stock
policy is fully described by the number of outstanding orders per type, and the same
holds in our spare parts inventory system. Namely, if the number of type-k outstanding
orders at time t, Np

k (t), is lower than the base stock level Sk we do have parts available.
If Np

k (t)≥Sk, there are no parts in stock (although there may be parts reserved for repair
jobs but still waiting for an engineer). If Np

k (t)>Sk, there are jobs waiting for parts (in
the inventory literature referred to as backorders). At the same time, we use Ne to record
the state of the service engineers queue. Therefore, the whole system can be modeled
by a K+1-dimensional Markov chain with state space

{
Ne(t),Np

1 (t),Np
2 (t),...,Np

K(t)
}

.
Figure 4.1 shows the Markov chain representation of a situation with a single type

of spare parts. We give a detailed description of the transitions for this situation. The
extension for multiple types of spare parts is straightforward. Studying the system, we
see that three events might occur when the Markov chain is in state (ne,np):

� Arrivals. Arrivals to the system occur with a rate λ. For the transition, there are
two options:

– If np<S, an arrival leads to a transition to state (ne+1,np+1). Namely, a new job
arrival immediately leads to a new replenishment order being placed. Furthermore,
since there is a part available, the job arrival leads directly to an arrival at the
service engineer queue. If all service engineers are busy, the job starts queueing,
otherwise, the service engineer starts working on the job immediately.

– If np≥S, an arrival leads to the transition to state (ne,np+1). Namely, a new job
arrival leads to a new replenishment order, but since there are no parts available,
the order will not enter the service engineers queue yet and will be backordered.

� Replenishments. Replenishments occur with a rate npν. There are two options for
the transition:

– If np≤S, a replenishment leads to a transition to state (ne,np−1). Namely, when
a replenishment order arrives, the total number of outstanding orders decreases
by one. Since there are no jobs waiting for parts, the part is placed on the shelf
and does not influence the service engineer at all.

– If np>S, a replenishment leads to a transition to state (ne+1,np−1). Namely, when
a replenishment order arrives, the total number of outstanding orders decreases by
one. Since there are jobs waiting for parts, the part is kitted with the job and leads
to an arrival at the service engineers queue. If a service engineer is available, the job
can start immediately. If not, there is an extra job queueing for the service engineers.
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Figure 4.1: Markov chain transitions diagram in a single part problem. Np(t) and Ne(t) show
the number of spare parts in the replenishment and the number of repair jobs waiting or being
served in the service engineers queue, respectively.

� Service completion. Service completions occur with a rate min(E,ne)µ, and lead
to a transition to state (ne−1,np). The completion of a repair job does not influence
the number of outstanding orders. Furthermore, it will lead to either a new job starting
and the queue length is decreased by one, or to an extra available service engineer.

The model described is infinite in all dimensions (K+1). If we bound the model in K
dimensions, the steady-state distribution can be solved using matrix-geometric analysis, see
Appendix 4.A. Once we find the steady-state probabilities, we can calculate the expected
repair calls waiting times for the spare parts and in the service engineers queue. We evaluate
a simple example with one type of spare parts using matrix-geometric in Appendix 4.C.

The matrix-geometric method is computationally tractable only for small problems
(K<5). In Section 4.4, we, therefore, investigate how we can find the total expected
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waiting time of repair calls in a more efficient way, such that it can be used for problems
with a large number of spare parts types.

4.4 Expected total waiting time of the repair calls

In this section, for a more efficient performance measurement, we analyze the spare parts
inventory and the service engineers queue separately using queuing models. The total
waiting time of the repair calls in the system is the sum of two parts: (1) Wp, the waiting
time of repair calls for spare parts, if none is available on-hand; (2) W e, the waiting time
of repair calls for one of the service engineers to become available. As mentioned before,
in the case that the requested spare part is available but there is no service engineer
immediately available, the part is taken from the inventory and is reserved until a service
engineer becomes available. This reservation makes the spare parts inventory independent
of the service engineers queue. The same can be concluded by studying the marginal
Markov chains, see Section 4.3. By looking at the equations of the marginal steady-state
probabilities for each spare part type, we see that they are independent of the states of
the service engineers queue as well as other spare part types inventory. However, this is
not true for the marginal probabilities of the service engineers queue. The arrival process
to the engineers queue depends on the spare parts stock levels. Therefore, the average
waiting time of repair calls for spare parts can be determined independently, while for
the exact evaluation of the service engineers queue, the impact of the spare parts stock
levels on the arrival process should be considered.

4.4.1 Spare parts inventory

By definition, it is easy to show that for each type of spare part, the number of parts
in the replenishment (outstanding orders) can be modeled as the number of jobs in an
M/M/∞ queue. This also can be derived from the marginal Markov chain of each spare
part type. Therefore, the expected number of type-k repair calls waiting for spare parts,
Qpk,k=1,...,K, is well known and given as follows, see, e.g. Sherbrooke [108].

Qpk(Sk) = E
[
(QM/M/∞−Sk)+

]
, (4.1)

= ρpk

(
1−

Sk−1∑
i=0

(ρpk)
i

i!
e−ρ

p
k

)
−Sk

(
1−

Sk∑
i=0

(ρpk)
i

i!
e−ρ

p
k

)
,

where ρpk= λk
νk

. The total expected waiting time (of repair calls) for spare parts gives

Wp(S)=
1

λ

K∑
k=1

Qpk(Sk).

It is easy to show that Wp(S) is a convex function in spare part stock level, see Sherbrooke
[108].
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It is known that the steady state distribution of the number of busy servers in a
M/G/∞ queue is given in terms of only the arrival rate and the mean service time, see e.g.
Tijms [119]. It means Eq. (4.1) holds for the case where the spare parts replenishment
lead time follows a non-exponential distribution as well. However, the output process from
the spare parts inventory system, which will be the arrival process for the service engineers
queue, does depend on the higher moments of the replenishment time distribution (see
Appendix 4.F). In other words, a different replenishment time distribution even with
the same mean will impact the average waiting time in the service engineers queue.
Therefore, the total average waiting time in the system is sensitive to the replenishment
time distribution.

4.4.2 Service engineers queue: Aggregation approximation

The expectation of the waiting time in the service engineers queue is not easy to find. As
described previously, the failure arrival streams to the spare parts inventory are Poisson
processes. When a stock-out happens in the spare parts inventory, the repair call is
backlogged until the requested spare part is replenished. The repair call joins the service
engineers’ queue only once the part is available. This means, sometimes the repair call
arrives at the service engineers’ queue with a delay (waiting for a part to be replenished
in case of a stock-out). Therefore, the arrival process to the service engineers’ queue is
a superposition of arrival streams for various types of spare parts that are not Poisson
processes. The dependency of arrivals on spare parts stock inventory causes arrivals
at the service engineers’ pool to be dependent on past arrivals. Therefore, the arrival
streams to the service engineers’ queue are also non-renewal processes. Hence, to evaluate
the service engineers queue separately from the spare parts inventory, we need to deal
with a multi-server queue with superposition of non-renewal arrival streams,

∑
G/M/c

queue with c=E, the number of service engineers.

There is no exact result in the literature for a
∑
G/M/c queue with non-renewal arrival

streams. However, different approximations are studied and proposed for similar queues.
Some problems have been studied in single failure spare parts inventory with lateral
transshipment or commonality, in which they develop similar models for the system
performance evaluation as we use in this chapter [69, 70, 129]. The lateral transshipment
or commonality make the spare parts stocks dependent on each other. More precisely, the
demand arrival at each spare parts inventory depends on the spare parts stocks in other
locations, which makes the arrival streams non-Poisson processes. This is similar to the
impact that spare parts inventory has on the repair calls arrival at the service engineers
queue. In these papers, they mostly approximate these non-Poisson processes with Poisson
processes. Other methods are also used such as the interrupted Poisson process [71]. The
approximation methods that are introduced in Chapter 3, namely mean value analysis
and Laplace methods are also tested for this problem, however, none of these methods
gives a satisfactory result for approximating the expected waiting time in the service
engineers queue in this model. Therefore, we come up with a new method, the aggregated
approximation, based upon the exact average waiting time of scaled single item queues.
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Aggregation approximation (AAmethod) For problems with one spare part type,
the matrix-geometric method is fast enough (less than a couple of seconds) to calculate
the exact average waiting time in the service engineers queue. For this approximation
method, we use the result of the expected waiting time for single item problems as an
approximation for the multi-item problems. Suppose there are K types of spare parts.
For each spare part type k, k=1,...,K, we first determine an independent average service
engineers waiting time, as follows. We change the arrival rate λk and the replenishment
rate νk of this spare part to λ (total arrival rate) and λ νkλk respectively, and keep the

other parameters the same. This scaling keeps the offered load (workload) in the spare
parts inventory ρk = λk/νk the same. Then, we find the average waiting time in the
service engineers queue, W e

k (Sk,E), by means of the matrix-geometric method. Next,
we approximate the total average waiting time in the service engineers queue by

W e(S,E)=

∑
kλkW

e
k (Sk,E)

λ
. (4.2)

This method is efficient for any size of problems. We investigate the accuracy of this
approximation in an extensive numerical experiment for instances with two to 50 types
of spare parts, see Appendix 4.B. Although there is no structural or bounding result to
show the accuracy of the aggregation approximation, from the numerical result, we can
conclude that AA works very well. As mentioned in Appendix 4.B, this numerical test
is designed such that it covers different situations, thus valid for testing the accuracy
of the approximation. Compared to other approximation methods mentioned earlier, the
AA method gives a much lower average and maximum error. Moreover, in contrast with
the matrix-geometric method, there is no computational limitation in the use of the AA
method. In addition, in instances where the AA gives negative errors (underestimate),
the absolute difference between the exact (or simulation) results and the results of AA is
negligible. Therefore, this approximation is appropriate to use for the optimization problem.
By using the AA for optimizations, the chance of getting an infeasible solution (because
of underestimation) is very low and if it happens we expect only very small deviations.

With the means of aggregate approximation, we are able to calculate the total expected
waiting time of repair calls for any size of problems efficiently. In the next section, we study
the procedures with which we can solve the optimization problem introduced in Section 4.2.

4.5 Optimal capacity decisions

In this section, we study the optimization problem of the integrated spare parts inventory
and service engineers staffing. As introduced before in Section 4.2, the optimization
problem (P) that we need to solve is as follows:

(P) Min
{
TC (S,E) | W(S,E)<Wmax, S∈NK0 ,E∈N1

}
,
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where,

TC (S,E) =
K∑
k=1

HkSk+OE, (4.3)

W(S,E) = Wp(S)+W e(S,E). (4.4)

We want to find spare parts stock levels and a number of service engineers that minimize
the total spare parts holding cost and the service engineer hiring cost, subject to the
condition that the total repair calls expected waiting time is less than a promised level. As
we notice in Appendix 4.B, W e and therefore W is a non-convex function of spare parts
stock level. This makes the problem (P) a non-convex integer non-linear optimization
problem for which an efficient way of finding the exact optimal solution is not known. In
Section 4.5.3, we propose an efficient greedy heuristic to solve this integrated optimization
problem. To quantify the benefit of the integrated planning, however, we first discuss the
separated optimization and the approaches that are used in practice in Sections 4.5.1
and 4.5.2. The accuracy of all methods is tested in a numerical experiment.

4.5.1 Optimizing the resources separately

Although it is clear that spare parts and service engineers have a joint effect on the
service level, an often used method for optimizing the capacities of these resources is to
split them. One reason for this is that in practice, these resources are usually managed
in different departments. Here, we study three ways of splitting the problem that usually
happen in practice:

� Ignoring the impact the other resource has, i.e., assuming the other resource has infinite
capacity.

� Service engineers over-staffing to make sure the waiting time for them is negligible.
� Constraint splitting: Splitting the acceptable total waiting time in an acceptable waiting

time for parts and an acceptable waiting time for service engineers.

In the following, we discuss the first two approaches. The constraint splitting approach
will be discussed in the next section in more details.

In the first approach, companies often decouple these two resources capacity decisions
and each decision is done by assuming that the other resource has infinite capacity, and the
waiting time will be caused solely by the resource under consideration. The optimization
subproblem faced by the department responsible for the spare parts then becomes:

(Pp) Min
{∑K

k=1HkSk | Wp(S)<Wmax, S∈NK0
}
.

To solve the spare parts optimization subproblem, we use the known greedy heuristic
in the spare parts inventory literature which is originally introduced by Sherbrooke [108]
and then extended later on. Note, this greedy heuristic does not necessarily give the
optimal solution, but it performs well, see van Houtum and Kranenburg [125, p. 20-21].
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The optimization subproblem for the service engineers is as follows:

(Pe) Min {OE | W e(E)<Wmax, E∈N1}.

Since we separate the spare parts inventory and the service engineers queue, we have an
M/M/c queue with c=E for the service engineers. This subproblem is easy to solve. The
waiting time is decreasing in the number of service engineers. We start with the minimum
number of service engineers that guarantees the queue stability. We increase the number
of service engineers one by one until the average waiting time becomes less than Wmax.

As is clear, this way of optimizing the resource capacities will lead to waiting times
that might be much higher than the waiting time target. However, since we only allow
for integer values of S and E, it is possible that a lower waiting time is achieved as well.

Often service providers have a very strict agreement on the service level with the
customer and not satisfying the service level agreement will be very costly for them.
Therefore, following the first approach is not an option for them. Still, in some industries,
they only focus on the spare parts, and the stock levels are decided by assuming that the
service engineers are always available for the repairs. Since the service level agreement
with the customer is very strict, this way leads to over-staffing of service engineers to
make sure the waiting time for service engineers is negligible. In this method, the spare
parts stock levels can be found by solving the Problem (Pp). To find the number of
service engineers, we need to solve the following problem:

(P′e) Min
{
E | W e(E)<Wmax−WP (Sp), E∈N1

}
,

where Sp is the solution of the Problem (Pp) and WP (Sp) the average waiting time
in the spare parts inventory given this solution.

In the next section, we study the third way of decoupling the spare parts inventory
and service engineers planning which is a smarter way of separation.

4.5.2 Constraint splitting

Another way of decoupling the decisions of resource capacities which seems to be more
rational, is by splitting the maximum total waiting time in a waiting time for service
engineers and a waiting time for parts. Let us define the splitting fraction, α, as the
percentage of the total waiting time that can be caused by spare parts:

Wp
max=α Wmax, (4.5)

W e
max=Wmax−Wp

max. (4.6)

Then, the optimization subproblems become as follows:

(Pp) Min
{∑K

k=1HkSk | Wp(S)< Wp
max, S∈NK0

}
.

(Pe) Min {OE | W e(E)< W e
max, E∈N1}.
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Each subproblem can be solved with the same procedure as presented for previous
approaches. Note, similar to other separated approaches, the effect of spare parts stock
levels on the service engineers queue is not considered in this method. Therefore, the
average waiting time in the service engineers queue is calculated using M/M/c queues
result. It is worth noting that the second separated optimization approach discussed
earlier (service engineers overstaffing) is an extreme case of the constraint splitting method
where the splitting fraction, α, is equal to 1.

The performance of this method highly depends on how the total waiting time is
split. To have a ”smart” constraint splitting procedure, we need to find the best splitting
strategy. One way to find a good value of α is to search in a limited number of possible
values and choose the best among them. Depending on the number of possible values,
we can not have the accuracy and efficiency together, especially for larger problems.

Suppose the number of service engineers, and thus the expected average waiting time
in the service engineers queue are given. Then, the maximum average waiting for the
spare parts is equal to

Wp
max=Wmax−W e

Thereafter, the spare parts stock level can be determined by solving the problem (Pp).
Hence, by having the number of service engineers, the splitting fraction can be easily
calculated as follows:

α=
Wmax−W e

Wmax

This explanation suggests a smarter way to find the optimal maximum average waiting
time splitting strategy:

Step 1. Define the range [E0,E1] in which the optimal number of service engineers is
included for sure. To find E0, we assume that all the waiting time is caused by
service engineers (α=0).

E0=min{E | W e(E)≤Wmax}

To find E1, we assume that α is very close to one, e.g., 0.99. In real cases, a
value for α higher than 0.99 does not happen in the optimal solution.

E1=min{E | W e(E)≤0.01Wmax}

Step 2. For E in [E0,E1]:

Wp
max(E)=Wmax−W e(E)

Given Wp
max(E), S(E) is the solution of the problem (Pp). Thus, the total cost

is equal to

TC (E)=

K∑
k=1

HkSk(E)+OE.



68 Chapter 4. Full backlogging policy

Step 3. We keep the number of service engineers, E∗, which gives the lowest total cost
value:

E∗=argmin{TC (E)}.
Therefore, the equation below gives the optimal splitting fraction.

α∗=
Wp
max(E∗)

Wmax
.

As has been observed in some examples, the cost function associated with the optimal
spare parts levels, given the number of service engineers E, is not always convex in E.
Therefore, we should not stop the search when the total cost starts to increase. The search
should be done for the whole range between E0 and E1. By searching in different numbers
of service engineers, we actually only search for those values of α that are on the border of
changing the number of service engineers. The best α value is for sure one of these values.

Note that, by finding the best splitting strategy, there is no guarantee that the constraint
splitting method gives the optimal solution. First, for the spare parts subproblem, we
use the standard greedy heuristic that may not be optimal. Second, we find the expected
waiting time in the service engineers queue by assuming that it is an M/M/c queue.
However, in the real system, the arrival process is not Poisson and the exact expected
waiting time may be smaller compared to an M/M/c queue.

4.5.3 Greedy heuristic

In the integrated optimization problem (P), since there is no analytical solution available,
finding the optimal solution might be done by enumerating all possible solutions. However,
we instead propose a greedy heuristic algorithm that is far more efficient.

To start with the greedy heuristic, first, we choose an initial solution. For the initial
solution, we start with the minimal values of E and S as given below. We can find the
minimal values by arguing that the average waiting time that is caused individually by
each spare part inventory or by the service engineers must be at most equal to Wmax.
� S0

k: minimal Sk, k=1,...,K. Assuming that the capacity for the service engineers and
other spare parts is never limiting, we can determine the minimal number of each spare
part stock level such that the average waiting time constraint is met.

� E0: minimal E. The minimum number of engineers is easily determined by assuming
that there is no waiting time for spare parts (the capacity of spare parts is not limited).
In this situation, we know that the arrival process to the service engineers queue leads
to a Poisson process. Therefore, to determine the minimal value for E, we assume
that the service engineers queue is M/M/c and find the minimum number of service
engineers that is needed to meet the average waiting time constraint.
We start the algorithm with (S0,E0) where S0 is the vector of S0

k values for all
k = 1,...,K. This solution may be an infeasible solution for the integrated planning
problem.
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Step 1. Set (S,E):=(S0,E0).

Step 2. Calculate the total average waiting time, W(S,E). If W(S,E)≤Wmax, then
(S,E) is the optimal solution. Otherwise, go to the next step.

Step 3. Calculate ∆e and for each type of spare part ∆p
k, using formulas below. ∆ gives

the highest value.

∆e =
W(S,E)−W(S,E+1)

TC (S,E+1)−TC (S,E)
(4.7)

∆p
k =

W(S,E)−W(S+ek,E)

TC (S+ek,E)−TC (S,E)
(4.8)

∆ = maxk{∆e,∆p
k} (4.9)

If ∆e is the highest value, update E :=E+1, otherwise update Sk :=Sk+1 for
k that ∆p

k gives the highest value.
Calculate W (S,E). If W (S,E)≤Wmax, go to the next step. Otherwise, repeat
step 3.

Step 4. Perform a local search to decrease the total cost while the solution remains
feasible. The last solution is the suboptimal solution.

Local search Since we have an integer optimization problem, performing a local search
may improve the solution considerably. We search in the following directions:
� Decrease the number of service engineers by one: Since the average waiting time in

the service engineers queue may decrease by increasing the spare parts stock levels,
we check whether by decreasing the number of service engineers by one, the solution
remains feasible or not.

� Decrease the stock level of one of the spare parts by one: Decrease in one of the stock
levels may keep the solution feasible, but it decreases the total cost.

� Decrease the number of service engineers by one and simultaneously increase the stock
level of one of the spare parts by one: If the hiring cost of service engineers is higher
than the holding cost of the spare part, we check whether by a change in this direction
the solution remains feasible or not.
Note, we perform a local search in a limited number of directions. Therefore, there

is still no guarantee that we reach the global optimal solution by the greedy algorithm
with local search. We compare the solution of the greedy algorithm with separated
optimization approaches in a simple example in Appendix 4.C.

Service target overshoot Another way of improving the greedy heuristic is to avoid
an overshoot in the final solution. The greedy heuristic may give a solution in which the
total average waiting time is much lower than the target level. It means we are putting
more resources than needed. This is called an overshoot. One way to avoid this is to
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change Step 3 as follows. Instead of calculating the decreases in the total waiting time
per one unit of cost, we calculate the decreases in the total waiting time towards the
waiting time target level per unit of cost. Therefore, the ∆ functions change as follows:

∆e =
W(S,E)−max

{
Wmax,W(S,E+1)

}
TC (S,E+1)−TC (S,E)

(4.10)

∆p
k =

W(S,E)−max
{
Wmax,W(S+ek,E)

}
TC (S+ek,E)−TC (S,E)

(4.11)

We test the greedy algorithm numerically with and without this updated ∆ functions.
Using Eq. (4.10) and (4.11) instead of Eq. (4.7) and (4.8) improves the greedy algorithm on
average, but in some cases, we may obtain much worse solutions. However, we can easily get
the benefit of both techniques. In our following numerical studies, we solve each problem
with both the original greedy algorithm and the updated one (no overshooting). In the end,
we take the best solution of these two algorithms as the final solution of the greedy heuristic.

The greedy optimization methods that we study in this chapter are similar to the
approaches that are used in spare parts inventory optimization. For a review of spare parts
inventory optimization, see van Houtum and Kranenburg [125]. There are some papers
that consider local search along with greedy heuristics, see, e.g., Wong et al. [139]. The
concept of service target overshoot is also investigated in a few papers, e.g. Sherbrooke
[109]. However, to the best of our knowledge, the combination of the local search and
overshooting has not been applied in the use of greedy algorithms in spare parts inventory.

4.5.4 Optimal solution and lower bounds

In this section, we are interested to find the optimal solution or a lower bound when
finding the optimal solution is not possible, to show how much the results of the proposed
optimization algorithms deviate from the optimal one. To find the optimal solution, we
perform an enumeration. To determine a sufficiently small feasible region, we use the
solution of the greedy algorithm. More precisely, we only search in solutions with total
costs equal to or lower than the total cost in the greedy solution. Note, this enumeration
is only possible for small problems.

We need the exact evaluation (given in Section 4.3) to know the enumeration leads to
a guaranteed optimal solution. However, the use of exact evaluation in the optimization
is only tractable for instances up to three types of spare parts. For larger instances, we
propose to use an underestimate approximation (lower bound) of the exact average waiting
time in the service engineers queue, see Appendix 4.D. In this case, the enumeration
always results in a lower bound of the optimal solution.

For large problems (K>10), enumeration becomes almost impossible, even when using
the lower bound procedure. In Appendix 4.E, we propose another method using the
greedy procedure to find a lower bound for the optimal solution without enumeration.
In our following numerical experiments, we use this (greedy) lower bound in our large
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instances (where enumeration in search for the optimal solution is not possible) to test
the performance of the proposed optimization algorithms.

4.5.5 Optimization algorithms performance

In this section, we investigate how the greedy algorithm performs compared to the
separated optimizing of the resources and to the optimal solution or the lower bounds
defined in Section 4.5.4. We use the same parameter settings as in Table 4.2. We solve
6000, 2000, and 100 instances with two, five, and ten types of spare parts, respectively. In
all instances, the hiring cost of service engineers is fixed to 100 e/day and the holding cost
of spare parts varies from 10 to 400 e/day. Note, these cost factors are scaled and not
necessarily realistic. However, they are chosen such that all ratio possibilities of service
engineers hiring cost to spare parts holding costs ([0.1,4]) are covered in the numerical
experiment. Therefore, for each algorithm, we expect the same performances in real cases
as in this numerical experiment.

In Sections 4.5.1 and 4.5.2, we discussed three ways for the optimization of spare parts
and service engineers separately. In the first way, we optimize each resource separately by
assuming that the other resource capacity is infinite, which is an often common practice
in industry. As we discussed before, this way may end up in an infeasible solution that
does not meet the waiting time constraint. For instances with two types of spare parts
in 61% of cases, five types of spare parts in 72% of cases, and ten types of spare parts
in 76% of cases we get infeasible solutions using this separated optimization approach.

Table 4.1 shows the average and the maximum relative errors of the total cost of
the greedy algorithm and the “constraint splitting” solutions compared to the optimal
solutions (K= 2) or the lower bounds (K= 5,10). Note, in the ”constraint splitting”
method, we search for the best splitting strategy by searching in the possible values of
the number of service engineers as explained in Section 4.5.2.

In Table 4.1, the errors that are shown for the instances with 5 and 10 types of spare
parts are upper bounds of the real errors since we use a lower bound for the average waiting
time in the enumeration of the optimal solution. The real error may be much lower than
the presented errors in Table 4.1. Moreover, in the table, the expression “Optimal Solution
(%)” for instances with 5 and 10 types of spare parts shows the percentage of instances in
which the greedy or constraint splitting algorithm gives the same solution as the solution
associated with the lower bound. Therefore, we expect that in a higher percentage of
instances the optimal solution is obtained using greedy and constraint splitting algorithms.

The maximum and average error that is given in Table 4.1 for the constraint splitting
method is done by using the best α value (search in the number of service engineers).
However, the constraint splitting never outperforms the integrated optimization with
the greedy heuristic. First, the effect of spare parts stock levels on the average waiting
time in the service engineers queue is not considered in the constraint splitting method
(M/M/c assumption). Second, the constraint splitting method cannot avoid overshooting
like we managed to do with the proposed greedy heuristic. Moreover, in practice, the
splitting fraction (α) of the constraint splitting method is usually chosen by the rule of
thumb and most of the time it is far from its optimal value.
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Table 4.1: Maximum and average total cost percentage error for the greedy and the constraint
splitting algorithms in the cases with two (6000 instances), five (2000 instances) and 10 types
(100 instances) of spare parts. The percentage number of instances in which each algorithm
gives the optimal solution is given. Runtime speed ratio shows in average how much faster each
algorithm solves the problem compared to the optimal optimization (enumeration).

K Greedy Constraint Splitting

Average error (%) 0.085 3.07
2 Maximum error (%) 23.26 90.34

Optimal Solution (%) 98.35 64.28
Runtime speed ratio 15 35

Average error (%) 0.99 4.44
5 Maximum error (%) 16.88 38.27

Optimal Solution (%) 67.90∗ 27.48∗

Runtime speed ratio 80 600

Average error (%) 0.759 4.89
10 Maximum error (%) 5.05 31.45

Optimal Solution (%) 60.0∗ 14.0∗

Runtime speed ratio 5700 140000

∗ It is the percentage of instances yielding the same result as the lower
bound. The percentage of instances yielding optimal solution may be higher.

As noted earlier, the second separated planning method discussed in Section 4.5.1 (service
engineers over-staffing) is actually an extreme case of the constraint splitting algorithm
(α=1). Therefore, we do not include it in this performance comparison. However, to
show that how a common procedure in practice can go far from the optimal strategy, we
compare it with the greedy heuristic and the lower bound in a case study in Chapter 5.

These numerical results show that although the constraint splitting algorithm is faster
than the greedy algorithm, its average error is considerably higher. In addition, the chance
of finding the optimal solution is much higher using the greedy algorithm. We cannot draw
a specific conclusion under which condition each of these optimization algorithms performs
best or shows a higher error. However, using the greedy heuristic seems to be the best option
for the optimization in terms of average and maximum deviation from the optimal solution.

For real-life problems with many types of spare parts, the efficiency becomes more
critical and finding the optimal solution with enumeration is almost impossible. In our
instances with 10 types of spare parts, the average runtime of the greedy algorithm (on
a Core i5 computer) is only 8 seconds. The runtime should not be more than a couple of
minutes for real size problems. For larger problems, obtaining the optimal solution using
the greedy algorithm is less likely. However, we expect smaller errors in large problems,
since the steps in the greedy procedures will be smaller compared to the total cost value
(compare maximum error for instances with 2, 5 and 10 types of spare parts).

We can conclude that for instances with sufficiently many types of spare parts, the
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greedy algorithm will generate reasonable suboptimal solutions for Problem (P) with
low computational effort. If more accuracy is needed, the optimal solution can be found
using the enumeration and with much more computations. To make it faster, the greedy
algorithm result can be used as an upper bound in the enumeration (as we did in our
instances). Still, as can be seen in Table 4.1, the greedy algorithm on average is 5700 times
faster than optimal enumeration for problems with 10 types of spare parts. This runtime
difference will be much more for larger problems. As another advantage, the solution
generated by the greedy algorithm, will be rather robust against the changes in parameters
value in contrast with the optimal solution, see, e.g. van Houtum and Kranenburg [125].

4.6 Conclusions

In this chapter, we study an integrated planning of spare parts inventory and service
engineers under a full backlogging policy. In case the requested spare part is in stock but
there is no service engineer available immediately, the part is reserved and the request
is backlogged until a service engineer becomes available. However, when the requested
part is not available, a service engineer is not reserved and one is called for duty once
an appropriate part has arrived through the replenishment stream and all preceding calls
for such a part have been fulfilled. This policy makes the availability of service engineers
dependent on the spare parts stock levels. We have developed an exact method for the
performance evaluation of the system for a given policy using a matrix-geometric analysis.
This method is efficient only for small problems. We calculate the exact average waiting
time of the repair calls in the spare parts inventory using queuing models. We design
the aggregated approximation for the average waiting time in the service engineers queue
for larger problems where using the matrix-geometric method is not computationally
tractable. In a numerical study, we show that the aggregation approximation gives
satisfactory results for the average waiting time in the service engineers queue.

To optimize the spare parts inventory and service engineers queue in an integrated way,
we propose the greedy heuristic. To quantify the benefit of the integrated optimization,
we discuss the separated optimization approaches that are often used in practice. Two
common practice separated optimization methods are investigated. We show that these
algorithms give either mostly infeasible solutions or solutions far from the optimal strategy.
A smarter separated optimization method, constraint splitting, is studied. In this method,
the maximum total average waiting time is split for spare parts and service engineers. In a
numerical study, we compare the result of the constraint splitting method and the greedy
heuristic with the optimal solution or its lower bound. Although the constraint splitting
method is faster, it never outperforms the greedy algorithm. For real size problems (see
Chapter 5), the greedy algorithm generates reasonable suboptimal solutions with low
computational effort.

There is another service policy in between the ones studied in this chapter and Chapter 3,
that seems to be different, but results in a similar model structure. When a spare part
is not available, only the requested part is ordered via a fast emergency shipment. The
request for the service engineers is then sent when the part has arrived at the parts
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storage location. Considering this policy, the system can be modeled with a similar
quasi birth-death Markov chain and can be solved with the matrix-geometric method
that is used in this chapter (with some small modification). However, the proposed
approximation methods for the average waiting time in the service engineers queue should
be tested to see whether it also gives accurate results for this scenario.

By quantifying the benefit of integrated planning of spare parts and service engineers
under a full backlogging service policy, we show that there is a considerable potential
cost saving in the joint optimization of these resources. By separating the planning of
these two resources, we are neglecting the impact on their mutual availability. Moreover,
meeting the service level agreement cost efficiently is not possible without an integrated
planning of resources. In addition, by comparing the result of this chapter with Chapter 3,
we are able to see under what conditions it is beneficial for the service provider to choose
either the full backlogging or the partial backlogging policy, with the aim to achieve the
lowest total service cost; see Chapter 5.

In this chapter, we assume the service time is equal to all types of repair jobs and is
independent of the part needed. However, the Markov chain considered in this problem
can handle having different service rate for different repair jobs. For this case, the
representation of the Markov chain will be more complex. This is because in this case, one
needs to keep track of the type of job under repair. Therefore, it is not enough to know
the total number of jobs waiting in the queue but also the type of jobs in repair should
be added to the state of the Markov chain. Although this Markov chain will have a larger
state space, the matrix-geometric method can solve this new well-structured Markov chain.

It is well known that for a G/G/c queue the average waiting time is sensitive to the
service time distribution, see e.g., Tijms [119]. It means that, if we assume non-exponential
service time in this problem (even with the same mean), the provided results for the
average waiting time in the service engineers queue will change. The same holds for the
replenishment time distribution. Although the average waiting time in the spare parts
inventory is not sensitive to the second and higher moments of the replenishment time
distribution, having a non-exponential replenishment time will impact the arrival process
to the service engineers queue. This makes the total expected waiting time also sensitive
to the spare parts replenishment time distribution. Hence, it is not possible to simply relax
the assumptions of having exponential service and replenishment time without considering
their effect on the total expected average waiting time. Nevertheless, the Markov chain
introduced as the representation of the joint model and the matrix-geometric method
used to analyze this Markov chain are flexible to handle the rich class of phase-type
distributions. Of course, in that case, the Markov chain will be more complex and it will
have more states and transitions. For non-phase-type distributions, we lose the tractability
of the Markov analysis in this model. Therefore, extending the methodology of this
chapter to cover these cases is not straightforward and one may need other techniques such
as simulation to analyze the model under these distributions. Fortunately, a well-known
result of Schassberger [103] states that the class of phase-type distributions is dense in
the class of all probability distribution functions.

In this chapter, we consider a single echelon, single indenture model with homogeneously
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skilled service engineers. To study real problems, we may need to extend the presented
model in different aspects. The model can be easily extended to non-homogeneous skilled
service engineers. In the case of cross-trained engineers, more analysis and modification
in the model is needed. The service constraint in this model is a waiting time constraint
that is averaged over all repair call types. One may impose the service constraint per
type of repair calls (per spare part type) or a constraint on the fraction of the repairs
that should be done within a time window. We expect that the optimization procedures
that are proposed in this chapter will work for these service constraints as well. However,
for the evaluation of these constraints, other methods are needed.

In the next chapter, we study a case with 93 types of spare parts using the optimization
approaches discussed in this chapter and Chapter 3. Furthermore, the full backlogging
service policy which is investigated in this chapter is compared with the partial backlogging
policy that is studied in Chapter 3. This comparison is tested for the problem in the
case study.



76 Chapter 4. Full backlogging policy

Appendices

4.A Matrix-geometric solution

To evaluate the system performance, we use the matrix-geometric method [92]. For the joint
processN(t), we shall refer toNe(t) as the level of the process and (Np

1 (t),Np
2 (t),...,Np

K(t))
as the phase. Since our system is infinite in K+1 dimensions, we need to make an
approximation step to use the method directly, namely, we need to bound K of the
dimensions. For this, we introduce maxNp

k as the maximum number of spare parts type
k in the replenishment. Let us introduce the following matrices. Let Uk, k= 1,...,K,
denote a (maxNp

k+1)×(maxNp
k+1) matrix with first Sk upper diagonal elements equal

to λk and lower diagonal elements equal to (j−1)νk for rows j, j=Sk+1,...,maxNp
k+1

and elements equal to zero for the rest. Let Bk denote a (maxNp
k +1)×(maxNp

k +1)
bi-diagonal matrix with j-th main diagonal element −λk−(j−1)νk for j=1,...,maxNp

k+1
and j-th lower diagonal element (j−1)νk for j=1,...,Sk, and upper diagonal element
λk for rows Sk+1,...,maxNp

k+1.
The process N(t) is a level-dependent quasi-birth-death process for levels 0,...,E, and

level independent for the rest with the generator matrix G given by

G=



A0
1 A0 0 0 0 0 0 ···

A1
2 A1

1 A0 0 0 0 0 ···
0

...
. . .

. . .
. . .

. . .
. . . ···

··· 0 AE−1
2 AE−1

1 A0 0 0 ···
··· 0 0 AE

2 AE
1 A0 0 ···

··· 0 0 0 AE
2 AE

1 A0
. . .

...
...

...
. . .

. . .
. . .

. . .


,

where the matrices A0 =U1⊕U2⊕···⊕Uk, Al
1 =B1⊕B2⊕···⊕Bk−lµ for l=0,1,...,E,

and Al
2=lµI for l=1,...,E.
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For an example with one type of spare parts with S=2, E=2 and maxNp=4, the
matrices look as follows:

A0=


0 λ 0 0 0
0 0 λ 0 0
0 0 0 0 0
0 0 3ν 0 0
0 0 0 4ν 0

,

Al
1=


−λ 0 0 0 0
ν −λ−ν 0 0 0
0 2ν −λ−2ν λ 0
0 0 0 −λ−3ν λ
0 0 0 0 −λ−4ν

−lµI ; l=0,1,2,

Al
2=lµI5; l=1,2.

Let V = (V0,V1,...) denote the steady-state probability of N(t), i.e., VG = 0 with
V eT =1; eT is a column vector of entries equal to one. The balance equations are as follows:

V0A
0
1+V1A0 = 0 , (4.12)

ViA
i+1
2 +Vi+1A

i+1
1 +Vi+2A0 = 0 ,i=0,...,E−1 (4.13)

ViA
E
2 +Vi+1A

E
1 +Vi+2A0 = 0 ,i=E,E+1,.... (4.14)

Eq. (4.12 - 4.14) can be solved using a standard iterative procedure of the matrix-geometric
methods, see, e.g. Latouche and Ramaswami [76]. Based on the steady-state probabilities,
the required performance measures can be determined.

4.B Accuracy of aggregation approximation and
M/M/c result

In this section, we show how the aggregation approximation method performs compared
to the exact result. Before testing the aggregated approximation, we show what result we
get if we just assume that the arrival process to the service engineers queue is a Poisson
process. By this assumption, we can use the result of M/M/c queues. In this way, we
actually neglect the effect of the spare parts inventory on the arrival process at the service
engineers queue. Therefore, the expected waiting time in the service engineers queue
is independent of spare parts stock levels. When the spare parts stock levels are zero
or very high, the exact expected waiting time is the same as the result of the M/M/c
queue analysis. However, for some values of stock levels, the expected waiting time is
considerably lower than the M/M/c waiting time. As is explained in Appendix 4.F, the
squared coefficient of variation of the arrival process to the service engineers queue is
always less than 1. This means that the arrival process to the service engineers queue
is less variable than a Poisson process. Thus, we expect a lower average waiting time
in the service engineers queue than the average waiting time of an M/M/c queue.
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Figure 4.2: Average waiting time in the service engineers queue compared to the M/M/c
average waiting time in an example with one type of spare parts. This chart shows the deviation
for different values of replenishment rate and stock level, which reaches its maximum around λ/ν.

For a simple example with one type of spare part, Figure 4.2 shows how the exact average
waiting time in the service engineers queue deviates from the M/M/c average waiting
time for different values of replenishment rate and spare part stock level. Numerically,
we observe that for a fixed value of the replenishment rate, the minimum average waiting
time happens for a stock level with a value around λ/ν, i.e., when λ/Sν is around one.
As a side remark, we can see that

Remark 4.1. The exact expected waiting time is not a convex function with respect to
the spare parts stock levels.

In summary, although the M/M/c result is very easy to use and reliable (it always
overestimates the average waiting time in the service engineers queue), it does not give
satisfactory accuracy for approximating the average waiting time in the service engineers
queue. In the following, we examine the accuracy of the aggregation approximation in
a numerical study.

Table 4.2 shows the maximum and average error of the approximate expected waiting
time using the aggregation approximation (AA) compared to the exact expected waiting
time for a set of instances with two to fifty types of spare parts. To calculate the exact
expected waiting time, we use the matrix-geometric method for problems with two types of
spare parts (K=2), and discrete-event simulation for problems with K≥5. We simulate
the system using AnyLogic software package. To ensure that the results of the simulation
are reliable, a proper warm-up period, run length and number of runs are applied. In our
experiment, we have the following parameter setting. The total arrival rate is fixed to 1
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Table 4.2: Total expected waiting time error using the aggregation approximation in comparison
with the exact evaluation for problems with different types of spare parts.

Number of part types
(Number of instances) Average error (%) Max positive error (%) Max negative error (%)

K=2 (1350) 0.35 1.53 -0.18
K=5 (185) 0.31 1.73 -0.11
K=20 (56) 0.16 1.29 -0.09
K=50 (28) 0.14 1.35 -0.13

per day. The other rates are chosen such that the parameter setting covers all the values
of queues workload that can happen in practice. In this case, this numerical experiment is
valid for testing the accuracy of the approximation. The chosen ranges for the workload
of the service engineers queue and the spare parts inventory are [0.05,1) and [0.04,1)
respectively. Therefore, the replenishment rate varies from 0.1 to 1.5 and the service rate
from 0.2 to 4 per day. The spare parts stock levels are chosen in the range of 1−15 units.
In all defined ranges, a limited number of values are considered and instances are generated
using a full factorial design. The number of service engineers is five in all instances.

4.C Example with one type of spare part

In this section, we study a simple example with one type of spare part with the following
parameters values: λ=0.8 arrivals/day, µ=1 day and ν=1/7 days, and Wmax=0.25 day.

First, the expected total waiting time is calculated for different values of stock level and
number of service engineers using the matrix-geometric method (Section 4.3). Table 4.3
shows the expected waiting time for different values of S and E, where the Pareto optimal
solutions for this specific situation are shown in bold. A solution is called Pareto optimal
solution if a better feasible solution cannot be achieved by changing only one of the
decision variables. The optimal solution can be determined based on the cost factors
and it is one of the Pareto optimal solutions.

Having the evaluation result, we are interested to solve the optimization problem. First,
we solve the problem using separated approaches discussed in Section 4.5.1. Assuming
that the other resource is always available, the following capacity decisions would be
made: S=9 and E=2, see Tables 4.4 and 4.5. However, in this situation, the W=0.31
day (see Table 4.3) and the service level target is thus not reached.

Now, we solve the same problem using constraint splitting method (Section 4.5.2).
Table 4.6 shows the results for different values of α for the example above. What is clear
from this table is that the resulting waiting time is always lower than the target and
that the differences can be very big. This is to a large extent caused by the fact that
we only consider integer values for S and E. Furthermore, we see two Pareto optimal
solutions, namely (S,E) = (9,3) and (S,E) = (11,2). Depending on the costs of both
resources a decision now can be made on the capacity levels. Note, however, that by
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Table 4.3: Expected total waiting time W=Wp+W e

E=1 2 3 4 5 6 7 8 9 10

S=0 11.000 7.191 7.024 7.003 7.000 7.000 7.000 7.000 7.000 7.000
1 9.752 5.945 5.778 5.758 5.755 5.755 5.755 5.755 5.755 5.755
2 8.518 4.723 4.558 4.538 4.536 4.535 4.535 4.535 4.535 4.535
3 7.331 3.571 3.410 3.391 3.389 3.388 3.388 3.388 3.388 3.388
4 6.258 2.550 2.397 2.379 2.377 2.376 2.376 2.376 2.376 2.376
5 5.378 1.719 1.573 1.556 1.554 1.554 1.554 1.554 1.554 1.554
6 4.744 1.104 0.962 0.946 0.944 0.944 0.944 0.944 0.944 0.944
7 4.353 0.693 0.549 0.534 0.532 0.532 0.532 0.532 0.532 0.532
8 4.148 0.444 0.296 0.280 0.278 0.278 0.278 0.278 0.278 0.278
9 4.054 0.308 0.155 0.137 0.135 0.135 0.135 0.135 0.135 0.135
10 4.018 0.241 0.082 0.064 0.061 0.061 0.061 0.061 0.061 0.061
11 4.005 0.210 0.048 0.029 0.026 0.026 0.026 0.026 0.026 0.026
12 4.001 0.198 0.033 0.013 0.011 0.010 0.010 0.010 0.010 0.010
13 4.000 0.193 0.027 0.007 0.004 0.004 0.004 0.004 0.004 0.004
14 4.000 0.191 0.025 0.004 0.002 0.001 0.001 0.001 0.001 0.001
15 4.000 0.191 0.024 0.003 0.001 0.001 0.001 0.001 0.001 0.001

Table 4.4: Waiting time for parts (base stock level inventory system)

S 0 1 2 3 4 5 6 7 8 9 10 11 12
Wp 7 5.75 4.54 3.39 2.38 1.55 0.94 0.53 0.28 0.14 0.06 0.03 0.01

Table 4.5: Waiting time for service engineers (M/M/c)

S 1 2 3 4
W e 4 0.19 0.02 0.00

using an integrated approach, we found another Pareto optimal solution, (S,E)=(10,2)
which was not found using the separated approach.

To solve the problem with the greedy algorithm (Section 4.5.3), we need the cost
parameters value. Suppose O is the cost of hiring a service engineer and H is the holding
cost of a spare part. Then, the solution of the greedy algorithm without local search
is as follows:

H

O
< 0.44;(S,E)=(10,2),

H

O
≥ 0.44;(S,E)=(9,3).
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Table 4.6: Solutions for different α values

α E S W

1 inf 9 0.135
0.9 3 9 0.155
0.8 3 9 0.155
0.7 3 9 0.155
0.6 3 9 0.155
0.5 3 10 0.082
0.4 3 10 0.082
0.3 3 10 0.082
0.2 2 11 0.212
0.1 2 12 0.199
0 2 inf 0.191

However, the optimal solution is:

H

O
< 1;(S,E)=(10,2),

H

O
≥ 1;(S,E)=(9,3).

This shows that the greedy algorithm sometimes fails to give the (global) optimal
solution. The maximum error in this example is when H/O=0.44, and the error is 8.75%.
In this example, we always obtain the optimal solution by having the local search within
the greedy algorithm.

4.D A lower bound for the expected waiting time

As we described in Section 4.4.2, for any parameters setting and the number of spare
part types, there is an upper bound for the average waiting time in the service engineers
queue. This upper bound is the expected waiting time of an M/M/C queue, with the
same total arrival rate, service rate and number of servers (service engineers). Moreover,
we observe that the expected waiting time in the service engineers queue is also bounded
from below.

For any (multi-part) problem with total arrival rate λ, service rate µ and E number of
service engineers, there is a single part problem with the same total arrival rate, service
rate and number of service engineers but with a replenishment rate νLB and stock level
SLB that its expected queue length QLB is always lower than the expected queue length
in the original problem. To find the νLB and SLB, we need to do a search. Numerically
we observe that the νLB is always between 0.02λ and 0.2λ. For any replenishment rate
ν, the minimum expected queue length happens for the stock levels in the range [λν ]±2.
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In summary, for any λ, µ, E values, we can find a single item problem with parameters
νLB, SLB and QLB (by doing a search) as the lower bound for any (multi-part) problem
with the same total arrival rate, service rate and number of service engineers.

4.E Greedy lower bound

To test the optimization algorithms performances for larger problems (K>10), we need
to find a lower bound of the minimum total cost since finding the optimal solution is
computationally intractable. Another way to analyze a nonlinear integer optimization
problem with a single constraint is to convert it to an unconstrained optimization problem
with two objective functions where the second one is, in fact, a translation of the constraint.
In our optimization problem, instead of solving Problem (P) directly, we consider a closely
related Problem (Q) with two objectives, minimization of the total cost TC (S,E) and
minimization of the total average waiting time W :

(Q) Min TC (S,E)
Min W(S,E)
S∈NK0 ,E∈N1

We are interested to see how we can find the Pareto efficient solutions for this
multi-objective problem. A solution is called Pareto efficient or noninferior if none of
the objective functions can be improved in value without degrading the other objective
value. For problems with two objective functions, Theorem 2 in Fox [48] says: if one
of the objective function is linear and the second objective function is separable, convex,
and strictly decreasing in the decision variables, a greedy algorithm always gives (Pareto)
efficient solutions. The expected total waiting time in our case, however, is not separable
in the decision variables (the expected waiting time in service engineers queue is a function
of the stock levels). However, with a simple trick, we still can use this theorem. Suppose,
we fix the number of service engineers. Then, the problem converts to the original single
location spare parts inventory problem where the expected total waiting time is separable
in the different spare part types. It is now easy to show that the expected waiting time
for each type of spare parts is convex and decreasing in its stock level, see e.g.Sherbrooke
[109]. Therefore, given a number of service engineers, if we solve the Problem (Q) or
equivalently Problem (P) with a greedy algorithm, the final solution (without local
search), will be a Pareto efficient solution. By performing this procedure for different
numbers of service engineers (in a reasonable range), we finally obtain an efficient solution
for problem (Q). In this case, if the expected total waiting time in the final solution of
the greedy algorithm (last solution of step 3) is exactly equal to the maximum expected
waiting time value, then it is the optimal solution. Otherwise, the last solution before
reaching the feasible solution in Step 3 is a lower bound for the optimal solution.

In summary, to find a guaranteed lower bound for Problem (P), first, we need to define
a reasonable range for the number of service engineers (in which the optimal value for
sure is included). We can use the range [E0,E1] as explained in Section 4.5.2. Then, for
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each number of service engineers, we determine the spare parts stock levels using the
original greedy algorithm (without local search). Among these solutions, we keep the
one with the lowest total cost value. In the greedy procedure, the cost of the solution just
before the final (feasible) solution is a lower bound for the optimal solution of Problem
(P). Note, in contrast with the splitting constraint algorithm, we do not assume an
M/M/c queue for the service engineers queue. To find the expected waiting time in the
service engineers queue, we use the exact result (matrix-geometric method) or the lower
bound defined in Appendix 4.D.

4.F Output process from the inventory system

In this section, we study the output process of the inventory system. Upon a job arrival,
if there is a spare part available in the stock, this part will be assigned to that job, which
in turn moves to the service engineers queue for service. Whenever there is no on-hand
stock available, the arriving job is back-ordered. The back-orders are served according to
FIFO discipline. The jobs arrive at the inventory system according to a Poisson process
with a rate λ. In this case, the number of parts on-order (pipeline of the part) is equal
in distribution to the queue-length of an M/M/∞ with arrival rate λ and service rate ν,
ρp=λ/ν. Since there is an ample replenishment capacity of spare parts the departure rate
of jobs from the inventory system is equal to λ. The dependency of jobs departure on the
inventory on-hand which in turn depends on the previous arrivals to the system makes
the inter-departure times correlated. Our objective here is to find an approximation of the
squared coefficient of variations (SCV) of the jobs inter-departure times from the inventory
system. We do this in two steps: (1) given that there are i parts in-order at time t=0, we
compute E[F0

i ], the expected time until the first departure from the inventory system; (2)
we derive, E[F0], the unconditional expected time until the first departure based on (1) and
assuming the system is in steady-state at time 0. Note, the latter assumption gives that
E[F0] is equal to the equilibrium excess time of job inter-departure times. By assuming
the inter-departure times correlation is negligible, we find (see, e.g., citeRenewal theory)

E[F0]=
E[I2]

2E[I]
=λ

E[I2]

2
, (4.15)

where I is the inter-departure time of the inventory system. The latter equation gives
the SCV of inter-departure times as follows

SCV[I]=
V[I]

E[I]2
=
E[I]

(
2E[F0]−E[I]

)
E[I]2

=2λE[F0]−1. (4.16)

4.F.1 Conditional expected time until the first departure

Given that i parts are in-order at time t=0, we compute the expected time until the first
departure from the inventory system. Let F0

i denote the latter time until the first departure.
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Figure 4.3: Absorbing Markov chain of the first time until a job departure from the inventory
system

It is trivial to see E[F0
i ]=λ−1,i=0,1,...,S−1. In the following, we derive E[F0

i ],i=S,...,∞.
By modeling the system’s state when a departure from the inventory system occurs as an
absorbing state, i.e, it has no out transitions, the first time after t=0 for the first departure
to happen is equal as the time until absorption in the Markov chain in Figure 4.3. The
transient generator, Q, of the absorbing Markov chain has the following canonical form

Q=

(
R U
0 T

)
, (4.17)

where R is a (S+1)-by-(S+1) lower bidiagonal matrix of the following form

R=ν


−ρp 0 ··· ··· ··· 0

1 −ρp−1 0 ··· ···
...

...
. . .

. . .
. . .

. . . 0
0 ··· ··· 0 S −ρp−S

, (4.18)

U is a (S+1)-by-∞ matrix of the following form

U=

 0 ··· ··· ··· ··· ···
0 ··· ··· ··· ··· ···
1 0 ··· ··· ··· ···

, (4.19)

and T is an upper bidiagonal matrix with an infinite size

T=ν

 −ρ
p−(S+1) ρp 0 ··· ··· ···

0 −ρp−(S+2) ρp 0 ··· ···
...

. . .
. . .

. . .
. . .

. . .

. (4.20)

Based on the structure of the absorbing Markov chain for a state i (≥S+1), we find the
expected time until the first departure given the chain starts in state S+i satisfies the
following recursion

E[F0
S+i] =

1

λ+(S+i)ν
+

λ

λ+(S+i)ν
E[F tS+i+1],
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=
eρ
p

λ
(ρp)1−S−i−ρ

p

γ(S+i+ρp,ρp), (4.21)

where γ(x,a) is the incomplete (lower) Gamma function defined as
∫ a
0
tx−1e−tdt. Note

that, the second equality follows from the integration by part of the incomplete Gamma
function. Finally, for i=S the expected time until the first departure gives

E[F0
S] =

1

λ+Sν
+

Sν

λ+Sν
E[F0

S−1]+
λ

λ+Sν
E[F tS+1],

=
1

λ
+

λ

λ+Sν
E[F tS+1], (4.22)

where the last equality follows from E[F0
S−1]=λ

−1.

4.F.2 Unconditional expected time on the initial state

We will assume here that at time zero the absorbing Markov chain starts in state i

with probability πi = (ρp)i

i! e−ρ
p

, i.e., the number of parts on-order is in steady-state.
Unconditioning on i we find that

E[F0]= (4.23)

1

λ

S∑
i=0

(ρp)i

i!
e−ρ

p

+
λ

λ+Sν
E[F tS+1]

(ρp)S

S!
e−ρ

p

+
∞∑
i=1

(ρp)S+i

(S+i)!
e−ρ

p

E[F0
S+i]

=
1

λ

S∑
i=0

(ρp)i

i!
e−ρ

p

+
(ρp)−ρ

p

λ+Sν

γ(S+1+ρp,ρp)

S!
+

(ρp)1−ρ
p

λ

∞∑
i=S+1

γ(i+ρp,ρp)

i!

=
1

λ

S∑
i=0

(ρp)i

i!
e−ρ

p

+
(ρp)−ρ

p

λ+Sν

γ(S+1+ρp,ρp)

S!
− (ρp)1−ρ

p

λ

S∑
i=0

γ(i+ρp,ρp)

i!
+

1

λ
,

(4.24)

where the last equality follows from
∑∞
i=0γ(i+ρp,ρp)/i!=(ρp)ρ

p−1. Note, as expected,
we find E[F0] =λ−1 for S→∞ and S= 0. Note that Eq. (4.23) is easy to compute
since it consists of finite sums and well-known standard functions. It is easy to show
that E[F0]6λ−1 for any value of S. Therefore, Eq. (4.16) gives SCV[I]61.

Remark 4.2. Higher order moment of the inter-departure times can be found in a
similar way. For example, the third moment of the inter-departure times gives:

E[(F0)2] =
E[I3]

3E[I]
=λ

E[I3]

3
. (4.25)
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Table 4.7: The squared coefficient of variations of the inter-departure times of the inventory
system as a function of ρp for S=4 and ν=10

λ 10 20 30 40 50 60 70 80 90 100

100∗SCVs 99,72 95,43 89,36 86,07 86,09 89,04 91,87 94,93 96,86 98,15
100∗SCVa 99,52 95,47 89,42 85,98 86,31 88,95 92,16 94,94 96,96 98,27

Rel. diff.(%) 0,20 -0,04 -0,07 0,11 -0,26 0,10 -0,32 -0,01 -0,10 -0,12
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Figure 4.4: The squared coefficient of variations of the inter-departure times of the inventory
system as function of ρp for S=2 and ν=10

4.F.3 Numerical experiments

We analyze the accuracy of the SCV of the inter-departure times of the approximation
by comparison with the simulation. Figure 4.4 shows the SCV as a function of the ρp

for both the simulation and the approximation. In Table 4.7, we give the SCV of the
simulation, SCVs, and the approximation, SCVa, as a function of ρp for S=4 and ν=10.
It is clear that the difference is very small in both cases. Moreover, around ρp=S the
SCV reaches a minimum value and, as expected, it tends to one for ρ→0 and ρ→∞.
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Chapter 5
Case study

and policy comparison

In this chapter, we study a case of a real maintenance logistics problem using the models
discussed in Chapters 3 and 4. In this problem, an OEM of advanced assets used in
the defense sector is responsible for the service of a number of assets operated by his
customers. In this study, we consider an assortment of 93 different spare parts needed
for corrective maintenance of these assets, while a team of service engineers is responsible
for the repair execution. Most parameters are based on data obtained from the company
involved in this case study, however, the provided data is limited. First of all, there is
not enough information regarding the service times and the emergency shipment costs,
hence, we have to estimate them. We assume that these two parameters are the same
for all types of spare parts. All spare parts are shipped from the same location, therefore,
using the same value for emergency shipment costs is a logical choice. Moreover, all these
spare parts regard a single system and are at the same level in the product configuration
tree. Therefore, the replacements of spare parts have a similar complexity, so the service
rates are roughly the same for all types of repair jobs.

Second, the company’s data only includes the average value for different parameters.
Therefore, deriving the shape of distribution functions from the data is not possible. For
the failures, the mean time to failure for each part is provided. The failure data are
associated with more than 200 identical assets. Therefore, we believe the installed base
size is sufficiently large to justify the assumption of having Poisson failure arrivals (based
on the Palm–Khintchine theorem [55]). In addition, these data are based on systems
in their mature phase and the assets are not yet suffering from wear out. Therefore, there
is no big increase in failure rates over time.

Last, the objective of this case study is to test the accuracy of approximation methods
and the optimization algorithms for a fairly large size problem (93 different parts), not
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as a tool to validate the assumptions. Therefore, the replenishment time and the service
time are assumed to be exponentially distributed as a simplified assumption.

The holding cost of a spare part per year is equal to 20% of the new part price and the
service engineers hiring cost per year is equal to e200000 (four shifts, hence the employer’s
cost of an individual engineer are e50000 per year). The total failure arrival rate is about
250 failures per year. The average service time of the service engineers is equal to 10 hours
and the average replenishment time of the spare parts are in the range of 2100 to 8600 hours.

After studying the case under both policies, in Section 5.3, the full backlogging service
policy which is investigated in Chapter 4 is compared with the partial backlogging policy
that is studied in Chapter 3.

5.1 Partial backlogging policy

In this section, we compare the total cost of the service provider for the integrated and
the separated planning using the model that is studied in Chapter 3. We investigate
the use of approximate evaluations in the optimization algorithms for this (large size)
problem. We solve this problem with the greedy heuristic algorithm and the separated
optimization, using MVA and LT approximations and for different target service levels
(Wmax). The results are summarized in Table 5.1.

The coefficients of variation of the total arrival process to the service engineers queue in
all solutions are almost 1 (>0.999). It means that in all solutions the arrival processes are
almost a Poisson process (note that the correlation between the inter-arrivals is negligible).
This causes the approximation error in the MVA and LT methods to be close to zero
(<0.1%). Therefore, we can use the approximate evaluation methods without any concern;
using the MVA or the LT approximation results in the same solutions (but MVA is faster).

As can be seen in Table 5.1, the integrated optimization always gives a better solution.
Integrated optimization of spare parts and service engineers results in up to 27% cost
savings compared to the separated planning. The separated optimization always gives
a higher total emergency probability.

5.1.1 Impact of emergency shipment cost and rate

In this section, we are interested to see how changes in emergency shipment cost and
replenishment rate affect the (sub)optimal solution. Suppose there are four possible
supply options which the service provider can use for the emergency shipment; swift (most
expensive), fast (expensive), normal and slow (cheap) shipment options. Table 5.2 shows
the emergency shipment cost and rate for each option (in each case equal for all types of
spare parts). Suppose the maximum accepted average waiting time is 0.9 hour. We solve
the problem by analyzing each option to see which one results in the solution with the
lowest total cost. The result is presented in Table 5.2. In all cases, we meet the maximum
average waiting time constraint, but the fast shipment option gives the lowest total cost
and therefore is the best choice to use for emergency shipment. The same analysis can be
done for other parameters in the problem to get more managerial insights for real problems.
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Table 5.1: Total integrated optimization cost saving compared to the separated planning for
different values of the maximum average waiting time. The total emergency probability of
integrated and separated solutions are given in each case.

Total emergency probability (%)
Wmax (hr.) Total cost saving (%) Separated solution Integrated solution

6 27.7 12.00 9.04
4.5 23.6 9.00 8.64
3 21.5 6.00 5.59

1.8 13.6 3.60 3.15
0.9 18.8 1.80 1.31
0.3 14.4 0.60 0.54

Table 5.2: Total cost comparison for different emergency shipment options with different
emergency cost and replenishment rate.

Slow Normal Fast Swift

C (e) 3000 5000 7000 12000
νem (per year) 30 60 70 80
Total cost (e) 1108674.73 1088401.27 1073265.39 1075929.03
Total emergency prob. (%) 1.09 1.31 1.54 1.76

5.2 Full backlogging policy

In this section, we study the same case under the full backlogging service policy (Chapter 4).
We solve the optimization problem with the greedy heuristic (integrated optimization) and
constraint splitting method (smart separated optimization) for different target service levels
(Wmax). The results are summarized in Table 5.3. The current practice of the company
is to hire a sufficient number of service engineers to make sure that there is (almost) no
queueing for them (second separation method in Section 4.5.1). We solve the problem with
this strategy as well and the result can be seen in the column ”Practice”. To check the
results, we compare the solutions with the greedy lower bound introduced in Appendix 4.E.
For each algorithm, Table 5.3 shows the (percentual) deviations (error) of the (sub)optimal
total cost from the lower bound value. Note, these errors are an upper bound on the
real error values. To have a better understanding of the average waiting time, Qmax is
also given in the table. Qmax shows the maximum accepted average number of repair
calls waiting in the system which can be easily obtained from Wmax through Little’s law.

As can be seen in Table 5.3, the greedy solution is always within 2% of the optimal
solution. For applications in practice, this is a reasonable and sufficiently accurate result.
In comparison with the constraint splitting optimization, the greedy algorithm yields
always better results. The difference in this case study is rather small but, as shown in
Table 4.1, the constraint splitting method may yield a solution with a large deviation
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Table 5.3: The greedy algorithm, the constraint splitting and the practice solutions’ deviations
from the lower bound of the optimal solution for cases with different maximum average waiting
times (service levels). Qmax shows the maximum accepted average number of repair calls waiting
in the system.

Error (%)
Qmax Wmax(hr.) Greedy algorithm Constraint splitting Practice

0.025 0.3 0.22 1.05 12.39
0.075 0.9 0.75 1.73 15.64
0.15 1.8 0.07 0.75 14.03
0.25 3 0.18 0.36 15.58
0.375 4.5 1.95 2.35 20.91
0.5 6 0.26 1.44 17.68
0.75 9 0.29 1.58 16.23
1 12 0.06 2.34 21.86

from the optimal solution. The gap between the total cost of the current practice of
the company and the solution of the greedy algorithm is considerable (up to 20%). The
high cost of the practice strategy mostly comes from the cost of hiring too many service
engineers. However, as the solution of the integrated planning suggests, by stocking
more spare parts, the company may hire fewer service engineers and allow queueing for
them, while still meeting the service level agreement. Recall that the total service cost
in maintenance logistics often is huge in real problems, so a saving of only 1% may be
equivalent to a reduction of a few million Euros spent per year.

For a more extensive analysis, we perform a sensitivity analysis for this case study
in the next section. The most important observation in this analysis regards the optimal
splitting fraction. Depending on the parameters, a fluctuating and unpredictable behavior
of the optimal splitting fraction is observed in all cases. This suggests that it is hard
to derive a ”rule of thumb” for a good value of the average waiting time splitting fraction
before solving the integrated optimization that guarantees a close to optimal splitting
strategy. This further underlines the importance of an integrated planning approach for
this problem. Even by using a smart separated optimization technique like the constraint
splitting method, there is no guarantee to achieve a good suboptimal solution, especially
if the splitting fraction is chosen by a rule of thumb.

5.2.1 Case study sensitivity analysis

In this section, we investigate how the system (sub)optimal costs (total costs, spare parts
holding costs and service engineers hiring cost) change as a function of different input
parameters for the case study. Moreover, we answer a question that may arise about
separated optimization; whether we can select a good splitting fraction α (the ratio of
the average waiting in the spare parts inventory to the total average waiting time) before
solving the problem. To that end, we analyze how α behaves with respect to changes of
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Figure 5.1: Total costs of the greedy algorithm and its components as a function of the
maximum average total cost (service level).

the input parameters, such as the maximum average waiting time, failure rates, average
service time and the service engineers hiring cost. The replenishment rate of the spare
parts and their holding cost are fixed in all experiments at their original values. All
(sub)optimal solutions are obtained using the greedy heuristic.

Impact of the service level

We study how the system reacts to changes of the service level, i.e. the maximum average
waiting time. As can be expected, Figure 5.1 shows that the average total costs decreases
by increasing the maximum total average waiting time. More precisely, the total service
cost shows a convex and decreasing behavior as a function of the total average waiting
time. When the maximum average waiting time gets smaller, it becomes more expensive
to further decrease it with one unit. The reason is that we need to invest in more
expensive spare parts or hire one more service engineer to decrease the average waiting
time since cheaper spare parts stock levels are already sufficiently high and changes in
other resources are needed to further reduce the average waiting time. This is typical for
the greedy (biggest bang for the buck) approach where initially cheap items are chosen
to contribute to a waiting time reduction.

We are also interested to see how the total average waiting time is divided among the
spare parts and service engineers for different service levels (Wmax) in the (sub)optimal
solution obtained by the integrated optimization (greedy heuristic). Figure 5.2 shows that
the (sub)optimal splitting fraction (α) may strongly fluctuate versus Wmax and is hardly
predictable. The drops in the optimal α value are when the number of service engineers
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Figure 5.2: Optimal splitting fraction as a function of maximum average total cost (service level).

decreases, see the dashed curve in Figure 5.1. Note that here we derive the optimal
splitting fraction from the final solution of the greedy algorithm. The exact optimal α
value may slightly differ from the values that we used in the chart. Nevertheless, it seems
that it is not easy to find a pattern in the behavior of the optimal splitting fraction as
a function of the service level.

In all the following experiments, the maximum average waiting time is equal to 4.5 hours.

Impact of the failure rates

Figures 5.3 and 5.4 show how the system reacts to changes in the failure rates, while
all other parameters remain fixed. The real failure rates are multiplied by a factor
Mλ∈ [0.25,5]. Figure 5.3 shows the change of the (sub)optimal costs per year versus Mλ.
As can be seen in the figure, the (sub)optimal total costs show an increasing relatively
smooth behavior as a function of the failure rate multiplier.

Figure 5.4 shows the optimal value of the splitting fraction, α as a function of Mλ.
The optimal α value is randomly changing and it seems hard to find a predictable pattern
with respect to the failure rates.

Impact of the average service time

We vary the engineers’ average service time from 5 to 60 hours. Similar to the results
displayed in the previous section, the total cost increases smoothly by increasing the
average service time, see Figure 5.5. However, this time the increase in the total costs
is almost entirely due to an increase in the service engineers hiring cost. The spare parts
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Figure 5.4: Optimal splitting fraction as a function of the failure rates multiplier.



94 Chapter 5. Case study and policy comparison

0

1000000

2000000

3000000

4000000

5000000

6000000

7000000

0 10 20 30 40 50 60

C
os

ts

Total costs Holding costs Hiring cost

Average service time (ℎ𝑟.) 

Figure 5.5: (Sub)optimal total costs and its components as a function of service engineers
average service time.

holding costs remain almost the same for different average service times. This suggests
that in case the average service time changes, we are able to stay close to the optimal
solution by only changing the number of service engineers.

Figure 5.6 shows, similar to Figure 5.4, a fluctuating behavior of the optimal α value
versus average service time. Note that the large changes in optimal α values in Figures 5.2,
5.4 and 5.6 corresponds to a change in the number of service engineers, see Figures 5.1,
5.3 and 5.5, respectively.

Impact of the service engineers hiring cost

As our last parameter sensitivity analysis, we explore how the total costs and the optimal
splitting fraction react to a change in service engineers hiring cost (O), see Figures 5.7
and 5.8. As expected, the total cost increases smoothly by increasing the hiring cost
parameter.

In contrast to previous charts, Figure 5.8 shows an easy to explain the behavior of
the optimal splitting fraction. The more expensive it is to hire service engineers, the
larger the percentage of the average total waiting time spent on waiting for the service
engineers (smaller α value). Although we see a more intuitive behavior compared to
previous sections, still it is hard to predict where the optimal splitting fraction drops
(the optimal solution changes) by increasing the service engineers hiring cost. By looking
at Figure 5.7, we see that at one point the spare parts holding costs increase as well.
This is reasonable; if engineers are more expensive, in order to satisfy the average waiting
time constraint, we may tempt to stock more spare parts instead of hiring more service
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Figure 5.6: Optimal splitting fraction (α) as a function of service engineers average service time.
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Figure 5.8: Optimal splitting fraction as a function of service engineers hiring cost parameter (O)

engineers. If we look at this point in Figure 5.8, we see it corresponds to the largest
change of the optimal α value. This is the case because at this point both the number
of service engineers and the spare parts stock levels change.

5.3 Policies comparison

In Chapters 3 and 4, an integrated spare parts inventory and service engineers planning
problem is studied but with different service policies. While in Chapter 3, a full emergency
shipment in case of spare parts stock out is considered, with a cost C per emergency
shipment, in Chapter 4 a backlogging policy for both spare parts and service engineers
is followed. We refer to the first policy as partial backlogging and the latter as full
backlogging. In this section, the full backlogging policy is compared with the partial
backlogging policy, and we investigate under which conditions each of these two service
policies results in lower optimal total service cost for the same service level. This
comparison is tested for the problem in the case study.

From the total cost definition, it is clear that the optimal total costs for the partial
backlogging policy increases in the emergency shipment cost, C, see Chapter 3. The
optimal total cost of the full backlogging model is obviously independent of the emergency
shipment cost. Therefore, if the optimal total cost of the partial backlogging model with
C=0 is less than the optimal total cost of the full backlogging model for the same service
level, it is easy to show the following proposition:
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Proposition 5.1. For any given maximum average waiting time value, if and only if the
optimal total costs of the partial backlogging model with C=0 is less than the optimal total
costs of the full backlogging model, there exists a threshold for the emergency cost, Cth, such
that for any emergency cost value below this threshold, the partial backlogging model results
in lower optimal total cost than the full backlogging model. For emergency cost values
above this threshold, the full backlogging model outperforms the partial backlogging model.

Note that, given C=0, the optimal total costs of the partial backlogging model is not
necessarily less than the optimal total costs of the full backlogging model. If in the partial
backlogging policy, the emergency shipment is not fast enough, the full backlogging policy
outperforms the partial backlogging policy even when the emergency shipment is free
(C=0).

We compare these two models for different values of the maximum average waiting
time (service level) and emergency cost, C, in the case study. Figure 5.9 shows how much
(in percentage) the optimal total service cost of the partial backlogging policy is higher
(positive) or lower (negative) than the optimal total service cost of the full backlogging policy
for different emergency shipment costs and maximum total average waiting times. The
blackish area is where the partial backlogging policy gives lower total service cost and the
whitish area represents the opposite result. The threshold property can be seen in Figure 5.9.
The highest difference between the two policies occurs when the maximum average waiting
time is high (low service level) and the emergency shipment cost value is in its extremes.

In summary, these results suggest that none of these two service policies, full and
partial backlogging, is always superior in terms of the optimal total cost. Depending on
the service level (maximum average waiting time) and the emergency shipment cost, one
of them outperforms the other one. For more expensive emergency shipment cost and
lower service level, the full backlogging policy becomes more preferable.

5.4 Conclusion

In this chapter, in a case study with 93 types of spare parts, we show that the solutions
of the integrated optimization algorithms presented in Chapters 3 and 4 can be up to
27% and 20% better than a separated optimization approach encountered in practice,
respectively. For the full backlogging policy model, we also show that the solution of the
greedy algorithm is always within 2% of the optimal solution. To get more managerial
insight, we check the sensitivity of the problem to different optimization parameters.
We show the fluctuating behavior of the optimal splitting fraction (α) versus different
parameters which indicates that a rule of thumb for splitting the maximum average
waiting time between spare parts and service engineers is not intuitive.

Finally, these two policies are compared to see in which conditions each of these two
service policies results in lower optimal total service cost for the same service level. This
comparison is tested for the problem in the case study. The result shows that none of
these two service policies, full and partial backlogging, is always superior in terms of the
optimal total cost. For more expensive emergency shipment cost and lower service level,
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the full backlogging policy becomes more preferable.
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Emergency supply contracting
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Chapter 6
Contracting in after-sales
service logistics - a review

In the second part of this dissertation, we extend the literature on multi-echelon after-sales
service logistics and spare parts inventory management from a centralized point of view to
the situation in which echelons are governed by independent parties. In after-sales service
logistics, to maintain a widely dispersed installed base, service points are kept both at
locations close to customers for fast supply times in case of failures, and at central stock
locations where stock is pooled both for resupplying the local stock points and possibly
for satisfying customer demand through an emergency shipment if the local stock points
are depleted. Such a structure is referred to as a multi-echelon structure. The amount
of literature on multi-echelon after-sales service logistics is extensive and dates back to
Sherbrooke [108], who developed the METRIC (Multi-Echelon Technique for Recoverable
Item Control) model. This research concerns the inventory of spare parts considering
the replenishment, transshipment and emergency shipments between different echelon
and service points for which various models for different scenarios have been developed.

In this part of the book, we extend the problems studied in Chapters 3 and 4 to the case
that different parties in the service supply chain are interested in their own profits. More
precisely, we study the situation in which the service provider has two options to serve repair
calls when his local resources (engineer or spare part) are not immediately available. In case
of spare parts stock out, the service provider can either wait for the regular replenishment
of parts from the central depot and follow the full backlogging policy (Chapter 4), or follow
the partial backlogging policy and reverts to an external emergency supplier who totally
takes care of the repair call (Chapter 3). He follows the one which brings him the highest
expected profit. An interesting problem arises when this external emergency supplier is
independent and interested in maximizing her own profit. In such a case, clear agreements
are necessary between the service provider and the emergency supplier. This problem
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is modeled and studied in Chapters 7 (full information scenario) and 8 (asymmetric
information scenario). Before introducing the models, in this chapter, we review the
literature on contracting in after-sales service logistics as well as more general supply
chains, in particular when not all parties are equally informed (asymmetric information).

6.1 After-sales service contracting

In order to align incentives between different parties in the supply chain, a wide diversity
of contracting strategies has been devised and implemented in industry. This, in turn, has
generated a significant stream of academic research in supply contracts; see the review
articles by Tsay et al. [121] and Cachon [23]. Studies on the upstream echelons of supply
chains actually belong to the pricing research domain in the business-to-business (B2B) area.
Pricing in B2B studies concerns the profit sharing between two industrial parties facing
each other in negotiations. Research in this area mainly sees pricing as a profit distribution
factor rather than an opportunity for collaboration between parties. Nevertheless, a new
approach in B2B pricing takes the supply chain management perspective into account
and studies how parties can alter the win-lose, zero-sum perspective, and adopt a win-win,
mutually beneficial approach. In our study, this is labeled as collaboration, which is
defined in the literature as close working relationships for creating mutual gains [34]. For
an interdisciplinary literature overview on supply chain collaboration in B2B pricing, we
refer to Formentini and Romano [47].

Pricing of services is usually more challenging than pricing of physical products, and the
interaction of parties in a service supply chain has not necessarily the same characteristics
and perspective as a traditional supply chain. There is a broad literature on Service
Supply Chain Management (SSCM) considering the interaction and the contracting
between different parties. For comprehensive recent reviews, we refer to Wang et al. [135]
and Choi et al. [32].

In the SSCM contract design literature, after-sales service has received less attention so
far. Game-theoretical approaches and service contracting have been incidentally studied
in the after-sales services and maintenance logistics literature especially in capital-intensive
industries. In these industries, uncertainties in cost and repair processes make it difficult
to ensure a promised service level and to quote a price for providing it. Performance-based
contracting (PBC), a novel approach in this area, is replacing traditional fixed-price and
cost-plus contracts to improve product availability and to reduce the cost of ownership
by tying a service provider compensation to the output value of his performance. The
basis of a PBC strategy is to structure a proper relationship to reward performance
instead of specifying the precise details of the underlying support services. For a review
on performance-based contracting, see Selviaridis and Wynstra [104].

PBC in the context of after-sales services in the aerospace industry is studied in Kim
et al. [66] and Guajardo et al. [50]. Kim et al. [66] focus on the trade-off between spare
parts management and investment in product reliability, by considering a variable failure
rate. They find that the spare asset ownership plays a key role in achieving a good
balance between inventory and reliability levels. Mirzahosseinian and Piplani [87] examine
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supply chain performance in relation to repairable parts services under performance-based
contracts. They develop an inventory model for a repairable parts system by varying
failure and repair rates. Typical after-sales service is the manufacturer’s warranty. If a
product fails during the warranty period, the customer makes a warranty claim, and the
manufacturer provides related after-sales service which may include repair or replacement,
incurring a warranty service cost. Warranty contract design in different industries has
been extensively investigated in the literature using game theoretical approaches, see e.g.
Balachandran and Radhakrishnan [16], Esmaeili et al. [45], Darghouth et al. [38], and
das Chagas Moura et al. [39]. PBC is a fundamentally different concept in which the
service provider is compensated based on the realized customer’s performance outcome
(asset availability) instead of the amount of resources utilized for repairs.

Most studies in after-sales services contracting aim at modeling the interaction of
the asset owner (customer) and the service provider, i.e. availability-based contracts,
for a detailed review, see Kashani Pour et al. [62]. Pricing contracts in the upstream
echelons of the after-sales service supply chains are often needed but are less studied.
In this dissertation, we address contracts in the higher echelon of after-sales services by
studying a game between a service provider and his emergency supplier. To the best of our
knowledge, the models that we present in this dissertation are the first attempt to analyze
the upstream contracting in after-sales logistics with joint resources. One closely related
literature to this area is the make-or-buy decision. The make-or-buy trade-off arises not
only in the field of production but also in the processes of service companies. Li et al.
[79] study the impacts of the make-or-buy service capacity decision in a decentralized
supply chain comprising a manufacturer and a retailer. The manufacturer supplies a
product to the retailer, while the retailer sells the product bundled with after-sales service
to consumers in a fully competitive market. The retailer can purchase service capacity
from the spot market or build it in-house. They find that the manufacturer’s sharing
of the cost with the retailer to build service capacity improves the profits of both parties.

Some studies apply game theory models in the maintenance planning and execution,
possibly with an integration with after-sales logistics. Jin et al. [60] use a principal-agent
framework to model the contract along with jointly optimizing the maintenance, the spare
parts inventory, and the repair capacity applying a game-theoretical approach. They
conclude that longer service contracts are preferred by suppliers because they allow the
supplier to save on the annualized inventory investment. Pascual et al. [96] consider a
mechanism to reach channel coordination over a finite time period. They present a model
to determine the optimal number of preventive maintenance interventions for a fixed term
contract using net present value analysis for the vendor, for the client, and jointly for
both parties in an integrated chain. In their model, the client requires a certain contract
length and number of preventive maintenance interventions, and the vendor proposes
a price for that contract. Hamidi et al. [53] present two game theory approaches for a
joint decision-making contract. In this study, the asset owner and the service agent need
to establish a fair service contract by jointly determining the preventive replacement and
part ordering times considering uncertain equipment failures. Other interesting papers
in maintenance and after-sales services contracting are Murthy and Asgharizadeh [90],



104 Chapter 6. Contracting in after-sales service logistics - a review

Jackson and Pascual [58], Wang [134], Karsten et al. [61], and Godoy et al. [49].

6.2 Contract design in supply chains with asymmetric
information

In this dissertation, we also study the pricing contracts between the service provider and
the emergency supplier in the presence of asymmetric information. This leads to the
design and development of screening contracts with a principal-agent model framework
for after-sales service logistics.

While most studies so far have focused on supply contracts for channels where each
party in the supply chain has complete knowledge regarding all the parameters across the
channel, there is now a growing interest in research on designing contracts for supply chains
where there is private information held by just one party. Cachon [23], Chen [29] and
Chan and Chan [27] provide reviews of this literature with a focus on information sharing
and coordination in supply chains. For a more recent review, we refer to Shen et al. [106].

The literature on contracting problems with asymmetric information can in general be
classified into two categories: screening problems where the principal is the uninformed
party and offers contracts to the agent (the informed party) to induce information
revelation, and signaling problems in which the principal is the informed party and
offers contracts to the agent (the uninformed party) to signal the true information. The
research reported in this paper belongs to the first category, therefore, we limit ourselves
to reviewing papers that study principal-agent supply chains with asymmetric information
in which the principal is uninformed (screening).

Corbett [36] generalizes the classic (Q,r) inventory model to the case of a supplier-retailer
supply chain with conflicting objectives and asymmetric information. The supplier makes
the lot-sizing decision (i.e., determines the value of Q) and incurs a fixed cost for each
batch produced, while the retailer determines the reorder point r and is responsible for
the holding and backorder costs incurred at the retail site. The author derives screening
solutions for two scenarios, namely where the supplier only knows the value of the fixed
cost, and where the buyer only observes his backorder costs. Under the full information
scenario, it is shown that the jointly optimal inventory policy is achievable. However,
when the principal cannot observe the agent’s internal cost, the centralized optimal
solution is not optimal for the principal.

Ha [52] studies a two-echelon supply chain in which a supplier offers several general
side-payment contracts in order to incite a retailer to share the information about his
cost parameters. The author shows that in a newsvendor environment in which there is
asymmetric information about the retailer’s costs, it is optimal for the supplier to not
service retailers whose costs exceed a cutoff level. Similarly, Corbett et al. [37] study a
setting in which a supplier is uninformed of the buyer’s internal cost. The authors assume
that the supplier determines the contract parameters and the buyer chooses his order
quantity and the retail price which in turn influences the demand of end consumers. They
discuss different types of side-payment contracts in which the supplier offers a transfer
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payment to the buyer for sharing the information regarding his cost structure.

Burnetas et al. [22] study the application of a menu of quantity discount contracts for a
supplier to screen the retailer’s demand information. They show that the supplier can earn
larger profits with an all-unit discount. Nevertheless, the proposed contracts do not allow
the supplier to extract the first-best channel profit. In contrast, in a manufacturer-retailer
system with private retail cost information, Shen and Willems [107] find that a set of
incentive-compatible contracts consisting of wholesale and buyback prices can coordinate
the channel (achieve the optimal centralized solution) for any retail cost.

Çakanyıldırım et al. [25] study the contract design and coordination problem in a
one-supplier and one-retailer supply chain in which the supplier has private knowledge on
her production cost. The supplier demands a reservation profit that depends on her unit
production cost (type-dependent reservation profit). A two parameters contract menu of
the order quantity and profit percentage is designed by the retailer and is offered to the
supplier. It is shown that information asymmetry alone does not necessarily cause channel
inefficiency and the menu mechanism can coordinate the supply chain as long as the
supplier reserved profit is neither much overvalued nor much undervalued. Babich et al.
[14] study a buyback contract design problem between a supplier and a retailer in which
the retailer has private information on demand. They show that offering the optimal
buyback contract by the supplier leads to a coordinated solution where the retailer gets
only his reservation profit.

Cao et al. [26] consider a game between a manufacturer (principal) and a retailer
with asymmetric cost information, where the manufacturer sells the products (to end
customers) through the retailer as well as through a direct channel. They assume that
the retailer cost is either of type low or high, but that information is not revealed to
the manufacturer. The impacts of asymmetric cost information on the equilibrium
strategies and profits of different partners have been investigated in detail. Xie et al.
[140] examine a service-oriented manufacturing supply chain with information asymmetry.
The manufacturer chooses the product quality and supplies the product to a retailer,
who further enhances the product with a particular value-added service before it is sold
to the consumers. The costumer’s satisfaction depends on the manufacturer’s chosen
quality and the retailer’s service level. They assume that the retailer possesses private
demand information. They explore different supply contracts, namely wholesale price, the
franchise fee and the retail price maintenance contracts, and identify the one that results
in the largest profit for each player and for the supply chain system. Zissis et al. [145]
study a two-node supply chain with one manufacturer producing a single product and
one retailer who orders and stores the same product in fixed quantities. They consider
the situation where there is some information asymmetry which disturbs the coordination
policy. A quantity discount contract is offered by the manufacturer to the retailer in which
the manufacturer decides on the discounting and the retailer decides on the quantity.
They proved that even with information asymmetry, perfect coordination is feasible under
specific conditions.

Kerkkamp et al. [64] analyze a principal-agent contracting model with asymmetric
information between a supplier and a retailer in a classical two-echelon EOQ setting.
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The retailer has the market power to enforce any order quantity. The supplier wants to
minimize her expected costs by offering a menu of contracts with side payments while she
has no full information on the retailer’s holding cost. They study the situation with two
or more types of retailers which have different reserved profits (default option). They
propose a sufficient condition which guarantees the existence of unique contracts in the
optimal solution for any number of retailer types.

In summary, depending on the dynamics of the system under study, the lack of
information on the principal side does not necessarily block the supply chain coordination.
The principal can sometimes achieve the centralized optimal solution using a menu-based
mechanism. However, she often needs to give the agent more than his reserved profit
to enable the coordination.

There are a few papers in after-sales service contracting which study the impact of
information asymmetry in supply chains. Li et al. [78] consider performance-based and
transaction-based contracts in an after-sales supply chain in which the information about
product reliability is only known by the asset owner. The uninformed supplier has to
design proper mechanisms by specifying service prices as well as repair capacities so as to
overcome the lack of information while maximizing profit. Li and Li [80] explore service
outsourcing with cost information asymmetry. Considering a service seller consigning
the service to a service vendor, they examine situations in which the vendor’s service cost
is either known or unknown to the service seller. They derive optimal contracts for both
situations and compare the findings in these two cases to generate insights. A pricing and
design problem about after-sales service contracts is investigated by Lan et al. [75], where
a retailer purchases products from a manufacturer and sells these products to consumers.
The sales cost is the retailer’s private information and can be mined by the manufacturer
via techniques from data analytics. They show that the manufacturer can always increase
profit if the retailer’s cost information is fully learned. Therefore, if the investment cost
for data analysis techniques is lower than the expected increase, the investment will be
valuable. In addition, they found that, if the expected profit increase is higher than a
threshold, the retailer will voluntarily disclose the sales cost information, which leads
to a win-win situation.

Product reliability is an important input for after-sales service contracting, so the
completeness of product reliability information to different parties is highly important.
However, in many cases, knowledge of product reliability is not equally shared throughout
the supply chain. This is particularly true when an independent supplier (not an OEM)
proposes to provide resources needed for maintaining old equipment that the customer
has operated for some time. The supplier does not have access to equipment usage data
or failure history, whereas the customer (or the local service provider), i.e., the long-term
owner and user of the product, has more accurate information about the product failure
rate. The opposite situation is possible as well: if the supplier is also the manufacturer
of the product and the product is new, the supplier might have better information about
failure rates collected during product development. This opposite setting is considered in
Bakshi et al. [15]. They consider an informed principal model and study how reliability
can be signaled in after-sales service contracts. See also Liu and Song [81] in which a
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screening mechanism is examined in warranty service design when the information on
the quality of the product is asymmetric.

One aspect that connects the after-sales service logistics with other supply chain
contracting literature is product quality management. There exist studies that investigate
contracting in supply chains where the product quality is only known by the manufacturer
or supplier. Chao et al. [28] analyze a situation in which the supplier effort affects the
quality level and thus affects the number of recalls after production. They analyze two
different types of cost-sharing contracts based on root cause analysis under symmetric
and asymmetric information settings. In the asymmetric information scenario, the quality
of the supplier’s product is not revealed to the manufacturer.

In conclusion, our model differs from the asymmetric information contracting literature
in various aspects. To the best of our knowledge, there is no paper considering the pricing
contracts for emergency supply in after-sales service logistics in the presence of information
asymmetry on asset reliability. Theoretically, our model has some features which are
rarely studied in the literature, as we will see in the next chapters. For instance, for the
supplier, it appears to be not always better to charge the highest possible price (because
of a sawtooth-like profit function, see Chapter 7). Furthermore, the LSP reservation profit
is a function of the failure rate (type-dependent), therefore it is hidden for the supplier.
The inclusion of hidden reservation profit and the sawtooth-like supplier profit function
makes the analysis different from the stream of literature on supply chain contracting with
asymmetric information and increases the structural complexity of optimal contract menus.
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Chapter 7
Contracting under the full

information scenario

7.1 Introduction

For companies operating with capital intensive equipment and products, such as advanced
manufacturing equipment, defense systems and airplanes, downtime is very undesirable,
therefore, they require very high service levels. Furthermore, the resources required in
maintenance services of these assets are usually expensive and require high investments
of service providers. Therefore, to meet a high target service level, it is from a cost
perspective often inefficient for a local service provider to fully rely on himself in serving
all repair calls and providing all required resources (by following the standard backordering
policy). In this case, the service provider needs an emergency channel for cases the
demanded resources are not available sufficiently fast.

In this chapter, we extend the models studied in Chapters 3 and 4 to the case that
different parties operating in the service supply chain each are interested in their own
profits. More precisely, we study the situation the service provider has two options to
serve repair calls when his local resources (engineer or spare part) are not immediately
available. In case of a spare parts stock out, the service provider can either wait for the
regular replenishment of parts from the central depot and follow the full backlogging
policy (Chapter 4), or follow the partial backlogging policy and reverts to an external
emergency supplier who then takes care of the entire repair call (Chapter 3). The service
provider will follow the policy that brings him the higher expected profit. An interesting
problem arises when the external emergency supplier is independent and interested in
maximizing her own profit. In such a case, clear agreements are necessary between the
first-line (local) service provider and the emergency supplier. In the following, we refer
to the emergency supplier as “she” and the local service provider (LSP) as “he”.
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Often, the original equipment manufacturers (OEMs) act as the emergency supplier
in such a setting. Alternatively, in a service logistics network consisting of different local
service providers each responsible for a different region, some of the larger service providers
in the network can act as emergency suppliers for the smaller ones. Recently, a new
stream of studies is looking at the impact of 3D printing on after-sales service logistics
and spare parts supply chain, see e.g. Khajavi et al. [65]. The model in this chapter
fits in this literature as well, by assuming that the emergency supplier manufactures the
requested spare parts on demand using additive manufacturing (3D printing).

The majority of studies in after-sales service supply chains and spare parts inventory
management takes a centralized point of view of a single player controlling the entire chain,
for a review, see Hu et al. [57]. In studies where contracts between multiple stakeholders
are involved, they typically concern the interaction between the asset owner (customer)
and the service provider [66]. Despite the increasing trend of activities outsourcing in the
service industry, it is surprising that the literature on upstream echelons of the service
supply chains is very limited. To the best of our knowledge, the model that we present
in this chapter is the first that analyzes the upstream contracting in after-sales service
logistics with multiple resources.

Due to various uncertainties in the equipment failures and the spare parts replenishment,
drafting a satisfactory contract between the service provider and the emergency supplier
can be quite complex. When looking at the problem from a game theoretic perspective,
we observe a nonzero-sum game with two players, namely, the emergency supplier and
the local service provider, in a principal-agent framework. For a review of studies in
two-players nonzero-sum games in supply chains in general, we refer to Leng and Zhu
[77]. We study different types of contracts between these two players. In the first type of
contract, we consider a Stackelberg game with price-only contract in which no negotiation
or cooperation between the players takes place. In this contract, the emergency supplier is
the principal and she first decides on the contract terms (here, the charge for an incidental
emergency shipment). Given the contract parameter, the LSP jointly chooses his spare
parts stock levels and the size of his service engineers team, if he accepts the contract.
But that will happen only if the contract yields a higher expected profit for the LSP
than when he follows the full backlogging policy (in which the supplier earns nothing
at all). Both players are interested in their individual profit and determine their decision
variables such that their own profit is maximized. This contract is used when the supplier
possesses a relative power over the local service provider and is not interested in any
negotiation. Nevertheless, there is a limit on incidental cost for the emergency supplier
above which the LSP rejects the contract and reverts to a full backlogging policy.

We propose a computationally efficient algorithm to find the Stackelberg equilibrium.
We show that the Stackelberg equilibrium (price-only contract) does not always result in the
highest profit that players can achieve. The best that can happen, namely the centralized
solution, is when the two players act as a single entity and jointly aim to maximize the profit
of the entire system (in which case it still has to be decided how to share that joint profit).
As a substitute for price-only contracts, revenue and cost-sharing contracts for coordination
(i.e. achieving a solution that guarantees a total profit equal to the optimal centralized
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solution) in manufacturer-retailer channels in supply chains are proposed in the literature,
see, for example, Kunter [73], van der Rhee et al. [124]. We investigate revenue-sharing
and cost-sharing contracts in which the emergency supplier and the local service provider
cooperate to earn more and jointly reach the centralized optimal solution. We show that
these cooperative games can always coordinate the service chain, i.e. result in a joint profit
equal to that of the optimal centralized solution. For each contract, we define the feasible
range of each contract parameter such that both players have an incentive to accept the
contract. Furthermore, we study how the risk of uncertainties is shared between the LSP
and the supplier and introduce the utility functions with which players can involve their
risks in their decision makings. A solution is proposed in which the player that is more
risk-sensitive will give up a portion of his or her expected profit, in order to have less risk.

To extend the model, we study the situation in which there exist several emergency
shipment options to which the LSP can send his emergency shipment requests. These
options can have different emergency replenishment rates and costs. For example, these
options can be fast and expensive emergency shipments or slow and cheap ones (e.g.,
because of using different transshipment modes). These options either belong to a
single supplier or they stem from different suppliers among which the LSP may choose.
We show that in the case of multiple emergency shipment options, depending on how
these options are offered to the LSP, i.e. from a single supplier or different competitive
or non-competitive suppliers, different options may be chosen. In the case of multiple
emergency shipment options, reaching system coordination, even by following a cooperative
game, is not guaranteed, unless the options are offered by competitive suppliers.

In summary, our contributions in this chapter are as follows:

� We study a novel contracting model in the upstream echelon of an after-sales service
network.

� We combine the coordinated contracting in the after-sales service chains with the joint
planning of resources.

� We propose an original computationally efficient algorithm to find the equilibrium
solution in a Stackelberg game between the local service provider and the emergency
supplier.

� We analyze the risk involved in this game and find a solution with which the players
can incorporate the risk in their decision making.

� We examine the situation where there are multiple emergency shipment options with
different rates and prices, and propose an approach to select the best option in different
scenarios.

This chapter is structured as follows. We present our model in Section 7.2. The
Stackelberg equilibrium game is studied in Section 7.3. We discuss the centralized solution
in Section 7.4 and present two types of contracts to coordinate the system. We examine
the risk of uncertainties in cooperative contracts in Section 7.5. In Section 7.6, the
potential benefit of coordination is presented in a numerical study. We study the situation
with multiple emergency shipment alternatives in Section 7.7. In Section 7.8 conclusions
are drawn.
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7.2 Model description

We consider a single local service provider maintaining a group of systems in a service
region and an emergency supplier to which the local provider may revert incidentally to
serve a repair call. The local service provider serves a repair call immediately when both
the requested spare part and a service engineer are available. Upon a failure, if the spare
part is in stock but no service engineer is immediately available, a backlogging policy for
the service engineers with part reservation is followed. If, however, the requested spare part
is not in stock, irrespective of the service engineers utilization, both the spare part and the
service engineer are satisfied by an external emergency supplier (outsourcing) at a high cost.
We call this policy the partial backlogging (Chapter 3). A maximum accepted average
waiting time is defined for the total waiting time in the service region. Waiting times are
caused by either the queueing for service engineers or the lead time needed by an emergency
shipment. There is no priority over different spare part types, and the backorders in the
service engineers queue are served according to the FCFS policy. For the case in which the
emergency shipment cost is given and the external emergency channel has an unlimited
supply capacity, this problem is studied in Chapter 3. A related model under a full
backlogging policy is studied in Chapter 4 in which the repair calls are backlogged when the
requested spare parts or the service engineers are not immediately available. Similar to the
model in Chapter 3, in the case the part is available but all the service engineers are busy,
the part is reserved and the repair call is backlogged for service engineers (part reservation).

Basic assumptions made in Chapters 3 and 4, i.e. base stock (S,S−1) spare parts
inventory policy, Poisson failure arrival process, and exponential spare parts replenishment
time and repair time also hold in this chapter. The local service provider receives a fixed
income U per period of time based on the service level agreement with the asset owner
(which is considered as given in this chapter). A summary of notations is given in Table 7.1.

Suppose the emergency spare parts and service engineers are satisfied by an external
emergency supplier who is interested in maximizing her own profit and the local service
provider needs to make a contract with her. Suppose T is the transaction cost per time unit
which the LSP needs to transfer to the supplier based on the contract. This transaction
cost can be a function of the emergency repair call (failure) rate (for calls the LSP
transfers to the supplier) or, in more complicated contracts, a function of both the spare
parts stock level and the size of the service engineers team (as we will see in Section 7.4).
Obviously, both the service provider and the emergency supplier prefer to make more
profits by signing the individually most favorable service contract. However, to obtain the
best result for any player, the possible decision of the counterpart needs to be considered.

The local service provider decides on his spare parts stock levels and the number of
service engineers he hires such that he maximizes his own profit. His decision depends
on the transaction cost he needs to transfer to the supplier for providing the emergency
shipments. The contract transaction cost can be a function of the number of spare parts and
service engineers. Eq. (7.1) defines the expected local service provider profit per time unit.

LP=U−
∑
k

SkHk−EO−T (S,E) (7.1)
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Table 7.1: Summary of notations

Input parameters:
Spare parts k :1, . . . ,K
λ Total failure rate of the system
pk Probability that the repair call needs a type-k spare part; λk=pkλ
νk Regular replenishment rate for type-k spare parts
νemk Emergency replenishment rate for type-k spare parts
µk Service rate for type-k repair jobs (i.e. the reciprocal of the expected repair time)
Hk Holding cost of type-k spare parts, per item per time unit (incurred for parts in stock

and in the pipeline)
O Cost of hiring a service engineer per time unit
U Local service provider fixed income per time unit
d Internal cost the supplier incurs for each emergency shipment
Decision variables:
Sk Base stock level for type-k spare parts; S={S1,...,SK} is the vector of spare parts

stock levels
E Number of service engineers hired
C Cost the local service provider needs to pay to the supplier per emergency shipment
β Fraction of the LSP internal revenue (cost) that is transferred to (paid by) the

supplier in a revenue-sharing (cost-sharing) contract
V A fixed amount the LSP pays to the supplier in a cost-sharing contract
Auxiliary variables:
γ(S) Total arrival rate of repair calls to the service engineers queue (a function of the

spare parts stock levels)
WGγ/H/E Expected waiting time of calls in the LSP service engineers queue; a multi-server queue

with a generalized arrival process with a rate γ, E servers, and a hyper-exponential
service time

W(S,E) Total expected waiting time of all repair calls (failures), which includes the expected
waiting time for service engineers and for emergency replenishments (a function of
the spare parts stock level and the number of service engineers)

λL(S) Emergency (over-flow) failure rate: the arrival rate of repair calls that are satisfied
by the emergency supplier (a function of the spare parts stock levels)

T (S,E) Transaction cost that the LSP needs to transfer to the supplier in an emergency
supply contract per time unit

Similar to the basic models in the first part of the book, there is a constraint on
the average waiting time of repair calls that the LSP needs to satisfy when deciding
on S and E. The income of the LSP is fixed and independent of his decision variables.
Therefore, maximizing his profit is equivalent to minimizing his total cost. Hence, for
a given transaction cost (agreed with the supplier), the LSP problem gives

(PLSP) min
S,E

LC = min
S,E

∑
k

SkHk+EO+CλL(S),

subject to W(S,E)≤Wmax,
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where

W(S,E) =
γ(S)

λ
WGγ/H/E+

∑
k

pkP
L
k (Sk)

νemk
, (7.2)

PLk (Sk) =
ρ
Sk
k /Sk!∑Sk
i=0

ρik/i!
, (7.3)

ρk =
λk
νk
, (7.4)

γ(S) =
∑
k

λk
(
1−PLk (Sk)

)
. (7.5)

The number of parts in the replenishment pipeline for spare part type-k can be modeled
as a M/M/Sk/Sk queue. Then, it is easy to show that Eq. (7.3) gives the loss probability
(Erlang B formula) for type-k spare parts. Eq. (7.2) gives the total average waiting
time of the repair calls. It is the summation of the average waiting time for emergency
shipments, which is basically equal to the loss probability times the emergency shipment
meantime, and the average waiting time of repair calls in the service engineers queue.
Finding the average waiting time in the service engineers queue is not straightforward.
Different methods for calculating the WGγ/H/E are proposed in Chapter 3. Finally, γ(S)
shows the failure arrival rate to the service engineers queue. It is less than the total
failure rate λ, since a fraction of the repair calls is satisfied by the emergency supplier.

The incurred cost for the supplier for (occasionally) taking over the service from the
local service provider is a demand-dependent (per shipment) cost. It is assumed that the
emergency supplier always has the demanded spare parts and service engineers available
immediately. There are different scenarios which make this assumption justified. This
problem can be a part of a bigger supply chain in which the emergency supplier (OEM or
larger service provider) serves many other service providers, and because of the pooling
effect, there are always ample spare parts and service engineers available on her side. But
there also exist situations in which the emergency supplier is able to produce the spare
parts on demand, e.g. using additive manufacturing [113]. The emergency supplier is
interested in her own profit which is formulated as:

SP=T (S,E)−dλL(S), (7.6)

where λL(S) is the emergency repair call (failure) rate and is given by

λL(S)=
∑
k

λkP
L
k (Sk). (7.7)

Note that the emergency failure rate, λL(S) is a function of the LSP spare parts stock level.
The game between these two players can be modeled in different scenarios and with

different types of contracts and transaction costs. In the following sections, the different
flavors of this game between the LSP and the supplier are investigated. In Section 7.3,
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a Stackelberg game between the two players is studied in a principal-agent framework
with a price-only contract. The centralized solution is investigated in Section 7.4 and two
cooperative games, namely, revenue-sharing and cost-sharing contracts are introduced,
in which both players can earn more and achieve the centralized optimal solution.

7.3 Stackelberg game with price-only contract

In this section, we study the situation where the emergency supplier possesses a certain
power over the LSP to design the contract parameters. The contract has only one
parameter, which is the incidental emergency shipment cost the supplier charges the LSP
for each emergency call, i.e., the transaction cost gives

T (S,E)=CλL(S). (7.8)

In the economics literature, this framework is called a principal-agent model in which
the principal (emergency supplier) designs the contract and the agent (LSP) follows and
defines his decision variables based on the given contract terms. In this model, we assume
that the local service provider acts rationally, i.e. he uses an optimal setting of S and E for
any emergency shipment cost values, C. This problem can be modeled as a Stackelberg
game [116] between the supplier and the LSP. To find an equilibrium of a Stackelberg
game (Stackelberg equilibrium) we need to solve a dynamic two-period problem via
backward induction. First, for a given emergency shipment cost C, the local service
provider decides on his (sub)optimal spare parts stock level and the number of service
engineers. Therefore, the LSP problem (total cost minimization) is defined as follows

(PPO
LSP) min

S,E
LC = min

S,E

∑
k

SkHk+EO+CλL(S), (7.9)

subject to W(S,E)≤Wmax. (7.10)

The emergency failure rate λL(S) is a decreasing function in the spare part stock levels.
The objective function (7.9) is a convex function in the spare part stock levels. Note
that the average waiting time (W(S,E)) is not a monotone function in the stock levels
of spare parts. Yet, it is decreasing in the number of service engineers, E. The problem
(PPO

LSP) is studied in Chapter 3 and can be solved numerically with a greedy heuristic.
Let S∗, E∗ and λ∗L be the (sub)optimal values for a given C:

S∗(C) (7.11)

E∗(C) (7.12)

λL(S∗(C)) = λ∗L(C) (7.13)

Then, knowing the LSP response to any value of the emergency shipment cost, the
supplier chooses a C value that maximizes his profit. The supplier expected profit given
the price-only contract gives:

SP=(C−d)λ∗L(C) (7.14)
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In a principal-agent platform game, the agent will accept the contract if the profit he
earns is not less than his outside opportunity (reserved) profit. In this problem, the outside
opportunity or alternative for the local service provider is switching to the full backlogging
policy where the failures will be backlogged in the case the spare parts or service engineers
are not immediately available. The LSP problem with the full backlogging policy is
studied in Chapter 4. Without loss of generality, we assume that the emergency supplier
reserved profit is 0. In Chapter 5, it is shown that for any given maximum average waiting
time, Wmax, there is a threshold for the emergency shipment cost, Cth, such that for any
emergency shipment cost equal and greater than this threshold, the full backlogging policy
outperforms the partial backlogging policy. It means, in this Stackelberg game model, if
the supplier decides to charge an emergency shipment cost higher than this threshold, the
LSP will switch to the full backlogging policy and will decline the contract. Therefore,
this threshold is the maximum value that the supplier can charge for emergency shipment
cost in the contract, otherwise, she loses the business and earns nothing. Hence, we add
this as a constraint for the supplier maximization problem:

(PPO
S ): max

C
SP = max

C
(C−d)λ∗L(C)

C≤Cth,

where Cth is the emergency shipment cost threshold above which the full backlogging
policy gives higher profit (lower total cost) for the local service provider than the partial
backlogging policy. To find the threshold value, we need to find the emergency shipment
cost value with which the partial backlogging model gives the same optimal total cost
value as the full backlogging policy. It is obvious that the optimal total cost of the partial
backlogging model is increasing in the emergency shipment cost, therefore, we can use
a bisection search to find the Cth. As discussed in Chapter 5, for some cases the full
backlogging policy outperforms the partial backlogging policy even for C=0. In this case,
the LSP is better off with the full backlogging policy, and having any contract with the
emergency supplier is not beneficial for him. In the following analysis, we assume that
there always exists a positive emergency shipment threshold value Cth. In addition, we
assume Cth>d, otherwise, the emergency supplier can not offer any price-only contract
that results in a positive expected profit for her.

To find the Stackelberg equilibrium, i.e., the optimal emergency shipment cost, we
need a numerical procedure. Since the LSP problem does not have a solution in closed
form, solving this problem analytically is not possible. The first method that one may
use is an exhaustive search on the emergency shipment cost in the range of d to Cth
to find the value that maximizes the supplier’s profit. However, it is obvious that this
approach becomes computationally intractable when the problem gets larger. To find
a more efficient way, we need to first analyze the problem.

For any given C, problem (PPO
LSP) yields the optimal spare parts stock levels and

the optimal number of service engineers. By increasing the emergency shipment cost,
the solution may stay the same for a while, until the change of spare parts inventory
and service engineers hiring cost (internal cost) becomes less costly than the change in
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Figure 7.1: Optimal emergency (loss) rate as a function of emergency shipment cost for
Example 7.1.

emergency shipment cost, i.e.,[
S(C+ε)−S(C)

]
H+

[
E(C+ε)−E(C)

]
O < CλL(S(C))−(C+ε)λL(S(C+ε)),

(7.15)
where

λL(S(C))=λ∗L(C). (7.16)

S(C)H is the optimal inventory holding cost, E(C)O is the optimal hiring cost of the
service engineers given the emergency shipment cost C, and ε is a very small positive
number. In this point, the solution changes and the emergency failure rate decreases. This
suggests that the optimal emergency failure rate, λ∗L(C), is a decreasing step function
in emergency shipment cost. Figure 7.1 shows this behavior for the example below with
one type of spare part:

Example 7.1. λ= 1/day, ν = 0.2/day, µ= 0.5/day, νem = 3/day, O = e100/day,
H=e110/day, Wmax=0.15 day, d=e500, U=e2000.

This makes the supplier profit, given in Eq. (7.6), a linear step-wise function of the
emergency shipment cost, see for example Figure 7.2. Hence, it is obvious that the
optimal emergency shipment cost that maximizes the supplier profit, will be either among
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Figure 7.2: Supplier profit as a function of emergency shipment cost for Example 7.1.

the peak points in Figure 7.2 (or equivalently one of the drop points in Figure 7.1) which
is less than Cth, or the highest feasible C value, i.e., the Cth value. It means, if we could
find the drop points (the emergency cost values at which the optimal emergency failure
rate will drop), we only need to search among these points to find the optimal emergency
shipment cost. First, let us formally define the drop points:

Definition 7.1. In a given range of [0,Cth], there is a finite set of emergency shipment
cost values δi∈∆(Cth) such that

λ∗L(δi+ε) 6=λ∗L(δi)

where λ∗L(C) is the optimal emergency failure rate the LSP sends to the supplier given
the emergency shipment cost C and ε is a small positive number. Such a δi value is called
a drop point and ∆(Cth) is the set of all drop points in the range of [0,Cth].

In Appendix 7.A, we introduce an efficient way to find the drop points in a given range.
In this method, we only solve the greedy algorithm of the LSP problem twice, which
means that this procedure is computationally efficient. The supplier profit function (7.14)
is a piece-wise linear function in the emergency shipment cost which can be reformulated
as follows
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SP=


(C−d)l1 0≤C≤δ1,
(C−d)l2 δ1<C≤δ2,
...

(C−d)ln δn−1<C≤Cth,

(7.17)

where δis are the drop points which are introduced in Definition 7.1 and li, i=1,...,n is
the emergency failure rate given that the emergency shipment cost is between δi−1 and
δi. Given this formulation, it is easy to show that

Proposition 7.1. The optimal solution of the Problem PPO
S is either found at one of

the drop points in the sets ∆(Cth) or at the Cth value.

The proofs of propositions are given in Appendix 7.C. In the next section, first, we
examine the optimal centralized solution as the benchmark. Later on, we introduce two
cooperative contracts with which the players are able to achieve the coordinated solution
in this game.

7.4 Centralized solution and cooperative contracts

In this section, we are interested to see how much the two parties together can earn if the
decisions are made centrally. Furthermore, we investigate with what procedure, we can
lead the parties to change their decisions based on the solution of the Stackelberg game
to the optimal centralized solution using cooperation (Sections 7.4.1 and 7.4.2). First,
we need to find the optimal solution in the case the decision is made centrally. For that,
the problem is to maximize the total profit in the system while satisfying the maximum
average waiting time constraint.

(PC) max
S,E

TP = max
S,E

U−
∑
k

SkHk−EO−dλL(S) (7.18)

W(S,E)≤Wmax (7.19)

A close to optimal solution of this problem can be found using the greedy heuristic
procedure introduced in Chapter 3. The problem (PC) has the same structure as the
local service provider problem, (PPO

LSP), in the Stackelberg equilibrium setting. More
precisely, the centralized solution can be found by solving the local service provider’s
total cost minimization problem where the emergency cost is d (incidental emergency
shipment cost the supplier incurs per shipment). Therefore, by definition, the centralized
solution always gives equal or higher total profit than the summation of the LSP and
the supplier profits in the price-only Stackelberg equilibrium. However, still, a question
is how to share the total profit in the centralized solution. Therefore, a framework is
needed to lead the players to the centralized solution but at the same time, gives them a
strategy to share the profits. If a contract is able to align decision variables to accomplish
the optimal centralized solution, we say it coordinates the system.
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As we expected, numerical experiments show that the spare parts stock levels and
the number of service engineers in the centralized solution generally, but not always,
differ from those of the Stackelberg solution. We can test this for Example 7.1. In this
example, the total profit in the centralized solution is equal to e960.8 and the Cth is
equal to e2855.2 (see Section 7.3). In the Stackelberg equilibrium, the optimal value for
the emergency shipment cost is e2179.5 (chosen by the supplier). This makes the LSP
and the supplier profits e567.3 and e202.4, respectively. Therefore, the total profit in
the Stackelberg solution is e769.7 which is lower than the total centralized profit. This
means the coordination between the supplier and the LSP increases the total profit with
960.8−769.7=e191.1 (24.8%). By solving the centralized problem, we find a different
spare part stock level and number of service engineers than those of the Stackelberg
solution. In the case that the centralized and the Stackelberg problems result in the same
spare parts stock levels and the number of service engineers, there will be no benefit from
the coordination. We expect that obtaining the same result in the centralized and the
Stackelberg solutions becomes less likely in larger problems.

We are interested to design a contract in which players achieve all benefits of the
coordination. In other words, a framework which forces players to always act towards the
centralized solution. That is possible if both players benefit from this contract. To achieve
the coordination, we investigate cooperative games. Players will agree on a cooperation
contract in which both earn, and the benefit of this cooperation will be divided among
them fairly, but what is fair? In the next two sections, we propose two ways of cooperation
between the local service provider and the emergency supplier.

7.4.1 Revenue-sharing

Suppose the local service provider and the supplier agree on a revenue-sharing contract
such that the LSP transfers a fraction β of his internal revenue to the supplier; β∈ [0,1].
The LSP’s internal revenue can be calculated by subtracting the spare parts holding and
the service engineers hiring costs from his income (U), i.e. his total revenue excluding
the emergency shipment cost. With this contract, the LSP and supplier profit functions,
and the contract transaction cost are as follows:

LP = (1−β)

(
U−

∑
k

SkHk−EO
)
−CλL(S), (7.20)

SP = β

(
U−

∑
k

SkHk−EO
)

+(C−d)λL(S), (7.21)

T (S,E) = β

(
U−

∑
k

SkHk−EO
)

+CλL(S). (7.22)

With a simple condition, this revenue-sharing contract can coordinate the system:
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Proposition 7.2. Suppose the LSP and the emergency supplier agree on a revenue-sharing
contract in which the LSP transfers a fraction β of his internal revenue to the supplier
and in return, the supplier agrees to set the incidental emergency shipment cost equal to

C=(1−β)d. (7.23)

In this case, any value of β∈ [0,1] will coordinate the system, i.e., it results in the same
solution (spare parts stock levels and the number of service engineers) as the optimal
centralized solution.

When C=(1−β)d, the profits of the LSP and the supplier become a multiplier of
the total profit in the centralized model (TP), i.e.,

LP = (1−β)TP, (7.24)

SP = βTP. (7.25)

It means the β value determines the profit sharing ratio between the LSP and the supplier.
It is obvious that this contract is acceptable for both players if it is more profitable than
the Stackelberg game for each of them. Therefore, a β value must be chosen that makes
this revenue-sharing contract attractive for both players.

Proposition 7.3. In the revenue-sharing contract described in Proposition 7.2, the LSP
and the emergency supplier accept the contract iff there exists a β such that

◦
SP
•

TP
≤β≤1−

◦
LP
•

TP
, (7.26)

where
•

TP is the optimal total profit in the centralized problem,
◦

LP is the optimal LSP

profit and
◦
SP is the optimal supplier profit in the Stackelberg problem.

The range
[ ◦
SP
•

TP
,1−

◦
LP
•

TP

]
is always non-empty, and there always exists a value for β in

[0,1] which satisfies the condition in (7.26).

A revenue-sharing contract with a sharing fraction (β) value within the range in (7.26)
and C=(1−β)d will coordinate the system and make the expected profits of both players
higher than those of the Stackelberg game. The supplier, however, has another motivation
to sign this revenue-sharing contract. By setting the emergency shipment cost value less
than her own cost and in return, receiving a fraction of the LSP internal revenue, the
supplier is actually exchanging some part of her stochastic profit with a certain amount
(a fraction of the LSP internal revenue). Therefore, she will have less risk in this contract.
We study the risk that each player bears in this contract in Section 7.5 in more detail.

The question that remains is what value of β in this feasible range should be chosen?
The higher the β value, the higher the supplier profit. In the cooperation, they together

earn as much as
•

TP value in total. Hence, the benefit of cooperation, BC is equal to

BC=
•

TP−(
◦
SP+

◦
LP). (7.27)
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In the proposition below, one possible approach for sharing the benefit is described in
which the benefit of cooperation is divided evenly between the players.

Proposition 7.4. In a coordinated revenue-sharing contract, choosing the β value in
(7.28) and C=(1−β)d results in a solution in which the benefit of coordination is divided
evenly between the LSP and the supplier:

β =

◦
SP+

•
TP−

◦
LP

2
•

TP
. (7.28)

This β value is always feasible, i.e. satisfies the condition in (7.26). Using this sharing
fraction value makes the expected profits of the LSP and the supplier as follows:

LP =

◦
LP+

•
TP−

◦
SP

2
, (7.29)

SP =

◦
SP+

•
TP−

◦
LP

2
. (7.30)

It is easy to show that the β value in (7.28) is actually the middle point of the β
feasible range defined in (7.26), so the solution of this approach is in the core of the
problem (i.e., it is a feasible solution). It is worth noting that dividing the benefit of
the cooperation evenly actually gives the same solution as the Shapley value which is
a well-known benefit sharing concept in cooperative game theory [see e.g. 105].

The revenue-sharing contract works when the supplier has full information about the
LSP revenue. The information which the supplier needs in order to learn the LSP revenue
are: the failure rates, the service level (maximum average waiting time), the LSP’s internal
costs (spare parts holding cost and service engineers hiring cost), and the LSP income
U . If the supplier does not have full information on one of these parameters, the contract
should be redesigned. In the interesting case where the income of the LSP, U , is not
revealed to the supplier, e.g. because either the LSP does not want to share his income
information or the supplier does not fully trust LSP’s information, a different contract
should be considered. One way to do that is to propose sharing cost instead of sharing
revenue, as explained in the next section.

7.4.2 Cost-sharing

In case the income of the LSP, U , is unknown for the emergency supplier, having a
revenue-sharing contract is not possible. Alternatively, the players can use a cost-sharing
contract form in which they agree on sharing a fraction of the LSP internal cost. However,
in order to satisfy the individual rationality (IR) constraint for both players, they need to
add a new parameter V , which is a fixed amount the LSP pays to the supplier. Therefore,
in a cost-sharing contract, the LSP asks the supplier to pay for a fraction of the sum
of his spare parts holding cost and service engineers hiring cost (internal cost) and in
return, he pays a fixed amount to the supplier. Let β denote the fraction of the LSP
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internal cost that the supplier must pay, and let V be a fixed amount that the LSP pays
to the supplier. With this contract, the LSP cost function, the supplier profit function,
and the contract transaction cost are as follows

LC = V +(1−β)

(∑
k

SkHk+EO

)
+CλL(S), (7.31)

SP = V −β
(∑

k

SkHk+EO

)
+(C−d)λL(S), (7.32)

T (S,E) = V −β
(∑

k

SkHk+EO

)
+CλL(S). (7.33)

Similar to the previous section, the proposition below shows that, with a simple condition,
this cost-sharing contract always coordinates the system:

Proposition 7.5. Suppose the LSP and the emergency supplier agree on a cost-sharing
contract in which the LSP gets a fraction β of his internal cost from the supplier and
in return, he pays a fixed amount, V , to the supplier. If the supplier agrees to set the
incidental emergency shipment cost equal to

C=(1−β)d, (7.34)

then, any values of β∈ [0,1] and V coordinate the system, i.e., they result in the same
solution (spare parts stock levels and the number of service engineers) as the optimal
centralized solution.

By having the condition C=(1−β)d, the LSP expected cost, LC , and the supplier
expected profit, SP, become a multiplier of the total cost in the centralized problem plus
a fixed term.

LC = V +(1−β)TC , (7.35)

SP = V −βTC . (7.36)

It means the β and V values determine the profit sharing ratio between the LSP and
the supplier. Nevertheless, β and V need to be chosen such that both players accept
the contract. Both the LSP and the supplier should earn at least the amount that each
can earn in the Stackelberg game.

Proposition 7.6. In the cost-sharing contract described in Proposition 7.5, the LSP
and the emergency supplier accept the contract iff

β ∈ [0,1], (7.37)
◦
SP+β

•
TC≤ V ≤

◦
LC−(1−β)

•
TC , (7.38)



124 Chapter 7. Contracting under the full information scenario

where
•

TC is the optimal total cost of the system in the centralized problem,
◦

LC is the

optimal cost of LSP and
◦
SP is the optimal profit of the supplier in the Stackelberg problem.

The range
[ ◦
SP+β

•
TC ,

◦
LC−(1−β)

•
TC
]
is always non-empty, and there always exists

a value for V which satisfies the condition in (7.38).

Similar to the revenue-sharing contract, a question here is that which value for V in
this range should be chosen. The higher the V value, the higher the supplier profit. The
proposition below shows an approach in which the players decide to share the benefit
of the cooperation evenly:

Proposition 7.7. In a coordinated cost-sharing contract, choosing the V value in (7.39)
and C=(1−β)d results in a solution in which the benefit of coordination is divided evenly
between the LSP and the supplier:

V =

◦
SP+

◦
LC+(2β−1)

•
TC

2
. (7.39)

This V value is always feasible, i.e. satisfies the condition in (7.38). In this case, the
LSP expected cost and the supplier expected profit are as follows:

LC =

◦
SP+

◦
LC+

•
TC

2
, (7.40)

SP =

◦
SP+

◦
LC−

•
TC

2
. (7.41)

It is easy to show that the V value in (7.39) is the mid value of its feasible range which
trivially satisfies (7.38). This approach gives the same solution as the Shapley value.
One specific case of the cost-sharing contract is when β=0. In this case, the contract
parameters are:

C = d, (7.42)
◦
SP ≤ V ≤

◦
LC−

•
TC . (7.43)

Since β=0, there is no sharing in cost. The LSP will pay a fixed amount V as specified
above, and in return, the supplier accepts to charge him d for each emergency shipment.
The Shapley value for V , in this case, is equal to

Vβ=0 =

◦
SP+

◦
LC−

•
TC

2
. (7.44)

7.5 Risk and utility functions

In the revenue and the cost-sharing contracts, although the contract parameters are
determined based on nominal (expected) values, the amount which each player earns will
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depend on the realized number of failures. For the LSP, it is obvious that if the realized
number of failures becomes more than its predetermined rate, he earns less. Moreover,
in both contracts, since C<d, a number of failures larger than its predetermined rate
will have a negative effect on the supplier profit as well. Therefore, the risk of having
more failures will be shared, not necessarily equally, between the LSP and the supplier
in the revenue and the cost-sharing contracts.

To calculate the risk of the LSP and the supplier profits, we need to find the variance of
the emergency failure arrival process. Although the failure arrival process is assumed to be
as a Poisson process, the emergency failure arrivals do not form a Poisson process anymore
(because of the spare parts stock impact), see Chapter 3. Finding the variance of the
emergency failure arrivals needs some complex analysis. In Appendix 7.B, we show how to
calculate the variance of the emergency failure arrival process. Suppose its variance is given
as V ar(AL). The proposition below gives the variance of the LSP and the supplier profits.

Proposition 7.8. For the revenue and the cost-sharing contracts described in Propositions 7.2
and 7.5, given a value of β, the variances V ar(LP) and V ar(SP) satisfy

V ar(LP) = (1−β)2d2 V ar(AL), (7.45)

V ar(SP) = β2d2 V ar(AL). (7.46)

Risk in revenue-sharing contract Suppose, in the revenue-sharing contract, the
players are interested to involve their risks in choosing the right sharing fraction, β. The
feasible range of β is determined as stated in (7.26). In this case, to see what value of β in
this range should be chosen, players decide based on their utility instead of their expected
profit. The definition below gives the utility functions of the LSP and the supplier in
the revenue-sharing contract.

Definition 7.2. Suppose the risk aversion factors rL and rS determine the risk sensitivity
of the LSP and the supplier, respectively. Hence, the utility functions of the LSP and
the supplier in a revenue-sharing contract are as follows

UL = LP−rLV ar(LP)=(1−β)
( •
TP−(1−β) rL d

2 V ar(AL)
)
, (7.47)

US = SP−rSV ar(SP)=β
( •
TP−β rS d2 V ar(AL)

)
. (7.48)

This form of utility function has been widely used in recent literature, see Chiu and
Choi [31]. Each player is attempting to optimize his or her own utility. The proposition
below gives us the β values that optimize the LSP and the supplier utility functions,
which are not necessarily equal.

Proposition 7.9. Given the utility functions in Definition 7.2, β∗L and β∗S give the



126 Chapter 7. Contracting under the full information scenario

optimal sharing fraction values for the LSP and the supplier utility functions respectively:

β∗L =



◦
SP
•

TP
if 0<RL≤L1

2RL−
•

TP

2RL
if L1<RL≤L2

1−
◦

LP
•

TP
if RL>L2

(7.49)

β∗S =



1−
◦

LP
•

TP
if 0<RS≤ξ1

•
TP

2RS
if ξ1<RS≤ξ2

◦
SP
•

TP
if RS>ξ2

(7.50)

where

RL = rLd
2V ar(AL), (7.51)

RS = rSd
2V ar(AL), (7.52)

L1 =

•
TP2

2(
•

TP−
◦
SP)

, (7.53)

L2 =

•
TP2

2
◦

LP
, (7.54)

ξ1 =

•
TP2

2(
•

TP−
◦

LP)
, (7.55)

ξ2 =

•
TP2

2
◦
SP

. (7.56)

As stated in Proposition 7.9, the LSP and the supplier have not always aligned
objectives in their utility, i.e., the β values that maximize the LSP and the supplier utility
functions are not necessarily the same. Nevertheless, the proposition below gives the
optimal β value when there is a unique optimal solution (the optimal solutions for the
LSP and the supplier are the same) for the sharing fraction value β:

Proposition 7.10. Given the utility functions in Definition 7.2, there is a unique
optimal solution for the sharing fraction value β under the conditions specified. β∗ gives
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the solution that optimizes both the LSP and the supplier utility function.

β∗=



◦
SP
•

TP
if 0<RL≤L1 and RS>ξ2

1−
◦

LP
•

TP
if RL>L2 and 0<RS≤ξ1

•
TP

2RS
if L1<RL≤L2 and ξ1<RS≤ξ2 and

2RL−
•

TP

2RL
=

•
TP

2RS

(7.57)

where RL,RS,L1 ,L2 ,ξ1 and ξ2 are defined in Proposition 7.9.

If the LSP and the supplier have conflicting objectives, i.e. the optimal β value for
the LSP and the supplier utility functions are not the same, different approaches can
be followed. One of the players may have more power in the negotiation, and he or
she will determine a value for β in this conflicting situation based on his or her utility
function. Suppose, none of the players is dominant and the value of β should be chosen
in a negotiation with equal opportunity. One “fair” solution is to pick a value for β
such that the LSP and the supplier utility functions have the same deviation from their
optimum values. The proposition below gives this solution:

Proposition 7.11. In the case where the LSP and the supplier utility functions optimizers,
β∗L and β∗S respectively (given the utility functions in Definition 7.2), are not equal, βm

gives the solution that guarantees equal deviation of the LSP and the supplier utility from
their optimum values while the summation of their utility values is maximum. βm is
equal to β+ (7.58) if it is between β∗L and β∗S values, otherwise βm is equal to β− (7.59).

β+=
RL−

•
TP+

√
(RL−

•
TP)2+(RL−RS)D

RL−RS
, (7.58)

β−=
RL−

•
TP−

√
(RL−

•
TP)2+(RL−RS)D

RL−RS
, (7.59)

where
D=

•
TP(β∗L+β∗S)−RLβ∗L(2−β∗L)−RSβ∗S2, (7.60)

and RL and RS are defined in Proposition 7.9.

In summary, the player that is more risk-sensitive will give up a portion of his or her
expected profit in order to have less risk. For both players, the expected profit and the
risk are positively correlated. The higher the β value, the higher the supplier’s expected
profit and at the same time her risk, and the other way around for the LSP. If the supplier
is more sensitive to the risk than the LSP, they will choose a β value which is less than
the Shapley value. A higher β value will be chosen when the LSP is more sensitive.
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Table 7.2: Parameters value for an example with 8 types of spare parts.

Spare parts type 1 2 3 4 5 6 7 8

Failure rate PD1 (λk) 0.1 0.2 0.125 0.15 0.15 0.1 0.125 0.05
Repln. rate PD (νk) 0.035 0.180 0.139 0.029 0.174 0.048 0.020 0.024
Service rate PD (µ) 0.5
Emergency repln. rate PD (νem) 1
Holding cost e PD (H) 112 276 183 279 38 208 35 97
Engineers hiring cost e PD (O) 100
LSP fixed income e PD (U) 8000
Supplier cost e per shipment (d) 500
1per day

Risk in the cost-sharing contract In the cost-sharing contract, since there are
three contract parameters C, β and V , the expected profits of the LSP and the supplier
are independent of the risks that they take in this contract. Although any value of β
will coordinate the system and give a feasible solution, it determines which player takes
more risk. For β=0, the supplier will earn the fixed amount V regardless of the realized
number of failures. However, the LSP profit turns out to be lower or higher if the realized
number of failures gets higher or lower than expected, respectively. For β=1, all risk
will be taken by the supplier and the LSP earns a definite fixed profit. Any value of β
in between will define the fraction of risk each player takes. In this case, if players are
interested to involve the risk in their decision, they do not need to make the decision based
on their utilities. Since the risk and the expected profit of the players are independent
on each other, they can negotiate on them separately and use different strategies.

7.6 Numerical performances

In this section, we show numerical results for an example with 8 types of spare parts.
The value of each parameter is randomly generated in a reasonable range and is given
in Table 7.2. We solve the Stackelberg game and the centralized problem for different
maximum average waiting time.

Suppose Wmax=1 day. In Figures 7.3 and 7.4, the optimal emergency failure rate
and the supplier profit are plotted as a function of the emergency shipment cost (in
the range of [0,Cth]). With the method explained in Appendix 7.A, we are able to find
the drop points in Figure 7.3, and then check these drop points to determine which one
gives the highest value of the supplier profit. This will be the solution of the Stackelberg
equilibrium (optimal emergency shipment cost for the supplier).

For each value of the service level (maximum average waiting time), we calculate the
total benefit that the players can obtain by following a coordinated cooperation contract
(revenue or cost-sharing contract), which is plotted in Figure 7.5. To calculate the benefit
of coordination, BC, we use Eq. (7.27). Assuming that the coordination is obtained using
revenue-sharing contract, and the benefit of the coordination is divided evenly between the
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Figure 7.3: Optimal emergency failure rate as a function of emergency shipment cost for an
example with 8 types of spare parts (Wmax=1 day).

LSP and the supplier, the benefit of each player is plotted in Figure 7.6. As can be seen
in the figures, the benefit of coordination can become considerably high. In this example,
there is up to almost 50% increase in the total profit using a coordinated contract. Note
the non-monotone change of coordination benefit with respect to the service level, which to
a large extent is caused by the fact that the decision variables in this problem (stock levels
and the number of service engineers) are integers. For the LSP and the supplier, in addition
to the expected benefit, the risk is shown as well. The error bar shows the standard
deviation of the benefit each player can acquire by following the revenue-sharing contract.
Note, all results are shown in percentages (compared to the Stackelberg equilibrium result).

In the case the players involve the risk in their decision making, using the approach
discussed in Section 7.5, we calculate the optimal β value with respect to different ratios
of the supplier to the LSP risk sensitivity factors (rS/rL). The result is illustrated in

Figure 7.7. The feasible range of the β values (
[ ◦
SP
•

TP
,1−

◦
LP
•

TP

]
) as well as the β Shapley

value are given in the figure. As we discussed before, a higher β means higher expected
profit and at the same time higher risk for the supplier and the other way around for
the LSP. Therefore, when the supplier becomes more sensitive to risk than the LSP
(rS/rL increases), optimal β decreases. Note, disregarding the risk is not the same as the
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Figure 7.4: Supplier profit as a function of emergency shipment cost for an example with 8
types of spare parts (Wmax=1 day).

situation that both players having the same risk sensitivity factors.

7.7 Multiple emergency shipment options

So far, we have discussed a single emergency shipment option with given emergency
replenishment rate, νem, and shipment cost, d, which is offered by the emergency supplier.
To extend the original model, in this section, we study the situation where there exist
multiple emergency shipment options to which the LSP can send his emergency shipment
requests. These options have different shipment cost (d) and emergency replenishment
rate (νem) values.

In this extension, we study the problem in three scenarios. In the first scenario, we
assume that these emergency shipment options are offered by different suppliers from
which the LSP can choose one. The suppliers do not have information on each other
and decide on the contract terms solely based on their own cost and the emergency
replenishment rate that they can offer. Similar to the model in Section 7.3, they make
their decision based on the Stackelberg equilibrium, i.e. by considering the LSP reaction
to the offers. The LSP will choose the supplier that brings him the highest profit. If both
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Figure 7.5: Total benefit of coordination for different maximum average waiting time.

players benefit, a cooperation between the LSP and one of the suppliers is also possible.
In the second scenario, we assume that all options belong to a single supplier. Therefore,

it is the supplier who decides which of these options to use in the Stackelberg game with
the LSP. If there is motivation for both players, they may start a cooperation. In the
last scenario, similar to the first scenario, we assume that the emergency options are
offered by different suppliers, however, these suppliers have information about each other.
Therefore, they decide on their offers based on other suppliers’ offers as well. In this case,
the supplier whose offer yields the highest profit for the LSP, will win the competition.
Similarly, a cooperation between the LSP and the winner supplier is possible.

We investigate these scenarios for the example presented in Section 7.6. Suppose there
are three emergency shipment options as given in Table 7.3. The emergency shipment
costs, d, and the emergency replenishment rates, νem are chosen such that we are able
to explain the dynamics of the problem easily. The emergency shipment cost threshold,
optimal emergency shipment cost and the optimal profit of the supplier and the LSP
in the Stackelberg solution as well as the optimal centralized profit are calculated and
given for each emergency shipment option.

Scenario 1: Three independent suppliers In this scenario, the LSP can choose
among these three suppliers with different emergency shipment options. For a Stackelberg



132 Chapter 7. Contracting under the full information scenario

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5 5.5

Wmax

0

10

20

30

40

50

60

M
ea

n
 a

n
d

 s
ta

n
d
ar

d
 d

ev
at

io
n

 o
f t

h
e 

L
S
P

 a
n
d

 s
u
p
p
li
er

 
b
en

e-
ts

 in
 c

oo
p
er

at
io

n
 (
%

)

LSP
Supplier

Figure 7.6: The expected benefit of the LSP and the supplier in cooperation for different
maximum average waiting time. The error bar shows ± standard deviation of the benefit (risk).

Table 7.3: The emergency shipment cost threshold (Cth), optimal emergency shipment cost (
◦
C)

and the optimal expected profits of the supplier (
◦
SP) and the LSP (

◦
LP) in the Stackelberg solution,

as well as the optimal total centralized profit (
•

TP), for different emergency shipment options.

The benefit of coordination (BC) is given in the last row. It is calculated as
•

TP−
◦
SP−

◦
LP.

νem (per day) 0.4 1.2 1.5
d (e) 100 1000 1200

Cth (e) 9173 9173 9173
◦
C (e) 9173 7979 7527
◦
SP (e) 2776 2771 2515
◦

LP (e) 2415 2817 3009
•

TP (e) 5720 7000 6800

BC (e) 528 1412 1276



7.7. Multiple emergency shipment options 133

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5

rS=rL

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7

-
*

SP
•

TP

1− LP

TP

◦
SP+

•
TP−L

◦
P

2
•

TP

◦

•

◦

Figure 7.7: The optimal β value with respect to the ratios of the supplier to the LSP risk
sensitivity factors in the situation where the players involve risk in their decision makings (rL=1).

game, the LSP will earn most if he makes a contract with supplier 3, see
◦

LP for each
option in Table 7.3. However, the LSP should check whether by having a cooperative
contract with the same or another supplier, he can earn more profit. Note, a cooperation
with each supplier is not necessarily possible. The LSP will accept to cooperate if he
earns at least e3009, which is his best alternative expected profit (Stackelberg game
with supplier 3). Each supplier will accept a cooperation if she earns more than her

Stackelberg expected profit,
◦
SP. If the summation of their alternative profits is larger

than the total centralized profit, hence, a cooperation is not possible. For example, a
cooperation with supplier 1, in this case, is not possible, since the summation of their
alternatives is e5785 which is larger than the total centralized profit, e5720.

Proposition 7.12 shows the strategy with which the LSP can find the best cooperation
opportunity in this scenario.

Proposition 7.12. In the case where there are multiple emergency suppliers with
different emergency replenishment rates and costs, the LSP can earn the most if he makes
a cooperation contract with the supplier who has the emergency shipment option which

results in the highest value for the difference of the total optimal centralized profit (
•

TP)

and the optimal supplier excepted profit in the Stackelberg equilibrium (
◦
SP). A cooperation
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is possible if the LSP alternative expected profit is not higher than
•

TP−
◦
SP, otherwise

he is better of with his alternative option.

In this example, the LSP, therefore, can earn the most, if he makes a cooperation
contract with supplier 3. By this cooperation, if they execute the cooperation using the
revenue-sharing contract and agree on dividing the benefit of cooperation, BC, evenly,
the contract parameters and the expected LSP and supplier profits are:

β = 0.4637

C = (1−β)d=e556.44

LP = e3647

SP = e3153

Scenario 2: One supplier with three emergency shipment options In this
scenario, it is the supplier who can decide which of these three options to offer the LSP.
By looking at her Stackelberg profit in each option, we see that option 1 is the best option
for the supplier for a Stackelberg game. However, she has also the chance of making a
cooperation contract with the LSP. The supplier will not accept the cooperation, if she earns
less than e2776 (her Stackelberg profit in option 1) and the LSP will accept the cooperation
if he earns at least his expected profit in the Stackelberg game given each option.

Similar to the previous scenario, Proposition 7.13 shows the optimal strategy for the
supplier for having a cooperation with the LSP.

Proposition 7.13. In the case where the supplier has multiple emergency shipment
options with different emergency replenishment rates and cost, she can earn the most if she
makes a cooperation contract with the LSP, offering the emergency shipment option which

results in the highest value for the difference of the total optimal centralized profit (
•

TP) and

the optimal LSP excepted profit in the Stackelberg equilibrium (
◦

LP). In this scenario, the
supplier is always able to have a cooperation contract using her best emergency shipment
options.

In this example, the supplier can get the most if she makes a cooperative contract with
the LSP using option 2. If they decide to follow the revenue-sharing contract and agree
to divide the benefit of cooperation evenly, the contract parameters and their expected
profits would be:

β = 0.4971

C = e497.1

LP = e3520

SP = e3480

Note that having three emergency shipment options at the same time gives more power
to the supplier to get more share in the cooperation. The maximum expected profit that
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she could earn using an equally divided revenue-sharing contract having only one of the
options are e3067, e3477 and e3153 respectively, which all are less than her expected
profit in this scenario.

Scenario 3: Three suppliers with competition As the last scenario, we investigate
what would be the final contract if these three options are offered by three different
suppliers who have information on each other and compete to have the contract with
the LSP. We assume that the LSP will make a contract with only one of the suppliers,
so sharing the market is not possible in this scenario, and at the end, one supplier wins
the competition. Each supplier tries to give an offer that brings the highest profit for
the LSP. However, they can compete until they still could earn a positive profit. That
is possible if they transfer (almost) the total profit of the supply chain to the LSP and
keep (almost) zero profit for themselves. Proposition 7.14 shows which supplier has the
competence to win the competition in this game.

Proposition 7.14. In case there are multiple competitive emergency suppliers with
different emergency replenishment rates and costs, the winning supplier is the one who
has the emergency shipment option which results in the highest value for the total optimal

centralized profit (
•

TP).

In this example, therefore, the supplier with option 2 wins the competition. Note,
the LSP alternative, in this case, is not only the full backlogging policy anymore. The
supplier offer should be somehow that the LSP earns a profit at least equal to the total
centralized profit of the second best option, which is e6800 (supplier 3). Hence, the
supplier emergency shipment offer should be at most e1200 (it is found using a bisection
search). Given this threshold, the best emergency shipment cost that supplier 2 can offer
to the LSP in a Stackelberg game is e1200, which makes the LSP and her expected profits
e6800 and e200 respectively. The cooperation is also possible in this case, however, it
does not give a different solution (the Stackelberg equilibrium coordinates the system).

In summary, we show that in the case of multiple emergency shipment options,
depending on how these options are offered to the LSP, from a single supplier or different
competitive or non-competitive suppliers, different options may be chosen. In Scenario

1, the best option is the one with highest
•

TP−
◦
SP value, for Scenario 2, the one with

highest
•

TP−
◦

LP value, and for Scenario 3, the supplier who has the option with highest
•

TP value is the winner. Therefore, only in the third scenario, there is a guarantee that
the final contract will coordinate the system and results in the highest total profit of the
system. From the suppliers’ point of view, Scenario 2 is the best case, and for the LSP,
in Scenario 3, he can earn the most. Comparing to the case with only one emergency
shipment option, Scenario 1 is more preferable for the LSP and more restrictive for
the suppliers. Although we analyze this problem for an example with three emergency
shipment options, the derived propositions are generally valid for any number of options.
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7.8 Conclusion

In this chapter, we have studied a Stackelberg game between a local service provider (LSP)
and an emergency supplier in a service supply chain. The LSP has limited local resources
and in the case of a spare part stock out, he uses an emergency shipment from the
supplier with ample capacity of resources. In this framework, the supplier is the principal
and offers a contract to the LSP. In a Stackelberg game, the supplier offers an emergency
shipment cost which maximizes her profit, while taking into account the maximum
price that the LSP may accept. The LSP declines the offered contract and switches
to the full backlogging policy if the supplier offers a price higher than this maximum
value (threshold). We propose an original computationally efficient algorithm to find the
equilibrium solution of the Stackelberg game and illustrate that the optimal emergency
shipment cost for the supplier is not necessarily the maximum feasible (threshold) value.
Furthermore, we show that the Stackelberg game may result in a joint profit that may
be significantly lower than the profit earned with the optimal centralized solution. In
a numerical example, we observe up to 50% difference of the total profits between the
optimal centralized solution and the Stackelberg equilibrium.

To reach the system coordination (where a contract is set up that guarantees a total
profit equal to the optimal centralized solution), for the case where the fixed income of
the LSP is known to the supplier, a two parameters (revenue-sharing), and for general
cases, a three parameters (cost-sharing) coordinated contract is introduced. Each contract
results in a feasible set for the parameters with which the contract coordinates the system
and both players are better off. The parameter values in these feasible ranges define
the share of the total benefit of the coordination for each player. Furthermore, in the
revenue-sharing contract, we show which value of the sharing fraction parameter β should
be chosen if the players decide to involve their risks in their decision making and optimize
their utilities instead of their expected profits. When the supplier is more risk sensitive,
a β value is chosen which is smaller than the fair (Shapley) solution which represents
the situation where they are risk-neutral. When the LSP is more risk sensitive, a larger
value of β is chosen. In the cost-sharing contract, the players are able to decide how to
share the risk independent of their expected profits.

Finally, we study the situation where there is more than one emergency shipment
option. We show that, in the case of multiple independent suppliers, the design of a
cooperative contract is not always possible. For the case of a single supplier with multiple
emergency shipment options, she has the chance of making a cooperative contract with
the LSP offering one option but introducing her other options as alternatives, to increase
her share in the cooperation. In the last scenario where there are competitive suppliers,
the LSP can get the highest profit, and there is always a guarantee that the final contact
coordinates the system and results in the highest total profit.

There are several directions for future research. Our model assumes that except for the
fixed income value, the supplier has full information on the service provider parameters.
Although the lack of information about the LSP fixed income can be compensated by
switching from a revenue-sharing to a cost-sharing contract, for other parameters such
as the failure rate and the service level, more fundamental changes in the modeling are
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needed. In the case of hidden information, the problem is obviously more complicated.
Depending on which party has full information, the problem can be studied by following
the literature on signaling or screening games. An extension of this model in which
the supplier has not full information on the assets’ reliability (failure rate) is studied in
Chapter 8. Another possible research venue in the literature that considers imperfect
information scenarios are multi-period games where the players have the opportunity to
update their information over time. Moreover, the emergency shipment cost is assumed
to be paid per shipment (a simple linear function of the number of emergency shipments).
However, as an extension, other convex or concave transaction cost functions can be
considered which possibly change the dynamics of the problem. Furthermore, future
studies may consider the case with a network of multiple service providers and suppliers
who compete to have the best contracts between each other. Finally, another important
study object is to include the contracting of the service provider and the asset owner
into the analysis, which leads to a 3-tier after-sales service logistics network.
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Appendices

7.A Finding drop points

Suppose we are interested to find all the values for the emergency shipment cost in
which a change in the LSP optimal solution (spare parts stock levels and the number
of service engineers) occurs (drop points) in the range [0,Cth]. First, by solving the LSP
optimization problem (greedy algorithm), we calculate the (sub)optimal emergency failure
rate, λ0L and λthL , given C= 0 and C=Cth, respectively. Second, by undertaking an
exhaustive search, we find all spare parts stock levels combinations which result in an
emergency failure rate in the range

[
λ0L,λ

th
L

]
. Note that the evaluation of the emergency

failure rate for different spare parts stock level values is fast. Therefore, performing an
exhaustive search will not make the process too slow. Let us call all these stock levels
combinations “candidates”. Then, we sort the candidates increasingly based on

TCnew−TC old

λoldL −λnewL

(7.61)

where TCnew and λnewL is the LSP total cost and the emergency failure rate of the

candidate, and TC old and λoldL is the LSP optimal total cost and the emergency failure
rate of the last found drop point (and for the first one the solution of C=0). Eq. (7.61)
actually calculates the value of next potential emergency shipment cost for which cost
of changing the solution becomes equal to the change of emergency shipment cost, i.e.

TCnew−TC old=C
(
λoldL −λnewL

)
(7.62)

Each candidate counts as a drop point if its (LSP) total cost is higher than the total
cost of the previous drop point, its emergency failure rate is lower than the emergency
failure rate of the previous drop point, and its emergency shipment cost, which is equal

to TCnew−TCold

λoldL −λnewL

, is higher than the previous drop point. By checking these conditions

for each candidate, we can find all the drop points. Note that we need to re-sort the
candidates again after a new drop point is found.
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7.B Variance of emergency failure arrivals

The emergency failure process that is sent to the supplier is a superposition of different
arrival streams, each originated from different spare part type inventory. The stream
type k, k=1,...,K, is the overflow traffic (loss process) of the spare part type-k inventory.
Note, the inventory of spare part type-k can be modeled as a M/M/Sk/Sk queue, see
Chapter 3. The variance of the emergency failure process (overflow stream) type k can
be calculated using Riordan formula as follows [138]:

V ar(ALk ) = λLk

(
1−ρkPLk +

ρk
1+Sk+ρkPLk −ρk

)
(7.63)

The variance to mean ratio (Peakedness) of the stream k, Zk is equal to

Zk =
V ar(ALk )

λLk
= 1−ρkPLk +

ρk
1+Sk+ρkPLk −ρk

(7.64)

It is possible to show that Zk≥1. It means the overflow stream is more bursty than a
Poisson process (with has the peakedness of 1). In other words, the variance of the number
of arrivals in an interval is higher than the mean number of arrivals in that interval.

The exact variance of the superposed process of all overflow streams (total emergency
failure process) can be calculated using the integrated Markov chain of all spare parts
inventory. We know from the Palm-Khintchine theorem that the superposition of N
independent renewal processes converges to a Poisson process as N goes to infinity, see
Heyman and Sobel [55], Chapter 5.8. Therefore, the variance of the Poisson process, i.e.,
λL, can be used as a lower bound and for problems with a high number of spare parts as
an accurate approximation for the exact variance of the total emergency failure process.

7.C Proofs of propositions

Proposition 7.1

Proof. As shown in Eq. (7.17), the supplier profit function is a piece-wise linear function
of emergency shipment cost. Therefore, it is straightforward to show that the optimal
emergency shipment cost is always found at one of the drop points in the sets ∆(Cth)
or at the Cth value.

Proposition 7.2

Proof. Setting C=(1−β)d means that the supplier should charge an emergency price
to the LSP less than his own cost, d. With this condition, the LSP profit function is

LP=(1−β)

(
U−

∑
k

SkHk−EO−dλL(S)

)
(7.65)
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Hence, the profits of the LSP and the supplier become a multiplier of the total profit
in the centralized model, see the total profit function (7.18).

LP = (1−β)TP, (7.66)

SP = βTP. (7.67)

This means that the solution (
•
S,
•
E) that optimizes the total profit of the system, i.e. the

optimal centralized solution, is also an optimal solution for the LSP profit using this
contract, regardless of the β value in [0,1].

Proposition 7.3

Proof. Let (
◦
S,
◦
E,
◦
C,

◦
λL) denote the optimal solution of the price-only Stackelberg problem,

and (
•
S,
•
E,

•
λL) the optimal centralized solution. We know that

•
TP = U−

∑
k

•
SkHk−

•
EO−d

•
λL,

◦
LP = U−

∑
k

◦
SkHk−

◦
EO−

◦
C
◦
λL,

◦
SP = (

◦
C−d)

◦
λL.

Both players will accept the contract if two conditions below hold

LP=(1−β)
•

TP ≥
◦

LP (7.68)

SP=β
•

TP ≥
◦
SP. (7.69)

These two inequalities define the feasible range of β value in (7.26). Note that

•
TP≥

◦
SP+

◦
LP. (7.70)

Hence, the range
[ ◦
SP
•

TP
,1−

◦
LP
•

TP

]
is always nonempty and there always exists a β satisfying

(7.26). Moreover, it is obvious that
◦
SP and

◦
LP are smaller than

•
TP, hence[ ◦

SP
•

TP
,1−

◦
LP
•

TP

]
⊆ [0,1]. (7.71)
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Proposition 7.5

Proof. As it is shown in the equation below, by having the condition C=(1−β)d, the
LSP expected cost, LC , and the supplier expected profit, SP, become a multiplier of
the total cost in the centralized problem plus a fixed term.

LC =V +(1−β)

(∑
k

SkHk+EO+dλL(S)

)
=V +(1−β)TC , (7.72)

SP=V −β
(∑

k

SkHk+EO+dλL(S)

)
=V −βTC . (7.73)

This means the solution (
•
S,
•
E) that optimizes the total profit (minimizes the total cost)

of the system, i.e. the optimal centralized solution, is also an optimal solution for the
LSP cost using this contract, regardless of the β and V values.

Proposition 7.6

Proof. Suppose (
◦
S,
◦
E,
◦
C,

◦
λL) is the solution of the price-only Stackelberg problem, and

let (
•
S,
•
E,

•
λL) denote the optimal centralized solution. We know:

•
TC =

∑
k

•
SkHk+

•
EO+d

•
λL,

◦
LC =

∑
k

◦
SkHk+

◦
EO+

◦
C
◦
λL,

◦
SP = (

◦
C−d)

◦
λL.

Both players accept the contract if the two conditions below hold

LC =V +(1−β)
•

TC ≤
◦

LC , (7.74)

SP=V −β
•

TC ≥
◦
SP. (7.75)

The inequalities above give the feasible range for V in (7.38). Note

◦
SP+

◦
LP≤

•
TP. (7.76)

We then have (note that
•

TP=U−
•

TC and
◦

LP=U−
◦

LC )

◦
SP+U−

◦
LC ≤ U−

•
TC ,

◦
SP ≤

◦
LC−

•
TC .
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By adding β
•

TC to both sides, we get

◦
SP+β

•
TC≤

◦
LC−(1−β)

•
TC . (7.77)

This means that for any value of β (by definition 0≤β≤1) in this cost-sharing contract,
there is a feasible value for V which coordinates the system and gives a solution that
satisfies inequalities (7.74) and (7.75).

Proposition 7.9

Proof. The LSP and the supplier utility functions are a quadratic function in β in which
the coefficients of the second degree terms are negative. When taking derivatives of these
utility functions and setting these derivatives equal to zero, we obtain

βrL =
2RL−

•
TP

2RL
, (7.78)

βrS =

•
TP

2RS
. (7.79)

Note that βrL and βrS are the optimizing values for the utility functions if they are in the
feasible range defined in (7.26). It is possible to show that βrL and βrS are in the range[ ◦
SP
•

TP
,1−

◦
LP
•

TP

]
, if L1<RL≤L2 and ξ1<RS≤ξ2 respectively. If βrL and βrS are smaller

than
◦

SP
•

TP
, it is obvious that the optimal β value is equal to

◦
SP
•

TP
, and if βrL and βrS are

larger than 1−
◦

LP
•

TP
, then 1−

◦
LP
•

TP
is the optimal solution.

Proposition 7.10

Proof. Follows immediately from Proposition 7.9.

Proposition 7.11

Proof. We are interested to find the value for β such that

UL(β∗L)−UL(β)=US(β∗S)−US(β). (7.80)

The equation above gives

β2(RS−RL)+2β(RL−
•

TP)+
•

TPβ∗L−RLβ∗L(2−β∗L)+
•

TPβ∗S−RSβ∗S2=0. (7.81)

It is possible to show that

(RL−
•

TP)2+(RL−RS)
( •
TP(β∗L+β∗S)−RLβ∗L(2−β∗L)−RSβ∗S2

)
≥0. (7.82)
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Eq. (7.81) therefore has two solutions as given in (7.58) and (7.59). By definition, it is
easy to show that one of these two solutions is always between β∗L and β∗S, which is then

obviously a feasible solution (it is in the range
[ ◦
SP
•

TP
,1−

◦
LP
•

TP

]
). The other solution may

be also feasible, however, it is farther from the optimal points (β∗L and β∗S) and hence,
the solution between β∗L and β∗S is always more preferable.

Proposition 7.12

Proof. Suppose there are N suppliers with different emergency replenishment rate and
cost. LPb is the highest alternative expected profit of the LSP (which can be his expected
profit in using the full backlogging policy or in Stackelberg equilibrium solution with one
of the suppliers).

Let us denote
•

TPi, i=1,...,N , the optimal total centralized profit of the system if the

LSP works with the supplier i, and
◦
SPi the expected profit of the supplier i in the

Stackelberg game with the LSP.

The supplier i will accept to cooperate if she earns at least
◦
SPi. Therefore, in a cooperation

with the supplier, the LSP expected payoff will be in the range[
LPb,

•
TPi−

◦
SPi

]
.

Note, the range above is empty, i.e., a cooperation is not possible, if

LPb>
•

TPi−
◦
SPi.

Since LPb value is independent of the supplier, the LSP can earn the most if he decides

to make a cooperation contract with the supplier with the highest
•

TPi−
◦
SPi value. If

LPb>
•

TPi−
◦
SPi for all i=1,...,N , the LSP is better off with his alternative option (e.g.

using full backlogging policy).

Proposition 7.13

Proof. Suppose the supplier has N emergency shipment options with different emergency
replenishment rates and costs. There exists an emergency shipment option b with which
the supplier can earn the highest expected profit in a Stackelberg game with the LSP.

Denote
◦
SPb as the expected profit of the supplier in a Stackelberg game with the LSP

using the option b.

Let us denote
•

TPi, i=1,...,N , the optimal total centralized profit of the system, and
◦

LPi, i=1,...,N the expected profit of the LSP in the Stackelberg game with the supplier
if she uses the emergency shipment option i.
If the supplier uses her emergency shipment option i, the LSP will accept to cooperate
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if he earns at least
◦

LPi. Therefore, in a cooperation with the LSP, the supplier expected
payoff will be in the range [ ◦

SPb,
•

TPi−
◦

LPi

]
.

Since
◦
SPb value is independent of the emergency shipment option, the supplier can earn

most if she decides to make a cooperation contract with the LSP while offering her

emergency shipment option c that has the highest
•

TPc−
◦
SPc value.

By definition, we know that

◦
SPb ≤

•
TPb−

◦
LPb,

•
TPc−

◦
LPc ≥

•
TPi−

◦
LPi for any i=1,...,N.

Therefor,
◦
SPb≤

•
TPc−

◦
LPc.

Hence a cooperation using option c is always possible.

Proposition 7.14

Proof. Suppose there are N competitive suppliers. A supplier will win the competition
if she is able to give an offer to the LSP which gives the latter the highest expected profit
while the supplier still earns a positive profit. For each supplier i, i=1,...,N , the best offer
she can give to the LSP is proposing the emergency shipment cost equal to her own cost, di.
In this case, the LSP expected profit will be equal to the optimal total expected centralized

profit of the system,
•

TPi, see Section 7.4. Therefore, the winner supplier is the one whose

emergency shipment option results in the highest total expected centralized profit
•

TPi.
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Chapter 8
Contracting under the

asymmetric information
scenario

In this chapter, we continue to investigate the possible contracting scenarios between
the local service provider (LSP) and the emergency supplier, now for a situation in which
information is not equally shared. As discussed throughout the dissertation, the LSP is
contractually responsible for the upkeep of a group of assets which are subject to random
failures. The service level agreement between the asset owner and the service provider,
specifying a maximum average repair lead time that the LSP has to satisfy, and a fixed
fee (per time unit) which the asset owner transfers to the LSP, is assumed to be given
in the study of this chapter. To fix an asset failure, the LSP sends a service engineer with
the appropriate ready-to-use spare part to replace a malfunctioning part that is detected
through a failure diagnosis. The LSP holds a number of spare parts in local stock and
employs a group of service engineers in order to meet the service level agreement with
his customer, i.e. the asset owner. Depending on the LSP service policy and on various
stochastic system characteristics (timing of failures, the repair time and the spare parts
replenishment time), he decides on the various spare parts stock levels and the number
of service engineers needed in his staff, such that his total service cost is minimized. The
LSP may fully rely on himself in providing the requested spare parts and service engineers
and follow a “full backlogging policy” in case of a temporary shortage. Another option
is to keep a smaller number of spare parts in stock and to employ fewer service engineers,
and revert to an emergency supplier (with ample capacity of resources) in the case of
a spare part stock out, i.e. follow a “partial backlogging policy”. Both policies have
been studied in the first part of this dissertation (Chapters 3 and 4). The results of the
analysis in Part I demonstrate the benefits of joint planning of spare parts and service
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engineers compared to the common practice of separated planning.

In the partial backlogging policy model (Chapter 3), the emergency shipment cost is given
and is fixed per incidental emergency request. Chapter 7 extends this model by studying the
interaction of the local service provider and an independent emergency supplier using game
theoretical methods. In this game, the emergency shipment cost is defined by the supplier
such that it maximizes her profit or in a cooperative game such that it maximizes the total
supply chain profit in a win-win situation. In Chapter 7, it is shown that the LSP can
propose both cost-sharing and revenue-sharing contracts to the supplier as a cooperation
tool, leading to better contracts in a win-win situation. In this chapter, we study the
same problem, but in a more practical scenario, namely, the case in which information on
the asset’s reliability is not equally shared between the LSP and the supplier (the so-called
case of asymmetric information). We assume that both players have full information
on each other’s cost factors, however, the supplier does not have full information on the
failure rate of the assets. In this case, we investigate different contracts and mechanisms.

In particular, we investigate what is the best contract the supplier can offer when
information on asset reliability only resides with the service provider but remains hidden for
the emergency supplier (information asymmetry). In the first type of contracts, the supplier
charges the service provider a price, specified in a price-only contract, for each time he takes
over a call. The price charged determines whether the service provider accepts the contract
or instead, decides to rely on his own resources entirely, i.e. occasionally accept backlogs. As
an alternative, we study revenue-sharing contracts in which the supplier receives a fraction
of the service provider’s annual revenue and in return agrees to charge a lower price per call.
In addition to the single revenue-sharing contract, we study the implementation of a menu of
revenue-sharing contracts. We show that finding a menu of revenue-sharing contracts is not
always possible and, if possible, does not necessarily give a higher profit to the supplier than
a single revenue-sharing contract. In an extensive numerical experiment, we show that the
combination of the single and the menu of revenue-sharing contracts results in, on average,
less than 5% loss of the supplier profit under perfect information. Additionally, we find that,
while having private information on the assets’ failure rates increases the service provider
profit, the increase is insignificant, resulting in an additional profit of only 0.06% on average.

There are different scenarios that usually lead to the information asymmetry in supply
chains. For the problem studied in Chapter 7, suppose the supplier as the principal, is
not interested in any negotiation or cooperation but instead just offers a ”take it or leave
it” contract. Confronted with this unwillingness, the LSP may decide to keep some of the
information on his side hidden for the supplier in the hope to get a more favorable offer
from her. In addition, failures of assets generally occur randomly and in order to properly
estimate the failure rate, often a detailed analysis and large amounts of historical data are
needed. Hence, sometimes it is the nature of the problem and not the players’ decisions
that creates the information asymmetry. An example is the situation in which the failure
rate of the assets is unknown for both players at the time of contract design [97]. The
LSP may be able, before he responds to the supplier’s offer, to obtain a better estimate
of the failure rate by performing further analysis and investigations. In such a situation,
the LSP has better information on the failure behavior which the supplier is lacking.
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In summary, the contributions in this chapter are as follows:
� We study a novel contracting model in the upstream echelon of a service supply chain

under asymmetric information.
� We design the optimal single and menu of revenue-sharing contracts, which the

emergency supplier offers in case she has no full information on the assets’ reliability.
� We investigate how much of the supplier profit may be lost because of imperfect

information and how much of that can be compensated using a single or a menu of
revenue-sharing contracts.

� We examine the potential savings players can achieve by using a side-payment mechanism
to incite the LSP to share his information on the assets failure behavior.
The remainder of the chapter is organized as follows: We develop a model of asymmetric

demand information in an after-sales service supply chain involving a local service provider
and an emergency supplier in Section 8.1. In Section 8.2, the best price-only contract the
supplier can offer in the case of asymmetric information is investigated. Furthermore, we
study whether the supplier is able to achieve a higher expected profit by offering a two
parameters revenue-sharing contract, in Section 8.3. In addition, we introduce the menu
of contracts with which the supplier can use to screen the LSP type. In Section 8.4, the
value of perfect information is studied in an extensive numerical experiment, and we show
how much loss the supplier can compensate by offering each of the proposed contracts.
An approach which the supplier can propose to incite the LSP to share his information
is discussed in Section 8.5. Finally, we present concluding remarks in Section 8.6.

8.1 Model description

We consider a two-echelon after-sales service model with risk-neutral local service provider
(LSP) and emergency supplier. The local service provider is contractually responsible for
the smooth operation of a group of assets. Under a given service level agreement with the
assets owner, he must keep the average repair lead time of failures below a promised level. In
return, he receives a fixed fee (per time unit) from the asset owner. For each failed asset, the
LSP needs a specific spare part and a service engineer to execute the repair. The LSP keeps
these resources locally such that he is able to meet the service level that he promised to the
asset owner (maximum average waiting time per repair call). As discussed in Chapters 3
and 4, the LSP may follow one of two service policy options. He can fully rely on himself
in providing the resources and satisfying the repair calls by following a “full backlogging
policy”. In this policy, spare parts are stocked in sufficient quantities and engineers
are employed, while in the case the requested spare parts or a service engineer is not
immediately available, the repair call is backlogged until both resources become available
again. As an alternative, the service provider can keep less local resources and in the case
of spare parts stock out, revert to an emergency supplier with ample capacity of spare parts
and service engineers to respond to a repair call. However, the backlogging policy is followed
when no service engineer is immediately available upon a request. This policy is studied in
Chapter 3 and is called the “partial backlogging policy”. The current chapter exploits the
results of the model under the partial backlogging policy, but the full backlogging policy
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is introduced as an alternative for the LSP. In particular, it is known that, if the supplier
charges a too high price in case of an emergency shipment, the LSP will use the full
backlogging policy instead. Therefore, the emergency supplier needs to carefully evaluate
the position of the LSP when she designs a contract. Basic assumptions made in Chapters 3
and 4, i.e. base stock (S,S−1) spare parts inventory policy, Poisson failure arrival process,
and exponential spare parts replenishment time and repair time, also hold in this chapter.

The emergency supplier is interested to sign a contract with the LSP to provide him with
the requested resources in the case they are not immediately available locally. However, the
supplier does not have full information on the failure rate λ of assets as faced by the LSP.
The emergency supplier has a probabilistic belief on the failure rate of the assets. This
belief is based on historical experience and subjective judgment. To represent information
asymmetry in a succinct and analytically tractable way, we assume that all the assets which
the LSP is maintaining are either of type l (low failure rate, λl) or of type h (high failure
rate, λh) with λh>λl. While the LSP observes the assets type perfectly, the supplier
believes that the assets the LSP is maintaining are of type l with probability p∈(0,1).

Given this belief, the supplier needs to decide what is the best contract she can offer to
the LSP such that she receives the highest expected profit in the contract. However, the
LSP has always the option of following the full backlogging policy (Chapter 4). Therefore,
the contract that the supplier offers should be at least as profitable for the LSP as in
the case of the full backlogging policy. Since the supplier does not know the failure rate
and consequently the LSP expected profit in the full backlogging policy, she is facing
a more challenging decision to make than in the case of full information (Chapter 7).

In all previous chapters, it is assumed that there are multiple types of spare parts
and therefore, multiple types of failures. In this chapter, for the sake of illustration, we
assume that there is just one type of spare part and all failures are of the same type. The
assumption of having one type of spare part is relevant in the case where an entire failed
system has to be replaced, instead of only some of its constituting parts. Nevertheless, the
extension to multiple types of spare parts is rather straightforward. Some propositions are
formulated based on having one type of spare part, and hence they should be modified
to handle more spare part types. See Table 8.1 for a summary of notations.

We investigate a Stackelberg game between the LSP and the emergency supplier in
the presence of information asymmetry. The supplier is the principal and she defines the
contract terms and offers them to the LSP. The supplier has no perfect information on the
assets’ failure rate and decides on the best contract terms by considering her probabilistic
belief. The LSP can only accept or reject the offer by comparing it with his expected profit
when using the full backlogging policy. Regardless of the type of contract between the
LSP and the supplier, the supplier incurs an internal cost d for each repair call she satisfies.
Note that, in all the following models, we assume that the LSP optimal expected profit
using the full backlogging policy (FB), is always less than the total optimal profit under
a centralized partial backlogging policy, TPc (hence with emergency cost per shipment
equal to d), otherwise the LSP is always better off by following the full backlogging policy.

The LSP aims to maximize his expected profit while he satisfies the service level
(maximum average waiting time) agreed on with the asset owner. Therefore, his
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Table 8.1: Summary of notations

Input parameters:
H Holding cost per spare part per time unit
O Hiring cost per service engineer per time unit
U LSP fixed income per time unit
ν Spare parts regular replenishment rate
νem Spare parts emergency replenishment rate (νem>ν)
λ Failure rate of system (group of assets)
d Supplier internal emergency cost per shipment
p Probability that the supplier faces an LSP dealing with assets of type l (low failure rate)
Wmax Maximum accepted average total waiting time per failure
Decision variables:
S Spare part stock level
E Number of service engineers
Outputs & Auxiliary variables:
λL(S) Emergency shipment rate
W(S,E) Expected total waiting time of a repair call (failure) given the stock level and the

number of service engineers
TP (TPc) Total (optimal) expected profit of the supply chain per time unit
FB Optimal expected profit of the LSP in the full backlogging policy per time unit
SP Emergency supplier expected profit per time unit
LP LSP expected profit per time unit
T (S,E) Transaction cost that the LSP transfers to the supplier in an emergency supply

contract per time unit

optimization problem can be written as

(PLSP) max
S,E

LP = max
S,E

U−SH−EO−T (S,E)

subject to W(S,E)≤Wmax.

where

W(S,E) =
(
1−PL(S)

)
WG/M/E+

PL(S)

νem
, (8.1)

PL(S) =
ρS/S!∑S
i=0

ρi/i!
, (8.2)

ρ =
λ

ν
. (8.3)

The number of spare parts in the replenishment pipeline can be modeled as an M/M/S/S
queue. Then, it is easy to show that PL(S) equals the loss probability (Erlang B formula)
for spare parts because this defines the fraction of repair calls (failures) that is sent to the
emergency supplier. Note that the emergency supplier has ample capacity of spare parts
and service engineers, therefore there is no queueing for emergency shipment. Eq. (8.1)
gives the total average waiting time of the repair calls. It is the summation of the average
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waiting time for emergency shipments, which is basically equal to the loss probability
times the emergency shipment meantime (1/νem) and the average waiting time of repair
calls in the service engineers queue. Finding the average waiting time in the service
engineers queue is not straightforward. Different methods for calculating the WG/M/E

are proposed in Section 3.4.
T (S,E) is the transaction cost that the LSP transfers to the supplier in return to the

supplier emergency shipments. The exact form of the transaction cost function depends
on the contract between the two and will be discussed in detail later. The emergency
supplier is interested in maximizing her own profit which is formulated as:

SP=T (S,E)−dλL(S), (8.4)

where
λL(S)=λPL(S). (8.5)

Note that the expected supplier profit depends on the spare parts stock level the LSP
chooses in response to the transaction cost T (S,E) (through emergency failure rate
λL(S)). Hence, by charging a specific transaction cost, the supplier indirectly influences
her own income because of the reaction of the LSP in choosing S. Moreover, the supplier
profit depends on the failure arrival rate, λ, which is unknown to her. Therefore, the
supplier needs to choose her optimal decision based on her probabilistic belief on the
failure rate. The profit maximization problem of the emergency supplier then reads:

(PS) max
T

SP=pyl
(
T (Sl,El)−dλlL(Sl)

)
+(1−p)yh

(
T (Sh,Eh)−dλhL(Sh)

)
(8.6)

subject to

yl
(
LP l

∗
(T )−FB l

)
≥0 (8.7)

yh
(
LPh

∗
(T )−FBh

)
≥0 (8.8)

yl,yh∈{0,1} (8.9)

where(
Sj,Ej

)
=argmax

S,E

{
U−SH−EO−T (S,E) | W(S,E)≤Wmax,λ=λj

}
, (8.10)

LPj
∗
(T )=U−SjH−EjO−T (Sj,Ej), j=l,h. (8.11)

As mentioned earlier, if the LSP optimal profit (given the transaction cost the supplier
offers) is below the LSP optimal profit under the full backlogging policy (FB), the LSP
declines the supplier offer and switches to the full backlogging policy. The auxiliary
variables yl and yh determine whether the LSP optimal expected profit in each case, i.e.,

LP l
∗

and LPh
∗

(under low and high failure rate, respectively) is below his optimal full

backlogging profit (FB l and FBh). If the latter is true, then constraints (8.7) or (8.8)
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push yl or yh (or both) to 0, respectively. Hence, if, given a transaction cost, one of the
variables yl or yh becomes 0, the supplier will not earn any profit if the LSP has assets
with the low or high failure rate respectively. This is because in this case, the LSP will
reject the contract since it is below his profit under the full backlogging policy. If both
yl or yh become zero, the supplier will not make any profit at all.

In the following sections, we study different contracts, namely price-only and revenue-sharing
contracts, the supplier can offer to the LSP despite her imperfect information on the
assets’ reliability.

8.2 Price-only contract

In this section, we consider the price-only contract in which there is a single contract
parameter, the price per emergency shipment C, that the supplier charges to the LSP.
In this case, the LSP and the supplier profits are formulated as follow:

LP(S,E,C) = U−SH−EO−CλL(S), (8.12)

SP(S,C) = (C−d)λL(S). (8.13)

The LSP decides on the best spare part stock level and the number of service engineers
given the emergency shipment parameter C, to maximize his expected profit. LP∗(C)
gives the LSP optimal expected profit as a function of C. More precisely, LP∗(C) reads:

LP∗(C)=max
S,E
{U−SH−EO−CλL(S) | W(S,E)≤Wmax}. (8.14)

Given the optimal policy of the LSP, SP(C) gives the supplier expected profit as a
function of C:

SP(C)=(C−d)λ∗L(C). (8.15)

where

λ∗L(C)=λL(S∗(C)), (8.16)

(S∗(C),E∗(C))=argmax
S,E

{U−SH−EO−CλL(S) | W(S,E)≤Wmax}. (8.17)

In the case of full information, this problem is investigated in detail in Chapter 7. In
the next sections, first, we examine the sensitivity of the problem to the asset’s failure
rate. Afterward, we investigate the best price-only contract which the supplier can offer
to the LSP in the presence of information asymmetry in Section 8.2.3. Before that, we
present some propositions regarding the profit functions in price-only contracts which
will be used throughout the paper for solving various proposed problems.
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8.2.1 Drop points

In this section, first, we present Proposition 8.1 which regards the supplier profit function
in a price-only contract. This proposition leads to the definition of drop points which
is introduced in Proposition 8.2.

Proposition 8.1. In a price-only contract, the optimal emergency failure rate λ∗(C)
is a decreasing step function of the emergency shipment cost C.

The proofs of propositions are given in Appendix 8.A. As Proposition 8.1 states, in
a given range, there are a finite number of emergency shipment cost values in which the
optimal emergency failure rate decreases. Let us call these values drop points. ∆(CR)
denotes the set of all drop points in the range of [0,CR], where CR is a positive number.
Proposition 8.2 shows how to find the drop points.

Proposition 8.2. Each drop point δi (i=0,1,..., δi<δi+1) has a corresponding spare
part stock level Si (not the other way around), i.e.

(Si,Ei)=argmax
S,E

{U−SH−EO−CλsL(S) | W(S,E)≤Wmax,C∈(δi−1,δi]}. (8.18)

Given the stock level value, the drop point can be calculated by the equation below

δi=
(Si+1−Si)H+(Ei+1−Ei)O

λL(Si)−λL(Si+1)
, (8.19)

where λL(S) is the emergency failure rate given a stock level S.

8.2.2 Importance of the failure rate

As discussed in Chapter 7, in a price-only contract, there exists an emergency shipment
cost threshold Cth, above which the LSP prefers to not have a contract with the supplier
but instead uses the full backlogging policy. It is easy to show that this threshold value
is sensitive to the failure rate. Since the supplier does not know the true value of the
failure rate, she also does not have full information about this threshold value.

To find the optimal strategy for the emergency supplier in the case of asymmetric
information, first, we need to find out how the emergency shipment cost threshold value and
the LSP profit change with respect to the failure rate. Let us consider the following example:

Example 8.1. λ= 1/day, ν = 0.2/day, µ= 0.5/day, νem = 3/day, O= 100 e/day,
H=130 e/day, Wmax=0.05 day, d=e500/shipment, U=e3500/day

For Example 8.1, Figures 8.1 and 8.2 show how the LSP optimal expected profit and
the emergency shipment cost threshold (Cth) change as functions of the failure rate
(λ), respectively. Although the LSP expected profit decreases monotonically and rather
smoothly by increasing the failure rate, we see an unpredictable and non-monotone
behavior of the Cth versus the failure rate. One may wonder what causes this unpredictable
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Figure 8.1: The LSP optimal expected profit as a function of the failure rate (λ) for different
emergency shipment cost (C) in Example 8.1.

behavior. For the same example, Figures 8.3 and 8.4 show how the optimal emergency
failure rate (λ∗L) and the optimal supplier expected profit change as functions of the failure
rate (λ) for different emergency shipment cost values (C). Observe that even a small
change in the failure rate, can decrease or increase the emergency rate and accordingly,
the optimal supplier profit considerably. The LSP optimization problem is based on
integer decision variables and a (usually) binding single constraint. Therefore, a small
change in the failure rate may change the optimal solution (stock levels and the number
of service engineers) and accordingly, the optimal emergency failure rate (λ∗L) drastically.

The supplier needs to know the value of the failure rate to see what is the threshold
value for the LSP. Otherwise, if the supplier offers a price higher than this value, the LSP
will reject the offer. As shown in Figure 8.2, depending on the parameters of the problem,
the emergency threshold value of the LSP with the higher failure rate may be higher
or lower than the emergency threshold of the LSP with lower failure rate. Given the
failure rate, the supplier is able to calculate the emergency shipment cost threshold value,
see Section 7.3. Suppose the supplier calculates the emergency shipment cost threshold
values based on the two failure rates which she has on her belief set and calls the LSP
with higher threshold value the “soft” type, and the LSP with lower threshold value the
“tough” type. It means, she believes that the LSP is of soft type with probability q, which
equals either p (if the LSP with low failure rate has the higher threshold value) or 1−p
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Figure 8.2: The emergency shipment cost threshold value as a function of the failure rate (λ)
in Example 8.1.

(if the LSP with high failure rate has the higher threshold value). Hence

Csth>C
t
th, (8.20)

where Csth and Ctth are the emergency shipment cost threshold values of the soft and
tough type LSP, respectively.

8.2.3 Price-only contract with asymmetric information

In this section, we are interested to see what is the best price-only contract the supplier
can offer in the presence of asymmetric information. In contrast to Chapter 7, the
supplier does not know the true value of the failure rate and she is doubting whether
the LSP is of the soft or tough type. The supplier problem is formulated as follows:
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Figure 8.3: The optimal emergency failure rate as a function of the failure rate (λ) for different
emergency shipment cost (C) in Example 8.1.
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Figure 8.4: The supplier optimal expected profit as a function of the failure rate (λ) for
different emergency shipment cost (C) in Example 8.1.
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(PPO) max
C

SP(C) = q(C−d)λsL∗(C)+(1−q)yt(C−d)λtL
∗
(C) (8.21)

subject to

C≤ ytCtth+(1−yt)Csth (8.22)

C> d (8.23)

yt∈ {0,1} (8.24)

where

(S∗j (C),E∗j (C))=argmax
S,E

{
U−SH−EO−CλjL(S) | W j(S,E)≤Wmax

}
, (8.25)

λjL
∗
(C)=λjL(S∗j (C)), j=s,t. (8.26)

Note that λsL
∗(C)(λtL

∗
(C)) is the optimal emergency failure rate that the soft (tough)

type LSP outsources to the supplier given the emergency shipment cost C. If the supplier
offers a price higher than Csth, then whatever the type of LSP is, he will reject the offer.
In case the offer of the supplier is between Ctth and Csth, then the soft LSP type will accept
while the tough LSP will reject the offer. Any emergency shipment price less than and
equal Ctth is acceptable for both LSP types. It is obvious that the supplier always offers a
price that at least attracts the soft type LSP, therefore the optimal emergency shipment
cost is always less than the soft emergency shipment cost threshold value (C≤Csth). The
decision variable yt is equal to 1 if the supplier’s offer attracts both types of LSP (i.e.,
C≤Ctth). W j(S,E) gives the expected total waiting time of the repair calls given that
the failure rate is equal to λj, j=s,t.

In Section 8.2.1, we introduce the drop points. Proposition 8.3 suggests how to make
use of drop points in order to solve Problem (PPO) efficiently.

Proposition 8.3. The optimal solution of Problem (PPO) is found in either one of the
drop points in the sets ∆s(Csth) (soft LSP) and ∆t(Ctth) (tough LSP), or in Csth or Ctth.

Proposition 8.3 shows that, to solve Problem (PPO) we only need to search through
the drop points and the threshold values. We will use this approach to find the
optimal price-only contract in the case of imperfect assets’ failure rate information in
Section 8.4. Before that, we investigate other contracts which might enable the supplier
to achieve a higher expected profit. In the next section, we introduce the two parameters
revenue-sharing contract the supplier can offer to the LSP considering her imperfect
information on the failure rate of the assets (LSP type). As a benchmark, we also discuss
the coordinated contract in the full information scenario.

8.3 Revenue-sharing

In this section, we study whether the supplier by offering a revenue-sharing contract is able
to achieve a higher expected profit than by offering a price-only contract. In this contract,
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the supplier receives a fraction of the LSP profit, in return for charging a lower emergency
price. This is a two parameters contract (β,C) in which β defines the percentage of the
LSP internal revenue (hence excluding emergency shipment cost) that he must transfer to
the supplier and C the emergency shipment cost that the LSP needs to pay the supplier per
emergency shipment. In this case, the LSP and the supplier profits are formulated as follow:

LP(S,E,β,C) = (1−β)(U−SH−EO)−CλL(S), (8.27)

SP(S,E,β,C) = β(U−SH−EO)+(C−d)λL(S). (8.28)

8.3.1 Benchmark: Coordinated revenue-sharing contract in the
full information scenario

The highest total expected profit of the supply chain can be achieved in a contract in
which the LSP uses the same number of resources (spare parts and service engineers) as
found for the optimal centralized solution. Such a contract is called a coordinated contract.
In a coordinated contract, if the LSP’s share profit is only equal to his reserved profit (his
expected profit in the full backlogging policy) out of the total profit, then the supplier will
get the highest possible expected profit in this game. In this case, the supplier profit will be

SP∗=TPc−FB, (8.29)

where TPc is the total optimal centralized profit and FB is the optimal profit of the
LSP under the full backlogging policy. As discussed in Section 7.4.1, in the case of full
information, this is easily achieved for the supplier. If the supplier offers the following
revenue-sharing contract, she will get TPc−FB profit:

β=1− FB

TPc
, (8.30)

C=(1−β)d. (8.31)

This contract is not the only revenue-sharing contract that the supplier can offer to get
the highest expected profit. Suppose Sc and Ec are the spare part stock level and the
number of service engineers in the centralized optimal solution (which maximize the total
expected profit):

(Sc,Ec)=argmax
S,E

{TP(S,E)| W(S,E)≤Wmax}, (8.32)

where

TP(S,E)=U−SH−EO−dλL(S). (8.33)

This gives

TPc=U−ScH−EcO−dλL(Sc). (8.34)
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In addition, let (S∗(β,C),E∗(β,C)) denote the optimal solution of the LSP expected
profit in a revenue-sharing contract with parameters (β,C), i.e.:

(S∗(β,C),E∗(β,C))=argmax
S,E

{LP(S,E,β,C) | W(S,E)≤Wmax}, (8.35)

where
LP(S,E,β,C)=(1−β)(U−SH−EO)−CλL(S). (8.36)

The supplier can find all the coordinated revenue-sharing contracts (set of (β,C) values)
which give her TPc−FB profit by solving the following set of equations:

LP(Sc,Ec,β,C) = FB, (8.37)

(S∗(β,C),E∗(β,C)) = (Sc,Ec) (8.38)

C ≥ 0, (8.39)

β ∈ [0,1], (8.40)

To make sure that the supplier gets the expected profit equal to TPc−FB, the β and C
values should be chosen such that the LSP chooses the same stock level (and the number
of service engineers accordingly) as Sc (Eq. 8.38). This leads to a coordinated solution
(with the total profit equal to TPc). At the same time, the supplier should ensure that
the LSP receives just his reserved profit (FB) (Eq. 8.37). In this case, the supplier gets
all the benefit of coordination. Note that the emergency shipment cost value can be
smaller than d, i.e. the supplier will lose money for each emergency shipment. However,
she can compensate that by receiving a higher fraction of the LSP profit. Solving the
equations (8.37-8.40) results in the proposition below:

Proposition 8.4. Any revenue-sharing contract with parameters that satisfy (8.41, 8.42)
coordinates the system and gives the supplier the highest possible profit (TPc−FB) and
the LSP his expected reserved profit (FB).

β ∈ [βL,βU ], (8.41)

C =
(1−β)(TPc+dλcL)−FB

λcL
, (8.42)

where

βL=1− FBr+

(Ec−Em(Sc+1))O−H+(TPc+dλc)r+
, (8.43)

βU =min
(

1− FBr−

(Ec−Em(Sc−1))O+H+(TPc+dλc)r−
,1− FB

TPc+dλcL

)
, (8.44)

r+=1−λL(Sc+1)

λcL
, (8.45)

r−=1−λL(Sc−1)

λcL
. (8.46)
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λcL,S
c,Ec are the emergency rate, spare parts stock level and the number of service

engineers in the optimal centralized solution, λL(S) is the emergency rate given that the
stock level is S, and Em(S) is the minimum number of service engineers that (given the
stock level S) satisfies W(S,E)≤Wmax.

It is easy to show that βL,βU ∈ [0,1]. The revenue-sharing fraction value given in (8.30)
is indeed in the range [βL,βU ]. Inserting this β value in (8.42) results in C=(1−β)d (8.31).

8.3.2 Emergency shipment cost threshold value in revenue-sharing
contracts

In the previous section, we have shown that for any value of β∈ [βL,βU ] (see Eq. 8.43
and 8.44), if the supplier chooses the emergency shipment cost value given in Eq. (8.42), she
obtains the highest possible expected profit (TPc−FB). This value of emergency shipment
cost is also the maximum value that the LSP will accept in a revenue-sharing contract.
For a higher C value, the LSP will receive an expected profit lower than FB, hence he
will decline the offer and switch to the full backlogging policy. Therefore, for any given
sharing fraction value β∈ [βL,βU ], Eq. (8.47) gives the threshold value for the emergency
shipment cost in a revenue-sharing contract above which the LSP will reject the contract:

Cth(β)=
(1−β)(TPc+dλcL)−FB

λcL
(8.47)

Since the LSP is transferring a fraction of his internal profit to the supplier, it is obvious
that the maximum acceptable emergency shipment cost value (threshold value) for the
LSP is lower compared to the price-only contract, i.e.,

Cth(β)≤Cth, β∈ [βL,βU ]. (8.48)

For β values outside the range of [βL,βU ], the optimal spare part stock level and
number of service engineers are not necessarily the same as for the optimal centralized
solution. Therefore, Eq. 8.47 may not hold. In this case, for a revenue-sharing contract
with sharing fraction β /∈ [βL,βU ], the emergency shipment cost threshold value can be
found using a bisection search, see Section 7.3.

8.3.3 Single revenue-sharing contract in the presence of
asymmetric information

Proposition 8.4 specifies the revenue-sharing contracts with which the supplier can get the
highest possible profit. However, the supplier is able to offer this revenue-sharing contract
only if she knows the true failure rate. In case the supplier is not fully informed, she needs
to decide on β and C values that maximize her expected profit given her belief on the
type of the LSP. In the asymmetric information scenario in which the supplier is doubting
between a low and high failure rate, resulting in a high and low threshold value for the
emergency shipment cost (see Section 8.2.2) and hence a soft or tough LSP, the set of
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equations below describe the supplier problem to find the optimal revenue-sharing contract:

(PSRS) max
β,C

SP(β,C)=qSPs(β,C)+(1−q)ytSPt(β,C) (8.49)

subject to

SPj(β,C)=β
(
U−Sj(β,C)H−Ej(β,C)O

)
+(C−d)λjL

(
Sj(β,C)

)
j=s,t, (8.50)

C≤Csth(β)+yt(Ctth(β)−Csth(β)) (8.51)

(Sj(β,C),Ej(β,C))=argmax
S,E

{
LPj(S,E,β,C) | W j(S,E)≤Wmax

}
j=s,t, (8.52)

yt∈{0,1} (8.53)

C≥0 (8.54)

β∈ [0,1] (8.55)

where LPj(S,E,β,C), j = s,t denote the soft and tough LSP expected profit in a
revenue-sharing contract with parameters (β,C) and given the spare parts stock level
S and the number of service engineers E, i.e.

LPj(S,E,β,C)=(1−β)(U−SH−EO)−CλjL(S), j=s,t. (8.56)

Sj(β,C) and Ej(β,C), j= s,t, are the optimal stock level and the number of service
engineers which the LSP of type soft or tough will choose, given the emergency shipment
cost C and the sharing fraction value β. Given the values Sj(β,C), λjL(Sj), j=s,t, are

the optimal emergency failure rates for soft and tough LSP type. Cjth(β), j=s,t give the
maximum emergency shipment cost values that the soft or tough type LSP will accept,
given the sharing fraction β (see Section 8.3.2). Theoretically, we can relax the constraints
on the emergency shipment cost to be positive and the β value to be between 0 and 1.
However, to keep the model justified in its application, we impose these constraints.

Similar to the price-only contract, Proposition 8.5 suggests an efficient approach to
solve Problem PSRS.

Proposition 8.5. Given any β value, the optimal emergency shipment cost in Eq. (8.49)

is either (1−β)δji ,δi∈∆j(Cjth(β)) or Cjth(β), j=s,t. Here δsi (δti)s are the drop points
for the LSP of type soft (tough), and Csth(β) and Ctth(β) are the maximum emergency
shipment costs that, given the sharing fraction β, the soft and tough type LSPs accept
in a revenue-sharing contract, respectively.

As Proposition 8.5 states, to find the optimal single revenue-sharing contract in the
case the supplier doubts whether the LSP is soft or tough, we need to search through
different β values, and given each value of β, find the best emergency shipment cost C
among the drop points and the emergency shipment threshold values. Proposition 8.6
shows that there is a maximum β value for a feasible revenue-sharing contract. This
enables a faster search for the best β value.
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Proposition 8.6. The maximum sharing fraction value β0 that the supplier can use
in her revenue-sharing contract which still attracts the LSP is when the supplier charges
C=0. We have:

β0=1− FB

LP∗(0)
, (8.57)

where FB is the expected optimal LSP profit under the full backlogging policy and LP∗(0)
is the expected optimal LSP profit under partial backlogging and given an emergency
shipment cost value equal to 0.

Note that when C=0, the LSP will not necessarily send all the failures to the emergency
supplier (S 6=0). Even when the emergency shipment is free, the LSP may still need to
keep some resources locally to be able to meet the promised service level (average waiting
time constraint).

Proposition 8.7. Suppose βs0 and βt0 give the maximum sharing fractions that the
LSP of type soft and tough accept respectively. The optimal sharing fraction in a
single revenue-sharing contract in the case of asymmetric information is in the range
of [0,max(βs0,β

t
0)].

In the presence of information asymmetry, in contrast to the full information scenario,
there is no guarantee that the revenue-sharing contract coordinates the system. Nevertheless,
in some instances, the single revenue-sharing contract can coordinate the system and
gives the supplier the highest expected profit regardless of the LSP type. Suppose βg

is the solution of the equation below (if there exists a solution):{
(1−β)(TPc+dλcL)−FB

λcL
| λ=λs

}
=

{
(1−β)(TPc+dλcL)−FB

λcL
| λ=λt

}
(8.58)

βg is a sharing fraction value that gives the same value for the emergency shipment cost
in a coordinated revenue-sharing contract (Eq. 8.42) for both soft and tough LSP type.
If βg is in the range given in Eq. (8.41) for both types of LSP, then the revenue-sharing
contract with parameters (βg,Cth(βg)) is the optimal contract which coordinates the
system and gives the supplier the highest expected profit, and the LSP his reserved profit
(regardless of his type).

In an extensive numerical experiment in Section 8.4, the optimal single revenue-sharing
contract that the supplier can offer in the presence of information asymmetry is determined
for different instances and is compared with the optimal centralized solution and the
price-only contract. In the next section, we investigate whether the supplier is able to
achieve more in the case of imperfect information on the failure rate by offering a ”menu” of
revenue-sharing contracts instead of a single one. We are interested to see how far and under
what conditions the supplier can increase her expected profit by using the menu mechanism.

8.3.4 Menu of revenue-sharing contracts

The supplier is doubting between two failure rate values. To solve the problem, the
supplier, instead of a single offer, may offer a menu of revenue-sharing contracts. In
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each contract, she defines the sharing fraction β and the emergency shipment cost C,
specifically for each type of LSP. She needs to design such a menu to maximize her
expected profit. According to the revelation principle [91], the supplier can maximize
her profits by establishing no more than one menu option for each LSP type. Thus, when
there are two LSP types, the supplier seeks to maximize her own profits by offering two
menu options, each one intended to be selected by a different type of LSP.

This objective is constrained by a set of individual rationality (IR) and incentive
compatibility (IC) constraints. The IR constraints ensure that each LSP type can benefit
from participating (he gets at least a revenue equal to his expected profit under the full
backlogging policy). The IC constraints ensure that the LSP type j prefers menu option
j over any other one that is offered.

Suppose the supplier designs a menu of two contracts with parameters (βs,Cs) and
(βt,Ct) where the first one is directed to a soft LSP and the second one to a tough LSP.
The supplier can find the optimal menu of contracts by solving the problem below:

(PMRS) max
βs,βt,Cs,Ct

SP(βs,βt,Cs,Ct) = qSPs(βs,Cs)+(1−q)SPt(βt,Ct), (8.59)

subject to

SPj(βj,Cj)=βj
(
U−Sj(βj,Cj)H−Ej(βj,Cj)O

)
+(Cj−d)λjL(Sj(βj,Cj)) (8.60)(

Sj(βj,Cj),Ej(βj,Cj)
)
=argmax

S,E

{
LP j(S,E,βj,Cj) | W j(S,E)≤Wmax

}
(8.61)

LPj
∗
(βj,Cj)≥FBj j=s,t, (8.62)

LPs∗(βs,Cs)≥LPs∗(βt,Ct), (8.63)

LPt
∗
(βt,Ct)≥LPt∗(βs,Cs), (8.64)

βs,βt∈ [0,1], (8.65)

Cs,Ct≥0, (8.66)

where LPj(S,E,β,C), j = s,t denote the soft and tough LSP expected profit in a
revenue-sharing contract with parameters (β,C) and given the spare parts stock level

S and the number of service engineers E. LPj
∗
(β,C), j = s,t, denote the expected

optimal profits of the soft and tough LSP, respectively, in a revenue-sharing contract with
parameters (β,C).

LPj(S,E,β,C)=(1−β)(U−SH−EO)−CλjL(S) j=s,t, (8.67)

LPj
∗
(β,C)=max

S,E

{
LPj(S,E,β,C) | W j(S,E)≤Wmax

}
j=s,t. (8.68)

Inequalities (8.62) ensure that each LSP type accepts the contract that is designed
for him. Inequalities (8.63) and (8.64) are needed to make sure that it is not beneficial
for each LSP type to choose the contract that is not designed for him.
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Lemma 8.1. For any feasible menu of revenue-sharing contracts
(which satisfies Constraints 8.62-8.66), if βs>βt, then Cs<Ct, and if βs<βt, then
Cs>Ct.

Proposition 8.8. For the optimal menu of revenue-sharing contracts in the problem
PMRS, given βs and βt values, the optimal Cs and Ct values are either (1−βj)δji ,
δi∈∆j(Cjth(βj)) or Cjth(βj), j=s,t.

In practice, we can determine an optimal menu of revenue-sharing contracts numerically.
Based on Proposition 8.8, similar to single revenue-sharing contract, to find the optimal
menu of revenue-sharing contract, we need to search on βs and βt values (in the ranges
[0,βs0] and [0,βt0] respectively), and given certain β values, find the optimalCs andCt values
among drop points or the emergency shipment threshold values. Nevertheless, to get more
insight into the optimal solution, it is worthwhile to further analyze the model theoretically.

Lemma 8.2. There does not always exist a feasible menu of revenue-sharing contracts.

This lemma states that the supplier can not fully rely on a menu of revenue-sharing
contracts and sometimes he only has the option of a single revenue-sharing contract. An
example in which there is no feasible menu of revenue-sharing contracts:

Λ={0.6,1.2}, (µ,ν,νem,O,H,Wmax,d)=(0.5,1.5,3,100,125,0.1,0).

Furthermore, in Section 8.4, we show that, even if a menu of revenue-sharing contracts
exists, the optimal menu does not necessarily yield a higher expected profit to the supplier
than the optimal single revenue-sharing contract.

For any λ value, there is a feasible region for C and β in which the LSP accepts the
offer. When there are soft and tough LSP types, two scenarios can occur regarding
their revenue-sharing contracts feasible regions. In the first scenario, any revenue-sharing
contract that is feasible for the tough LSP, is feasible for the soft LSP as well, see
Figure 8.5. In the second one, the two feasible regions overlap but part of the solution
spaces are only feasible for one of them, see Figure 8.6. The values βj0,j=s,t are the
maximum sharing fraction values (when C=0) that the LSP of each type accepts in
the offered revenue-sharing contracts (see Proposition 8.6). If we know the βs0 and βt0
values, we can see which of these two scenarios occur.

It is obvious that if βs0>β
t
0, the first scenario occurs and any revenue-sharing contract

that is feasible for a tough LSP, is also feasible for a soft LSP, and if βs0<β
t
0, the second

scenario occurs and soft and tough LSPs’ feasible regions are only partially overlapping.

Proposition 8.9. If βs0<β
t
0, then there exists at least one feasible menu of revenue-sharing

contracts.

Proposition 8.9 shows that, in the case the tough LSP feasible region is not fully
included in the soft LSP feasible region, then there always exists a feasible menu of
revenue-sharing contracts. However, there is still no guarantee that an optimal menu
of revenue-sharing contracts results in a better solution (higher expected profit for the
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Figure 8.5: The (β, C) values where the LSP of soft and tough type will accept the
revenue-sharing contract (of Example 8.1). The failure rate of each LSP type is given. βs0 and
βt0 are the maximum sharing fraction values that the supplier can use in her revenue-sharing
contracts offers if the LSP is of soft and tough type respectively.

supplier) than the optimal single revenue-sharing contract. In an extensive numerical
experiment in Section 8.4, we compare the single and menu of revenue-sharing contracts
and show to what extent each can capture the value of perfect information.

8.3.5 Other contracts

Our discussion has focused on revenue-sharing contracts. One may think of other contracts
with two or more parameters to be used in the case of information asymmetry. We
have investigated contracts with a fixed payment which the LSP transfers to the supplier
independent of the number of emergency requests in combination with price-only and
revenue-sharing contracts. The contract with fixed and per shipment payments appears
to have no advantages over revenue-sharing contracts. We analyze the three parameters
contract (V,β,C), see the discussion of cost-sharing contracts in Section 7.4.2, (V is a
fixed payment, β is the revenue-sharing fraction and C the emergency shipment cost)
to see whether a menu of these three parameters contracts always coordinates the system.
Although the supplier is sometimes able to get a higher profit by offering the menu of
this three parameters contract compared to a menu of revenue-sharing contracts, still
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Figure 8.6: The (β, C) values where the LSP of soft and tough type will accept the
revenue-sharing contract (of Example 8.1). The failure rate of each LSP type is given.

the coordination is not guaranteed. Therefore, we skip the discussion of these contracts
in this paper.

8.4 Numerical Study

In the previous section, we presented analytical results that provide some insights into
the properties of optimal revenue-sharing contracts. In this section, we perform an
extensive numerical study, and we investigate the implications of information asymmetry.
Specifically, we address the following questions:
How much does the supplier lose by not knowing the information about the assets failure
rate (i.e., the LSP type)? How much value is lost in comparison with the case of perfect
information when using the best single or the best menu of revenue-sharing contracts, and
how often does the use of these contracts result in the coordinated solution? How much does
the LSP gain if the supplier is uninformed about the assets failure rate? How often does
information asymmetry lead to an offer of the supplier that will be turned down by the LSP?

The parameters setting of the numerical experiment is given in Table 8.2. The
combination of parameter values given in Table 8.2 results in 582120 instances. We
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Table 8.2: Parameter values for numerical analysis

Parameter Values

λl 0.5:0.1:1.5

λh [1.2:0.2:2]λl

µ 0.5

ν [0.1, 0.25:0.25:1.5]

νem [1.5, 2, 3, 5]ν

O 100

H 50:25:200

Wmax [0.01, 0.02:0.02:0.1]

U 8000

d [ 0, 500, 1000]

p [ 0.25, 0.5, 0.75]

excluded cases in which the emergency shipment cost threshold value (Cth) of at least
one of the LSP types is smaller than the supplier internal cost per shipment d (in this
case there is no way for the supplier to offer an acceptable contract that results in positive
profit for her). This reduces the number of instances to be explored to 83570.

To answer the questions proposed above, we take the optimal price-only contract as
the basis to represent the case with asymmetric information. This allows us to show the
value of perfect information as well as the value of utilizing revenue-sharing contracts.
Whenever we talk about the perfect information case, we are referring to a case in which
the supplier knows the exact assets’ failure rate. We know that, when the supplier has
the full information on assets’ reliability, she can achieve the highest profit by offering a
revenue-sharing contract. In this case, she obtains the whole benefit of coordination and
let the LSP only earns his reserved profit. In the next section, we present the value of
knowing the asset’s reliability information measured by the impact of this information on
the supplier expected profit. In Section 8.4.2, we discuss the value of using revenue-sharing
contracts in the case of information asymmetry. A summary of the results of this numerical
study is provided in Tables 8.3 and 8.4.

8.4.1 Value of information

To investigate the value of perfect information on the LSP’s assets failure rate, for each of
the 83570 instances, we compared the supplier expected profit under perfect information
with those in the price-only contract under imperfect information through the following
formulation:

VI=
SP∗−SPPO

SP∗
∗100%, (8.69)
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where SP∗ is the optimal supplier profit under full information scenario. We define the
optimal supplier’s profit under perfect information as a benchmark in Section 8.3.1. We
know that in that case, the supplier’s profit equals TPc−FB, which is obtained through a
revenue-sharing contract with the rightly chosen parameters (see 8.41-8.42). This contract
also coordinates the system. SPPO is the supplier profit using the best price-only contract
under asymmetric information on assets’ failure rate. Hence, VI gives the increase in the
supplier expected profit if she can acquire the assets’ failure rate information (LSP type),
compared to her profit using the best price-only contract (under asymmetric information).

Based on our numerical study, we found that knowing the assets’ failure rate information
can increase the supplier profit, on average, by 20.50%. We also observed that, in some
cases, the value of information can be as high as 82.36%. The value of information
increases when the ratio between the high and low failure rates increases, and the value
of information has its maximum value when the supplier presumes the same likelihood
for the soft and tough LSP (or low and high assets’ failure rate), i,e., p=q=0.5 (which
represents the maximum variability of the assets’ failure rate).

8.4.2 Value of revenue-sharing contracts

In the previous section, we show the value of perfect information about the LSP type
and its significant impact on the supplier profit. This presents an opportunity to capture
some of the value of information by implementing more complicated contracts. In this
section, we investigate how much of the value of perfect information can be captured
through the optimal single or through the optimal menu of revenue-sharing contracts.
We know that in the case of asymmetric information, a revenue-sharing contract not
necessarily coordinates the system, although in general, it will be better than a price-only
contract (a price-only contract is a restricted version of revenue-sharing contracts).

As we showed before, for some instances, there does not necessarily exist a feasible
menu of revenue-sharing contract (in around 1.7% of the instances), and as expected,
if such a menu exists, it is not necessarily better than the best single revenue-sharing
contract. Nevertheless, the menu of revenue-sharing contracts can give the supplier up
to 44% higher (1.8 times more) profit than the single revenue-sharing contract. Therefore,
it is still beneficial for the supplier to use the menu mechanism. The best strategy for
the supplier is to use both approaches and for each specific parameter setting, to choose
the one (i.e. either the best single or the best menu of revenue-sharing contracts) that
gives him the highest expected profit. To measure the value of using revenue-sharing
contracts (single or menu), we use the following formulation:

VRS=
SPRS−SPPO

SP∗
∗100%, (8.70)

where SPRS is the optimal supplier profit using the best single or menu of revenue-sharing
contracts (the one which results in higher profit). The optimal supplier profit using the
single or the menu of revenue-sharing contracts can be determined by solving Problems
(PSRS) and (PMRS), respectively (see Sections 8.3.3 and 8.3.4).
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Based on our numerical study, we found that the combination of single and menu of
revenue-sharing contracts, compared to price-only contracts, can increase the supplier
profit, on average, by 15.96%. We also observed that the maximum value of the
revenue-sharing contract (i.e., the maximum VRS) was as high as 79.12%. The expected
supplier profit under asymmetric information and using the best single or the best menu of
revenue-sharing contracts, on average, is only 4.55% lower than the optimal supplier profit
under the full information scenario (i.e., the average of VI−VRS). Moreover, in more
than 60% of all instances, the revenue-sharing contracts lead to the optimal coordinated
solution. These observations imply that the combination of a single and a menu of
revenue-sharing contracts is an efficient way to deal with information asymmetry. We
observe that the same conditions that result in the higher value of information also result
in a higher value for the revenue-sharing contracts. This is expected since the single and
the menu of revenue-sharing contracts capture a large fraction of the value of information.

Earlier, we mentioned that the LSP might keep the asset failure rate information
hidden for the supplier, in this way hoping to receive a better offer. It is obvious that
the LSP will not lose anything if he keeps the reliability information hidden, since he
may expect to receive a minimum profit (i.e. his reserved profit) in the full information
scenario. However, how much will he gain when the information on the failure rate is
hidden for the supplier, and the supplier offers her best single or menu of revenue-sharing
contract? Based on our numerical experiment, on average, the LSP receives only a 0.06%
higher profit in the asymmetric information case compared to his reserved profit (full
information). The maximum difference we found in our instances is 7.3%. If the LSP
is of the soft type (i,e. with a high threshold value), he can expect to get a higher profit
(on average 0.1% higher than his reserved profit).

The information asymmetry can affect the LSP in another way as well. Although in
the menu of revenue-sharing contract there is always a contract that attracts both types
of LSP, this is not the case for the single revenue-sharing contract. If the supplier finds the
single revenue-sharing contract the best contract that she can offer, there is a chance that
the selected contract is not attractive for the tough LSP. In our numerical experiment, in
some 12% of all cases, a tough LSP rejects the optimal supplier offer. Although the LSP
gets his reserved profit if he rejects the offer, it is typically not preferable for him to reject
the contract and switch to the full backlogging policy (since in the partial backlogging
policy, he shares the risk with the supplier). In summary, if an LSP is of the soft type,
he will always get an attractive offer and on average receive a 0.1% higher profit if he
does not share the failure rate information. For the tough LSP type, he may receive
unattractive offers in some 12% of the cases (based on our numerical experiment) and
on average, gets only 0.007% higher profit (15 times less than the soft type) when not
disclosing the reliability information.

Finally, we note that there was no significant difference observed in the value of
information (or the value of revenue-sharing contracts) when changing the various
parameters (except those that are already discussed). For more details on the numerical
study results, see Tables 8.3 and 8.4.
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Table 8.3: Summary of the results of the numerical study based on 83570 instances.

Number of instances Price-only Single revenue-sharing Menu Menu+Single revenue-sharing

Coordinated solution 4 46714 (55.9%) 46409 (55.5%) 50607 (60.6%)
Feasible solution - - 82092 (98.2%) -

8.5 Information sharing

There exists a stream of studies in the supply chain contracting literature which investigates
the willingness of players for information sharing in a supply chain. As expected, it is not
always beneficial for all players to share private information. In this case, the uninformed
party may use the side-payment mechanism to acquire the information, see e.g. Yao et al.
[141] and Lan et al. [75]. As we have shown in the previous section, the supplier can
not always achieve the optimal coordinated solution by offering the best single or the best
menu of revenue-sharing contracts. When coordination is not possible by means of the
proposed contracts, the supplier can go one step further to increase her expected profit.
The supplier can offer a side-payment to the LSP as an incentive to reveal his information
on the assets reliability. Suppose the LSP demands a reveal fee of F to reveal the assets’
failure rate. After the supplier acquires the failure rate information, she will be able to offer
the coordinated revenue-sharing contract, which results in the highest profit for her and the
reserved profit for the LSP (excluding the reveal fee). Therefore, if both supplier and LSP
accept this side-payment and information sharing mechanism, their expected profit will be

SPs=−F+q(TPcs−FBs)+(1−q)(TPct−FBt)=−F+SP∗, (8.71)

LPjs=F+FBj j=s,t, (8.72)

where SPs,LP
j
s are the expected supplier and LSP profits, for j=s,t respectively, after

the LSP reveals the assets’ failure rate and receives the reveal fee F. SP∗ gives the
expected supplier profit if she has the full information on the assets’ failure rate. TPcj,
j=s,t is the optimal centralized expected profit in the case the LSP is of type soft or
tough. The LSP is willing to share his private information and the supplier is willing
to pay the reveal fee if their expected profit becomes higher than their profits under
asymmetric information (and using the best revenue-sharing contract), i.e.

SPs>SPRS, (8.73)

LPjs>LPjRS j=s,t, (8.74)

where SPRS and LPjRS are the expected profits of the supplier and LSP (of type soft
or tough), respectively, under asymmetric information and given the best single or the
best menu of revenue-sharing contracts. This gives us the feasible range of the reveal fee
F such that both players are willing to participate in this side-payment and information
sharing mechanism:

LPjRS−FBj<F<q(TPcs−FBs)+(1−q)(TPct−FBt)−SPRS j=s,t. (8.75)
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Table 8.4: Analysis of the numerical study. SP∗,SPSRS,SPMRS are the supplier profit in
the optimal centralized solution, in the best single revenue-sharing contract and in the best
menu of revenue-sharing contracts respectively. SPRS is the maximum of SPSRS and SPMRS.
LPsRS and LPtRS are the optimal soft and tough LSP profit, respectively, given the best single
revenue-sharing contract.

Indicator Average (%) Max(%)

VI

all 20.50 82.36

p=0.25 18.27 82.36

p=0.50 23.33 70.41

p=0.75 20.04 65.61

λh/λl=1.2 19.53 62.18

λh/λl=1.4 20.03 63.55

λh/λl=1.6 20.41 65.42

λh/λl=1.8 20.88 82.36

λh/λl=2.0 21.72 79.12

VRS

all 15.96 79.12

p=0.25 13.60 79.12

p=0.50 18.21 63.50

p=0.75 16.20 65.61

λh/λl=1.2 13.93 62.18

λh/λl=1.4 15.16 61.24

λh/λl=1.6 15.92 63.95

λh/λl=1.8 16.68 63.5

λh/λl=2.0 18.18 79.12

SP∗−SPRS
SP∗

1

all 4.55 45.65

SPMRS

SPSRS
all 87.70 180.56

LPsRS−FBs
FBs

all 0.107 7.29

LPtRS−FBt
FBt

all 0.007 2.39

1 equal to VI−VRS
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If the supplier has the right to choose the reveal fee amount freely, he might offer to pay
just a bit more than min(LPsRS−FBs,LPtRS−FBt). But why should the minimum of
these two amounts be sufficient? Suppose the LSP type k has a lower threshold value
for the reveal fee than the LSP type k′ (k can be soft or tough), i.e.

LPkRS−FBk<LPk
′

RS−FBk
′
. (8.76)

If the supplier offers a reveal fee amount that is just a bit higher than LPkRS−FBk, two
scenarios can happen. If the LSP is of type k, he will accept this offer and reveal his
private information. In this case, he expects a higher profit than in the case of asymmetric
information. If the LSP is type k′, then this offer makes his expected profit less than his
expected profit under asymmetric information. However, he knows that if he rejects this
information sharing offer, the supplier will immediately know his type, and accordingly
the asset’s failure rate (because a type k LSP would not reject the offer). In that case, the
supplier will offer the LSP the optimal single revenue-sharing contract knowing that the

LSP is of type k′. This makes the LSP expected profit equal to his reserved profit FBk
′

and
he will not receive any reveal fee. Therefore, even for the LSP of type k′ which has a higher
threshold value for the reveal fee than the offered one, it is better to accept the information
sharing offer and reveal his information on the assets’ reliability by receiving the reveal fee.

Suppose the reveal fee can be determined in a cooperative environment. In this case,
the players make an agreement in which the supplier transfers a fraction of her expected
potential saving to the LSP in order to acquire his private information. Note that the
supplier needs to pay the LSP at least min(LPsRS−FBs,LPtRS−FBt) amount, otherwise
the LSP, whatever his type might be, will not share his information on the assets’ failure
rate. Therefore, the equation below gives the maximum saving Z that the supplier can
achieve if the LSP reveals his information on the failure rate:

Z=SP∗−SPRS−min(LPsRS−FBs,LPtRS−FBt). (8.77)

Suppose they agree on a sharing fraction θ which gives the fraction of the total supplier’s
benefit of information sharing, Z, which the supplier transfers to the LSP (via the reveal
fee). Given the sharing fraction θ, the reveal fee is equal to

F=θZ+min(LPsRS−FBs,LPtRS−FBt)
=θ(SP∗−SPRS)+(1−θ)min(LPsRS−FBs,LPtRS−FBt). (8.78)

If the supplier transfers the reveal fee in Eq. (8.78) and the LSP reveals his information,
the supplier and the LSP expected profit are as follows:

SPs=θSPRS+(1−θ)SP∗−(1−θ)min(LPsRS−FBs,LPtRS−FBt), (8.79)

LPjs=θ(SP∗−SPRS)+(1−θ)min(LPsRS−FBs,LPtRS−FBt)+FBj j=s,t, (8.80)

It is easy to show that for any θ∈(0,1), the Eq. (8.79) and (8.80) satisfies the conditions
on (8.73) and (8.74).
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Figure 8.7: Average and maximum increase (or decrease) in the supplier and the LSP expected
profit (compared to the asymmetric information case) using the information sharing mechanism
and as a function of the benefit-sharing fraction θ. Values are based on a numerical experiment
with 83570 number of instances (Table 8.2).

We examine the information sharing mechanism for our numerical test example (Section
8.4) with 83570 instances. We calculate how much the supplier and the LSP can increase
their expected profit if they use this information sharing mechanism for different benefit
sharing fraction (θ) values. Based on our numerical experiment, we observe that the
supplier, on average, can increase her expected profit up to 14.23% compared to her
profit when she is not fully informed on the asset reliability. The increase in her profit
can get as a high as 83.14%. Similarly, we look for the average and maximum benefit the
LSP can achieve. Compared to his reserved profit (FB), the soft LSP type, on average,
does not benefit from this information sharing mechanism. He expects to lose, on average,
up to 0.27% of his profit. In some instances, the soft LSP can save up to 4.17% in his
profit, but he also risks a loss of up to 7.27%. For the tough LSP, the situation is more
promising on average and more controlled on extreme cases. The tough LSP, on average,
can increase his expected profit up to 0.16%. The maximum saving and loss we observe
for the tough LSP in our numerical experiment are 1.53% and 2.38% respectively. For
more information on the numerical result, see Figure 8.7.

In summary, for the cases where coordination is not achievable by using the best single
or the best menu of revenue-sharing contracts, the supplier can increase his expected
profit considerably, using this side-payment and information sharing mechanism. For
the LSP the situation depends on his type. If the LSP is of soft type, it is better for him
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to not participate in this information sharing mechanism from the beginning. Although,
he can save up to 4.17% in some cases, on average he will lose even for θ values close to 1.
For the tough LSP, this mechanism is slightly more attractive. Although the tough LSP
can also lose up to 2.38% of his profit, on average we found a modest 0.16% potential
saving in his expected profit.

8.6 Conclusion

In this chapter, we study a Stackelberg game between a local service provider (LSP) and
an emergency supplier in which the supplier is the principal and offers the contracts. The
LSP has limited local resources and if a repair call cannot be satisfied due to a stock
out of the relevant spare part, he relies on an emergency supplier to take over this call
completely. We considered a situation in which the emergency supplier who serves the
LSP, has less information about the failure of the assets than the local service provider.
We explored three different ways in which the supplier might offer a contract to the LSP
in the case of asymmetric information. In the price-only contract, the supplier charges the
LSP a fixed price per emergency shipment request. The supplier needs to choose a price
that maximizes her expected profit considering that the LSP may face either low or high
asset failure rates. The higher the price, the lesser the number of emergency requests the
supplier may expect, and in case the price exceeds a threshold value, the LSP will reject
the offer. As a second option, the supplier can use a two parameters revenue-sharing
contract which we show to always give a higher profit to the supplier. We also study
the use of a menu of revenue-sharing contracts with which the supplier can screen the
LSP type by offering two different revenue-sharing contract terms.

As expected, the presence of information asymmetry causes the supplier to lose some
profit. If she relies on a price-only contract, she will lose more than 20% of her profit
and rarely (in less than 0.01% of all cases) is able to achieve the optimal coordinated
solution. With the help of a single and a menu of revenue-sharing contracts, the supplier
loses less than 5% of her profit compared to the perfect information scenario. We propose
an incentive for information sharing which the supplier can use when the single or the
menu of revenue-sharing contracts cannot capture the value of information entirely. With
this approach, the supplier is able to increase his expected profit, on average, up to 14%.

The LSP never gets lower expected profit when the information is hidden for the
supplier compared to the full information scenario, however his gain will be negligible.
Given the supplier’s optimal strategy in offering a single or a menu of revenue-sharing
contracts, a soft LSP on average gets 0.1% more profit when the information is asymmetric.
For the tough LSP, the additional profit is negligible. In addition, in some 12% of the
cases, he gets offers that he needs to reject (it gives him less than his reserved profit).
However, if the tough LSP is willing to share the asset reliability information he can
improve his revenue, on average, up to 0.16% (of his reserved profit).

For the sake of illustration, we assume that there are only two types of LSP. However,
the extension to the case of more than two types of LSP is straightforward. Note,
for a higher number of LSP types, finding the optimal menu of contracts becomes
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computationally more expensive. The game theory model that is studied in this paper
is based on the model presented in Chapter 3 and is an extension of the model discussed
in Chapter 7. To keep the model tractable, we have simplified the problem to the case
that there is only one type of spare part. The extension to multiple types of spare parts
is possible and rather straightforward. Some propositions are made based on having one
type of spare part. Their extension to multiple part types require modifications as well
as slightly more involved proofs.

In these last two chapters, we assume that the negotiation between the LSP and the
emergency supplier is based on a single time contracting game in which each player focuses
on having the highest expected profit in the period covered by the contract. However,
it is not uncommon that players look for a long term relationship in such a supply chain
setting. In this case, a dynamic contract design problem between the players should be
studied in a multi-period game setting.
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Appendices

8.A Proofs of propositions

Proposition 8.1

Proof. For any given emergency shipment cost C, the LSP chooses the spare part stock
level and the number of service engineers such that his expected profit (8.14) is maximized
while the average waiting time constraint is satisfied. By increasing the emergency
shipment cost, the solution stays the same for a while, until the change of spare parts
inventory and service engineers hiring cost (internal cost) becomes less costly than the
change in emergency shipment cost, i.e.,[
S∗(C+ε)−S∗(C)

]
H+

[
E∗(C+ε)−E∗(C)

]
O < CλL(S∗(C))−(C+ε)λL(S∗(C+ε)),

(8.81)
where

λL(S∗(C))=λ∗L(C), (8.82)

and S∗(C)H is the optimal inventory holding cost, E∗(C)O is the optimal hiring cost of
the service engineers given the emergency shipment cost C, and ε is a very small number.
In this point, the solution changes and the emergency rate decreases. This shows that
the optimal emergency failure rate, λ∗L(C), is a decreasing step function in emergency
shipment cost.

Proposition 8.2

Proof. By definition, a drop point is an emergency shipment cost value which increasing
it with a small amount, changes the optimal emergency failure rate. This corresponds
to a change of optimal spare part stock level. Although the optimal emergency failure
rate λL(S) is a step function in S, the optimal LSP expected profit is a differentiable
function in S. Suppose the optimal stock level given the emergency shipment cost δi
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equals Si and it changes to Si+1 if the emergency shipment cost goes a bit higher than
that. Therefore, it is easy to show that the LSP profit given the emergency shipment
cost δi is the same for the stock levels Si and Si+1, i.e.

U−SiH−Em(Si)O−δiλL(Si)=U−Si+1H−Em(Si+1)O−δiλL(Si+1) (8.83)

which results in Eq. (8.19).

Proposition 8.3

Proof. It is shown in Proposition 8.1 that the optimal emergency failure rate is a decreasing
step function in the emergency shipment cost. Base on that, it is easy to show that
the supplier profit function (8.4) in a price-only contract, given a failure rate value, is a
piece-wise linear function in the emergency shipment cost. Therefore, we can reformulate
the supplier profit function (in Eq. 8.13) as follows

SP=


(C−d)l1 0≤C≤δ1,
(C−d)l2 δ1<C≤δ2,
...

(C−d)ln δn−1<C≤Cth,

(8.84)

where δis are the drop points which are introduced in Section 8.2 and li,i= 1,...,n is
the optimal emergency failure rate given that the emergency shipment cost is between
δi−1 and δi. From this formulation, it is obvious that in a price-only contract under full
information scenario, the optimal emergency shipment cost is either one of the δi values
(drop points) or Cth value. We can have the same argument for our problem (PPO). If
yt equal 0, then we have the same formulation as (8.84). For the case yt equals 1, we
have the following formulation for the objective function of Problem (PPO):

SP=


(C−d)l′1 0≤C≤δ′1,
(C−d)l′2 δ′1<C≤δ′2,
...

(C−d)l′ns+nt δ′ns+nt−1<C≤Ctth,

(8.85)

where

δ′i ∈ ∆′, (8.86)

∆′ = {δt1,...,δtnt,δs1,...,δsj | δsj≤Ctth,δsj+1>C
t
th}, (8.87)

and, ns and nt are the number of drop points in the range [0,Csth] and [0,Ctth] in the case
the LSP is of the soft or tough type, respectively. Given the formulation in (8.85), it is
easy to see that the optimal solution can be found in either one of the drop points of the
both LSP types, or Csth and Ctth values. Therefore, either yt equal 0 or 1, the optimal
solution of Problem (PPO) is either one of the drop points or one of the threshold values
associated with both LSP types.
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Proposition 8.4

Proof. Eq. (8.37) gives

C=
(1−β)(TPc+dλcL)−FB

λcL

By definition C≥0. Therefore

0 ≤ (1−β)(TPc+dλcL)−FB
λcL

,

β ≤ 1− FB

TPc+dλcL
.

Eq. (8.38) suggests that the stock level Sc is the maximizer of the LSP profit function.
Hence, the LSP profit given the revenue-sharing contract (β,C) should be higher in Sc

than in Sc−1 and Sc+1, i.e.,

(1−β)(U−ScH−EO)−CλcL
≥(1−β)(U−(Sc+1)H−Em(Sc+1)O)−CλL(Sc+1), (8.88)

(1−β)(U−ScH−EO)−CλcL
≥(1−β)(U−(Sc−1)H−Em(Sc−1)O)−CλL(Sc−1). (8.89)

These two inequalities give

β ≥ 1− FBr+

(Ec−E∗(Sc+1))O−H+(TPc+dλc)r+
,

β ≤ 1− FBr−

(Ec−E∗(Sc−1))O+H+(TPc+dλc)r−
.

We assume that FB<TPc (Note, if FB>TPc, then the LSP is always better off with
the full backlogging policy and any type of contract with the supplier will not be beneficial
for him). Moreover, since λL(S) is decreasing in S, r−<0<r+. Therefore, it is easy
to show that βU>βL.

Proposition 8.5

Proof. First, we show that that the drop points of a revenue-sharing contract with
parameters (β,C) is given by (1−β)δ,δ ∈∆(Cth) in which ∆(Cth) is the set of drop
points below Cth in the price-only contract. For any revenue-sharing contract, the drop
points are the emergency shipment values that by increasing them by a small value,
the optimal stock levels will change. Similar to Proposition 8.2, suppose Si and Si+1

are the optimal stock levels of the LSP in the revenue-sharing contract (β,C) given the

emergency shipment cost δβi and δβi +ε (a small positive number), respectively. Base on
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the continuity of the LSP profit function, It is easy to show that the LSP profit is the

same for the stock levels Si and Si+1 given the emergency shipment cost δβi , i.e.

(1−β)(U−SiH−Em(Si)O)−δβi λL(Si)=(1−β)(U−Si+1H−Em(Si+1))−δβi λL(Si+1), (8.90)

where Em(S) is the minimum number of service engineers such that given the stock level
S, W(S,E)≤Wmax, and λL(S) is the emergency failure rate given the stock level S.
The equation above gives

δβi =(1−β)
(Si+1−Si)H+(Em(Si+1)−Em(Si))O

λL(Si)−λL(Si+1)
, (8.91)

which gives

δβi =(1−β)δi (8.92)

The rest of the proof is similar to the proof of Proposition 8.3.

Proposition 8.6

Proof. It is easy to show that the LSP expected profit in the revenue-sharing contract
is decreasing in both β and C values (see Eq. 8.27). Therefore, the maximum β value
that the LSP accepts is when the C=0. LSP accepts a contract offer if it gives him at
least as much as his expected profit using the full backlogging policy, FB, i.e.

(1−β0)(U−S∗H−E∗O)=FB, (8.93)

where (S∗,E∗) is the optimal solution of the LSP in a revenue-sharing contract with
parameters (β0,C). It is obvious that (S∗,E∗) is the optimal solution of the LSP in a
price-only contract with C=0, i.e.,

LP∗(0)=U−S∗H−E∗O. (8.94)

Therefore, Eq. (8.93) and (8.94) result in Eq. (8.57)

Proposition 8.7

Proof. The proof is straightforward based on Proposition 8.6.

Lemma 8.1

Proof. It is easy to show that the LSP profit is decreasing in C and β. If βs>βt and
Cs>Ct, then the soft LSP gets more profit if he chooses the contract of tough LSP
than his dedicated contract. Therefore, the constraint (8.63) will be violated. The same
happens for the constraint (8.64) if βs<βt and Cs<Ct.
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Proposition 8.8

Proof. Similar to Proposition 8.5, it is easy to show that (1−βj)δji ,δi∈∆j(Cjth),j=s,t
are the drop points of the emergency failure rate in the case of soft or tough LSP type.
To show that the optimal emergency shipment costs of the optimal menu of contracts
are among these drop points or the threshold values, we can prove by contradiction.
Suppose the optimal emergency shipment costs Cs and Ct are not one of the drop points
or the threshold values. By definition, by increasing each of the emergency shipment cost
up to the next drop point (or the threshold value) the optimal emergency failure rate
(of both soft and tough LSP type) will not change. Moreover, it is easy to show that all
the constraint stay feasible. Therefore, the supplier can get a higher profit by increasing
the emergency shipment costs up to the next drop point (or the threshold value). Hence,
given fraction values βs and βt, the optimal emergency shipment costs in the menu of
revenue-sharing contracts are always among the drop pints or the threshold values.

Proposition 8.9

Proof. By definition
Csth(0)>Ctth(0). (8.95)

We know that for any LSP type,

Cth(β0) = 0, (8.96)

β0 = 1− FB

LP∗(0)
(8.97)

It is easy to show that Cth(β) is decreasing in β. Therefore, if βs0<β
t
0, there is a βg where

Csth(βg) = Ctth(βg), (8.98)

Csth(β) > Ctth(β), β<βg, (8.99)

Csth(β) < Ctth(β), β>βg. (8.100)

Hence, the revenue-sharing contracts with parameters of the set

Rs=
{

(βs,Cs) | β=[0,βg), Cs=
(
Ctth(β),Csth(β)

]}
(8.101)

is only acceptable by the soft LSP and the revenue-sharing contracts with parameters
of the set

Rt=
{

(βt,Ct) | β=(βg,βt0), C
t=
(
Csth(β),Ctth(β)

]}
(8.102)

is only acceptable by the tough LSP. Therefore, any menu of two contracts each from
one the sets Rs and Rt is a feasible menu.
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Chapter 9
Conclusions and future

research directions

In this dissertation, we consider a single local service provider (LSP) maintaining a group of
assets based on a service level agreement with the customer (asset owner). These assets are
subject to random failures and the service provider is responsible for carrying out the repair
of the failures. The corrective maintenance is done by replacement of the failed part with
a ready-to-use spare part, to limit the system downtime. The replacement process needs
to be carried out by specialist service engineers. Since the demand for repairs is not known
in advance, and the replenishment of the ready-to-use spare parts through an external
channel usually takes a long time, the service provider needs to stock a sufficient number
of spare parts to meet the target service level that he has promised to the asset owner. He
also needs to have a team of service engineers available to replace the malfunctioning parts.

In the models developed and analyzed in Chapters 3 and 4, the LSP may follow one
of two service policy options. He can fully rely on himself in providing the resources and
satisfying the repair calls by following a “full backlogging policy” (Chapter 4). In this
policy, spare parts are stocked in sufficient quantities and engineers are employed, while in
the case the requested spare parts or a service engineer is not immediately available, the
repair call is backlogged until both resources become available again. As an alternative,
the service provider can keep less local resources and in case of a spare parts stock out,
revert to an emergency supplier with ample capacity of spare parts and service engineers
to respond to a repair call. However, when upon a request the appropriate part is in
stock but no service engineer is immediately available, a backlogging policy is followed.
This policy is studied in Chapter 3 and is called the “partial backlogging policy”. In
both problems, the service level is formulated as the maximum accepted average waiting
time per repair call. Waiting times are caused by either the queueing for service engineers
or the lead time needed for a regular spare part replenishment (full backlogging) or an
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emergency shipment (partial backlogging). In Chapter 5, we have presented an extensive
numerical analysis of the two policies, using a case study example. We also showed that
the full backlogging policy becomes the preferred option for the LSP, once the emergency
shipment price offered by the external supplier exceeds a certain threshold.

In the second part of this dissertation, we broaden our scope and consider a two-echelon
after-sales service model with the local service provider and an emergency supplier. We
exploit results of the model under the partial backlogging policy, as analyzed in Chapter 3,
and introduce the full backlogging policy (Chapter 4) as an alternative for the LSP, in
case no reasonable contract can be reached with the emergency supplier (following the
comparison results of Chapter 5). In Chapter 7, we extend the model introduced in
Chapter 3 by studying the interaction of the local service provider and the emergency
supplier using game theoretical methods. We study Stackelberg and cooperative games
between the local service provider and the emergency supplier. We assume that the LSP
and the supplier are independent and they are interested in maximizing their individual
profit and determine their decision variables accordingly.

We consider a price-only Stackelberg game model in which no negotiation or cooperation
between the players takes place. In this contract, the emergency supplier is the principal
and she first decides on the contract terms. It is known that, if the supplier charges a
too high price in case of an emergency shipment, the LSP declines the supplier’s offer
and will use the full backlogging policy instead (Chapter 5). Therefore, the emergency
supplier needs to carefully evaluate the position of the LSP before offering a contract.
It is shown that the LSP can propose both revenue-sharing and cost-sharing contracts
to the supplier as a cooperation tool, leading to better contracts in a win-win situation.

In Chapter 8, we study the same problem, but in a more practical scenario, namely,
the case of asymmetric information on the asset’s reliability. We assume that both players
have full information on each other’s cost factors, however, the supplier does not have
full information on the failure rate of the assets. In this case, we investigate different
contracts and mechanism, e.g. a menu of revenue-sharing contracts, which the supplier
can use to tackle the lack of perfect information.

9.1 Research objectives revisited

In the introductory chapter, we raised 9 research objectives, which were addressed in
the remainder of this dissertation. In this chapter, we shortly summarize the findings
and revisit these research objectives.

RO. 1 To jointly optimize the spare parts inventory and service engineers staffing
(under different service policies).

In Chapter 3, the introduced problem under the partial backlogging policy is modeled
by means of Markov chains. An exact evaluation of this Markov chain is tractable only
for small problems. Therefore, for larger problems, two approximation methods have
been proposed to evaluate the system and to calculate the total average waiting time
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of the repair calls. The same problem, but now under a full backlogging policy, is studied
in Chapter 4. Similarly, the problem is modeled using a (different) Markov chain which
can be efficiently analyzed in an exact way only for small problems. For larger problems
an approximation method has been designed (different from those in Chapter 3). Finally,
in both chapters, the optimization problems are solved using a greedy algorithm which
in a comparison with the optimal solution or its lower bound is shown to perform highly
satisfactorily. The proposed greedy algorithms are based on the literature on spare parts
inventory, however, they are modified to become suitable for this multi-resource problem.

RO. 2 To quantify the potential benefit of integrated planning as opposed to the
separated optimization of spare parts inventory and service engineers staffing.

Various separated planning approaches which are common in practice are investigated
and compared with our proposed integrated planning. The result shows that there is
a considerable cost saving by switching from separated planning to the joint optimization
of spare parts inventory and service engineers staffing. In Chapter 5, we show that in
a real case study consisting of 93 types of spare parts, there are up to 27% and 20%
cost savings obtained with the partial backlogging policy and the full backlogging policy,
respectively, when integrating the planning of spare parts and service engineers instead
of separately planning them.

RO. 3 To determine which service policy a service provider should follow in case his
local resources are not immediately available.

In Chapter 5, the full backlogging service policy is compared with the partial backlogging
policy to see under which conditions each of these two service policies results in lower
optimal total service cost for the same service level. This comparison is tested for the
problem in the case study. The result shows that none of these two service policies, full
and partial backlogging, is always superior in terms of the optimal total cost. Depending
on the service level and the emergency shipment cost, each one may outperform the
other one. For more expensive emergency shipment cost and lower service level, the full
backlogging policy becomes more preferable. We show that, given a service level, there
is an emergency shipment cost value (threshold) above which the full backlogging policy
outperforms the partial backlogging policy.

RO. 4 To determine the optimal strategy of the emergency supplier in case she is
interested in maximizing her own profit.

In Chapter 7, we study a Stackelberg game between the local service provider and the
emergency supplier. In this framework, the supplier is the principal and offers a contract
to the LSP. In a Stackelberg game, the supplier offers an emergency shipment cost which
maximizes her profit, while taking into account the maximum price that the LSP may
accept (threshold value). The LSP declines the offered contract and switches to the full
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backlogging policy if the supplier offers a price higher than this maximum value. We
propose an original computationally efficient algorithm to find the equilibrium solution
of the Stackelberg game and illustrate that the optimal emergency shipment cost for the
supplier is not necessarily the threshold value. Furthermore, we show that the Stackelberg
game may result in a solution that is not the same as the optimal centralized solution.
In a numerical example, we observe up to 50% difference of the total profits between
the optimal centralized solution and the Stackelberg equilibrium.

RO. 5 To design contracts to achieve coordination in a decentralized setting.

RO. 6 To determine the optimal coordinated contract in case the players (LSP and
emergency supplier) are risk-averse.

In the same chapter, we design contracts which result in coordination, i.e. a contract
is set up that guarantees a total profit equal to the profit obtained with the centralized
solution. To reach system coordination, for the case where the fixed income of the LSP
is known to the supplier, a two parameters (revenue-sharing), and for general cases, a
three parameters (cost-sharing) coordinated contract is introduced. Each contract results
in a feasible set for the parameters with which the contract coordinates the system and
both players are better off. The parameter values in these feasible ranges define how
the total benefit of the coordination is shared among the players.

Furthermore, in the revenue-sharing contract, we show which value of the sharing
fraction parameter should be chosen if the players decide to involve their perceived risks
in the decision making and optimize their utilities instead of their expected profits. When
the supplier is more risk sensitive, a sharing fraction is chosen which is smaller than the
fair (Shapley) solution of the situation where they are risk-neutral. When the LSP is more
risk sensitive, a larger value of the sharing fraction is chosen. In the cost-sharing contract,
the players are able to decide how to share the risk independent of their expected profits.

RO. 7 To quantify the supplier profit loss and the LSP profit gain in case the supplier
has no full information on the asset reliability.

RO. 8 To design contracts to compensate (some of) the emergency supplier profit loss
in the asymmetric information scenario.

RO. 9 To quantify the compensation of the supplier loss in the asymmetric information
scenario when she uses different contracts.

In Chapter 8, we considered a situation in which the emergency supplier who serves
the LSP, has less information about the assets’ failure than the local service provider. We
explored three different ways in which the supplier may offer a contract to the LSP in the
case of asymmetric information. In the price-only contract, the supplier charges the LSP
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per emergency shipment request. The supplier needs to choose a price that maximizes
her expected profit considering that the LSP is of one of two types, representing a set
of bases with different assets’ failure rates. When charging a higher price, the supplier
expects a lower number of requests and when a price is charged higher than a threshold
value (which is different for each type of LSP), the LSP will reject the offer. In a second
way, the supplier can use a two parameters revenue-sharing contract which we show to
always yield a higher profit for the supplier than a price-only contract. We also study the
use of a menu of revenue-sharing contracts with which the supplier can screen the LSP
type by offering two different revenue-sharing contracts. We show that a feasible menu
of revenue-sharing contracts does not always exist and if it exists, the best menu does
not necessarily give a higher profit to the supplier than the best single revenue-sharing
contract. Therefore, we propose the combination of a single and a menu of revenue-sharing
contracts as the best strategy the supplier can follow when she does not have perfect
information on the asset reliability.

As expected, the presence of information asymmetry causes the supplier to lose some
part of her profit. If she relies on a price-only contract, she may lose more than 20% of her
profit and rarely (in less than 0.01% of all cases) is able to achieve the optimal coordinated
solution. With the help of the single and the menu of revenue-sharing contracts, the
supplier loses, on average, less than 5% of the value obtainable in the case of perfect
information. We propose incentive information sharing which the supplier can use when
the single or the menu of revenue-sharing contracts cannot capture all the value that
can be obtained when all information is available to the supplier. With this approach,
the supplier is able to increase her expected profit up to more than 14% compared with
her profit in the full information case.

The LSP never gets lower expected profit when the information is hidden for the
supplier compared to the full information scenario, however his gain is almost negligible.
Given the supplier’s optimal strategy in offering the best single or the best menu of
revenue-sharing contracts, a soft LSP (i.e. an LSP who holds a high emergency threshold
value) on average receives 0.1% more profit when the information is asymmetric. For
a tough LSP (low emergency threshold value) the situation is even less attractive since
he expects 15 times less increase in his profit. In addition, in around 12% of the cases,
he receives unacceptable offers (that gives him less than his reserved profit).

9.2 Future directions

In this section, we identify several open questions and relevant avenues for future research,
which could lead to interesting extensions of the results obtained in this dissertation. In
practice, problems are usually much more complicated than the problems we studied
in this dissertation. However, the insights and results that we obtained in this research
can be helpful in solving the more complicated real-life problems. The models that we
studied can act as building blocks for larger models. We, therefore, consider the results
in this dissertation as equipment that enriches the toolbox of those who face resources
planning problems in after-sales service logistics.
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The presented models on the first part of this dissertation are built based on the
following assumption: when a failure happens, the service provider knows immediately
what type of spare part is needed to fix the failure (without the need of a diagnostics
process handled by a skilled service engineer). There are different aspects that make this
remote and immediate diagnosis possible for some systems and more common in recent
years. Nowadays, many high capital intensive assets have modular structures, and upon
a failure, the entire failed module will be replaced by a spare module. Because of this
modular structure, usually the asset users are able to quickly detect which module is
broken and report it immediately to the service provider. In some types of systems, the
diagnostics and failure reports are even generated by a smart condition monitoring system.
With the help of these smart systems, the service provider knows immediately what type
of spare part he needs to send to the failed system location. For more complex systems,
some service providers offer a remote diagnosis with the help of recently developed
technology. In this procedure, a user or local engineer can follow the instruction of a
skilled service engineer who is virtually connected to him e.g. by using smart glasses,
in order to detect which type of spare part is needed. Nevertheless, there are still some
cases that this assumption does not hold and an on-site diagnosis by an expert is required
(see the recent PhD dissertation by Driessen [43]). In this case, the presented models
need to be modified. In this study, we assume that a request to service engineers is sent
once the needed spare part is available. However, when a diagnosis is needed, first a
service engineer needs to be assigned for inspection and after that, the needed spare part
can be requested. In this case, similar to the presented model, the arrival process to the
spare parts inventory will not be Poisson anymore, since it has been delayed because
of the diagnostics process by service engineers (in addition to possible waiting time until
a service engineer becomes available). This would be similar to the arrival process to the
service engineers queue in this study. Obviously, in this setting, more resources, especially
a higher number of service engineers, will be needed to achieve the same service level.

In this dissertation, we consider a two-echelon, single indenture model with homogeneously
skilled service engineers. To study real problems, we may need to extend the presented
model in different aspects. The model can be easily extended to non-homogeneously skilled
service engineers. In the case of cross-trained engineers, more analysis and modification
in the model is needed. Another interesting extension of the current study is to consider
multi-echelon, multi-indenture systems. The service constraint in the studied models is
a waiting time constraint that is averaged over all repair call types. One may impose
a service constraint per type of repair call (per spare part type) or a constraint on the
fraction of the repairs that should be executed within a given time window. Furthermore,
other service level formulations, such as the percentile waiting time, are interesting to
investigate. We expect that the optimization procedures that are proposed in Chapters 3
and 4 might work for these service constraints as well. However, for the evaluation of
these constraints, other methods are needed. Moreover, in our model, the spare parts
replenishment time and the repair times are assumed to be exponentially distributed,
however, this is not always a valid assumption for real situations. Other arrival processes
and replenishment and service time distributions should be studied to widen the area
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of model application. Note that, by assuming non-phase-type distributions, we lose the
tractability of the Markov analysis in our models. Therefore, extending the methodology
of this dissertation to cover these cases is not straightforward and one may need other
techniques such as simulation to analyze the extensions.

In the second part of the dissertation, we study the interaction of a single service
provider and an emergency supplier. Future studies may consider the case with a network
of multiple service providers and suppliers who compete to have the best contracts between
each other. In this case, combinations of Stackelberg and Nash games may be needed
to model the problem. Another important study object is to include the contracting
of the service provider and the asset owner into the analysis, which leads to a 3-tier
after-sales service logistics network. Although the proposed mechanism in Chapter 8 can
compensate most of the profit loss in the system because of the information asymmetry,
still more studies are needed to investigate whether a mechanism can be designed that
guarantees the coordination in the asymmetric information scenario. The problem studied
in Chapter 8 can also be extended to a multi-period situation in which the game between
the players continues for a number of subsequent periods. In this case, the supplier (or
another uninformed party) has the chance to update her information in each period based
on the result of the game on the previous period. In general, such a problem setting
can be modeled using the dynamic programming method. Using this approach, one may
aim to find the optimal contracting strategy of the players in each period such that their
expected profits are maximized in the entire horizon.

The spare parts supply networks, the relation of different parties in service supply chains
and the processes and distributions behind different parameters of the system, such as
failure behavior and service and replenishment times are all industry specific. Therefore, the
results and insights of this study may also be adapted to specific industrial environments,
as for example high-tech industries, the oil & gas industries, or aircraft companies.
Moreover, the advance of new technologies such as 3D-printing may significantly impact
the need for spare parts (as is investigated in another research project led by the University
of Twente). We recommend to analyze under what conditions 3D printing provides a
useful alternative to spare parts stocking, especially as an emergency supplier. Last,
modern sensor-based condition monitoring methods generally yield additional insights
in the status of capital-intensive systems, which in addition may cause a shift from
unplanned (corrective) to planned (preventive) maintenance, with possibly significant
impact on maintenance resource management.
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Summary

Maintenance and after-sales service logistics are important disciplines that have received
considerable attention both in practice and in the scientific literature. This attention is
related to the often high investments associated with capital-intensive assets in technically
advanced business environments. The uninterrupted availability of these assets is generally
crucial for a company’s operations. An operational failure resulting in downtime is highly
undesirable and may lead to significant losses for the asset owner. Moreover, after-sales
and maintenance services constitute a significant part of the income of many Original
Equipment Manufacturers (OEMs); it is not uncommon that service-related revenues
even exceed those of the sales of original products and equipment. Different maintenance
services such as inspections and preventive maintenance activities are executed with the
goal to maximize the availability of these expensive systems. However, unavoidable failures
may still happen, which means that, in addition to preventive maintenance and services,
repair actions (corrective maintenance) are necessary. Because of the focus on the uptime
of systems, often a “repair-by-replacement” policy is adopted, i.e. upon detection of what
parts are malfunctioning, these parts are removed and replaced by ready-to-use spare parts.
In this case, spare parts, service engineers and tools are the main resources for executing
the repair actions and their availability has a major impact on overall system downtime.

In the first part of this dissertation, we consider a single local service provider (LSP)
maintaining a group of assets based on a service level agreement with the customer (asset
owner). These assets are subject to random failures and the service provider is responsible
for carrying out the repair of the failing assets. This corrective maintenance is executed
by replacement of the failed part with a ready-to-use spare part. The malfunctioning
removed part, in turn, is sent to a repair shop, and upon completion of its repair returned
to the central depot stock. Since failures and hence the demand for repairs are not known
in advance, and the replenishment of the spare parts through an external channel usually
takes a long time, the service provider needs to stock a sufficient number of spare parts to
meet the target service level. He also needs to have a team of specialist service engineers
available to replace the malfunctioning parts.

In the models developed and analyzed in the first part, the LSP may follow one of two
service policy options. He can fully rely on himself in providing the resources and satisfying
the repair calls by following a “full backlogging policy”. In this policy, spare parts are
stocked in sufficient quantities and engineers are employed, while in the case the requested



spare parts or a service engineer is not immediately available, the repair call is backlogged
until both resources become available again. As an alternative, the service provider may
keep less local resources and in case of a spare parts stock out, revert to an emergency
supplier with ample capacity of spare parts and service engineers to respond to a repair
call. However, when upon a request the appropriate part is in stock but no service engineer
is immediately available, a backlogging policy is followed. This policy is called the “partial
backlogging policy”. In both problems, the service level is formulated as the maximum
accepted average waiting time, measured over all repair calls. Waiting times are caused
by either the queueing for service engineers or the lead time needed for a regular spare
part replenishment (full backlogging) or an emergency shipment (partial backlogging).

In the second part of this dissertation, we broaden our scope and consider a two-echelon
after-sales service model with a local service provider (LSP) and an emergency supplier.
We assume that the LSP and the supplier are independent and that they are interested
in maximizing their individual profit and determine their decision variables accordingly.
An important question then concerns the type of contract made between the LSP and
the emergency supplier. We exploit the results of the model under the partial backlogging
policy, and introduce the full backlogging policy as an alternative for the LSP, in case
no reasonable contract can be reached with the supplier. In particular, we extend the
model introduced in the first part by studying the interaction of the local service provider
and the emergency supplier using game theoretical methods. We study Stackelberg and
cooperative games between the local service provider and the emergency supplier. We
consider a price-only Stackelberg game model in which no negotiation or cooperation
between the players takes place. In this contract, the emergency supplier is the principal
and she first decides on the contract terms. It is known that, if the supplier charges a
too high price in case of an emergency shipment, the LSP declines the supplier’s offer
and will use the full backlogging policy instead. Therefore, the emergency supplier needs
to carefully evaluate the position of the LSP before offering a contract. It is shown that
the LSP can propose both revenue-sharing and cost-sharing contracts to the supplier
as a cooperation tool, leading to better contracts in a win-win situation.

Furthermore, we study the same problem, but in a more practical scenario, namely,
the case of asymmetric information on the asset’s reliability. We assume that both players
have full information on each other’s cost factors, however, the supplier does not have
full information on the failure rate of the assets. In this case, we investigate different
contracts and mechanism, e.g. a menu of revenue-sharing contracts, which the supplier
can use to tackle the lack of perfect information.
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