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� Deep learning detects epileptiform discharges with sensitivities of 20–80% at 94–100% specificity.
� Deep learning has promise to detect epileptiform discharges with similar accuracy as human experts.
� Deep learning may cause a fundamental shift in clinical EEG analysis in the next decade.

a b s t r a c t

Objective: Visual assessment of the EEG still outperforms current computer algorithms in detecting
epileptiform discharges. Deep learning is a promising novel approach, being able to learn from large data-
sets. Here, we show pilot results of detecting epileptiform discharges using deep neural networks.
Methods: We selected 50 EEGs from focal epilepsy patients. All epileptiform discharges (n = 1815) were
annotated by an experienced neurophysiologist and extracted as 2 s epochs. In addition, 50 normal EEGs
were divided into 2 s epochs. All epochs were divided into a training (n = 41,381) and test (n = 8775) set.
We implemented several combinations of convolutional and recurrent neural networks, providing the
probability for the presence of epileptiform discharges. The network with the largest area under the
ROC curve (AUC) in the test set was validated on seven independent EEGs with focal epileptiform dis-
charges and twelve normal EEGs.
Results: The final network had an AUC of 0.94 for the test set. Validation allowed detection of epilepti-
form discharges with 47.4% sensitivity and 98.0% specificity (FPR: 0.6/min). For the normal EEGs in the
validation set, the specificity was 99.9% (FPR: 0.03/min).
Conclusions: Deep neural networks can accurately detect epileptiform discharges from scalp EEG record-
ings.
Significance: Deep learning may result in a fundamental shift in clinical EEG analysis.

� 2018 International Federation of Clinical Neurophysiology. Published by Elsevier B.V. All rights
reserved.
1. Introduction

Since the first recording of the human EEG by Hans Berger in
1924 (Berger, 1929), visual assessment by trained experts has
remained the gold standard, despite the digital nature of EEG
recordings. While visual analysis has proven to be invaluable
(Schomer and Lopes da Silva, 2011), it has various limitations,
including time-consuming review times, long learning curves,
inter-observer variability and the need for specialized personnel
(Lodder and van Putten, 2014; Faught, 1993). Visual analysis limits
widespread use of long-term ambulatory recordings, although it
has been established that this may improve diagnostic sensitivity
for detecting interictal discharges (Askamp and van Putten, 2014;
Geut et al., 2017). Furthermore, visual analysis is associated with
significant error rates, ranging from 5% to 25% (Benbadis and Lin,
2008; Lodder and van Putten, 2014).
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This has driven the need for computer-assisted EEG interpre-
tation, and many researchers developed ‘‘hand-made” features to
detect interictal discharges or other relevant features from scalp
EEG recordings (Gotman et al., 1997; van Putten, 2007; van
Putten et al., 2005; Le Van Quyen and Bragin, 2007; Halford,
2009; Lodder and van Putten, 2013; Scheuer et al., 2017;
Wilson and Emerson, 2002). In addition, techniques have been
proposed for real-time analysis of the EEG in patients monitored
in the ICU (Cloostermans et al., 2011), or to assist in predicting
recovery from postanoxic coma (Tjepkema-Cloostermans et al.,
2013, 2017). Although successful in these domains, routine inter-
pretation of human EEG in the clinic is by visual assessment,
generally outperforming any method proposed thus far. Appar-
ently, the features of the multivariate time series used in visual
assessment by trained experts are very difficult if not impossible
to design explicitly.

Unlike other approaches, deep learning does not need an expli-
cit recipe for a particular feature. By providing sufficient data, it
can learn a hierarchical feature representation automatically: it
effectively learns by example. This makes it a very powerful candi-
date method to process the large amount of digital EEG data cur-
rently available. Recent advances in deep learning, have shown
impressive results in e.g. image classification (Bengio et al., 2012;
LeCun et al., 2015). Deep learning has also promising applications
in biology and medicine. Examples include plant-phenotyping
(Pound et al., 2017), analysis of ECG signals (Übeyli, 2010), assess-
ment of ultrasound images of breast lesions (Cheng et al., 2016),
classification of skin lesions (Esteva et al., 2017), or diagnosing
breast cancer (Golden, 2017).

Because of the complexity of the techniques deep learning
comprises, the number of parameters increases up to millions.
Previous attempts with traditional artificial neural networks
from the 1980s and 1990s were limited in complexity and
resources, and although deep learning has been developed in
the 1990s, a reliable way to train the networks was missing
at that time. Due to more recent developments in dedicated
algorithms for training and the use of graphical processing
units, deep learning became more relevant the last 5–7 years.
Two of the most widely used types of deep learning architec-
tures are convolutional neural networks (CNNs) and recurrent
neural networks (RNNs). CNNs are motivated by Hubel and
Wiesel’s work on the cat visual cortex (Hubel and Wiesel,
1963) and are constructed to process input data, e.g. images,
as multidimensional arrays, preserving spatial information.
CNNs typically contain several convolutional and pooling layers
in between the input layer (receptive field) and the output
layer. This architecture allows learning an increasing number
abstract features at many scales, ranging from small edges, to
object parts, and finally entire objects. Recurrent neural net-
works (RNNs) are comprised of memory cells. Training and
assessment takes into account not only data currently being
processed, but also data that came before, judging the old data
according to when it was seen and how coherent it is with the
other data. Currently, the most common form of a RNN is to
use a Long Short-Term Memory (LSTM) architecture, introduced
by Hochreiter and Schmidhuber in 1997 (Hochreiter and
Schmidhuber, 1997). These networks excel at predicting and
classifying time-series, used e.g. in speech recognition (Sak
et al., 2014) and text processing (Graves, 2013).

In this pilot study, we explore whether deep learning allows
detection of interictal discharges from scalp EEG recordings. Such
an approach is fundamentally different from using explicit fea-
tures, and mimics how EEG expertise is obtained in the clinic:
the novice is trained by exposure to many examples, supervised
by an expert.
2. Methods

2.1. EEG data and pre-processing

From our digital EEG database, we randomly selected 50 EEGs
that were classified as normal and 50 EEGs that contained focal
interictal epileptiform discharges (sharp waves, spikes, spike-
slow-waves or polyspike-waves: IEDs). This was done by searching
for the terms ‘‘normal EEG” and ‘‘focal epilepsy” in the conclusion
of the clinical report. Subsequently the complete clinical report and
the EEG recording itself were reviewed by the clinical neurophys-
iologist to confirm. All EEGs were obtained as part of routine care,
and anonymized before further analysis. The used data was hetero-
geneous, including both routine 20 min recordings and long-term
ambulatory registrations with periods of sleep. Patients aged
4–72 years.

The EEGswith focal epileptiformdischargeswere reviewedagain
by an experienced clinical neurophysiologist (MvP), who annotated
all epileptiform discharges. The clinical neurophysiologist was able
to review the complete EEG in different montages, typically the
bipolar longitudinal, Laplacian and common average montages.
Subsequently, all interictal discharges were extracted as 2 s epochs.
The parts of the EEGs without epileptiform discharges were dis-
carded. From all 50 EEGs classified as normal, the complete record-
ing was divided into non-overlapping epochs of 2 s.

As a next step, the data was divided into a training set, com-
prised of 80% of the EEG recordings (41,381 epochs, including
1478 IEDs), and a test set (8775 epochs, including 337 IEDs). We
did not mix samples from the same patients between data-sets:
all epochs from the same patient were used either for training or
testing. Data were filtered in the 0.5–35 Hz frequency range (to
reduce EMG artifacts and 50 Hz noise) and re-referenced to both
a longitudinal bipolar montage and a source Laplacian. Down-
sampling to 125 Hz was performed to reduce the input size and
thereby the complexity of the network, resulting in 18 � 250
matrices for the longitudinal bipolar montage and 19 � 250 matri-
ces for the source Laplacian. All pre-processing routines were
implemented in Octave.

For additional validation we used another independent set con-
sisting of 12 EEGs from patients without epilepsy (divided into
11,782 epochs of 2 s) and 7 EEGs from patients with epilepsy,
where all IEDs were annotated. Subsequently, the EEG was divided
into non-overlapping epochs of 2 s, resulting in 93,762 epochs of
which 536 were labelled as IEDs.
2.2. Deep learning architectures

To preserve the spatiotemporal nature of the EEG recordings,
we implemented deep neural networks using convolutions (1D
and 2D) and/or LSTMs. We used 5 main archetypes: 1D CNNs, 2D
CNNs, LSTMs, 1D CNNs with LSTMs and 2D CNNs with LSTMS.
For each archetype several models were trained. Input to these
models were the preprocessed 2 s epochs, thereby all channels of
a particular EEG epoch were fed to the network at once. This allows
the network to evaluate the combination of channels, instead of
classifying each channel separately, similar to a clinician who takes
the spatial distribution of a waveform into account. Separate net-
works were trained for both montages.

Each architecture contained one or more fully connected termi-
nal layers to deconstruct the features extracted from the upper lay-
ers and provide the output. Dropout layers (20–50%) were used in
between. A softmax activation function was used for the last layer,
providing the probability p1 for the presence of an epileptiform dis-
charge as the final output.



Fig. 1. Architecture of the final 2D convolutional neural network. The input
processes EEG epochs with size 19 � 256. The output is the probability ([0–1]) that
a particular 2 s epoch contains an epileptiform discharge. The total number of
parameters is 9142859.
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In 1D CNNs the filters of the convolutional layers are one
dimensional (vectors). These models thereby initially evaluate
each channel separately in the upper (convolutional) layers, while
the terminal (fully connected) layers that form the ‘‘decision part”
of the network combine the information from the different chan-
nels. In 2D CNNs the filters in the convolutional layers are two
dimensional (matrices), and thereby directly combine both tempo-
ral and spatial information.

We implemented the network in Python using Theano and
Keras and a CUDA-enabled NVIDIA GPU (GTX-1080), running on
CentOS 7. Theano is one of the top numerical platforms for
developing deep learning models, developed by the University of
Montreal (The Theano Development Team, 2016). It is a Python
library for fast numerical computation that can be run on the
CPU or GPU (Brownlee, 2016). Keras is a minimalist and easy to
use Python library for deep learning that can run on top of Theano
(Chollet, 2015). We realized stochastic optimization using Adam
(Kingma and Lei Ba, 2015) with learning rate = 0.0003, b1 ¼ 0:91,
b2 = 0.999, and � ¼ 10�8. As the loss function, the categorical
cross-entropy was used.

We used the performance on the test data set to choose which
trained models to discard or further improve. Final performance of
the best model was established on the independent validation set.

2.3. Performance evaluation

The model provides the probability p1 for the presence of an
epileptiform discharge in a 2 s epoch. By varying the threshold
for this probability, Receiver Operating Characteristic (ROC) curves
were obtained. ROC curves were made for all models using the test
set. The area under the curve (AUC) was used as an overall indica-
tor of performance.

Final classification performance of the best model was evalu-
ated on the independent validation set. For this evaluation, epochs
with a probability p1 > 0:5 were classified as abnormal, i.e. to con-
tain an IED, while epochs lower than this threshold were classified
as normal. Subsequently, sensitivity, specificity were calculated for
each individual EEG in the validation set. Sensitivity was defined
by the number of true positive (TP) epochs divided by the total
number of epochs with IEDs. Specificity was defined by the num-
ber of true negatives (TN) epochs divided by the total number of
epochs without IEDs. In addition, we calculated the false positive
rate (FPR) per minute, which we defined as the total number of
false positives (FP) divided by the duration of the EEG.
Fig. 2. Receiver operating characteristic (ROC) curve of the final 2D CNN model for
the test set, with an area under the curve (AUC) of 0.94. The red marker indicates
the performance of the network with a threshold of 0.5 for the probability of
containing an epileptiform discharge. (For interpretation of the references to color
in this figure legend, the reader is referred to the web version of this article.)
3. Results

We trained 346 different neural networks. While training of
each model took approximately 2 h, successive classification for a
20 min EEG recording was obtained within 2 s, resulting in 600
labeled epochs. From the various archetypes, the 2D CNNs and
2D CNN-LSTMs outperformed the other ones in the test set with
an AUC of 0.94 for the final 2D CNN model. The 1D CNNs and 1D
CNN-LSTMs had inferior results (AUCs of 0:68–0:74). The differ-
ence in performance of 2D vs 1D CNNs indicate that spatial distri-
bution of waveforms is an important characteristic of IEDs. The
LSTMs did not perform better than random. The final model was
evaluated in the validation set. Fig. 1 shows the architecture and
Fig. 2 the ROC curve. As the differences between the Laplacian
and longitudinal bipolar montages are small, only the results for
the bipolar montage are shown.

Final classification for the EEGs of the validation set is presented
in Table 1. For the EEGs with IEDs, we find an average sensitivity of
47.4% (range: 18.8–78.4%) with specificity of 98.0% (range 93.8–
99.8%), which is associated with a false positive rate (FPR) of 0.6/
min. For the normal EEGs, false positive epochs were detected in
2 out of 12 cases, with an average specificity of 99.9% (range
98.3–100%). This corresponds to 1–2 erroneously classified epochs
per hour. Examples of correctly and incorrectly classified epochs
are shown in Figs. 3 and 4.
4. Discussion

Our pilot shows feasibility of convolutional and recurrent neu-
ral networks to detect focal epileptiform discharges in scalp EEG



Table 1
Overview of classification performance of the EEGs in the validation set after training with the EEGs in bipolar montage with a threshold of p = 0.5. IED = interictal epileptiform
discharge; Sens = sensitivity; Spec = specificity.

Case Epochs (n) IEDs (n) Sens (%) Spec (%)

Epilepsy 1 768 162 78.4 95.2
Epilepsy 2 1193 2 50.0 98.8
Epilepsy 3 1228 32 18.8 98.7
Epilepsy 4 34,567 33 27.3 99.8
Epilepsy 5 22,271 130 20.8 98.9
Epilepsy 6 32,551 54 27.8 95.5
Epilepsy 7 1184 123 56.1 93.8

Normal 1 606 0 – 100
Normal 2 1596 0 – 100
Normal 3 602 0 – 100
Normal 4 660 0 – 98.3
Normal 5 602 0 – 100
Normal 6 1022 0 – 100
Normal 7 1133 0 – 100
Normal 8 949 0 – 100
Normal 9 1164 0 – 100
Normal 10 1519 0 – 100
Normal 11 610 0 – 100
Normal 12 1319 0 – 99.6

Fig. 3. Examples of correctly classified epochs from the validation set. The probability that the epoch contains an epileptiform discharge, is shown above each epoch. Top:
Three correctly classified normal EEG epochs (true negative). Bottom: three epochs containing focal epileptiform discharges that were correctly classified (true positive).
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recordings. In our evaluation set, we reached a sensitivity of 47.4%
and specificities near 98–99% (FPR 0.03–0.6/min). Our results are
up to par what is being reported in the literature using computer
assisted detection of interictal discharges. For instance, using three
existing computer algorithms, based on explicit feature extraction
(Persyst 11, Persyst 12 and Persyst 13 and a large data set



Fig. 4. Examples of two EEG epochs that were misclassified. The probability that the epoch contains an epileptiform discharge is shown above each epoch. Left: a normal EEG
epoch classified as epileptiform discharge (false positive). Right: an epileptiform discharge that is not detected by the network (false negative).
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containing 5474 spike events from 40 prolonged EEG recordings,
Scheuer and co-workers reported sensitivities for these three algo-
rithms of 17.6%, 19.2% and 43.9%, respectively (Scheuer et al.,
2017). False positive rates of each algorithm corresponded to
0.53, 0.47 and 1.65 per minute. Although the data set used is differ-
ent, our pilot results in slightly better sensitivities and false posi-
tive rates. Notably, the same study has 3 human reviewers that
have only a fair level of agreement. They achieved sensitivities of
51.5%, 40.0% and 42.1% with false positive rates of 1.99, 0.97 and
0.8 per minute, respectively. This performance is also similar to
our previous work using a database of smart templates Lodder
et al. (2013) and that of others as summarized in a recent review
(Halford, 2009).

Only a few studies explored spike detection with CNNs, all using
data from a few patients, only. For instance, EEG from five patients
was used using leave-on-out cross validation, resulting in an AUC
of 0.95 (Johansen et al., 2016). Multi-class classification (including
the class ‘‘sharp wave”) with a semi-supervised deep belief net was
explored using 11 EEGs from patients who underwent therapeutic
hypothermia after cardiac arrest (Wulsin et al., 2011).

The larger number of false positives in EEGs of patients with
focal epilepsy than in control EEGs suggests that the CNN detects
features unnoticed by visual assessment (van Putten et al., 2018).
Interictal EEG from patients with focal epilepsy, therefore, may
contain other features than IEDs, that could assist in classification.
In a computer model of dynamic networks, where the functional
network was based on the extent of synchrony between EEG chan-
nels, such a biomarker for idiopathic generalized epilepsy was
explored using resting state EEG, reporting a specificity of 100%
at sensitivity 56.7% and 100% sensitivity at 65.8% specificity
(Schmidt et al., 2016).

Displaying classifications during review would successively
allow the electroencephalographer to judge the classification,
including the possibility to reject or accept, as was previously pro-
posed in Lodder and van Putten (2014). Thereby the user could
adapt the used probability threshold. In this way, the epochs with
the highest probability for containing epileptiform discharges
could be shown first.

A unique feature of deep learning is the ability to learn from
example, without explicit feature definitions, which is similar to
how human experts review EEG recordings, and by training the
network with more data, performance will typically become better
(LeCun et al., 2015). In the current training and test set IEDs of 50
different patients were included. Since this number is probably too
small to cover the complete variability in IED morphology, the
model would benefit from a larger training set with IEDs from
more epilepsy patients. Despite these potential limitations, we
obtain good classification accuracies in the independent validation
set, illustrating the high potential of deep neural networks.
Although the variability of IEDs between patients may be larger
than within patients, even within patients IEDs do vary in mor-
phology. Further, the relation of the IED with the ‘‘background” is
variable within patients, as well, and relevant for reliable detec-
tion. In future work, we will include more patients, as well, which
will also allow us to study the relation between classification accu-
racy and the amount of IEDs used in the training from varying
numbers of patients.

Since RNNs keep memory of previous processed data, they
could benefit from longer EEG epochs, thereby having more con-
text to compare the current processed data with (Schmidhuber,
2015). Therefore, detection of IEDs with RNNs, may be improved
by processing the entire EEG, instead of using 2 s epochs, which
is similar to a clinician who also prefer to review the complete
EEG recording instead of a single 2 s EEG epoch. Increasing the
training set and training the network with additional montages
or combining the results from multiple models may also improve
the classification accuracy. EEGs were down-sampled to 125 Hz,
filtered in the 0.5–35 Hz range and divided in 2 s epochs. If chang-
ing these and other pre-processing parameters would result in bet-
ter classification has not been explored, but it is not unlikely that
the sensitivity for some artefacts may be reduced. Classification
accuracy may also benefit from additional pre-processing, for
instance by using techniques to reduce EMG contamination
(Anderson and Doolittle, 2010).

It is sometimes argued that how decisions are taken by deep
learning architectures is not explicit. Indeed, although the various
‘‘hidden layers” are essential to decode the input into components,
the way this is performed and which particular features are
encoded are generally not easy to elucidate. Recent advances, how-
ever, have made it possible to interact and experiment with them,
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allowing exploration of which particular components of features
are relevant in classification (Wallach et al., 2015; Angermueller
et al., 2016).

In sum, our pilot shows the feasibility of deep learning with a
convolutional neural network to detect interictal epileptiform dis-
charges from scalp EEG recordings. Further improvement in accu-
racy is possible if neural networks are trained with larger
amounts of data and optimization of network architecture.
Computer assisted EEG analysis with deep learning has also poten-
tial beyond identification of interictal discharges, e.g. in detecting
slowing, asymmetries, and sleep stages (Tan et al., 2015). It is very
likely that deep learning for EEG classification will more and more
support the clinical neurophysiologist, with potential to even out-
perform human interpretation. This may ultimately induce a dis-
ruptive change in EEG interpretation, almost 100 years after Hans
Berger recorded the first human EEG through the intact scalp in
1924 (Berger, 1929).
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